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POPULÄRVETENSKAPLIG SAMMANFATTNING

Autonoma robotar agerar i en dynamisk värld där både robotarna och andra objekt kan röra
på sig. Robotarnas omgivningsuppfattningssystem arbetar därför med dynamisk indata och be-
höver skatta både omgivning och dynamik. Ett av nyckelelementen för att skatta dynamiken är
förmågan att kunna följa dynamiska objekt. Denna förmåga behövs för att systemet ska kunna
uppfatta vad objekten gör, var de kommer vara i framtiden, och för att i framtiden bättre kunna
skatta var de är. I denna avhandling fokuserar jag på indata från visualla kameror, bilder. Bilder
har, i och med djupinlärningsvågen, blivit en hörnsten i system för autonoma robotar. Bildbe-
handlande neurala nät optimeras för att utföra en specifik datorseendeuppgift – såsom att känna
igen katter och hundar – på enorma datamängder av annoterade exempel. Denna process bru-
kar kallas för offline-träning och givet ett väldesignat neuralt nät, erforderlig mängd data av
hög kvalitet, och en passande formulering av offline-träningen, så förväntas nätet kunna lära sig
uppgiften ganska väl.

Denna avhandling börjar med en studie av följning av objekt. Följningen baseras på objektens
visuella utseende och åstadkoms via diskriminativa faltningsfilter (DCFs). Avhandlingens första
bidrag är att dela upp ett sådant filter i flera subfilter. Syftet är att ge en mer robust följning när
objekt deformeras eller roterar. Dessutom ger detta enmer detaljerad representation av objektet
då varje individuellt subfilter förväntas följa en rigid objektdel. I avhandlingens andra bidrag
undersöks hur neurala nät kan tränas direkt på objektföljningsuppgiften. För att få en detaljerad
representation av objektet används segmenteringsmasker. Huvudproblemet består i att designa
ett neuralt nät som klarar av uppgiften. De vanligaste neurala näten är bra på att känna igen
mönster de sett under offline-träningen, men de har svårt för att spara undan nya mönster för
att senare kunna känna igen dessa. För att lösa detta problem föreslås en ny mekanism som
tillåter det neurala nätet att lagra visuella utseenden.Dennamekanismvidareutvecklar befintliga
metoder inom fältet och verkar generaliseramycket väl till ny data. I avhandlingens tredje bidrag
används metoden tillsammans med en fusionsstrategi och ett feldetektionskriterium för semi-
automatisk annotering av visuella och termiska videor.

System för omgivningsuppfattning behöver inte bara kunna följa objekt, utan måste även själva
kunna upptäcka dem. Avhandlingens fjärde bidrag studerar uppgiften att samtidigt upptäcka,
följa, och segmentera alla objekt från en förutbestämd mängd med objektklasser. Utmaningen
ligger här inte bara i designen av neurala nätverket, utan även i skapandet av en formulering för
offline-träning. Den resulterande metoden, ett återkopplad neuralt grafnät, presterar bättre än
tidigare arbeten som har liknande körtid.

Till sist studeras dynamisk inlärning av nya visuella koncept. Efter studierna av objektföljning
observerades det att neurala nätet i grund och botten tränas offline på att online lära sig samt an-
vända sig av objekts utseende. En naturlig fråga är ifall denna inlärningsmekanism skulle kunna
utvidgas även till hela semantiska klasser – så att nätet skulle kunna lära sig nya visuella kon-
cept från ett fåtal träningsexempel. En sådan förmåga skulle vara användbar i autonoma system
eftersom att man då inte skulle behöva annotera tusentals träningsexempel för varje klass som
man behöver känna igen. Istället tränas systemet för att snabbt kunna lära sig nya klasser. I av-
handlingens femte bidrag föreslås en ny inlärningsmekanism baserad på Gaussiska processer.
Mekanismen integreras i ett neuralt nät som tränas direkt för att segmentera bilder baserat på
ett fåtal träningsexempel. Den föreslagna metoden presterar bättre än befintliga metoder, och
skillnaden blir speciellt tydlig när flertalet träningsexempel ges.

För att summera, denna avhandling studerar och gör flera bidrag till lärande system som analy-
serar dynamiska visuella scener och som dynamiskt lär sig visuella utseenden eller koncept.
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ABSTRACT

Autonomous robots act in a dynamic world where both the robots and other objects may move.
The surround sensing systems of said robots therefore work with dynamic input data and need
to estimate both the current state of the environment as well as its dynamics. One of the key
elements to obtain a high-level understanding of the environment is to track dynamic objects.
This enables the system to understand what the objects are doing; predict where they will be in
the future; and in the future better estimate where they are. In this thesis, I focus on input from
visual cameras, images. Images have, with the advent of neural networks, become a cornerstone
in sensing systems. Image-processing neural networks are optimized to perform a specific com-
puter vision task – such as recognizing cats and dogs – on vast datasets of annotated examples.
This is usually referred to as offline training and given a well-designed neural network, enough
high-quality data, and a suitable offline training formulation, the neural network is expected to
become adept at the specific task.

This thesis starts with a study of object tracking. The tracking is based on the visual appear-
ance of the object, achieved via discriminative convolution filters (DCFs). The first contribution
of this thesis is to decompose the filter into multiple subfilters. This serves to increase the ro-
bustness during object deformations or rotations. Moreover, it provides a more fine-grained
representation of the object state as the subfilters are expected to roughly track object parts. In
the second contribution, a neural network is trained directly for object tracking. In order to ob-
tain a fine-grained representation of the object state, it is represented as a segmentation. The
main challenge lies in the design of a neural network able to tackle this task. While the common
neural networks excel at recognizing patterns seen during offline training, they struggle to store
novel patterns in order to later recognize them. To overcome this limitation, a novel appearance
learning mechanism is proposed. The mechanism extends the state-of-the-art and is shown to
generalize remarkably well to novel data. In the third contribution, the method is used together
with a novel fusion strategy and failure detection criterion to semi-automatically annotate visual
and thermal videos.

Sensing systems need not only track objects, but also detect them. The fourth contribution of this
thesis strives to tackle joint detection, tracking, and segmentation of all objects from a predefined
set of object classes. The challenge here lies not only in the neural network design, but also in the
design of the offline training formulation. The final approach, a recurrent graph neural network,
outperforms prior works that have a runtime of the same order of magnitude.

Last, this thesis studies dynamic learning of novel visual concepts. It is observed that the learn-
ing mechanisms used for object tracking essentially learns the appearance of the tracked object.
It is natural to ask whether this appearance learning could be extended beyond individual ob-
jects to entire semantic classes, enabling the system to learn new concepts based on just a few
training examples. Such an ability is desirable in autonomous systems as it removes the need of
manually annotating thousands of examples of each class that needs recognition. Instead, the
system is trained to efficiently learn to recognize new classes. In the fifth contribution, a novel
online learning mechanism based on Gaussian process regression is proposed. This mechanism
is integrated into a neural network that is trained for few-shot segmentation. The approach out-
performs the state-of-the-art and the performance gap is especially large when multiple training
examples are given.

To summarize, this thesis studies andmakes several contributions to learning systems that parse
dynamic visuals and that dynamically learn visual appearances or concepts.
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Introduction

1.1 Motivation

In recent years, industry and researchers alike have sought to automate.
Amongst the most evident is the drive to create an autonomous car – a car
able to drive without a driver. The arguments for such a car range from safety
to convenience. Another application for automation is public safety. Dur-
ing catastrophic events, such as a forest fire or a ship capsizing, it is crucial
to quickly obtain an overview of the situation. Unmanned ground vehicles,
surface vessels, and air vehicles 1 could efficiently and safely provide such an
overview. In recent years, an interest for forest surveillance has sparked due
to the European spruce bark beetle – an animal that rapidly consumes spruce.
Such surveillance could be efficiently automated and possibly generalized to
perform other similar tasks within forestry or agriculture.

All of the aforementioned applications rely on autonomous robots per-
forming tasks. In order to perform those tasks, the robots need to sense their
surroundings. This is the topic of computer vision, seeing machines. Sight,
or visual perception, is what grants humans and the majority of the animal
kingdom 2 the ability to sense the environment. In order to tackle real-world
applications, we would like to endow the very same ability to machines.

Many computer vision tasks have historically been very challenging. As an
example, consider the classification of cat- and dog images. It is nigh impossi-
ble to hand-craft a computer programme able to differentiate between the two
classes. The system needs to recognize a hierarchy of different patterns cor-
responding to the different parts of the object. In the last decade, researchers
have to some extent found a solution to the image classification problem. The
solution is neural networks, a highly flexiblemathematical model that is opti-
mized, or trained, to tackle different tasks on vast amounts of data. The high

1See e.g. Bertil Grelsson [21] for a deeper discourse on unmanned vehicles and vessels.
2Ask a child to name all things. Most animals named will rely on visual perception [43].
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1. Introduction

flexibility permits the model to complete highly complex tasks and the large
amount of data renders the optimization problem close to the actual task at
hand. This training stage is often referred to as offline training, a highly com-
pute and data intensive stage. The resulting neural network is quite specific,
specialized to perform a single task such as differentiating between cat and
dog images.

Neural networks have excelled at image recognition and other pattern
recognition tasks. A set of tasks that have posed more challenging are those
related to the parsing of dynamic scenes. In dynamic scenes, both the camera
collecting the video and other objects may be moving. Understanding those
scenes involves recognition of moving objects and keeping track of said ob-
jects. The challenges can be divided into twoparts. First is the design of a neu-
ral network able to process dynamic data. To track an object, for instance, the
neural network must store and exploit the appearance of said object in order
to recognize it later. The neural networks used for image classification typi-
cally struggle with this. The second set of challenges lie in the design of the
offline training formulation. One example of that is the task of simultaneous
detection and tracking of all objects. The untrained neural network might
propose a set of objects and their movement, but it is non-trivial to steer it
towards the correct set of objects and trajectories.

Consider once again the task of tracking objects. Storing the appearance
of the target can be viewed as learning what the target looks like. Later, when
the target is tracked, this learnt knowledge is exploited. This type of learning
happens online, and when tackling the object tracking problem with a neural
network, it is important to differentiate between that and the offline learning
happening during training. Essentially, we are training a neural network to
learn, using just one or a handful of examples. For object tracking, we learn
what a specific object looks like, but we may also ask whether we could learn
other concepts aswell, for instance to recognize a new, previously unseen type
of object. Learning new concepts is something humans do with ease and an
ability that could be highly useful in real-world applications. For instance, if
an autonomous robot needs to recognize new types of objects, we can avoid
collecting and annotating thousands of images. Instead, the robot has been
trained to learn new concepts from just a few examples, and those few exam-
ples are what we need to provide.

1.2 Research questions

The idea of learning to understand dynamic visuals and dynamic learning of
visual concepts raises some fairly general questions. We pose them here, to-
gether with the more specific questions that are tackled in the papers.
Dynamic learning of appearance: How canmachines dynamically learn
the appearance of an object or an entire semantic class? More specifically,
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1.3. Outline

how do we design a neural network able to learn the two? Do they require
different learning mechanisms? What kinds of mechanisms generalize well
to previously unseen objects, object types, or semantic classes?
Visual tracking of dynamic objects: How can machines keep track of
dynamic objects in videos? More specifically, how do we accurately localize
the entire spatial extent of the object? How do we train a neural network to
tackle this task? Whenmultiple objects are to be tracked and segmented, how
dowe pose the offline learning problem? How dowe avoid the classical issues
with neural networks that learn to propagate information between time steps,
such as instability and vanishing gradients?

1.3 Outline

This thesis is divided into two parts. The first part is further divided into six
chapters. Chapter 2 studies tracking single objects. It serves to introduce the
problem setting and ideas that are used in later chapters. Chapter 3 describes
a more fine-grained variant of object tracking, called video object segmenta-
tion, where the objects are segmented. This provides a more accurate repre-
sentation of the target. Next, in Chapter 4, this problem is extended to simul-
taneous detection, tracking, and segmentation of objects. In Chapter 5, an
introduction to training neural networks to learn new visual concepts is pro-
vided. Last, Chapter 6 concludes the thesis, including a discussion on future
work and an ethical reflection. The second part of the thesis contains its five
contributions. Paper A is a contribution to the online learning in visual object
tracking. Paper B furthers the state-of-the-art in video object segmentation
via end-to-end training of a neural network with a mechanism that permits
the learning target appearances. Paper C is an application of Paper B to semi-
automatic data annotation. Paper D proposes a neural network and training
formulation to tackle the video instance segmentation problem. Paper E ex-
plores online learning of the visual appearance of novel semantic classes.
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1. Introduction

1.4 Included Publications

Paper A: DCCO: Towards Deformable Continuous
Convolution Operators for Visual Tracking
Joakim Johnander, Martin Danelljan, Fahad Shahbaz Khan, and Michael
Felsberg. “DCCO: Towards deformable continuous convolution operators
for visual tracking.” In: International Conference on Computer Analysis of
Images and Patterns. Springer. 2017, pp. 55–67

Abstract: Discriminative Correlation Filter (DCF) based methods have
shown competitive performance on tracking benchmarks in recent years.
Generally, DCF based trackers learn a rigid appearance model of the target.
However, this reliance on a single rigid appearancemodel is insufficient in sit-
uations where the target undergoes non-rigid transformations. In this paper,
we propose a unified formulation for learning a deformable convolution filter.
In our framework, the deformable filter is represented as a linear combination
of sub-filters. Both the sub-filter coefficients and their relative locations are
inferred jointly in our formulation. Experiments are performed on three chal-
lenging tracking benchmarks: OTB-2015, TempleColor and VOT2016. Our
approach improves the baseline method, leading to performance comparable
to state-of-the-art.
Author’s contributions: Themethod was developed together withMartin
Danelljan and Fahad Khan. The author conducted the experiments and was
the main contributor to the manuscript.
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1.4. Included Publications

Paper B: A Generative Appearance Model for End-to-end
Video Object Segmentation
Joakim Johnander, Martin Danelljan, Emil Brissman, Fahad Shahbaz Khan,
and Michael Felsberg. “A generative appearance model for end-to-end video
object segmentation.” In: Proceedings of the IEEE/CVF Conference on Com-
puter Vision and Pattern Recognition. 2019, pp. 8953–8962

Oral presentation (top 5.6% of submitted papers).

Abstract: One of the fundamental challenges in video object segmentation is
to find an effective representation of the target and background appearance.
The best performing approaches resort to extensive fine-tuning of a convolu-
tional neural network for this purpose. Besides being prohibitively expensive,
this strategy cannot be truly trained end-to-end since the online fine-tuning
procedure is not integrated into the offline training of the network. To ad-
dress these issues, we propose a network architecture that learns a powerful
representation of the target and background appearance in a single forward
pass. The introduced appearance module learns a probabilistic generative
model of target and background feature distributions. Given a new image,
it predicts the posterior class probabilities, providing a highly discrimina-
tive cue, which is processed in later network modules. Both the learning and
prediction stages of our appearance module are fully differentiable, enabling
true end-to-end training of the entire segmentation pipeline. Comprehen-
sive experiments demonstrate the effectiveness of the proposed approach on
three video object segmentation benchmarks. We close the gap to approaches
based on online fine-tuning on DAVIS17, while operating at 15 FPS on a sin-
gle GPU. Furthermore, our method outperforms all published approaches on
the large-scale YouTube-VOS dataset.
Author’s contributions: The method was developed jointly with Martin
Danelljan. The author was the main contributor to implementation, experi-
ments, and the manuscript.
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1. Introduction

Paper C: Semi-automatic Annotation of Objects in
Visual-Thermal Video
Amanda Berg, Joakim Johnander, Flavie Durand de Gevigney, Jorgen
Ahlberg, and Michael Felsberg. “Semi-automatic annotation of objects in
visual-thermal video.” In: Proceedings of the IEEE/CVF International Con-
ference on Computer Vision Workshops. 2019

Abstract: Deep learning requires large amounts of annotated data. Manual
annotation of objects in video is, regardless of annotation type, a tedious and
time-consuming process. In particular, for scarcely used image modalities
human annotation is hard to justify. In such cases, semi-automatic annota-
tion provides an acceptable option. In this work, a recursive, semi-automatic
annotation method for video is presented. The proposed method utilizes a
state-of-the-art video object segmentation method to propose initial annota-
tions for all frames in a video based on only a few manual object segmenta-
tions. In the case of a multi-modal dataset, the multi-modality is exploited to
refine the proposed annotations even further. The final tentative annotations
are presented to the user for manual correction. The method is evaluated on
a subset of the RGBT-234 visual-thermal dataset reducing the workload for a
human annotator with approximately 78% compared to full manual annota-
tion. Utilizing the proposed pipeline, sequences are annotated for the VOT-
RGBT 2019 challenge.
Author’s contributions: The author contributed to the method that was
primarily developed by Amanda Berg. The author ran the VOS-method uti-
lized in the experiments and made contributions to the manuscript.
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1.4. Included Publications

Paper D: Video Instance Segmentation with Recurrent
Graph Neural Networks
Joakim Johnander, Emil Brissman, Martin Danelljan, and Michael Felsberg.
“Video Instance Segmentation with Recurrent Graph Neural Networks.” In:
Pattern Recognition: 43rd DAGM German Conference, DAGM GCPR 2021,
Bonn, Germany, September 28 – October 1, 2021, Proceedings. Ed. by
C. Bauckhage et al. (eds). Springer. 2021. doi: 10.1007/978-3-030-92659-
5_13

Published at DAGM GCPR 2021, where it won an honorable mention.

Abstract: Video instance segmentation is one of the core problems in com-
puter vision. Formulating a purely learning-based method, which models
the generic track management required to solve the video instance segmen-
tation task, is a highly challenging problem. In this work, we propose a novel
learning framework where the entire video instance segmentation problem is
modeled jointly. To this end, we design a graph neural network that in each
frame jointly processes all detections and amemory of previously seen tracks.
Past information is considered and processed via a recurrent connection. We
demonstrate the effectiveness of the proposed approach in comprehensive
experiments. Our approach, operating at over 25 FPS, outperforms previous
video real-time methods. We further conduct detailed ablative experiments
that validate the different aspects of our approach.
Author’s contributions: The method was developed jointly with Emil
Brissman. The author was the main contributor to implementation, exper-
iments, and the manuscript.
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Paper E: Dense Gaussian Processes for Few-Shot
Segmentations
Joakim Johnander, Johan Edstedt, Michael Felsberg, Fahad Shahbaz Khan,
and Martin Danelljan. “Dense Gaussian Processes for Few-Shot Segmenta-
tion.” In: arXiv preprint arXiv:2110.03674 (2021)

This paper is under review.

Abstract: Few-shot segmentation is a challenging dense prediction task,
which entails segmenting a novel query image given only a small annotated
support set. The key problem is thus to design a method that aggregates de-
tailed information from the support set, while being robust to large variations
in appearance and context. To this end, we propose a few-shot segmentation
method based on dense Gaussian process (GP) regression. Given the support
set, our dense GP learns the mapping from local deep image features to mask
values, capable of capturing complex appearance distributions. Furthermore,
it provides a principled means of capturing uncertainty, which serves as an-
other powerful cue for the final segmentation, obtained by a CNN decoder.
Instead of a one-dimensional mask output, we further exploit the end-to-
end learning capabilities of our approach to learn a high-dimensional output
space for the GP. Our approach sets a new state-of-the-art for both 1-shot and
5-shot FSS on the PASCAL-5i and COCO-20i benchmarks, achieving an ab-
solute gain of +14.9mIoU in the COCO-20i 5-shot setting. Furthermore, the
segmentation quality of our approach scales gracefully when increasing the
support set size, while achieving robust cross-dataset transfer.
Author’s contributions: The method was developed jointly with Martin
Danelljan and Johan Edstedt. The implementation and experiments were
conducted togetherwith JohanEdstedt. The authorwas themain contributor
to the manuscript.
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1.5 Omitted Publications

What follows are additional publications the author has been part of but that
are omitted from this thesis.

Unveiling the Power of Deep Tracking
Goutam Bhat, Joakim Johnander, Martin Danelljan, Fahad Shahbaz Khan,
and Michael Felsberg. “Unveiling the power of deep tracking.” In: Pro-
ceedings of the European Conference on Computer Vision (ECCV). 2018,
pp. 483–498

On the Optimization of Advanced DCF-Trackers
Joakim Johnander, Goutam Bhat, Martin Danelljan, Fahad Shahbaz Khan,
andMichael Felsberg. “On the Optimization of Advanced DCF-Trackers.” In:
Proceedings of the European Conference on Computer Vision (ECCV)Work-
shops. 2018

The Sixth Visual Object Tracking VOT2018 Challenge
Results
Matej Kristan, Ales Leonardis, Jiri Matas, Michael Felsberg, Roman
Pflugfelder, Luka ˇCehovin Zajc, Tomas Vojir, Goutam Bhat, Alan Lukezic,
Abdelrahman Eldesokey, et al. “The sixth visual object tracking vot2018 chal-
lenge results.” In: Proceedings of the European Conference on Computer
Vision (ECCV) Workshops. 2018

Predicting Signed Distance Functions for Visual Instance
Segmentation
Emil Brissman, JoakimJohnander, andMichael Felsberg. “Predicting Signed
Distance Functions for Visual Instance Segmentation.” In: 2021 Swedish Ar-
tificial Intelligence Society Workshop (SAIS). IEEE. 2021, pp. 1–6
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2

Visual Object Tracking

Method Method Method

t0 t1 t2 t64

Figure 2.1: In visual object tracking, the aim is to locate a target object
throughout a video object. The target is defined in the first frame, where its
initial state is given. The target, in this example a transformer, is generic –
meaning that no information about its appearance or movement is known a
priori.

Understanding object motion is a fundamental computer vision task and
key to capturing the dynamics of the scene. The visual object tracking task is
concerned with tracking of objects in videos. It is of central importance in a
wide range of systems, such as those that keep track of persons on a soccer
field, recognize what seabirds are doing, or predict where cyclists are going.
This chapter first introduces the visual object tracking task. An illustration of
the task is provided in Figure 2.1. Next, the discriminative convolution filter
(DCF) – one of the most successful innovations in visual object tracking – is
introduced together with a discussion that lays the foundation for Paper A.
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2.1 Different Types of Tracking

Object tracking can be done with a wide range of sensors, such as doppler
radar [31], time-of-flight cameras [5], on-board IMUs [63], or micro-
phones [56]. In the single-object tracking scenario, the measurements need
to be filtered and a priori information exploited to estimate the target loca-
tion. If multiple objects are to be tracked, the measurements also need to be
associated to the different targets. Visual object tracking, i.e. tracking objects
in videos, is a bit different. In this problem, each object has an information-
rich signature – its appearance – and one of the primary research questions
is how to best exploit it. The visual object tracking problem is considered one
of the core computer vision problems and has attracted tremendous attention
in recent years.

Object tracking can be generic or specialized to a predefined set of ob-
ject classes. In this thesis, we shall first study the former and then, in Chap-
ter 4 and Paper D, the latter. Generic tracking means that no assumptions
are made on the objects that are to be tracked. It is unknown what they look
like and it is unknown how they will move. It is also unknown how the cam-
era behaves or what type of scene it is in. Methods for generic tracking in-
stead rely on regularity in the visual appearance and movement of both the
object to be tracked and the background. These methods are often designed
for a wide range of scenarios found in real-world applications; entertainment
films; and contrived in research labs. The non-generic setting, tracking on
a predefined set of classes, is common in real-world applications. This set-
ting allows incorporation of a priori knowledge about the visual appearance
of the objects as well as their motion. An object detector can be constructed
to, given an image, find all objects belonging to one of the classes or tell how
likely a given location in the image is to contain an object of one of the classes.
This, when combined with the previous target state and a motion model can
provide highly accurate estimates.

In generic visual object tracking, objects are typically tracked in the 2-
dimensional image plane. In each image, the target state is represented by
an axis-aligned rectangle, usually referred to as bounding box. The bounding
box is defined by four values, corresponding either to the image coordinates
of the upper left and lower right corner; the coordinates of the upper left cor-
ner and its size; or the image coordinates of the center and its size. There are
some variations to the target state representation. For several years, the VOT-
challenge [34] represented the target with a rotated bounding box. Another
variation is to represent the target state with a segmentation mask, marking
all the pixels in the image currently occupied by the target. This variation of
the visual object tracking task is usually referred to asVideoObject Segmenta-
tion 1, which we will leave for now and return to in Chapter 3. 3-dimensional

1Though, the annual VOT challenge has recently switched from rotated bounding boxes to
segmentation masks [35].
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object tracking requires some way of estimating the depth of the target ob-
ject. The easiest way to do so would be via stereo cameras or some depth
sensor. The visual object tracking setting typically has no such sensors and
the measurements come in the form of single images. Thus, it is difficult to
estimate the depth. However, leaving the generic setting, itmay be possible to
estimate the depth with a single camera. For instance, neural networks have
been trained for monocular depth estimation in constrained settings [19].

A final consideration is whether the object tracking is causal or not. The
term causal comes from signal processing where it means that the output of a
systemdoes not depend on future inputs. That is, when the target is predicted
in video frame t, it does not depend on any future video frames {t+τ, τ ∈ Z+}.
This is sometimes referred to as online tracking. The causal setting is impor-
tant for real-time systems such as autonomous robots. The non-causal setting
appears in for instance video editing, where the entire video is available at in-
ference time. There is some use for non-causal methods also for real-time
systems. Thesemethods have access to additional information and are there-
fore expected to perform better. Their improved predictions can be used to
construct pseudo-annotations for offline training of real-time methods.

In this chapter, we study causal and generic visual object tracking in the
2D image-plane. This has been a hot topic in the literature since 2010, with
several challenging benchmarks being proposed [69, 36, 42, 33]. In Fig-
ure 2.2, some examples are shown from the benchmarks proposed by Wu et
al. [69] and Liang et al. [42]. The examples are chosen to encompass different
challenging situations that have been identified by the community [69, 34].
Note that these tracking challenges were to some extent identified prior to the
deep learning breakthrough in visual object tracking. Some of the challenges
are quite easy for a neural network based approach, as image-processing neu-
ral networks tend to work quite well even in the presence of noise and in com-
plex scenes. In return, neural network based approaches suffer from some
additional, different challenges.

As an example, consider tracking a lone martial artist performing kata
in the woods. The martial artist may move behind vegetation and become
partially occluded. The background is remarkably cluttered and the martial
artist deforms her body during the kata. These are situations that the visual
object tracking community have identified as challenging. However, a neural
network that has been trained to recognize humans may easily recognize and
be used to keep track of the martial artist. Instead, neural networks tend to
struggle with discrepancies between the offline training stage and evaluation.
An example of that would be if the neural network trained to recognize hu-
mans is instead utilized to track non-human objects. Another challenge lies
in the invariance of the neural network features. If the neural network has
been trained to recognize humans it may not necessarily respond differently
to different humans, making a tracker relying on the neural network struggle
with telling different humans apart.
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Illumination variation Scale variation

Occlusion Motion blur

Out of view Deformation

Out of plane rotation In plane rotation

Background clutter Low resolution

Figure 2.2: Examples of ten visual object tracking scenarios that have been
identified as difficult by the community.

2.2 A Visual Object Tracking Framework

In visual object tracking, the key is to learn the appearance of the target in
order to later recognize it. We first construct a fairly general framework that
is able to express a large family visual object tracking methods. Formally,
consider a video and let It ∈ R3×H0×W0 be the image at time t. Each image has
three channels – red, blue, and green – and is of size H0 ×W0. The image is
first encoded to a feature map,

xt = F (It) ∈ RD×H×W . (2.1)

The image feature extractor F is intended to provide a representation of the
image that is easier to work with. Examples from the literature include His-
tograms of Oriented Gradients (HOG) [13], ColorNames [66], and the deep
feature extractors VGG [62] and ResNet [23]. The feature map xt retains its
spatial structure, but is D-dimensional and of resolution H ×W . Typically,
the feature dimensionality increases while the resolution decreases. The lat-
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ter two examples, VGG and ResNet, are neural networks. Oftentimes, these
have been trained for the image classification task. The neural networks pro-
duce high-level descriptions of the image that can be highly robust against
noise or appearance changes. This is highly useful for visual object tracking.
Unfortunately, these descriptionsmay also be too invariant and unable to dis-
criminate between different targets belonging to the same class. Moreover,
they produce feature maps of low resolution, typically 1/16th or 1/32th of the
original image resolution. This canmake it difficult to determine the location
of the target object with high accuracy.

In the first frame, I0, the target state is given in the form of a bounding
box,B0 ∈ R4. Using some learning mechanism, Λ, we desire a function f able
to localize the target in later frames. The output of f need not be the exact
bounding box – it can be any representation yt that enables reconstruction
of the desired bounding box output. Formally, we learn the appearance of the
target object and the background in the first frame,

f = Λ(x0,B0) , (2.2)

and exploit this knowledge to predict boxes {Bt}t in subsequent frames,

yt = f(xt), Bt = U(yt) . (2.3)

Here, U is the mechanism that reconstructs the bounding box from yt.
With each new frame, more information becomes available. It is com-

mon to utilize this information to update the target representation within f .
Typically, the predictions made by the model are adopted as labels and used
during the learning process. The learning process, after frame t, is then de-
scribed as

f = Λ(x0,B0,x1,B1, . . . ,xt,Bt) . (2.4)

Note that B0 is the annotated bounding box, provided in the first frame. The
other boxes, B1, . . . ,Bt, have been predicted by the method. Using these to
update f can be crucial in longer sequences where the target or background
changes in appearance over time. Next, we describe a learningmechanismΛ,
called discriminative convolution filters.

2.3 Discriminative Convolution Filters

Amongst the most successful visual object tracking approaches are those
based on discriminative convolution filters (DCFs). DCFs were proposed for
visual object tracking in the pioneeringwork byBolme et al. [7] andhave since
their inception played amajor part in the state-of-the-art [34, 35]. DCF-based
methods learn the target appearance as a convolution filter. The aim is to con-
struct a filter that, when convolved with the image feature map, produces a
strong response at the object location and a weak response everywhere else.
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Let the function f be represented by its filter coefficients f ∈ RD×H×W .
Given a filter that has learnt the appearance of a target, the target is located
in subsequent frames via two-dimensional convolution,

yt =
D

∑
d=1

fd ∗ xt
d . (2.5)

Here, fd and xd are the d:th feature channels of the filter and the feature map
respectively. ∗ is two-dimensional, circular convolution. The aim is to con-
struct a filter f that produces a filter response, yt ∈ RH×W , that has a sharp
peak centered at the target object. The center of the bounding box is obtained
by finding the top of this peak. The height and width of the bounding box can
also be estimated, but doing so requires additional strategies. For a detailed
discourse on that topic, see e.g. DSST [16] or ATOM [14].

The appearance of the target is learnt via optimization of the filter co-
efficients f . The desired filter responses are obtained from the bounding
box given in the first frame and the bounding boxes predicted in subsequent
frames,

ỹt = G(Bt) ∈ RH×W . (2.6)

The mechanism G provides this conversion. In the first frame, the given
bounding box is used to construct a sharp peak, centered at the target object.
In subsequent frames, the bounding boxes predicted by themodel are used to
construct desired responses, {ỹt}. Note that the desired responses are con-
structed from {Bt}t and therefore different from the actual filter responses
used to predict the box, {yt}t.

Given the desired filter responses, the filter coefficients are found as

f = argminf

T

∑
t=0
αt∥(

D

∑
d=1

fd ∗ xt
d) − ỹt∥22 +R(f) . (2.7)

Here, αt weights the importance of each training sample. It can be used to de-
crease the influence of uncertain samples or to control how quickly the filter
adapts to target appearance changes. R is a regularizer on the filter coeffi-
cients. In the original work by Bolme et al. [7], R was an L2-regularization
on the coefficients. It can also be used for other ends. An issue with DCF-
based methods is that the filter is applied to the entire image 2. The result is
that the filter may primarily rely on the background for matching instead of
the target. The SRDCF-tracker [15] proposes to use the regularizer to control
this behaviour and force the filter to focus on the target. This is achieved by
penalizing filter coefficients based on the distance to the filter center.

2Usually, the image is often also cropped in some way, but the filter still takes a large region
of the image into account.
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The optimization problem (2.7) may seem computationally expensive to
solve. Evaluation of the objective involves computation of the convolution be-
tween the filter and the feature maps – an operation that scales quadratically
with the image resolution. Fortunately, the discrete fourier transform diago-
nalizes the convolution operation andmakes it efficient to compute. Comput-
ing the objective in the Fourier domain instead does not change its value, as
stated by Parseval’s theorem. After it is transformed into the Fourier domain,
the conjugate gradient method [61] can be used to obtain a good filter with a
low number of iterations.

2.4 Semi-Automatic Annotation

In this thesis, we aim to train neural networks that process videos. Straight-
forward, fully supervised offline training of such neural networks requires
videos in which each frame has been annotated. Obtaining such annotations
is highly expensive. While a video contains multiple images, these images are
highly correlated. Thus, a reasonable assumption to make is that the number
of videos required to train such neural networks is similar to the number of
images required to train image-processing neural networks. One of the most
widely studied image recognition datasets, ImageNet [59], contains on the
order of 1 million images.

We are therefore tempted to askwhether annotation of video data could be
automated, at least partially. This idea is explored in Paper C. In each video,
a few images are annotated. These annotations are propagated to neighbour-
ing frames using a method for visual object tracking. Two strides are taken
to obtain better predictions. First, the tracker is applied both forward and
backward in time, based on two different annotated frames. This provides
each framewith two predictions, which can be beneficial for sequences where
tracking in one of the two directions is easier. In addition, tracking is done in
two different types of videos: visual and thermal. While it might seem rare to
collect videos with both a visual and a thermal camera, especially considering
the comparatively high price of the latter, it is cheap compared to the cost of
annotations. In total, each frame obtains four predictions. These four can
be fused to obtain a final pseudo-annotation. In addition, their disagreement
can be used to detect failures and request additional annotations.

2.5 Rigidity of Convolution Filters

The discriminative convolution filter is a powerful machine learning model
that takes the entire image – or in the case of the spatially regularized vari-
ant, a central region – into account. It can be thought of as linear regression
applied to a feature vector comprising a flattened, translated feature-map.
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That is,

yh,w =
D

∑
d=1

H

∑
i=0

W

∑
j=0

fd,i,jxd,h+i,w+j . (2.8)

The additional subscripts are used to index the spatial location in the filter
response y, the filter coefficients f , and the featuremap x. TheDCF owes part
of its discriminative power due to the fact that it takes the spatial structure
of the region into account. However, this also makes the filter rigid. If the
tracked object exhibits non-rigid motion, such as rotations or deformation,
the filter will decrease its response and in the worst case fail to detect the
target.

There are two straightforward ways to mitigate these issues. The first is
to update the filter quickly and adapt it to instead match the rotated or de-
formed target. This can be hazardous, however, as high update rates increase
the risk of forgetting the target appearance. Forgetting can happen if the filter
makes a mistake for a couple of frames, for instance due to the target being
occluded. The incorrect filter estimates will then be used to update the filter
and, with a high update rate, it will quickly forget the target appearance. The
other option is to utilize a feature extractor that provides features that are in-
variant to deformations or rotations. In other words, if the target undergoes
such transformations, the features would remain unchanged. With such fea-
tures, the filter would still match the target object. Features extracted with a
deep neural network trained for image classification tend to exhibit such in-
variance, at least for the classes that it was trained to recognize. However, this
invariance is not always desireable for object tracking. In object tracking, we
need to discriminate between different objects rather than between different
classes. If the features are too invariant to intra-class appearance changes, it
may be difficult to discriminate between different objects of the same class.

A strategy to mitigate this issue is investigated in Paper A. The idea is to
decompose the filter f into multiple subfilters. The subfilters are allowed to
move relative one another, permitting them to track different parts of a de-
forming or rotating object. One challenge is that a part of an object is smaller
and contains less information than the entire target. A subfilter tracking that
part has fairly little information to utilize and may be prone to failure. This
can be mitigated by holding the subfilters together via some force. The force
acts to enforce some regularity of the subfilter movements while at the same
time enabling subfilters to move freely if their tracking responses are strong
enough. The responses of the filters are combined to produce a single tracking
response for the target bounding box.

This idea is tightly integrated into the DCF learning formulation. A new
set of variables are introduced corresponding to the subfilter locations in each
frame and for each subfilter. These are then optimized jointly with the filter
coefficients f . The force that holds the subfilters together is realized via an
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additional regularization term. This regularization adds a cost to moving the
filter coefficients away from their original location. For instance, the subfil-
ters may be permitted to move without cost according to an affine transform,
including rotations, translations, and shear mappings. Diverging from the
affine transform, however, comes with an added cost.

Another advantagewith this approach is that the subfilters provide amore
fine-grained representation of the target. In an ideal scenario, each subfilter
would correspond to a single object part. The subfilters would then permit
keeping track of an object’s the different parts while at the same time enjoying
the robustness of tracking the entire target.
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3

Video Object Segmentation

VOSMethod VOSMethod VOSMethod

t0 t1 t2 t64

Figure 3.1: In video object segmentation, the aim is to segment a target object
in a video. The initial state of the target is given in the first frame, defining
what is to be tracked. The target, in this example a soapbox, is generic –
meaning that no information about its appearance or movement is known a
priori.

Chapter 2 and Paper A raises two observations. First, only a part of the
final method is learnt from data. Second, the subfilters provide only a coarse
localization of object parts at best. In Paper B, a neural network is trained di-
rectly for the tracking task. Moreover, in order to obtain a more fine-grained
representation of the target object, the neural network is trained to work
with segmentation masks instead of boxes. This variation of the visual ob-
ject tracking task is usually referred to as Video Object Segmentation (VOS).
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3.1 Reflections from Paper A

Learning to Track
The visual object tracking framework presented in Chapter 2 consists of an
image feature extractor F ; a learner Λ, which produces the model f used to
track the target object; and a decoder U , which transforms the output of f to
the desired output of themodel. Commonly, F is a neural network trained for
some other task, such as image classification, and that has hopefully learnt to
extract features that are useful also for tracking generic objects. However, this
is not necessarily the case. The feature extractor has not been optimized for
the visual object tracking task and it is very well possible that the two tasks re-
quire different features. Transferring the feature extractor in this way does, to
some extent, betray the idea of the deep learning paradigm– the idea thatma-
chines directly learn the task at hand from vast amounts of data. To learn fea-
tures beneficial for visual object tracking and remainwithin the deep learning
paradigm, we should instead optimize F directly for the task at hand.

Furthermore, the final performance of the DCF or the deformable DCF
depends on several design decisions in Λ and U . In the deformable DCF, the
subfilters need to be initialized somewhere within the bounding box. Ideally,
these positions correspond to somewhat rigid parts of the target, but unfortu-
nately, their exact locations are unknown. In Paper A, we relied on a heuris-
tic that constructed an initial constellation based on the shape of the initial
bounding box. The successfulness of this strategy varied depending on the
target object. In addition, the subfilters are prone to failure. A part of the tar-
get object contains much less information than the entire target and tracking
only the part is more difficult. Tracking failure in one of the subfilters may
destabilize the entire filter. Ideally, such failures should be somehow dealt
with, but it is difficult to design a mechanism able to do that. Furthermore, it
is unclear how to best combine the subfilter outputs in order to construct the
final output Bt. Overall, there are many design decisions in the DCF frame-
work that are quite difficult. It is therefore tempting to ask whether these
issues could be sidestepped by instead learning U and parts of Λ on large
amounts of data.

Segmentation
Before we discuss the design and training of a neural network able to track
objects, I should like us to consider the representation of the output. In visual
object tracking, objects are represented by bounding boxes. This is a compact
representation, requiring four values for an object in an image, but also a very
coarse one. In some scenarios, this representation is too coarse. Consider for
instance a snake lying on top of a closed laptop. The snake and the laptopmay
have the exact same bounding box representations. Given one such bounding

24



3.1. Reflections from Paper A

box, it would be impossible to tell which of the two objects it represented.
Another example is a large oak tree. It is not possible to accurately represent
the spatial extent of the tree with a bounding box. An accurate representation
may be important, however. An autonomous robot might need to know the
location of the trunk and the height of the lowest thick branch in order to pass
under the tree.

Instead of boxes, we would like a more fine-grained representation. A
representation with sufficient granularity to accurately represent most ob-
jects is the segmentation. A segmentation is a classification of each point –
in images, a classification of each pixel. In the computer vision literature,
segmentations are perhaps most widely used in studies of the semantic seg-
mentation and instance segmentation tasks. In semantic segmentation, each
pixel is assigned a semantic class. Examples of semantic classes can be ob-
tained by asking a child to name all things [43]. The pixel-wise assignment
tells us what is at each pixel location. Commonly used datasets are PASCAL
VOC [18] and CityScapes [12]. Instance segmentation, in contrast, also sep-
arates different objects – or instances – and assign an object identity to each
pixel. All pixels with the same object identity constitute a segmentation of one
particular object. Only objects are of interest in instance segmentation and
thus, uncountable elements are not segmented. Uncountable elements could
for instance be the ground, sky, or buildings, depending on the application.
The most widely used dataset is MSCOCO [43].

Video Object Segmentation
The variation of visual object tracking inwhich objects are represented by seg-
mentationmasks is often referred to as video object segmentation (VOS) 1. As
a bounding box can be inferred from any segmentation, VOS can be thought
of as an extension to visual object tracking. The targets are still generic and
tracking is still based on the target state given in the first frame. Thus, the the-
oretical difference between VOS and generic object tracking lies in the target
representation. In practice, however, benchmarks and datasets for the two
problems exhibit some additional differences. VOS-datasets, DAVIS [55] and
YouTubeVOS [70], are of fairly high resolution and most videos have quite
large targets. This means that there are usually many pixels to track. Track-
ing datasets, such as OTB [69], TempleColor [42], and VOT [34], are often of
lower resolution and with targets not rarely containing fewer than 100 pix-
els. Furthermore, the videos of tracking datasets vary significantly in length.
Some are short and others contain over a thousand frames. In contrast, VOS-
sequences are always short, usually between 30 and 120 frames.

In the literature, VOS is divided into semi-supervised [55], unsuper-
vised [55], interactive [10], and language-based [32]. This does not refer to

1The VOTChallenge from 2020 and onwards represent targets with segmentation masks
while still referring to the problem as visual object tracking [35].
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the annotations available during the offline training of any employed neural
networks. Instead, this is a property of the inference. In semi-supervised
VOS, a full segmentation mask is provided in the first frame, marking the en-
tire object. In unsupervised VOS, no information is given in the first frame.
Instead, methods are expected to detect targets of interest. This is highly
challenging as there is not a clear definition of what should be segmented,
especially considering that the targets are generic. Interactive VOS functions
much like a simulation of video editing. The target is marked with a point in
some frame. Additional points are iteratively provided to improve the seg-
mentation. This thesis primarily studies the semi-supervised VOS setting.

3.2 Learning Video Object Segmentation

Framework for VOS
We seek to train a neural network to directly tackle the VOS problem. To that
end, we first revisit the framework from Chapter 2 and adapt it to VOS. In
each frame, indexed in time by t, we are given an image It ∈ R3×H0×W0 . A
neural network F extracts a feature map,

xt = F (It) ∈ RD×H×W . (3.1)

In the first frame, we are given a segmentation maskM0 ∈ RH0×W0 . The seg-
mentation marks the target object and replaces the bounding box used in vi-
sual object tracking. Like before, a mechanism Λ is used to learn a represen-
tation of the target object,

f = Λ(x0,M0) . (3.2)

The representation, when applied to an image feature map, provides a re-
sponse yt that, given successful tracking, is highly correlated with the desired
output,

yt = f(xt) ∈ RE×H×W . (3.3)

Like in object tracking, f contains the information that we have about the
target and the mechanism to exploit it. The response yt is used to predict
an accurate, high-resolution maskM t. The response yt is of the same reso-
lution as the deep feature maps, i.e. quite coarse. In order to retain details,
we should also make use of shallow features [72]. Shallow features are in-
termediary feature maps from the earlier layers in the deep feature extractor.
These typically contain color, edge, or shape information at fairly high reso-
lution [53]. Thus, collecting also the intermediary activations we have

Xt = F (It) , (3.4)
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which contains the feature map fed into f ,

xt ∈Xt and xt ∈ RD×H×W , (3.5)

and shallow feature maps,

xt
shallow,a ∈X

t and xt
shallow,a ∈ R

Da×Ha×Wa . (3.6)

The different shallow feature maps are collected at multiple levels a and we
typically have 3 < Da < D, H < Ha < H0, and W < Wa < W0 for all a. That
is, the shallow feature maps are of higher resolution, but contain fewer fea-
ture channels. Feeding the responses and shallow features through a decoder
provides the final mask prediction,

M t = U(yt,{xt
shallow,a}a) . (3.7)

The maskM t is the output of the system. During successful tracking, it con-
tains an accurate representation of the target object.

Thepresented framework is quite general. Theneural networkhas a struc-
ture similar to the encoder-decoder neural networks used for semantic seg-
mentation, such as FCN [46], U-Net [58], and DFN [72], where F is the en-
coder and U the decoder. The difference between the presented framework
and these works is the online learner Λ, placed between F and U . Λ acts at
a fairly coarse scale and produces a low-resolution response. However, with
the aid of shallow features, U can produce a high resolution mask. Like with
the visual object tracking framework described in Chapter 2, we may use the
predictions made by the method to update the representation,

f = Λ(x0,M0,x1,M1, . . . ,xt,M t) . (3.8)

In contrast to the framework in Chapter 2, we should like to train F directly
for video object segmentation. In addition, we may pose U and parts of Λ as
neural networks that are trained jointly with F . This enables us to learn large
parts of the approach from data.

Training Directly for VOS
To perform offline training, the idea is to let the method run as it would dur-
ing inference. The predictions made are compared with the annotations and
gradients are backpropagated throughout the entire neural network. In each
offline training iteration, the neural network is fed a batch annotated video
object segmentation data. The videos are of variable length and typically quite
long. To facilitate batching, a clip containing a constant number of frames is
selected from each video. Ideally, this number would be quite high to make
the offline training closely model the inference. Another advantage with a
high number of frames is that the video clip is more likely to capture inter-
esting dynamics and events, especially in slow videos. Unfortunately, the
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input, the intermediary activations within the method, and the output are
high-dimensional. Fitting long clips in memory may be impossible. One op-
tion that increases the odds of capturing interesting dynamics and events is
to sample the clip frames sparsely over the video, rather than contiguously.
However, this further increases the difference between offline training and
inference. In addition, sparsely sampling frames makes it more difficult for
the neural network to learn motion priors. If the frames are contiguous, the
model could learn to how objects tend to move in the video, possibly aided
by appearance cues. However, the movement is much more uncertain if the
frames are sparsely selected, especially if the temporal stride is random, and
it might be impossible to learn any motion priors.

A pioneering work towards neural networks trained directly for VOS is
MaskTrack [54]. The authors observed that in many cases, objects move
smoothly and the mask does not change much between frames. They there-
fore propose to pose the problem as mask refinement, where a model is
trained to predict the output mask given the input image and the mask pre-
dicted in the previous frame. That is,

M t =MaskTrack(It,M t−1) . (3.9)

What made the method so attractive was that it could be trained for mask re-
finement rather than VOS. Given an image with an object annotated with a
mask, the mask could be perturbed and the neural network tasked with re-
fining it. This approach could therefore be trained on annotated image data
rather than annotated videos and, due to the cost of video annotations, benefit
from more data. However, there are many cases where the information pro-
vided with MaskTrack is insufficient. For instance, if an object is occluded,
there is no previous mask that can be used. Another problematic scenario is
fast motion, where the mask predicted in the previous frame provides very
little information.

In Paper B, we propose to letΛ construct a probabilistic, generativemodel
of the image feature vectors, {xh,w}h,w, that is conditioned on whether the
feature vector belongs to the target object or to the background. The model is
referred to as appearance model as it effectively stores the appearance of the
target and the appearance of the background. With the probabilistic model,
it is possible to predict whether novel feature vectors, extracted from sub-
sequent frames, correspond to the target object or to the background. This
provides the neural network with a powerful mechanism, enabling it to learn
the object appearance.

Beyond providing the neural network with important cues, the mecha-
nism needs to interact well with the offline training. One key property is dif-
ferentiability, which enables backpropagation of gradients 2. Beyond differ-
entiability, it can be quite difficult to know a priori how amechanism interacts

2It is possible to train also non-differentiable neural network layers, but it requires special
techniques. An example is the Gumbel-softmax [25, 47, 67, 1].
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with the offline training stage. There are a couple of considerations that can
be made to guide us. For instance, both the activations and gradients should
behave nicely and be stable. Consider, for instance, a mechanism that in-
volves computing the inverse of amatrix. Thematrix inverse is differentiable,
∂A(x)/∂x = −A−1(∂A(x)/∂x)A−1, but the derivative is only well-behaved if
its smallest singular value is large enough. To make such a mechanism inter-
act well with the offline training, it may be necessary to ensure that the sin-
gular values are large enough. Another common consideration is vanishing
gradients. The mechanism should not kill off gradients. This is an idea that
commonly appears in the deep learning literature: the tanh being replaced
with the ReLU [37]; the addition of residual connections [23]; and system of
gates proposed with the LSTM [24]. Overall, the design of a good mechanism
can be quite challenging and may require additional measures to render it
compatible with the offline training.

3.3 Generalization to Unseen Object Types

Neural networks are remarkably adept at pattern recognition. As long as a
pattern is represented in the dataset used for offline training, the neural net-
work can be expected to recognize it. In VOS, we could construct a function

M t = CNN([xt,x0,M0]) , (3.10)

where [⋅, ⋅] denotes concatenation along the feature dimension and CNN de-
notes some form of convolutional neural network, for instance one of the va-
rieties popular for semantic segmentation [72]. The neural network is fed the
information that is needed to track the target, but performance will still be
poor. What the neural network tends to learn is that if a specific visual prop-
erty occurs both on the marked target in x0 and somewhere in xt, then that
location corresponds to the target. This fails in the generic setting. The target
objects during offline training of the VOS-method and the target objects seen
during inference are not necessarily of the same types. During inference, tar-
get objects may have a combination of visual properties unlike anything seen
during offline training. The CNN may then fail to segment the target. This
shortcoming is an example of the binding problem [20]. The neural network
is unable to combine information and relate different entities in a generaliz-
able way.

This shortcoming can be mitigated by introducing an inductive bias that
makes it easier for the neural network to compare different visual concepts.
The mechanism proposed in Paper B is such an inductive bias. The proba-
bilistic modelling computes the similarity between feature vectors and a tar-
getmodel, without including any information on the exact features used. Em-
perical evidence for this notion is provided in Paper B (Table 2). The VOS-
benchmark YouTubeVOS splits evaluation between seen and unseen classes.
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This refers to whether the semantic class, type of object, has been seen during
offline training. By comparing the performance for the two categories, we get
a measure of how well a method generelizes to novel object types. Twometh-
ods purely based on neural networks, S2S [70] and RGMP [52], obtain good
performance for the seen classes, but poor performance for unseen classes.
Themethod from Paper B, however, obtains good performance in both cases.
Recent years have seen additional methods, such as the work of Robinson et
al. [57], which incorporates similar inductive biases.

In Paper C, the ability to deal with previously unseen data is further ex-
plored. The same method used in Paper B, named A-GAME and trained on
VOS-datasets, is applied to a visual object tracking dataset. This data is dif-
ferent from the VOS-datasets: the sequences are long, the image quality is
fairly poor, and the objects are small. Objects are tracked both forward and
backward throughout the video. In addition, objects are tracked both in stan-
dard visual video and in thermal video. Thermal video has radically different
properties than visual video [3] and looks differently. Despite these differ-
ences, A-GAME often performed amiably, accurately tracking targets in that
domain. With A-GAME, the proposed semi-automatic annotation scheme
was estimated to be able to reduce annotation efforts by 78%.
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Video Instance Segmentation

VISMethod VISMethod VISMethod

t0 t1 t2 t12

VISMethod

Figure 4.1: In video instance segmentation, the aim is to detect, track, and
segment all objects of a predefined set of object classes.

Amajor challenge in video object segmentation comes from distractor ob-
jects, objects semantically or visually similar to the target. Due to their sim-
ilarity, VOS-methods are prone to losing the target in favour of a distractor.
One way to tackle this challenge is to explicitly model the distractors, for in-
stance by first detecting them. In real-world applications, objects typically
need to be detected anyway. Thus, we are tempted to extend VOS and ob-
tain amethod able to simultaneously detect, track, and segment objects. This
is the topic of Paper D, where the video instance segmentation (VIS) task is
studied. In VIS, the initial object states are not assumed to be known and
distractor objects are explicitly modelled if they are included in a predefined
set of classes. However, the task introduces additional complexities. Both the
design and training of a neural network able to tackle this task is highly chal-
lenging. This chapter first introduces single-image object detection. Then, a
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discussion on single-image object detectors is provided, with the aim to ex-
tend them to videos. Last, a framework for VIS-methods that enables offline
training is presented, together with a discussion on the design of a neural
network able to tackle this task.

4.1 Detecting Objects

Object detection and instance segmentation seeks to detect objects in images.
The difference between the two tasks lies in the choice of representation for
the target state. The former represents objects with boxes whereas the lat-
ter uses segmentations. Methods tackling either of the two problems are of-
ten referred to as detectors. The aim for the detector is to, for each object
in an image, report a bounding box or segmentation mask describing
the spatial extent of the object. In addition, the detector provides a class
membership for each prediction. Detectors are typically trained to detect
a predefined set of object classes. The class membership tells us which class
the detector believes it is. The detector also reports a confidence for each
detection. To understand the confidence, it should first be noted that, due
to the nature of common neural network designs, detectors produce a con-
stant number of detections. These detections should perhaps be referred to
as object hypotheses. The confidence of an object hypothesis represents the
detector’s belief about whether it is an actual object. Ideally, one desires the
confidence to be high for hypotheses that match annotated objects and low
otherwise. In practice, detectors report confidences in [0,1] due to uncer-
tainties in the detector (e.g. due to large visual differences between offline
training and inference) or inherent in the data (e.g. in heavy rain).

One important property of detectors is their calibration. A calibrated de-
tector produces predictions that can be interpreted as probabilities. This fa-
cilitates interpretation and makes it easier to integrate the method as a com-
ponent in a larger system. In object detection, calibration is usually defined in
terms of the confidences. A detection’s confidence should be the probability
that the detection corresponds to an annotated object [50, 38]. The calibra-
tion can be computed by computing the detection accuracy as a function of
confidence on unseen data. Calibration for object detectors is a quite com-
plex topic however. As shown in Figure 4.2, special care must be taken when
interpreting the detector outputs even if it is calibrated.

Detectors are typically evaluated in terms of Average Precision (AP). AP
is computed by first matching detections to annotations. Each annotation is
assigned to at most one detection and the former is then considered a true
positive. In order for this to occur the two must overlap sufficiently, as con-
trolled by the IoU-threshold. Next, consider the precision and recall for all
confidence thresholds. The precision can be computed as a function of re-
call. The average precision is computed by smoothing and integrating this

32



4.1. Detecting Objects

Figure 4.2: It is difficult to make probabilistic interpretations of detector out-
puts. Here, a detector has provided three individually calibrated detections
with confidences Pr(A), Pr(B), and Pr(C). The detector might be certain
that there is an owl, Pr((A ∩ C) ∪ B) = 1, but uncertain about whether it is
one or two owls, Pr(A ∩C) = Pr(B) = 0.5. This knowledge, however, cannot
be conveyed by the detector. The detector is only able to convey the individ-
ual confidences – Pr(A), Pr(B), and Pr(C).

function over [0,1]. The resulting performance measure rewards true posi-
tives with high confidence and false positives with low confidence. It is com-
puted over a set of IoU-thresholds of varying strictness, rewarding both some-
what accurate and highly accurate detections. It should be noted that AP does
not account for the confidence calibration, i.e. whether the confidences can
be treated as probabilities. Only the ranking between different detections is
considered. Furthermore, the method is never penalized for additional de-
tections with a confidence lower than that of the least confident true positive.

The Video Instance Segmentation Task
Video instance segmentation [71] extends instance segmentation to the video
domain. Instead of reporting detections in an image, the method reports
tracks in a video. Each track has a confidence, class membership, and a
time series of segmentationmasks. The performance of VIS-methods is
measured in a fashion corresponding to still-image detectors, but spatiotem-
poral tracks are compared rather than bounding boxes or image-masks. VIS
AP is therefore impacted by both tracking quality and per-frame detection
quality. It should be noted that while we primarily study causal methods in
this thesis, the VIS AP metric relies on the confidence and class membership
predicted after the entire video. Thus, the performance metric itself is not
entirely causal.
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VIS is partially an extension to VOS in the sense that targets also have to
be detected and classified. It is, however, also a limitation. Like in object de-
tection and instance segmentation, the VIS problem aims at the detection of
a predefined set of classes. Thus, the targets are no longer generic. Video in-
stance segmentation should also be compared to the visualmulti-object track-
ing (MOT) task [40, 17]. In theory, the difference lies in the representation
of the targets, segmentation masks for the former and boxes for the latter. In
practice, however, there are additional differences. The data utilized in VIS is
quite unconstrained, containing a large set of different scenes and wide range
of different objects. Like inVOS, the sequences are quite short, on the order of
30 frames collected at 6Hertz. In contrast, themostwidely studied data in the
MOT literature, theMOT-benchmarks [40, 17], considers only pedestrians in
quite constrained scenes. Moreover, the MOT-benchmarks are quite small,
containing only a handful of sequences. The sequences are quite long, how-
ever. They also contain many objects in complex situations, such as crowds
of moving pedestrians.

4.2 Learning to Evaluate Hypotheses

Video instance segmentation is a complex problem that is challenging to
learn. A VIS-method has to predict a set of objects, each comprising a con-
fidence, a class membership, and a spatiotemporal segmentation
mask. Each element of this set is typically referred to as a track. Formally,
we desire

{(pm, cm,{Sm,t}Tt=0)}m = VISMethod(I0, I1, . . . , IT ) , (4.1)

where the confidence pm ∈ [0,1], the class cm ∈ {1,2, . . . ,C}, and the segmen-
tations Sm,t ∈ {0,1}H0×W0 . The index m enumerates the set of tracks. Typi-
cally, themethod predicts class probabilities c̃m ∈ {c ∈ [0,1]C ∶ c1+c2+⋅ ⋅ ⋅+cC =
1} and soft segmentation masks S̃m,t ∈ [0,1]H0×W0 . This enables the compu-
tation of a loss fromwhich gradients can be backpropagated. The class proba-
bilities and soft outputs can be converted to the desired output via the argmax

operation. The setup in (4.1) is similar to instance segmentation. The differ-
ence lies in the dimensionality of the segmentation, which here also extends
over the temporal axis.

In pursuit of learning video instance segmentation, let us consider meth-
ods for instance segmentation. The state-of-the-art comprises a wide variety
of designs, but most share one common principle. The methods evaluate hy-
potheses. That is, during both offline training and inference they consider
a large set of detection hypotheses, so-called anchors 1, and classify them.

1There are also methods that do not rely on anchors, at least not to the same extent. One
example is CornerNet [39], which detects object corners. Another example is DETR [11], which
is based on object slots cross-attending the input image. While not directly anchor-based, there
are indications that DETR benefits from spatial anchors [48].
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Figure 4.3: Illustration of the track-start-hypothesis evaluation for a VIS-
method. For increased clarity, boxes are used instead of segmentations to
show the annotations and detections. The VIS-method evaluates each de-
tection, predicting the probability that this detection should initialize a new
track. If this probability is high, the detection initializes a new track, which is
added tomemory. During offline training, the annotations (top) are matched
with the detections (middle). For each detection matching a not yet found
annotation, the VIS-method should initialize a track with it.

Famous examples include the two-stage MaskRCNN [22] and the one-stage
YOLACT [8]. The hypotheses are sampled on a grid, such that for any object,
there is a fairly similar hypothesis. In some sense, the hypotheses approxi-
mately cover almost all possible object shapes. The detector can then classify
each hypothesis as object or not-object and then refine it into the exact ob-
ject shape. In two-stage methods, each sufficiently confident hypothesis is
provided with a class membership and a segmentation mask. In one-stage
methods, all hypotheses are provided with class memberships and segmen-
tation masks. This essentially turns the task of detecting objects into a dense
classification problem, where each hypothesis is classified, with an additional
refinement stage, where hypotheses are refined. It is straightforward to for-
mulate an offline training strategy for this setup and with it, neural networks
seem able to efficiently learn the object detection task.

Evaluating Hypotheses for VIS
Considering the success of methods such as MaskRCNN [22] and
YOLACT [8], wemight be tempted to try something similar for VIS. However,
in VIS, there are many more hypotheses. A single hypothesis corresponds to
a time series of segmentation masks. The total number of hypotheses scales
exponentially with the length of the sequence and it would be intractable to
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consider them all. The number of hypotheses needs to be reduced somehow.
Some reduction can be obtained by filtering the number of candidates in each
frame, instead of sampling them densely on a grid. This is achieved by apply-
ing a detector to each frame and use confident detections as candidate objects
for that frame. The confidence threshold of the detector is kept high enough
to keep the number of candidate objects sufficiently low and low enough to
maintain a low risk of missing any objects. However, the number of possible
track hypotheses scales exponentially with the length of the video and even
with a good reduction of candidates per frame, the number of hypotheses
swiftly grows to a gargantuan number.

An alternative is to instead train the VIS-method to evaluate track-start-
hypotheses. First, a single-frame instance segmentationmethod is applied to
provide tentative detections in each frame. Each such detection constitutes a
track-start-hypothesis. In other words, an annotated object track may have
begun in that frame. The VIS-method proceeds frame-by-frame and in each
frame, it evaluates track-start-hypotheses. Whenever it deems a hypothesis
to correspond to the start of a track, it appends it to amemory of tracks. The
VIS-method takes the tracks in memory into account as it evaluates hypothe-
ses. The tracks are compared to the track-start-hypotheses to differentiate
between previously unseen objects and previously seen objects.

This setup can be used to provide the desired VIS output during inference
and it will, as we shall see, be possible to formulate a suitable offline train-
ing scheme. During offline training, each evaluated track-start-hypothesis is
compared to the annotated object tracks. If the hypothesis matches an an-
notated object track that has not yet been added to memory, it is marked as
a true positive. If the hypothesis does not match an annotated object track
or if it matches a track that has already been added to memory, it is marked
as a false positive. This procedure is illustrated in Figure 4.3. The compu-
tational complexity of this approach is quite favourable. In the worst case,
all track-start-hypotheses are added to memory by the model and the VIS-
methodmakes predictions for each track in memory in each frame. Thus, the
asymptotic complexity is quadratic in the length of the sequence.

4.3 Learning Video Instance Segmentation

We now consider a framework for methods that proceed frame-by-frame,
maintaining a memory of tracks. Each track in the memory was added at
some point in time when a track-start-hypothesis was deemed positive by the
method. In each frame, a set of detections is assumed to be given by some
single-frame instance segmentationmethod. The VIS-method should in each
frame make three sets of predictions: (i) for each detection predict whether
it corresponds to an annotated object not yet added to memory; (ii) for each
track in memory, predict a confidence, class membership, and segmentation;
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(iii) for each track in memory, predict a state that can be utilized in subse-
quent frames. These three permit the model to perform VIS and makes it
possible to nudge it towards better behaviour during offline training.

Formally, letF be a feature extractor andΥ a single-frame detector. Given
an image It at time t, F and Υ provides a set of detections

{δtn}n = Υ(F (It)) . (4.2)

Each detection δtn includes a confidence, class membership, and segmenta-
tion. In addition, the detector is augmented to also provide an appearance
vector, a deep representation of the target appearance. This appearance vec-
tor provides additional information that can be used tomatch it to tracks. The
tracks reside in a memory with which the neural network interacts,

{τ t−1m }m . (4.3)

The aim is to predict the quantities (i) to (iii). This is achieved with a module
Λ takes both the memory of tracks and the detections and predicts

{Pr(δtn new track)}n,{(ptm, ctm, St
m)}m,{τ tm}m = Λ({τ t−1m }m,{δtn}n) . (4.4)

Note that in contrast to our tracking and VOS frameworks, Λ acts both as
the online-learning mechanism, predictor, and decoder, performing all three
tasks simultaneously. The internal state is contained within the predicted
track states, {τm}m, instead of the function f . During offline training, the
track-start-hypothesis predictions and the per-track predictions are penal-
ized by a loss,

L = λ(i)L(i)({Pr(δtn new track)}n) + λ(ii)L(ii)({(ptm, ctm, St
m)}m) . (4.5)

In Paper D,L(i) is the cross-entropy loss andL(ii) is further split into three loss
functions. This setup enables the method to learn video instance segmenta-
tion.

Design of Λ
One challenge still remains, and that is the design of the component Λ. We
need a learnable component that can be integrated into a neural network and
that is able to process the two input sets. The two input sets vary in size and
the internal ordering within each is inconsequential. Therefore, the compo-
nent must be able to deal with inputs of variable size and that is equivariant
to their internal ordering. To construct such a component, consider a layer
that updates each element in the input, denoted as v, based on the other ele-
ments, but without taking any ordering into account. Formally, the updates
are on the form

v+m = ϕ(vm, α({ψvii})) , (4.6)
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where ϕ and ψ are small neural networks. α is an order-invariant aggregation
function, such as the Sum-operation. Layers with this structure are usually
referred to as Graph Neural Network (GNN) layers 2. These layers form the
key building blocks in the construction of Λ.

In both Chapter 3 and Chapter 4, we discussed methods that are recur-
rent over the time axis. In each frame, predictions are made and a state is
propagated to the next frame. Such neural networks are well-known to be
prone to unstable behaviour. During our VOS-experiments in Paper B, no
such behaviour was observed. However, during the initial experiments in Pa-
per D, the internal neural network activations or gradients would often ex-
plode. This ultimately led to divergence during offline training and a use-
less neural network. The recurrent connection in (4.6) is particularily prob-
lematic as it passes multiple GNN-layers in Λ, leading to a very deep com-
putational path. Fortunately, the issues with recurrent neural networks have
been well studied and are popularily tackled with the Long Short-TermMem-
ory (LSTM) [24]. The LSTM has a specific structure, comprising a system of
multiplicative sigmoid-activated gates, which makes the gradients more sta-
ble. In Paper D, we integrate the LSTM system of gates into Λ. This seems
to solve the issues with exploding gradients while at the same time yielding
higher performance than other, simpler strategies to mitigate exploding gra-
dients.

2Note that the transformer-layer, which has gathered much attention recently, can be
thought of as a type of GNN-layer, albeit with a structure slightly different from (4.6).
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Few-Shot Segmentation

FSSMethod

Novel “Query” Image
Support Set

Figure 5.1: In few-shot segmentation, the aim is to segment novel images
(right) based on a support set. Here, the support set comprises a few images
(left) in which potted plants are annotated with segmentation masks. During
inference, the FSS-method learns the appearance of the potted plant class in
order to segment novel images. This setup differs from semantic segmenta-
tion, where the visual appearance is learnt during offline training using thou-
sands of annotated images.

Our discussion and experiments with VOS and VIS raises two questions.
First, in VIS, the set of objects considered is restricted to objects of a prede-
fined set of classes. How can this restriction be relaxed? Second, in Paper B, a
neural network was trained to learn the appearance of a single object. Could
this learning be extended to include also entire semantic classes, rather than
a single instance? An answer to the first question is provided by the Few-Shot
Segmentation (FSS) problem. The answer to the second question is provided
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Table 5.1: What is a semantic class? These are the semantic classes of one of
themost well-known datasets for semantic segmentation, PASCAL VOC [18].
In few-shot segmentation, the data is split into four folds based on semantic
class. Methods are trained offline on three out of four folds and tested on the
fourth fold.

Fold 0 Fold 1 Fold 2 Fold 3
Aeroplane Bus Dining table Potted plant
Bicycle Car Dog Sheep
Bird Cat Horse Sofa
Boat Chair Motorbike Train
Bottle Cow Person TV-monitor

in Paper E. In this chapter, we first introduce the idea of few-shot learning;
then we discuss a popular mechanism called prototypes; and last we outline
the framework of Paper E.

5.1 Few-Shot Learning

Humans are able to learn new concepts from just a single or a handful of train-
ing examples. How is the chicken dance performed? What is chana masala?
What does a flange look like? Despite having no prior knowledge of these con-
cepts, a human could easily place and remember them in order to recognize
them in the future. Neural networks, in contrast, struggle with this task. Neu-
ral networks are generally trained to recognize a fixed set of concepts, each
usually described by hundreds or thousands of examples. Consider for in-
stance the semantic segmentation problem. In semantic segmentation, neu-
ral networks are trained to recognize for instance humans, cars, cats, and the
other 17 classes of PASCAL VOC [18]. If we would like the neural network to
also recognize roads, we would have to annotate hundreds or thousands of
road images and retrain the entire neural network.

Granting neural networks the ability to learn new concepts could be ad-
vantageous in many practical applications. If the task definition changes,
the neural network could swiftly be updated with this new knowledge. This
could be aminor change to the semantic class definitions, such as splitting the
pedestrian-class into joggers and walkers. It could also be about refashioning
an entire system for a different task, such as making an autonomous mango-
picking robot clean the streets instead. This idea, learning new concepts –
visual or otherwise – based on a few training samples, is usually referred to
as Few-Shot Learning (FSL).
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Few-Shot Segmentation of Images
In this thesis, a type of FSL-task called Few-Shot Segmentation (FSS) is stud-
ied. The aim in FSS is to segment images, i.e. classify each pixel, based on a
support set. The support set constitutes the class definition, the concept to
learn, and comprises K image-mask pairs. The images to be segmented is
usually referred to as query image. This is illustrated in Figure 5.1. We shall
consider the segmentation of a single class at a time. This captures the core
of few-shot learning while at the same time keeping the formulation clean.
Formally, we denote the query image as IQ ∈ R3×H0×W0 and the support set as
{(ISk,MSk)}k where ISk ∈ R3×H0×W0 andMSk ∈ RH0×W0 . The aim is now to
predict the query mask,

MQ = FSSMethod(IQ,{(ISk,MSk)}k) ∈ RH0×W0 . (5.1)

Thus, in order to tackle this problem, the method has to extract knowledge
from the support set and use that to segment the query image.

Following the deep learning paradigm, we should like to train a neural
network directly on this task. During the offline training stage, the neural
network would then learn to learn new concepts. A single training sample,
usually referred to as episode, comprises the input IQ,{(ISk,MSk)}k and the
annotationMQ. The training data comprises a set of semantic classes Ctrain.
To evaluate the model, a test dataset is used. Like for other computer vision
tasks, the test dataset comprises new images with accompanying segmenta-
tions. A minor but crucial detail is that its semantic classes, Ctest, is disjoint
from the training classes, Ctrain ∪ Ctest = ∅. This ensures that the model has to
rely on the support set and learn the new concept online. It is insufficient for
the model to learn the semantic classes offline as only the classes in Ctrain are
known at that point. Failure to generalize from the training set to the test set
classes can be thought of as a type of FSL overfitting. What the model should
learn offline is to learn online, based on the support set.

Few-shot segmentation is functionally very similar to video object seg-
mentation. In both settings, the method is provided with image-mask pairs
that should be used to segment other images. There are twomajor differences
however. In VOS, the support images and the query image(s) are contiguous
frames in a video 1 that depicts a single scene. Methods for VOS can and
should therefore exploit object motion priors, such as the fact that most ob-
jects move smoothly. In addition, VOS-methods can construct accuratemod-
els for the background, which tends to change rather slowly. In contrast, for
FSS, no such assumptions can bemade. Amethod for FSSmust rely purely on
visuals andmust copewith drastically different scenes in the query image and
support set. The second difference between VOS and FSS lies in intra-target

1There are a few exceptions in public benchmarks where the point of view switches mid-
video, either due to a full occlusion of the camera or due to switching between shots in a single
scene.

41



5. Few-Shot Segmentation

appearance variations. In VOS, a single object is to be segmented whereas in
FSS, an entire semantic class is to be segmented. We expect the latter to vary
much more in appearance – a single dog exhibits far less drastic appearance
variations than the set of all dogs. This is a key observation that should be
taken into account in the design of FSS-methods.

5.2 Prototype-based Methods

As discussed in Chapter 3, neural networks are remarkably adept at pattern
recognition. However, in few-shot segmentation, we expect to be queried
with novel patterns that the method has not been trained to recognize. In-
stead, the method must compare patterns that appear in the support set and
in the query image. These comparisons are in turn used to segment the query
image. Standard image-processing neural networks – such as VGG [62],
ResNet [23], or Inception [65] – typically struggle to dynamically bind pat-
terns in this way [20]. In the FSS setting, some evidence for this notion is
provided by Li et al. [41]. In this work, standard image-processing neural
networks are adapted to FSS via a small modification. The neural networks
takes the query image, the support set masks, and the support images as in-
put, concatenated along the feature dimension. The results they obtain on
a standard benchmark, PASCAL-5i [60], are fairly low. When they instead
train on a dataset that comprises far more classes and where the classes seen
during offline training substantially overlaps 2 with the classes of the test-set,
far better results are obtained.

In order to obtain a neural network able to generalize to novel classes, we
need a different mechanism for online learning. In the literature, several dif-
ferent suchmechanisms have been proposed and successfully integrated into
a neural network. Amongst themost commonly used is the prototype [64, 68,
44, 51]. A prototype is a single feature vector that represents the target class
and that can be used for matching. It is constructed from the support set and
compared to the query image. The resulting prototype-based mechanism is
reminiscent of the module introduced in Paper B, but is unimodal 3, without
the variance component, and non-probabilistic 4.

Let us construct a framework for few-shot segmentation methods and in-
troduce prototypes into it. First, letF be an image feature extractor and apply
it to the support images,

xSk = F (ISk) ∈ RD×H×W . (5.2)

2Most of the test-set classes are included. Either directly, or as one or more subclasses. For
instance, the “chair” class of PASCAL-5i is not included in the offline training set, but “esport
chair”, “rocking chair”, and “folding chair” are.

3There are also multi-modal extensions, such as PPNet [45].
4Prototypes can be made probabilistic by normalizing the feature vectors and treating their

distribution as a von-Mises-Fischer distribution.
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F is typically a convolutional neural network such asResNet [23]. The feature
map resolutionH ×W is usually different from the original image resolution,
H0 ×W0. Therefore, the mask is resampled to match the feature map resolu-
tion,

ySk = G(MSk) ∈ RH×W . (5.3)

G is usually average-pooling that reduces the resolution of the mask with a
factor between 8 and 32. In that case, a softmask is obtained, ySk ∈ [0,1]H×W .
We then construct a representation of the target class,

θ = Λ({xSk,ySk}k) . (5.4)

Λ aggregates the knowledge from the support set in θ. There are several pro-
posed prototype-based mechanisms in the literature. One is based on mask-
pooling,

θ = Λ({xSk,ySk}k) =
∑k,h,w(ySk)∗,h,w(xSk)h,w

∑k,h,w(ySk)h,w
. (5.5)

Here, (⋅)⋅ denotes tensor indexing and asterisk means that a dimension was
not indexed. The result in (5.5), θ ∈ RD, is the prototype. It is to be compared
to novel feature vectors extracted from the query image,

xQ = F (IQ) ∈ RD×H×W . (5.6)

The comparison is achieved via some function fθ, which is conditioned on the
prototype θ,

(yQ)h,w = fθ((xQ)∗,h,w) . (5.7)

This function provides ameasure of similarity between query features and the
prototype. Commonly, the cosine-similarity is adopted,

(yQ)h,w = fθ((xQ)∗,h,w) =
⟨(xQ)∗,h,w, θ⟩
∥(xQ)∗,h,w∥2∥θ∥2

, (5.8)

where ⟨⋅, ⋅⟩ denotes dot-product and ∥ ⋅ ∥2 the Euclidian norm. Like in VOS,
the vectors yQ constitute a response that should correlate with the desired
segmentation maskMQ. The final mask is obtained via a decoder U ,

MQ = U(yQ,xQ,shallow) . (5.9)

Here, the outputs yQ are 1-dimensional along the channel dimension and in
the range [−1,1]. There are several options in the choice of decoder. A simple
version would be one that upsamples the output the original image resolution
and maps it to the range to [0,1]. More sophisticated variations can incorpo-
rate additional components, such as shallow feature maps extracted from the
query image at earlier layers of the image encoder F . As discussed in Chap-
ter 3, such features are expected to contain class-agnostic shape- and color
information that may enable the decoder to capture fine details.
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Figure 5.2: A single semantic class may vary wildly in appearance. Consider
the “workout equipment”-class in the top row, the “tools”-class in the midde
row, and the “kitchenware”-class on the bottom row. The different items of
each class look different and have different functions. Therefore, they should
have different visual representations despite being of the same class.

5.3 The Large Intra-Class Appearance Variation

The prototype-basedmechanismprovides the neural networkwith themeans
to learn the appearance of novel semantic classes. As previously mentioned,
it sharesmany characteristics with the probabilistic, Gaussianmixturemodel
used in Paper B. Both the prototype and the Gaussian are unimodal models.
In Paper B, it was observed that a single Gaussian may be insufficient to de-
scribe the appearance of the target object or the background. Compared to
VOS, this issue is further aggravated in few-shot segmentation as the intra-
class appearance variation is large. This is illustrated in Figure 5.2, where a
single class contains objects of both different appearance and function. In
Paper B, this issue was alleviated by modelling the appearance with multiple
Gaussians. This increases the flexibility of the appearance model, enabling
it to capture more complex appearances. However, it is difficult to decide
the number of Gaussians used in the model. Too few or too many typically
leads to poor-fitting models. The number of Gaussians needed may also vary
between episodes as some classes vary more in appearance than others.

To capture classes with large appearance variation, we might be tempted
to ask whether a learningmechanism able to capturemulti-modal feature im-
age feature distributions is required. Before pursuing this direction, let us
first consider whether the feature extractor F , via offline training, could learn
to always extract unimodal feature distributions for any class. This question
was raised in the work on few-shot image classification of Allen et al. [2]. In
this work, a neural networkwas trained to provide unimodal features for each
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class. While the model learnt to do so on the training dataset, it was not able
to generalize this behaviour to the validation set. For semantic classes unseen
during offline training, the visual features ended up multi-modal.

An intuition of this can be obtained by considering the superposition
catastrophe [49, 20]. The superposition catastrophe occurs when a single
feature vector has to simultaneously describe visual attributes correspond-
ing to multiple objects. For each attribute contained in the feature vector, it
is unknown which of the two objects it came from. For the prototype-based
few-shot segmentation method, consider the farm animal-class. This class
includes feathered bipedals and pink-skinned quadrapedals. Given a support
set containing images of chickens and pigs, the resulting prototype could con-
tain the visual attributes feathered, bipedal, pink-skinned, and quadrapedal.
When queriedwith a pink-skinned bipedal, i.e. a human, the prototype-based
method would mark them as farm animals. This behaviour is difficult to get
rid of with prototypes. The feature extractor could produce features that in-
clude all possible feature combinations, but this would lead to intractable fea-
ture dimensionality.

Online Learning with Gaussian Process regression
In Paper E, we explore the Gaussian Process (GP) regression as learning
mechanism. This is a powerful probabilistic model that models the relation-
ship f between input, in our case the image feature vectors (x)∗,h,w ∈ RD, and
output, in our case the downsampled mask values (y)h,w ∈ R,

(y)h,w = f((x)∗,h,w) . (5.10)

Instead of making a point estimate of f , the GP framework infers a probabil-
ity distribution over functions. The distribution is represented by the support
set input feature vectors xS and corresponding mask values yS . This repre-
sentation avoids losing important information due to averaging, in contrast
to protype-based mechanisms. The result is that highly complex functions f
can be modelled. A challenge is that retaining all input feature vectors brings
a high computational cost. This can be mitigated via fairly simple strategies,
as shown in Paper E.

Making predictions on new image features, xQ, is possible by marginal-
izing over the distribution over functions. While such an endeavour might
seem complicated, the GP framework provides the means of doing just that.
The inference equations can be computed on closed form,

yQ ∼N (µQ∣S ,ΣQ∣S) (5.11)

where

µQ∣S =KT
SQ(KSS + σ2

yI)−1yS , (5.12)
ΣQ∣S =KQQ −KT

SQ(KSS + σ2
yI)−1KSQ . (5.13)
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The three matricesK contains the similarities between all pairs of image fea-
tures. These equations are both differentiable, enabling their integration as
a neural network layer, and efficient to compute, as long as the number of
feature vectors in the support set is kept at a manageable level. As shown
in Paper E, the GP is highly effective when integrated into a neural network
that is trained for few-shot segmentation. Given a single support example,
it performs on-par or slightly better than the state-of-the-art and methods
based on unimodal learning mechanisms, such as the prototype. As the size
of the support set increases, the gap widens. That is, the GP-based learning
mechanism works well with additional data.

46



6

Concluding Remarks

In this thesis, we have investigated two aspects of employing neural network
in autonomous robots: sensing in dynamic visual data and dynamically learn-
ing visual concepts. The two problems are tightly intertwined. One of the key
problems to model the dynamics in the scene is tracking dynamic objects –
and in order to track dynamic objects, one often needs to learn their appear-
ance while tracking. The primary aim in this thesis has been to design and
train neural networks directly for dynamic computer vision tasks. The de-
sign has involved incorporation of mechanisms, or inductive biases, tailored
for the task at hand. The offline training formulations were quite straightfor-
ward for video object segmentation and few-shot segmentation, but remark-
ably challenging for video instance segmentation.

In Paper A, we studied visual object tracking and extended the popular
discriminative correlation filters. The extension served to improve the re-
sults by explicitly modelling object deformations and rotations. This worked
well in some cases and lead to minor performance improvements. In addi-
tion, the formulation provides a more fine-grained representation of the tar-
get as the different components of the deformable filter tend to track different
parts of the target. In Paper B, this is taken one step further where objects
are represented by accurate segmentation masks, marking its exact contour.
In that work, a neural network is trained directly to track and segment ob-
jects in videos. A cornerstone was the design of a mechanism that permits
the neural network to model the appearance of the target and learn what it
looks like. This mechanism worked well and lead to improved results com-
pared to the state-of-the-art. The method was especially effective for object
types that were not seen during offline training, obtaining almost as good per-
formance as for object types that were. The ability to generalize was further
tested in Paper C where the method was applied to different data, including
videos collected by a thermal camera. By using the method from Paper B,
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a semi-automatic annotation pipeline was constructed that was estimated to
reduce the annotation effort for video segmentation annotations of 78%.

Tracking objects in videos is an important computer vision problem, but
for real-world systems it leaves a vital component: the detection of objects.
In addition, methods constructed for visual object tracking and video object
segmentation tend to be trained for tracking a single object at a time. In Pa-
per D, we experimented with simultaneous detecting and tracking of multi-
ple objects in videos. One of the major challenges was to design the offline
training formulation. The neural network design was based on a graph neu-
ral network where the nodes represented tracked objects and new detections
in each frame. The neural network structure is recurrent and the system of
gates used in the LSTMwas adopted to render the offline training stable. The
resulting approach outperformed previous methods with inference time of
the same order of magnitude.

Another question raised after Paper B was whether the object appearance
learning could be extended to learning the appearance of semantic classes.
The ability to learn new concepts online is effortless for humans – shown a
single example of an aardvark we would be able to recognize the animal in
new images – and this ability may be advantageous for autonomous robots
as well. One of the challenges is that an entire semantic class can vary much
more in appearance than a single object. This leads us to believe that we re-
quire amore complex learningmechanism. InPaperE,we experimentedwith
integrating Gaussian process regression into a neural network in order to en-
able the neural network to learn online. This was highly effective. For a single
online training example, the network outperformed the state-of-the-art. As
additional training examples are given, the performance gap widens.

6.1 FutureWork

Perhaps the ultimate aim for an autonomous robot is to be able to move and
perform tasks in a dynamic environment. Video instance segmentation (VIS)
provides a step in that direction, where objects are to be detected, tracked,
and segmented. Additional crucial steps include being able to predict into
the future; conveying uncertainty or lack of knowledge; recognize actions;
and dealing with previously objects or semantic classes. The latter was partly
studied in Paper E but as a standalone problem and not in conjunction with
video instance segmentation. Another challenge is the resolution of the data.
A high resolution typically leads to better performance, especially for small
objects, and a low resolution to faster algorithms. With video data, there is so
much knowledge available from the previous frame that we might be able to
process some regions of the image with low resolution and others with high
resolution. It is possible that we might know where in the images we need
the high resolution. A mechanism inspired by the human fovea and our sac-
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cades might be able to reap the benefits of both good performance and low
computational cost.

There are also future challenges within the VIS problem. The work with
Paper D was done on the YouTubeVIS [71] dataset. It contains over 2000
videos and is intended to span many different scenarios that we might en-
counter in real-world applications. However, after extensive work with the
dataset, one must find it wanting in two aspects. First, it fails to in a good
way represent many practical applications, such as autonomous driving and
robot cooking. There are exampleswhere cars, pedestrians, and kitchen uten-
sils are to be detected and tracked, but these are quite few. In addition, the
performance measures do not take the practical application into account and
it is therefore hard to know which method should be picked for a particular
application. Second, from amethodological perspective, there are several as-
pects that can be made more challenging. There are occlusions but not to
the extent seen for instance in human crowds. The sequences are short and
fails to cover challenges with long-term tracking. Furthermore, consider the
scenario where a police helicopter tracks an escaping criminal in a top-down
view. The criminal might be on-foot, then hijack a car and drive, and then
proceed to exit the vehicle to continue on foot through a mall, coming out
on the other side. It is possible to track the criminal, but it requires a very
high-level understanding of our world.

Anyway, what constitutes a good vision algorithm? Wehave awide variety
of performance metrics and different tasks, but do they actually model the
vision systems we desire? The aim for an autonomous car is to drive safely
and comfortably. The aim for a kitchen robot is to cook well-tasting food.
Ideally, we should train and evaluate our algorithms directly for these tasks.
However, the offline training stage often requires thousands or millions of
training examples, far beyond the number of times wewould let a single robot
try cooking. Offline training of the entire robot seems to only be feasible in
simulation. There is, however, a major domain gap between simulation and
reality.

6.2 Ethical Reflection

The example with the criminal above provides a clue about my opinions on
computer vision. I do not find the methods studied in this thesis particularily
problematic, but computer vision in general is highy problematic. The threat
that comes first to mind are military applications and violence. Perhaps even
more dangerous is the use of computer vision for indiscriminate surveillance
of the local populace. With an extensive enough surveillance network, indi-
viduals can bemonitored to ensure that they only indulge in behaviours sanc-
tioned by the government. Moreover, large tech-corporations can further im-
prove their customer behaviour models should they be able to, at large scale,
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collect and understand videos of their customers. Overall, computer vision is
a nightmare for privacy and there are malign applications.

Another issue lies in the very boon computer vision strives to attain. With
autonomous robots being able to perform tasks that were previously reserved
for human workers, these displaced workers stand without work. Of course,
the government can instead provide them with comfortable living anyway,
but it puts them in a disadvantageous position. Besides, coups have been
prevented by human workers halting all work. With increased automation,
this becomes more difficult. Another issue with increased automation is cy-
bersecurity. The trend today is to connect everything to the cloud and with
autonomous agents being reachable from anywhere, malign actors stand to
collect vast amounts of sensitive data and even physically control parts of so-
ciety.

Is computer vision even sensible to study when there are other, more
pressing challenges in society, such as climate change, the rapid biodiversity
loss, authoritarian states, and succesful desinformation campaigns? If any-
thing, computer vision stands to exacerbate the problems we are up against.
Well, computer vision stands to do much good as well. Autonomous driv-
ing bets to reduce the number of traffic accidents to zero. Perhaps entailing
even larger impact is that by controlling a fleet of autonomous vehicles, trans-
portation could be vastly optimized – with efficient personal transportation
using fewer vehicles, less space, and less fuel. Furthermore, computer vi-
sion algorithms could be used to analyze our environment. The behaviour
and loss of flora or fauna could be automatically monitored to aid biologists
in understanding the environment. Autonomous robots could also aid with
sustainable, but work-intensive farming techniques. Moreover, autonomous
land, water, and air vehicles may provide crucial aid in catastrophe situations
such as wildfires, storms, or floods. A small visual system able to mimic the
capabilities of human sight might also be used to aid those with sight impair-
ments. Overall, computer vision stands to do much good.

Thus, the recent and future advances in computer vision come with boons
and burdens. Hopefully, we can benefit from the former and mitigate the
latter. To this end, it is crucial that we identify and understand the problems
with computer vision. Privacy must be preserved; security maintained; and a
just, democratic society guarded.
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