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To our future robot overlords!





Abstract

Accurate self-positioning of autonomous mobile platforms is important when
performing tasks such as target tracking, reconnaissance and resupply missions.
Without access to an existing positioning infrastructure, such as Global Naviga-
tion Satellite Systems (GNSS), the platform instead needs to rely on its own sen-
sors to obtain an accurate position estimate. This can be achieved by detecting
and tracking landmarks in the environment using techniques such as simulta-
neous localization and mapping (SLAM). However, landmark-based SLAM ap-
proaches do not perform well in areas without landmarks or when the landmarks
do not provide enough information about the environment. It is therefore desir-
able to estimate and minimize the position uncertainty while planning how to
perform the task. A complicating factor is that the landmarks used in SLAM are
not known at the time of planning.

In this thesis, it is shown that by integrating SLAM and path planning, paths
can be computed that are favorable, from a localization point of view, during mo-
tion execution. In particular, it is investigated how prior knowledge of landmark
distributions, or densities, can be used to predict the information gained from
a region. This is done without explicit knowledge of landmark positions. This
prediction is then integrated into the path-planning problem.

The first contribution is the introduction of virtual landmarks which repre-
sent the expected information in unexplored regions during planning. Two ap-
proaches to construct the virtual landmarks that capture the expected informa-
tion available, based on the beforehand known landmark density, are given. The
first approach can be used with any sensor configuration while the second one
uses properties of range-bearing sensors, such as LiDAR sensors, to improve the
quality of the approximation.

The second contribution is a methodology for generating landmark densities
from prior data for a forest scenario. These densities were generated from pub-
licly available aerial data used in the Swedish forest industry.

The third contribution is an approach to compute the probability of detecting
pole-based landmarks in LiDAR point clouds. The approach uses properties of
the sensor, the landmark detector, and the probability of occlusion from other
landmarks in order to model the detection probability. The model accuracy has
been validated in simulations where a real landmark detector and simulated Li-
DAR point clouds have been used in a forest scenario.

The final contribution is a position-uncertainty aware path-planning approach.
This approach utilizes virtual landmarks, the landmark densities, and the land-
mark detection probabilities, to produce paths which are advantageous from a
positioning point of view. The approach is shown to reduce the platform posi-
tion uncertainty in several different simulated scenarios without prior knowledge
of explicit landmark positions. The computed position uncertainty is shown to
be relatively comparable to the uncertainty obtained when executing the path.
Furthermore, the generated paths show characteristics that make sense from an
application point of view.
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Populärvetenskaplig sammanfattning

Positionering av autonoma mobila plattformar är viktigt för att utföra uppgif-
ter som utforskning, målföljning och spaning. När satellitnavigeringssystem, t.ex.
GPS, inte kan användas behöver plattformen istället förlita sig på sina egna sen-
sorer för att bestämma var den är. En sådan teknik är simultaneous localization
and mapping (SLAM). Ett vanligt tillvägagångssätt i SLAM är att använda sig
av stillastående objekt som är lätta att känna igen, så kallade landmärken. Ge-
nom att återse dessa landmärken går det att beräkna hur mycket plattformen har
rört sig. Landmärkesbaserade SLAM-metoder klarar dock inte av att positionera
plattformen om den skulle befinna sig i områden utan tillräckligt informativa
landmärken. Det är därför önskvärt att planera en rutt, från start till mål, som
tar hänsyn till var det finns landmärken så att detta problem kan undvikas.

Rutter som är fördelaktiga ur lokaliseringssynpunkt när de utförs kan fås ge-
nom att inkludera SLAM i ruttplaneringen. Dock är det ofta inte känt i förväg
vilka landmärken som kan användas, vilket försvårar situationen. Denna avhand-
ling syftar därför till att undersöka hur landmärkesfördelningen kan användas
för att förutsäga informationen från en region.

I detta arbete introduceras virtuella landmärken som ett sätt att representera
information om outforskade regioner under planeringen. Dessa virtuella land-
märken konstrueras för att fånga den förväntade informationen om plattformens
position, baserat på sen tidigare känd landmärkestäthet. Två tillvägagångssätt
för att beräkna den förväntade informationen från dessa virtuella landmärken
presenteras. Det första tillvägagångssättet är utvecklat för ett allmänt fall medan
det andra är ett förfinat tillvägagångssätt som utvecklats speciellt för sensorer
som mäter vinkel och avstånd, såsom LiDAR-sensorer. Metoder för att generera
landmärkestätheter från tidigare flygdata i ett skogsscenario presenteras också.

Vidare presenteras ett tillvägagångssätt för att beskriva sannolikheten för att
detektera cylinderbaserade landmärken i LiDAR-punktmoln. Detektionssanno-
likheten bestäms genom att utnyttja egenskaperna hos sensorn, landmärkesde-
tektorn och sannolikheten för ocklusion från andra landmärken men kräver ing-
en exakt information om var landmärkena är. Tillvägagångsättet har utvärderats
med en riktig landmärkesdetektor och simulerade LiDAR-punktmoln i ett skogs-
scenario.

Slutligen presenteras ett tillvägagångssätt för ruttplanering för att minimera
positionsosäkerheten. Detta tillvägagångssätt utnyttjar de introducerade virtuel-
la landmärkena, landmärkestätheter och sannolikheterna för landmärkesdetek-
tion. Med hjälp av tillvägagångssättet kan en rutt planeras från startposition till
målposition som minskar plattformens positionsosäkerhet, utan att alla landmär-
kens positioner behöver vara kända.
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1
Introduction

A high positioning accuracy is often required for an autonomous system to suc-
cessfully complete complex tasks. In structured environments, this is often ac-
complished with an artificial positioning infrastructure, such as Global Naviga-
tion Satellite Systems (GNSS), radio-frequency (RF) transmitters, WiFi, or arti-
ficial landmarks. However, attaining good positioning accuracy is much more
difficult without such supporting systems

Sweden has a large proportion of its territory sparsely populated. With the
exception of GNSS, there is currently little infrastructure available in these areas
that can reliably be used for positioning. Furthermore, there are several situa-
tions where GNSS may be unavailable. Some of these are densely forested areas,
underground mining (Nielsen, 2021) and in war zones (Angevine et al., 2019).
A common technique for positioning of autonomous platforms in GNSS denied
environments is to use features of the environment, such as easily recognizable
trees, buildings, or any other type of landmark. Once identified, these features
are used as references for computing future positions.

It is common to let the positioning systems compute a position estimate given
its current information, without any possibility to influence the future motion
of the platform. If the platform would move into a featureless area, such a sys-
tem will not be able to generate good position estimates. It is therefore desirable
to take a more active approach and let the positioning system suggest where to
move the platform and what regions to avoid. To plan an informative path which
takes the existence of landmarks into account, a lot of data about the position
of these features is needed. This data is unrealistic to have for large and unex-
plored regions. Following the methodology of Box (1976), “All models are wrong,
but some are useful”, this thesis instead focuses on finding an approximation of
this information to mitigate the problem of not having prior knowledge of these
positions.

1



2 1 Introduction

1.1 Background and motivation

The problem of determining a platform’s position, given observations of a known
environment, is called a localization problem. Furthermore, the problem of creat-
ing a map of the environment, given the position of the platform, is referred to as
a mapping problem. In simultaneous localization and mapping (SLAM) (Bailey and
Durrant-Whyte, 2006; Durrant-Whyte and Bailey, 2006), neither the map nor the
position of the platform is assumed to be known. Therefore, both the position
and the map need to be inferred from measurements of the unknown environ-
ment and the platform’s movement. There are different ways of representing
the environment in a map for use in SLAM (Bresson et al., 2017; Wurm et al.,
2010), one of the more common ones is landmark-based map representations. In
landmark-based SLAM, the position of observed landmarks, or key-points, are
stored in the map which yields a sparse representation of the environment. The
type of landmark used varies depending on the application but they should be
easily recognizable and distinct objects.

In most real cases, both the measurements and the platform’s movement are
affected by noise. Planning under such conditions is often referred to as plan-
ning under uncertainty. One of the most general formulations of planning with
noisy measurements and movements, is the partially observable Markov deci-
sion process (POMDP). However, this is usually only solvable for small problems
(Kaelbling et al., 1998; Papadimitriou and Tsitsiklis, 1987). Approximations are
instead often introduced in order to trade optimality for computational efficiency
(Bry and Roy, 2011). Instead of planning with a known platform state, such as in
ordinary motion planning, a state distribution, or belief-state, is often used.

In belief-space planning, the belief-state is often estimated using state estima-
tion techniques, such as SLAM. The specific research area of belief-space plan-
ning when both the state of the platform and the map of the area are unknown
is often referred to as active SLAM, or sometimes simultaneous planning localiza-
tion and mapping (SPLAM) (Labbé and Michaud, 2018). Common approaches in
this research area are receding horizon control and model predictive control (MPC)
(Chen et al., 2020; Indelman et al., 2015; Leung et al., 2006, 2008).

One strategy used in order to deal with the unknown future state in belief-
space planning is to disregard any new information being added to the map dur-
ing the planning phase. That is, potential observations of new, previously un-
seen, landmarks are not taken into account when an unexplored area is observed
(Chaves et al., 2014; Valencia and Andrade-Cetto, 2018). As a consequence, it is
often assumed that the map is completely known a priori, as seen in (Prentice
and Roy, 2009; Yang and J. Lim, 2016), or that the already explored map remains
unchanged (Leung et al., 2006; Schirmer et al., 2017) during the planning phase.
This leads to the situation described in Figure 1.1. In these approaches, solving
the planning problem can be seen as recursively picking an area to explore and
then updating the state estimate without getting new information from the envi-
ronment. In a SLAM setting, since no new information, e.g., landmarks, is added
to the map, this yields a conservative estimate of the information gained from
exploring new areas and an overestimated position uncertainty.
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Decision making

State estimation

Planning

Static environment

Figure 1.1: Illustration of the structure of the planning problem for mini-
mizing the uncertainty under the assumption of a constant known map. The
planning approach can be seen as several recursions of picking an area to
visit and then update the state estimate given the initial map information.
No new knowledge is added or gained from the environment during these
recursions.

The focus in this work is to develop a representation of the map as a stochastic
object describing potential and undetected landmarks, for use during planning.
More specifically, the aim of this work is to develop a model for determining the
expected information gained from observing a previously unexplored area with-
out explicit knowledge of landmark positions. It is instead assumed that land-
mark densities, describing the spatial distribution of the landmarks’ positions,
are known a priori. This approach is divided into two parts, these are:

• a representation of the landmark density prior, to be used in conjunction
with SLAM algorithms; and

• a model describing the probability that the landmarks are detected.

This leads to the planning procedure in Figure 1.2. In the first part, the landmark
density information is represented by virtual landmarks, which fit seamlessly
into SLAM algorithms. These virtual landmarks show some similarities to the
measurement bundling approximation introduced in (Frey et al., 2019) for visual
sensors. However, in that work, it is assumed that the measurement function is
affine. Furthermore, the landmarks are not necessarily unknown and it is not
shown how any environment priors should be generated. This thesis includes
the generation of the landmark densities, how they can be represented by virtual
landmarks and how the expected information gained from observing these can
be approximated.

The probability of detecting landmarks is modeled using the introduced vir-
tual landmarks. Pole-based landmarks and range-bearing measurements are as-
sumed. Note that modeling the detection probability has been investigated be-
fore, see e.g., (Indelman et al., 2015; van den Berg et al., 2012). The work to
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Decision making

State estimation
Environment

prediction

Planning

Environment prior

Landmark
density

representation

Detection
probability
estimation

Figure 1.2: Illustration of the structure of the proposed planning problem
for minimizing the uncertainty without the assumption of a constant known
map. The planning approach can be seen as several recursions of picking an
area to visit, predicting the new information gained from observing the area
and then updating the state estimate.
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be presented goes beyond other approaches as the probability of occlusion from
other landmarks is included as well as a range-dependent landmark-detection
probability.

1.2 Problem formulation

The purpose of this work is to develop an approach for motion planning under
uncertainty, where the localization during motion execution is performed using
SLAM. It is assumed that there exists uncertainty in the platform’s state, the mo-
tion and the measurements of the environment. Furthermore, explicit landmark
positions are assumed unknown at planning time. For this situation, the aim of
this thesis is to provide answers to the following research questions:

• How can the quality of the state estimates be simulated during planning,
where neither all landmarks nor future measurements are known?

• How can landmark-detection probabilities be modeled and integrated in
the motion-planning approach?

• How can information of landmark distributions be computed from prior
data?

1.3 Delimitation

The focus in this work is on how to model the information gained from unex-
plored parts of the environment. Therefore, less focus is put on the platform mo-
tion during evaluations and only obstacle-free 2D-environments are considered.
The developed methods can, to some degree, be used with any type of measure-
ments. However, this work puts emphasis on range-bearing measurements in
both the development of the methods as well as in the evaluation. Furthermore,
navigation in rural and forested areas are of special interest in this work.

1.4 Contributions

The contributions in this thesis are presented in Chapters 3–5 and are based upon
two published papers and unpublished material.

The first publication is

J. Nordlöf, G. Hendeby, and D. Axehill. Belief space planning using land-
mark density information. In IEEE Proceedings of the 23rd International
Conference on Information Fusion (FUSION), pages 1–8, Rustenburg, South
Africa, July 2020

The main contributions of this publication are a path-planning approach using
landmark densities for state estimation and the introduction of the virtual land-
marks used for an approximate problem formulation of the path-planning prob-
lem. The introduced virtual landmarks and how these can be integrated into
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a landmark-based SLAM approach are presented in Chapter 3, while the path-
planning approach is presented in Chapter 5.

The second publication is

J. Nordlöf, G. Hendeby, and D. Axehill. Improved virtual landmark approx-
imation of belief-space planning. In IEEE Proceedings of the 24th Interna-
tional Conference on Information Fusion (FUSION), pages 1–8, Rustenburg,
South Africa, Nov. 2021

The main contributions of this publication are the introduction of an improved
approach for approximating the information gained from observing an unex-
plored region for range-bearing measurements and a theoretical study of the
properties of the derived approximation. These are presented in Chapter 3.

The thesis also includes unpublished material where the main contributions
are approaches for generating landmark densities from prior aerial data in a
forest scenario, presented in Chapter 3, and a model describing the landmark-
detection probabilities, presented in Chapter 4. These are combined with all
previous results in an evaluation in Chapter 5.

In all of the listed contributions, the author of this thesis has driven the re-
search, performed all experiments, and done the main part of the writing. The
underlying ideas have been developed in discussions with the co-authors. The
co-authors have also contributed through research discussions, technical support
and help with improving the manuscripts.

1.5 Collaboration

The project has been partially funded by the division of C4ISR within the Swedish
Defence Research Agency (FOI). The project follows the Swedish Armed Forces
Research and Tech (R&T) program for the area of autonomous systems and the
area of sensors and signature management, which includes research on autonomous
localization using sensor data.

1.6 Thesis outline

This thesis is organized as follows:

• Chapter 1 (this chapter) introduces the research problem and lists the con-
tributions of this thesis.

• Chapter 2 outlines the theoretical foundation of SLAM and motion-planning
problems. It also gives an introduction to state estimation, optimal con-
trol, and belief-space planning. Lastly, this chapter describes the platform
model that is used as a basis in numerical evaluations throughout the thesis.

• Chapter 3 is based upon (Nordlöf et al., 2020, 2021) and presents two ap-
proaches for using landmark densities for estimating the future informa-
tion gained from observing a region in a SLAM setting without prior knowl-
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edge of explicit landmark positions. This chapter also presents an approach
for estimating landmark densities when tree stems are used.

• Chapter 4 presents a model where range-dependent landmark-detection
probabilities, for pole-based landmarks and LiDAR sensors, are combined
with the results from Chapter 3.

• Chapter 5 introduces a planning approach where the estimated future in-
formation is used to increase the performance of SLAM algorithms. This
chapter also includes an evaluation of the methods presented in Chapter 3
and Chapter 4.

• Chapter 6 concludes the thesis and gives suggestions for future work.





2
Background

This chapter aims at providing a theoretical background for the work presented
in this thesis. In Section 2.1, the state estimation and SLAM problems are pre-
sented. This includes a review of the extended Kalman filter (EKF) and the ex-
tended information filter (EIF). Section 2.2 introduces the motion-planning prob-
lem while Section 2.3 describes the models used for evaluation in later chapters.
Lastly, Section 2.4 introduces a pole-landmark detector for detecting landmarks
in a LiDAR point cloud, which is also used in evaluations.

2.1 State estimation and SLAM

This section gives an overview of the statistical methods used to model dynamical
systems and how the state is inferred from measurements.

2.1.1 State-space models

A state-space model is a description of a dynamical system, how it changes over
time, and how measurements of the system relates to the state.

Consider an autonomous platform with the state vector xt and where a control
input ut applied at time t is used to steer the platform from a state xt to xt+1.
At each time step t, the state is observed through measurements yt . In most
real cases, all control inputs and measurements are affected by noise. As such,
the real, exact, state xt is seldom known. Instead, xt is generally modeled by a
probabilistic state-space model, where the state follows a probability distribution.
Let the prior probability distribution of the initial state be denoted p(x0), with

x0 ∼ p(x0), (2.1)

9



10 2 Background

and assume that it is known. A general probabilistic state-space model can then
be described by the conditional probability distributions (Särkkä, 2013):

xt+1 ∼ p(xt+1|xt , ut) (2.2a)

yt ∼ p(yt |xt) (2.2b)

State-space models are by definition Markovian, i.e., given xt , the state xt+1
and measurements yt are assumed to be conditionally independent of earlier
states, measurements and control inputs. This yields

p(xt+1|x0:t , y0:t , u0:t) = p(xt+1|xt , ut) (2.3a)

p(yt |x0:t , y0:t−1, u0:t−1) = p(yt |xt), (2.3b)

where x0:t , y0:t and u0:t are used to denote the sets {x0, x1, . . . , xt}, {y0, y1, . . . , yt}
and {u0, u1, . . . , ut}.

The state transition given the state xt and the control input ut in (2.2a) is
referred to as the motion model and can be described in functional form as

xt+1 = f (xt , ut , wt), (2.4)

where f ( · ) describes the system dynamics and wt is the process noise. The rela-
tion between the measurements yt and the current state xt , described by (2.2b),
is given by the measurement model, or observation model, and can similarly be
represented by

yt = h(xt) + ϵt , (2.5)

where h( · ) describes the geometry of the measurements and ϵt is the measure-
ment noise. In this work, it is assumed that wt and ϵt are uncorrelated zero mean
Gaussian noises with covariances Q and R.

2.1.2 Bayesian inference

In order to estimate the state xt , the probability distribution

p(xt+1|x0, y0:t+1, u0:t), (2.6)

needs to be determined for all t > 0. This problem is usually solved by a two-
step recursive algorithm. The first step involves predicting the next state given
the current state and applied control inputs and is referred to as the time update,
formalized as

p(xt+1|x0, y0:t , u0:t) =
∫
p(xt+1|xt , ut)p(xt |x0, y0:t , u0:t−1)dxt . (2.7)

The second step, referred to as the measurement-update, involves correcting the
prediction given any available measurements using Bayes rule (Thrun et al., 2004),
yielding

p(xt+1|x0, y0:t+1, u0:t) =
p(yt+1|xt+1)p(xt+1|x0, y0:t , u0:t)

p(yt+1|x0, y0:t , u0:t)
, (2.8)
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where

p(yt+1|x0, y0:t , u0:t) =
∫
p(yt+1|xt+1)p(xt+1|x0, y0:t , u0:t)dxt+1. (2.9)

Recursively updating the distribution in (2.7) and (2.8) is known as Bayesian fil-
tering (Särkkä, 2013; Thrun et al., 2004). However, computing the explicit dis-
tributions is often not possible in practice. Instead, approximations are used.
Two common approximations, using a state-space model with additive Gaussian
noise, are the extended Kalman filter (EKF) and the extended information filter
(EIF), these are presented in the following.

2.1.3 Kalman filter

For the special case when h( · ) and f ( · ) are linear and with additive noise, the
state-space model can be reformulated as

xt+1 = Fxt + G(ut + wt) (2.10a)

yt = Hxt + ϵt , (2.10b)

where F is the transition matrix, G is the control-input matrix and H is the mea-
surement matrix. If the noise and the prior probability distribution are also Gaus-
sian distributed, the Kalman filter (Kalman, 1960) provides an analytical solution
for this system. Furthermore, in this setting, the distribution (2.7) after the time
update and the distribution (2.8) after the measurement update are also Gaussian
distributed. Since the Gaussian distribution is parameterized by its mean and co-
variance, these need to be propagated in both the measurement update and the
time update. These steps are outlined in the following.

Let x̂t|t denote the mean of this distribution at time step t and let Pt|t denote
the corresponding covariance. The time update can then be computed as

x̂t+1|t = Fx̂t|t + Gut (2.11a)

Pt+1|t = FPt|tF
⊤ + GQG⊤ (2.11b)

In order to correct the prediction given the measurements, the Kalman gain is
first computed. It is defined as

Kt = Pt|t−1H
⊤(HPt|t−1H

⊤ + R)−1. (2.12)

Using the Kalman gain, the mean of the distribution is then updated using the
difference ϵ̂t between the observed measurement yt and the predicted measure-
ments given the estimated state x̂t|t−1, yielding

ϵ̂t = yt − Hx̂t|t−1 (2.13a)

x̂t|t = x̂t|t−1 + Kt ϵ̂t . (2.13b)

The covariance is then updated as

Pt|t = Pt|t−1 − KtHPt|t−1. (2.14)
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Most real systems often include some types of nonlinearities, either in the
motion model f ( · ) or in the measurement model h( · ), or both. For these types
of systems there exists no analytical solution in general (Thrun et al., 2004). In-
stead, an approximation is often introduced. In the extended Kalman filter (EKF),
estimates of the state and the corresponding covariance are computed by first lin-
earizing the motion and measurement model at the current estimate before the
Kalman filter updates are applied. Thus, the true distribution is approximated
by a Gaussian distribution. For this algorithm, the time update is performed as

x̂t+1|t = f (x̂t|t , ut , 0) (2.15a)

Pt+1|t = FtPt|tF
⊤
t + GtQG

⊤
t , (2.15b)

where

Ft =
∂
∂x
f (x, ut , 0)

∣∣∣∣
x=x̂t|t

(2.16)

and

Gt =
∂
∂w

f (x̂t|t , ut , w)
∣∣∣∣
w=0

. (2.17)

Similarly, the measurement matrix Ht is a linearization of the measurement func-
tion (2.5) and is defined as

Ht =
∂
∂x
h(x)

∣∣∣∣
x=x̂t|t−1

. (2.18)

The measurement update can then be performed by updating x̂t|t and Pt|t as

x̂t|t = x̂t|t−1 + Kt ϵ̂t (2.19a)

Pt|t = Pt|t−1 − KtHtPt|t−1, (2.19b)

where

ϵ̂t = yt − h(x̂t|t−1) (2.20a)

Kt = Pt|t−1H
⊤
t

(
HtPt|t−1H

⊤
t + R

)−1

. (2.20b)

2.1.4 Information filter

An alternative formulation of the Kalman filter is the information filter. The infor-
mation filter is the dual of the Kalman filter (Thrun et al., 2004) and, as such, the
solutions are equivalent. While the Kalman filter uses a Gaussian distribution
parameterized by its moments, the information filter uses a canonical parame-
terization of the Gaussian distribution. In this parameterization, an information
vector ιt|t and information matrix It|t are recursively updated instead of the mean
and covariance of the distribution.

The relation between ιt|t and It|t , and x̂t|t and Pt|t are given by

It|t = P −1
t|t (2.21a)

ιt|t = It|t x̂t|t . (2.21b)
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With this alternative parameterization, the update steps are formulated differ-
ently in the information filter which shifts the computational burden from the
measurement update to the time update. In a general implementation of the in-
formation filter, the time update involves a matrix inversion of the entire system.
However, the measurement update of the information filter only includes a sum-
mation of the previous information and the new information gained from the
current measurements.

For a linear system, the time update of the information matrix and informa-
tion vector are

It+1|t =
(
FI−1

t|t F
⊤ + GQG⊤

)−1
(2.22a)

ιt+1|t = It+1|t(FI−1
t|t ιt|t + Gut). (2.22b)

The corresponding measurement update is performed as

It|t = It|t−1 + H⊤R−1H (2.23a)

ιt|t = ιt|t−1 + H⊤R−1yt . (2.23b)

For the nonlinear case, similarly to the EKF, the extended information filter
(EIF) uses a linearization in order to approximate any nonlinearity in the motion
or measurement models. The time update of the EIF can be formulated as

It+1|t =
(
FtI−1

t|t F
⊤
t + GtQG

⊤
t

)−1
(2.24a)

ιt+1|t = It+1|tf (I−1
t|t ιt|t , ut , 0) (2.24b)

while the measurement update of the information matrix It|t is performed as

It|t = It|t−1 + H⊤t R
−1Ht . (2.25)

Using the Woodbury matrix identity (Van Loan and Golub, 1996), the Kalman
gain can be rewritten as

Kt = Pt|tH
⊤
t R
−1. (2.26)

Then the measurement update of ιt|t in the EIF can be derived from the EKF as
(Kailath et al., 2000)

ιt|t = P −1
t|t

(
x̂t|t−1 + Kt ϵ̂t

)
= P −1

t|t

(
x̂t|t−1 + Pt|tH

⊤
t R
−1ϵ̂t

)
= P −1

t|t

(
x̂t|t−1 + Pt|tH

⊤
t R
−1

(
yt − h(x̂t|t−1)

))
=

(
P −1
t|t − H

⊤
t R
−1Ht + H⊤t R

−1Ht
)
x̂t|t−1 + H⊤t R

−1
(
yt − h(x̂t|t−1)

)
=

(
P −1
t|t − H

⊤
t R
−1Ht

)
x̂t|t−1 + H⊤t R

−1
(
yt − h(x̂t|t−1) + Ht x̂t|t−1

)
= P −1

t|t−1x̂t|t−1 + H⊤t R
−1

(
yt − h(x̂t|t−1) + Ht x̂t|t−1

)
= ιt|t−1 + H⊤t R

−1
(
yt − h(x̂t|t−1) + Ht x̂t|t−1

)
,

(2.27)

where (2.25) and (2.21a) are used in the fifth equality.
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2.1.5 SLAM

State-space models are frequently used in SLAM, where both the trajectory of
the platform and the location of detected landmarks are estimated without prior
information. Instead, both the platform pose and the landmark positions are
inferred from measurements of the environment and movements of the platform.
Consider an autonomous platform with the state vector

xt =
[
pt
mt

]
, (2.28)

where pt describes the pose of the platform and mt = [m1⊤, m2⊤, . . . , mMt⊤]⊤ is
the map at time t with Mt landmarks. In SLAM, the position of the individual
landmarks are generally assumed to be time-invariant. When the EKF and EIF al-
gorithms are used for state estimation in SLAM, these approaches are sometimes
called EKF-SLAM and EIF-SLAM, respectively. Adaptations of these algorithms
to a SLAM setting will now be presented.

EKF-SLAM

In a SLAM setting, the time update of the EKF-SLAM algorithm is performed
as the ordinary EKF time update. However, since the number of landmarks are
unknown, the size of the state vector varies depending on how many landmarks
that have been detected. Furthermore, due to limited sensor range, the entire
state is not observed at the same time. To account for this, the measurement
update in the EKF, i.e. (2.19), is adjusted. Let y it denote the measurement of the
ith landmark mi and let hi(xt) denote the corresponding measurement function,
such that

y it = hi(xt) + ϵit . (2.29)

Furthermore, let Mt = {M1
t ,M2

t , · · · ,M
Mt
t } be the set of indices of all detected

landmarks at time t, with Mt being the total number of detected landmarks. The
linearized measurement matrix H̃t can then be constructed as

H̃t =


H
M1

t
t

H
M2

t
t
...

H
MMt

t
t


, (2.30)

where

H i
t =

∂
∂x
hi(x)

∣∣∣∣
x=x̂t|t−1

. (2.31)

The measurement update can then be performed by updating x̂t|t and Pt|t as

x̂t|t = x̂t|t−1 + K̃t ϵ̃t (2.32a)

Pt|t = Pt|t−1 − K̃tH̃tPt|t−1, (2.32b)
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where

ϵ̃t =


y
M1

t
t − hM1

t (x̂t|t−1)

y
M2

t
t − hM2

t (x̂t|t−1)
...

y
MMt

t
t − hM

Mt
t (x̂t|t−1)


, (2.33a)

K̃t = Pt|t−1H̃
⊤
t

(
H̃tPt|t−1H̃

⊤
t + R̃t

)−1

, (2.33b)

and where R̃t is a block-diagonal matrix with Mt instances of R along the diago-
nal, i.e.:

R̃t =


R 0 · · · 0

0 R
. . .

...
...

. . .
. . . 0

0 · · · 0 R

 . (2.34)

A complete recursion step of the EKF-SLAM algorithm is outlined in Algorithm
2.1.

EIF-SLAM

When using EIF in a SLAM setting, the estimates x̂t|t−1 and x̂t|t need to be com-
puted to perform the linearizations of the motion model and the measurement
model, and for computing the measurement error. In order to avoid unnecessary
inversions of the information matrix, the information vectors ιt|t and ιt|t−1 are
often replaced by x̂t|t and x̂t|t−1 in EIF-SLAM. This is also done in the algorithm
outlined below.

The time update of the EIF-SLAM algorithm can be formulated as

x̂t+1|t = f (x̂t|t , ut , 0) (2.35a)

It+1|t =
(
FtI−1

t|t F
⊤
t + GtQG

⊤
t

)−1
. (2.35b)

Using (2.31), the measurement update of the information matrix It|t in EIF-
SLAM can be performed as

It|t = It|t−1 +
∑
i∈Mt

I it , (2.36)

where
I it = H i⊤

t R−1H i
t . (2.37)

Then the measurement update of x̂t|t in EIF-SLAM algorithm can be derived from
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Algorithm 2.1: EKF-SLAM
1: Input: x̂t−1|t−1, Pt−1|t−1, ut−1, yt = {y it }i∈Mt

Time update:
2: x̂t|t−1 = f (x̂t−1|t−1, ut−1, 0)

3: Ft−1 = ∂
∂x f (x, ut−1, 0)

∣∣∣∣
x=x̂t−1|t−1

4: Gt−1 = ∂
∂w f (x̂t−1|t−1, ut−1, w)

∣∣∣∣
w=0

5: Pt|t−1 = Ft−1Pt−1|t−1F
⊤
t−1 + Gt−1QG

⊤
t−1

Measurement update:

6: H i
t = ∂

∂xh
i(x)

∣∣∣∣
x=x̂t|t−1

, ∀i ∈ Mt

7: ϵ̃t =


y
M1

t
t − hM1

t (x̂t|t−1)

y
M2

t
t − hM2

t (x̂t|t−1)
...

y
MMt

t
t − hM

Mt
t (x̂t|t−1)


8: H̃t =


H
M1

t
t

H
M2

t
t
...

H
MMt

t
t


9: R̃t =


R 0 · · · 0

0 R
. . .

...
...

. . .
. . . 0

0 · · · 0 R


10: K̃t = Pt|t−1H̃

⊤
t (H̃tPt|t−1H̃

⊤
t + R̃t)−1

11: Pt|t = Pt|t−1 − K̃tH̃tPt|t−1
12: x̂t|t = x̂t|t−1 + K̃t ϵ̃t
13: Output: x̂t|t , Pt|t
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the EKF-SLAM algorithm as

x̂t|t = x̂t|t−1 + K̃t ϵ̃t
= x̂t|t−1 + Pt|tH̃

⊤
t R̃
−1
t ϵ̃t

= x̂t|t−1 +
∑
i∈Mt

Pt|tH
i⊤
t R−1

(
y it − hi(x̂t|t−1)

)
= x̂t|t−1 +

∑
i∈Mt

I−1
t|t H

i⊤
t R−1

(
y it − hi(x̂t|t−1)

)
= I−1

t|t

(
It|t−1 +

∑
i∈Mt

H i⊤
t R−1H i

t

)
x̂t|t−1 +

∑
i∈Mt

I−1
t|t H

i⊤
t R−1

(
y it − hi(x̂t|t−1)

)
= I−1

t|t

(
It|t−1x̂t|t−1 +

∑
i∈Mt

H i⊤
t R−1

(
y it − hi(x̂t|t−1) + H i

t x̂t|t−1

))
,

(2.38)

where
K̃t = Pt|tH̃

⊤
t R̃
−1 (2.39)

was used in the second equality and (2.36) was used in the fifth. A complete
recursion step of the EIF-SLAM algorithm is outlined in Algorithm 2.2.

The EKF-SLAM and EIF-SLAM are equivalent methods for solving the SLAM
problem. However, a benefit of using the EIF-SLAM algorithm is that it is easier
to represent no information in the EIF-SLAM algorithm than infinite uncertainty
in the EKF-SLAM algorithm (Gustafsson, 2010b; Thrun et al., 2004). In later
chapters, the structure of the measurement update in the EIF-SLAM algorithm
will be utilized to compute approximations on the information gained when ob-
serving a specific part of the map.

2.2 Motion planning

This section introduces the motion-planning problem and two common ways of
solving it. The motion-planning problem, sometimes referred to as the piano
movers problem, consists of developing a plan that moves an object through an
environment in order to reach a goal state.

The criterion for success in motion planning often varies depending on the ap-
plication. Most applications can be divided into two general groups of planning
objectives (LaValle, 2006), these are

• Feasibility: Find a plan that moves the platform to the goal state, regardless
of efficiency.

• Optimality: Find a feasible plan that moves the platform to the goal state
with the lowest cost, given some performance measure.

While the feasibility problem can be hard enough to solve, the optimality crite-
rion is often of greater interest. However, this objective comes with the added
complexity of formulating a correct and computable performance measure. This
will be investigated in the following.
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Algorithm 2.2: EIF-SLAM
1: Input: x̂t−1|t−1, It−1|t−1, ut−1, yt = {y it }i∈Mt

Time update:
2: x̂t|t−1 = f (x̂t−1|t−1, ut−1, 0)

3: Ft−1 = ∂
∂x f (x, ut−1, 0)

∣∣∣∣
x=x̂t−1|t−1

4: Gt−1 = ∂
∂w f (x̂t−1|t−1, ut−1, w)

∣∣∣∣
w=0

5: It|t−1 =
(
Ft−1I−1

t−1|t−1F
⊤
t−1 + Gt−1QG

⊤
t−1

)−1

Measurement update:
6: for i ∈ Mt do
7: H i

t = ∂
∂xh

i(x)
∣∣∣∣
x=x̂t|t−1

8: ϵ̂it = y it − hi(x̂t|t−1) + H i
t x̂t|t−1

9: end for
10: It|t = It|t−1 +

∑
i∈Mt

H i⊤
t R−1H i

t

11: x̂t|t = I−1
t|t

(
It|t−1x̂t|t−1 +

∑
i∈Mt

H i⊤
t R−1ϵ̂it

)
12: Output: x̂t|t , It|t

2.2.1 Optimization formulation

This section gives a brief introduction to the optimization formulation of the plan-
ning problem. For a more thorough introduction of the different concepts and
methods used in optimization, the reader is referred to, e.g., (Boyd and Vanden-
berghe, 2004) and (Nocedal and Wright, 1999).

A mathematical optimization problem has the following general form

minimize
z

J(z)

subject to fi(z) ≤ 0, i = 1, 2, . . . , n.
(2.40)

The vector z = {z1, z2, . . . , zT } is the decision variable and the scalar-valued func-
tion J( · ) is called the objective function or performance measure. The functions
fi( · ), i = 1, 2, . . . , n are the constraint functions. A vector z that satisfies all con-
straints in (2.40) is called an optimal solution if there are no other vectors with a
smaller objective value. This vector is denoted z∗.

In optimal control theory, mathematical optimization is combined with con-
trol of dynamical systems in order to compute optimal inputs u0:T or a policy
π such that the performance measure is minimized. Consider a platform with
dynamics characterized by the motion model in (2.4) and where the state distri-
bution is estimated using any available measurements y it , as defined in (2.29).
Denote the initial state of the platform xinit and assume that it should travel to a
goal set Xgoal . If the noise terms wt and ϵit are known, in (2.4) and (2.29) respec-
tively, this is a deterministic optimal control problem. That is, for a given state
xt and input ut the future state xt+1 can be fully determined. Since these noise
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terms are unknown in practice, this problem turns into a stochastic optimal con-
trol problem where the state xt+1 is described by the conditional distribution in
(2.6). The corresponding stochastic optimization problem can be formulated as

minimize
π,T

E
(
J(x0:T )

)
subject to xt+1 = f (xt , ut , wt),

y it = hi(xt) + ϵit , ∀i ∈ Mt ,

ut = π
(
p(xt |y0:t , u0:t−1, x0)

)
x0 = xinit ,

xT ∈ Xgoal ,

ϵit ∼ N (0, R),

wt ∼ N (0, Q),

(2.41)

where the expectation in the objective function is evaluated with respect to the
process and measurement noise as well as all possible landmark positions. Find-
ing the optimal solution for (2.41) can in principle be done by using dynamic pro-
gramming. However, this is generally intractable except for special cases (Sontag,
2013). Instead, it is often necessary to consider approximations of the problem.
In Section 2.2.2, an approximation for planning with a discretized states space
is presented while Section 2.2.3 presents an approximation for planning when a
distribution is considered rather than a specific state.

2.2.2 Sampling-based motion planning

Motion-planning algorithms are generally divided into three types of categories
(LaValle, 2006):

1. Complete: A complete planning algorithm finds a solution in a finite amount
of time if it exists.

2. Resolution complete: A resolution complete algorithm finds a solution, in
the given resolution, in a finite amount of time if it exists.

3. Probabilistic complete: The probability that a probabilistic complete algo-
rithm finds a solution, if it exists, approaches one as the number of samples
approaches infinity.

One of the most commonly used classes of motion-planning methods are the
sampling-based methods. Instead of considering all possible platform states dur-
ing motion planning, which is intractable in most cases, sampling-based methods
only consider a subset of states based upon an implementation specific sampling
scheme. Examples of such sampling schemes are randomly generated points or
grid-based structures. This also means that the action space is constrained such
that each possible action in a feasible position moves the platform into another
feasible position.
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This sampling allows the algorithms to plan a path in large environments
and makes these methods well suited for real applications. The drawback is that
these algorithms only fulfill the resolution or probabilistic completeness guaran-
tees. However, these algorithms have seen a large growth in popularity over the
last decades and have solved many large, complicated, real-world problems, e.g.,
(Evestedt et al., 2016; Kuwata et al., 2009).

For a grid where each grid point represents a feasible platform position, the
motion-planning problem turns into a discrete planning problem. As presented
in (LaValle, 2006), a discrete planning problem can be formulated as:

1. A nonempty state space X which is a finite or countable finite set of states.

2. For each state xt ∈ X , there is a finite action space U (xt).

3. A state-transition function f ( · ) that produces a state xt+1 = f (xt , ut) ∈ X
for every xt ∈ X and ut ∈ U (xt).

4. An initial state xinit ∈ X .

5. A goal set Xgoal ⊂ X .

The task of the planning algorithm is then to find a sequence of inputs u0:T−1 such
that the final state xT ends up in Xgoal , starting in x0 = xinit . Discrete sampling-
based methods store the possible states in the environment in a graph structure.
This graph is defined by an ordered pair G = ⟨V , E⟩ where V is a set of vertices, or
nodes, and E is a set of edges. Each state xt is represented and stored in a node in
V while the motion, or action, connecting two states are represented by an edge
in E. Each of these edges is associated with a nonnegative stage cost l( · ). For
convenience, each edge will here be defined by the pair of a state xt and control
input ut , and where l(xt , ut) is the cost of applying ut to the state xt . Using this
formulation, graph-search methods can be applied to find a path connecting the
initial state and the goal set.

Two well-known graph-search methods are Dijkstra’s algorithm (Dijkstra, 1959)
and the A* algorithm (Hart et al., 1968), these are presented in the following. Di-
jkstra’s algorithm is used to find an optimal path with the lowest cost between a
start node and a set of goal nodes in a graph. The total cost of a path is the sum
of the stage cost l( · ) for all edges in the path from the initial state to a goal state.

During execution of Dijkstra’s algorithm, explored and unexplored nodes are
stored in a priority queue Vopen, called the open set, and a set Vclosed , called the
closed set. The open set includes nodes that will be visited while the closed set
includes nodes that have been visited and will not be visited again. The nodes in
the open set are sorted based on the cost-to-come gt , defined as

gt =
t∑

τ=0

l(xτ , uτ ) = gt−1 + l(xt , ut), (2.42)

that is, the cost to travel from the initial state x0 to the current state xt , so that
the node with the lowest cost is evaluated first.
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The algorithm is initialized by adding a node containing the initial state to
the open set Vopen. The main loop then consists of first picking the node in Vopen
with the lowest cost. The algorithm then finds and applies all possible actions
to determine the possible successor nodes to the current node. These successor
nodes are sometimes referred to as child nodes. If these are not present in neither
Vopen nor Vclosed , they are added to Vopen. If any of them are present in Vopen with
a higher cost, the more expensive node in Vopen is replaced by the new successor
node. The current node is then moved to Vclosed . These steps are then repeated
until the goal set is reached.

The A* algorithm improves upon Dijkstra’s algorithm by introducing a heuris-
tic c( · ) estimating the cost-to-go, i.e., the cost to reach the goal set Xgoal from
the current state xt . Each node in the open set is then sorted based upon the
sum of its cost-to-come and heuristic, instead of being sorted based only on its
cost-to-come gt , as in Dijkstra’s algorithm. If the heuristic is equal to the actual
cost-to-go, denoted c∗, then no unnecessary nodes would be explored (LaValle,
2006). However, having such a heuristic is not reasonable in practice. Instead a
lower estimate of the true cost-to-go is used which can increase the efficiency of
the search significantly if designed correctly.

In order to obtain guarantees of finding an optimal solution with the A* graph-
search algorithm, two properties of the heuristic function are required. These are
admissibility and consistency, defined as (Russell and Norvig, 2003):

• Admissible: c(xt) ≤ c∗(xt)

• Consistent: c(xt) ≤ l(xt , ut) + c(xt+1)

An admissible heuristic never overestimates the true cost-to-go, while a consis-
tent heuristic never leads to a situation where the estimated path cost decreases
as the area is explored. Note that a consistent heuristic is also admissible, but an
admissible heuristic does not need to be consistent. The complete A* algorithm
can be seen in Algorithm 2.3.

2.2.3 Belief-space planning

In belief-space planning the belief, or the distribution, of the current state is used
during planning instead of the true, here unknown, state xt as in ordinary motion
planning. An approximation often introduced to solve (2.41) is to use certainty-
equivalent control, which is closely related to the separation theorem (Åström,
1970). In this method, all noise terms are replaced by their expected value (Miller
et al., 2009; Platt et al., 2010). Given these expected noise terms, an optimal con-
trol input is then computed at each time step t. Note that for some systems, linear
Gaussian systems in particular, this would yield an optimal solution. However,
global optimality is not guaranteed for nonlinear systems in general. A common
approach is to let the belief be represented by the estimated state x̂t|t and covari-
ance matrix Pt|t = I−1

t|t , estimated with, e.g., either the EKF-SLAM or EIF-SLAM
algorithms described in Section 2.1. The performance measure J( · ) is thereby
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Algorithm 2.3: A* graph-search algorithm
1: Input: An initial node ninit containing the initial state ninit .x = xinit and a

goal set Xgoal
2: Vclosed ← ∅
3: Vopen ← ∅
4: Vopen.push(ninit)
5: while Vopen , ∅ do
6: ncurrent ← Vopen.pop()
7: Vclosed .push(ncurrent)
8: if ncurrent .x ∈ Xgoal then
9: return back_track(ncurrent)

10: end if
11: for ut ∈ U (ncurrent .x) do
12: xt+1 ← f (ncurrent .x, ut)
13: if xt+1 ∈ Vclosed then
14: continue
15: end if
16: gt+1 ← ncurrent .g + l(ncurrent .x, ut)
17: nchild .x← xt+1
18: nchild .priority← gt+1 + c(xt+1)
19: nchild .g ← gt+1
20: nchild .parent← ncurrent
21: if xt+1 < Vopen then
22: Vopen.push(nchild)
23: else
24: n′ ← Vopen.get(x̂t+1|t+1)
25: if nchild .priority < n′ .priority then
26: Vopen.replace(n′ ,nchild)
27: end if
28: end if
29: end for
30: end while
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also defined as a function of x̂0:t = {x̂0|0, x̂1|1, . . . , x̂t|t} and I0:t = {I0|0, I1|1, . . . , It|t}.
Given this performance measure, the cost-to-come gt can be computed as

gt = J(x̂0:t , I0:t). (2.43)

Note that, when J( · ) is separable in time, e.g.,

J(x̂0:t , I0:t) = J(x̂0:t−1, I0:t−1) + l(x̂t|t , It|t), (2.44)

then gt can be recursively computed as

gt = gt−1 + l(x̂t|t , It|t), (2.45)

as in (2.42), where l( · ) is the stage cost as a function of x̂t|t and It|t .
Let ŷ it = hi(x̂t|t−1) denote the expected observation of a landmark mi . These

measurements are used for state estimation during planning since the real mea-
surements y it only become available during motion execution. Since the expected
value of the noise realizations are used when propagating the belief-state, the
measurement error in (2.38) will always be zero, with ŷ it substituting y it . There-
fore no correction of the state estimate x̂t|t is performed during planning and
x̂t|t = x̂t|t−1.

By replacing all noise terms by their expectation, the optimization problem is
reformulated as

minimize
π,T

E
(
J(x̂0:T , I0:T )

)
subject to x̂t+1|t+1 = f (x̂t|t , ut , 0),

ŷ it = hi(x̂t|t), ∀i ∈ Mt ,

It+1|t+1 = Λ(It|t , ŷt , x̂t|t , ut)
ut = π(x̂t|t , It|t)
x̂0|0 = xinit ,

x̂T |T ∈ Xgoal ,
x̂t|t ∈ X ,
ut ∈ U (x̂t|t),

(2.46)

where the expectation in the objective function is evaluated with respect to all
possible landmark positions and the function Λ( · ) is the information matrix up-
date of the estimated state distribution of the EIF-SLAM algorithm, i.e., equations
(2.35b) and (2.36). If the landmarks were known during planning, this would
be a deterministic optimization problem which could be solved with standard
methods, as presented in Section 2.2.2, where the optimal path found by the A*
algorithm is used as parameters in the policy π. However, it is assumed that the
landmarks are not known during planning in the problem studied in this thesis.
In the following chapters, an approach for handling these unknown landmarks
is investigated.
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2.2.4 Measures of optimality

A scalar-valued function J( · ) used as performance measure is minimized in (2.46).
The aim of the performance measure is to reflect the task fulfillment of the plat-
form. This performance measure typically includes multiple parts, associated
with the different aspects of the mission, e.g., traveled distance, fuel consump-
tion and position accuracy. Parts related to the state x̂t|t , and the information
matrix It|t , or covariance matrix Pt|t = I−1

t|t , are denoted Jx̂( · ) and JI ( · ) respec-
tively. As seen in (Prentice and Roy, 2009; Schirmer et al., 2017; Yang and J. Lim,
2016), a common technique is to combine these parts with the weights wI and
wx̂, yielding

J(x̂0:T , I0:T ) = wI JI (I0:T ) + wx̂Jx̂(x̂0:T ). (2.47)

Note that, care must be taken when choosing J( · ) such that the cost is nonde-
creasing, i.e.,

J(x̂0:t , I0:t) ≤ J(x̂0:t+1, I0:t+1), (2.48)

otherwise the assumption of nonnegative stage cost is violated and optimality
cannot be guaranteed (Russell and Norvig, 2003). For common tasks, such as
finding the shortest path to the goal, the choice of performance measure Jx̂( · )
can be trivially computed from the set of states x̂0:T . However, for the tasks of
reaching a goal with the lowest possible uncertainty in the position and orienta-
tion state estimates, the choice of performance measure JI ( · ) is a bit more com-
plicated. In the following, only measures related to the covariance of the position
and orientation will be considered.

The most common approaches to quantifying uncertainty in SLAM are based
on real, scalar functions of the covariance matrix P pt|t (Rodríguez-Arévalo et al.,

2018), i.e., the submatrix of Pt|t = I−1
t|t related to the pose of the platform. The

requirement of (2.48) can be satisfied by, e.g., either summing the stage cost of
all time steps,

JI (I0:t) =
T∑
t=1

l(P pt|t), (2.49)

or by only considering the maximum cost over all time steps

JI (I0:t) = max
t
l(P pt|t). (2.50)

Note that, by taking the maximum over all time steps, gt cannot be computed
recursively as defined in (2.45). Instead, gt can be updated as

gt = max
(
l(P pt|t), gt−1

)
. (2.51)

The different choices of l(P pt|t) have been well investigated (Yang et al., 2012).
In the following, three popular choices are presented, these are the determinant,
trace and largest eigenvalue scalarizations.
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Determinant

The determinant of the matrix P pt|t is defined as

det P pt|t =
q∏
i=1

λi(P
p
t|t), (2.52)

where λi(P
p
t|t) is the ith eigenvalue of P pt|t and q is the number of rows in P pt|t . Mini-

mizing the determinant, the so-called D-optimality criterion, also minimizes the
product of the eigenvalues. The covariance matrix can be seen as an ellipsoid de-
scribing the extent of the distribution. The eigenvalues of the covariance matrix
are then the semi-axes of this covariance ellipsoid. Thus, minimizing the determi-
nant of the covariance matrix also minimizes the volume of the ellipsoid spanned
by the eigenvalues.

The determinant has been shown to have several appealing mathematical
properties (Pukelsheim, 2006; Rodríguez-Arévalo et al., 2018). However, there
are some practical drawbacks of using the measure. If the system gets a high
position accuracy in one direction, then one of the eigenvalues, hence the deter-
minant, of the covariance matrix approaches zero. This can lead to a situation
where only improvements in a single dimension are prioritized.

Trace

Minimizing the trace of the covariance matrix,

trP pt|t =
q∑
i=1

λi(P
p
t|t), (2.53)

also minimizes the sum of the eigenvalues of P pt|t . This is also referred to as the
A-optimality criterion. The trace of the covariance matrix is the expected mean-
squared error (MSE) of the state estimate (Yang et al., 2012). Indirectly, this also
reduces the size of the covariance ellipsoid, similar to the determinant. However,
since the eigenvalues are summed, instead of multiplied, the effect where only a
single direction of the uncertainty ellipsoid is minimized is not as prevalent.

Largest eigenvalue

A third approach is to minimize the largest eigenvalue, the so-called E-optimality
criterion. This corresponds to minimizing the largest semi-axis of the covariance
ellipsoid (Yang et al., 2012).

2.3 Platform modeling

This section introduces the platform dynamics and measurement model used in
evaluations in the following chapters. The dynamics are based upon a 2D uni-
cycle model (Thrun et al., 2004). However, the presented approaches are by no
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means restricted to this choice. The measurement model is based upon a range-
bearing sensor model. This model is applicable to several types of different sen-
sors such as LiDAR, RADAR, and stereo-cameras. While parts of the presented
approach are still applicable to other types of measurements, some of the mate-
rial presented in later chapters have been developed especially for this model.

2.3.1 Platform dynamics

In a 2D-setting, the platform pose is described by the state

pt =


pxt
p
y
t

p
ψ
t

 , (2.54)

at time t, where pψt is the orientation of the platform and pxt and p
y
t are its x-

and y-positions, respectively. The platform dynamics are based upon a unicycle
model (Thrun et al., 2004) with polar inputs which consist of a rotation (uψt )
followed by a translation (utran

t ), according to

xt+1 = f (xt , ut , wt)

=


pxt + (utran

t + wtran
t ) cos(pψt + uψt + wψt )

p
y
t + (utran

t + wtran
t ) sin(pψt + uψt + wψt )

p
ψ
t + uψt + wψt

mt

 ,
(2.55)

where the input ut = [uψt , u
tran
t ]⊤ is affected by process noise wt = [wψt , w

tran
t ]⊤,

with the distribution

wt ∼ N
(
0, Q

)
. (2.56)

The relation of pt and ut is illustrated in Figure 2.1.
During planning, the state space is discretized in the xy-plane allowing only

a subset X of the otherwise continuous set of positions for the platform. The
discretized subspace X , used during planning, is a uniform grid throughout this
thesis.

2.3.2 Sensor properties

The platform is assumed to obtain measurements of nearby landmarks using an
onboard range-bearing LiDAR with a limited range and 360◦ field of view. The
obtained measurements

y it =
[
y i,rt
y i,θt

]
(2.57)

to all landmarks mi = [mi,x, mi,y]⊤ within range are the relative range (y i,rt ) and
bearing (y i,θt ), where mi,x and mi,y are the x- and y-coordinates of the landmark.
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Figure 2.1: The figure shows how the positions of the platform pt , control
signals ut = [uψt , u

tran
t ]⊤, landmarks mi and measurements y it = [y i,rt , y

i,θ
t ]⊤

relate to each other. The platform is assumed to have a sensor with limited
range such that only landmark m1 is within the sensor range from position
p1.

This gives the measurement model

y it = hi(xt) + ϵit =
[

∥[pxt , p
y
t ]⊤ −mi∥

atan2(mi,y − pyt , mi,x − pxt ) − pψt

]
+ ϵit , (2.58)

where atan2( · , · ) is the four-quadrant arctangent function and

ϵit =
[
ϵi,rt
ϵi,θ

]
(2.59)

is a vector containing the range noise ϵi,rt and bearing noise ϵi,θt . The measure-
ment noise ϵit is distributed according to

ϵit ∼ N
(
0, R

)
. (2.60)

The relation of pt , mi and y it is illustrated in Figure 2.1.

2.4 Pole-landmark detector

The following section describes the pole-landmark detector which is developed
by the Swedish Defence Research Agency and used in this thesis. The detector
is used to extract detectable landmarks from the point cloud generated by the
LiDAR-sensor positioned at ground level. The detector is currently used in a real-
time landmark-based EKF-SLAM positioning system (Näsström et al., 2018). The
detector is designed with the purpose of detecting landmarks in a point cloud
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created from a single scan of the LiDAR-sensor and not from a set of several
overlapping point clouds, such as in, e.g., (Schaefer et al., 2019).

The detector works well for point clouds with different shapes and sizes. How-
ever, one requirement of the point cloud is that the points are structured into a
regular grid of rows and columns, which is the case for most modern LiDAR sen-
sors. It is also assumed that each point is generated by projecting a ray from a
single origin onto the environment. This means that each column has the same
azimuth angle and each row has the same elevation angle in a spherical coordi-
nate system. Furthermore, it is assumed that there is only a single return for a
specific azimuth and elevation angle. That is, an object cannot be detected be-
hind another. For robustness, the point cloud also needs to include at least four
rows of points.

A landmark is detected by first reducing the point cloud into row-wise seg-
ments of consecutive points with a small difference in radial distance to the sen-
sor using Algorithm 2.4. Segments are then merged with other segments that
are within a certain Mahalanobis distance (Mahalanobis, 1936), determined by
the matrix W and threshold ε, which have similar radial range to the sensor and
horizontal position. The parameter W is determined by the sensor properties,
i.e., the vertical and horizontal angle resolution and the range measurement ac-
curacy. The parameter ε is determined by the landmark properties and should
be similar to the landmark diameter. Note that, when merging, segments are not
required to be completely overlapping. As a consequence, landmarks that are not
completely vertical or straight can still be detected. Lastly, the orientation of the
landmark is estimated through a principal component analysis of the points in
the merged segments. This orientation is then used to find the landmark position
by projecting the merged segment midpoint onto the ground plane.

In order for the merged segments to be accepted as a landmark, the following
two requirements need to be fulfilled:

1. the merged segments need to include at least nine points in the four rows
closest to the horizon; and

2. no object can be in front of the segments and no point in the columns to the
segments left and right sides can be closer to the sensor.

Note that, as a result of the first requirement, the pole-landmark diameter needs
to be large enough such that each segment can include at least n = 3 points. An
example of a detected and undetected landmark can be seen in Figure 2.2. If
the merged segments fulfill these criteria, they are accepted as landmarks where-
upon their ground positions are calculated. The involved steps are summarized
in Algorithm 2.5.
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Figure 2.2: Illustration of detected and undetected landmarks. The blue
and green dots represent points in the point cloud generated by a LiDAR-
sensor positioned in the origin, the green dots mark the four rows closest to
the horizon. The red lines mark the estimated edges of the detected land-
marks. Left: The detected landmark fulfill the requirements of the detector,
all of the four rows closest to the horizontal plane (marked in green) have in-
cluded segments with more than three points. Middle: The landmark is not
detected since only eight points are on the four rows closest to the horizontal
plane, the first requirement for landmark detection is thereby not fulfilled.
Right: Only the landmark closest to the sensor position is detected. The de-
tector does not detect the second landmark as the first landmark is closer
and directly to the left of the second landmark, the second requirement for
landmark detection is thereby not fulfilled.
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Algorithm 2.4: Segment extraction
1: Input: Points {qi}, i ∈ {1, 2, . . . , NW }, from a single row in a point cloud with
NW columns generated from a single revolution of a LiDAR-sensor, where qxi
and qyi are the x- and y-position of the point relative to the sensor origin and
a threshold ε defining the closeness of the points.

2: Initialization: i ← 1, s← 1, S1 ← ∅
3: for j ∈ {2, . . . , NW } do

4: θi,j ← tan−1 q
y
i −q

y
j

qxi −q
x
j

5: mx ← 1
i−j

∑j−1
k=i q

x
k

6: my ← 1
i−j

∑j−1
k=i q

y
k

7: δx← |(qyj −m
y) cos θi,j − (qxj −m

x) sin θi,j |
8: if δx > ϵ then
9: s← s + 1

10: i ← j
11: Ss ← {j}
12: else
13: Ss ← Ss ∪ {j}
14: end if
15: end for
16: Output: Segments S1, S2, . . . , Ss

Algorithm 2.5: Pole-landmark detector
1: Input: Point cloud generated from a single revolution of a LiDAR-sensor.
2: Initialization: Replace all no-return points with a point at a fixed max range

from the sensor.
3: Segment lines: Calculate landmark segments for the four center lines using

Algorithm 2.4.
4: Merge segments: Compute the Mahalanobis distance between all segments

and connect all segments below a certain threshold.
5: Segments rejection: Remove any merged segments that do not include at

least nine points or has any neighboring point in front of it.
6: Orientation estimation: Estimate the orientation of the merged segments.
7: Ground projection: Project the segment midpoint on the ground using the

estimated orientation.
8: Output: Return the projected segment midpoints as detected landmark posi-

tions.
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Virtual landmarks

Planning in a SLAM setting, where landmarks and future noise realizations are
unknown at planning time, is a difficult problem. A common approach is to use
certainty-equivalent control to deal with the unknown noise realizations, where
the noise terms are replaced by their expected value. However, the problem of
unknown landmarks still remains.

To overcome this problem, novel approaches for using prior estimates of the
landmark densities are used in this thesis. These are presented in this chapter.
Section 3.1 presents two examples of how prior estimates of the landmark den-
sities can be generated, using aerial LiDAR data and orthophotos. Two strate-
gies for using the landmark density for estimating the future information gained
when observing a region are then introduced in Section 3.2 and Section 3.3. This
is followed by a short evaluation in Section 3.4.

3.1 Landmark densities

In this section, two examples of how landmark densities can be estimated from
publicly available aerial data for a forest scenario are presented. These densities
are then, in later sections, used as a prior in order to predict the future position
uncertainty of an autonomous platform. In this specific scenario it is assumed
that tree stems are used as landmarks, thus trees and landmarks are used inter-
changeably in the following.

In the studied problem, the number of landmarks and their positions in a re-
gion of interest are unknown, let Ω denote this region. The density of landmarks
is, however, assumed to be known as a function ρ(m) of the position m in the area,
where the density describes how many landmarks are expected to be present in
a position. In later sections, this density will be used to predict the expected
gain in the information matrix from a discrete set of subregions, in order to take

31
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potential landmarks into consideration.
In the following, two different approaches for generating landmark densities

are proposed based on two different datasets. These datasets are the Swedish
national forest dataset (Skoglig grunddata) from Skogsstyrelsen (2021) and or-
thophotos from Lantmäteriet (2020).

3.1.1 Landmark density generation from forest data

The Swedish national forest dataset has been used in the first proposed approach
for generating landmark densities. This dataset was created for use in research,
forestry regulation and in the forestry industry. This dataset consists of several
different variables out of which four have been used in this work. These are

• stand basal area;

• basal area-weighted mean diameter;

• basal area-weighted mean height; and

• total tree volume.

These variables are presented for square subregions of size 12.5×12.5 m covering
all of Sweden. For notational convenience, these subregions will here be denoted
Ωi . The stand basal area and basal area-weighted mean diameter for a subregion
Ωi are denoted ABA

i and d̄BA
i , respectively. The basal area-weighted mean height

and the total tree volume are denoted h̄BA
i and Vi . Using basal area-weighted

variables is a common technique in the forestry industry to avoid skewed data as
a result of smaller trees in the undergrowth below the tree canopy, since these
trees either die or get removed during forest management. Note that the volume
refers only to the accumulated stem volume of all trees in the subregion and
does not include the volume of branches or canopy. The dataset is based upon
LiDAR-measurements gathered during airborne surveys over multiple years. The
variables are known to include errors, especially for areas with a low density
where few, individual trees are standing far apart.

Using this dataset, the density can be computed from the total tree volume Vi
by dividing it with an estimated mean tree volume and the area of the subregion.
This is done in the following. In order to compute the mean tree volume, it is
proposed that each tree is first approximated with a cylinder. With this approx-
imation, the estimated mean tree volume V̄i in a subregion Ωi can be computed
as

V̄i = h̄BA
i π(d̄BA

i /2)2. (3.1)

The estimated number of trees for the subregion, denoted Ñi , can then be calcu-
lated by dividing the total tree volume with the mean, yielding

Ñi =
Vi
V̄i

=
Vi

h̄BA
i π(d̄BA

i /2)2
. (3.2)
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The tree density for a subregion Ωi , denoted ρi , can then be calculated as

ρi =
Ñi
|Ωi |

, (3.3)

where |Ωi | is the area of the subregion. Since ρi is constant over Ωi when gener-
ated with this approach, it follows that

ρ(m) = ρi , ∀m ∈ Ωi . (3.4)

3.1.2 Landmark density generation from orthophotos

In the second proposed approach, landmark densities are estimated from or-
thophotos from (Lantmäteriet, 2020). These images have four channels, red,
green, blue and infrared, with a resolution of 0.16 m/pixel. Each region in Swe-
den is updated every two to four years.

Using a visual tree detector, such as, e.g., DeepForest (Weinstein et al., 2019a,b),
individual tree crowns can be detected in airborne images. DeepForest is a convo-
lutional neural network (CNN) based single-shot detector which predicts bound-
ing boxes over individual trees. The model is built upon the well-known Reti-
naNet (Lin et al., 2017) and trained using a dataset consisting of different envi-
ronments and a wide range of tree species. Examples of these detections can be
seen in Figure 3.1.

The landmark density can be computed by averaging the total number of de-
tected trees over the surrounding area by using equation (3.3). The benefits of
this approach are that it is good at detecting free standing trees and that the tree
detections are generally accurately positioned. This makes the approach suitable
for low density regions. However, the quality of the detections depends on the
image resolution, time of year and time of day the image was taken. As seen in
Figure 3.1, the approach is unable to detect all trees. This is especially appar-
ent in dense forests, where it is hard to delimit trees from each other, or when
trees are covered by other trees’ shadows. However, as this is a learning-based
approach, its performance will likely continue to improve with new algorithms
and more data.

3.2 Information gained point approximation

The belief-state of a platform can be estimated using the EIF-SLAM algorithm
as described in Section 2.1.5. However, when predicting the future state during
planning, observations of new landmarks do not become available. Therefore, to
take the possibility of observing new landmarks into consideration, the density
of landmarks is used to predict the expected information gain of future states.
In this section, a general approach for including the landmark densities in the
EIF-SLAM framework is proposed.
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Figure 3.1: Tree detections in forested environments. Left: Detected trees
are marked with a red bounding box. The position and size of the bounding
boxes are accurate for all trees in the region. Right: Several trees remain
undetected, here manually marked with green bounding boxes. The size of
several of the detections are also too small and does not cover an entire tree.
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3.2.1 Subregions and virtual landmarks

For clarity, let Ht(pt , mi) denote the measurement matrix H i
t , in (2.31), calculated

from the sensor position pt to a landmark at position mi . The information gain
of a single landmark at m calculated from a sensor position pt is

I (pt , m) =
(
Ht(pt , m)

)⊤
R−1Ht(pt , m). (3.5)

Now, assume the region of interest is populated with infinitely dense landmarks
each with information gain

dI (pt , m̃) = ρ(m̃)I (pt , m̃)dm̃, (3.6)

where the information is compensated for the density of the landmarks by ρ( · ).
The resulting total information from the area Ω then becomes

IΩ(pt) =
∫
m̃∈Ω

ρ(m̃)I (pt , m̃)dm̃. (3.7)

If the density is a Dirac delta function in m, the result is (3.5).
Due to the lack of knowledge of future landmarks, the expression (3.7) will

be used to indicate information gains. The integral is, however, not realistic to
compute in practice, hence an approximation is considered. First Ω is divided
into M non-overlapping subregions Ωi , this yields

IΩ(pt) =
∫
m̃∈Ω

ρ(m̃)I (pt , m̃)dm̃

=
M∑
i=1

∫
m̃∈Ωi

ρ(m̃)I (pt , m̃)dm̃

=
M∑
i=1

I it ,

(3.8)

where

I it =
∫

m̃∈Ωi

ρ(m̃)I (pt , m̃)dm̃. (3.9)

The integral over the subregions Ωi in (3.9) could now be computed with nu-
merical integration. However, recomputing (3.9) every time the sensor position
pt changes is computationally expensive. Instead, if the subregions Ωi are small
then I (pt , m̃) will be almost constant over Ωi , for a given pt . Hence, I (pt , m̃) in
(3.9) can be approximated by I (pt , m

⋆
i ) for a landmark position m⋆i in the region.

This yields

I it ≈
∫

m̃∈Ωi

ρ(m̃)I (pt , m
⋆
i )dm̃ =

( ∫
m̃∈Ωi

ρ(m̃)dm̃
)
I (pt , m

⋆
i ). (3.10)
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Recomputing I (pt , m
⋆
i ) is more computationally efficient than recomputing (3.9)

using numerical integration when the sensor position pt changes. For simplicity,
the center point of Ωi will be used as m⋆i . Note that, it is the measurement model,
and its underlying geometry, that decides how large the subregions Ωi can be
with reasonable approximation errors. Using this approximation yields

IΩ(pt) ≈
M∑
i=1

( ∫
m̃∈Ωi

ρ(m̃)dm̃
)
I (pt , m

⋆
i )

=
M∑
i=1

ΦiI (pt , m
⋆
i )

(3.11)

where cumulative densities Φi are defined as

Φi =
∫

m̃∈Ωi

ρ(m̃)dm̃ (3.12)

and can be determined through, e.g., numerical integration. As the subregion Ωi
becomes smaller, the approximation improves and in the limit the left hand side
and right hand side in (3.11) coincide.

The density ρ( · ) is assumed to be constant in time and known a priori, Φi
can thereby be pre-computed for all regions. On the other hand, if we assume
that ρ( · ) is constant over Ωi , the numerical integration of Φi in (3.12) could
be replaced with a single point at, say, m⋆i . However, this assumption does not
necessarily hold as the density ρ( · ) may be non-continuous or include large gra-
dients. Since Φi can be pre-computed, the computational gain of this point-
approximation is also limited. Note that, accuracy improvements could possibly
be obtained by aligning subregions with transitions in ρ( · ) since these transitions
can be large. Additional information can possibly also be extracted by utilizing
these transitions. This is, however, not considered here.

The information of a subregion Ωi is represented by a virtual landmark in
the state when using EIF-SLAM during planning. Given a set of M virtual land-
marks with corresponding approximate cumulative densities Φi , i ∈ {1, 2, . . . , M},
the modified measurement update of It|t , in (2.36), which incorporates these ap-
proximations is

It|t = It|t−1 +
M∑
i=1

ΦiI (pt , m
⋆
i ). (3.13)

This is more computationally efficient than replacing (2.36) with (3.7) directly.
As the information gained from a single point is scaled to represent an entire
subregion, this approach is referred to as the point-approximation approach.

3.2.2 Verifying the information approximation

A small evaluation of the introduced point-approximation approach is presented
in this section. The purpose of this evaluation is to determine the quality of the
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Figure 3.2: Sensor positions for model verification. The green square repre-
sents the area with a landmark density that is approximated with the three
different virtual landmark sets.

information approximation introduced in (3.11), i.e. whether the center point
m⋆i of each subregion approximately gives the same information as the entire
subregion Ωi . This evaluation is based upon the measurement model presented
in Section 2.3.2, where R, used in (3.5), is defined as

R =
[
0.22 0

0 (π/180)2

]
. (3.14)

For simplicity, the subregions Ωi , used for approximating the landmark density,
are equally sized square regions, but, in general, any space discretization or tes-
sellation should be applicable. Furthermore, Φi = 1 is used in (3.12).

The information gained from three different sets of virtual landmarks for an
area ΩT are compared with the integral (3.7). The area ΩT is 40×40m2 and is ap-
proximated by sets of 1 × 1, 2 × 2 and 3 × 3 virtual landmarks, where each virtual
landmark represents a subregion Ωi . The summed information gain of these sets
are denoted I P A1×1, I P A2×2 and I P A3×3 respectively. An illustration of this area and the
different subregions can be seen in Figure 3.2. Two different comparisons are per-
formed. The first setup is designed to highlight the significance of the distance
between the observer and the landmark region. The quality of the approximation
is computed for distances between 21 and 60 m from the center of the landmark
area, with the sensor placed on a straight line from the region midpoint. The
second setup is designed to evaluate if the angle from the sensor platform to the
landmark region affects the quality of the approximation. This is done with sen-
sor locations on an arc 35 m from the center of the landmark area. This distance
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Figure 3.3: Frobenious norm of the difference between I Tt and the informa-
tion gain of the different landmark sets normalized by the norm of I Tt with
different distances to the sensor position. I Tt represents the information gain
computed through numerical integration, I P A1×1, I P A2×2 and I P A3×3 represents the
approximate information gain computed using the point-approximation ap-
proach with the 1 × 1, 2 × 2 and 3 × 3 virtual landmark sets, respectively.

is chosen as it is considered to be on the limit of reasonable approximation errors.
In both of these comparisons, the sensor is stationary and all sensor placements
are evaluated independently.

For all positions, the relative error between the information matrix for the in-
tegral (3.7) and the three landmark sets are evaluated with the Frobenious norm,
i.e.,

∥I Tt − I P Aj×j ∥F
∥I Tt ∥F

, j = 1, 2, 3, (3.15)

where I Tt is the integral (3.9) over ΩT . These norms can be seen in Figure 3.3
and 3.4. The information gain I Tt is computed using numerical integration in
Wolfram Mathematica (Wolfram Research, Inc., 2019).

The assumption that I (pt , mi) ≈ I (pt , m
⋆
i ) in the entire subregion Ωi is ex-

pected to be less accurate when the sensor is closer to ΩT . In these cases,Ht(pt , mi)
changes considerably within the region Ωi , hence the approximation H(pt , mi) ≈
H(pt , m

⋆
i ) is poor. As seen in Figure 3.3, the errors decrease with an increased

distance between the sensor and the center of the region. The 2 × 2 and 3 × 3 vir-
tual landmark sets, are considered to yield poor approximations when the sensor
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Figure 3.4: Frobenious norm of the difference between I Tt and the informa-
tion gain and the different landmark sets normalized by the norm of I Tt at
different positions around the target area. I Tt represents the information
gain computed through numerical integration, I P A1×1, I P A2×2 and I P A3×3 repre-
sents the approximate information gain computed using the 1 × 1, 2 × 2 and
3 × 3 virtual landmark sets, respectively.

platform is within 25 m of the center. The error of the 1× 1 set is only considered
acceptable when the sensor platform is placed at around 35 m, or more, from the
virtual landmark.

In the second comparison, seen in Figure 3.4, the error marginally increases
when the sensor is close to the diagonal of the area. However, the approximation
error is considered to be reasonably stable for all positions around the landmark
area. That is, the accuracy is largely independent of the angle from the sensor
platform to the landmark area.

3.3 Information-bound approximation

A key approximation in the method suggested in Section 3.2 is to use a point
to represent each subregion. This approximation enables representation of the
landmark densities in the EIF-SLAM algorithm. However, a single point poorly
captures all of the spatial information gained from the subregion. This is espe-
cially apparent when the sensor is close to the subregion, where the approxima-
tion is the most inaccurate, as seen in Figure 3.3. Decreasing the size of the region
improves the approximation, but as the complexity of the EIF-SLAM algorithm
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increases with the square of the number of subregions in the state space, this
is not a computationally efficient approach. Summing the information of multi-
ple points in a single subregion improves the approximation and the summation
of infinitely dense landmarks yields an integral over Ωi . This approach will be
pursued in the following. Range-bearing measurements are assumed.

Rather than only scaling the information matrix of a single point, a better
way of representing the information matrix I it gained from a subregion Ωi is
to compute the integral over Ωi in (3.9) directly thereby replacing (2.37) in the
EIF-SLAM algrithm with (3.9) for state estimation during the planning.

How to compute I it depends on the shape of Ωi and the measurement func-
tion hi( · ). For a range-bearing sensor, (3.9) is easily calculated for circle sectors,
with the sensor position pt as origin. However, typically Ωi is square. Instead,
I it is approximated with an upper and a lower bound, by computing the integral
(3.9) over an outer and an inner approximation of Ωi , formed by circle sectors
Ωi,k and Ωi,k , as seen in Figure 3.5. Denote the maximum and minimum density
in a subregion Ωi as ρmax

i and ρmin
i . Bounds on I it can then be computed as

I it =
K∑
k=1

I i,kt ρmin
i ⪯ I it ⪯

K∑
k=1

I i,kt ρmax
i = I it , (3.16)

where the matrices I i,kt and I i,kt are defined as

I i,kt =
∫

m̃∈Ωi,k

I (pt , m̃)dm̃ (3.17a)

I i,kt =
∫

m̃∈Ωi,k

I (pt , m̃)dm̃. (3.17b)

These integrals can be efficiently computed using polar coordinates. As the num-
ber of sectors K increases, the upper and lower bounds improve. In the limit,

as K → ∞, I it = I it , given ρmaxi = ρmini . This approach is referred to as the
information-bound approach in the following section.

3.3.1 Information-bound update

This section describes how the information-bound approach is integrated in the
EIF-SLAM algorithm. Bounds for the collected information can be obtained using
(3.16). Using I it in the SLAM recursion will result in a lower bound of collected
information with this subregion information approximation, where partially seen

patches are dropped. Analogous, I it provides an upper bound, where partially
seen patches are included as if fully observed. Hence, the integral approximation
error can be bounded. The upper and lower bounds on It|t are denoted I t|t and
I t|t , respectively.
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Figure 3.5: The figure shows the integrated area, in a 2D-setting, used to
form the upper and lower bound of I it . The red sectors form an outer ap-
proximation of Ωi and give an upper bound of I it , while the blue sectors
form an inner approximation of Ωi and give a lower bound.

The information time updates of the information-bounds I t|t and I t|t are
equivalent to (2.35), i.e.,

I t+1|t =
(
FtI

−1
t|t F

⊤
t + GtQG

⊤
t

)−1
(3.18a)

I t+1|t =
(
FtI−1

t|t F
⊤
t + GtQG

⊤
t

)−1
. (3.18b)

To get the bound approximations, all subregions which are fully or partially
within the sensor range are included in the measurement update step of the up-
per bound, while only the fully covered subregions are included in the measure-
ment update of the lower bound. Denote the sets of these subregion indices as cut
and clt respectively.

Using the procedure outlined above, the measurement updates of I t|t and I t|t
are

I t|t = I t|t−1 +
∑
i∈clt

I it , (3.19a)

I t|t = I t|t−1 +
∑
i∈cut

I it . (3.19b)

If I t|t and I t|t are invertible, it follows that

I t|t ⪰ It|t ⇔ P t|t = I−1
t|t ⪯ I−1

t|t = Pt|t , (3.20a)

I t|t ⪯ It|t ⇔ P t|t = I−1
t|t ⪰ I

−1
t|t = Pt|t , (3.20b)
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where Pt|t = I−1
t|t is the covariance matrix related to the state estimate, and P t|t and

P t|t are upper and lower bounds, respectively, of the covariance matrix Pt|t com-
puted using the integral approximation (3.9). Since all square submatrices on the
diagonal of a positive definite matrix are also positive definite, it also holds that
P
p
t|t ⪯ P

p
t|t ⪯ P

p
t|t , where P pt|t is the submatrix of Pt|t related to the platform position

and orientation estimates. Note that, since the geometries of Ωi,k changes with
pt , the subregions Ωi are still represented by one virtual landmark entry in I t|t
and I t|t and not one per subregion sector Ωi,k .

3.3.2 Limit of true position covariance

In addition to the approximation using upper and lower bounds on the informa-
tion, as discussed in Section 3.3.1, another approximation emerges from the use
of (3.9).

To represent all possible, but unknown, landmarks in a subregion, the dimen-
sion of the state space needs to be infinitely large. In the information-bound
approach, this infinite set of possible landmarks is replaced by a single entry in
the state space. This is in itself an approximation.

If the relative position of two landmarks is completely known, then observa-
tions of one of the landmarks will give information of both. If these landmarks
were used in EIF-SLAM, they can be represented by a single entry in the informa-
tion matrix. Similarly, when the information of all possible landmarks positions
in a subregion Ωi are represented by a single entry in the information matrix,
the integral approximation in (3.9) implicitly assumes that the relative position
between all points in Ωi is known. This adds more information as compared to
having separate points where there is uncertainty in the relative position. Thus,
substituting infinitely many possible landmarks in the subregion with one land-
mark providing the information in (3.9) underestimates the expected covariance
of the platform position and orientation estimates. This will now be studied in
more detail.

Let mi be a point in the subregion Ωi . The measurement and time update
of the information matrix It|t describing the state xt = [p⊤t , m

i⊤]⊤ are given by
(2.35b) and (2.36), where (3.9) is used in the latter.

Augmented state space

An auxiliary variable ∆i,j is now introduced, representing the relation between
m̃i,j and mi . This variable creates a structure in the state space which simplifies
the calculations that follow. Consider a set of possible landmarks {m̃i,j }Mj=1 in Ωi ,

and introduce the relation m̃i,j = mi + ∆i,j . For notational convenience, assume
that we only have one subregion, thus the i-superscript can be removed. The
extension to multiple subregions is trivial. The relation between m and ∆j can
be seen in Figure 3.6. Let ∆ = [∆1⊤,∆2⊤, . . . ,∆M⊤]⊤ be included in the state
x̃t = [p⊤t , m

⊤,∆⊤]⊤ = [x⊤t ,∆
⊤]⊤, that is x̃t is formed by extending xt with ∆. Let
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Figure 3.6: The figure shows the relation between m, ∆j , m̃j and Ω̃j in Sec-
tion 3.3.2. The boundaries of Ω are marked in green.

Ĩt|t denote the information of the augmented state, and partition it as

Ĩt|t =

 Ĩ xt|t Ĩ x∆t|t
Ĩ x∆⊤t|t Ĩ∆t|t

 , (3.21)

where the submatrix Ĩ xt|t represents the information about the state xt = [p⊤t , m
⊤]⊤

and Ĩ∆t|t represents the information about the relative position of the landmarks
within Ω. Similar partitions of matrices, such that their upper left submatrix is
identical to their non-augmented counterpart, will be a recurring approach in the
following.

The linearised dynamics for the state x̃t in the augmented system are x̃t+1 =
F̃t x̃t + G̃twt , where cov(wt) = Q and the matrices F̃t and G̃t are defined as

F̃t =
[
Ft 0
0 IM×M

]
(3.22)

and

G̃t =
[
Gt
0

]
, (3.23)

where IM×M is a square identity matrix with dimensions matching ∆. That is,
the landmarks’ relative positions found in the lower block are assumed constant,
hence the process noise does not increase their corresponding uncertainty. This
structure will prove useful later. Note that this is a very reasonable assumption
since all landmark positions are usually time invariant in SLAM.

Induction basis and hypothesis

In order to show that the approximation underestimates the real covariance of
the platform position and orientation estimates, it is first shown that the upper
left submatrix of Ĩt|t is equal to It|t . This is shown by induction. Before any
measurements have been obtained, it holds that

Ĩ x0|0 = I0|0, (3.24)
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as no information of m is available and the information about pt is the same in
both. Next, assume that

Ĩ xt|t = It|t . (3.25)

It will be shown that this assumption also holds in t + 1.

Time update

To compute Ĩt+1|t , P̃t|t = Ĩ−1
t|t is first computed. The covariance matrix P̃t|t is

then propagated before Ĩt+1|t = P̃ −1
t+1|t is determined. Using the matrix inversion

lemma (Van Loan and Golub, 1996) and the assumption in (3.25), the submatrices
of P̃t|t can be calculated as

P̃ xt|t = I−1
t|t + I−1

t|t Ĩ
x∆
t|t M̃

−1Ĩ x∆⊤t|t I
−1
t|t (3.26a)

P̃ x∆t|t = −I−1
t|t Ĩ

x∆
t|t M̃

−1 (3.26b)

P̃ ∆
t|t = M̃−1, (3.26c)

where
M̃ = Ĩ∆t|t − Ĩ

x∆⊤
t|t I

−1
t|t Ĩ

x∆
t|t ⪰ 0 (3.27)

and

P̃t|t =

 P̃ xt|t P̃ x∆t|t
P̃ x∆⊤t|t P̃ ∆

t|t

 . (3.28)

The covariance matrix after the time update is

P̃t+1|t = F̃tĨ−1
t|t F̃

⊤
t + G̃tQG̃

⊤
t (3.29)

with the submatrices

P̃ xt+1|t = FtI−1
t|t F

⊤
t + GtQG

⊤
t + FtI−1

t|t Ĩ
x∆
t|t M̃

−1Ĩ x∆⊤t|t I
−1
t|t F

⊤
t ,

P̃ x∆t+1|t = −FtI−1
t|t Ĩ

x∆
t|t M̃

−1, (3.30a)

P̃ ∆
t+1|t = M̃−1. (3.30b)

Using the matrix inversion lemma, the upper left submatrix Ĩ xt+1|t of the infor-

mation matrix Ĩt+1|t = P̃ −1
t+1|t is

Ĩ xt+1|t = (FtI−1
t|t F

⊤
t + GtQG

⊤
t + FtI−1

t|t I
x∆
t|t M̃

−1I x∆⊤t|t I
−1
t|t F

⊤
t

− FtI−1
t|t Ĩ

x∆M̃−1M̃M̃−1Ĩ x∆⊤t|t I
−1
t|t F

⊤
t )−1

= (FtI−1
t|t F

⊤
t + GtQG

⊤
t )−1 = It+1|t .

(3.31)

In conclusion, the upper left submatrix of Ĩt+1|t is equal to It+1|t after the time
update.
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Measurement update

For a set of landmarks {m̃j }Mj=1 for which it holds that m̃j = m + ∆j , (3.9) turns
into

It =
M∑
j=1

ρ(m + ∆j )H j⊤
t R−1H

j
t |Ω̃j |, (3.32)

where H j
t = [H j,p

t , H
j,m
t ], H j,p

t and H
j,m
t are the gradients of the measurement

function with respect to pt and m respectively, evaluated in pt and m + ∆j , and
|Ω̃j | is the area of the subregion associated with m̃j . The gain in the information
matrix from the measurements for the augmented state is

Ĩt =
M∑
j=1

ρ(m + ∆j )H̃ j⊤
t R−1H̃

j
t |Ω̃j |, (3.33)

where H̃ j
t = [H j,p

t , H
j,m
t , H

j,∆
t ], and H j,∆

t is the gradient of the measurement func-
tion with respect to ∆j , evaluated in pt and m + ∆j . Since the first elements of
H̃
j
t are equal to H j

t , the upper left submatrix of H̃ j⊤
t R−1H̃

j
t is equal to H j⊤

t R−1H
j
t .

Hence, Ĩt can be partitioned as

Ĩt =
[
It Ĩ x∆t
Ĩ x∆⊤t Ĩ∆t

]
. (3.34)

The information after the measurement update is then

Ĩt+1|t+1 = Ĩt+1|t + Ĩt

=

 It+1|t + It Ĩ x∆t+1|t + Ĩ x∆t
Ĩ x∆⊤t+1|t + Ĩ x∆⊤t Ĩ∆t+1|t + Ĩ∆t

 . (3.35)

Here, (3.31) has been used in the upper left submatrix of (3.35). In conclusion,
from (3.35) it follows that this submatrix is identical to It+1|t+1 after the measure-
ment update. By combining the results for the time update and the measurement
update, the assumption introduced in (3.25) is thereby shown to also hold in t+ 1.
Given the starting information (3.24), by induction, (3.25) holds for all t.

Position covariance inequality

Applying the matrix inversion lemma on Ĩt|t , with respect to the upper left sub-
matrix, yields

P̃ xt|t = (Ĩ xt|t)
−1 + (Ĩ xt|t)

−1Ĩ x∆t|t M̃
−1Ĩ x∆⊤t|t (Ĩ xt|t)

−1

⪰ (Ĩ xt|t)
−1 = I−1

t|t = Pt|t
(3.36)

since (Ĩ xt|t)
−1Ĩ x∆t|t M̃

−1Ĩ x∆⊤t|t (Ĩ xt|t)
−1 ⪰ 0, and by using (3.25) in the second equality.

Since the inequality also holds for all square submatrices along the diagonal, it
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follows that P̃ pt|t ⪰ P
p
t|t , where P̃ pt|t and P

p
t|t are the submatrices of P̃ xt|t and Pt|t re-

lated to the platform position and orientation estimates. Note that, in the limit,
as M → ∞, (3.32) turns into a Riemann integral and (3.9) is attained. In conclu-
sion, the introduced approximation in the information-bound approach, where
infinitely many unknown landmarks are represented with a single subregion, i.e.,
(3.9), thereby underestimates the true covariance of the platform position and
orientation estimates, and conversely overestimates the true information of the
estimates.

3.4 Numerical evaluation

In this section, the presented approaches are evaluated. The platform is assumed
to obtain measurements of nearby landmarks using an onboard range-bearing
sensor, e.g., a LiDAR, with a limited range of 100 m, as described in Section 2.3.2.
In the evaluation, the measurement noise ϵit is

ϵit ∼ N
(
0,

[
0.22 0

0 (π/180)2

] )
, (3.37)

The upper bound of the gain in the information matrix from observations in
the information-bound approach, i.e.,

I i =
K∑
k=1

I i,kρmax
i , (3.38)

is evaluated for K ∈ {10, 15, 20, 40} and compared to the point approximation
in (3.11), here denoted I P A1×1. The information matrix is calculated for a single
subregion Ωi of size 40 × 40 m2, with ρ(m) = 1 for all m ∈ Ωi . The quality of
the different approximations are calculated for a sensor position between 21 and
60 meters away from the center of Ωi , and all sensor positions are evaluated
independently. The calculated information matrix is then compared with the in-
tegrated information matrix I it in (3.9), computed with numerical integration in
Wolfram Mathematica (Wolfram Research, Inc., 2019). The differences between
these matrices are then evaluated with the Frobenius norm as

∥(I it )−1/2(I it − I •)(I it )−1/2∥F , (3.39)

with I i and I P A1×1 substituting I •. The difference is normalized by multiplying
with (I it )−1/2 from the left and right to account for the different units in I it .

Note that, errors in the information gained using the point-approximation
approach and the information-bound approach arise from different factors, i.e.,
from the range and the bearing measurements respectively. By increasing or de-
creasing the corresponding elements in the Rmatrix, the relation of the difference

I it − I P A1×1 and I it − I
i

changes. This makes the use of the criterion in (3.15) prob-
lematic when comparing these approaches. Instead, (3.39) is used as it is found
to be less susceptible to this effect.
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Figure 3.7: Frobenius norm of the difference between I it and the information

matrix estimated with a point approximation I P A1×1 as well as I i with different
number of sectors K . The normalizing term (I it )−1/2 is used to account for
the different units in I it .

As seen in Figure 3.7, the information-bound approach has a smaller error for
all distances compared to the point approximation. Furthermore, for larger K the
error decreases significantly. Tests indicate that the error can be made arbitrarily
small by iteratively increasing K . The increase in error, peaking at x = 30, for the
information-bound approach, is due to the misalignment of the geometries of
the circle sectors and the square subregion. At this peak, some of the sectors are
almost at a 45 degree angle to the subregion, thus a larger portion of the sectors
are outside of the region, similar to what can be seen in Figure 3.5.





4
Landmark detection

A sensor can generally not detect all landmarks within its sensor’s range due to,
e.g., low target visibility or occlusion by other landmarks. Therefore, including
the probability of landmark detection during planning is important as the infor-
mation gained from observing a region would otherwise be overestimated.

In this chapter, an approach for computing the landmark-detection probabili-
ties in ground-to-ground LiDAR-data is presented. This approach is evaluated in
realistic scenarios where a real landmark detector is used for detection in a simu-
lated point cloud. More specifically, pole-based landmarks, such as the stems of
pine trees, are to be detected. These detection probabilities are then used to scale
the estimated information gained from observed subregions during the planning
phase in later chapters. This analysis is based upon the landmark detector found
in Section 2.4. The modeled factors affecting the landmark-detection probability
are divided into two main sources. These are

• the probability that the ray path from the sensor to the landmark is free;
and

• the probability that a landmark in subregion Ωi is large enough to be de-
tected at that range.

These probabilities are denoted pfree and psize
Ωi

respectively. Note that other sources
affecting the ability to detect landmarks exist, such as incorrect association, atten-
uation in the atmosphere and low target reflectivity (Wojtanowski et al., 2014).
However, these are outside of the scope of this work.

The computations involved in determining pfree are described in Section 4.1
and Section 4.2. When using LiDAR-measurements to detect the tree landmarks,
such as when using the pole-landmark detector described in Section 2.4, the di-
ameters of the trees have a large influence on whether the tree is detected or
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not. The distribution of the tree diameters is thereby a highly informative met-
ric that should be included when predicting the future information gained from
observing a region. An approach for estimating the tree-diameter distribution
in a subregion Ωi is therefore presented in Section 4.3. These distributions are
used in Section 4.4 to compute psize

Ωi
. Section 4.5 describes how these probabilities

can be integrated in the previously presented information estimation process us-
ing virtual landmarks. A numerical evaluation of the proposed approach is then
presented in Section 4.6.

4.1 Ray-occlusion probability

Similar to (Schaefer et al., 2017), it is assumed that the prior probability that a
ray travels through a specific volume unobstructed follows an exponential decay
process. For such a process, the probability that a ray travels a distance greater
than or equal to r from the sensor position pt to the landmark position m is given
by

P (r |ζ, pt , m) = exp
(
−

r∫
τ=0

ζ(τ, pt , m)dτ
)
, (4.1)

where ζ( · ) is the decay rate along the ray path. However, in this analysis, it is
assumed that the decay rate within each subregion Ωi , introduced in Chapter 3,
is constant and given by tree stem ground surface coverage, i.e., the basal area
ABA
i defined in Section 3.1. That is, if a large percentage of the ground area

is covered by cylinder-shaped trees then any ray traveling through the volume
has lower probability of passing through the subregion unobstructed. With this
assumption, (4.1) can be simplified.

For a ray traveling from the sensor position to a landmark at a distance r from
the sensor, the ray is first divided into ray segments ri , where each segment ri
represents the length of the ray-path through the subregion Ωi as seen in Figure
4.1. The probability of the ray traveling the entire length r =

∑S
i=1 ri from the

sensor through the subregions Ω1,Ω2, . . . ,ΩS is given by

P
(
r1, r2, ..., rS |ρBA

1 , ρBA
2 , . . . , ρBA

S
)

= exp

 − S∑
i=1

ABA
i ri

. (4.2)

Note that computing the ray-segments ri can be done efficiently by using, e.g.,
the VisitCellsOverlapped-algorithm in (Ericson, 2004).

4.2 Derivation of pfree

In order to calculate the probability that enough LiDAR-rays reach the landmark,
a few approximations are made. First, for ease of computation, it is assumed
that the probability of a ray hitting the landmark is equal to the probability of
a ray making it to the center point of the landmark. That is, the geometry of
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Figure 4.1: Illustration of the partitioning of a ray, traveling from the sensor
position to a landmark, into segments ri , i ∈ {1, 2, 3, 4}.

the landmarks themselves and the small angular difference between points hit-
ting the landmark are not considered. Given that the diameter of the considered
landmarks is several orders of magnitude smaller than the range to the sensor,
this simplification has a negligible effect on the overall accuracy of the model.
As a second approximation, it is assumed that the probability of rays reaching a
landmark is independent of each other. This is not necessarily true. If one ray
reaches the landmark unobstructed, it is likely that any ray next to it will also
do so. However, no model to determine this dependence based on the available
prior information is known, hence this approximation is used.

Recall the pole-landmark detector in Section 2.4. For a landmark to be de-
tected, two requirements need to be fulfilled. From the second requirement it fol-
lows that no object can be in front of the segments covering the landmark on the
four rows closest to the horizon plane. Furthermore, the points in the columns
immediately on the left and right side of these segments need to be behind the
landmark in order to determine the edge of the landmark, as a point in front of
the landmark in these columns cannot be distinguished from an obstacle. An il-
lustration of this can be seen in Figure 4.2. Assume each segment is intersected
by n LiDAR-rays. This means that n + 2 rays on each of the four rows, a total of
4(n + 2) rays, need to reach a distance greater than or equal to the distance to the
landmark.

Given the above approximations the prior probability that all of the required
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Figure 4.2: Illustration of LiDAR-rays (dotted black lines) traveling from the
sensor position (red) to a single segment consisting of n = 5 points (blue).
The rays on the left and right side of the segment need to be behind the
landmark in order to determine its edges. If any of these rays would be
obstructed by an object in front of the landmark, the landmark would not be
detected.
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rays reach the landmark at position m from the sensor position pt , is given by

pfree(n, pt , m) = P
(
r1, r2, ..., rS |ρBA

1 , ρBA
2 , . . . , ρBA

S
)4(n+2)

. (4.3)

4.3 Estimating tree-diameter distribution

In order to determine the probability that a pole-based landmark is detected, the
distribution of the landmark diameter in a subregion Ωi needs to be known. The
following describes how this distribution can be extracted from prior data.

The tree stem diameter is modeled using a two-parameter Weibull distribu-
tion. Since the shape and scale parameters of this distribution are not easily
computed using prior knowledge, a parameter recovery method is applied. This
approach uses a Newton-Raphson method (Ben-Israel, 1966) for root-finding of a
system of two nonlinear equations derived from the Weibull-distribution. In the
following, a derivation of the parameter recovery method based on (Siipilehto
and Mehtätalo, 2013) is presented.

Let the random variable D denote the diameter of a tree in subregion Ωi and
let it follow a Weibull-distribution with the scale parameter λΩi

and shape param-
eter κΩi

. The parameters λΩi
and κΩi

are recovered by matching the expected
value of the quadratic mean diameter d̄QM

i and the basal-area weighted mean
diameter d̄BA

i , for a subregion Ωi , with their empirical counterpart. The basal-
area weighted mean diameter is given in the national forest data presented in
Section 3.1.1, but the quadratic mean diameter is not. However, the quadratic
mean diameter can be approximated using the basal area ABA

i and the estimated
number of trees Ñi defined in (3.2). The basal area is defined as

ABA
i =

Ni∑
j=1

π

dj2
2

, (4.4)

where dj is the diameter of the jth tree in the subregion and Ni is the number of
trees in Ωi . The quadratic mean diameter of Ωi , defined as

d̄QM
i =

1
Ni

Ni∑
j=1

d2
j , (4.5)

can be approximated using (4.4) as

d̄QM
i =

1
Ni

Ni∑
j=1

d2
j ≈

4ABA
i

πÑi
, (4.6)

where the approximation follows from the use of Ni ≈ Ñi .
Next, analytical expressions for the expected value of the quadratic mean di-

ameter and the basal-area weighted mean diameter will be determined. Note
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that, as shown in (Weibull, 1951), the jth moment of the two-parameter Weibull
distribution is

E(D j ) = λ
j
Ωi
Γ (j/κΩi

+ 1), (4.7)

where Γ ( · ) is the gamma function (Olver et al., 2010) defined as

Γ (z) =

∞∫
0

e−ttz−1dt, (4.8)

for any z with strictly positive real part. The expected quadratic mean diameter
is then given by the second moment, i.e.,

E(d̄QM
i ) = E(D2) = λ2

Ωi
Γ (2/κΩi

+ 1). (4.9)

Similarly, as shown in (Siipilehto and Mehtätalo, 2013), the expected basal-area
weighted mean diameter is given by

E(d̄BA
i ) =

E(D3)
E(D2)

= λΩi

Γ (3/κΩi
+ 1)

Γ (2/κΩi
+ 1)

. (4.10)

Using the Newton-Raphson method, the scale and shape parameters λΩi
and

κΩi
can then be recovered by finding the roots to the system defined by the equa-

tions

λΩi

Γ (3/κΩi
+ 1)

Γ (2/κΩi
+ 1)

− d̄BA
i = 0

λ2
Ωi
Γ (2/κΩi

+ 1) −
4ABA

i

πÑi
= 0.

(4.11)

4.4 Derivation of psize
Ωi

Since the rays from the considered LiDAR-model disperse radially from the sen-
sor center, the distance between two points on neighboring rays increases with
the distance from the sensor. This makes detection of a landmark at a long dis-
tance harder than at a short distance, since the point cloud becomes less dense
and gives the sensor a lower effective detection range. The diameters of land-
marks thereby need to be larger at longer distances from the sensor in order to
be detected. In the following, the probability that a landmark is large enough to
be detected at a certain distance is derived as a function of the distribution of its
diameter.

The minimal number of possible points n on a pole-based landmark with di-
ameter D at distance r is given by

n = 2 tan−1
( D

2r

) NW
αFOV

= φ
NW
αFOV

, (4.12)
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Figure 4.3: Illustration of the relationship between the landmark diameter
D, the range r from the sensor and the angle φ used to determine the number
of points in a point cloud that will cover the landmark.

whereNW is the number of points on each row of the point cloud, φ = 2 tan−1
(
D
2r

)
is the angle between the outermost points of the pole-based landmark from the
sensor position, and αFOV is the angular field of view of the sensor in radians.
The relationship of these variables can be seen in Figure 4.3. Note, while (4.12)
describes the minimal number of points on a landmark with diameter D, it is
possible to get more if, e.g., one of the LiDAR-rays is aligned with the edge of
the landmark. However, since the alignment of LiDAR-rays is unknown a priori,
(4.12) is used as an approximation.

Using (4.12), the probability that a landmark in subregion Ωi has a diameter
D that is large enough to include n = j points at range r, from the sensor, is given
by

psize
Ωi

(n = j) = P (n = j |Ωi) = P (n < j + 1|Ωi) − P (n < j |Ωi)

= P

2 tan−1
(
D
2r

)
NW
αFOV

< j + 1
∣∣∣∣Ωi

 − P 2 tan−1
(
D
2r

)
NW
αFOV

< j
∣∣∣∣Ωi


= P

 D2r < tan
(

(j + 1)αFOV
2NW

)∣∣∣∣Ωi

 − P  D2r < tan
(
jαFOV
2NW

)∣∣∣∣Ωi


= P

D < 2r tan
(

(j + 1)αFOV
2NW

)∣∣∣∣Ωi

 − P D < 2r tan
(
jαFOV
2NW

)∣∣∣∣Ωi


= F

2r tan
( (j + 1)αFOV

2NW

)
; κΩi

, λΩi

 − F 2r tan
( jαFOV

2NW

)
; κΩi

, λΩi

,

(4.13)
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where F ( · ; κΩi
, λΩi

) denotes the cumulative distribution function of the Weibull
distribution, with shape and scale parameters κΩi

and λΩi
, describing the distri-

bution of the tree stem diameters in subregion Ωi , as defined in Section 4.3.
The probability of detecting a landmark covered by n points, at a position

m ∈ Ωi from the sensor position pt , can then be computed by multiplying (4.3)
and (4.13), yielding

pdetect(n, pt , m) = psize
Ωi

(n)pfree(n, pt , m). (4.14)

The marginal probability of detecting a landmark of any size at position m ∈ Ωi
from the sensor position pt can be obtained by summing the joint probability in
(4.14) over n, yielding

pdetect(pt , m) =
∞∑
n=3

psize
Ωi

(n)pfree(n, pt , m). (4.15)

Note that the summation starts at n = 3 since the requirement that the merged
segments include at least nine points on the four rows closest to the horizontal
plane, as presented in Section 2.4, cannot otherwise be fulfilled.

4.5 Information estimation

For a platform equipped with a LiDAR-sensor and using the modeled landmark
detector, the expected information gained from observing a subregion Ωi should
be computed as

I it =
∫

m̃∈Ωi

pdetect(pt , m̃)ρ(m̃)I (pt , m̃)dm̃. (4.16)

However, computing pdetect( · ) for a large number of points is computationally
demanding since it relies on a ray-casting approach to compute (4.2). Instead,
using the information-bound approach introduced in Section 3.3 in conjunction

with the above probabilities, the approximate upper and lower bounds I it and I it
on I it can be computed as

I it =
K∑
k=1

I i,kt ρmin
i pdetect(pt , m̄

i) (4.17a)

I it =
K∑
k=1

I i,kt ρmax
i pdetect(pt , m̄

i), (4.17b)

where ρmax
i and ρmin

i is the maximum and minimum density, respectively, in a
subregion Ωi and m̄i is the center point in Ωi .
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4.6 Numerical evaluation

The following sections include a numerical evaluation of the presented approach.
The evaluation is divided into two parts. In the first part, the accuracy of the
landmark-detection probability is evaluated by comparing the estimated number
of detectable landmarks with the actual number of detected landmarks. In the
second part, the effects of the probabilities pfree( · ) and psize

Ωj
( · ) on the detection

probability pdetect( · ) is investigated. Since the evaluation is based upon a real
landmark detector, a simulation environment is first presented. This simulation
environment is used to generate point clouds which are used as input to the de-
tector.

4.6.1 Simulation environment

The simulation environment is designed to generate point clouds representative
of those from an Ouster LiDAR OS1-16 (Ouster, Inc., 2021). This sensor has a
field of view of αFOV = 2π and generates a complete point cloud with 16 rows
and NW = 2048 columns at 5Hz. The horizontal rows are spread evenly with
elevations between +15◦ and −15◦, with the center line at 0◦ elevation. It is as-
sumed that the sensor is mounted on a platform at a height of 2 m above the
ground plane. The ground plane is modeled by a flat surface.

Given the size and position of landmarks, a point cloud is generated by com-
puting where the LiDAR-rays intersect with the objects in the environment, e.g.,
the landmarks. For pole-based landmarks, this can be done by using the
IntersectSegmentCylinder-algorithm in (Ericson, 2004). An example of a generated
point cloud can be seen in Figure 4.4.

In order to generate an accurate point cloud, realistic landmark positions are
needed. Using tree stems as landmarks puts a constraint on how close landmarks
can be to one another. Since it is unknown how these positions should be ran-
domly generated, correct landmark positions are instead generated from detected
trees in orthophotos of the area using a visual tree detector, as described in Sec-
tion 3.1.2. The stem diameter of these trees are then sampled from the under-
lying Weibull-distribution, defined in Section 4.3. Note that, in order to avoid
bias, only areas where the number of trees detected using the visual tree detector
match the densities generated using the method in Section 3.1.1 are considered.

4.6.2 Estimated number of landmark detections

The accuracy of the landmark-detection probability is evaluated in this section.
This is done by comparing the expected number of landmark detections with the
actual number of detected landmarks for 100 random regions, using a simulated
point cloud and a real landmark detector.

For each region j ∈ {1, 2, · · · , 100}, the expected number of detectable trees,
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Figure 4.4: Illustration of a generated point cloud using the proposed simu-
lation environment. The points in the point cloud are marked in blue while
the center position of the landmarks are marked in red. The blue rings are
formed by LiDAR-rays intersecting the ground surface. Notice that land-
marks far from the sensor origin are covered by fewer points due to the point
cloud becoming less dense.
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denoted N j
exp, is calculated as

N
j
exp =

M∑
i=1

pdetect(p̄t , m̄
i)ρi |Ωi |, (4.18)

where |Ωi | denotes the area of the subregion Ωi , M is the number of subregions
in the region, and m̄i is the subregion midpoint. Thus, the detection probability
is calculated for a ray traveling from the region midpoint p̄t to each subregion
midpoint m̄i . The size of each region is 200 × 200 m2 and is divided into subre-
gions of size 12.5 × 12.5m2. These regions are randomly selected in and around
forested areas in the northern part of Sweden.

The process of determining the number of real detections, denoted N j
detect, in

a region j consists of several steps. Tree positions are first determined by apply-
ing the visual tree detector in Section 3.1.2 to the orthophotos corresponding to
each region. These tree positions are then used to generate a simulated point
cloud, as described in Section 4.6.1. The pole-landmark detector, described in
Section 2.4, is then applied to the generated point cloud, yielding the landmark
detections used in the evaluation.

For the landmark-detection probabilities to be accurate, the sample mean

z̄ =
1

100

100∑
j=1

zj (4.19)

should be unbiased, where zj = N
j
detect − N

j
exp. This is tested using a one-sample

t-test (Montgomery, 2009). In this test it is assumed that the samples zj are in-
dependent identical distributed from N (µ0, σ

2), where µ0 and σ are unknown
parameters. The test statistic used in the t-test is defined as

t =
z̄ − µ0

s/
√
n
, (4.20)

where s is the sample standard deviation. The null hypothesis is that µ0 is zero
while the alternative hypothesis is that it is not, i.e.:

H0 : µ0 = 0

H1 : µ0 , 0
(4.21)

The 95%-confidence interval of the test statistic is (-0.8429,3.6668). As this con-
fidence interval includes 0, the null hypothesis cannot be rejected.

Since each region is randomly selected from different parts of northern Swe-
den, the independence assumption of zj is considered fulfilled. The normal-
ity assumption of zj is tested using a Lilliefors test (Lilliefors, 1967). This test
showed that the null hypothesis, that the statistic comes from a normal distribu-
tion, could not be rejected with 95% confidence. The associated normality plot
and a histogram of the statistic can be seen in Figure 4.5. Although these plots
show some signs of heavy tails, these are not considered enough to reject the
normality assumption.
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Figure 4.5: Distribution of the t-statistic used to test the estimated number
of landmarks against the actual number of detected landmarks. Upper: The
t-statistic fitted onto a normality probability plot, where it follows the center
line well. Lower: Histogram of the t-statistic. To a degree, the t-statistic
shows some heavy tails but not enough to violate the normality assumption
used in the test.
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4.6.3 Effects of the probabilities pfree and psize
Ωj

In this section, the effects of pfree( · ) and psize
Ωj

( · ) on the detection probability

pdetect( · ) are investigated. Two sensors, denoted p1 and p2, are placed at different
ranges from a single landmark at a position m. The p1 sensor is placed in an area
with many trees while the p2 sensor is placed in an open field, as seen in Figure
4.6. The probability that the ray paths are free of obstacles, i.e., pfree( · ) in (4.3),
and the probability that the landmark is large enough to include n = 3 and n = 5
points, i.e., psize

Ωi
( · ) in (4.13), are then calculated for all sensor positions. These

can be seen in Table 4.1 and Table 4.2.
As seen in these tables, in relative terms, the probability psize

Ωi
( · ) decreases

faster than pfree( · ), for both increasing r and increasing n. Thus, psize
Ωi

( · ) will be

the dominating factor in pdetect( · ). If the platform is close to or far from a land-
mark thereby has a much larger impact on the landmark-detection probability
than if the platform is in an open or occluded environment. Note that, since the
subregion closest to the landmark is not free of obstacles, the probability pfree( · )
is less than one, but constant, for all sensor positions of p2.

Table 4.1: The table shows the probability psize
Ωi

(n), of the landmark being

large enough to be covered by n = 3 points, and the probability pfree(n, p1, m)
and pfree(n, p2, m) that enough rays are reaching the landmark in order for it
to be detected by sensor p1 and p2 respectively.

r psize
Ωi

(n) pfree(n, p1, m) pfree(n, p2, m)
30 0.094 0.422 0.673
40 0.038 0.319 0.673
50 0.012 0.187 0.673
60 0.003 0.110 0.673
70 0.001 0.067 0.673

Table 4.2: The table shows the probability psize
Ωi

(n), that the landmark being

large enough to be covered by n = 5, points and the probability pfree(n, p1, m)
and pfree(n, p2, m) that enough rays are reaching the landmark in order for it
to be detected by sensor p1 and p2 respectively.

r psize
Ωi

(n) pfree(n, p1, m) pfree(n, p2, m)
30 0.010 0.299 0.574
40 0.001 0.202 0.574
50 0.000 0.096 0.574
60 0.000 0.046 0.574
70 0.000 0.023 0.574
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Figure 4.6: Illustration of an evaluation scenario where two sensors, denoted
p1 (magenta) and p2 (green), are observing a landmark (orange) at different
ranges. Sensor p1 observes the landmark through a forest while p2 observes
the landmark through an open field.



5
Motion planning for SLAM

This chapter introduces a planning approach which aims to go beyond the cur-
rent limitations of having complete prior knowledge of the environment in belief-
space planning. This is achieved by using landmark densities represented by vir-
tual landmarks, rather than the explicit landmarks. The introduction of virtual
landmarks removes the requirement for prior knowledge of landmarks positions,
which is the case in some belief-space planning algorithms.

This chapter begins with a brief summary of the studied belief-space planning
problem. Then, it is shown how to find a solution to this problem by using the in-
troduced virtual landmarks and the estimated landmark-detection probabilities.
Finally, a numerical evaluation of the proposed approach is presented.

5.1 Planning with unknown landmarks

Recall the formulation of the belief-space planning problem in (2.46). In this
formulation, the process and measurement noise realizations are exchanged with
their expected value. Furthermore, the state distribution is approximated using
the EIF-SLAM algorithm. This mitigates the problem of the unknown noise real-
izations at planning time.

The problem of unknown landmarks still remains. A common method in pre-
vious belief-space planning approaches is to only consider the already detected
landmarks during the planning phase, thereby disregarding the possibility of
detecting new landmarks. This leads to an underestimation of the information
gained from observing unexplored regions of the environment. By introducing
landmark densities as environment priors and representing these with virtual
landmarks, as described in Chapter 3, the information gained from possible, but
unknown, landmarks can be included in the planning phase. In the presented
problem, no knowledge of explicit landmarks is assumed to be available. The
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measurement update is thereby performed with virtual landmarks, rather than
real landmarks, during planning. In the spirit of certainty-equivalent control,
these virtual landmarks are constructed in order to capture the expected infor-
mation gained from observing the surrounding subregion. Note that, a benefit
of the current problem formulation is that virtual landmarks can be used in con-
junction with real landmarks. Hence, any known landmarks can be included in
a straight-forward manner.

The considered belief-space planning problem can then be solved by finding
the parameters {πt}Tt=1 of a policy π that solves the optimization problem

minimize
{πt}Tt=1,T

J(x̂0:T , I0:T )

subject to x̂t|t = f (x̂t−1|t−1, ut−1, 0),

ŷ it = hi(x̂t|t), ∀i ∈ Mt ,

It|t = Λ(It−1|t−1, ŷt , x̂t−1|t−1, ut−1)

ut = π(x̂t|t , It|t , πt+1)

x̂0|0 = xinit ,

x̂T |T ∈ Xgoal ,
x̂t|t ∈ X ,
ut ∈ U (x̂t|t),

(5.1)

where ŷt = {ŷ it }i∈Mt
is the set of measurements of the virtual landmarks ob-

served at time t. The function Λ( · ) is the information matrix updates of the
estimated state distribution of the EIF-SLAM algorithm. These are done by first
performing the time update, using (2.22a) for the point-approximation approach
or (3.18) for the upper and lower bounds in the information-bound approach.
The expected information gained from observing the virtual landmarks is then
computed, using (3.10) for the point-approximation approach or (3.16) for the
information-bound approach. Optionally, the detection probabilities, introduced
in Chapter 4, could be included in the information-bound approach using (4.17).
Lastly, the measurement update is performed by using (3.13) for the point-ap-
proximation approach or (3.19) for the information-bound approach. Note that,
in general, the lower bound of the information matrix in the information-bound
approach is inserted into (3.20b) to obtain an upper approximation of the uncer-
tainty of the platform position and orientation state estimates. This approxima-
tion is used to compute the performance measure J( · ) in (5.1).

By using a discretized state space, the problem in (5.1) can then be solved
using an A* graph-search algorithm, described in Section 2.2.2, adapted to belief-
space planning. An illustration of the proposed approach can be seen in Figure
5.1.

The complete modified A* algorithm can be found in Algorithm 5.1. The main
steps involved can be summarized as:

1. Initialization: Initialize the priority queue Vopen by adding the initial node
to it (line 4 in Algorithm 5.1).
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Figure 5.1: Illustration of the proposed planning problem for minimizing
the uncertainty. The belief-space planning problem can be solved by first
estimating the information gained from the environment using the virtual
landmarks, then updating the state using the EIF-SLAM algorithm and lastly
perform an A* search iteration.

2. Expansion: Pick a node from the queue and add it to the closed set Vclosed
(lines 6–7 in Algorithm 5.1).

3. EIF-SLAM update: For each possible action that leads to a successor, per-
form a time and measurement update to determine It|t for the successor
nodes, using the virtual landmarks as described above, and compute the
successor nodes priorities (lines 11–21 in Algorithm 5.1).

4. Insertion: Add the successor nodes to the priority queue Vopen, if the state
is already in the priority queue with a higher priority, replace it with the
successor node (lines 26–33 in Algorithm 5.1).

5. Check termination criterion: End the search if the goal set is reached (line
8 in Algorithm 5.1), otherwise go to step 2.

The path generated from the A* algorithm is then obtained by backtracking through
all parent nodes when the goal set is reached.
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Algorithm 5.1: The A* algorithm adapted for virtual landmarks
1: Input: An initial node ninit containing the state ninit .x̂ = xinit and a goal set
Xgoal

2: Vclosed = ∅
3: Vopen = ∅
4: Vopen.push(ninit)
5: while Vopen , ∅ do
6: ncurrent ← Vopen.pop()
7: Vclosed .push(ncurrent)
8: if ncurrent .x̂ ∈ Xgoal then
9: return back_track(ncurrent)

10: end if
11: for ut ∈ U (ncurrent .x̂) do
12: x̂t+1|t+1 ← f (ncurrent .x̂, ut , 0)
13: if x̂t+1|t+1 ∈ Vclosed then
14: continue
15: end if
16: It+1|t+1 ← Λ(ncurrent .I , ŷt , ncurrent .x̂, ut)
17: x̂1:t+1 ← [ncurrent .x̂1:t x̂t+1|t+1]
18: I1:t+1 ← [ncurrent .I1:t It+1|t+1]
19: gt+1 ← J(I1:t+1, x̂1:t+1)
20: nchild .g ← gt+1
21: nchild .priority← gt+1 + c(x̂t+1|t+1, It+1|t+1)
22: nchild .x̂← x̂t|t
23: nchild .x̂1:t ← x̂1:t+1
24: nchild .I ← It+1|t+1
25: nchild .I1:t ← I1:t+1
26: if x̂t+1|t+1 < Vopen then
27: Vopen.push(nchild)
28: else
29: n′ ← Vopen.get(x̂t+1|t+1)
30: if nchild .priority < n′ .priority then
31: Vopen.replace(n′ ,nchild)
32: end if
33: end if
34: end for
35: end while
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5.2 Numerical evaluation

In this section, the entire process shown in Figure 5.1 is evaluated in a 2D-setting.
This is done in two steps. First, an evaluation comparing the path generation
using the point-approximation approach and the information-bound approach
is presented for two scenarios in an artificial environment. Then an evaluation
of the information-bound approach, including the generated landmark densities
and the landmark-detection probabilities, is presented for two forest scenarios.
The generated paths are evaluated using Monte Carlo simulations.

5.2.1 Implementation aspects

During planning, the state space is discretized in the xy-plane, allowing only a
subset X of the otherwise continuous set of positions for the platform. The dis-
cretized subspace, used during planning, is a uniform grid where the distance
between each grid point is 20 m along the x- and y-axis. The motion and mea-
surement models described in Section 2.3.1 and Section 2.3.2 are used during all
evaluations.

Let πt = [πxt , π
y
t ]⊤, where πxt and πyt denote the x- and y-component, respec-

tively, of πt in the parameter sequence {πt}Tt=1. These can be interpreted as the
reference positions for the platform and are determined by the A* algorithm dur-
ing planing. During both the planning phase and motion execution, the control
inputs to the platform are then determined by the simple policy π( · ), defined as

π(x̂t|t , It|t , πt+1) =

atan2(πyt+1 − p̂
y
t|t , π

x
t+1 − p̂

x
t|t) − p̂

ψ
t|t

∥[πxt+1 − p̂
x
t|t , π

y
t+1 − p̂

y
t|t]
⊤∥

 , (5.2)

where p̂xt|t and p̂yt|t are the estimated x- and y-positions in x̂t|t and p̂ψt|t is the esti-
mated orientation.

The chosen performance measure used during planning in all scenarios is
the maximum trace of the covariance of the platform position and orientation
estimates, described in Section 2.2.4, i.e.,

J(x̂0:T , I0:T ) = max
τ∈[0:T ]

tr
(
P
p
τ |τ

)
, (5.3)

where P pt|t is the submatrix in Pt|t related to the position and orientation estimates

and Pt|t = I−1
t|t . Since no heuristic of this choice of performance measure is known,

it is chosen as
c(x̂t|t , It|t) = 0. (5.4)

Note that, with this heuristic, the A* algorithm is equivalent to Djikstra’s algo-
rithm. However, the A* algorithm allows for efficient planning with other perfor-
mance measures, for which it is possible to find better heuristics, in the future.
Furthermore, when using (5.3), there is a possibility that loops with a limited
increase in cost-to-come exists. To avoid a situation where the search algorithm
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revisit the same points multiple times, the solution is restricted such that each
point can only be visited once in the generated path.

For the information-bound approach, the upper and lower bounds I t|t and
I t|t on It|t are computed for each time step in the planning phase using (3.18)
and (3.19). Note that, when the matrices I t|t and I t|t are inverted to compute
bounds on the covariance matrix Pt|t using (3.20), the bounds on the true co-
variance will be underestimated due to the integral approximation introduced
in (3.9), as shown in (3.36). As a result, the upper bound will only be an approxi-
mation of the true upper bound of the covariance matrix. These bounds are then
used to calculate an approximate lower and upper bound of J( · ). Furthermore,
for the information-bound approach in all scenarios, the upper bound of the co-
variance matrix Pt|t is used to calculate the cost-to-come used in the A* algorithm
during planning.

During evaluation, the generated performance measure is compared to a Mon-
te Carlo estimate, computed from 100 Monte Carlo simulations for each sce-
nario. In these Monte Carlo simulations, an autonomous platform is execut-
ing the planned path while performing SLAM with real landmarks using Algo-
rithm 2.2, with different noise realizations for each simulation. The informa-
tion matrices It|t from these simulations are then used to compute tr

(
P
p
t|t

)
for

all t ∈ {1, 2, . . . , T }. The Monte Carlo estimate is then determined by averaging
over all 100 values for each time step.

5.2.2 Artificial environment

The first scenario in the artificial environment highlights the principal path char-
acteristics while the second shows the performance of the information-bound
approach for a larger scenario.

It is assumed that the platform carries a range-bearing sensor, e.g., a LiDAR,
with a maximum sensor range of 100 m and a 360◦ field of view in both scenar-
ios. In order to reduce the risk of the linearizations introduced in EIF-SLAM
algorithm being inaccurate (Sim, 2005), the minimum sensor range rmin is set to

rmin = max(10, 1.96 × λpmax), (5.5)

where λpmax is the largest eigenvalue of the position covariance matrix. During
motion execution, all landmarks within the maximum and minimum range are
detected, occlusion is not considered. The process and measurement noise covari-
ance matrices used in both scenarios are respectively

Q =
[
(4π/180)2 0

0 52

]
(5.6)

and

R =
[
0.22 0

0 (π/180)2

]
. (5.7)

For each Monte Carlo simulation, a unique set of landmarks is sampled from
the underlying densities. The dark and light green areas, as seen in Figure 5.2
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and Figure 5.4, contain 2 · 10−5 landmarks/m2 and 24 · 10−5 landmarks/m2, re-
spectively.

Scenario 1 — Path characteristics

In the first scenario, the area is divided into subregions of sizes 10×10 m2, where
each subregion is approximated with K = 10 sectors for the information-bound
approach. The path and the first ten Monte Carlo simulations can be seen in Fig-
ure 5.2. The path generated with the information-bound approach has both more
and larger curves than the path created with the point-approximation approach.
Two advantages of these larger curves are identified:

• they facilitate local loop-closures as previously covered areas are regularly
revisited, and

• subregions (and any possible landmarks) are viewed from more than one
direction, thereby increasing their associated information.

The performance bounds of J( · ) for the information-bound approach can be
seen in Figure 5.3 as well as the Monte Carlo statistics. The figure also includes
box plots illustrating the distribution of the performance measure for the simu-
lations at different steps of the path. The mean of the performance measure for
the different Monte Carlo simulations are within the calculated bounds, as well
as the majority of the realizations. The outliers are a result of the process noise
realizations moving the vehicle into the dark green areas where few landmarks
exist. This thereby reduces the information gained compared to the prediction in
the planning. This effect appears since the approach does not take realizations
of the motion uncertainty into consideration. Addressing this issue is considered
important in future developments.

The figure also shows the cost-to-come gt = J(x̂0:t , I0:t) for the point-approxi-
mation approach computed for each step along the path. This performance mea-
sure is worse than the performance bounds computed for the information-bound
approach. As the point-approximation approach uses a point based estimate for
the information matrix, i.e., the center point of each subregion, its accuracy is
more sensitive to the size of the subregions. Although accurate for the first 20
steps, it seems to underestimate the information matrix in each step, as the esti-
mated performance measure is higher than the actual uncertainty. This overes-
timated uncertainty makes newly observed areas less informative. As the mini-
mum sensor range also increases with a higher position uncertainty, according to
(5.5), the estimate quickly becomes inaccurate.

The information-bound approach also leads to longer paths than the point-
approximation approach. This is due to the chosen performance measure, where
shorter paths are not favored if the covariance related to the platform position
and orientation estimates is not reduced. Since, the point-approximation ap-
proach seems to underestimate the information gained from observations, it is
less favorable to travel longer paths as the information from measurements can-
not offset the added motion uncertainty, which leads to a higher position covari-
ance.
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Figure 5.2: Illustration of the path of the information-bound approach (red)
used in the Scenario 1, in Section 5.2.2, together with the path created with
the point-approximation approach (black). The first ten Monte Carlo simu-
lations for the information-bound approach (blue) and point-approximation
approach (yellow) can also be seen.
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Figure 5.3: Approximate performance bounds of the information-bound ap-
proach (blue) and the cost-to-come of the point-approximation approach
(black) for the scenario in Figure 5.2. The figure also shows the mean of
100 Monte Carlo estimates (orange and green). The blue boxplots show the
distribution of the simulations for the information-bound approach, notice
that the mean value is within the calculated bounds.
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Scenario 2 — Large-scale test

In the second scenario, the point-approximation approach and the information-
bound approach are compared in a much larger region than in the first scenario.
For computational efficiency, as the scenario is larger, the entire area is divided
into subregions of size 25 × 25 m2. Each subregion is approximated with K = 4
sectors for the information-bound approach. The scenario includes a total of
2418 subregions.

The generated paths can be seen in Figure 5.4 and the performance bounds
of the information-bound approach and the cost-to-come gt = J(x̂0:t , I0:t) of the
point-approximation approach can be seen in Figure 5.5. The performance and
characteristic of the paths are similar to those in the first scenario, where the per-
formance of the point-approximation approach is still worse than the information-
bound approach. The information-bound approach produces a sensible path
where regions are revisited multiple times, which facilitates loop-closures, while
avoiding the low density parts of the map. The mean of the performance measure
of the information-bound approach is within the approximate bounds. However,
it can be seen in the Figure 5.5 that a larger proportion of the Monte Carlo sim-
ulations is outside the bounds, compared to Figure 5.3. This is expected as the
integral approximation used in the information-bound approach underestimates
the true covariance matrix, as shown in (3.36). As more information is added
with larger subregions Ωi , as discussed in Section 3.3.2, the upper performance
bound becomes more inaccurate compared to the scenario in Figure 5.3 which
has smaller subregions. Note that, the upper performance bound and the Monte
Carlo estimate of the information-bound approach, in Figure 5.5, seem to grow
in unison, and the bounds seem reasonable for all time steps along the path.

Implemented in Matlab and running on a laptop with a 2.9 GHz Intel i7 pro-
cessor, the information-bound approach ran at an average speed of 0.036 s/node
expansions during planning in the second scenario, while the point-approxima-
tion ran at 0.034 s/node expansions under identical conditions. Note that, since
the point-approximation approach produces a much shorter path, the total plan-
ning time was shorter for this approach.

5.2.3 Planning in a forest environment

In this part, paths generated using the information-bound approach are evalu-
ated in two scenarios in a forest environment. This evaluation uses the landmark-
detection probabilities introduced in Chapter 4 and landmark densities gener-
ated as described in Section 3.1.1.

The platform’s sensor is a LiDAR with an angular field of view of αFOV = 2π
and produces a point cloud with 16 rows and NW = 2048 columns. In both sce-
narios, approximate upper and lower bounds of the expected information gained
from observing a subregion are computed using (4.17). The areas are divided
into subregions of sizes 6.25 × 6.25 m2, where each subregion is approximated
with K = 5 sectors. The process and measurement noise covariance matrices
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Figure 5.4: Illustration of the path of the information-bound approach (red)
used in the Scenario 2, in Section 5.2.2, together with the path created with
the point-approximation approach (black). The first ten Monte Carlo simu-
lations for the information-bound approach (blue) and point-approximation
approach (yellow) can also be seen.

Figure 5.5: Approximate performance bounds of the information-bound ap-
proach (blue) and the cost-to-come of the point-approximation approach
(black) for the scenario in Figure 5.4. The figure also shows the mean of
100 Monte Carlo estimates (orange and green). The blue boxplots show the
distribution of the simulations for the information-bound approach, notice
that the mean value is within the calculated bounds.
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used in both scenarios are respectively

Q =
[
(0.1π/180)2 0

0 52

]
(5.8)

and

R =
[
22 0
0 (4π/180)2

]
. (5.9)

The maximum range of the sensor is 75 m and the minimum range is

rmin = max(1, 1.96 × λpmax). (5.10)

Note that, the maximum range is chosen as this is the practical limit of detecting
trees using the modeled sensor and the landmark-detector algorithm.

In order to get landmark detections similar to a real environment in the Monte
Carlo simulations used for evaluation, a point cloud is first created for each
unique sensor position, as described in Section 4.6.1. The pole-landmark detector
in Section 2.4 is then applied to the point cloud to generate the detections.

Scenario 3

In this scenario, an autonomous platform needs to reach the goal position by ei-
ther traveling through a forested region or through an open area. The forested
region contains a large number of landmarks but has a shorter view range, due
occlusion. The open area has fewer landmarks but a longer view range. The gen-
erated path can be seen in Figure 5.6 while the performance bounds, computed
with the information-bound approach, can be seen in Figure 5.7. The figures also
show the shortest path between the start and goal position as reference.

The planned path moves the platform through the forested area with a shorter
view range. Given the discussion in Section 4.6.3, this behavior is reasonable
since the benefit of being able to see landmarks at longer distances is heavily out-
weighed by the lower probability that a landmark is large enough to be spotted at
this distance. Instead, it is more favorable to travel in an area with large amounts
of landmarks close to the sensor. The path has somewhat fewer curves when com-
pared to the paths generated in Section 5.2. This is believed to be a consequence
of the point cloud becoming less dense at longer ranges, which yields shorter de-
tection ranges. Thus, large movements become more expensive, in terms of an
increased position covariance, since these cannot be compensated for by observ-
ing more landmarks. This makes more direct paths more favorable.

Scenario 4

In this last scenario, the platform needs to travel across an open field in order
to reach the goal state. The generated path can be seen in Figure 5.8, with the
shortest path as reference. The computed performance bounds can be seen in
Figure 5.9.
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Figure 5.6: Illustration of the planned path (red) in Scenario 3, in Section
5.2.3, as well as the shortest path (orange) between the start and goal posi-
tion.
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Figure 5.7: Approximate upper and lower performance bounds (dotted and
dashed blue lines) together with the mean of the performance measure of
100 Monte Carlo realizations (red) for the scenarios in Figure 5.6. The figure
also shows the mean of the performance measure of 100 Monte Carlo real-
izations for the shortest path between the start and goal position (orange).
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Figure 5.8: Illustration of the planned path (red) in Scenario 4, in Section
5.2.3, as well as the shortest path between the start and goal position (or-
ange). In the scenario, an autonomous platform needs to reach the goal po-
sition by crossing an open area.

The trajectory begins with exploring the area towards the goal position but
then returns and circles around the starting area before crossing the open area.
By circling back to the starting area, after an initial exploration, a loop-closure is
facilitated, similar to the paths created in Section 5.2. When previously observed
areas are revisited, the correlation between newly observed subregions and the
starting area increases. Since the area viewed before the first time update will
be more informative than any later observed regions, increasing this correlation
will also increase the position accuracy when any of these are viewed at a later
state. While crossing the open area, the path becomes straighter yielding fewer
measurement updates with little information gained. When the tree line on the
other side of the open field comes into the field of view, the platform reverts to
the previous strategy of making large curves as these are more favorable again.

The Monte Carlo estimate is within the bound except for the first part of the
path, which is a result of a lower number of landmarks in the sensor field of view
compared to the underlying density. Furthermore, the Monte Carlo estimate of
the proposed approach is much smaller than the Monte Carlo estimate for the
shortest path used as reference. Hence, a reduction in the position uncertainty
has been attained.
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Figure 5.9: Approximate upper and lower performance bounds (dotted and
dashed blue lines) together with the mean of the performance measure of
100 Monte Carlo realizations (red) for the scenarios in Figure 5.8. The figure
also shows the mean of the performance measure of 100 Monte Carlo real-
izations for the shortest path between the start and goal position (orange).



6
Concluding remarks

This chapter concludes the thesis with a summary of the results and discussion
of some possible future research topics.

6.1 Conclusion

The aim of this work is to develop a model for determining the expected informa-
tion gained from observing a previously unexplored area without explicit knowl-
edge of landmark positions.

The concept of virtual landmarks was introduced in order to represent the
information that can be expected in unexplored regions during planning. This is
an improvement compared to common practice where this information is often
ignored. The information gained from observing these virtual landmarks was
then determined based upon two factors. The factors relate to the existence of
real landmarks in the virtual landmarks’ immediate surrounding and the proba-
bility of detecting real landmarks close to the virtual landmark. Two approaches
for computing this gained information were introduced. The first approach is a
general approach, applicable to most measurement models, while the second ap-
proach introduced a refinement for range-bearing measurement models. Using
these, it was shown how an approximation of the state covariance can be com-
puted through landmark-based SLAM algorithms, without explicit knowledge of
the landmarks’ positions. This state covariance is used to describe the quality
of the state estimate, where a larger covariance corresponds to a more uncertain
state estimate.

Furthermore, it has been shown how the detection probability of landmarks
can be computed for range-bearing LiDAR measurements and included in the
planning problem. The detection probability was modeled from a real landmark
detector used in SLAM and was computed by taking the probability of occlusion,
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the sensor properties, and properties of the landmark detector into account. This
is considered to be an important contribution in order to be able to use the de-
veloped approach in a real world scenario as it is otherwise often overlooked in
simulation studies.

Moreover, it was shown how landmark densities can be computed from prior
data from airborne LiDAR measurements for a forest scenario. These densities
were then used to compute the factor related to the existence of real landmarks
in the virtual landmarks’ immediate surrounding.

Lastly, all of these contributions were combined into a path-planning approach
based upon a modified A* graph-search algorithm. With this algorithm, a solu-
tion to the motion-planning problem was computed without explicit knowledge
of landmark positions. The state estimate was simulated during planning in or-
der to predict the actual state estimate computed with SLAM during motion exe-
cution.

The developed approach is by no means a general solution for minimum-
uncertainty motion-planning with unknown landmarks. Several approximations
are made which potentially contribute to some error or deviation from optimal-
ity. However, the contributions presented in this thesis give some insight on how
to solve this problem for specific situations. The proposed approach managed
to generate paths which reduced the chosen measure of uncertainty compared to
multiple references during execution, for a range-bearing sensor in a forest sce-
nario without prior knowledge of landmarks. How this approach performs in an
evaluation in the real world remains to be tested but simulations show promising
results.

6.2 Future work

Three main areas of improvement have been identified, these are state estima-
tion, integration into belief-space planning algorithms, and inclusion of external
effects.

The aim of this work has been to introduce a way of representing the infor-
mation in unexplored regions of the environment. As such, the only considered
procedure for state estimation is the EIF-SLAM algorithm. This approach does
not take negative information, i.e., that absence of landmarks in an area, into
account. For instance, while traveling in a dense forest, reaching an open field
without any landmarks can sometimes be more informative than the landmarks
themselves. Such information can be utilized by using a particle filter (Gustafs-
son, 2010a) for state estimation. Furthermore, the multi-modal property of the
particle filter could also be useful in order to limit the effect of highly nonlin-
ear situations, where the linearization of the measurement and motion models in
EIF-SLAM become inaccurate.

Due to the introduced integral approximation, only an approximate upper
bound on the true position uncertainty is presented in the information-bound
approach. However, it is considered important to further investigate how to com-
pute a true upper bound in future work.
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The planning algorithms considered in this work are limited to simple graph-
search algorithms such as A* and Dijkstra’s algorithm. The assumption of un-
known landmarks generally makes it difficult to use belief-space planning algo-
rithms in a meaningful way, since only the time update can be performed and
no corrections can be made using measurements. In the belief road map (Pren-
tice and Roy, 2009), the state covariance matrix updates are divided into factors
which are precomputed for all nodes in a graph. Under the assumption of com-
pletely unknown landmarks, these calculations cannot be performed. However,
by using the introduced virtual landmarks, these computations should be possi-
ble, which would result in a highly efficient search algorithm. This should be
an interesting future research topic. This procedure should also extend to other
algorithms such as the rapidly exploring belief trees (Bry and Roy, 2011).

Lastly, another source of uncertainty that affects the motion in real applica-
tions is the terrain properties. Wet, loose or sloping terrain can make a ground
moving platform slip, slide or get stuck. Currently all of these effects are as-
sumed to be captured by the motion noise terms introduced in the EIF-SLAM
algorithm. However, it should be possible to describe and estimate these motion
uncertainties in more detail using prior data. This is believed to be an underde-
veloped topic in belief-space planning and progress could possibly be made by
combining approaches from the field of, e.g., terramechanics (Wong, 1989).
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