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Abstract

Real-time systems comprise computers that must generate correct results in
a timely manner. This involves a wide spectrum of computing systems found
in our everyday life ranging from computers in rockets to our mobile phones.
The criticality of producing timely results defines the different types of real-
time systems. On one hand, we have the so-called hard real-time systems,
where failing to meet deadlines may result in a catastrophe. In this thesis we
are, however, concerned with firm and soft real-time systems, where missing
deadlines is acceptable at the expense of degraded system performance.

The usage of firm and soft real-time systems has increased rapidly during
the last years, mainly due to the advent of applications in multimedia, telecom-
munication, and e-commerce. These systems are typically data-intensive, with
the data normally spanning from low-level control data, typically acquired
from sensors, to high-level management and business data. In contrast to
hard real-time systems, the environments in which firm and soft real-time
systems operate in are typically open and highly unpredictable. For example,
the workload applied on a web server or base station in telecommunication
systems varies according to the needs of the users, which is hard to foresee.

In this thesis we are concerned with quality of service (QoS) manage-
ment of data services for firm and soft real-time systems. The approaches
and solutions presented aim at providing a general understanding of how the
QoS can be guaranteed according to a given specification, even if the work-
load varies unpredictably. The QoS specification determines the desired QoS
during normal system operation, and the worst-case system performance and
convergence rate toward the desired setting in the face of transient overloads.

Feedback control theory is used to control QoS since little is known about
the workload applied on the system. Using feedback control the difference
between the measured QoS and the desired QoS is formed and fed into a
controller, which computes a change to the operation of the real-time system.
Experimental evaluation shows that using feedback control is highly effective
in managing QoS such that a given QoS specification is satisfied. This is a key
step toward automatic management of intricate systems providing real-time
data services.
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Introduction

1 Background

We are at the dawn of an information age. The manifest of digital computers
has paved the way for an entire new approaches of gathering, processing, and
storing data. Today, information is made available to humans to a greater
extent compared to the past and the retrieval of information is often only a
click away on the Internet. Observing the history of technology and looking
toward the future, Moore’s law indicates a continuous growth and expansion
of digital systems. The establishment of computer-based information infras-
tructures has enabled an increase in the flow of information between humans
and has made information much more accessible.

Increases in need of communication infrastructures and efforts in increas-
ing the computational capacity of data processing have produced sophisticated
solutions for managing vast quantities of data. The data normally spans from
low-level sensor readings to production and quality control, and ultimately
high-level management information used for managing inventory, productiv-
ity, marketing, office automation, and accounting. Today’s digital lifestyle
has pushed online businesses to a new level of performance, and productivity
is now based on data management in the modern enterprises. E-commerce
systems keep data about the customers ranging from basic contact and pay-
ment information to shopping patterns and what products that particular
customer is interested in. For example, assume that a customer has spent a
couple of weeks browsing for laptops. The consumer receives a customized
e-mail promotion for a one-day-only laptop clearance sale. Later on, during
the checkout another promotional message informs the customer about the
option of upgrading the memory, which the customer happily accepts.

The above mentioned example illustrates where we are now. But what
does the future hold? It is projected that wireless sensor networks (WSNs)

1



2 Introduction

will have an immense impact in the future. Research and applications in
WSNs have increased dramatically during the last years due to the develop-
ment of hardware technologies enabling large-scale deployment of very small
devices capable of wireless communication, sensing and computing [ASSC02].
WSNs may be deployed in areas for the purpose of continuous monitoring of
the environment, e.g., detection of earthquakes and tsunamis, monitoring of
ecosystems, or may be deployed in response to events, e.g., natural disasters.
In the future, sensor nodes are embedded within our physical environment and
deployed over vast geographic areas. Handling the amount of data generated
by these sensing systems presents immense challenges, since the data must be
filtered and integrated, and meaningful information should be presented to
users.

Further, some systems have an additional requirement of timeliness, i.e.,
the processing of data must be completed before a certain point in time called
the deadline. This supplementary requirement is needed in order for the data
processing systems to be reactive to their environment. For example, assume
that we have a system for monitoring a particular environment. Sensor data
arrive to a data processing system, which stores and processes the sensor data.
An event is detected by analyzing the sensor data, e.g., a fire is detected when
the temperature increases by more than a certain threshold. The time from
the occurrence of an event until the detection must be bounded in order for
the operator to take measures against the event.

In this thesis we are investigating problems arising when processing and
managing data with real-time constraints. We are concerned with systems
that have a continuous stream of input sensor data and that must process
and provide data services taking freshness of data and response time of data
services into consideration. The particular types of data management systems
under study must guarantee that the stored data, which hold the view of the
real-world, are kept fresh to accurately track the phenomena they represent.
Furthermore, transactions on data must be executed within a certain specified
deadline to maintain a timely response of the system. Let us now study two
application examples, namely a simple stock analysis system and a system for
monitoring hazardous materials. Finally, we give an overview of this chapter
and the thesis.

1.1 Example 1: Stock Analysis System

Today’s businesses are operating in real-time since the demand for instant
access to information and services grows. This is illustrated in the following
example, where a simplified version of a stock analysis system is described
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Figure 1 — A database may be used for storing stock quotes and executing
analysis requests submitted by clients.

(see Figure 1). Stock quotes are continuously streamed over the Internet to a
database, which stores and manages current stock prices. Clients may retrieve
stock quotes and use tools available to them for analyzing the stock market.
Once a stock quote arrives at the database the data object representing that
stock has to immediately be updated. The consequence of failing to track
the stock market may be severe and result in great losses in revenues and,
therefore, it is necessary to keep the database up to date. Further, the need for
”instant gratification” services (as shown below) continues to increase across
all industry sectors. In our example case above, market analysis services
provided to the clients must be handled in a timely manner and the response
times must be kept within reasonable limits. For example, if the market value
for a sector decreases rapidly it is of paramount importance that stockholder
are notified immediately. A timely response enables investors to react to the
changes in the market, avoiding losses in revenues.

1.2 Example 2: Surveillance Systems

This example is inspired by the ChemSecure pilot program [NAS] by NASA
and Oracle. The ChemSecure program integrates radio frequency identifica-
tion (RFID) and sensor technology to automate the real-time management of
hazardous materials. RFID readers, temperature sensors, and visual devices
are used to ensure that operators always have access to critical information
about the materials surveillance. The system responds to any movement or
other change of the chemicals by providing automatic alerts to professionals
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in security, safety, health, and environment. One of the main goals with the
system is to supply critical data to decision makers so they are equipped to
make timely decisions for the safety, security, and protection of people as well
as the physical assets in the environment during an emergency evacuation
involving a chemical spill.

The successes of this program has driven the development of systems being
capable of monitoring greater number of phenomena in larger infrastructures.
The use of WSNs plays a key role in providing a complete and detailed cov-
erage over an area under surveillance. These types of systems are typically
event-driven meaning that the type and amount of data gathered and pro-
cessed depends on the prevailing condition of the environment. Although the
central data processor (typically a database) must be designed to handle vast
quantities of data in real-time, it is not always possible to foresee the load ap-
plied on such systems. Many transactions may be activated causing the data
management system to become overloaded. In such cases, it is of paramount
importance that the system executes the most critical transactions to reduce
damages to assets or human lives. Generating contingency plans for handling
transactions based on their priority and response time constraints is the key
for successfully monitoring and responding to sensor data over vast areas.

1.3 Overview of Thesis

Section 2 describes the terminology used later in this thesis. Section 3 in-
troduces the problem that is investigated in this thesis. Section 4 lists the
assumptions made and Section 5 gives an overview of the main contributions.
This is followed by Section 6, which summarizes the articles included in this
thesis. Related work and future work are described in Sections 7 and 8, re-
spectively. An appendix listing other papers by the author of this thesis is
given followed by the papers included in this thesis.
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Figure 2 — Two different views of a real-time system: (a) the input to the
system originates from the physical environment and (b) the input is generated
by applications submitting requests to the real-time system.

2 Preliminaries

This section introduces the notion of real-time systems, quality of service
(QoS) control, imprecise computation, and real-time data services.

2.1 Real-Time Systems

According to Young a real-time system is defined to be [You82]:

any information processing activity or system which has to re-
spond to externally generated input stimuli within a finite and
specified period.

The external stimuli can take various forms. Real-time system that are
strongly coupled with the physical world interact with the external environ-
ment via sensors and actuators, as shown in Figure 2(a). The anti-lock brake
system (ABS) in a car exemplifies such a real-time system, where the rotation
of the wheels is sensed and compared to the estimated vehicle speed, and the
braking torque is adjusted to avoid the wheel to slip [WP97].

In other types of systems the external stimuli originates from applications
sending requests to the real-time system, as shown in Figure 2(b). An ap-
plication submits requests to the real-time system, where the requests must
be serviced in a timely manner. For example, web services usually employ
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TimeAbsolute Deadline
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Relative Deadline Period

Start Time

Completion Time
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Figure 3 — The terminology used to describe the temporal characteristics of
tasks. In this thesis we assume, for the most part, that the release times follow
a non-deterministic pattern and that the execution times vary unpredictably.

a multitier architecture consisting of HTTP servers, application servers, and
database servers [DHP06]. Each tier, e.g., the application server, may for-
ward requests to the next tier, e.g., the database, for further processing. The
processing time at each tier must be limited to provide timely services to the
end-users.

For the purpose of characterizing real-time systems let us introduce a ter-
minology describing the processing activities and the type of temporal require-
ments put upon a real-time system. A unit of work that can be executed on a
computer is referred to as a task. For example, the computation of a control
law or a particular data analysis is called a task. The temporal characteristics
and requirements of a task are expressed as follows (see Figure 3):

• A task arrives at some time to the real-time system. This is followed
by the release of the task, at which point the task is allowed to execute.
Tasks are normally released upon arrival.

• The execution time is the time required to execute the task. In real-
ity, the execution time varies and, therefore, we define the worst-case
execution time (WCET) as the maximum execution time.

• Relative deadline is the point in time, relative to the release time, before
which a task should complete its execution.

• Absolute deadline is the point in time before which a task should com-
plete, i.e., the absolute deadline is the release time plus the relative
deadline.

• Start time denotes the point in time when the task starts executing.
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Figure 4 — The implications of deadline miss. For hard real-time systems (a),
missing a deadline may have catastrophic implications, i.e., an infinite negative
value is imparted on the system after a deadline miss. The implications are
less drastic for soft or firm real-time systems (b), since the value imparted on
the system decreases to zero after a deadline miss.

Note that the start time must occur at or later than the release time.

• Completion time is the point in time when the task has completed exe-
cuting.

• Response time is the difference between the completion time and the
release time.

• Lateness is the difference between the completion time and the absolute
deadline (assuming that the completion time is later than the absolute
deadline).

• In periodic systems the time between two consecutive arrivals is constant
and is given by the period. In aperiodic systems the task inter-arrival
time varies in an unpredictable manner. Here, the mean inter-arrival
time is used to quantify the average arrival rate of the tasks.

Depending on the semantics of missing a deadline, real-time systems are
usually divided into hard, firm, and soft real-time systems [BW01]. In hard
real-time systems deadlines cannot be missed or else there will be catastrophic
implications. We say the value imparted to the system is negative (possibly
infinite) after a deadline miss as shown in Figure 4(a). In firm real-time sys-
tems deadlines may be missed, however, the value imparted to the system
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is zero after the a deadline miss as shown in Figure 4(b). If the completion
time is after the deadline, then the system cannot draw any value from the
tardy service. In soft real-time systems deadlines may be missed, however, in
contrast to firm systems the value imparted to the system decreases mono-
tonically to zero after a deadline miss (see Figure 4(b)). A task with a soft
deadline may still deliver its service late, as the system will still draw some
value from the tardy service.

Task scheduling refers to the ordering of task execution such that a metric,
e.g., the maximum lateness or the total value imparted by all tasks, is mini-
mized or maximized. One of the early results on scheduling was formulated by
Jackson [Jac55], stating that an algorithm that executes the tasks in order of
nondecreasing deadlines is optimal with respects to minimizing the maximum
lateness. This results lays the foundation of the earliest deadline first (EDF)
scheduling algorithm, which maximizes the CPU utilization such that no task
misses its deadline [LL73]. Specifically, if we have n periodic tasks such that,

n∑
i=1

Ci

Ti
≤ 1

where Ci is the worst-case execution time and Ti is the period of task i, then
no task will miss its deadline.

2.2 QoS Feedback Control

In recent years a new class of soft real-time systems has emerged, e.g., web
applications, e-commerce, agile manufacturing, and data intensive applica-
tions. These applications run on resource-constrained platforms and typically
operate in open and unpredictable environments, in which arrival patterns
and the resource requirements of tasks are in general unknown. Traditional
approaches for providing QoS guarantees (e.g., see [But97]) rely on known
worst-case conditions, e.g., worst-case execution time and minimum inter-
arrival time of tasks; this knowledge is often lacking for systems operating
in highly unpredictable environments. Feedback control has been introduced
as a promising foundation for QoS control of complex computing systems
[HDPT04, LSTS02, LSA01, PGH+02, CEBr02, LN98]. It has been shown
that feedback control is highly effective to support the specified performance
of dynamic systems that are both resource insufficient and that exhibit un-
predictable workloads.

We now describe a typical QoS feedback control structure and a general
feedback control design methodology. A feedback control structure typically
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Figure 5 — A feedback control architecture typically consists of a sensor,
controller, actuator, and a processing plant.

found in computing systems is given in Figure 5. It consists of a controlled
system and a controller. If not specified otherwise, let x(k) denote the value
of the variable x(t) at time kT . Input to the controller is the difference
between the QoS reference yr(k), below referred to as simply reference, and
the controlled variable y(k). The goal is to compute the manipulated variable
u(k) such that the controlled variable y(k) converges toward its reference.
The controlled system consists of an actuator, processing plant, and a sensor.
The actuator executes the change in the manipulated variable, whereas the
sensor measures y(k). For example, let us assume that we want to control
the CPU utilization in the system. Then y(k) is the CPU utilization and
u(k) is the desired system workload. The actuator may enforce the desired
workload through, e.g., admission control of arriving tasks. If rejected, a task
is discarded otherwise it is admitted to the system and allowed to execute.
The processing plant includes a ready queue and a basic scheduler, which
orders the execution of admitted tasks according to a policy, e.g., EDF.1

A general feedback control design methodology is given below. Each of
the items are discussed further in the following text.

1. The system operator specifies the desired QoS with a QoS specification.

1Note, that the processing plant also contains other components such as dispatcher and
input/output (I/O) queues. These are excluded to simplify the presentation, since the focus
is on feedback control and not the internals of the processing plant.
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2. A model of the controlled system, relating the manipulated variable and
the controlled variable, is derived for the purpose of QoS control.

3. A controller is designed based on steps 1 and 2.

Specification

A system operator can specify the desired behavior of the controlled system
with regards to various QoS metrics (below referred to as metrics), such as the
ratio of tasks missing their deadlines (commonly referred to as deadline miss
ratio) and CPU utilization. Traditional ways of specifying the behavior such
as average performance cannot capture the transient behavior of the system
in response to changes to the environment and workload. Here, by the use of
a so-called time-domain QoS specification one can specify the responsiveness
and efficiency of a real-time system with respect to adapting to changes in the
workload. Figure 6 illustrates the time-domain specifications typically used:

• Desired QoS given in terms of the reference.

• Overshoot Mp represents the lowest tolerable QoS in the transient sys-
tem phase and it is given in the percentage by which a controlled variable
overshoots its reference.

• Settling time Ts is the time for the transient overshoot to decay and
settle around the reference. As such, the settling time is a measure
of system adaptability, i.e., how fast the system converges toward the
desired QoS.

Further, a designer may consider the steady state error,

Ess = lim
k→∞

yr(k)− y(k)

which is the difference between the value of a controlled variable in steady
state and its reference. Ideally, we want the steady state error to equal zero,
i.e., we want the controlled variable to converge toward its reference. Other
issues to consider involves stability. The closed loop system is bounded input
bounded output (BIBO) if a bounded reference gives a bounded controlled
variable [FPW98, rH95, GL00].

The definition of stability subsumes that the controlled variable could be
infinite. However, controlled variables used in feedback QoS control are finite
in practice. Examples, of finite variables include CPU utilization, deadline
miss ratio, and queue length. CPU utilization and deadline miss ratio are by
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Figure 6 — A QoS specification consists of a reference, giving the desired
QoS during normal system operation, and the settling time (Ts) and overshoot
(Mp), which specify requirements on the lowest tolerable QoS and adaptability.
Note that bound ±2% used for the settling time is an example and may be
chosen otherwise.

definition between zero and one. Although, queue length could in theory be-
come infinite (when the arrival rate exceeds the service rate), there exists an
upper bound on the queue length dictated by the available physical memory.
As such the definition and use of stability may seem to be redundant. How-
ever, it is always beneficial to investigate whether a system is stable. First, a
stable system results in significantly better performance control compared to
an unstable system. The controlled variable of an unstable system typically
oscillates between the end-points (the limits of the metric). Second, proving
the stability of a system paves the way for methods evaluating the steady state
error.

Further issues such as robustness are also mentioned in control theory
literature. Since the design of the controller is based on models, which are
approximations of the true controlled system, it is also interesting to know
how accurate the model has to be for the design to be successful. We say
that a controller is robust if satisfactory control is achieved in the presence of
model errors.

Modeling

To use existing controller design techniques (see next section) it is necessary
to use models that describe the relationship among the system variables in
terms of mathematical expressions like differential or difference equations.
Since computer systems are inherently discrete, below we only address models
based on difference equations. Assume that the controlled system is linear.
Then a linear model of the controlled system describes the mathematical re-
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lationship between the manipulated variable u(k) and the controlled variable
y(k) according to the difference equation,

a0y(k)+a1y(k−1)+ · · ·+amy(k−m) = b0u(k)+b1u(k−1)+ · · ·+bnu(k−n).

Modeling deals with the problem of choosing the proper model order, i.e.,
m and n, and the parameters a0, . . . , am and b0, . . . , bn, such that the differ-
ence between the output predicted by the model and the measured output is
minimized. Hence, we would like the model to be as accurate as possible.

The information available to the designer for the purpose of modeling is
typically of two kinds. First, there is knowledge about the system being con-
trolled based on equations or laws of science describing the dynamics of the
system. Using this approach, a system designer describes the system directly
with mathematical equations based on the knowledge of the system dynam-
ics. However, in the case the mathematical function of a system is unknown,
or too complicated to derive, the use of models tuned using system profiling
and statistical methods have shown to provide good results [Lju99]. In these
circumstances the designer turns to data taken from experiments directly con-
ducted to excite the controlled system [Lju99]. Statistical methods are then
used to tune the parameters of the model, i.e., a0, . . . , am and b0, . . . , bn. Note
that the order of the model still has to be determined by the model designer.

Once a model has been designed and its parameters computed, the cru-
cial question is whether the model is good enough for the intended purpose.
Testing if a given model is good enough is known as model validation. This
is carried out by checking whether the model agrees sufficiently well with
observed data from the modeled system. Specifically, the same input is fed
into the controlled system and the model of the controlled system. The mea-
sured output of the controlled system and the output predicted by the model
are then compared. We say that the accuracy of the model increases as the
difference between the measured output and the model output decreases.

Controller Design

Given a QoS specification and a model, one can design a controller based on
a variety of existing mathematical techniques, such as root locus, frequency
response, and state space design [FPW98, rH95, GL00, rH97]. Using math-
ematical techniques enable us to derive analytic guarantees on the transient
and steady state behavior of the system. The choice of design methodology
depends on the desired control performance, in terms of overshoot and settling
time, and the accuracy of the model.



2. Preliminaries 13

Below, one type of controller, namely the proportional integrating (PI)
controller is described. This type of controller is easy to design and tune,
and is more robust compared to other types of controllers [rH95]. This is
suitable for computer QoS control due to the following reasons. First, we
would like to carry out initial feasibility analysis of using control theory for
controlling computer performance. To this end it is beneficial to start out
with simple controllers and then advance to more complicated controllers if
needed. Second, at this date there is still very little knowledge on how to model
the internals of computing system using differential or difference equations.
Control designers must then use experimental data and statistical methods
for deriving models, which at the end may not be very accurate. As such,
designers could benefit from using PI controllers, since they are robust and
perform satisfactory even if accurate models are not available. The third
reason of using simple controllers is due to the lack of knowledge of advanced
control theory in the computer science community. This calls for the use of
controllers that are easy to describe and tune. Next we give an overview on
PI controllers.

We define the control error e(t) = yr(t)−y(t) as the difference between the
reference and the controlled variable. The goal is to keep the control error as
small as possible. This is achieved by PI controllers using two different parts,
the proportional and the integral controller. The proportional (P) controller
is given by,

u(t) = KP e(t)

where KP is the proportional gain. We can view the P controller as an am-
plifier that adjusts the manipulated variable u(t) based on the control error.
A system with a P controller may, however, have a steady-state error [rH95].
For this reason we add an integral part, forming the PI controller,

u(k) = KP e(k) + KI

k∑
j=0

e(j) (1a)

= u(k − 1) + KP (e(k) − e(k − 1)) + KIe(k) (1b)

where the integral part increases in magnitude forcing y(k) to converge to yr(k)
if the error e(k) persists over time. Note, equations (1a) and (1b) are similar,
however, (1b) is computationally more efficient than (1a). The designer needs
to tune KP and KI based on the performance specification and the model.
There are various ways of tuning the parameters such as root locus and pole
placement (for an overview see, e.g., [FPW98, rH95, GL00, rH97]).
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NewtonRaphson(f ,f ′,x0)

error ← f(x0)
f ′(x0)

xp ← x0

while OkToRun = true do
x← xp − error

xp ← x

error ← f(x)
f ′(x)

end while
return x, error

(a)

Controller()

yr ← SampleReference()
y ← SampleContVar()
if FilterSignal = true then

ŷ ← Filter(y)
else

ŷ ← y

end if
u← Controller(ŷ,yr)

(b)

Figure 7 — Examples of using the milestone approach (a) and sieve functions
(b). The output precision and the execution time of the computations are
adjusted by setting the variables OkToRun and FilterSignal to true or false.

2.3 Imprecise Computation

As mentioned in Section 2.1 there is a deadline associated with each task.
However, various factors such as varying execution time make meeting all
deadlines difficult. Here, the imprecise computation technique [LSL+94] can
minimize this difficulty. It prevents timing faults and achieves graceful degra-
dation by giving the user an approximate answer, in return for timeliness
guarantees.

The main idea is to divide a task into one mandatory and one or several
optional subtasks. The mandatory subtask has the highest priority and must
be completed before its deadlines. If the system is not overloaded, the optional
subtasks are executed as well, producing more accurate results. Existing im-
precise computation techniques are classified into three categories, namely,
approaches using milestones (monotone computations), sieve functions, and
multiple task versions [LSL+94].

When using the milestone approach, the quality of intermediate results
increases monotonically as the task executes longer. In practice, the results of
a task are recorded at appropriate times during its execution. The task is then
able to return an answer along with an error indication at any time during its
execution. Previous work indicates that the milestone approach can efficiently
be used to solve problems in a wide class of applications, such as, numerical
algorithms, e.g., Newton-Raphson method and fast Fourier transform (FFT)



2. Preliminaries 15

[Fau03], graph algorithms [ZR96], and also query processing [Yan95, VL93].
An example of the milestone approach is given in Figure 7(a) where the
Newton-Raphson method is used to find the root of a function. The function
NewtonRaphson takes as argument a function f(x), the derivative f ′(x),
and an initial estimate x0 of the root of f(x). The global variable OkToRun
is used to terminate the execution of the function NewtonRaphson. We
assume that OkToRun is set elsewhere, e.g., by the scheduler. Intermediate
results, i.e., the current estimate x of the root and the estimate error, are
saved and returned once OkToRun becomes false.

Using sieve functions one or several computational steps can be skipped to
reduce the execution time. This requires, however, more complex scheduling
algorithms, since the execution of a step must be planned in advance such
that the task is completed before its deadline. An example is shown in Figure
7(b). The reference yr and the controlled variable y are sampled (see Figure
5 for notation). If there is sufficient CPU resources or time to deadline then
FilterSignal is set to true and the output is filtered to remove the noise. We
assume that FilterSignal is set elsewhere, e.g., by the scheduler. If filtering
is disabled, i.e., FilterSignal = false, then the sampled signal y is used for
computing the manipulated variable u.

In applications where neither the milestone nor the sieve function approach
can be applied, one can use multiple versions of a task. Here each version pro-
duces results of varying degree of precision in return for resource needs. In
the case of a transient overload, the system can choose to execute an alter-
native version of a task, which requires less CPU resources. The drawback of
this method is the overhead caused by storing multiple versions as well as the
increased scheduling complexity due to the same reasons described for sieve
functions.

2.4 Real-Time Data Services

Real-time services commonly refer to the actions involved in the acquisition,
management, and processing of data having real-time requirements [RSD04].
These services are usually provided by a real-time database (RTDB), which
in many respects facilitates the same features as traditional databases (below
referred to as simply databases). RTDBs must be able to handle mechanisms
for describing data, maintaining the correctness and integrity of data, efficient
access to data, and the correct execution of queries and transactions despite
concurrency and failures. Albeit these similarities, they differ with respect
to two major aspects, namely, data and transaction semantics as described
below.
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Considering data semantics, databases deal with persistent data, i.e. data
that do not age. RTDBs on the other hand, for the most part, deal with
temporal data, i.e., data that may become outdated. For example, consider
the case of e-commerce applications as shown in Section 1.1. They span the
spectrum from low-level data, such as stock prices to high-level aggregated
data, e.g., recommended selling/buying point. It is well understood that stock
prices change constantly, leading to the requirement that the database keeps
the information fresh. Hence, it is imperative that the state of the environ-
ment, represented by the RTDB is consistent with the actual state. Timely
monitoring of the environment as well as timely processing of the sensed infor-
mation is necessary to maintain high data freshness. This leads to the notion
of base data and absolute consistency [Ram93]. We define base data as data
objects that hold the view of the real-world and that are updated by sensors.
A base data object di is given by (cvi, tsi, avii). The variable cvi is the current
value of di, tsi is the time stamp giving the latest time when di was updated,
and avii is the absolute validity interval of di. We say that a data object di

satisfies absolute consistency, i.e., di is fresh, if ct− tsi ≤ avii.
In addition to the time constraints of data, timing requirements also arise

because of the need to process and make data available for requesting appli-
cations. Timing requirements are not emphasized in databases, as their main
goal is to maximize the total throughput. In contrast, in RTDBs we associate
a deadline with each transaction, which marks the point in time when the
transaction result must be available. Since RTDBs operate under real-time
constraints, many of the notions found in real-time systems can be transferred
to the domain of RTDBs. For example, RTDBs may be distinguished with
respect to the semantics of missing a deadline, i.e., RTDBs can be divided
into hard, firm, or soft systems. Further, transactions are parameterized with
temporal properties such as arrival time and execution time. Scheduling tech-
niques used in real-time systems, e.g., EDF, can also be applied here.

3 Problem Formulation

In this thesis we study soft and firm RTDBs that operate in unpredictable
and highly time-variant environments, and are typically faced with unknown
task arrival patterns and inaccurate execution time estimates. Traditional
approaches for providing QoS guarantees (e.g., see [But97]) cannot be applied,
since they rely on known worst-case conditions, e.g., worst-case execution
times and worst-case arrival patterns of tasks, and tend to leave the system
in a highly underutilized state. The work presented in this thesis aims at
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developing new techniques that alleviate the challenges present in firm and
soft RTDB systems. More specifically, the goal of this thesis is to elaborate
approaches for controlling the QoS of RTDBs that involve techniques for:

• handling imprecise or incomplete knowledge of the workload,

• reacting to transient and permanent overloads, and

• achieving the QoS requirements and temporal behavior necessary for
accomplishing the specified tasks.

We conjecture that two techniques, namely, the imprecise computation
model [LSL+94] and feedback control [FPW98] is efficient for achieving the
above mentioned goal. Imprecise computation techniques have been intro-
duced to allow flexibility in operation and to provide means for achieving
graceful degradation during transient overloads. Although the imprecise com-
putation model makes it possible to trade off resource needs for precision,
representing QoS, this technique is by itself not enough to handle uncertain-
ties in the workload and to provide QoS guarantees. To this end, initial results
have shown that feedback control is effective for a large class of real-time sys-
tems that exhibit unpredictable workload, e.g., [HDPT04, PGH+02, LSTS02].
The QoS of the system is continuously monitored and altered such that the
QoS converges toward a desired level. The specific problems studied in this
thesis are listed below. Some of the problem statements also apply to firm
and soft real-time systems in general. Since real-time systems are by definition
more general than RTDBs, solutions that apply to real-time systems must be
considered rather than approaches treating specifically RTDBs. This way we
are able to develop approaches addressing a wider class of systems.

Problem 1: Imprecision Computation

First we explore how the imprecise computation model may be applied to
RTDBs. The imprecise computation model was originally developed for tasks
in real-time systems [LSL+94]. RTDBs on the other hand constitute of two
parts, namely, data and transactions. This calls for techniques allowing the
notion of impreciseness to be transferred to these constituents, i.e., we allow
the data to be imprecise and transactions to deliver imprecise results. Further,
the data and the transaction precision must be quantifiable, hence, there is
a need to measure the degree of precision of the transaction results and the
data stored in the database. The precision of the data and transaction output
forms the overall QoS and we say that the QoS increases as the precision of
data and transaction results increases.
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Problem 2: Single-Class Systems

Consider a system consisting of tasks that submit queries to an RTDB. The
data used by the queries are allowed to be imprecise and the transactions
may deliver imprecise results. This problem deals with deriving a specifica-
tion model and an architecture for RTDBs where all transactions are equally
important and have the same precision requirement. This implies that the
choice of transaction to reject during an overload does not depend on the par-
ticular type of transaction, i.e., all transactions are treated equally. Further,
all transactions have the same QoS requirement, i.e., the data stored in the
RTDB are equally precise and transactions produce results of similar preci-
sion. For example, in our stock analysis system (see Section 1.1), we may
require that the value of all stocks to be of the same precision.

Problem 3: Multi-Class Systems

In this problem we treat systems consisting of applications of varying impor-
tance, input data precision requirements, and output precision requirements.
Let us take the example of an engine electronic control unit (EECU) in au-
tomobiles [GH04a]. The purpose of the EECU is to control the engine, e.g.,
amount of fuel to inject in a cylinder, such the performance of the engine is
optimal. The diagnosis software is responsible for monitoring the operation
of the engine such that, e.g., requirements on pollution levels are met. The
tasks related to fuel computation and ignition are more important than di-
agnosis tasks and, hence, it must be ensured that the most important tasks
are executed and completed during transient overloads (caused during high
revolutions per minute). Typically, the diagnosis tasks are rejected and/or
postponed during overloads. As such, there is a strict hierarchy among the
tasks in the system with respect to importance.

Considering a more general scenario, the tasks in the system can be dis-
tinguished not only by importance but also by requirements on QoS, i.e., data
input and output precision. We may envision a system where tasks are classi-
fied according to importance, data input precision, and output precision. This
implies that two equally important tasks may require sensor data that are dif-
ferent in precision. Further, this model enables the specification of systems
where for example less important tasks may require data of higher precision
than the data used by more important tasks.

As in problem 2, we consider a system consisting of tasks that submit
queries to an RTDB. In contrast to problem 2, this problem deals with deriv-
ing a specification model that enables transactions to be classified according
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to their importance and QoS requirements, i.e., data input and output pre-
cision requirements. Using the specification model the application designer
must be able to explicitly classify transactions into service classes that repre-
sent importance and QoS requirements. An architecture, ensuring that QoS
requirements are met and that tasks are admitted in a strict hierarchical fash-
ion based on their importance, needs to be developed.

Problem 4: Uncertain Workload Management

A given system specification, either a single-class or multi-class model, must
be satisfied during system operation. The QoS depends on the load applied on
the system, i.e., the precision of data and transaction results decreases as the
workload increases. We assume inaccurate execution time and inter-arrival
time estimates, hence, the actual workload characteristics is unknown and
may deviate significantly from the true workload.

This calls for approaches that enforce given steady state QoS requirements,
representing the desired nominal system operation, but also requirements on
transient state QoS (see Figure 6) describing the lowest tolerable QoS and
system adaptability in the face of unexpected failures or load variation.

Problem 5: System Modeling and Validation

To efficiently control QoS it is necessary to have a model that adequately
describes the behavior of the system under control [FPW98, GL00]. In gen-
eral, the more we know about the relationship among the subsystems and the
interconnecting variables, the better we can manage the QoS. For example,
assume that the admission ratio of tasks is used for manipulating the CPU
utilization. An increase in the accuracy of a model relating the admission
ratio of tasks and CPU utilization results in better CPU utilization control.
As such, the performance of a controller is a function of the accuracy of the
model used. This problem deals with deriving and validating models for the
purpose of performance control.

In particular we consider linear time-invariant models that describe the
behavior of the class of real-time systems where the controlled variables, rep-
resenting QoS, are manipulated by varying the admitted workload. The load
of admitted tasks may be varied by, e.g., changing the speed of the CPU,
changing the quality level of tasks, or controlling admission.

Several issues need be addressed in this context. First, we establish whether
more complex models, in terms of the model order, result in higher accuracy
compared to simpler models. Second, we verify whether the QoS control per-
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formance, i.e., how well a controller manages to keep the QoS near its reference
point, increases with the accuracy of the model. The third issue considers the
differences between modeling based on the knowledge of the system and mod-
eling based entirely on experimental data and statistical methods. To this end
we want to evaluate which of the two approaches are easier to use and result
in more accurate models.

Problem 6: Feedback Control under Measurement
Uncertainty

In the control of continuous and physical systems, the controlled system is
sampled sufficiently fast to capture the system dynamics. In general, this
property cannot be applied to the control of QoS as the measured variables are
often of statistical nature and are computed over a data set, e.g., deadline miss
ratio and CPU utilization. To form these metrics requires an underlying data
set, which must be large enough to give an acceptable accuracy of the observed
QoS. To obtain a large data set we have to set the sampling period to a large
value, meaning that we gather data over a larger time window. Doing so,
however, results in an unresponsive system as the controller is rarely invoked
and, hence, does not react fast enough to failures or changes in workload.

This problem addresses issues related to QoS control when we have uncer-
tainty in the measured entity. This includes deriving methods for quantifying
the uncertainty and finding controllers that are able to operate with a low
sampling period without being significantly affected by the measurement un-
certainty.

4 Assumptions and Scope of Work

In this thesis we make the following assumptions regarding the system, work-
load, and performance specification:

1. The type of systems under consideration in this thesis are soft and firm
real-time systems.

2. Applications must tolerate a certain level of imprecision in data and com-
putations, i.e., data and transaction results may be imprecise. Usually
system developers know how much data imprecision an application can
tolerate such that the end result is within acceptable limits. Therefore,
we assume that sufficiently precise data values stored in the database
are regarded to have no significant effect on the result of a transaction.
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3. The temporal data in the RTDB are considered to be of the type base
data only, i.e., data that hold the view of the real-world and are updated
by sensors. A derived data object, on the other hand, is computed from
a set of base or derived data objects. Any derived data object in the
RTDB is considered to be non-temporal, hence, we do not associate any
freshness requirements on derived data.

4. The characteristic of the workload is time-varying and cannot be ac-
curately estimated. The requests submitted to the real-time database
arrive aperiodically and the statistical distribution of the request inter-
arrival time is unknown or the estimate is inaccurate. Further, we pre-
sume that the execution time distribution of the transactions cannot
be accurately determined. Even if the distribution of the transaction
inter-arrival time and execution time were available prior the start of
the system, the distributions may vary over time, i.e., we may have a
time-varying system.

5. Strict performance or QoS requirements are put upon the system. It is
of outmost importance that the QoS satisfies a specification in terms of
the desired QoS, lowest tolerable QoS during a transient overload, and
the maximum time it takes for QoS to converge to the desired setting.

6. The system consists of a mixed set of tasks with varying importance
and QoS requirements. This implies that tasks may submit transactions
to an RTDB, where the criticality of the requests may differ from one
request to another. Further, two equally important transactions may
require different QoS, i.e., different transaction and data precision.

7. It is possible to measure and adjust the QoS. Hence, the software should
allow for periodic system monitoring and must provide means for adjust-
ing the workload in the system, e.g., by using admission control. The
costs related to monitoring, computing control actions, and actuation
are neglected.

The majority of the assumptions listed above are realistic and hold for
contemporary systems. Assumptions 4-6 are highly relevant for large-scale
computing systems, e.g., server systems with varying workload and perfor-
mance requirements. Assumption 6 is particularly relevant for systems hosting
a mix of applications with varying importance or priority, e.g., servers pro-
viding real-time multimedia streaming. A task streaming a video to a client
may have varying importance depending on the particular subscription of the
client.
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In this thesis we further assume that computational costs related to con-
trol are negligible (assumption 7). Usually the execution time of a control
law is extremely small in servers with a large computational capacity. Conse-
quently, the execution time of the controller can be ignored considering that
the control law is executed rather infrequently, e.g., every 5 or 10 seconds, and
that a PI controller consists of a few additions and multiplications. Further,
the controlled variable of the systems treated in this thesis are rather simple
in their computation, e.g., deadline miss ratio or CPU utilization. The same
applies for the actuator, which for the most part is implemented using admis-
sion control. Tasks are admitted if the total admitted workload is less than a
threshold, hence, the computational activities related to actuation are rather
light-weight.

Assumptions 2 and 3 are, however, limiting the applicability of the ap-
proaches presented in this thesis. One can argue that a system may host a
mix of non-imprecise and imprecise computations, i.e., tasks that only return
precise results in combination with tasks delivering results of varying preci-
sion. Further, in this thesis we have considered only base data. Derived data
are treated as non-temporal and this limits the applicability of the approach.
Assumptions 2 and 3 may, therefore, be alleviated to model more general
systems at the expense of a significant increase in the complexity of the solu-
tions. Extending the approach only to deal with derived data presents great
challenges as discussed in Section 8. The original goal of this thesis was to
investigate in how the imprecise computation model in combination with feed-
back control could be applied on RTDBs. To this end, several simplifications,
such as assumptions 2 and 3, were made for the purpose of initial feasibility
analysis. Generalization of the solutions presented in this thesis are left out
for future work (see Section 8).

5 Contributions

In this section the contributions of this thesis and examples of applications
where the contributions are suitable is given.

5.1 Overview on Contributions

The main contributions of this thesis are in the area of QoS control of im-
precise real-time data services. This includes the application of the imprecise
computation model to RTDBs, and the derivation of techniques for ensuring
QoS during normal and overloaded situations. Further approaches for im-
proving QoS control in real-time systems are presented. These results are also



5. Contributions 23

applicable to QoS control of real-time data services, hence, complementing
the overall approach of ensuring QoS guarantees for real-time data services.
A detailed description of the contributions is given below.

The results of this research facilitates the use of real-time databases in
environments where applications tolerate a certain level of imprecision in data
and computations. For example, the temperature input to a function com-
puting the amount of fuel to inject in an engine cylinder is allowed to deviate
by 1◦C from the true value. In this case it is assumed that the output of the
function is not severely affected by the uncertainty in the input.

In large-scale computing systems there are typically several types of tasks
running on the same hardware platform. These tasks submit requests to a
real-time database, where the criticality of the requests may differ from one
request to another. During overloads it is necessary to postpone or reject the
execution of a transaction in order to execute and complete transactions that
are more important. The level of importance originates from the particular
functionality that the transaction implements or economic incentives. The
latter is often manifested in service provisioning, where clients pay service
providers based on availability. The more a client is willing to pay for a par-
ticular service, the more important becomes the execution of the transactions
related to the service provided to the client. Consequently, the availability
observed by the client increases with the importance of the transactions. Fur-
ther, two equally important transactions may require different QoS as defined
above, i.e., different transaction and data precision. One of the contributions
in this thesis is a specification model for service differentiation having two
orthogonal dimensions, namely, importance and QoS. The specification model
employed allows the transactions to be classified into service classes represent-
ing importance levels, and within each service class, transactions are further
divided into subclasses giving the QoS requirements of the transactions. This
model captures a wide spectrum of application in large-scale computing sys-
tems having QoS and importance requirements.

An architecture for satisfying requirements on importance and QoS is in-
troduced. QoS is degraded and the least important transactions are rejected
during overloads. After a transient overload, the QoS is increased and the
least important transactions are admitted for execution. The architecture
is based on feedback control, allowing management of QoS even when the
workload applied on the system cannot be accurately predicted or estimated.
The research presented enables QoS control in systems where performance
guarantees must be ensured and timely adaptation must be guaranteed. The
targeted system are those where it is of paramount importance that the QoS
converges toward the desired QoS in a timely manner after the occurrence
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of an overload. Failing to do so results in severe performance degradation or
system failure.

To satisfy strict requirements on QoS adaptation two separate research
tracks are pursued. The first approach deals with QoS modeling of real-time
systems. Two different modeling approaches are evaluated, namely, model-
ing based on the knowledge of the system and modeling based on statistical
methods. It is shown that these two approaches yield in equally accurate mod-
els. However, the former approach is easier to use for system developers and
operators since a well-defined procedure for tuning the model parameters is
available at hand. Consequently, using this model and the tuning procedure,
system operators are given a systematic methodology for deriving accurate
models that express the dynamics of QoS. This in turn results in the deriva-
tion of controllers that are more efficient in keeping the actual QoS at the
desired QoS.

The second effort targeted to facilitate highly adaptive systems stems from
the relationship between the sampling period and adaptivity. We consider sys-
tems where the controlled variable is an average based metric, e.g., average
response time and deadline miss ratio. It is widely known that a shorter sam-
pling period results in better tracking of changes in workload. Therefore, it
appears that the QoS control should improve by increasing the sampling fre-
quency. In contrast to the control of physical systems, QoS control does not
benefit in having a shorter sampling period due to the so-called measurement
disturbance. The measurement disturbance occurs at low sampling periods
when the cardinality of the data set over which the measurement is formed
is low. For example, the metric deadline miss ratio is formed over tasks that
are terminated, i.e., tasks that have either missed their deadlines or have
completed in a timely manner. If a low sampling period is chosen then the
number of terminated tasks in the sample is too low to obtain an accurate
estimate of the true deadline miss ratio. The results in this thesis include a
QoS management architecture that is less sensitive to the measurement dis-
turbance, i.e., the uncertainty in the measurements, compared to traditional
approaches. Using the proposed architecture the system developer or oper-
ator can set a short sampling period, which results in better responsiveness
to workload changes and faster QoS adaptation. This approach is crucial for
systems with stringent requirements on QoS adaptation.

In conclusion, the approaches presented in this thesis facilitate QoS man-
agement of real-time data services even though accurate estimates of the work-
load are not available. The feedback based architectures presented control the
QoS toward the desired setting in the face of transient and permanent over-
loads. The precision of data and transaction results is continuously adjusted
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in order to adapt to prevailing conditions. The contributions in this thesis
constitute a step toward automatic QoS control of real-time data services.

5.2 Application Examples

In this section we connect the contributions in this thesis with the application
examples given in Section 1.

Example 1: Stock Analysis System

Let us start with the stock analysis system (see Section 1.1). Stock updates
are streamed and stored in the RTDB allowing the users to access low-level
data, such as stock prices, and high-level aggregated data, e.g., recommended
selling/buying point. It is very important that the data streamed to the
RTDB is processed in a timely manner in order to keep the RTDB consistent
with the market. Since the market is highly dynamic, there is a need to
keep the response time of user submitted requests, e.g., stock analysis and
sell/buy request, bounded. During overloads the RTDB may fail in providing
timely services to users as well as keeping the contents of the RTDB fresh.
The contributions listed in Section 5.1 help RTDB developers in managing
transient and permanent overloads in the following ways.

Regarding data imprecision, arriving stock prices may be skipped if the
difference between the arriving stock price and the price stored in the RTDB
is smaller than a threshold, which is set according to the current workload.
In other words, we allow the data to be imprecise with the degree of precision
dictated by the workload applied on the RTDB. The difference between the
contents of the database and the stock market is increased as the workload
increases. This way, a subset of the update workload arriving to the database
is filtered out, thus, lowering the workload.

Further, transactions submitted by the users may deliver imprecise results
in exchange for reduced execution times. For example, assume that we wish to
compute the trend of a stock price using linear regression. During overloads,
we may use a smaller subset of the complete data for computing the trendline
as illustrated in Figure 8. The computation of the trendline using complete
data (100% of the data stored in the RTDB) and partial data (50% of the data
stored in the RTDB) are shown in Figure 8(a) and Figure 8(b), respectively.
The accuracy of the trend decreases with the data size. A decrease in the data
size results in a decrease in the execution time of the transaction computing
the trend, hence, the load applied on the RTDB decreases. This in turn implies
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Figure 8 — Computing the trendline of stock price using the complete data
(a) and 50% of the original data (b).
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that more transactions can be handled, consequently, increasing the number
of processed requests submitted by users.

Example 2: Surveillance System

In Section 1.1 we argued that the system handling incoming sensor data must
be able to cope with overloads by executing only the most important transac-
tions and rejecting the least important transactions. Further, incoming sensor
data can be discarded if the type of data, e.g., temperature, pH level (acidity),
allows for data imprecision. For example, if the difference between the current
temperature and the temperature stored in the database is within acceptable
limits we can discard an arriving temperature update.

Further, there is a need to execute transactions based on their importance.
Consider the case when a fire has broken out. Then the system needs to
compute a safe passage for evacuating dangerous chemicals. This involves
identifying harmful chemicals, prioritizing in what order the chemicals need
to be moved, and suggesting evacuation routes through the building. This
computation, or transaction, is considered to be very important and, hence,
must be executed in a timely manner.

The outbreak of, e.g., fire may initiate the execution of many transactions,
thus, significantly increasing the workload applied on the RTDB. The contri-
butions in this thesis alleviate the design and development of RTDB systems
by presenting an architecture that is highly reactive to overloads and that ex-
ecutes transactions based on their importance. The architecture controls the
admission of transactions, based on their importance, and adjusts the preci-
sion of data and transaction results if necessary. The latter is carried out to
lower the overall workload, thus, admitting more transactions for execution.
Consequently, since more transactions are admitted and executed, the overall
damage imparted to the facility under monitoring is decreased.

6 Publication Summary

In this section a summary of the problem under consideration, the approach,
and the results is outlined for each paper. Furthermore, the background of
the paper and the contributions of the authors are given. The relationship
between the problems presented in Section 3 and papers presented in this
section is given by Table 1.
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Problem Paper(s) Summary of Approach
1 1, 3, 4 Data stored in the real-time data base is allowed to

be imprecise by discarding incoming sensor data that
are close to the data stored in the database. The
milestone approach [LSL+94] is applied on the
transactions.

2 1 QoS is defined in terms of the precision of data and
transaction results. Incoming sensor data are
discarded if the difference between the sensor value
and the database value is less than a certain
threshold, which increases with the load applied on
the database. The upper limit of the threshold is
dictated by the QoS specification. The average
precision of the transaction results is forced to
converge toward a reference value, given by the QoS
specification, by altering the admission ratio and data
precision.

3 3, 4 The QoS specification gives the precision
requirements, both in terms of the input, i.e., data
stored in the database, and the output of the
different classes of transactions. The precision of the
data objects is adjusted during run-time based on the
workload and the type of transactions accessing them.
A given QoS specification, defined in terms of data
and transaction result precision, is satisfied by data
precision control and admission control based on the
importance of the transactions. The most important
transactions are admitted and executed, and the least
important transactions are rejected during overloads.

4 1-6 Since we have uncertainties in the workload, i.e., the
execution time and inter-arrival time estimates are
inaccurate, we employ feedback control for managing
the QoS. The actual QoS is compared to its reference,
which gives the desired QoS during nominal system
operation, and the difference between the two is used
to adjust the QoS. The controllers are designed such
that requirements on overshoot and settling time are
met.

Table 1 — The relationship between the problems stated in Section 3 and
papers presented in Section 6 is shown along with a short discussion on the
approach employed.
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Problem Paper(s) Summary of Approach
5 1, 2 Models with varying order and different modeling

techniques, which are used to obtain model
parameters, are studied and the accuracy of the
obtained models are compared. It is shown that the
accuracy depends on the order of the model. Two
modeling techniques, namely, modeling based on the
knowledge of the system, and modeling using
experimental data and statistical methods are
evaluated. It is found that these two approaches yield
similar model accuracy, however, modeling using the
knowledge of the system results in easier derivation of
the model parameters. It is also shown that a more
accurate model results in better performance control.

6 5 A model of the controlled system is derived that also
includes the uncertainty in the measurements. The
uncertainty increases as the sampling period
decreases. A low sampling period in combination
with a filter is used to provide satisfactory
performance. The filter provides estimates of the
controlled variable based on the measurements, such
that optimal estimates, i.e., minimized difference
between true value and estimate, is obtained. The
output of the filter is forwarded to the controller,
which then regulates the performance.

Table 1 — The relationship between the problems stated in Section 3 and
papers presented in Section 6 is shown along with a short discussion on the
approach employed.
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Paper 1: Specification and Management of QoS in Real-Time
Databases Supporting Imprecise Computations

Authors: Mehdi Amirijoo, Jörgen Hansson, and Sang H. Son

Published in IEEE Transactions on Computers, Vol. 55, No. 3, March 2006.

Treats problem(s) (see Section 3): 1, 2, 4, 5

Summary: This paper deals with approaches for managing the QoS of RT-
DBs where the temporal characteristics of the transactions, e.g., execution
time and inter-arrival time, are unknown or inaccurate. Traditional hard real-
time approaches are inappropriate since they assume worst-case conditions and
tend to result in a highly unutilized system. An approach based on feedback
control in combination with the imprecise computation model is introduced to
handle inaccuracies and to provide graceful degradation. The QoS is contin-
uously monitored and adjusted to meet user requirements expressed in terms
of nominal and worst-case tolerable system QoS. An extensive performance
evaluation shows that the proposed approach is efficient in meeting a given
QoS specification even though temporal characteristics of the transactions are
inaccurate.

Background and Contributions: This paper combines several key re-
sults from [AHS03a, AHS03b, AHS03c, AHSG07] and includes additional
examples of applications. The modeling procedure proposed and evaluated
in [AHSG07] (Paper 2) is applied on previous results reported in [AHS03a,
AHS03b, AHS03c], which yields in better QoS control. The author of this
thesis wrote the major part of the paper. The problem treated in this paper
was originally proposed by Dr. Jörgen Hansson and Dr. Sang H. Son.

*****

Paper 2: Experimental Evaluation of Linear Time-Invariant Models
for Feedback Performance Control in Real-Time Systems

Authors: Mehdi Amirijoo, Jörgen Hansson, Sang H. Son, Svante Gunnarsson

Published in Real-Time Systems, Vol. 35, No. 3, April 2007.

Treats problem(s) (see Section 3): 5

Summary: In this paper the accuracy of four linear time-invariant mod-
els used in the design of feedback controllers is experimentally evaluated. A
new model (DYN) is introduced that captures additional system dynamics,
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which a previously published model (STA) fails to include. The accuracy of
the models are established by validating the models with regard to measured
data from the controlled system and through a set of experiments where the
performance of feedback controllers tuned using these models are evaluated.
From the study it is concluded that second order models (e.g., DYN) are more
accurate than first order models (e.g. STA). Further, controllers tuned using
second order models perform better than controllers tuned using first order
models.

Background and Contributions: Despite the large number of papers ap-
pearing on performance control, there were relatively few number of reports
(at the time of writing) discussing the relationship between model accuracy
and the performance control in real-time systems. This ignited this research,
where the goal was to compare the accuracy of a set of models and to de-
termine whether better performance control is achieved with a more accurate
model. The author of this thesis wrote the major part of the paper.

*****

Paper 3: Robust Quality Management for Differentiated Imprecise
Data Services

Authors: Mehdi Amirijoo, Jörgen Hansson, Sang H. Son, and
Svante Gunnarsson

Published in Proceedings of the IEEE Real-Time Systems Symposium (RTSS),
2004, Portugal.

Treats problem(s) (see Section 3): 1, 3, 4

Summary: This paper presents an approach for specifying and managing
QoS, in terms of transaction and data precision, of differentiated and impre-
cise real-time data services. The proposed QoS specification model allows the
database operator to specify the importance and the QoS requirement of the
transactions. During overloads important transactions are admitted and exe-
cuted, whereas less important transactions are rejected. A novel specification
model is introduced where the importance of a class and the QoS that the class
requires are independently expressed and, hence, importance and QoS are two
orthogonal entities. The approach for satisfying the QoS and importance re-
quirements is based on feedback control, which is robust against varying load
and execution time estimation errors as shown in the experiments.

Background and Contributions: The addressed problem is an extension
to the problem presented by Kang et al. [KSS02] with the added requirement
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that the importance and QoS to be orthogonal. This means that the impor-
tance and QoS requirement of transactions must be independently specified.
The author of this thesis wrote the major part of the paper.

*****

Paper 4: Generalized Performance Management of Multi-Class
Real-Time Imprecise Data Services

Authors: Mehdi Amirijoo, Nicolas Chaufette, Jörgen Hansson, Sang H. Son,
and Svante Gunnarsson

Published in Proceedings of the IEEE Real-Time Systems Symposium (RTSS),
2005, USA.

Treats problem(s) (see Section 3): 1, 3, 4

Summary: A generalized specification model for differentiated and imprecise
real-time data services is introduced. Transactions are divided into subclasses
where each subclass represents a level of importance and QoS requirement.
This is the most general specification model as it allows a system operator to
freely choose the level of importance and QoS for groups of transactions. The
choice of QoS is disjoint from importance and vice versa. Performance evalu-
ation of the approach shows that during overloads transactions are rejected in
a strictly hierarchical fashion based on their importance and the rejection rate
is distributed fairly among equally important transactions. The QoS require-
ments of the transactions are satisfied even when accurate workload estimates
are not available.

Background and Contributions: This paper is an extension of the ap-
proach presented in [AHSG04] (Paper 3). A serious restriction of the specifi-
cation model in [AHSG04] is that equally important transactions must have
the same QoS requirement. This restriction is alleviated with this paper. This
work was carried out in close co-operation with Nicolas Chaufette who was a
Master’s student supervised by the author of this thesis. Nicolas Chaufette
was assisting the authors of this paper in developing the simulator and run-
ning the experiments. The major part of the paper was written by the author
of this thesis.

*****
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Paper 5: Quantifying and Suppressing the Measurement Distur-
bance in Feedback Controlled Real-Time Systems

Authors: Mehdi Amirijoo, Jörgen Hansson, Svante Gunnarsson, and
Sang H. Son

Submitted to Real-Time Systems

Treats problem(s) (see Section 3): 6

Summary: Using feedback control for managing the QoS of computing sys-
tems has shown to be very efficient for a wide variety of applications. How-
ever, a direct transfer of the results present in control theory to the computer
domain is not always applicable. In the control of continuous and physical
systems, e.g. temperature, the variance of the measurement disturbance is
independent of the sampling period. In this paper we show that the vari-
ance of the measurement disturbance is a function of the sampling period.
The measurement disturbance is modeled and quantified. We introduce a
feedback control structure that is less sensitive to the measurement distur-
bance compared to traditional structures. The experiments we have carried
out show that a controller using the proposed control structure outperforms a
traditional control structure with regard to performance reliability and adap-
tation.

Background and Contributions: The effects of the sampling period on
the disturbance in measurements had been observed by researchers and re-
ported in the literature. However, the disturbance was not formally modeled.
In [AHGS05], a model and expression giving the variance of the measure-
ment disturbance was presented. In addition an approach for lowering the
impact of the measurement disturbance was given. Paper 5 is an extension
to [AHGS05] and gives a further understanding of the measurement distur-
bance. The author of this thesis wrote the major part of the paper. The idea
of using a time-varying Kalman filter was originally proposed by Dr. Svante
Gunnarsson.

7 Related Work

Four topics are closely related to this thesis. The research presented is focusing
on QoS control of RTDBs where imprecise computation is applied. We employ
feedback control in order to provide robustness against varying workload and
inaccurate execution time estimates. Below, we present an overview of various
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work within real-time data services, imprecise computation, QoS control, and
differentiated services.

7.1 Real-Time Data Services

Despite the abundance of QoS research, QoS-related work has been relatively
scarce in database systems. The Stanford real-time information processor
(STRIP) addressed the problem of balancing between freshness and trans-
action timeliness [AGMK95]. To study the trade-off between freshness and
timeliness, four scheduling algorithms were introduced to schedule updates
and transactions, and their performance was compared. The notion of QoD
was introduced in [LR01]. In their work an update scheduling policy was pro-
posed in the context of the web server. Here, the web pages are cached at the
server and the back-end database continuously updates them. Their proposed
update scheduling policy can significantly improve data freshness compared
to FIFO scheduling.

Kang et al. used feedback control to manage data freshness requirements
and QoS defined in terms of deadline miss ratio of transactions and CPU
utilization [KSSA02, KSS04]. Two actuator mechanisms are suggested for
controlling QoS:

1. balancing of update policies, where data objects are updated either on-
demand or immediately once an update transaction arrives, and

2. modifying the period of the update transactions.

This approach was then extended to cover differentiated real-time data service
[KSS02]. In contrast to the work by Kang et al., this thesis describes a set of
algorithms for managing QoS, where QoS is defined in terms of transaction
and data preciseness.

Kuo et al. have introduced the notion of similarity [KH00], where a sim-
ilarity relation gives whether two transactions produce similar results. The
authors describe how to manage the load of a real-time database by exploiting
the notion of similarity. Transactions that produce similar results are skipped
during overloads. However, in contrast to the work presented in this thesis,
the work by Kuo et al. does not report on the effects of changes to workload
characteristics, e.g., execution time estimation errors.

Davidson et al. proposed a method for generating monotonically improv-
ing answers in RTDBs and distributed RTDBs [DW88]. A query processor,
APPROXIMATE [VL93], produces approximate answer if there is not enough
time available. The accuracy of the improved answer increases monotonically
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as the computation time increases. The relational database system proposed
in [HOT89], can produce approximate answers to queries within certain dead-
lines. Lee et al. studied the performance of real-time transaction processing in
broadcast environments [LLSC02]. In these applications, such as stock trad-
ing using mobile hand-held devices, the stock price updates can be skipped
according to some policy. For example, small increases are not important
and updates may be skipped until a stock price has reached 50$. The rela-
tional database system, called CASE-DB, can produce approximate answers
to queries within certain deadlines [OGDH95]. In contrast to the approaches
above, this thesis introduces preciseness at the transaction level and the data
object level, and QoS is managed using feedback control resulting in an ap-
proach that is robust against uncertainties in workload.

7.2 Imprecise Computation

Liu et al. proposed the imprecise computation model [LLSY91, LSL+94].
They presented a set of imprecise scheduling problems associated with impre-
cise computing and also gave an algorithm for minimizing the total error of a
set of tasks. However, a task set may have more than one optimal schedule
with the minimum total error. Consequently, for an optimal schedule the total
error may be unevenly distributed among the tasks. Shih et al. addressed this
problem by presenting two algorithms for minimizing the maximum error for
a schedule that minimizes the total error [SL95]. Hansson et al. presented
algorithms for minimizing the total error and total weighted error of a set of
tasks [HTS00].

The approaches of Liu, Shih, and Hansson require the knowledge of accu-
rate processing times of the tasks. The same assumption cannot be made for
transactions in an RTDB as the execution time depends on the data needs of
the users. In addition, overheads caused by data conflicts and concurrency
control must be taken into account as well. Bestavros and Nagy have presented
approaches for managing the performance of RTDBs, where the execution
time of the transactions are unknown [BN96]. Each transaction contributes
with a profit when completing successfully. An admission controller is used to
maximize the profit of the system.

The work mentioned above focus on maximizing or minimizing a perfor-
mance metric (e.g. profit). These previous approaches cannot be applied
to the problem formulated in this thesis, since we want to control a perfor-
mance metric such that it converges toward its reference as given by a QoS
specification.
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7.3 QoS Control

Li et al. proposed a task model for QoS adaptations [LN98]. In their model,
there are dependencies among the tasks, expressing consumer-producer prop-
erties; tasks are characterized by input quality and output quality, and a model
expressing the output quality of a target task is derived. The goal is to de-
sign controllers that force the target task to maintain the same output quality
at a desired QoS reference. Their model does not extend to the case when
several target tasks are available. In our model, we do not model precedence
constrains among transactions, however, we consider the aggregated quality
of a set of transactions.

Many schedulability tests, i.e., tests that determine whether a set of tasks
meet their deadlines or not, are based on the CPU utilization of the system
[But97, SSRB98]. Therefore controlling the utilization using feedback control
is crucial in applications where meeting deadlines is important, e.g., firm real-
time systems. Changing the periodicity of a set of tasks in response to load
variations has been suggested by Buttazzo and Abeni [BA02]. If the estimated
load is found to be greater than a threshold, task periods are enlarged to find
the desired load. Aperiodic tasks are, however, not considered in their model.
In the work of Cervin et al., an approach is presented for optimizing the
performance of a set of control tasks [CEBr02]. The rate of the control tasks
is adjusted, such that the utilization is kept close to a reference point. Further,
the execution time of individual tasks are monitored and estimates are derived
online. They also use a feed-forward structure to make the feedback scheduler
more reactive to workload changes.

Lu et al. have presented a feedback control scheduling framework [LSTS02],
where each task has several QoS levels giving results of varying quality. Each
QoS level is characterized by a set of attributes, such as period, deadline, and
utilization. Deadline miss percentage and CPU utilization are monitored and
controlled by changing the QoS level for a set of tasks. They have proposed
three algorithms for managing the miss percentage and/or utilization. Simu-
lation studies show that their algorithms provide performance guarantees for
periodic and aperiodic tasks even when execution time varies considerably
from the estimate. Partial results in this thesis are based on the feedback
control scheduling methodology given in [LSTS02].

In telecommunication and web servers, arriving packets and requests are
inserted into queues, where the requests wait to be processed. The response
time, i.e., the time it takes for the requests to be processed once they arrive
at a server is proportional to the length of the queue. The average response
time increases with the length of the queue. Controlling the queue length is,
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thus, the key to guarantee timely processing of requests. Typically, a feed-
back controller is used to adjust the queue length such that the length equals
a reference point [PGH+02, ASL+03, SLLA02, RWK03]. Methods for manip-
ulating the queue length include admission control of the requests. Namely,
by admitting more arriving requests the queue length increases, thus, increas-
ing the latency time of the requests. Parekh et al. used feedback control
to regulate the length of a queue of remote procedure calls (RPCs) arriving
at a server [PGH+02]. Abdelzaher et al. presented control algorithms for
managing service delay and queue length of requests arriving at web servers
[ASL+03]. In [SLLA02] a feedback controller is used in combination with a
queuing model predictor to adjust the queue length of services. The output
of the feedback controller is added to the output of the predictor forming the
requested change in service rates. The results show that it is beneficial to
use a combined approach, resulting in the actual queue length to be closer
to the reference compared to a traditional approach of only using feedback
control. Robertson et al. used a nonlinear fluid model expressed in terms of
a differential equation [RWK03]. The model is linearized and a PI controller
is tuned to control the queue length.

Controlling the execution time of tasks is important in real-time systems
with constraints on energy consumption. Efforts have been carried out trying
to reduce energy consumption in real-time systems, while preserving timely
completion of tasks [ZM04]. In this case execution times are monitored and
the voltage and, thus, frequency of the CPU is varied such that the power
consumption is reduced and tasks are executed in a timely manner. A similar
problem was studied by Sharma et al. in the context of servers [STA+03].
Power and dissipated heat has become a problem in large server installations,
which process highly aperiodic workloads. During overloads, the energy dis-
sipated from servers increases dramatically and therefore there is a need to
provide power control. The energy consumption increases as the utilization
of a server increases. Feedback control is applied where the controller com-
pares the measured utilization with the reference utilization, and using the
difference the voltage of the servers are adjusted such that the deadlines of
the tasks are met and the energy consumption minimized.

Some computing systems are time-variant by nature, meaning that their
characteristics changes over time. More specifically, the nature of the work-
load as well as the software and hardware may vary over time. This results
in alternations to the model of the controlled system. A model that previ-
ously gave an accurate representation of the controlled system, may no longer
be valid. As such, the controller must be adaptive in that the control pa-
rameters must be updated along with changes to the controlled system. To
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this end, there has been several papers reporting on initial attempts to apply
adaptive control [rW95] on computing systems. Abdelzaher reports on results
on workload parameter estimation using the recursive least squares method
[Abd00]. Several open issues are identified, such as how to choose the order of
the model, and also how to excite the system such that its dynamics can be
captured. Abdelzaher suggests that the load in the system to be artificially
adjusted to cause variations in the control input. Lu et al. applied adaptive
control in web servers with the goal of controlling the relative hit ratio of
different classes [LALT02]. A self-tuning regulator using the normalized least
mean squares algorithm [rW95] and pole placement was used. They show
that adaptive control results in better control than a feedback loop with no
adaptation. This work was extended with a stochastic adaptive control al-
gorithm for handling parameter uncertainty and disturbances in the system
[LAT03]. However, as the authors argue, the statistical characterization of
such disturbances are difficult to obtain and, consequently, the applicability
of the approach is not clear.

7.4 Differentiated Services

The absolute guarantee service model [FV90, CL03] and the proportional dif-
ferentiated service model [DSR99, CQ03, PCL95, LASS01] have been intro-
duced to address the problems arising from best effort computing. In the ab-
solute guarantee model strict and individual QoS requirements are expressed
for classes, while in the proportional differentiated service model classes are
differentiated by specifying the relative QoS among the classes. This thesis is
based on the absolute guarantee model, since reliable performance is required
in many real-time applications. This predictability is hardly captured using
the proportional differentiated service model.

Looking at the absolute guarantee model, Rajkumar et al. presented a QoS
model, called Q-RAM, for applications that must satisfy requirements along
multiple dimensions such as timeliness and data quality [LLRS99]. However,
they assume that the amount of resources an application requires is accurately
known, otherwise optimal resource allocation cannot be made. Goddard and
Liu, and Brandt et al. presented task models where the parameters of the
tasks (e.g., period) that represent QoS change at run-time [GL04, BBLB03].
However, in their model it is not possible to specify the importance of the
tasks in contrast to the model presented in this thesis.

Abdelzaher et al. used feedback control to sustain absolute service dif-
ferentiation in web services [ASB02]. Virtual servers with fixed bandwidths,
implemented using utilization controllers, are used to provide performance
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isolation between competing client sites. The techniques presented in this
thesis for managing differentiated real-time data services are similar to that
of Abdelzaher et al. in that we also use virtual servers to isolate the per-
formance of the classes. However, the results of this thesis apply within an
RTDB context taking into consideration other aspects, e.g., QoS requirements
and importance of transactions.

8 Future Work

A set of future research problems are listed below. These problems are divided
into real-time data services and QoS control.

8.1 Real-Time Data Services

Derived Data Management

In this thesis, we have not addressed derived data management. A derived
data object is computed from a set R of base or derived data objects. Com-
puting derived data may be relatively expensive, including complex logical
and/or arithmetic computations. Hence, it may not be acceptable to recom-
pute a derived data object every time a data object in R is changed. Another
option is to block the transaction trying to access a derived data object that
is out-of-date. This means that we update the derived data on-demand. How-
ever, the waiting transaction may miss its deadline if it takes too long time
to compute the derived data. Initial studies on derived data management
are reported by Gustafsson et al. [GH04b, GH04a], where it is assumed that
the worst-case execution times of the transactions are known, which differs
with the set of assumptions made in this thesis (execution times estimates are
unknown/inaccurate). As such, derived data management in RTDBs under
uncertain workload is still an open problem.

Real-Time Data Services in Energy-Constraint Environments

The need for data storage and processing in data-intensive computing systems,
which are powered by batteries or other limited sources of energy, increases.
For example, the wireless communication in WSNs is very costly and the trend
points toward increased data storage and processing in the actual network
[IGE+03, SRK+03, MFHH05]. In general, the energy consumption of a node
increases as the quality of sensed data (QoD), defined in terms of sampling
rate or precision of data, increases. Since the nodes run on limited energy it
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is of paramount importance to adjust QoD such that requirements on lifetime
can be met. This calls for platforms that not only maintain data, but also
allow flexibility in trading QoD for lifetime, and mechanisms for automatically
setting QoD such that lifetime requirements are met despite unpredictable ar-
rival pattern of sensor data and queries. To this end, techniques for providing
real-time and energy-aware data services need be explored.

Mixed Workloads

In this thesis we have assumed that applications can tolerate a certain level
of imprecision (see Section 4). In general, a system may host a mix of non-
imprecise and imprecise computations, i.e., tasks that only return precise re-
sults in combination with tasks delivering results of varying precision. For
example, in the work of Kang et al., it is assumed that transactions either miss
their deadlines or return exact results [KSSA02, KSS04]. A system hosting
both non-imprecise and imprecise computations must ensure the QoS require-
ments of each workload type. A similar architecture as presented in Paper 3
and 4 may be employed, where servers can be used to execute a certain work-
load type. However, this architecture needs to be extended to handle various
QoS metrics, types of controllers, and schedulers.

8.2 QoS Control

Optimum Average Response Time Estimation

The response time of tasks is a key metric in real-time computing. Recall
from Section 2.1, that the response time is defined as the time it takes for a
released task, i.e., a task that is made ready for execution, to be completed.
In real-time systems there are different kinds of response time requirements.
For hard real-time systems, we require the response time to be less or equal
to the relative deadline. In other types of systems, for example soft systems,
we may require the average response time to be at a certain level.

Queueing theory can be used to compute the CPU utilization necessary for
achieving a certain average response time [WTB96]. However, the actual re-
sponse time may deviate from the desired one due to the simplifications made
regarding arrival and service patterns. As such, there is a need to explicitly
control the average response time, rather than controlling the utilization. As
shown in this thesis, however, average based metrics such as the average re-
sponse time, contain measurement disturbance. The disturbance decreases in
variance as the number of completed tasks increases during a sampling inter-
val. In other words, the disturbance decreases as the data set, over which
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the average response time is formed, increases in size. As such, an accurate
estimate of the average response time in the presence of the measurement
disturbance is important in order to obtain a good measure of the system
state.

The goal of our work is to develop estimators that remove or reduce the
disturbance in the measured average response time. Using the estimator we
get a more accurate representation of the system state, i.e., the average re-
sponse time. This is useful for feedback control of average response time as
well as logging of the system performance. The former results in an increase
in performance reliability as the average response time will be closer to the
desired level.

Adaptive Control

The feedback control policies used in this thesis assume that the dynamics of
the controlled system does not change at run-time, i.e., the behavior of the
controlled system is time-invariant. Hence, the control algorithm parameters
are tuned off-line and are constant throughout the operation of the system.
However, as mentioned in Section 7.3, the behavior of soft and firm real-
time systems is typically time-varying due to significant changes in load. For
example video on demand systems, which allow users to select and watch
video over a network, have become very popular lately. The workload applied
on such a system varies considerably throughout the day, resulting in the
dynamics or the behavior of the controlled system to change. This means
that the control parameters, which were derived off-line assuming a certain
workload, may no longer be valid once the workload changes. This in turn
results in a degradation in QoS management, e.g., the controller may not react
sufficiently fast to transient overloads.

This is addressed by employing adaptive control algorithms [rW95] where
the behavior of the controlled system is monitored at run-time and the control
algorithm parameters are updated accordingly. This way the controllers can
continuously adapt, thus, providing similar control performance even when
the workload characteristics changes. Initial results reported in [LALT02,
LAT03, ABH+07] indicate that it is indeed possible to track the changes in
the controlled system. However, there are still some remaining unanswered
questions. One issue deals with the so-called ill-conditioned workload, namely,
the case when the workload does not change considerably or has reached a
steady state. This results in the model estimation of the controlled system
to fail. Efficient methods for enabling adaptive controllers to work during ill-
conditioned workload need to be developed. Further, using adaptive control
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the behavior of a controller is constantly changing and, as such, there is a
need to develop methods for monitoring the activity of the controller.

Control of Large-Scale Computing Systems

Control in computing systems has for the most part considered simple systems
consisting of one node, and one or few control signals. Although distributed
variants have begun to appear, e.g., [LWK04, WJLK05], there are still several
open questions that need to be addressed. Complex systems consisting of
several nodes inter-connected by networks presents great challenges in terms
of modeling and control of end-to-end service performance. Let us consider
two example applications, namely an e-commerce and a telecommunication
application.

E-commerce systems typically consist of several tiers, such as, HTTP, ap-
plication, and database servers. These elements may be connected over net-
works that are prone to congestion, and exhibit large and variable transmission
delays. The objective of such systems may be expressed in terms of business
indicators, such as end-to-end response time of client requests. To fully satisfy
the requirements of these systems it is necessary to control each element in
the tiers and the network.

The need of powerful and comprehensive tools for managing networks, e.g.,
cellular and IP networks, has increased dramatically due to the increases in
network capacity and number of services provided [FJMS00, GMOS02, MO02].
It is estimated that the operation and maintenance work of operators entails
a large portion of the operator’s total cost [Ols97]. The goal of operation
and maintenance is to decrease costs and to use hardware investments in an
cost effective manner. The activities involved in managing a network include
controlling and distributing load, and configuring network parameters, such
that the utility of the network is maximized while the risk of overload is
minimized.

There are a set of challenges in controlling such networks [GMOS02, MO02].
For example, the number of measurements (also called signals) that are gen-
erated and that need to be processed increases with the system complexity.
Previous approaches of processing the data centrally does not scale for new
generation systems, e.g., 3G systems. As such, there is a need to efficiently
gather, filter, and fuse data and present only the relevant information. Issues
such as observability is key to successfully monitor the system state. The
nature of these systems is intricate including interconnected subsystems with
varying system dynamics. A control architecture must not only handle com-
plex relations between the subsystems, but also enable efficient evolution of
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the automated operation and maintenance and allow easy integration of new
control functionality.

The goal of this research to study and understand the intricacies of mod-
ern computing systems consisting of networked computers, and to develop
methods for handling their performance. The control architectures must be
flexible to handle a wide variety of control problems, and be scalable to allow
the addition of new controllers.

9 Conclusion

As argued in this thesis, there is a need for QoS management of real-time
data services provided in unpredictable environments. Aperiodic request ar-
rivals and nondeterministic execution time of transactions make it difficult
to guarantee QoS during run-time. Feedback control has shown to be very
effective in providing QoS guarantees even if little is known about the arriving
workload. Using feedback information about the performance and QoS, the
system is able to continuously adjust its operations to meet stringent QoS
requirements.

The imprecise computation model is deployed in this thesis, allowing trans-
actions to deliver results of varying precision in exchange for workload. We
have taken the imprecise computation model further and applied it on data
as well. This combined approach of imprecise computation presents better
efficiency in managing overloads. Performance evaluations show that the pre-
ciseness of the data and transaction results is degraded during overloads in
order to admit and process as many transactions as possible. The QoS satisfies
a given specification during transient overloads and when accurate execution
time estimates are not available.

The future work consists of control of QoS defined by other metrics, such as
queue length and average response time of requests. To meet the ever demand-
ing challenges in tomorrow’s performance management of complex systems,
the presented approaches need to be extended with adaptive control. This
alleviates the need of controller tuning prior to running the system, since the
controllers automatically adapt to the prevailing dynamics of the controlled
system. Further, the difficulties in managing future computing systems go be-
yond the administration of single software environments. There is an increas-
ing need in integrating heterogenous environments into large-scale computing
systems that extends over the Internet. This presents tremendous challenges in
performance control, and new paradigms, architectures, and approaches must
be developed to cope with this increasing complexity.
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