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ABSTRACT

A problem in modern command and control situations is that much data is available from
different sensors. Several sensor data sources also require that the user has knowledge about
the specific sensor types to be able to interpret the data.

To alleviate the working situation for a commander, we have designed and constructed a
system that will take input from several different sensors and subsequently present the
relevant combined information to the user. The users specify what kind of information is of
interest at the moment by means of a query language. The main issues when designing this
query language have been that (a) the users should not have to have any knowledge about
sensors or sensor data analysis, and (b) that the query language should be powerful and
flexible, yet easy to use. The solution has been to (a) use sensor data independence and (b)
have a visual query language.

A visual query language was developed with a two-step interface. First, the users pose a
“rough”, simple query that is evaluated by the underlying knowledge system. The system
returns the relevant information that can be found in the sensor data. Then, the users have
the possibility to refine the result by setting conditions for this. These conditions are
formulated by specifying attributes of objects or relations between objects.

The problem of uncertainty in spatial data; (i.e. location, area) has been considered. The
question of how to represent potential uncertainties is dealt with. An investigation has been
carried out to find which relations are practically useful when dealing with uncertain spatial
data.

The query language has been evaluated by means of a scenario. The scenario was inspired
by real events and was developed in cooperation with a military officer to assure that it was
fairly realistic. The scenario was simulated using several tools where the query language
was one of the more central ones. It proved that the query language can be of use in realistic
situations.

This work has been supported by the Swedish Armed Forces.
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Chapter 1
Introduction

In modern command and control situations one problem is not to
have sufficient data, but to find relevant information to get an
overview of the situation. A lot of sensor systems have been and
are being developed. These sensor systems include many differ-
ent types of sensors, some of them attached to various platforms.
A sensor system can, for instance, be an UAV (unmanned aerial
vehicle) carrying cameras or other sensors that can monitor an
area, or it can be a recording of radio traffic. Most of these sys-
tems work independently and all of them generate large
amounts of data. To allow a commander to get an overview, sev-
eral different systems are needed to build a picture of the cur-
rent situation. The commander needs assistance to bring all this
information together, to weight evidence and to fuse the infor-
mation to get a better understanding of the situation.

In many current sensor-based information systems detailed
knowledge about the sensors is required. Therefore, sensor
selection has been left to the users who supposedly are sensor
experts. However, in real life this is not always the case. A com-
mander who is organizing the work in a large operation cannot
be an expert on all sensors and sensor data types. Thus, systems
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with the ability to handle this kind of low-level information
without help from the user need to be developed.

What furthermore is required to simplify the working situa-
tion, is a visual interactive environment that will make it possi-
ble to search for information using terms familiar to the end-
users. Such a concept should not be allowed to be too application
oriented and the terms must at the same time be both effective
and efficient [Nie94].

A commander needs many different types of support. In this
work, the focus is on finding the information that a commander
needs to get an overview of the situation.

In this thesis some important aspects are presented that have
to be considered when creating such a system as well as a
description of a complete system that fulfil these aspects. A pro-
toype that has been implemented is also be presented.

1.1 Issues and contributions
The goal of the work presented in this thesis has been to develop
a visual query language that works in a command and control
situation based on the ΣQL (Sigma query language), (see section
1.2.). The query language will be a part of a query system that
includes all the processing stages from sensors to the user.

To achieve this, there were many problems that needed to be
overcome. The most important issues to be solved were:

 • In a command and control system there is a lot of data. Pre-
senting it all at the same time does not contribute to any
understanding. Thus, it needs to be simple for the user to
make a rough filtering, which also has to be efficiently imple-
mented.

 • The system needs to be able to treat many different sources
of data without demanding a lot of technical knowledge from
the user.
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 • Apart from the rough filtering of data, the user must also be
able to define more precise queries. These queries must occa-
sionally delimit the properties of the various objects and put
the objects in relation to each other.

 • A sufficiently powerful and flexible visual user interface
needed to be designed that is easy to learn and use.

 • As sensor data are inherently uncertain, the system must be
able to manage uncertainties as well.

The design of the whole query system was a teamwork that
included 10 people. Although the work presented in this thesis is
concerned with the user interface, an overview of the whole sys-
tem is also given so that we fully understand how it works. The
contributions to the query system are:

 • An overview of the aspects that are important to consider
when designing a query language for searching through
large amount of uncertain spatial and temporal data.

 • The design of a visual query language for searching through
spatial and temporal data that fulfills the above mentioned
aspects.

 • A method for managing uncertain data.

One of the advantages with such a query system is that the user
is not restricted to querying the system about things that just a
single sensor may contribute with. He or she might also make
queries that use the combined information from several sensors.
The user can, for instance, ask for the location of all blue vehi-
cles that have their engines running. This query requires infor-
mation both from an infra-red camera to see if the engine is hot
and from a camera in the visual range to see if the vehicle is
blue. The user does not have to restrict the queries to informa-
tion from a single sensor, but is free to make the queries inde-
pendent from the cooperating sensors. The system will then
autonomously find out which sensors that are appropriate to use
in every single case. The response will also, normally, be better
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because the information is based on several different sources
instead of one only, which contributes to make the result less
uncertain.

The focus in the development of a visual query language has
been on the posing of the queries. There is a need to make user
tests. Presently there have only been discussions with a few
potential users, and the system has been verified to function for
realistic scenarios, but no real user tests have been made. Unfor-
tunately there has not been time or funding to make such tests
within the scope of this work.

1.2 The original ΣQL
The query language ΣQL [Cha98],[Cha04] can be described as a
tool for handling spatial/temporal information from heterogene-
ous sensor data sources where each sensor generates spatial
information in a temporal, sequential order. 

Queries in ΣQL are based on σ-operator sequences. In prac-
tice, the queries in ΣQL can be expressed in a syntax similar to
SQL [Elm00]. ΣQL allows a user to specify powerful spatial/tem-
poral queries for both multimedia data sources and multimedia
databases, eliminating the need to write separate queries for
each. A ΣQL query can be both separate and in combination and
is processed in the most effectively by first selecting the suitable
transformations of multimedia data to derive the multimedia
static schema, and then processing the query with respect to the
selected multimedia static schema.

Below is in example 1.1. is a ΣQL-query formulated in the
SQL-like syntax. This query extracts all the video frame col-
umns containing entities with the name John and entities with
the name Bill. 



INTRODUCTION

5

Example 1.1: A ΣQL-query.

1 SELECT name
2 CLUSTER PUBLIC *
3 FROM
4 {
5 SELECT x
6 CLUSTER { x: PUBLIC * }
7 FROM
8 {
9 SELECT time
10 CLUSTER { time: PUBLIC * }
11 FROM Video
12 }
13 }
14 WHERE name CONTAINS ‘John’ AND name CONTAINS 
‘Bill’

The syntax is very much like SQL except for the CLUSTER
statement. That statement can be seen on lines 2, 6 and 10. The
word "CLUSTER" indicates that objects belonging to the same
cluster must share some common characteristics (such as hav-
ing the same time parameter value)

1.3 Outline
Chapter 2 and 3 describes aspects that need to be considered
when designing the type of query system that is discussed here.
Chapter 2 focuses on the user related aspects while chapter 3
concerns the technical aspects of the query system. Chapter 4
contains an overview of the whole query system that has been
designed, while chapter 5 describes, in more detail, the query
language that is a part of the query system and that is the focus
of this thesis. Chapter 6 shows how the query system has been
used in a realistic scenario with special focus on how the query
language can be used. Chapter 7 summarizes the results and
points out some possible future work.
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Chapter 2
User related aspects

Several vital issues need to be considered when designing a
query language for command and control situations. The most
important aspects concern the user interaction, which will be
discussed in this chapter. 

2.1 User domain
The user domain that we have focused is the command and con-
trol situation [Alb06] and this may include both military and
civilian applications. Command and control can be defined as:

The exercise of authority and direction by a properly des-
ignated commander over assigned and attached forces in
the accomplishment of the mission. Command and control
functions are performed through an arrangement of per-
sonnel, equipment, communications, facilities, and proce-
dures employed by a commander in planning, directing,
coordinating, and controlling forces and operations in the
accomplishment of the mission. [JP01]
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Command and control is the traditional way for the military to
lead the troops but civilian organizations, for example, the fire
brigade and the police, use similar methods. The big difference
between military and civilian groups using command and con-
trol is that the military usually has a strict and well defined
hierarchy. When, for example, the fire brigade and the coast
guard work together there is not always a well defined chain of
command.

To support the commander there are usually some tools that
as a collection often are called a command and control system or
a crisis management system. These tools can be loosely or
tightly interconnected.

The command and control situation is quite complicated.
There may be long periods of time when essentially nothing hap-
pens, and then suddenly an event occurs that triggers a chain of

Figure 2.1: A possible view from a 
command and control center.
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reactions and data starts to pour in and the commander needs to
make fast and correct decisions. To add to the stress, there are in
many cases lives at stake both in the military and in the civilian
context.

A query system in a stressed situation must deal with all
kinds of data to help the commander to form a picture of the cur-
rent situation and of possible future developments. It should
also be easy to use but at the same time flexible as it is impossi-
ble to predict all possible situations where it might be used.

2.2 Sensor data independence
A person responsible for the management of a command and
control situation is usually not a sensor expert, and if he/she
happens to be such an expert, it is probably on just a few sensor
types. It can easily happen that the focus is on the sensors that
are well known, and that have proven to be useful in the past.
One does not always take into consideration that in the current
situation there may be other sensors available that can provide
important information. It is also easy to regard only one sensor
and not weight in the result from the other sources to get an
improved picture of the situation. This is even more accentuated
in stressed situations and can lead to serious mistakes during
the decision making process. 

The accident at Three-Mile Island is an unfortunate example
of where a lot of information, some of it contradictory, came to an
operator and who found it most difficult to decide which sensor
to trust and which to disregard. Thus, the operators did not real-
ize what was happening until it was too late [NRC80]. Another
accident involved the high speed ferry Sleipner which ran
aground because the captain focused too much on the radar
screen and did not use the electronic chart and visual informa-
tion, which probably would have prevented the accident
[NOU00]. 
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Working with different types of sensor data sources is for the
most part complicated indeed. First the sensors that are rele-
vant to the task at hand must be selected. After that the data
from the various sensors need to be analyzed with respect to the
information needed by the user. In the end, the process must
also include a sensor data fusion step to combine the analyzed
data from the set of multiple sensors. This process requires
knowledge not just about which information the user currently
needs but also knowledge about the sensors and the data gener-
ated by them. This knowledge consists of three parts: (a) knowl-
edge about which object recognition algorithms that should be
used to process the data, (b) information about which data that
are available at a certain period in time and (c) the areas cov-
ered. Such a working situation cannot be tolerated and therefore
means to overcome this complexity must be identified and han-
dled.

In order to diminish the workload and to reduce the risk of
mistakes the command and control situation needs to be simply-
fied. A system is needed that makes it possible for a user to
interact with the system without knowledge about the sensors,
raw data, or the analysis algorithms. This also includes other
technical aspects, for which users normally do not possess the
required knowledge and which they should not necessarily be
forced to have. Thus, all these means must somehow be carried
out by the query system. With such a system users can focus on
the task at hand and do not have to worry about interpreting
sensor data or deciding which sensor to be used. The property
capability of hiding the technical sensor details from the users
and present the important information in terms that the users
are familiar with is called sensor data independence
[Jun02],[Sil04].

The sensor data independence has similarities with interoper-
ability. The system is not dependent on a certain sensor to per-
form. The result from the system is as good as the combined
strength of the available sensors and algorithms. This also
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means that new sensors can be added and old sensors can be
removed without having the need to inform the users. Thus, the
system can be incrementally improved as the sensors and the
algorithms are improved. This incremental improvement of the
system is what makes it interoperable.

2.3 User interaction
When constructing a query language, it is necessary to consider
how the interaction with the users should be designed [Sil03]. A
relevant question is why a language needs to be constructed at
all. Is it not possible for the system to understand plain English?
Unfortunately, it is very complicated to make a machine under-
stand the full complexity of a natural language, because lan-
guages are always complex, irregular and, not least, imprecise.
Above all, they are human tools for eye-to-eye dialogue. There
are two solutions to this. Either we must modify the natural lan-
guage, make it simpler, regular and precise, or construct a new
and more formal language. When limitations are imposed on a
natural language it becomes quite frustrating to learn and
remember since we know the language. Instead, it is usually bet-
ter to construct a new language specialized to the tasks that
need to be performed. A language in this context is, of course,
not limited to characters and symbols, but includes all possible
interactions between a human and a machine, i.e. mouse move-
ments, buttons, graphics, etc. In general, users easily accept
graphical user interfaces that follow the normal windows stand-
ard of interaction with mouse, keyboard and graphical display
[Nie94].

The input part of the user interface is how the user specifies a
query. It has to be flexible so that the user can formulate precise
queries, yet easy and efficient to use. In the command and con-
trol situation the aspects that are required to accomplish this
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are the keywords where, when and what which can be translated
into area, time and object [Sil03].

Selecting the area can be done in several ways. It would be
possible to express the area limitations with textual descriptions
like “All of Linköping County”, but as mentioned before natural
language easily becomes ambiguous in this context. In most
cases, it is probably best to make the area selection by drawing a
square or another geometrical figure on a map.

Just as important as specifying the area is to specify the time.
The users are not interested in all past, present and future
points in time, but in a certain relevant time point or time inter-
val. A natural question would be: What was the situation at 16
o’clock? What data should be considered then? All data meas-
ured exactly at 16.00 sharp or should the time interval be wider?
In that case how wide? Probably, both a start- and an end-time
are required to clearly define what data should be used. There
are two possible ways to solve this. Either the user has to specify
start- and end-time, or the system has to use a default interval.
The default interval could vary with how specific the user speci-
fies the time. A way to visually let the users be more or less spe-
cific about the time is to have a timeline that can be zoomed in
and out. As shown in figure 2.2., example (a), the timeline is
zoomed out and the default interval might be ± 12 hours, at the
zoom-level in figure 2.2., example (b), the default interval might
be ± 30 seconds. 

Figure 2.2: Different zoom-levels on a timeline

1 March 2 March 3 March

16:00 16:01 16:02

(a)

(b)
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A completely different approach is to let the default interval
depend on the size of the area. The argumaent for this method is
that every m2 is not covered at all times and it takes more time
to fly over a larger area than a smaller, but also because moving
objects are moving shorter distances in larger areas than in
smaller ones relatively speaking. The most common point in
time to ask queries about is the current time, i.e. now. In that
case determining the default interval by using specificity is
impossible, but using the size of the area is a convenient solu-
tion. In some other cases a combination of both approaches for
determining a default interval can be used.

A related issue is if the query should be executed only once or
be repeated over time. In a command and control situation work
is often a matter of waiting and monitoring the situation to see if
something happens. Due to this it is important to have the pos-
sibility to repeat the execution of the queries over time. If the
user says Show all objects in the area of interest from now on
until midnight; respond every 15 minutes. What does the user
mean by that? Should the system respond every 15 minutes
using only data collected during the last 15 minutes or using all
data collected from the query start-time or all data collected dur-
ing, say, the last 1 hour? When asking for a repetition the user
also has to define how old data should be used in each query. It
could be from a fixed point in time or from a time relative to each
answer-time. For a single query the user just needs to specify
start- and end-time. For a repetitive query, onethe other hand,
the user must specify start-time, end-time, interval between
responses and the time span used to answer the query in each
response as illustrated in figure .

To specify which kind of objects the user is interested in the
obvious solution is to ask for the object’s type, e.g. bus, car, boat.
But that may not always be enough. Sometimes the type of the
object is not relevant, or at least not the only property of the
object that is relevant. Attributes, status values, conditions or
relations with other objects may be of importance as well. An
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attribute is something associated with the object, for instance
colour, length and height. Status values are something that the
object has temporarily and which change over time, like speed,
orientation, position and temperature. The user has to be able to
specify restrictions for the objects based on their attributes and
status values.

It is also necessary to have the possibility to relate the differ-
ent objects to each other. Relations are topological relations like
on top of, beside and after as well as relations like distance to and
direction to, and many more. By using these relations in our que-
ries we can specify almost anything, for instance, a car with a
trailer that is exceeding the speed limit on a certain road.

15.00 16.00

Figure 2.3: Data selection over time

The figure describes one possible way of selecting the data
used when answering the query: Show all objects in the area
from 15.00 to 16.00 respond every 15 minutes with a time span
of 30 minutes.
Every 15 minutes the display is updated displaying data col-
lected the last 30 minutes.
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Chapter 3
Technical aspects

In the previous chapter, a number of user aspects were men-
tioned which are necessary to consider when creating a query
system. Similarly, there are also technical limitations to con-
sider. The main technical limitations relate to limitations in sen-
sors, uncertainty in data, data fusion and GIS-data. There are
two types of such technical limitations, one due to theoretical
“impossibilities” and the second due to practical circumstances.
The theoretical limitations are such that no matter what we do,
it will be impossible to get a perfect result. Uncertainties in data
are examples of theoretical limitations, which will nevertheless
exist, and data fusion is a method associated with technical lim-
itations, which can never give the perfect result. The practical
limits imply that both time and money are needed for sufficient
results, ususally more than the result is worth. These limits can
be found in sensors, which continually keep getting better speed
and resolution, and GIS-data, which due to commercial reasons
always have a limited accuracy, which again is a type of uncer-
tainty. In this chapter, these limitations will be explained and
discussed, but also the constraints they put on the query system.
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3.1 Sensors
Different sensors have different capabilities. Some sensors can
be used to determine the size of an object, for example video or
laser radar. Others can detect if the engine of a vehicle is run-
ning, for example acoustic sensors or an infrared camera. Even
if a sensor has the possibility to register something, an algo-
rithm is needed to process the sensor data and retrieve the
requested information. Advanced algorithms can gather more
information from the sensor data.

The capabilities of the sensors are also dependent on weather
and light conditions. A satellite sensor that works in the visual
spectrum will not register anything more than clouds on a
cloudy day. A radar satellite, on the other hand, is not sensitive
to the same matters. During the night, a normal video camera
will not register useful things, while an infrared camera may
continue to gather useful information. Thus, it is not only the
weather conditions, but also the time of the day that matters.

As explained in chapter 2.2., sensor data independence is
desirable to make the situation easier for the user. To manage
this, we need a system that can understand the limitations of
the sensors, this capacity during optimal conditions, but also
which conditions in the environment that negatively effect the
sensors’ ability to register data. The system also needs to know
what algorithms are available and which type of sensor data
they can process. It is, for example, possible to use an algorithm
that can be applicable to both normal video and infrared video
[Jun03].

Another issue concerning sensors is coverage. Unfortunately
the sensors do not cover all areas at all times. The coverage can
be classified into three different groups as shown in table 3.1. To
make the system work properly, we need to have a database that
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keeps track of where and when the different sensor data are
aquired.

3.2 Uncertainty
When a human sees something he or she may not always be
completely certain of what he or she sees, which is due to uncer-
tainties. The uncertainty can have many different causes. Per-
haps he or she has the sun in the eyes, or the object is too far
away to be seen clearly. It can also be the case that it is not the
expected object but something very similar. For example when
meeting a twin it is very common to make mistakes. Thus, a
human is in usually not completely sure when relying on his
eyes only instead of all senses available.

In the same way, artificial sensors have their limitations. They
may not have a high enough resolution, or they only see a lim-
ited part of the electromagnetic spectrum, or the weather may
be bad. Thus, they may not always have the possibility to distin-
guish individual objects of the same type from one another.

If it were possible to construct sensors with almost infinite
resolution, cloud penetration, etc., we would still have the prob-
lem of processing sensor data. To understand sensor data, that
is, to make information of it, to interprete its infological content,
we use algorithms which process the data. These algorithms
also have their limitations. Humans can rely a lot on their mem-
ories when interpreting what they see; it is easier to recognize a

Table 3.1: Different aspects of sensor coverage

Type Coverage Example

Stationary Covers a fixed area perma-
nently

Surveillance camera

Moving Moves around, covers 
different areas over time

Laser radar carried 
by a helicopter

Intermittent Covers a limited area momen-
tarily.

Intelligence report
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person that we know very well even if the circumstances are
bad. But just like a human can make mistakes when looking at
unfamiliar things, the sensor processing algorithms have a lim-
ited knowledge base. They also have the practical limitation of
processing time. A usable system needs to be able to process
data at the same speed as they are gathered, otherwise the
amount of unprocessed data will continue to grow. Thus, if the
system has to process large amounts of sensor data in real time,
the processing needs to be simplified. This could for instance be
done by using simpler and faster algorithms to find the relevant
information and then apply more complex, slower processing on
these smaller pieces of data, like an indexing technique. This
sort of processing will be faster, but it will nevertheless increase
the risk of missing something important.

It is much easier for a human to recognize somebody that he
knows well. Thanks to experience. He has seen that person from
several angles dressed in various clothes before. Similarly, the
efficiency of sensors can be improved by creating knowledge
bases and combining, fusing results from different sensors
[Han01]. But even so, sensors together with their processing
algorithms will never give results that are perfect.

A system that manages uncertain information needs to have
some sort of system to keep track of the amount of uncertainty in
the information. It is usually difficult for a person to do such an
estimation. For sensors it is easier since it is possible to run a lot
of simulations and from that find a formula on how to calculate
the amount of uncertainty. But even for sensors it is not always
simple. To produce comparable belief values for different sources
has proved to be a non-trivial task.

In a system that manages information from different types of
sources it is important to be able to handle uncertainties in all
cases. An approach that may handle these problems should
therefore be qualitative instead of strictly numerical (quantita-
tive).
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3.3 Data fusion 
Humans also use several of their senses in combination. They
listen to footsteps and note the smell of a certain perfume etc. to
enhance recognition. Similarly the result from different sensors
can be combined.

When sensor data have been processed, more than one sensor
may have registered the same object and different aspects of it.
These results may have to be fused into a single representation
of the object that can be presented to the user. In the simplest
case, the sensors have seen the object at the same place and at
the same time. In that case it is possible for the system to
assume that actually the same object was registered by the var-
ious sensors why the information from the different sensors sim-
ply can be fused. In more complicated cases, the object is not
registered at the same time and possibly not at the same place
either. This case may possibly also occur when the same sensor
has seen the same object at different locations in time. This
problem is generally called the association problem [Han01] and
is considered to be a serious problem. A lot of research has been
carried out to solve this problem. But in the end, there can only
be guesses of varying certainty.

Apart from the association problem, there is also the problem
of actually putting the information into one record. If the sen-
sors have completely different capabilities, for example, one reg-
isters colour while the other registers sound, it is just the simple
matter of joining the information into one record. But in many
cases the sensors have overlapping capabilities. Both may, for
instance, be able to detect the length and the width of an object.
How can fusion be completed when these characteristics differ?
It is possible to use the belief value that was associated to the
detection by the sensor and the detection algorithm. But it is not
always obvious how to carry this out in practice. We might have
the case where one sensor (with 65% certainty) says that the
object is 2 meters long and two other sensors (with 50%) ser-
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tainty indicates that it is 3 meters. In this case we have no clear
answer of the length and it is therefore difficult to find a good
fusion technique.

Data fusion is a vast reseach topic. It is impossible within the
scope of this current work to solve both the association problem
and and the fusion of heterogenous data sources. Thus, the aim
has been to use existing techniques and to adapt them to the
command and control situation.

3.4 GIS data
In addition to sensor data it is useful to have some kind of con-
text or background information of the area that the sensors are
covering. The natual choice is to use GIS data for this purpose.
Popular paper maps are one type of GIS data. They are available
as raster data, i.e. a picture. Pictures can easily be interpreted
by a human but it is much more difficult for a computer to get
some information out of themt since they require massive image
processing. They are ideal to use in user interactions, that is
when a user is specifying a query. They can also be used as a
background or context information when results are presented.
GIS data are also available as vector data. These data are struc-
tured in a standardized way and can thus more easily be used by
a computer. They are also useful when searching for features in
terrains like roads and houses.

GIS-data are always represented in different scales where a
certain scale is intended to be used for a certain application.
This is especially the case with raster data. Which, if zoomed out
to far get muddled and, if zoomed in too much, get pixilated.
This limitation also applies to vector data, but not to the same
extent because vector data is generally represented in much
higher resolution. However, vector data intended to be used at a
larger scale is less detailed than vector data intended for a
smaller scale. This makes the vector data intended for a larger
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scale faster to process, but also a bit more inaccurate that vector
data intended for a smaller scale.

One should also be aware that since GIS data is the result of
sensor data gathered by cameras mounted on airplanes and sat-
ellites, GIS data also contains uncertainties for all the reasons
that have been mentioned in section 3.2.
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Chapter 4
The query system

The query system can be seen as a tool for the handling of spa-
tial/temporal information originating from various sensors and
an application of this information to an information fusion proc-
ess. A query system of this type must be able to handle large
data volumes because most sensors generate large quantities of
data in very short periods in time. Another aspect to consider is
that most user queries may be concerned with data from more
than one sensor. This will consequently lead to complex internal
query structures, because the use of data from more than one
sensor may require methods for multiple sensor data fusion.
However, this does not affect the users and their work since they,
due to the sensor data independence, are neither involved in the
sensor selection nor in the processing of the sensor data. 

The query system contains a number of different components,
see figure 4.1. These components have been developed in coordi-
nation and collaboration with different co-workers from other
diciplines to assemble a complete, working query system
[Hor04]. The different parts will be presented in this chapter,
except for the user interface and query interpreter. Together,
these two parts are called the query language and that is the
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main part of this thesis. The query language will be presented
and thoroughly explained in chapter 5. 
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Figure 4.1: An overview of the query system
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4.1 Sensors and algorithms
Sensors are the main data sources of the system, because they
have the capacity to monitor the world around us. In figure 4.1.
four different sensors are presented: CCD camera, infrared cam-
era, laser radar and Synthetic Aperture Radar (SAR). They are
technical instruments that measure the environment and they
represent the types of sensors that were used during the devel-
opment of this query system. Other types of data can be used as
well, for instance, intelligence reports and newspapers, but
these types of data have not been included yet.

Sensors can roughly be divided into two groups: sensors for
detection and sensors for recognition of objects. In general, sen-
sors for detection of objects cover large areas quickly, mostly in
low resolution. They can be used to locate if there is something
worth taking a closer look at. Sensors for recognition of objects,
on the other hand, usually cover smaller areas but in a higher
resolution and can thus be used to recognize types of objects. The
result depends, of course, on the algorithms applied to the sen-
sor data. There are both rougher, faster algorithms and slower,
more accurate algorithms. Sometimes, data from a certain sen-
sor can be used for both detection and recognition by first apply-
ing a rough algorithm and then a more accurate one where
something interesting has been found. The system utilizes this
technique in order to speed up the recognition process [Hor04]

Interoperability is also an important feature of the system.
This means that sensors can be connected and disconnected to
the system without informing the user and without any new
technical implementations or installations. This requires a
standardized interface between the algorithms and the knowl-
edge system. All sensors need to present their coverage in a
standardized format to count as input to the meta-database. The
capabilities of the sensors and the sensor data algorithms need
to be present in the ontology. The algorithms also communicate
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with the knowledge system according to a standardized format
developed within this project [Hor04].

4.2 Target models
In the target recognition process, sensor data are matched
against models stored in the target model library. These models
are described in terms of 3D structures and their simulated
appearance as registered by the different kinds of sensors. These
models are commercially available from different providers and
are therefore not developed for the purpose of this project.

4.3 Meta-database
The meta-database contains information about sensor data.
This simply includes when and were data were collected. It also
contains information about the quality of the collected data. 

The meta-database is used to quickly find the data sources
that can be used to resolve a query. In the future, it would also be
of importance to have other context information stored in the
meta-database, for example information about how the data was
collected but also other types of background information might
be useful.

4.4 Ontology
The purpose of the sensor data independence concept introduced
in chapter 2.2. is to simplify the use of the system and to let the
system take the responsibility when deciding which sensors and
which sensor data analysis algorithms that should be applied
under given circumstances in response to a particular query. To
support this activity, an ontological knowledge base system has
been developed [Hor02], [Hor03]. This is a step towards a gen-
eral technique to generate/refine queries based upon incomplete
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knowledge about the real world. However, the knowledge repre-
sented in the ontology differs from knowledge in other domains
in that it concerns not just object knowledge but sensor and sen-
sor data control knowledge as well.

The ontology is taxonomically divided into three parts: (a) the
sensor & algorithm part, (b) the conditions’ part describing
external conditions such as weather and light, and (c) the “thing
to be sensed” part describing the observed objects and their
properties and status variables. A simplified overview of the
ontology is presented in figure 4.2.

Thing

Recognition
algorithm

Sensor Thing to be
sensed

External
condition

SRA

Recognizable
object

Property to
be sensed

Weather
condition

Light
condition

Mobile
object

Immobile
object

HasSRA

HasSensorHasRA

Figure 4.2: Ontology overview

An overview describing the general knowledge structure
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The sensor and algorithm structure in the ontology can be
explained as follows. The SRA (Sensor and Recognition Algo-
rithm relations) concept models a “many-to-many” relation
between sensors and recognition algorithms, implying that a
certain recognition algorithm can be used to analyze data from
several different kinds of sensor types, and many different rec-
ognition algorithms can be used to analyze data from one certain
sensor type. This means that every single SRA can be used to
determine a sensor and a recognition algorithm that work well
together. The HasRA and HasSensor relations are used to model
this. The HasSRA relation describes which combinations of sen-
sors and recognition algorithms that are the most appropriate to
use under ideal external conditions (weather, time of day, etc).

The ontology also contains a part about external conditions.
Every rule about external conditions describes, in a rule-based
manner, the appropriateness of a certain sensor or recognition
algorithm given a complete set of external conditions. The result
of the described process is a prioritized list of appropriate combi-
nations of sensors and recognition algorithms to use in the given
query under the external conditions at the time and location
specified in the query. 

4.5 Data fusion
Data fusion is the process of combining several pieces of infor-
mation into a single piece of information that, in some way, bet-
ter describes the found object(s) and their relations than each of
the original pieces. As the system uses information from several
sources, and we only want to present a single result to the user,
data fusion process is an important part of the system. The
fusion method used in the query system has been developed by
Folkesson et al [Fol06]

The traditional approach is that collected data are processed
to give the best possible result from each data source. Data from



THE QUERY SYSTEM

29

each sensor used by the query system are handled by a sub-
query that eventually delivers its own result. When the process-
ing of all the sub-queries have been finished, their results are
fused into a single combined result [Han01]. 

The approach used here differs from traditional approaches
because fusion is carried out in two steps, see figure 4.3. The
main argument for using such an approach concerns perform-
ance requirements. To process all incoming data in a command
and control situation requires too much computational
resources, thus improvements to decrease processing time must
be made without degrading the value of the result.

The method has four steps, see figure 4.4. It begins by using
simple and fast algorithms to process the data to detect objects
and estimate simple attributes like length and width. These

Figure 4.3: Traditional fusion vs a two-step fusion.

Traditionally fusion is made in one step, but the query system
uses a two-step process.
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attributes are then fused to get a more accurate estimation of
the size of the object. The size of the object is used to select which
the possible objects, available in the target model database, that
can possibly match the found object. The third step is the actual
recognition step, which is performed by matching the nti object
data with the selected target models. This is normally a very
time consuming step, but with the attribute estimation the
workload is reduced significantly. Finally, the result from the
different recognition processes, corresponding to the different
data sources, are fused into a single result.

4.6 Knowledge system
The knowledge system includes an engine that accepts a simple
query containing restrictions only as regards area, time and
object types, and returns the matching objects that can be found
in the sensor data. The knowledge system calls upon services
from the parts of the query system that have already been pre-
viously presented that is the sensor data and the algorithms, the
target models, the meta-database, the ontology and the fusion
module. The method used by the knowledge system to evaluate
the query is first to build up a sensor dependency tree. This tree
will be used to execute the different services in a structured way.

Figure 4.4: The four step recognition process

The recognition process divided into attribute estimation and
model matching including fusion steps.
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The sensor dependency tree is similar to the concept of a query
plan in database theory. A query plan is used to perform query
optimization where the nodes represent the various database
operations to be performed [Hor03]. The query plan can be
transformed in various ways to optimize the processing of que-
ries with respect to some cost functions.

The information that the knowledge system considers in order
to build up the sensor dependency tree is:

 • What sensor data are available?
 • What algorithms are available for these data?
 • How are these algorithms affected by the external condi-

tions?

The first step is to find available data which corresponds to the
specified area and time. The information that supports this
search is available from the meta-database. As the meta-data-
base also contains information about the quality of the data, this
information can be taken into account as well. In this way it is
possible to disregard data of low quality if a number of different
data sources are available.

After relevant sensor data has been found, the system contin-
ues with the second step. In this step the system searches for
algorithms that can process these data. The information about
the algorithms and which sensor data that they can be applied
to is determined by means of the ontology, see figure 4.2. The
ontology also contains the information about the classification of
the algorithms. Some algorithms are useful for detection, while
other algorithms are useful for recognition. If possible, the sen-
sor dependency tree is constructed to begin with the detection
algorithms to guide the slower recognition algorithms. This
process is called cuing [Hor03].

In the third step, the external conditions are taken into
account. Given the external conditions on the time and location
indicated in the query, this step re-evaluates the selected sen-
sors and the recognition algorithms according to the rules that
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describe how appropriate the selected sensors and recognition
algorithms are under specific conditions. Using the knowledge
about the sensors and the algorithms in conjunction with infor-
mation about the objects to be sensed, and the rules describing
under what conditions certain sensors and recognition algo-
rithms are appropriate to use, the knowledge system determines
which sensors and recognition algorithms to use under the given
conditions. For example, IR (infrared) and LR (laser radar) sen-
sors can be used at night, while CCD (digital camera), which
normally gives excellent data, cannot. This information is used
to construct/refine the sensor dependency tree that, in turn,
determines in which order different sub-queries should be exe-
cuted.

Query processing is accomplished by repeated computation
and updates of the sensor dependency tree [Cha02]. During each
iteration, one or more nodes are selected for computation. The
selected nodes must not depend on any other nodes. After the
computation, one or more nodes are removed from the sensor
dependency tree. The process then repeats itself and eventually
the last node in the tree is reached. The last node of the depend-
ency tree is generally the fusion node, which performs the fusion
operation. Even though the fusion node is generally the last
node, there are normally fusion operations earlier in the query
process as described in chapter 4.5. After the fusion operation is
carried out the process terminates.

4.7 Query interpreter
The query interpreter performs the advanced processing of que-
ries. Only the most basic aspects of a query i.e. the location, time
and objects, are passed on to the knowledge system. The knowl-
edge system returns the objects which match the location, time
and type limitations. After that, the more advanced processing,
such as determination of the relations between the different
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objects and their restrictions on the properties, will be per-
formed by the query interpreter. This process is further
explained in section 5.4., as it is a fundamental part of the query
language and closely integrated with the user interface.
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Chapter 5
The query language

The theoretical part for the query language was initially devel-
oped by Chang, Costagliola and Jungert [Cha04], (see chapter
1.2.). Their query language ΣQL (Sigma Query Language) was
partly influenced by SQL [Elm00], but with multimedia addi-
tions. The logical base was thoroughly developed, but the user
interface was not important at that stage and thus it was very
poor and probably only possible to use by the researchers them-
selves.

As described in chapter 2.3., a language can be any kind of
user interaction. We have chosen to use a visual language as
user interaction, since this type of approach is familiar to many
users and it seems suitable in this case as the command and con-
trol environment can be noisy and periodically stressful. It is
useful to have the possibility to read the information on the
screen slowly and also possibly to re-read it. The visual language
has been developed over several years with continual improve-
ments [Sil04], [Sil05a]. As the query language is based on ΣQL,
it is called Visual ΣQL or V-ΣQL.
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5.1 Overview
The emphasis on the design of the visual user interface has been
to allow the users to describe their needs with terms that are
natural and simple for them. They do not primarily have direct
connections to the sensors and the terms that a sensor expert
would use. Because of this, the user interface is designed so that
the users can describe their intentions in terms of where, when
and what (see figure 5.1.). The where-part is simply concerned
with the constraints in space and has in this case been imple-
mented as a selection of an area on a map. The relevant time can
be chosen either by specifying the start and the end point in time
as absolute points, or by specifying it in relation to now, that is
the last 30 minutes. The user describes the what-constraint by
selecting objects from a list. The list contains all objects that the
sensors have a possibility to identify. In a simple case, these
three parts are enough to be able to make a query to the system.

The user has the possibility to visually specify attributes of
objects and relations between the objects to be able to make
more advanced queries. However, the user does not have a
choice of sensors. Instead, information will be available on which
areas and which times that are covered by any of the sensors. 

To create a more advanced query, the base is still a simple
query but it can be augmented by setting conditions on the
result of the simple query part. The conditions are formulated by
graphically described requested relations between the different
objects in the workspace, see figure 5.2. The relations will be fur-
ther explained in section 5.2.

The result of a query is presented in three ways: (a) on a map,
(b) in a table, and (c) through a query evaluation. On the map,
the objects are simply drawn at the known location. If the object
has been traced over a period in time, it is drawn as a line fol-
lowed by its last known location. The map can either display all
objects or just the objects currently selected in the table. If all
objects are shown the selected ones will appear in a different col-
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our than the remaining ones. In the table, a list of all the found
objects — with a possibility to see the properties of the objects —
is presented. The table contains all the objects that fulfill the
conditions in space, time, and type. The users can select objects
in the table. In the query evaluation, the user can see the graph-
ically drawn conditions. If there are any objects that fulfill a cer-
tain condition they will be green, otherwise red. When the users
select any of the boxes in the graph, the corresponding objects
are selected in the table and eventually marked on the map.
Thus, the users can easily see which objects that fulfill the dif-
ferent conditional parts of the query.

Figure 5.1: An example of a simple query in the visual 
user interface.
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5.2 Relations
Almost all objects can have relations to other objects. These rela-
tions can be of various types and in this context most relations
are of spatial or temporal type. Clearly, means for deciding these
relations must be available in the query system. Consequently,
this is the way to specify the details of the query. The type of

Figure 5.2: Workspace, the user interface for an 
advanced query. 
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objects is generally already set in the elementary part of the
query, but the relations delimit the answer to include only those
objects for which the relations are true. The relations can, fur-
ther, be unary or binary. Unary relations, which relate only to a
single object, are for example “colour equals blue” or “velocity is
greater than 50 km/h”. The binary relations can be either undi-
rected or directed. Directed means that the order of the involved
objects matters, for instance, the relation “before” gives a differ-
ent result depending on the order of the involved objects,
whereas the result of “equals” does not. The relations can be lim-
itations of space, time, properties or combinations of these (see
table 5.1.). 

Table 5.1: Categories of relations

Categories Examples of relations

Space inside

north of

behind

distance less than 50 meters

Time before

between 1 o’clock and 2 o’clock

less than an hour between

Attributes and 
status values

the name is Linköping

the velocity is greater than 50 km/h

the colour is red

Combination The objects meet (being at the same place at 
the same time)

It is driving too fast (the speed limitations 
depend on the position)
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When users select an object type and place it in the workspace it
is visualized as a box with the type of object written inside. Then
a user can select the relations and set the restrictions for the
objects. The relations are graphically organized on different pal-
ettes and are also visualized as boxes. When possible, a relation
is explained by means of an icon rather than in text, since that is
often simpler for a user to understand [Bon00]. Graphically,
objects and relations are connected with arrows (see figure 5.2.).
Everything passed between a pair of such “boxes” is represented
as a set of tuples. Output from an object box corresponds to a
tuple of size one. This tuple simply contains an item from the set
described in the object, for example, a vehicle. In a binary rela-
tion two different tuples are related to each other and the result-
ing output tuples may contain more than one element.

In the resulting tuple, the user can choose to include any parts
from the input tuples. For example, in figure 5.3. we have the
relation inside. In this example one of the participating sets con-
tains cities and the other set could be a result of a relation relat-
ing the cars to the nearby rivers. In this case we can relate the
cars to the cities to find cars that are inside the city (in this case
probably only car1, because Potomac flows through Washing-
ton). This will result in the tuple (<Washington, car1,
Potomac>). The resulting tuple from the relation can contain
car, river, and city, or any subset thereof, for example, car and
river, car and city, river and city, car, river, city. In figure 5.3. the
resulting set is shown where the tuple consists of river and city,
thus (<Washington, Potomac>).

The not operator (negation) can also be applied on all rela-
tions. This means that all results for which the relation would be
true is now false and vice versa. Not is visually denoted by draw-
ing a line diagonally across the icon (see figure 5.4.). 
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Figure 5.3: Details of a relation

Example (a) shows a relation where one of the tuples has
more than one element (coming from an earlier part of the
query) and where the result contains only a part of all possi-
ble elements. 
Example (b) shows settings of the input and output of that
relation.

{<Washington>}

{<car1, Potomac>,
<car2,Nile>}

{<Washington, Potomac>}

a. b.

Earlier query part
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5.2.1 SPATIAL RELATIONS

The spatial relations in table 5.1., showed some examples, for
example, inside, north of, behind, and distance less than 50
meters. These represent the four types of spatial relations avail-
able. The first one: inside, is one of eight atomic topological rela-
tions that have been defined by Egenhofer [Ege94]. The
remaining ones are disjunct, meet, equal, coveredBy, contains,
covers, and overlap (see figure 5.5.). When working with uncer-
tain data, the topological relations will become a bit different,
see chapter 5.3.. For example, the relation meet will not be pos-
sible since exact possitions can not be determined.

Figure 5.4: Not applied to the inside relation.

Figure 5.5: The eight topological relations.

disjoint contains/inside equals

meet covers/coveredBy overlap
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The second one: north of, concerns the direction of an object rel-
ative a given object. This type of relation is of course possible to
describe either with words, for example, east of, and south-south-
west o,f or by specifying the degrees which are desired, say 15 -
35 degrees. In most cases users will probably feel more comfort-
able with verbal descriptions even though they are more vague,
just because users are more familiar with them.

The third type: behind, is also a relative position of objects,
but this time the orientation of the source object is taken into
account.

The fourth type: distance less than 50 meters, is a relation that
concerns the spatial property, that is distance as a measurable
property. In this type the property is treated as number that can
be calculated with, and compared to fixed numbers.

5.2.2 TEMPORAL RELATIONS

The temporal relations in table 5.1. were exemplified by before,
between 1 o’clock and 2 o’clock, and less than an hour between.
These relations show the two types of temporal relations availa-
ble. 

The first type of relation: before, is one of 13 temporal rela-
tions defined by Allen [All83]. The complete set of temporal rela-
tions are: before, after, starts, started by, meets, met by, contains,
during, overlaps, overlapped by, equals, finishes and finished by
(see figure 5.6.). 

The remaining two types: between 1 o’clock and 2 o’clock, and
less than an hour between, exemplify when the temporal prop-
erty, time, is treated as a quantitative property; in the first case
in relation to absolute time, in the second one, in relation to the
time of another object.
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5.2.3 PROPERTY RELATIONS

The property relations concerns relations that constraint the
attributes and status values of an object. In table 5.1. this type
of relations was exemplified by the name is Linköping, the veloc-
ity is greater than 50 km/h, and the colour is red. 

The ontology, see chapter 4.4., contains information concern-
ing properties all types of objects can have. This information is
used to create all possible property relations.

5.2.4 COMBINED RELATIONS

All the above mentioned relations are built into the query lan-
guage. But the users also have the option to add further complex
relations that require components from several different basic
relations. This group of relations is called combined relations;
since they combine restrictions from several realtions. A typical
example of such a relation if the relation where two moving
objects meet. That relation requires that both objects have a

Figure 5.6: Visualization of Allen’s 13 
temporal relations.
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position close to one other, but also that this happens at the
same time. Closeness in time and location has to be treated as a
combined relation, otherwise the object might be seen several
times one of these times they can be close in time and another in
location.

The definitions of these relations are stored in an XML-file
(Extensible Markup Language) that the query system reads at
startup. This XML-file contains the definitions on how to evalu-
ate these relations, but also information about which icon to dis-
play and which palette it belongs to. The format of the XML-file
is defined by a DTD (Document Type Definition). This DTD is
shown below (see example 5.1. The XML-file starts with the tag
relations which contain several relation definitions as defined in
line 1. Every relation is defined by name, group, init (abbrevia-
tion for initiations) and algorithm, as shown in line 2. Name and
group are simply the name of the relation and the group or pal-
ette that it belongs to. Init contains icon, icon_small,
input_restrictions and possibly user_parameters, see line 5. The
two icons: icon and icon_small are paths that refer to image files
that will be used as icons for the relation, one large and one
small. Input_restrictions defines the possible inputs to the rela-
tion, see line 8 to 18. These inputs concern both which kind of
objects that can be used as input in the relation, but also if the
user is required to give any kind of input to set up the relation.

Example 5.1: The DTD-file that defines the format for 
combined relations.

1 <!ELEMENT relations (relation)+>
2 <!ELEMENT relation (name,group,init,algorithm)>
3 <!ELEMENT name (#PCDATA)>
4 <!ELEMENT group (#PCDATA)>
5 <!ELEMENT init (icon, icon_small, 
input_restrictions, user_parameters?)>

6 <!ELEMENT icon (#PCDATA)>
7 <!ELEMENT icon_small (#PCDATA)>
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8 <!ELEMENT input_restrictions (min_inputs, 
max_inputs, required_properties?)>

9 <!ELEMENT min_inputs (#PCDATA)>
10<!ELEMENT max_inputs (#PCDATA)>
11<!ELEMENT required_properties 
(required_property)+>

12<!ELEMENT required_property (#PCDATA)>
13<!ELEMENT user_parameters (user_input)+>
14<!ELEMENT user_input (text, initial_value, 
type, input_size)>

15<!ELEMENT text (#PCDATA)>
16<!ELEMENT initial_value (#PCDATA)>
17<!ELEMENT type (#PCDATA)>
18<!ELEMENT input_size (#PCDATA)>
19<!ELEMENT algorithm (function)+>
20<!ELEMENT function (name|parameter_selection)*>
21<!ELEMENT parameter_selection (function*, 
(input_object|partial_result 
|user_parameter_selection)?)>

22<!ELEMENT input_object (#PCDATA)>
23<!ELEMENT partial_result (#PCDATA)>
24<!ELEMENT user_parameter_selection (#PCDATA)>

Finally, the relation ends with the algorithm that defines how to
evaluate the relation. The algorithm is made up of a sequence of
functions. The functions are the basic relations described above.
These relations can take three different types of input: (a) the
objects, that are input to the relation, (b) the input from the user
as well as (c) results from functions that have been evaluated
earlier in the sequence. The last function always return a
boolean value, that is, true or false. This indicates if the combi-
nation of input fulfils the relation or not.

Below is an example of a relation as it is defined in an XML-
file (see example 5.2.). This relation is called on road and evalu-
ates true for objects that are on or close to roads. The relation
takes exactly two inputs (line 11 - 22). One of these relations
must have a position while the other must have a length, that is,
an object and a road. As roads are defined as lines without
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width, this relation requires the users to give input regarding
how far, in meters, from the middle of the road that is still con-
sidered the road (line 23 - 30). The algorithm begins by calculat-
ing the distance between the object and the road (line 33 - 41).
Then it determines if the distance is less than the buffer that
was given by the user (line 42 - 52). This is the result of the algo-
rithm, because if the distance is less than the buffer, then the
object is on the road.

Example 5.2: The XML-definition of the relation “On road”

1 <relation>
2 <name>On road</name>
3 <group>Demo</group>
4 <init>
5 <icon>
6 /data/images/icons/inside.png
7 </icon>
8 <icon_small>
9 /data/images/icons/inside_small.png
10 </icon_small>
11 <input_restrictions>
12 <min_inputs>2</min_inputs>
13 <max_inputs>2</max_inputs>
14 <required_properties>
15 <required_property object="1">
16 position
17 </required_property>
18 <required_property object="2">
19 length
20 </required_property>
21 </required_properties>
22 </input_restrictions>
23 <user_parameters>
24 <user_input>
25 <text>Buffer size (m)</text>
26 <initial_value>20.0</initial_value>
27 <type>integer</type>
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28 <input_size>20</input_size>
29 </user_input>
30 </user_parameters>
31 </init>
32 <algorithm>
33 <function>
34 <name>distance</name>
35 <parameter_selection>
36 <input_object>1</input_object>
37 </parameter_selection>
38 <parameter_selection>
39 <input_object>2</input_object>
40 </parameter_selection>
41 </function>
42 <function>
43 <name>less_than</name>
44 <parameter_selection>
45 <partial_result>1</partial_result>
46 </parameter_selection>
47 <parameter_selection>
48 <user_parameter_selection>
49 1
50 </user_parameter_selection>
51 </parameter_selection>
52 </function>
53 </algorithm>
54 </relation>

5.3 Uncertain topological relations
The work on uncertain topological relations has been published
in [Sil05b], but is presented here also to give a complete over-
view of the query language. 

Since the degree of uncertainty in sensor data primarily
depends on the type of sensors that are used, this means that
different sensors under different circumstances deliver uncer-
tainties of different character, which has consequences on how
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the query language should handle the actual uncertainties. The
aspects of uncertainty are due to the role of the ambiguity in
sensor data and are of fundamental importance when processing
the queries. The uncertainties have, in particular, serious effects
on the queries applied for determination of spatial relations
between (a) extended geographical objects [Cle01] or (b) on spa-
tial relations between man-made objects or (c) man-made
objects and extended objects where the latter can be part of the
background (context). A general manner to handle the uncer-
tainties in these problems is to represent the objects with what
is sometimes called a broad boundary. The objects, thus, have an
uncertainty component that depends on its extension and posi-
tion. This representation includes an interior of the objects that
contains the parts that definitively belong to the object. The
broad boundary, on the other hand, includes parts that may or
may not be part of the object (see figure 5.7.). Consequently, the
broad boundary mirrors the uncertainties of the object. This way
of representing the uncertainties are in many ways related to
the theories of rough set [Ahl00] and the egg yolk theory
[Leh95]. When relating two extended objects with broad bound-
aries to each other the number of theoretically possible topolog-
ical relations will be 44 [Cle97]. In practice however, the number
of relations can be reduced significantly.

Figure 5.7: An object with a broad boundary.

This representation includes an interior contains the parts
that definitively belong to the object. The outer part, called
the broad boundary, include parts that may or may not be
part of the object.
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In command and control systems we must often deal with mobile
objects why we have studied if it is possible to reduce the
number of topological relations when dealing with mobile
objects with uncertain locations. The area of a mobile object is
normally very small in relation to the uncertainty in location.
For this reason, the uncertainty can be disregarded. That leaves
us with only the uncertainty in location, which is the same as an
object with area, but without uncertainty. The number of possi-
ble relations between two such objects are eight (see figure 5.5.),
but since two mobile objects cannot be on top of each other, these
eight relations can be reduced to only two possible ones: distant
and proximity [Sil05b] (see figure 5.8.).

When relating mobile objects to extended objects, for exam-
ple,. forests, cities and lakes, we relate an object with a simple
area to an object with a broad boundary. Mathematically, that
leaves us with a high number of relations, but if we are to con-
sider reality, we can reduce the number. It is for instance not
realistic to include a relation that requires the borders to coin-
cide exactly, like the classical relation meet (see figure 5.5.). This
leaves us with only nine possible relations, which for a user can
be grouped into five groups [Sil05b] (see figure 5.9.).

If we allow the extended objects with broad boundaries to
have holes, additional relations will occur. When relating two
such objects, there are therefore eight additional relations
[Cle97]. As the point objects do not have holes there will only be

Figure 5.8: The two relevant topological relations when 
mobile artifacts are the case.

distant proximity
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three remaining relations applicable to our case. All these three
relations can be put into the existing group possibly inside/pos-
sibly outside (see figure 5.10.).

Figure 5.9: Nine topological relations between a simple 
area and an area with a broad boundary when the areas 

do not contain any holes.

Note that the greyish areas are areas with broad boundries;
the dark grey part is the interior; the certain part of the area,
and the light grey area is the uncertain boundry.
The black circles represent the simple areas.

outside

inside probably inside

probably outside

possibly inside/possibly outside
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5.4 Evaluation of queries
The evaluation of a simple query was explained in chapter 4.6. A
simple query is evaluated by the knowledge system which calls
upon different sensors, algorithms and fusion methods. An
advanced query, that is, a query containing relations, will be
executed by the query interpreter. The query interpreter takes
all the objects that have been supplied by the simple query and
applies the relations according to the graph that was drawn by
the user. It starts by finding which objects that match the differ-
ent object “boxes”. These will then be marked as completely eval-
uated. After that, the query interpreter goes through the
relations to find a relation for which all the input is completely
evaluated. This relation is then evaluated and marked. The
described process continues until all relations have been evalu-
ated.

Figure 5.10: Three additional topological relations 
between a simple area and an area with a broad bound-

ary containing holes.

possibly inside/possibly outside

Case 1 Case 2

Case 3
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Chapter 6
Using the query language

in a scenario

The query language is designed to be used as a service in concert
with other tools to support decision making in a command and
control environment. To verify that V-ΣQL works as intended
and fills its place in the command and control situation we have
developed a scenario to test the whole chain of tools. The sce-
nario was inspired by real events from around the world and
was developed in cooperation with a military officer to assure
that it was fairly realistic. The scenario was implemented and
executed with the simulation platform MOSART [Hor06]. The
scenario and all the tools used are explained in detail in [Sil06]
and [Cam07]. Here only an overview of the scenario and the
course of events will be presented.

6.1 Scenario description
The scenario takes place in a small country with two ethnic
groups: A-people and B-people. A-people is a minority and lives
in small enclaves. The tension in the country has increased and



CHAPTER 6

54

the enclaves are protected by UN forces. Every year a small
group of B-people celebrates an ancient battle by marching to a
place inside one of the enclaves. Even though the celebration
normally contains quite few people there is a risk that the
number will increase this particular year just because of the
increased tension.

Figure 6.1: The initial situation in the area.
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The initial situation in the area is shown in figure 6.1. The A-
enclave is to the west and the surrounding B-area is to the east
and north. The place for the battle, to which the march is aimed,
is the peak in the middle of the map. The road that goes north
from the peak has been mined and is thus impossible to use for
all parties. The UN troops have half a platoon (15 soldiers)
deployed as an observation post directly east of the peak, and
two stationary acoustic sensor nets have been placed at the
roads leading to the peak from the east. A UN company is sta-
tioned at a location a bit south of the map along the road. There
they have a UAV (Unmanned Aerial Vehicle) which carries an
IR-sensor and which can deploy additional ground sensor nets.
The UN troops also have an airplane available which is
equipped with a CARABAS [Hel96] SAR system.

6.2 Course of events
As the UN troops know that there is a risk that there will be a
demonstration they have set up V-ΣQL to monitor incoming
data, primarily from the sensor nets to see if there are any sus-
pect vehicles in the vicinity. A simple query is applied:

Area A rather large area covering the vicinity of the
peak, but none of the nearby towns.

Time From midnight and continuously forward.
Objects Vehicles.

Around 1.30 am, some results start to show in V-ΣQL (see figure
6.2.). At dawn the observation post actually sees some vehicles
that form a roadblock, preventing the UN troops to move around
in the area. These two pieces of information makes the com-
mander a bit worried and he calls for a fly-by by the airplane,
carrying the CARABAS radar, to be able to get some SAR data
from the area. The UAV will also be prepared to get more
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detailed information from the points of interest that the SAR
will give. It is also decided that the UAV will drop ground sensor
nets at strategical points during its flight.

When the data from the SAR comes into the database, it is fil-
tered through V-ΣQL to find points of interest. In this case these
are defined as vehicles on roads. These points are then passed to
another tool that both finds strategic points for additional
ground sensor nets and thereafter also constructs a good path
which the UAV can fly to pass all the points of interest.

Later in the morning, data start to come into the system from
the new ground sensor nets. At the same time, when the UAV
performs its flight, it detects some moving vehicles with its IR-
camera and starts to follow them. Both these sets of data are
integrated and shown seamlessly in V-ΣQL (see figure 6.3.). A

Figure 6.2: The results returned from ΣQL at 2:37am.
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situation analysis tool is also used to count the number of vehi-
cles and to see how each of them has moved.

The scenario continues in a similar fashion. Data from the dif-
ferent sensors are fed into a database. V-ΣQL continually scans
the database to be able to respond to the initial query. The data
presented by V-ΣQL was either interpreted directly or passed on
to another tool for further analysis. When the scenario was fin-
ished the situation as presented by the tools did not differ very
much from the actual situation (see figure 6.4.).

Figure 6.3: The results from both the ground sensor 
nets (to the north) and the IR-camera (to the south)
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6.3 Lessons learned
The most important lesson learned from creating and running
this sceanrio was that the concept actually works. V-ΣQL is an
important tool when analyzing sensor data in a command and
control situation. We also learned that it is important to have a
large set of relations to facilitate making advanced queries.
Thirdly, we learned that it is important to be able to export data
to other tools, because V-ΣQL can not do all the analysis, but
needs to facilitate getting data of good quality to other tools that
specialize in different analyses.

Figure 6.4: The situation at end of the scenario 
as given by the tools (to the left) and 

the actual situation (to the right).
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Chapter 7
Conclusions

The work presented in this thesis has been to develop a visual
query language to search though large amounts of spatial and
temporal data. The visual query language has been designed to
be used as a part of a command and control system.

An overview of the aspects that are important to consider
when designing a system for searching though large amounts of
uncertain spatial and temporal data has been presented. The
aspects have been divided into two categories. These are user
related aspects and technical aspects that are important to con-
sider. The technical aspects also aim to support the working sit-
uation for the user. With these aspects in mind, a visual query
language has been designed and developed.

The query language has been designed so that the users do not
need to have any knowledge about the sensors that are used to
answer a particular query. This technique is called sensor data
independence. The main reason for this is to let the user focus on
the task at hand without having to consider sensor data or inter-
pretation of these data. This also has the advantage that with a
cleverly designed system new sensor types and recognition algo-
rithms can be added to or deleted from the system, whenever



CHAPTER 7

60

suitable, without informing the users. The result of this is that
the system can use data from all the sensors currently available.
Thus, even if exactly the same query is applied at some other
time or place, it might not be the same sensors that supply the
data for the answer.

The users have the possibility to make simple queries to get a
fast and rough answer. These simple queries can then be aug-
mented by an advanced query to get a more precise answer.
These advanced queries can relate different objects to each other
with respect to time, space, properties, and relations.

An approach has been made on how to manage uncertainty in
location and area without making it too complex for the user.
This has been made by finding which topological relations that
are the most practical when uncertainty is taken into account.
Managing uncertainty is mainly a technical problem, but when
it works it gives an important support to the users, thus, making
it a user aspect.

The work also included the construction and evaluation of a
scenario. In order to run the scenario the query system was con-
nected to a simulation platform. This connection has several
advantages additional to running the scenario. The simulation
platform can be used to easily set up further scenarios to be used
both for demonstration, training, and user tests of the query lan-
guage. It can also be used to further develop the whole query
system by facilitating the development of additional algorithms
for new sensors and for testing new fusion algorithms.

7.1 Future work
Since the work includes design of a user interface it is important
to do user tests. The user tests are needed to verify two issues,
both that the user interface is easy to use, but most important,
that the query language serves it purpose to aid a commander in
a command and control situation.
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The user interface as such is only half-finished. The user inter-
face presented in this thesis only concerns formulating queries.
The result presentation is very rudimentary. No research has
been done on how to present the results. There need to be
research done on how to best present the results, that is, imple-
mentation of that new research, and of course additional user
tests to verify that the solution works.

There has not been done enough work on how uncertainty
effects the temporal relations, or how to work with uncertainty
in the attributes and status values. This is also an issue that
would profit from additional, future work.
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