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Abstract 

In medicine, data are produced from different sources and continuously 
stored in data depositories. Examples of these growing databases are 
quality registries. In Sweden, there are many cancer registries where data 
on cancer patients are gathered and recorded and are used mainly for 
reporting survival analyses to high level health authorities. 

In this thesis, a breast cancer quality registry operating in South-East of 
Sweden is used as the data source for newer analytical techniques, i.e. data 
mining as a part of knowledge discovery in databases (KDD) methodology. 
Analyses are done to sift through these data in order to find interesting 
information and hidden knowledge. KDD consists of multiple steps, 
starting with gathering data from different sources and preparing them in 
data pre-processing stages prior to the main analysis with data mining.  

Data were cleaned from outliers and noise and missing values were 
handled. Then a proper subset of the data was chosen by canonical 
correlation analysis (CCA) in a dimensionality reduction step. This 
technique was chosen because there were multiple outcomes, and variables 
had complex relationship to one another. 

After data were prepared, they were analyzed with a data mining method. 
Decision tree induction as a simple and efficient method was used to mine 
the data. To show the benefits of proper data pre-processing, results from 
data mining with pre-processing of the data were compared with results 
from data mining without data pre-processing. The comparison showed that 
data pre-processing results in a more compact model with a better 
performance in predicting the recurrence of cancer. 

An important part of knowledge discovery in medicine is to increase the 
involvement of medical experts in the process. This starts with enquiry 
about current problems in their field, which leads to finding areas where 
computer support can be helpful. The experts can suggest potentially 
important variables and should then approve and validate new patterns or 
knowledge as predictive or descriptive models. If it can be shown that the 
performance of a model is comparable to domain experts, it is more 
probable that the model will be used to support physicians in their daily 
decision-making. In this thesis, we validated the model by comparing 
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predictions done by data mining and those made by domain experts without 
finding any significant difference between them. 

Breast cancer patients who are treated with mastectomy are recommended 
to receive radiotherapy. This treatment is called postmastectomy 
radiotherapy (PMRT) and there is a guideline for prescribing it. A history 
of this treatment is stored in breast cancer registries. We analyzed these 
datasets using rules from a clinical guideline and identified cases that had 
not been treated according to the PMRT guideline. Data mining revealed 
some patterns of non-compliance with the PMRT guideline. Further 
analysis with data mining revealed some of the reasons for non-compliance 
with the guideline. These patterns were then compared with reasons 
acquired from manual inspection of patient records. The comparisons 
showed that patterns resulting from data mining were limited to the stored 
variables in the registry. A prerequisite for better results is the availability 
of comprehensive datasets. 

Medicine can take advantage of KDD methodology in different ways. The 
main advantage is being able to reuse information and explore hidden 
knowledge that can be obtained using advanced analysis techniques. The 
results depend on good collaboration between medical informaticians and 
domain experts and the availability of high quality data. 
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1 Introduction 

The number and the size of databases recording medical data are increasing 
rapidly. Medical data, produced from measurements, examinations, 
prescriptions, etc., are stored in different databases on a continuous basis. 
This enormous amount of data exceeds the ability of traditional methods to 
analyze and search for interesting patterns and information that is hidden in 
them. Therefore new techniques and tools for discovering useful 
information in these data depositories are becoming more demanding [1].  

Since the 1960s data on cancer patients have been collected in all regions 
of Sweden. The registries have been used for different purposes including 
survival analysis, monitoring and evaluating medical interventions, and risk 
assessment for specific types of cancer [2, 3]. Analyzing these data with 
new analytical methods in order to find interesting patterns and hidden 
knowledge is the first step in extending the traditional function of these 
data sources.  

The main purpose of this thesis involves methodology that starts with 
understanding the domain, locating proper data sources, preparing the raw 
data, applying advanced analysis techniques, and extracting and validating 
the resulting knowledge from a quality registry for breast cancer.    

1.1 Breast Cancer 

Breast cancer is the most common type of cancer diagnosed in women in 
Western countries. In Sweden, 6962 new female cases of breast cancer 
were reported in 2005 [4]. Among these patients, 1027 were reported to be 
between 60 and 64 years old. In the US, an estimated 211,240 new cases of 
invasive breast cancer were diagnosed in 2005 [5].  

After a breast lump or mammographic abnormality is discovered and 
cancer is suspected, the only way to confirm the diagnosis is to take a 
biopsy. There are a number of procedures to obtain cells prior to treatment, 
such as fine-needle aspiration (FNA), nipple aspirates, ductal lavage, core 
needle biopsy, and local surgical biopsy [6]. The biopsy is examined by a 
pathologist, and radiology is used to detect distant involvement in other 
organs by cancerous cells (metastasis) and includes chest x-ray, bone scan, 
CT, MRI, and PET scanning.  
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If the tumor is localized, the main treatment is surgery. Other treatment 
possibilities include radiation therapy, chemotherapy, endocrine therapy, 
and immune therapy. To prevent the recurrence of breast cancer in the 
chest wall and improve overall survivability, a specific treatment, 
postmastectomy radiotherapy (PMRT), is prescribed after mastectomy, i.e. 
removal of breast and surrounding tissues [7, 8]. In order to maximize the 
benefits to the patient and attain a balance between the benefits and adverse 
effects of this treatment, a guideline has been developed [9]. There is a 
more detailed description of different treatments for breast cancer in the 
Background chapter. 

Sweden has had a high incidence of breast cancer for several decades, 
although mortality rates have been lower than in most other Western 
countries [10]. Some variables are prognostic indicators for the recurrence 
of breast cancer. Lymph node involvement, large tumors, low levels of 
estrogen and progesterone receptors, and higher histologic grade are among 
factors indicative of tumors that are more aggressive, with a higher 
incidence of recurrence. Studying these predictors and finding those of 
most importance can give clinicians better insight concerning the prognosis 
of breast cancer. After the most important risk factors are discovered, they 
can be used for identifying high-risk patients. 

1.2 Quality Registries  

Data on cancer patients have been collected in all regions of Sweden since 
the 1960s. Quality cancer registries in six oncology centers have been 
established to collect and record patient data for different types of cancers. 
These data contain information about cancer patients from the time that 
their disease is detected, and include their follow-ups and what has 
happened to them up to the last update of the registry data. Outcome 
measures in cancer registries concern events that happen after the 
treatment, i.e. complications and death. The registries contain data about 
patients such as tumor specifications, treatment, type of operation, 
complications, relapses, etc. The strength of the registries is their high 
coverage, which is due to the close collaboration among clinical guideline 
groups and specific routines for reporting certain variables.  

The data have been used for different purposes including epidemiological 
studies, monitoring and evaluating medical interventions, and finding risk 
factors for specific types of cancer [2, 3, 11]. Most of the research in 
oncology is focused on analyzing death events by obtaining statistics for 
survival. By analyzing death events, it is possible to discover relationships 
between tumor specifications and the severity of the disease.  
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Registry data can also be used as a good source for information and 
knowledge extraction. Rules for predicting the prognosis of new patients or 
explaining specific outcomes can be extracted by data mining methods. 
Finding hidden predictive information in data is a potent method with 
extensive capability to support physicians in their decision-making [12]. 

1.3 Data Mining 

Specific treatment for each patient is a result of the physician’s knowledge, 
which is acquired during medical education and from many years of 
clinical experience. By studying symptoms and using their acquired 
expertise when encountering a new patient, they can suggest a relevant 
intervention or treatment and are also able to predict the course of events.  

In some circumstances, it is of value to use the experiences stored in 
electronic records to support physicians in their daily decision-making. By 
discovering knowledge from retrospective data, this knowledge can be used 
when experts are not available or a second opinion about a patient is 
needed.  

The process of learning from experience until using the results is called 
knowledge discovery in databases (KDD). It is the process of automatically 
searching large volumes of data for interesting patterns and knowledge 
(useful information) [1].  

In medicine, the reason for using this process is the increasing amount of 
complex data that is collected and recorded. Medical data, produced from 
measurements, examinations, laboratory data, interviews, etc., are stored in 
different data depositories on a continuous basis. This growing amount of 
data exceeds human capabilities to analyze and search for interesting 
patterns and information. Because of the huge size and complexity of the 
data, traditional methods of analysis are not very efficient. These methods 
have strict assumptions, and fulfilling them in large and complex datasets 
can be difficult.  

The main step in KDD, which searches through data for interesting 
patterns, is data mining. 

Data Mining starts with preparing the data in different steps. A prerequisite 
for successful knowledge discovery is the availability of quality data. There 
are many different data mining algorithms, such as decision tree induction 
(DTI) and artificial neural networks (ANN). Each algorithm has its own 
limitations and strengths specific to the type of application. However, 
before this step, data should be prepared in a data pre-processing step.  

The main idea behind data pre-processing is controlling the quality of data 
and data reduction. If the quality of the data is not good and they are not in 
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the right form, the results of data mining will not be satisfactory. Replacing 
missing values and selecting important variables prior to data mining can 
make the mining process faster and even more stable and accurate. 

Traditional statistical methods such as multiple regression analysis (MRA) 
or Cox regression analysis (CRA) are used to explore registry data to find 
relationships between variables and specific events such as cancer 
recurrence. In case of multiple outcomes, such as different types of cancer 
recurrences, the analysis should be repeated and the results combined. 
Moreover, large databases such as cancer registries contain variables with 
high correlation among themselves (multicollinearity). When using MRA 
and considering regression weights for finding important variables, 
multicollinearity causes problems; with two similar variables, just one is 
shown to be important, and the other one is ignored, and it is difficult to 
interpret the importance of the individual variables [13].  

However, canonical correlation analysis (CCA) can be used to analyze the 
relationship between two sets of variables and identify important variables 
in a set of multiple predictors and a set of multiple outcomes. Moreover, it 
can be used in such a way that multicollinearity will not cause any 
problems in the analysis. This is possible by using loadings as the measure 
for finding important variables.  

In analyzing cancer registries, CCA is a candidate for identifying the 
importance of risk factors. By reducing the number of variables to those of 
major importance, a more compact model could be derived. 

In this thesis, the data analysis is based on registries for breast cancer, 
tumor markers, and cause of death from the southeast region of Sweden. 
The main questions related to data pre-processing concerned different ways 
to prepare the data and to select the most relevant variables related to the 
recurrence of breast cancer during different time intervals. CCA was used 
for identifying the importance of risk factors for breast cancer recurrence 
within specified time intervals and for discarding unimportant ones [I]. 
Then, in order to show the benefits of pre-processing and especially of 
CCA, a data mining method was also applied to the same database without 
pre-processing, as well as after just handling missing values, and their 
results were compared [II]. 

A predictive model resulting from DTI can be used as a support for 
decision-making. However, for any such use the model needs validity, 
transparency and an acceptable degree of accuracy. For this purpose, the 
model should be provided to domain experts in an understandable form and 
the way it works should be explained. Furthermore, a reasonable 
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performance compared to that of the domain experts should be attained and 
validated.   

In this work, following preparation of the raw data, a model for predicting 
the recurrence of breast cancer as distant metastasis - invasion of other 
organs by malignant cells – was built. For validating this predictive model, 
the accuracy of the predictions for 100 randomly selected cases was 
compared with predictions made by two domain experts [III]. The 
challenge was to validate the performance of a predictive model extracted 
from retrospective data by domain experts, i.e. two experienced 
oncologists.  

1.4 Clinical Guidelines 

Clinical guidelines are recommendations for appropriate treatment and care 
of patients with specific diseases or conditions. They help healthcare 
professionals in their decision-making, but do not replace their knowledge 
and skills. The main purpose of using them is to guide healthcare personnel 
in their decisions in specific areas, as defined by an authoritative 
examination of current evidence [14]. Following clinical guidelines has 
many advantages for both patients and healthcare systems, such as 
improving quality of care and increasing healthcare efficiency [15]. 

However, adherence to clinical guidelines is not 100 percent. Occasionally, 
and for different reasons, some cases have not been treated according to the 
related guideline. Of the different reasons for not following a specific 
guideline, some are more important than others. Some of them, such as 
when a patient rejects a treatment, are of less importance from a quality 
assurance perspective than when a physician deprives a patient of a vital 
treatment without any reason.  

In large databases, extracting and categorizing the reasons for non-
compliance requires reviewing all the cases and necessitates a great deal of 
manual work. The common way to find these disagreements is to study 
patient records and compare what has been done for the patient in relation 
to guideline recommendations, and then the reasons can be analyzed and 
categorized. However, if there are many cases, this takes a long time. A 
faster method that ignores sporadic disagreements and can find serious 
repetitive patterns is preferable.  

Fast and efficient ways to find cases that have not been treated according to 
specific guidelines, and grouping them into serious and non-serious 
reasons, can be very beneficial. If repetitive patterns of non-compliance 
with a specific guideline are identified, then these should be reported to 
physicians so that they follow the related guideline more carefully, or they 
initiate feedback to guideline authors about conflicting clinical practice.  
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Available historical data such as cancer registries can be used for finding 
cases that were not treated according to a specific guideline. This is 
because these data sources cover nearly 100% of cancer patients and 
contain variables about patients and their treatments. These registries in 
Sweden were started many years ago and are used mostly for survival 
analysis. Analyzing them in order to find non-compliance cases is much 
cheaper and more convenient than collecting new data for this purpose.  

Data mining as a tool for discovering meaningful patterns can be applied to 
the data including non-compliance cases to find patterns in disagreements 
with the PMRT guideline. If all patients are involved in this analysis 
process, the resulting model will be a predictive model for discriminating 
between patients who received appropriate treatment according to the 
guideline and those who did not. However, patients who did not receive 
appropriate treatment according to a specific guideline are divided into two 
groups, those who received a treatment when the guideline did not 
recommended it, and those who did not receive a treatment despite a 
guidelines recommendation. Training a decision tree with non-compliance 
patients related to a specific guideline results in a model that discriminates 
between the above-mentioned two groups of patients. The resulting DTI 
model visualizes important variables in each group of patients. It also 
illustrates the degree of importance of variables, as the most important 
variable is positioned at the root node of the tree.       

In this work, analyzing the data with data mining was preceded by using 
breast cancer registries to find cases that were not treated according to the 
guideline. The rules extracted from a modified guideline were used to find 
the non-compliance cases [IV]. Discovered patterns were visualized by a 
decision tree that was trained with the data. Reasons for non-compliance 
with the PMRT guideline were collected and later categorized by 
investigating patient records. These categories were then compared with 
the reasons found by the decision tree to see if there was any difference 
between them [V].  

1.5 Organization of the Thesis 

This thesis is organized into the following chapters. Chapter 1 is the 
introduction, and chapter 2 describes the aims of this work. Chapter 3 
covers some basic concepts and definitions needed as background for this 
work and at the end of the chapter some of the related studies in the 
literature are mentioned. Chapter 4 covers data sources and methods used 
in our study. In chapter 5, the research results are presented, and chapter 6 
contains the discussion. Chapter 7 contains the conclusion and future 
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directions. At the end of this thesis, references and five research papers 
comprise the final part of this thesis. 
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2 The Aims of the Thesis 

The overall aim of this thesis is to explore the usefulness of data mining 
methodology in the domain of breast cancer using data from a quality 
registry. Thus, the applicability of data mining methodology in providing 
necessary information and knowledge that can be used to support 
physicians in their decision-making is studied. 

A specific aim is to explore the usefulness of canonical correlation analysis 
(CCA) as a method for analyzing registered data with a proposed model for 
predictors and multiple outcome variables, and as a method for 
dimensionality reduction. Usefulness of several data preparation methods 
in removing outliers, handling missing values and reducing the 
dimensionality of data is studied in order to determine their impact on the 
performance of resulting predictive models. 

Another specific aim is, through the application of data mining 
methodology, to derive a predictive model for recurrence of breast cancer 
and to compare its performance with domain experts.  

Moreover, a specific aim is to investigate if the data mining methodology 
can be used also for analyzing patterns of non-compliance with clinical 
guidelines. Part of this aim is the analysis of the correctness of these 
patterns and their comparability with the results obtained from manual 
inspection of patient records. Thus, the traditional functions of breast 
cancer registries are challenged by examining their usefulness in 
identifying cases that were not treated according to a clinical guideline. 
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3 Background 

In the following chapter, general descriptions of the fields of breast cancer 
and data mining and related work are presented.   

3.1 Breast Cancer 

Breast cancer occurs in both men and women, although male breast cancer 
is rare and comprises less than 1% of such cancers [16]. It is the most 
commonly diagnosed cancer among women worldwide (excluding skin 
cancer). It is estimated that in 2007, 240,510 new cases of breast cancer 
will be diagnosed among women in the United States: 178,480 invasive 
breast cancers and 62,030 cases of in situ breast cancer [17]. After lung 
cancer, it is the second most fatal cancer in women, and the number of 
cases has significantly increased since the 1970s. A probable reason for this 
is modern lifestyles in the Western world [18].  

There are different types of breast cancer based on their cell origin. The 
most common ones are ductal carcinoma and lobular carcinoma. Ductal 
carcinoma is a very common type of breast cancer. It has two forms, an 
invasive form (infiltrating ductal carcinoma (IDC)) and a noninvasive form 
(ductal carcinoma in situ (DCIS)). IDC begins in the milk ducts of the 
breast and infiltrates the wall of the duct, invading the fatty tissue of the 
breast and possibly other regions of the body. IDC is the most common 
type of breast cancer, accounting for 80% of breast cancer diagnoses.  

Lobular carcinoma is the second most common type of breast cancer, 
comprising about 10% of all breast cancers. It has two forms, in situ and 
invasive. Invasive lobular carcinoma (ILC) cells do not form ducts but tend 
to spread in rows of single cells described as Indian files or target patterns. 
It is more probable that ILC involves both breasts and is multicentric (more 
than one distinct tumor within the same breast) than ductal carcinomas. 
ILC tends to recur locally in the preserved breast or in the skin.  

3.1.1 Treatment 

If the tumor is localized, the primary treatment is surgery. Other treatment 
possibilities include radiation therapy, chemotherapy, endocrine therapy, 
and immune therapy. 
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3.1.1.1 Surgery 

The type of surgery is decided by the staging and type of the tumor. It can 
be a lumpectomy or removal of larger amounts of breast tissue [19]. If the 
whole breast is removed, the operation is called mastectomy. There are 
different types of mastectomy depending on factors such as tumor size, 
location, aggressiveness of the tumor and future plans such as 
reconstructive surgery.  

The traditional way to perform a mastectomy was to remove the whole 
breast during the same operation in which the confirming biopsy was taken. 
Nowadays, because of improvements in radiotherapy and adjuvant 
treatment, a more conservative approach is preferred and mastectomy is 
performed after an earlier biopsy. If the entire breast, axillary lymph nodes, 
and the pectoral tissue behind the breast are removed, then the operation is 
called radical mastectomy. If axillary contents are not disturbed then it is 
called simple mastectomy.  

Partial mastectomy techniques for breast-conservation cancer surgery are 
becoming more popular. However, mastectomy is preferred in some cases, 
such as when the tumor is multifocal or is large in comparison to the breast 
size.  

3.1.1.2 Radiation therapy 

In this therapy, X-rays or gamma rays are used to destroy malignant cells. 
Radiation therapy is usually prescribed after breast conserving surgery. The 
purpose is to reduce the risk of cancer recurrence [20]. This therapy works 
by destroying microscopic cancer cells that may remain around the 
operative site. It is usually recommended for patients who have undergone 
partial mastectomy and is not indicated for patients with advanced cancer 
except for palliation of symptoms like bone pain.  

Radiation therapy has some side effects such as skin inflammation, muscle 
stiffness, swelling and tenderness. Some patients are recommended to 
receive radiotherapy after surgical removal of the breast (mastectomy) to 
reduce the risk of recurrence of the cancer and increase the chance of 
survival. This adjuvant treatment is postmastectomy radiotherapy (PMRT) 
and it has an international guideline based on evidence-based studies [7].  

3.1.1.3 Systemic therapy 

This treatment uses medications to destroy cancer cells. Any combination 
of systemic treatments may be used including chemotherapy, immune 
therapy, and hormonal therapy.  
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Chemotherapy: This can be given both before and after surgery. Before 
surgery it is prescribed to reduce the size of a tumor prior to surgery, and 
after surgery it is given to decrease the risk of recurrence. 

Hormonal treatment: Patients with estrogen receptor positive tumors will 
generally receive a hormonal treatment after chemotherapy is completed. 

Immune therapy: focuses on how to stimulate the immune system so that it 
will recognize breast cancer cells as abnormal and destroy them. A drug to 
block a unique marker in breast cancer cells (HER-2) is used. This is 
helpful both in patients with distant metastasis and patients in early stages 
of the disease [21]. 

3.1.2 Prognosis 

Some variables in breast cancer patients are prognostic factors. The 
Nottingham Prognostic Index (NPI) can categorize patients into different 
prognostic groups with significantly differing survivals [22]. Stage is one 
of the important prognostic factors and is based on local involvement, 
lymph node status and if metastatic disease is present. The higher the stage 
at the time of diagnosis, the poorer the prognosis for breast cancer. 
Estrogen and progesterone positive patients have better prognoses, which is 
related to their response to the treatment.  

3.1.3 Recurrence 

Breast cancer can recur at any time after the primary treatment. However, it 
happens mainly during the first five years after the primary treatment. 
There are three types of recurrence: local, regional and distant.  

Some variables are prognostic indicators for the recurrence of breast 
cancer. Lymph node involvement, large tumors, low levels of estrogen and 
progesterone receptors, a high s-phase fraction, higher histologic grade and 
cancer cells with a higher nuclear grade are among factors indicating 
tumors that are more aggressive and have a higher incidence of recurrence. 

3.1.3.1 Local and Regional recurrence 

Local recurrence of cancer cells is influenced by factors such as age, 
involvement of lymph nodes and peritumoral vascular invasion [23]. Even 
after mastectomy, some parts of the breast skin and surrounding tissues 
remain and local recurrence is possible. Regional recurrence indicates that 
the cancer has spread past the breast and the axillary lymph nodes. 
Regional breast cancer recurrences can occur in the pectoral muscles, in the 
internal mammary lymph nodes and between the ribs. 
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Treatment of a local recurrence often depends on the initial treatment. If 
breast-conserving therapy was performed, recurrent breast cancer will 
usually be treated with mastectomy.  

3.1.3.2 Distant recurrence  

A distant metastasis is invasion of distant organs by cancer cells and is the 
most dangerous type of recurrence [24]. In 25% of distant recurrences, 
breast cancer spreads from the lymph nodes to bone. Other sites breast 
cancer may spread to include the bone marrow, lungs, liver, brain, and 
other organs. Metastatic breast cancer is serious and the prognosis of the 
disease is quite poor. 

Symptoms include bone pain, shortness of breath, lack of appetite, weight 
loss, neurological pain and weakness and headaches. These symptoms do 
not necessarily mean a patient has metastatic breast cancer, but they should 
be treated seriously. Metastasis is usually detected by bone scan, CAT 
scan, MRI scan, or liver blood tests.  

Surgery is not an option for metastasis because the disease is usually not 
confined to one specific location. Treatment options include chemotherapy, 
radiation therapy, and hormonal therapies. 

3.2 Quality Cancer Registries 

In the last decade, many medical quality registries have been established in 
Sweden on a national basis. These registries contain data on diagnoses, 
treatments and outcomes for each patient. By analyzing data saved in these 
registries, it is possible to monitor the effects of treatment on the individual 
patients. Moreover, the data can be aggregated to show the effects of a 
certain type of treatment on entire groups of patients, or compared with 
national standards or other medical or health departments. One of the most 
important concerns is to support local use of registry data. The results can 
be used in health care planning, research and, more importantly, in 
promoting clinical improvements. 

These registries are decentralized and their establishment is initiated by 
professional groups in each area. In Sweden, the number of registries 
receiving economic support through the Executive Committee has 
increased from around 15 in the early 1990s to 57 in 2005. In 2006, over 
100 registries requested funding [25]. 

There are six oncology centers in Sweden that manage all aspects of 
information related to cancer patients in their respective regions. They 
gather the data from clinicians and labs, control their quality, and send 
them once a year to the National Board of Health and Welfare. Each 
oncology center has many quality registries such as breast and prostate 
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cancer registries. Some of these registries are both regional and national. 
When a quality registry is national, then all regional data should also be 
sent once a year for national analysis to the oncology center that is 
responsible for the national registry.  

Many registries can be linked and matched to other registries, such as the 
cause of death registry, in order to further enhance their analytical capacity. 
When the quality registry data are used for comparing the performance of 
different departments, available data on treatments and outcomes can be 
retrieved, analyzed and compared. The traditional use of cancer registries is 
to study survival during a specific time interval [26]. 

3.3 Knowledge Discovery in Databases 

Theories and tools to analyze large amounts of data to discover hidden 
knowledge is the focus of knowledge discovery in databases (KDD) [27].  

Piatetsky-Shapiro and Frawly [28] defined knowledge discovery as “the 
non-trivial extraction of implicit, unknown, and potentially useful 
information from data'”. Fayyad et al. [1] defined KDD as “the nontrivial 
process of identifying valid, novel, potentially useful, and ultimately 
understandable patterns in data”. In this definition, data are a set of facts, 
such as concerning patients in a database, and patterns describe a subset of 
data with similar properties. The word process implies that KDD has many 
stages, which start with finding and preparing the data and end with 
evaluating the extracted knowledge and refining it in a repeated and 
interactive manner. It is not a predefined direct calculation of values, but it 
needs some degrees of search and inference so it is nontrivial. If the 
discovered pattern is tested on new data, it should be valid with some 
certainty.  

KDD consists of different iterative steps [29]. The user is interactively 
involved in the process and makes decisions. The following is a brief 
description of the steps in the KDD process. 

In the first step, the domain should be studied and be understood. Prior 
knowledge in the field and choosing a reasonable goal based on the user’s 
preferences are necessary.  

In the second step, suitable data sources should be found and if necessary 
linked, matched or combined. It is sometimes useful to choose different 
subsets from different datasets. By means of linking and matching cases 
using an identification key, for example, it is possible to collect data about 
specific cases and make a single dataset containing necessary variables.  

In the third step, data should be cleaned and prepared. If there are values 
that are much larger or smaller than other values (outliers), they should be 
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checked again or removed. It is possible that these values are from faulty 
observations and errors but they may be correct and simply located in the 
extreme ranges for the variable. If there are missing values in the 
observations, they should be handled. There are different methods for 
handling them starting with deleting the cases with missing data or 
substituting for them with complicated methods such as expectation 
maximization (EM) [30] or Multiple Imputations [31].  

The fourth step is data reduction. Both the number of instances and the 
number of variables should be reduced without losing the information 
content of the dataset. This reduced representation of the whole data is 
related directly to the goal of the task.  

The fifth step is selecting a particular data mining method considering the 
goals of the KDD process. Different options for this step are classification, 
clustering, regression, etc.  

In the sixth step, exploratory analysis and model selection are performed. 
According to how the results are going to be used, i.e. just understanding 
the model or using it as a predictive model, different models and 
parameters can be chosen. 

In the next step, a data mining method is used in order to find interesting 
patterns. These patterns can be in the form of decision trees, classification 
rules, etc. 

In the eighth step, the resulting pattern should be interpreted and, if 
necessary, some changes and modifications of previous steps should be 
made, and the whole process should be iterated. This step also includes 
evaluating the extracted knowledge and comparing it to the previously 
known knowledge.  

The final step deals with using the discovered knowledge practically. There 
are different ways of using the extracted knowledge including integrating it 
into another system or just presenting it to the user. 

Intervening during the KDD process and iteration between different steps is 
a common practice. These iterations modify parameters for each step based 
on the goal of the process.  

The step involving data mining is the focus of many studies and 
occasionally it is assumed to be equivalent to the KDD process. Other steps 
are as important as the data mining step, and for a better knowledge 
extraction it is preferable to do them thoroughly and if needed modify them 
iteratively. In the following, we explain two steps in more detail: data pre-
processing and data mining. 
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3.3.1 The Data Pre-processing Step 

Data mining as the main analysis step in the KDD process needs high-
quality data. If the quality is not good, the results of the knowledge 
extraction will not be good. Data pre-processing aims at preparing the data 
for data mining [29]. Real-world data are occasionally incomplete (have no 
values for some variables), noisy (have errors and outliers) and inconsistent 
(different categorizations or scales). Data should be cleaned by handling 
missing values, noise and outliers and by identifying and correcting 
inconsistencies.  

There are different reasons for incomplete data. They may not be necessary 
at the time of data collection. For example, this can happen in medicine 
when a laboratory test is not required at the time of patient admission. 
Some data may not be available at the time of recording the data; for 
instance, some test results that take a long time to obtain. There are other 
reasons for the presence of noise and incorrect values in the data. 
Instruments may not be working correctly, and human or computer 
recordings of values may have been faulty.  

3.3.1.1 Data cleaning 

Real-life data are usually not complete and contain noise. For high quality 
data mining, data should have good quality and this is achieved by cleaning 
the data from outliers and noise and handling missing values.  

Missing data are present in most of the datasets and researchers should deal 
with them. There are many reasons that data are missing. Among them is 
unavailability of the data at the time of data collection. Some of the 
methods for handling missing values are list-wise deletion, global constant 
replacement, pair-wise deletion, mean substitution, regression substitution, 
expectation-maximization algorithm and multiple imputation technique.  

Noise is by nature a random error in data. Variation analysis can be used to 
detect noise in measured variables. There are different ways to handle these 
values, i.e. binning, clustering, regression and discretization.  

3.3.1.2 Data integration  

It is not possible to have all necessary data in one place in the beginning, 
and data should be combined from different sources into one dataset. One 
of the issues is the entity identification problem. This concerns the way in 
which equivalent entities from different sources are matched. To help in 
doing this, metadata are used. These are data about the data, and we can 
find explanations and descriptions about variables and their values. These 
can be used to avoid errors in the integration step.  
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Handling redundancy is another important issue. If the same or similar 
variables are repeated several times, the information is redundant. 
Inconsistencies in naming variables can also cause redundancy. One way to 
detect these redundant variables is correlation analysis. Correlation shows 
how strongly one variable implies the other. If two variables have high 
correlations, one of them could be removed.  

Sometimes variables may have conflicts, i.e. values from different sources 
may differ. This may be due to differences in representations, scaling or 
encoding; for example, tumor size may be expressed in different 
measurement units.  

3.3.1.3 Data transformation 

In this step, data are transformed into forms suitable for mining. It is 
possible to transfer a variable to different categories or dichotomize it to 
normal/abnormal or 0/1. We may want to generalize data and transform 
low-level (raw) data to higher-level concepts using concept hierarchies.  

3.3.1.4 Data reduction 

When dealing with huge amounts of information in a dataset, reducing its 
size without losing its information content is important. In such a dataset, 
complex data analysis and mining are more efficient. The result of data 
reduction is a reduced representation of the data that is smaller, but the 
integrity of the original data is saved. There are different techniques for 
data reduction such as data aggregation and dimensionality reduction [29].  

Data may be aggregated into higher levels such as when studying the 
reduction in tumor size over time. We have a tumor size value for each 
month, and the overall reduction during a year is useful. We can add up 
reductions during a year and instead of twelve values end up with one. This 
is actually transiting between different levels of abstraction.  

When analyzing a dataset, some variables may exist that are redundant or 
irrelevant to the study. For example, when searching for a pattern for the 
recurrence of a disease, the address of the patient may not be relevant to the 
study, and it is better to omit it from the analysis and just keep the relevant 
variables. A large volume of irrelevant data may disturb the mining process 
and slow down the analysis.  

In the dimensionality reduction step, irrelevant variables are omitted. 
Reducing the number of variables in a mining analysis also makes the 
discovered pattern smaller and more understandable. This involves 
reducing the number of variables without decreasing the information 
content of the data.   
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In real-life data there are always more variables for the mining algorithm to 
handle, and most of the variables are irrelevant or redundant to the analysis. 
In theory, in making their decisions many data mining methods find the 
most relevant variables and ignore the irrelevant ones, but in practice they 
can perform better if only the most relevant variables comprise the input.   

There are two general methods for dimensionality reduction, the filter 
method and the wrapper method [32]. In the filter method, a useful 
assessment of data is performed independent from the main analysis. If 
variable selection is done by the same data mining method as the main 
analysis, then this is called the wrapper method. An example is using 
decision tree induction both as the main data mining analysis and the 
dimensionality reduction method. We can use it first and make a tree. For 
the main analysis, we just use the variables that showed up in the tree in the 
previous step. Some examples of filter methods are multiple logistic 
analysis (MRA) and canonical correlation analysis (CCA).  

Hotelling developed Canonical Correlation Analysis (CCA) in 1936 as a 
method for evaluating linear correlation between sets of variables [33]. The 
method allows investigation of the relationship between two sets of 
variables that can identify important variables in a set of multiple predictors 
and a set of multiple outcomes.  

CCA can investigate the relationship between two sets of variables, for 
example a set of risk factors and a set of outcome variables.  

The fundamental principle behind this technique is the creation of a number 
of canonical solutions [13], each consisting of a linear combination of one 
set of variables, which has the form: 

Ui = a1 (predictor1) + a2 (predictor2) + … + am (predictorm) 

and a linear combination of the other set of variables, which has the form:  

Vi = b1 (outcome1) + b2 (outcome2) + … + bn (outcomen) 

The goal is to determine the coefficients (a’s and b’s) that maximize the 
correlation between canonical variates Ui and Vi. The number of solutions 
is equal to the number of variables in the smaller set. The first canonical 
correlation is the highest possible correlation between any linear 
combination of the variables in the predictor set and any linear combination 
of the variables in the outcome set.  

Multiple regression analysis (MRA) is a technique that analyses the 
relationship between a single outcome variable and several predictors or 
independent variables [34], and it was first used by Pearson in 1908. MRA 
can be used to build a regression equation in the form of: 
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y = b1x1 + b2x2 + ... + bnxn + c  

The b's are the regression coefficients, representing the amount the 
dependent variable y changes when the corresponding independent variable 
changes 1 unit. The c is the constant, where the regression line intercepts 
the y-axis, representing the value the dependent variable y will have when 
all the independent variables are 0.  

MRA shows how much a set of independent variables explains a proportion 
of the variance in a dependent variable at a significant level. It can also 
show the relative predictive importance of the independent variables.  

There are some assumptions for running MRA. For example, the 
relationship between variables should be linear. In practice, this is not 
always the case, but MRA is not affected very much by minor deviations.  

One of the problems in MRA or any correlation analysis is 
multicollinearity, which is the intercorrelation of independent variables. If 
there are two predictors for recurrence age for a cancer, namely tumor size 
acquired from pathology and tumor size acquired from mammography, 
these two variables should clearly be very close to each other. Then we try 
to perform MRA with age as the dependent variable and the two measures 
of tumor size as the independent variables. When this problem of 
multicollinearity occurs, at least one of the predictor variables is 
(practically) completely redundant in relation to other predictors and is 
shown to be unimportant, which is not correct. To correct this problem, 
similar variables should be detected and all except for one omitted from the 
analysis. When searching for important predictors or independent variables, 
one way of ignoring multicollinearity is to calculate and use loadings 
(structure coefficients) instead of regression weights for each predictor.  

When the dependent variable is binary (for example 1/0), binomial logistic 
regression, a form of regression analysis, is used. Logistic regression can 
be used to predict a dependent variable based on continuous or categorical 
independent variables. It determines the percent of variance in the 
dependent variable explained by the independent variables and ranks the 
relative importance of independent variables.  

3.3.2 Data Mining 

Data mining is the main step in the KDD process and involves 
automatically searching large volumes of data for patterns using algorithms 
such as classification, clustering, etc. There are various definitions of data 
mining including that of Frawley et al. [35], “the nontrivial extraction of 
implicit, previously unknown, and potentially useful information from 
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data” and of Hand et al. [36], “the science of extracting useful information 
from large datasets or databases”.  

There are two kinds of models for the discovered patterns. Models 
represented as a black box, where the mechanism is incomprehensible, and 
models represented as a transparent box, where structure is clear and 
understandable [32]. In the transparent type, the model can be examined, 
reasoned, and future decisions can be explained.  

There are different ways of categorizing data mining methods. One way is 
to categorize them according to the presence of a class or label for cases. If 
the label or class for cases is known, then this is supervised learning, and if 
it is not known, then this is unsupervised learning. In supervised learning or 
classification, the task is to assign cases to predefined classes. In 
unsupervised learning or clustering, no predefined labels are present and 
the task is to divide cases into natural groups based on their data.  

Predictive models predict how likely it is that an event can happen; for 
example, how likely it is that a patient will have a recurrence of breast 
cancer after the primary treatment. Summary models summarize data by, 
for example, dividing patients with recurrence of breast cancer into 
different groups according to their characteristics. Network models 
discover certain structures in data represented by nodes and links. This is a 
flexible way of representing objects and their relationships. For example, 
patients who did not receive a particular treatment may have been 
hospitalized in a particular hospital. Association models depict certain 
events that frequently occur together. For example, patients with breast 
cancer have a history of disease in their first-degree relatives, were 
overweight after menopause, and had persistent increased blood levels of 
estrogen. MRA and CCA, which were described in the data reduction 
section, could also be categorized as data mining methods. 

Decision tree induction (DTI) is a popular data mining algorithm. It 
includes a number of algorithms such as ID3, C4.5, C5, and classification 
and regression trees (CART). The first three algorithms were developed by 
J. Ross Quinlan [37].   

The extracted knowledge is presented as a decision tree. It is a flowchart-
like structure and looks like a tree that has grown upside down. Each 
internal node represents a test on the variable, each branch represents an 
outcome for the test, and leaf nodes represent classes. The tree grows from 
the root node and ends in leaf nodes representing classes. 

Induction of the tree starts with training of the tree and as a single node 
representing the training samples. If all the cases in the training data have 
the same class, then the node becomes a leaf node. If they are not from the 
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same class, an entropy-based measure such as information gain is used for 
selecting a variable to separate the samples into individual classes. This 
testing variable partitions the samples into different groups. The algorithm 
repeats recursively to select variables and it partitions the data until all data 
in a node belong to the same class, no more variables are left to further 
partition the data, no more cases are left to be partitioned, or a stop 
criterion has been fulfilled. If a leaf node is not pure –i.e. not all cases 
belong to a specific class- then the class is labeled by majority voting to the 
majority class among cases that reached that node. 

Measures such as information gain for selecting the test variable in each 
node are called attribute selection measures. In each node, a variable with 
the highest information gain is chosen as the test variable. This means that 
this variable minimizes the information necessary for classifying the data in 
the resulting partitions. There are various measures, such as Information 
gain [38] used in ID3, C4.5 and C5.0, and Gini impurity used in CART 
(classification and regression tree) [39].  

When a decision tree is fully trained, some of the branches are undesirable 
and represent noise or outliers in the data. A decision tree can be very good 
in predicting the data that it is trained with, but does not perform so well 
with new data (overfitting). The solution is to cut off undesirable branches 
and make the tree more general by means of a pruning method. Pruning can 
be done by using a statistical measure to remove the least reliable branches, 
or it can be user defined. The most important effect of pruning is improving 
the ability of the tree to classify independent test cases. Depending on when 
the pruning is done, it is grouped into pre-pruning or post-pruning. 

In pre-pruning, construction of the tree is stopped early by no further 
splitting or partitioning of the data at a given node. Partitioning stops when 
a statistical measure used to assess the goodness of split falls below a 
certain threshold. 

In post-pruning, the tree is fully grown to its maximum depth and then 
undesirable branches are removed. After pruning different branches and 
measuring error rates, a decision tree that minimizes the expected error rate 
is selected.   

3.3.3 Measuring Data Mining Performance 

It is occasionally necessary to compare different data mining algorithms to 
see which one performs better in analyzing the same data. Sometimes we 
are interested in seeing the performance of a data mining algorithm with 
different settings and parameters.    
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On way of doing this is to measure its accuracy. In ten-fold cross 
validation, the accuracy estimate is the overall number of correct 
classifications from the ten iterations, divided by the total number of 
samples in the initial data [40]. For comparing different classifiers, there 
are also some other measures such as speed, robustness, scalability and 
understandability. Robustness concerns how well the classifier works with 
noisy data, scalability concerns managing very large amounts of data, and 
understandability is a subjective measure of how easy is it to explain and 
understand the resulting model.  

The accuracy measure is very general. It shows the overall performance of 
a classifier. When studying a predictive model in medicine, we are also 
interested in seeing how the model recognizes cases with different labels, 
such as high-risk/not high-risk or healthy/ill. For this purpose, sensitivity 
and specificity can be used.  

However, the sensitivity and specificity of a classifier also depend on the 
definition of the cut-off point for the probability of predicted classes. In 
many situations, not all misclassifications have the same consequences, and 
misclassification costs have to be taken into account. A ROC curve 
demonstrates the trade-off between true positive rate and false positive rate 
in binary classification problems. To draw a ROC curve, the true positive 
rate (TPR) and the false positive rate (FPR) are needed. TPR determines 
the performance of a classifier or a diagnostic test in classifying positive 
cases correctly among all positive samples available during the test. FPR, 
on the other hand, defines how many incorrect positive results, which are 
actually negative, there are among all negative samples available during the 
test. Because TPR is equivalent to sensitivity and FPR is equal to (1 – 
specificity), the ROC graph is sometimes called the sensitivity vs. (1 - 
specificity) plot.  

ROC analysis is being used as a method for evaluation and comparison of 
classifiers [41]. The area under the ROC curve has become a particularly 
important measure for evaluating classifiers’ performance because it is the 
average sensitivity over all possible specificities [42]. The larger the area, 
the better the classifier performs. If the area is 1.0, the classifier achieves 
both 100% sensitivity and 100% specificity. If the area is 0.5, then we have 
50% sensitivity and 50% specificity, which is no better than flipping a coin. 
This single criterion can be compared for measuring the performance of 
different classifiers analyzing a dataset. 

After a classifier has been made, it is also useful to measure its calibration. 
Calibration evaluates the degree of correspondence between the estimated 
probabilities of a specific outcome resulting from a classifier and the 
outcomes predicted by domain experts. This can then be tested using 
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goodness-of-fit statistics [43]. This test examines the difference between 
the observed frequency and the expected frequency for groups of patients 
and can be used to determine if the classifier provides a good fit for the 
data. If the p-value is large, then the classifier is well calibrated and fits the 
data well. If the p-value is small, then the classifier is not well calibrated. 
One of these tests is the Hosmer-Lemeshow goodness-of-fit test [44]. 

3.4 Related Work 

3.4.1 Data Mining in Breast Cancer Studies 

Data mining methods have been used in breast cancer studies with different 
objectives and data sources. Delen et al. [40] used artificial neural 
networks, decision trees and logistic regression to develop prediction 
models for breast cancer survival by analyzing a large dataset, the SEER 
cancer incidence database. Burke et al. [45] compared the 5-year predictive 
accuracy of various statistical models with the predictive accuracy of 
different types of ANNs. They used the Patient Care Evaluation dataset 
collected by the Commission on Cancer of the American College of 
Surgeons from 1983 with follow-up information until October 1992. The 
dataset contained 54 input variables. Lundin et al. [46] used ANN and 
logistic regression models to predict 5-, 10- and 15-year breast cancer 
survival. They studied 951 breast cancer patients and used tumor size, 
axillary nodal status, histological type, mitotic count, nuclear 
pleomorphism, tubule formation, tumor necrosis and age as input variables.  

Martin et al. [47] examined factors related to type of surgical treatment for 
breast cancer using a classification tree approach. Data from the WA 
Cancer Registry on women diagnosed with breast cancer from 1990 to 
2000 were extracted and treatment preferences were predicted from 
covariates using both classification trees and logistic regression. They 
concluded that classification trees perform as well as logistic regression for 
predicting patient choice, but are much easier to interpret for clinical use. 
Jerez-Aragones et al. [48] presented a decision support tool for the 
prognosis of breast cancer relapse that combines a novel algorithm TDIDT 
for selecting the most relevant prognostic factors for the prognosis of breast 
cancer, with a system composed of different neural network topologies. 
Clinical-pathological data were obtained from the Medical Oncology 
Service of the Hospital Clinico Universitario of Malaga, Spain. They 
showed that the proposed system is a useful tool for use by clinicians to 
search through large datasets seeking subtle patterns in prognostic factors, 
and that it may assist in the selection of appropriate adjuvant treatments for 
the individual patient [48].  
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Compared to other similar studies, we used available data stored in regional 
breast cancer registries by linking and matching them. Our reasons for 
using them were their availability, high coverage and good accuracy [49]. 
We tried to show how it is possible to prepare the raw data in a way that 
gives better results in the data mining analysis. The most important 
contribution of our work was evaluation of the performance of our 
approach using experienced domain experts [III]. However, there were 
some limitations, such as not having newer recurrence risk factors in our 
registries and some degree of missingness in our data.  

3.4.2 Non-compliance with Treatment Guidelines 

Svatek et al. [50] examined the possibility of automatic detection of 
potential non-compliance by data mining. Using this method, it is only 
possible to report frequent associations of non-compliance patterns to 
medical experts for interpretation. 

Advani et al. [51] described an approach for evaluating and scoring 
clinician adherence to medical guidelines using the intentions of guideline 
authors. They presented the Quality Indicator Language (QUIL) that was 
used to specify quality constraints on physician behavior and patient 
outcomes derived from medical guidelines.  

In this section, our approach focuses on the retrospective data recorded in 
regional breast cancer registries. We did not, in the first place gather data to 
identify non-compliance patterns, but used available data in the breast 
cancer registries, which are recorded for other purposes. A combination of 
data mining and rules from a clinical guideline was used to identify 
patterns of non-compliance. We also showed the resulting tree representing 
some patterns and gave their probable interpretation. Comparison of results 
from our approach with reasons for non-compliance found after reviewing 
patient records can support our proposed methodology.   
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4 Materials and Methods 

In this chapter, population, variables and methods used in this thesis are 
briefly described.  

4.1 Population and Variables 

In this thesis, data were used from breast caner registries in the southeast 
region of Sweden comprising the three provinces of Östrgötland, 
Jönköping and Kalmar with a population of about one million people [49, 
52]. For covering more variables and also double checking data when 
necessary, data from the tumor marker registry and the cause of death 
registry were also used. This was done by linking and matching these three 
registries by a unique identification number. Table 1 shows summary 
information about patients used in the studies comprising this thesis.  

 
Table 1. Information about patients in this thesis. 

Sample No. of cases Mean age Period of admission 

Paper I 637 59.5 1988-1991 

Paper II 3949 62.7 1986-1995 

Paper III 3699 61.9 1986-1995 

Paper IV 962 65.3 1990-2000 

Paper V 962 65.3 1990-2000 

 
For all of the studies, the first step was to select a set of variables from the 
more than 150 variables stored in the resulting dataset after consulting 
domain experts. The variables used as predictors are shown in table 2. In 
each study, the variables that were used are indicated by an x.  

Based on the aim of the study in each paper, some variables were 
dichotomized. Full descriptions can be found in the respective papers. 

In papers I-III, the outcome variable studied was breast cancer recurrence 
during different time intervals after diagnosis. In Papers IV and V, a 
specific treatment, radiotherapy after mastectomy (PMRT), was used as the 
outcome variable. 
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4.2 Methods 

A summary of methods used in the papers comprising this thesis is shown 
in table 3.   

 
Table 2. Variables used as predictors in the papers. 

Variables Paper I Paper II Paper III Paper IV Paper V 

Age x x x x x 

Tumor location x x - x x 

Side x x - - - 

Tumor Size x x x x x 

LN involvement x x x - - 

Number of involved LNs - - x x x 

LN involvement (N0) x x - - - 

Periglandular growth x x x x x 

NHG x - - - - 

Multiple tumors x x - x x 

Estrogen receptor x x x x x 

Progesterone receptor x x x x x 

S-phase fraction x x x x x 

DNA index (DI) x x - x x 

DNA ploidy x x - x x 

PMRT - - - x x 

LN: Lymph node, NHG: Nottingham Histologic Grad, PMRT: Postmastectomy radiotherapy, N0: Not 
palpable LN metastasis 

4.2.1 Data Preparation 

Preparing the data for data mining starts with finding proper data sources. 
Since not all of the variables were present in one dataset, different sources 
were found, linked and matched. Then a single dataset containing all 
needed data was made. Different data sources in this work were the breast 
cancer registry, the tumor markers registry and the cause of death registry 
located in the Oncology Center in the southeast region of Sweden.  

The data were then cleaned from outliers and noisy data by running a set of 
logical rules. Subsequently, missing values for continuous variables were 
substituted using different methods such as EM [I-II, IV-V] and MI [III]. 
After handling missing values, some variables were dichotomized and were 
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transformed to binary variables. Rules were based on positive/negative or 
normal/abnormal values for those variables. 

Additionally, in paper III, 100 cases were randomly removed from the 
dataset prior to data mining. This sampling was done by stratified random 
sampling so that the ratio of recurrences in the sample was almost the same 
as in the original population. 

 
Table 3. General description of the methods used in this thesis. 

Methods Paper I Paper II Paper III Paper IV Paper V 

Data linking and matching x x x x x 

Removing outliers and noise x x x x x 

Handling missing values (EM) x x - x x 

Handling missing values (MI) - - x - - 

Data transformation x x x x x 

Dimensionality reduction (CCA) x x x - - 

Data mining (DTI) - x x x x 

Validation by domain experts - - x - - 

Abbreviations: EM: Expectations maximization, MI: Multiple imputations, CCA: Canonical correlation analysis, 
DTI: Decision tree induction.  

 
Canonical correlation analysis (CCA) was used for dimensionality 
reduction to reduce the number of variables in both predictors and outcome 
sets [I-III]. The next step was to analyze the results with decision tree 
induction (DTI) using a medically meaningful outcome event which was 
obtained from the CCA.  

4.2.1.1 Expectation Maximization (EM) 

The EM algorithm is a computational method for efficient estimation from 
incomplete data. In any incomplete dataset, the observed values provide 
indirect evidence about the likely values of the unobserved values. This 
evidence, when combined with some assumptions, comprises a predictive 
probability distribution for the missing values that should be averaged in 
the statistical analysis. The EM algorithm is a general technique for fitting 
models to incomplete data. EM capitalizes on the relationship between 
missing data and unknown parameters of a data model. When the 
parameters of the data model are known, then it is possible to obtain 
unbiased predictions for the missing values [30].  
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4.2.1.2 Multiple Imputation (MI) 

In this technique, missing values are replaced by final values resulting from 
repeated imputation, analysis and pooling steps. The variation among 
different imputations shows the uncertainty with which the missing values 
can be predicted from the observed ones. The result is several complete 
datasets. Thereafter, each of the simulated complete datasets is analyzed by 
standard methods, and the results are combined to produce estimates and 
confidence intervals that incorporate missing data uncertainty.  

Handling missing values by MI was done using the standalone version of 
NORM software written by Schafer [53]. The software starts by fitting 
models to incomplete data using the expectation maximization (EM) 
algorithm [54].  

This algorithm is a parameter estimation method that falls within the 
general framework of maximum likelihood estimation and is an iterative 
optimization algorithm. Following convergence of the EM algorithm, a 
data augmentation (DA) procedure was implemented. DA is an iterative 
process that utilizes the observed data to provide estimates of both the 
missing data and distributional parameters. 

4.2.1.3 Canonical Correlation Analysis (CCA) 

Hotelling developed Canonical Correlation Analysis (CCA) as a method 
for evaluating linear correlation between two sets of variables. It 
investigates the relationship between two sets of variables, namely a set of 
multiple predictors and a set of multiple outcomes, and then identifies 
important variables in each of the sets. Significance of the analysis was 
tested with randomization tests, and robustness of the estimates of the 
loadings was tested with bootstrapping.  

One way of interpreting the canonical solutions is to look at the 
correlations between the canonical variates and the variables in each set. 
These correlations are called structure coefficients or loadings. The logic 
for using the loadings is that variables that are highly correlated with a 
canonical variate have more in common with it, and they should be 
considered more important when deriving a meaningful interpretation of 
the related canonical variate. This way of interpreting canonical variates is 
similar to the interpretation of factors in factor analysis [55]. The criterion 
for choosing the important variables in each canonical variate is the 
structure coefficients (loadings). As a rule of thumb for meaningful 
loadings, an absolute value equal to or greater than 0.3 is often used [56, 
57]. 



Materials and Methods  

 

31 

4.2.2 Data Mining and Decision Tree Induction (DTI) 

In papers II-V, models were made by applying decision tree induction 
(DTI) to the prepared data. DTI was carried out using the J48 algorithm in 
WEKA [58]. WEKA is a set of machine learning algorithms for data 
mining tasks and the algorithms can either be applied directly to a dataset 
or called from other programs. The application contains tools for data 
preparation, classification, clustering and visualization. In WEKA, the J48 
algorithm is the equivalent of the C4.5 algorithm written by Quinlan [38]. 
Post-pruning based on a 10-fold cross validation was also done to trim the 
resulting tree [59].  

DTI is a common data mining method that constructs decision trees in a 
top-down recursive divide and conquer manner [29]. A decision tree is a 
graph or model of decisions and is both predictive and descriptive. The 
visual presentation of the tree model is clear and easy to understand.  

A decision tree can be easily transformed into a set of rules. One rule is 
created for each path from the root node to a leaf node. A combination of 
the test variables in the internal nodes makes the “IF” part, and the leaf 
node with the related class makes the “THEN” part of a rule. These rules 
can be easily integrated into computer programs, and when the tree is large 
they are also easier for a user to understand.  

In classification, we are interested in seeing how a decision tree will 
perform on new data in the future. If we test it with the old data that we 
used for training the algorithm, the result will not be convincing because 
the classifier has been learned from the same training data and the testing 
result will be falsely optimistic. To predict performance of a classifier it 
should be tested on a new dataset, called the test set that has not been used 
for training the classifier. In real life, it is not always easy to find 
independent datasets as the testing data. A solution to this problem is to 
take out a part of the data for testing and use the remaining data for the 
training (holdout method).  

In practice, it is common to reserve two thirds of the data for training and 
the rest for testing. This means that for training, we should ignore one third 
of the data, and this is not good, especially when the amount of available 
data is not large. Another problem arises when we are unlucky and the 
training or testing sets are not good representatives of the whole amount of 
data. To avoid this problem we can use stratified random sampling for 
choosing cases for both sets. With this method, we can guarantee that each 
class is represented in both training and test sets.  

A better way to reduce the sampling bias is to repeat the whole process 
several times, each time with a different random sampling. Then the 
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performance of each iteration is calculated and an average representing the 
overall performance is calculated. If we decide on a fixed number of 
partitions or folds of the data, then this method is called n-fold cross 
validation. The standard way of predicting the performance of a classifier is 
to randomly divide the data into 10 partitions and use nine parts for training 
and one part for testing and then iterating the whole process 10 times. The 
training is repeated 10 times on different training sets and the classifier is 
tested with 10 different testing sets. This is called 10-fold cross validation. 
It has been shown that 10-fold is an appropriate number of partitions for 
obtaining the best estimate of the performance of different classifiers [40]. 

For estimating the generalization error of the resulting predictive model, 
the 10-fold cross validation technique was used [40]. The data (excluding 
the 100 cases in Paper III) were divided into 10 subsets of about the same 
size. Then the tree was trained 10 times, each time leaving out one of the 
subsets from training. The omitted subset was used for testing and 
computing the error. These error estimates were used to adjust the extent of 
pruning the decision tree. 

4.2.3 Guideline Non-compliance 

In papers IV and V, adherence to a local guideline for postmastectomy 
radiotherapy was studied using the extracted rules from a guideline. A rule 
for age was also added, because with increasing age it is more common that 
patients have comorbidities, making them less fit for PMRT. Age limitation 
is not a part of the guideline, but we could not ignore its effect as an 
important variable when prescribing/not prescribing PMRT. Some 
important parts of the American Society of Clinical Oncology Clinical 
Practice Guideline for PMRT [60] are shown in Table 4. However, the 
guideline was adjusted at Linköping University Hospital. A major 
modification was suggesting the treatment for patients with involvement of 
one or more than one lymph node. Whenever we mention the PMRT 
guideline in this study, we mean the modified version of the guideline 
including the age limitation of younger than 75 years for prescribing 
PMRT. 

With knowledge of the actual treatment for each patient, a contingency 
table was drawn showing the recommendations from the PMRT guideline 
and whether or not the patient received this treatment [IV]. Cases that were 
not treated in accordance with the guideline were identified and extracted 
for further analysis. In order to process a comparison between the dataset 
and the guideline, the text guideline was manually converted to rules. The 
rules were applied to the dataset as SQL queries to filter cases that were not 
treated according to the PMRT guideline. Decision tree induction then was 
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used for finding some of the reasons that these cases were not treated 
according to the guideline. 

In paper V, ID numbers for these cases were used to find and to check their 
medical records manually. After reading the records, the reasons for 
receiving/not receiving the proper treatment were extracted. Then the 
reasons were categorized, summarized and compared with patterns that 
were found by decision tree induction. 

 
Table 4. Selected parts of the Guideline for PMRT. 

Patients with four or more positive axillary lymph 
nodes: PMRT is recommended for patients with 
four or more positive axillary lymph nodes. 

Patients with one to three positive axillary lymph 
nodes: There is insufficient evidence to make 
recommendations or suggestions for the routine use 
of PMRT in patients with T1/2 tumors with one to 
three positive nodes. 

Patients with T3 or stage III tumors: PMRT is 
suggested for patients with T3 tumors with positive 
axillary nodes and patients with operable stage III 
tumors. 

… 
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5 Results 

This thesis consists of five articles dealing with different aspects of data 
mining and its specific applications in oncology. The following chapters 
highlight the important results that have been achieved in these studies.  

5.1 Dimensionality Reduction 

In paper one, usefulness of CCA was examined for dimensionality 
reduction, i.e. reducing the number of variables for breast cancer in two 
sets, i.e. risks factors and outcomes. CCA was used for analyzing 
relationships between predictors and outcomes for breast cancer and 
generated six solutions for specifying important variables in the 
relationship [I].  

For the first solution, the canonical correlation coefficient (rc) was equal to 
0.547 with a p-value ≤ .001. Table 5 shows individual structure coefficients 
(loadings) between the tumor specifications and their canonical variate 
(U1), and between the recurrences of breast cancer and their canonical 
variate (V1), for the first solution.  

Variables with loadings equal to or larger than 0.3 (bold type in the table) 
are assumed to be important variables for the recurrence of breast cancer. 
By means of this method, unimportant variables for each dataset in the 
relationship can be omitted. There is a full explanation about loadings and 
the meaning of their signs in paper I.  

5.2 Predicting Recurrence 

In papers II and III predictive models were built to predict the recurrence of 
breast cancer. First, effectiveness of data pre-processing was examined by 
comparing the results of data mining with and without data pre-processing, 
and then its performance was compared with the predictions of domain 
experts. 

In paper II, CCA was used to specify relevant variables in relation to DM 
within 5 years after diagnosis. After analyzing the data with CCA, the 
canonical correlation coefficient (rc) was 0.49 (p ≤ .001), and the important 
variables are shown in Figure 1. 
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Table 5. Canonical structure matrix for predictor and outcome variates 

Predictor Set U1 Outcome Set
‡
 V1 

Age .223 DM, first two years .837 

Tumor location  DM, 2-4 years .332 

     Superior medial .138 DM, more than 4 years .193 

     Inferior medial .159 LRR, first two years .486 

     Superior lateral -.056 LRR, 2-4 years -.030 

     Inferior lateral .155 LRR, more than 4 years -.013 

     Nipple area .160     

Side -.017     

Tumor size 
*
 .432     

LN involvement 
*
 .567     

LN involvement (N0) † .580     

NHG .697     

Perigland growth 
*
 .566     

Multiple tumors * .110     

Estrogen receptor .370     

Progesterone receptor .365     

S-phase fraction .629     

DNA index .325     

DNA ploidy .342     

Abbreviations: LN: lymph node, NHG: Nottingham Histologic Grade, 
DM: Distant Metastasis, LRR: Loco-regional Recurrence 
* from pathology report, † N0: Not palpable LN metastasis, ‡ all periods 
are time after diagnosis 

 
Afterwards, variables that were found to be important by CCA were used 
for building a predicative model by decision tree induction. Different 
approaches were used to clarify the CCA role as a method for dimension 
reduction in the pre-processing step. Regarding accuracy, sensitivity and 
specificity, the results are presented in Table 6. 

 

 
Figure 1. Extracted model from CCA in the pre-processing step. 
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In paper III, after proper data pre-processing and selection, resulting 
variables were used for building a predictive model for the recurrence of 
breast cancer, and the results were compared with predictions made by 
domain experts. 

 
Table 6. Results for the different approaches. 

DTI 
Without 

pre-processing 

With 

replacing 

missing 

values 

With 

pre-processing 

Accuracy 54% 57% 67% 

Sensitivity 83% 82% 80% 

Specificity 41% 46% 63% 

Number of Leaves 137 196 14 

Tree Size 273 391 27 

 
After applying DTI the resulting tree had 16 leaves and correctly classified 
82% of cases with a mean absolute error of 0.25. Areas under the ROC 
curve (AUC) for each method were 0.755, 0.810 and 0.847 for DTI, 
oncologist 1, and oncologist 2, respectively, and there was no statistically 
significant difference between them. The Hosmer Lemeshow goodness-of-
fit test and chi-squared values were 3.29, 10.47 and 27.74 and p-values 
were 0.19, 0.16 and 0.0005 for DTI, oncologist 1, and oncologist 2, 
respectively. 

5.3 Non-compliance with the Guideline 

Analyzing data by the extracted PMRT guideline rules showed that 125 
cases were not treated according to the guideline. These cases were then 
analyzed by decision tree induction (DTI) to find important patterns for not 
following the guideline. The resulting tree had an accuracy, sensitivity and 
specificity equal to 97.6%, 0.97 and 0.96, respectively, and is illustrated in 
Figure 2. 

In this figure, there are two numbers in parentheses in the leaves. The first 
number shows how many cases reached this leaf and the second shows the 
number of cases for whom the outcome was not predicted to happen. Table 
7 shows the rules resulting from the decision tree depicted in Figure 2. 
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Figure 2. The resulting decision tree. 

 
Representing patterns of non-compliance by the above-mentioned data 
mining method increases the opportunity for a more detailed analysis of 
reasons that can be crucial concerning giving treatment and the 
maintenance of guidelines. 

 
Table 7. Extracted rules from decision tree induction. 

 Rules Outcome 

Rule 1 If patient is older than 74 years  PMRT is done  

Rule 2 If patient is 74 years or younger and 
there are some involved lymph nodes  

No PMRT is done  

Rule 3 If patient is 74 years or younger and no 
lymph node is involved and tumor size 
is larger than 43 mm  

No PMRT is done 

Rule 4 If patient is 74 years or younger and no 
lymph node is involved and tumor size 
is 43 mm or less 

PMRT is done 

Abbreviations: PMRT: Postmastectomy radiotherapy 

 
For each group of patients representing the rules resulting from Figure 2, 
reasons for not following the PMRT guideline were extracted from patient 
records. Non-compliance reasons for patients who received PMRT 
treatment in contrast to the guideline, and for patients who did not receive 
PMRT treatment when the guideline recommended it, are shown in table 8. 
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Table 8. Reasons for non-compliance with the PMRT guideline for all rules. 

Number 
Reasons 

Rule 1 Rule 2 Rule 3 Rule 4  

Physician-related  1 4 1 3 

Age 40 - - - 

Co-morbidities - 14 - - 

Early recurrence - 4 1 - 

Generalized disease - 8 1 4 

Near cut-off values for RFs 4 - - 9 

Rejected the treatment - 3 - - 

Patient-related 

Preoperative RT - 3 - - 

Reporting error - 1 - 11 
Registry-related 

RT after local relapse 2 - - 2 

GL was followed  - - 1 1 

Unknown reason  1 12 1 3 

RF: Risk factors, RT: Radiotherapy, GL: Guideline 
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6 Discussion 

Data mining in medical databases as a process for finding interesting 
patterns from data is a very promising application of computers in 
medicine. It starts with collecting and matching raw data from different 
sources and continues with extracting information and hidden knowledge 
which is applicable to real-life problems. Using KDD and data mining 
methodology in the oncology domain for predicting the recurrence of 
breast cancer and analyzing reasons for not following a treatment guideline 
were the main focus of this thesis and will be discussed here.  

6.1 CCA as a Data Pre-processing Method  

In medicine, data pre-processing is becoming increasingly important 
because of the huge volume of saved data. Data may consist of many 
attributes with different complexities. In a study regarding proteomic 
spectra where different pre-processing steps were used, good performance 
was achieved with a smaller number of variables [61]. In another study, the 
number of variables were reduced by data pre-processing from 25 to 4, and 
were used for discriminating between benign and malignant thyroid lesions 
[62]. 

Data pre-processing is a necessary step, because real-world data are usually 
incomplete, noisy and inconsistent. In paper I, data pre-processing started 
with reducing the number of variables by consulting domain experts. The 
number of variables decreased from about 150 to 17. It is possible to use 
some automatic methods to do this, but domain experts can indicate 
suitable data sources and which variables to choose. In this stage, they were 
asked to indicate potential risk factors for the recurrence of breast cancer. 
Using this approach, we were able to incorporate their knowledge, and 
study the process of knowledge discovery and data mining.  

The majority of available data are not designed for knowledge discovery 
and should therefore be prepared for the main analysis. There are different 
ways to increase data quality such as using different data sources and 
reducing the amount of missing data, outliers and noise. When there are 
large amounts of complex data with possible relationships between them, 
common analytical methods may not work properly. A solution is to use 
methods that are not affected by these problems. CCA finds important 
variables in both input and outcome sets represented as an explanatory 
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model [I]. Decreasing the number of variables without losing information 
content of the data is a part of the data mining process for finding hidden 
knowledge in databases. 

Using CCA for modeling the relationship between risk factors and 
recurrence of breast cancer showed recurrence predictors that were already 
known. Nottingham histologic grading (NHG), which is an index especially 
formulated for showing the prognosis of breast cancer, had the highest 
loading. Other variables shown to be important in paper I were tumor size, 
lymph node involvement, presence of perigland growth, estrogen and 
progesterone positive tumors, S-phase fraction, DNA index and DNA 
ploidy. All of these variables are known predictors for the recurrence of 
breast cancer and CCA successfully detected them. As for the outcome, 
most of the recurrences happen during the first 2-3 years after onset of the 
disease, and this is in accord with our findings. Beginning with 14 variables 
in the independent set, four variables were found to be not important for the 
recurrence of the disease. Keeping in mind that these 14 variables were the 
potential risk factors for recurrence chosen by domain experts, reducing the 
number of variables down to about 70% is valuable. The benefit will be 
more significant when the number of variables is much higher, and any 
reduction in size would be helpful. Of the total of six variables in the 
outcome set, three were found to be important. The variables in the 
outcome set are also reasonable based on current medical knowledge.   

In the input set, there are some variables that are highly correlated with 
each other, i.e. lymph node involvement from pathology report/physical 
examination, estrogen/progesterone receptors, DNA index/ploidy. All of 
these variables were shown to be important by CCA. An interesting point 
was that these pairs of highly-correlated variables had very similar loadings 
but none of them were omitted because of redundancy.   

The presence of multiple outcomes and multicollinearity were the main 
motivations for using CCA and canonical loadings for finding important 
variables in a model explaining recurrence of breast cancer during different 
time intervals. CCA finds important predictors by calculating loadings and 
discards non-important variables. By reducing the number of probable 
predictors while preserving the information content, CCA is the method of 
choice for dimensionality reduction, especially when there are multiple 
outcomes.  

Multiple regression analysis (MRA) is a common method for finding 
relationships between a set of independent variables and a single outcome. 
When there are multiple outcomes, it is possible to perform MRA several 
times and combine the results. However, there is no standard way to 
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combine the results, and when the outcome set is large, it is not convenient. 
CCA, on the other hand, can analyze such models in just one run.  

In similar studies, CCA was used for finding relationships between risk 
factors and complications of heart surgery [63]. The associations between 
74 potential risk factors and 12 outcomes were successfully analyzed in 
2605 patients who underwent heart surgery, and important variables in each 
set were identified (risk factors/outcomes).  

In paper II, DTI showed a better performance after data pre-processing 
including handling missing values and dimensionality reduction. This was 
illustrated both by better accuracy and a smaller predictive model, which is 
easier to understand. With data pre-processing as explained in paper II, 
accuracy increased from 54% to 67% and the number of decision tree 
leaves decreased considerably from 137 to 14. A smaller tree has some 
advantages, such as model simplicity. A simpler model is easier to explain 
to the user, and when integrated into applications it works faster. 
Sometimes domain experts could change some parts of the model, and 
when the model is more explainable and easier to understand, then 
modifications would be easier.  

For handling time, CCA is not as good as Cox regression analysis, which is 
the proper method for handling censored cases. CCA has no intrinsic 
function for handling time and the only way to enter a time dimension into 
the analysis is by making new variables in the outcome set that cover 
different time intervals, such as occurrence of an event during 0-2, 2-4 and 
more than 4 years after a reference time. Another difficulty is in 
interpreting CCA results. CCA results in solutions (roots) and their number 
is equal to the number of variables in the smallest set (input or output 
datasets). Among these solutions, some are significant, which is determined 
by canonical coefficients. However, most of the time only the first solution, 
which is the most important one, is considered.       

6.2 Missing Values 

Real life data always have missing values. There are many reasons for this, 
such as unavailability of the data at the time of collection and recording 
errors. Another important reason is that variables may have been excluded 
because they were not necessary based on the primary aims of data 
collection.  

There are different methods for handling missing values, but the most 
common one is omitting the record that contains a missing value. This is 
the common approach in commercial statistical packages. However, 
omitting these cases causes loss of information and may result in a 
dramatic reduction of the useful amount of data. Replacing these values 
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using methods such as imputations can be beneficial. In papers I and II, 
handling missing values was done before CCA since, when running CCA, 
cases with missing values would otherwise be omitted. 

In our studies, the most common reason for missing data was that some 
variables were not regarded important at the time of data collection. The 
data in the breast cancer registry were collected for different studies in 
different periods of the time, but the main purpose was survival analysis 
and reporting to high-level healthcare authorities. However, some parts of 
the registry contain more data in accordance with a specific study. 
Therefore, additional variables are not available in all parts or all time 
periods of the registry. When newer variables related to breast cancer 
became available, they were also added to the data, and thus they are not 
available in some older time periods in the breast cancer registry. An 
example is the S-phase fraction, which is a rather new variable compared to 
other tumor markers.      

6.3 Data Mining and Validation of the Results 

Data mining techniques are useful for identifying interesting patterns 
hidden in databases. Careful selection of variables and preparing the data 
before mining are mandatory for a successful analysis. A smaller predictive 
model with better accuracy is the result of proper data pre-processing (II). 
Extracted knowledge in different forms such as predictive or explanatory 
models should be clear and understandable to users. For this reason both 
the model presentation and its size are important. DTI is a common data 
mining method and many researchers prefer it to complex methods such as 
artificial neural networks (ANN). The resulting model from ANN is good 
for predictive purposes but is difficult to understand and explain, and the 
resulting model is referred to as a black box. In contrast, DTI results in a 
simple and understandable model. The resulting decision tree can be simply 
transformed to rules and integrated into computer programs. However, after 
extracting the useful information and knowledge, challenges are how, 
where and when to use it in routine clinical work.   

Availability of retrospective data saved in different forms such as cancer 
registries is a motivation to use them as data sources for data mining. These 
data have been collected for other purposes than data mining and need 
preparation before the mining analysis.  

When a decision tree is trained with available data, there is a risk for 
overfitting. To obtain an estimation of how the model works we used 10-
fold cross validation. However, when the aim is to use the results in a 
decision support system (DSS) for clinicians, the more important task is to 
compare the performance of the model with domain experts. In doing so, 
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the performance of the tree is validated and if there is no significant 
difference, the model can be used for predicting purposes.  

In paper III, comparison between AUCs for DTI and domain experts shows 
that there is no significant difference between them in predicting the 
recurrence of breast cancer. It should be mentioned that the data in medical 
databases, and in our case the breast cancer registry, are limited. They do 
not contain all data about breast cancer, especially some new variables such 
as gene information. When performing this comparison, it should be kept in 
mind that physicians use all data when deciding about patients. If there is 
not enough data, they seek more data from different sources, such as asking 
for more tests and doing more examinations. In our case, none of these aids 
were available to the physicians. Therefore, when comparing a predictive 
model with domain experts, both were provided with the same data for 
decision-making. However, the aim of our study was to compare their 
performance with available data, and not predictions based on extra data 
from other sources.  

When comparing the predictions, certain considerations should be taken 
into account. There should be a balance between false positive and false 
negative predictions. Therefore, when comparing the performance of a 
predictor with domain experts, the whole range of cut-offs should be 
compared, and this can be done by using ROC curves and area under the 
curve (AUC). This cannot be accomplished by comparing sensitivity and 
specificity, at a fixed cut-off.     

One hundred cases in the validation data may appear to be a small number, 
but there was a limit as to how many cases physicians could study. 
Oncologists are very busy in their daily work and it was difficult to find 
enough time. This was also the reason that no more than two domain 
experts were chosen for the study. However, there is no agreement or rule 
as to how many cases or experts are necessary for such studies.  

Calibration, which was assessed by Hosmer Lemeshow goodness-of-fits 
statistics, shows that the DTI model has a higher p-value and therefore 
works more reliably than the oncologists in predicting the recurrence of 
breast cancer. A predictive model can not be both reliable (calibrated) and 
discriminative, and one is increased at the expense of the other [64]. This is 
the probable reason that oncologists have higher AUCs and lower 
calibration.  

Because the recurrence of breast cancer is not very common and the dataset 
is dominated by cases without recurrence, when making a predictive model 
and studying its performance the specificity is much higher than sensitivity 
(specificity = 96% and sensitivity = 21%). However, since the criteria for 
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the predictive model’s usability are based on comparison with the domain 
experts’ predictions and there was no significant difference, this model 
therefore can still be useful. A solution to this problem is to use a balanced 
dataset. With this method, we make the number of cases in each class equal 
and then run the analysis. However, this method introduces a bias to the 
study because then the number of cases is not the real number since we 
have synthetically changed it, so it might no longer be a real representative 
of the dataset. 

In related studies, different data mining methods have been compared with 
one another [45, 46, 65]. However, comparing the results with human 
experts has not often been done. When the aim is to use the resulting 
predictive model, simply declaring the accuracy of the model or its area 
under the ROC curve is not enough. If a decision support system (DSS) is 
going to be used in real-life, it should have a performance comparable to 
domain experts. Therefore, involvement of domain experts in the KDD 
process is important.    

6.4 Guideline Non-compliance 

Analyzing the breast cancer registry data with guideline rules and data 
mining reveals some of the reasons for non-compliance with the 
postmastectomy radiotherapy (PMRT) guideline for breast cancer patients 
[IV, V]. This is done by using the occurrence of PMRT as the outcome 
variable and making a model for cases that have not been treated according 
to the PMRT guideline. This is a semi-automatic and faster way of 
detecting cases of non-compliance with the guideline as compared to 
manual inspection of patient records.  

Adherence to clinical guidelines is important for maintaining the quality of 
care [66]. If patterns showing important non-compliance with a guideline 
are detected, they should be reported to clinicians for more investigation, 
and if necessary they should correct their practice. However, in some cases 
the patterns may be used for giving recommendations to guideline authors 
concerning modification of the related guideline. Another way to use these 
patterns can lead to a change in the inspection method. Fuzzy variables and 
fuzzy set theory [67] can also be used for creating better descriptions of the 
non-compliance cases.  

In paper IV, not all of the resulting four rules were important patterns in 
non-compliance with the PMRT guideline. The resulting model can be used 
for discriminating between patients who received/did not receive 
radiotherapy in contrast to the PMRT guideline. The model is also useful in 
providing an overview of important variables and their combinations for 
each group of non-compliance patients. Further, it is apparent that among 
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variables in this study, age is the most important variable for grouping the 
patients into different classes. However, in the guideline age can be 
considered as a concealed parameter for suggesting or not suggesting 
PMRT.  

Comparing resulting rules from data mining and manual inspection of 
patient records reveals some interesting points. Among resulting rules, rule 
number 2 (Table 7) is the most important. In all, 47 patients with lymph 
node involvement did not receive PMRT. The left side of this rule has two 
propositions and both indicate important failures in following the guideline. 
In the guideline, all patients with lymph node involvement who are 75 
years old or younger should receive the treatment, but these patients did 
not. There could be different reasons these patients did not receive PMRT 
such as having another illness or a poor health condition.   

Rule number 3 could also be an important pattern, but the number of cases 
is not high enough to show that this pattern constitutes repeated non-
compliance with the guideline.  

Twenty-nine patients in rule 4 with no lymph node involvement and a 
tumor size smaller than the cut-off point in the guideline received PMRT in 
contrast to the guideline. Among possible reasons, we can mention 
advanced disease and near cut-off values for risk factors.  

The traditional application of cancer registries, survival analysis, can be 
expanded. Analyzing these data with extracted rules from guidelines can 
reveal cases that have not been treated according to the related guideline. 
Further analysis of these cases by data mining can find important patterns 
of non-compliance since the related variables are present in the cancer 
registry data. The benefit is a saving of time as well as resources in 
oncology. It is not practical for medical experts to go through all the patient 
records to check that all cases have been treated according to the guideline. 
It is even more difficult to determine by manual inspections why they were 
not treated accordingly. This requires time and careful inspection of all 
records. However, combining the availability of cancer registries and newer 
tools, i.e. computerized guidelines and data mining, can speed up the 
process.  

It is not possible to identify reasons such as rejection of the treatment or 
presence of co-morbidities, because these variables are not usually 
recorded in breast cancer registries. However, availability of more 
comprehensive structured patient data covering all data related to a patient 
can improve data mining in order to detect hidden patterns of non-
compliance with clinical guidelines.       
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Causes of non-compliance are divided into four categories: physician-
related, patient-related, registry-related and unknown reasons [V]. All of 
these reasons are not due to an error in decision-making. In fact, when the 
patient records were manually inspected, just 6% of the non-compliance 
cases were because of the physician’s decision (Table 8). In the group that 
received PMRT in contrast to the guideline, the most common reason was 
age-related, comprising almost 49% of cases in this group (Table 8). This 
patient-related variable was also indicated by data mining.  

In the other group that did not receive PMRT treatment according to the 
guideline, the most important factors were presence of co-morbidities 
(26%) and unknown reasons (24%) (Table 8). Presence of co-morbidities is 
not recorded in the breast cancer registry data, so it is not possible to find 
patterns concerning this variable by data mining.   

If all necessary data are available in a registry, then by using data mining 
methods these reasons can be automatically detected. It is quite beneficial 
only to inspect cases in groups of patients in relation to important rules for 
non-compliance with the guideline. Decisions about which rule is more 
important than others should be made by domain experts. Among rules 
resulting from data mining, rule 2 was the most important and a manual 
inspection of this rule reveals that 18 (11+7) of the cases had near cut-off 
values for risk factors, 14 cases had co-morbidities and 8 had generalized 
disease. Therefore, what can be done about this group is fuzzification of 
risk factors, involving the presence of co-morbidities and generalized 
disease, and guideline authors can be asked to consider this and modify the 
guideline. 

There have been some attempts to use data mining in relation to clinical 
guidelines [50, 51]. However, there is no direct comparison between the 
reasons for non-compliance acquired from historical data sources in any of 
them. The reasons obtained from data mining should be compared to the 
reasons acquired after reviewing each patient’s record carefully. Only in 
this way is it is possible to see how well data mining works. 

There are some limitations in using this methodology. The most important 
one is unavailability of comprehensive datasets. The breast cancer registry 
does not contain all necessary data for covering all categories of non-
compliance with the guideline, but the results so far show that data mining 
can detect these patterns as much as the data content permits. Availability 
of more structured data leads to better results and finding more precise 
patterns. However, a potential application for this methodology can be a 
preliminary intelligent analysis prior to manual inspection of records. 
Another limitation is failure to make a model to discriminate between 
patients who received appropriate/inappropriate radiotherapy according to 
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the PMRT guideline. Because of the low incidence of non-compliance 
cases (74+51) as compared to patients who received the appropriate 
treatment (356+278), a predictive model made by DTI is not efficient. 
Confirming the previous statement, data mining produces a model with 17 
leaves and 33 nodes. True positive rates for predicting compliant cases, 
positive PMRT but negative recommendation, and negative PMRT but 
positive recommendation from the PMRT guideline, were 0.97, 0.34 and 
0.0, respectively. However, for patients who received inappropriate 
radiotherapy according to the PMRT guideline, the same analysis to 
discriminate between two groups of patients in non-compliant cases gives a 
much better result. This model works fine for discriminating these patients 
and also gives an overview model for the important groups of non-
compliant cases.  
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7 Conclusion and Future Directions  

Data mining can reveal new knowledge from retrospective data. Although 
the findings in our case were known to domain experts, it is of value to see 
that they could be acquired by analysis of the breast cancer registry data. 
Historical data that are stored in the quality registries provide new 
possibilities for researchers to use these data sources for a wider range of 
studies. However, it should be kept in mind that the complexity of these 
data and the necessity for pre-processing before data mining are important 
aspects of such analyses. Further, the quality of data is critical to the 
success of knowledge discovery. Analyzing medical data with data mining 
is a challenging task and should be done by following the KDD 
methodology in order to get satisfactory results.  

The experience from exploration of data mining methodology operating on 
quality registries is a major contribution of this work together with the 
concrete result in terms of predictive models for recurrence of breast cancer 
and the analysis of patterns of non-compliance as compared to clinical 
guidelines. Results from the evaluation of the performance of our approach 
using experienced domain experts will guide further work on 
implementation. 

The results of medical knowledge discovery can be used to support 
decision-making in clinicians’ daily practice. One of the challenges for 
researchers in the field of biomedical informatics is to make this possible. 
New methodologies for revealing knowledge from retrospective medical 
data need to be adapted in accord with circumstances in medicine. Both the 
biomedical informatics and medical disciplines will be enriched by 
developing methods and applications in this field. This work has shown the 
potential in the presented approaches, but also the limitations in terms of 
availability of data. Forthcoming standards for the electronic health records 
will provide opportunities for access to an even wider range of patient 
related data, including laboratory data, images, bio-signals as well as 
structured elements of the traditional parts of the health records such as 
patient history, status, diagnosis, treatment etc. The application of data 
mining methods on such rich multi-modal datasets and its integration into 
clinical decision support systems is one of the major challenges in the field. 
The importance of involvement of clinicians and domain experts in the 
process should also be stressed.  
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