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Abstract 

The purpose of this master thesis is to describe the work behind the building of a scalable
model of a memory designed at Zarlink Semiconductor AB. This model is to be part of a 
memory generator and used to extract timing parameters for all available memory sizes 
instead of simulating the layout, as layout simulation takes too much time. 

The report starts with the basic theory of passive circuit elements that has to be 
considered in a model and what effect these elements have on functionality and 
robustness of the design. There’s also a short chapter on how to layout for optimisation 
towards high speed, minimal area or low power consumption. 

After that, the work behind three different models of a memory is described. The models 
are a skeletal model, a mixed-mode model and a digital model. The skeletal model was 
the only one that could be finished and this model is then evaluated and compared to a 
simulation made on the original layout of the memory. 

Included in the description of the mixed-mode and digital models are a description of 
how you characterise cells and how you include power information in digital simulation. 

At the end there’s a short chapter on the future of modelmaking. 
 solid-state circuits, simulation 



 

 

 

ii [Modelling a memory] A master thesis  



 

Contents 

 CHAPTER 1 Introduction 1 
 

 CHAPTER 2 On parasitics 3 

 2.1 Knowing the parasitic 3 
 2.2 Capacitance 4 
 2.3 Resistance 8 
 2.4 Inductance 10 
 2.5 Substrate effects 11 
 2.6 Quantummechanical parasitics 14 
 2.7 Modelling the parasitic 15 
 2.8 Modelling the interconnect 16 
 2.9 Modelling the substrate 16 
2.10 Modelling the MOS transistor 18 

2.10.1 Taking care of the worst-case 19 
 

 CHAPTER 3 Preparing for simulation 21 

 3.1 Digital, mixed or analog? 21 
 3.2 Schematic, skeletal model or layout? 23 

3.2.1 Extract, sort, simulate 24 
 

 CHAPTER 4 Different memory architectures 26 

 4.1 Aiming for power 27 
 4.2 Going for speed 28 
 4.3 Keeping it small 29 

 
 
 
 
 

 

 [Modelling a memory] A master thesis iii 



 

 CHAPTER 5 Developing models 30 

 5.1 The memories 30 
 5.2 A skeletal model 31 
 5.3 A mixed-mode model 32 
 5.4 A digital model with power information 34 

5.4.1 The making of a TLF-file 34 
5.4.2 Adding the power information 36 

 5.5 Evaluation of the models 38 
 5.6 Comparing simulation results 39 

 
 CHAPTER 6 Making a model of the future 42 

 
 CHAPTER 7 Conclusion 44 

 
 CHAPTER 8 References 45 

 
 CHAPTER 9 Acknowledgements 47 

 
 APPENDIX A Converting TLF’s with tlfConvert A-1 

 
 APPENDIX B The original TLF-file B-1 

 
 APPENDIX C The converted TLF-file C-1 

 
 APPENDIX D The final TLF-file D-1 

 
 APPENDIX E Simulation results E-1 

 
 

 

iv [Modelling a memory] A master thesis  



 

CHAPTER 1 Introduction 

Designing circuits today is very different from what it was just a few 
years ago. Today all work is done on computers and realising the 
design into a real chip costs several hundred thousand dollars for a 
standard process. Consequently, you don’t want to go into production 
of a chip until you’re sure that the design works. 
The only way you have at your disposal for making sure is extensive 
simulation. Each part of the design should be simulated on it’s own and 
together with other parts. Both the schematic design and the layout 
should be tested thoroughly. 
But why make a model? As you read on you will see that to make a 
good model you will have to finish your layout. In addition, the thought 
may occur that if you have a layout you don’t need a model. Sure, the 
people who designed the simulation software need to have models, but 
why would the circuit designer need one? 
Often a circuit becomes too large for a simulator to handle or would 
take too much time to simulate. On the other hand, maybe you are just 
interested in simulating a small part of your design. This is where you 
need your model. If you cut out a part of your layout and then add 
inputs and outputs to it, you have made a model of sorts. But you still 
need to know which things you can cut away without losing 
information.  
Maybe parts of your layout didn’t work as it was intended. Using 
models you may find which parasitic causes the error and then redesign 
to avoid that one. Knowing about parasitics, why they exist and what 
they cause should be basic skills for the IC designer. 
The following two chapters, chapter 2 and 3, is the theoretical back-
ground of model building. Beginning with the general basics of 
parasitics and later on a bit more deeply into capacitance, resistance, 
inductance, substrate effects and quantummechanical parasitics and 
how these affect the circuit’s performance. After that, a few models of 
how to include the parasitics in a circuit are presented.  
After that, continue through to different ways to simulate, digital, 
mixed-signal and analog, and how parasitics are included in the 
different simulations. In addition, in this part there are descriptions of 
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the different models used later on. The theoretical part ends with 
chapter 4, which is about how to design your circuit to optimise 
towards different goals like speed, area or power consumption. 
The practical work of making the skeletal, mixed-mode and digital 
models is described in chapter 5. This includes a description of the 
characterisation process and how to include power information in 
digital simulation. The chapter ends with evaluation of the models and 
a comparison between the simulation results of the skeletal model and 
the layout. 
In part three there’s a forecast of the future. Is this way of modelling 
applicable in future processes? What, if any, other effects can we 
expect to see?  

 

2 [Modelling a memory] A master thesis  



 

CHAPTER 2 On parasitics 

2.1 Knowing the parasitic 
You can’t design an electric circuit without having to deal with 
parasitics. Parasitics in the form of capacitances, impedances and 
inductances are all an integral part of electronics and sometimes we 
want them to be there, as in dynamic memories, and sometimes we 
would rather see that there were no parasitics there and interfered. 
Parasitics affect all parts of the circuit and give rise to phenomenon’s 
like, for example, crosstalk and increases in delay. Cross-talk has 
always been a very apparent problem in design and today when more 
and more chips are mixed-signal, i.e. include both digital and analog 
parts it has become an even bigger problem. The analog parts in the 
design are very sensitive to the noise generated by the switching in the 
digital parts. To avoid these glitches on the supply lines generated by 
the digital part you typically use different ground and power lines for 
the analog and digital part and you want as little noise as possible to be 
able to travel between these supplies. 
When designing circuits we need to have these effects in mind and the 
parasitic effects has to be accounted for in the simulations. Several 
parasitics are often already included in the model of the transistor but 
the parasites in the interconnect between transistors are layout 
dependent and have to be calculated, extracted, from the layout to be 
analysed.  
Even in a small design this will mean several tens of thousands of 
added parasitic components. Several of these parasitics won’t affect the 
result at all, but others might be large enough to cause an error. If you 
want to simulate in an efficient way you will have to learn to recognise 
which parasitics you can safely ignore and which you will have to take 
into account. If you also want to design in an efficient way, you will 
have to learn to take these parasitics into consideration before making 
the layout. 
When designing a layout you, as the designer, probably have some sort 
of design kit, which contain certain rules about placement of contacts 
and spacing of wires. The design kit probably also contains a set of 
design rules which you use when performing a design rule check 
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(DRC) on your layout. These DRC rules are the requirements for the 
design to work in a specific process and are mostly process limitations. 
The design requirements for parasitics depends on how the signal looks 
and how sensitive the design is. These requirements are up to the 
designer to check, to be able to check these he or she has to have an 
accurate model of the process. To be able to construct a model like that 
you have to know the basics about the different parasitics and their 
effects on the signal and also how to model them for simulation. 

2.2 Capacitance 
Capacitance is perhaps the most obvious parasitic in a circuit, or at 
least gives the most obvious results, and is probably the one that is 
most often included in a model. Most books that cover CMOS techno-
logy at least mentions the parasitic capacitance and often this parasitic 
is given it’s own chapter. 
If two bodies with different charges are placed at a distance from each 
other there will be a capacitance between them. Wires often carry a 
charge and are placed at a distance from each other, so there will be 
capacitances between them. This capacitance can be compared to peer-
pressure, a wire will be affected by and try to do the same as it’s 
surrounding wires, larger capacitance means more pressure. A bus 
where all signals change in the same direction at the same time will 
actually switch faster than an isolated wire[1]. 
The “peer-pressure” is caused by the fact that for every change made 
on the wire we have to charge or discharge all the capacitances that are 
part of the wire. This is a big problem when designing for speed as this 
peer-pressure can act as a brake on the signal change so that it takes 
longer time before the signal reaches the switching threshold for the 
transistors.  
When a wire switches it will give or take a little charge from its sur-
rounding wires with whom it shares parasitic capacitances; the bigger 
the capacitance, the bigger the charge exchange. This is the effect 
called crosstalk; if one wire switches it might cause neighbouring wires 
to switch too. 
For lower lying wires the main capacitance is to the substrate, and we 
don’t want the switching of wires to spread down to there. Luckily, 
most wires in the lower levels in the design are quite short. The 
capacitance of a wire increases with area, so a long wire has higher 
capacitance towards the substrate and the longer two wires stay in the 
vicinity of each other the higher parasitic coupling there will be 
between them. 
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 Figure 2.1 Cross section of the wires in a 0.25 µm process technology[1] 

Calculating this value is at first glance quite easy. A capacitance of two 
parallel plates with known dielectric between them shouldn’t be a 
problem. The problem is that there are more capacitances in action, so 
called fringing, lateral and overlap capacitances. The fringing 
capacitances connects between the sides and top-side of the wire down 
to the substrate and as can be seen in figure 2.1 the wires aren’t flat but 
rather square so there will be more fringing capacitance than parallel 
plate for them. Some capacitances will connect between the different 
wires in the same layer and to wires in other layers, these are called 
lateral and overlap capacitances respectively. All these connections are 
shown in figure 2.2. 
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 Figure 2.2 Different capacitive couplings between (a) two parallel lines in one 

layer and (b) three parallel lines in two different layers[2] 

As if this wouldn’t be enough the wires aren’t always as homogenous 
as we might like to think. In some processes the wires aren’t planarised, 
in a planarised process we avoid the effect shown in figure 2.3 where 
the layers aren’t completely flat but have places where they are lower 
than other. These “bumps” gives rise to capacitances that are some kind 
of cross between parallel plate and fringing capacitances. These two 
capacitance values are the ones that are usually given for a certain 
process and with only them to work with calculating the capacitance by 
hand is a difficult task. Since there are so many capacitances in any 
given circuit, calculating by hand isn’t really an option anyway. 
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 Figure 2.3 Cross-sectional view of a two-metal, non-planarised process showing 

some of the various capacitances[2] 

On top of this there are process variations. The process is not 100 
percent exact when it comes to reproducing your designed values on to 
the real chip. The width and height of the wire will vary along the way 
and the outer form will differ so that the cross-sectional view of the 
wire is slightly rounded. This makes it even harder to define the line 
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between parallel plate and fringing capacitances. The only way to go 
around this problem is by using the designed values and hope that the 
fluctuations will cancel out each other. In a good process these 
fluctuations probably is quite small though, so if they don’t cancel out 
completely it probably won’t have any disastrous effects. However, 
when dealing with approximate models we should always design our 
circuit to have a margin for errors to be on the safe side. 
Now you could think that there were enough of capacitive parasitics, 
but there are more. The signal has to somehow get in and out of the 
chip and the bondpad is mainly a big metal plate. Plates gives rise to 
capacitance and this plate has much larger area than most wires except 
maybe for supply lines. While we’re at it, the pad is connected to a pin 
in the other end. The pin is also a big metal plate and it has several 
other pins beside it and probably a few metal lines on the circuit board 
close beside it. This pin will give rise to an even larger capacitance than 
the bonding pad. However, these two capacitances are seldom 
modelled. Since there are large capacitances on the outputs, you need 
large drivers to drive the outputs. These drivers are in turn designed to 
put as small capacitive load on the design as possible without distorting 
the signal. These drivers are also often left out of the design until we 
start placing out the pads. Still we should have in mind that there are 
large capacitances out there. 
The parasitic capacitances on the supply lines are mentioned above, if 
they are so large why haven’t they been mentioned as a parasitic 
problem yet? Because, as it was mentioned earlier, sometimes we want 
to have parasitics. Parasitics on a wire is a problem mostly for 
switching wires, since the supply wires doesn’t switch but are held 
constant the crosstalk isn’t a problem on these. Large parasitic 
capacitance between power supply and ground wires are a good thing. 
Large capacitances between power supply and ground helps to decrease 
the amount of noise on these wires, you often even add a decoupling 
capacitance on-chip to increase the capacitance between them. 
But how do you avoid parasitic capacitances on wires where they aren’t 
a good thing? The main thing is to keep wires short. Often you want 
interconnect between different modules in your design and need to 
have long wires. As can be seen in figure 2.4, which shows the typical 
statistical distribution of wire lengths normalised for the chip diagonal 
length, there is one peak for short wires and then another for 
distinctively longer wires. These longer wires are the ones mostly 
responsible for complications due to parasitics in a circuit, the shorter 
posing a small threat in comparison. 
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 Figure 2.4 Statistical distribution of interconnect length on a typical chip[2] 

Long wires are almost always routed in the uppermost layers, the 
reason for that is explained in the next chapter. We could see in figure 
2.1 that the cross-section of the uppermost wires are almost square so 
two wires lying next to each other will have much more area towards 
each other than the in the lower layers where the wires are more flat. 
More area equals more capacitance, so wires has to be further apart in 
the upper layers. We can’t control the spacing between wires between 
layers and the usual way avoid high capacitive interconnect is to route 
the wires in alternating directions in each layer. Therefore, if we look at 
the chip from above the uppermost layer may be routed horizontally 
and the next layer vertically and so on. 
Another thing that’s done to prevent the noise in longer wires to reach 
the circuits is buffering. Before the signal from the long wire reaches 
the circuits it goes through a buffer and out comes either a high or low 
signal with less noise than before. 
If we have particularly noisy or sensitive wires in our design we might 
also try to shield them. Shielding means that we insert insensitive wires 
in-between the wire and what it should be shielded from. These 
shielding wires are usually the supply wires or a dedicated wire with 
it’s own pin. Both these methods work because they have large 
capacitances connected to them that will “eat up” some of the noise. 
The dedicated pin is used if we want to keep the supply wires clean 
from as much noise as possible. 

2.3 Resistance 
If capacitance was the most often accounted for parasitic then 
resistance comes as a good second. The need to include the resistance 
in simulation models has grown as the dimensions have grown smaller 
in the last few years. Smaller circuit dimensions give shorter delays in 
the gates but the delays in the interconnect stays the same or even 
increases. 
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All materials today have resistivity at the working temperature for a 
normal integrated circuit1 and even if it’s very small in the metal used 
for interconnect it’s still there. The resistivity of highly doped 
polysilicon, used for gate material and sometimes interconnect, is on 
the other hand very large in comparison. The resistance of a wire in an 
integrated circuit is given as R□, which means sheet resistance, is 
measured in Ohms per square, and is dependent on the wires physical 
shape and therefore different in the different layers of the layout.  
As has been seen in figure 2.1 the higher up in the structure you go, the 
wider and higher the wire becomes and the resistance goes down. 
That’s the reason why we want to route longer wires in the uppermost 
layers. Large interconnect capacitances but low resistances, designing 
is full of contradicting demands. 
The calculation of the resistance in a wire is a quite straightforward 
process, if you know how long the wire is and you know it’s R□ then 
you have all you need - in the ideal case, that is. 
But reality is not ideal and the wire will have a different R□ in every 
point where the wire turns, and as we can see in figure 2.3 and 
mentioned in the capacitance chapter the wire can turn up and down 
and now it will also make a difference when it turns sideways in the 
same level. A wire will often travel between layers in via’s and that 
will also affect the resistance but they are very short and can often be 
safely ignored. Therefore, if we know how many turns there are and the 
R□’s dependency on the amount of turning, calculating the resistance 
for a wire should be easy enough. The turning factor is something that 
we can use a formula to correct for but it’s a bit trickier for another, 
more unpredictable, problem - process variations.  
As with capacitors, process variation will cause the width and height of 
a wire to fluctuate around the design values and this will of course 
affect the resistance of the wire.  
Resistance may not be the most important parasitic in your design but 
you should keep it in mind when designing. Within one path you 
should try to design as many wires as possible to be of equal length and 
within the same layer. You should also avoid routing long wires in the 
polysilicon layer if you are using highly doped polysilicon without 
salicide2. 
Even if we don’t design for an optimally fast circuit, delay in wires can 
be important. Two paths with the same amount of equally fast gates but 
different length or types of wires will have different signal propagation 

                                                 
1 Superconducting interconnect is still far away in the future for IC’s 
2 Salicide - Aluminium silicided. A thin layer of aluminium is deposited on 
top of the polysilicon and gives it the more of the same characteristics of a 
metal wire. 
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times and this may cause an error if these two paths are inputs to one 
gate. Mismatched wire lengths may also cause race conditions in 
circuits. In addition, as it was stated in the beginning of this chapter; 
the importance of interconnect delay grows as the wire dimensions 
grow smaller. 

2.4 Inductance 
Included in every model used for RF or HF simulations are the parasitic 
inductances, or at least they probably should be included. One parasitic 
inductance that is often included even in models for other frequency 
domains is the bonding wire inductance. The bonding wire is of many 
times greater dimensions than any wire on chip and gives rise to an 
enormous inductance in comparison. A usual value given for the 
bonding wire is 1 nH/mm. 
Earlier on, a comparison was made between parasitics and peer-
pressure. This pressure caused a braking force on the rate of change on 
a wire. We can see the capacitance as a braking force for changes in the 
voltage level on a wire. As the voltage increases, some will be stored in 
the capacitance and will then be released again as the voltage decrease 
again on the wire. The same thing is true for inductances but on 
currents instead of voltages. As a change in voltage means a flow of 
current they will be coexisting at all times but if you have used the jω 
method when solving electronic problems you know that the impact of 
a capacitance decreases and the impact of an inductance increases as 
the frequency goes up. As the parasitic inductances are very small, the 
impact of them will be low up to a few gigahertz, until you reach the 
area you might know as RF or HF. 
So inductances are a problem when we want fast transitions in a signal. 
Together with a parasitic capacitance on a signal, like a clock signal, 
the effect will be a phenomenon called “ringing”. The resulting signal 
will be the original signal but at every transition between states there 
will be an added slowly decreasing sine-wave. The decrease rate of the 
sine is depending on the size of the inductance and the capacitance. The 
name “ringing” is given because of the noise resemblance to a 
decreasing ringsignal. 
Since we almost always have both parasitic capacitances and 
inductances present on a wire this means that there will always be a 
ringing noise on changing signals and this means that we have to wait 
for the ringing to die out before we have a stable signal to measure. For 
low frequencies this isn’t much of a problem for small values on the 
inductances, but for higher frequencies we don’t have time to wait.  
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2.5 Substrate effects 
The substrate is a semiconductor, meaning that it’s a bad conductor, but 
it’s still conducting. That means that part of the signal will radiate out 
into the substrate instead of propagating in a wire. This has become a 
big problem in mixed-signal chips, as the signal from the noisy digital 
contacts will contaminate the contacts in the analog parts.  
The substrates used today are either lightly-doped or heavily-doped, 
where heavily-doped is the more often used and is used to describe a 
substrate with a thin lightly-doped epitaxial p-type layer grown on top 
of a very heavily-doped p-type bulk. 

150 mµ

4 mµ

1 mµ 1 Ohm/cm

15 Ohm/cm

1 mOhm/cm

P-type substrate

Contacts
A B

P+ P+

 
 Figure 2.5  Cross-section of a heavily doped CMOS substrate with point 

contacts[3] 

A model of a heavily doped substrate in a 0.5 µm process can be seen 
in figure 2.5. There you can see the thickness of the different layers and 
the resistance per centimetre in the layers. The uppermost layer is a p-
type stop implant. As you can see the bulk has got a very low resistance 
and if a signal penetrates down to here it will spread out and connect to 
bulk contacts everywhere on the chip. This is something that you 
probably don’t want to see in your circuits so you have to learn how to 
design to avoid this. 
Figure 2.6 shows a simulation done in [3], that show the current flow 
lines for two different contact spacings. The model used is shown as 
model (f) in figure 2.11 and the substrate has the characteristics as in 
figure 2.5. In figure 2.6 (a) with a contact spacing of 5 µm most of the 
current flows in the epi-layer. But as we can see in figure 2.6 (b) with a 
contact spacing of 100 µm almost all of the current flow is flowing in 
the lowresistive part of the substrate. 
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 Figure 2.6  Current flow lines from device simulations (a) with 5 µm and (b) with 

100 µm contact separation in a heavily doped substrate [3] 

From these simulations we can derive that the substrate can be 
modelled as a resistive network. If it’s less resistance to go down 
through the epi-layer to the bulk and then up again through the epi-
layer at your destination the current will flow that way. So when 
designing a circuit we have to keep the contacts close enough to each 
other to avoid this. The minimum distance between bulk contacts is 
often included in the design rules for your process. However, if the 
bulk contacts are noisy in themselves placing more contacts won’t 
really help. Digital ground is noisy, and shouldn’t be connected to the 
bulk, especially not in a mixed-signal design, so then we have to route 
analog ground or a separate dedicated ground for the bulk contacts in 
the digital parts of your design. 
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The problem here is that at the same time we both don’t want and want 
the epi-layer to behave in exactly this way for the bulk contacts. We 
don’t want it because it distributes the noise to everywhere on the chip 
but we want this type of substrate because it makes it easier to avoid 
latch-up effects.  
Latch-up is another sort of parasitic phenomenon in the substrate which 
is bad for your circuit. Since the substrate is made up out of different 
fields that are either n-doped or p-doped we will end up having places 
where we have either doped areas arranged like n-p-n or p-n-p which is 
the same as having bipolar junction transistors (BJT)3. These parasitic 
BJT’s form a silicon controlled rectifier (SCR) with positive feedback 
and when triggered they will virtually short circuit the power rail to 
ground, which will cause excessive current flows and might even burn 
your circuit. Figure 2.7 shows in (a) how the BJT’s are placed in the 
substrate and in (b) how they have been simplified into an SCR. 
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 Figure 2.7  (a) Cross section of a CMOS inverter in a heavily doped substrate with 

parasitic bipolar transistors. (b) Circuit model for a SCR formed of 
parasitic BJT’s [2] 
                                                 
3 This will also mean that you have areas arranged like n-p or p-n which 
equals diodes. This effect is taken care of in the transistor model 
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The latch-up susceptibility is inversely proportional to the substrate 
doping and the spacing of the contacts. Therefore, we want to have the 
highly doped epi-layer as thin as possible to be able to have as small 
amount of bulk contacts as possible. The bulk contacts take up valuable 
space in your design and this will mean a larger circuit and longer 
wires meaning that we lose both in area and in speed. 
According to [7] lightly-doped wafers are up to 3 times less noisy than 
heavily-doped wafers. They also say that the inclusion of a backside 
contact on heavily-doped wafers had negligible effect although it has 
been theorised by others that this should reduce noise and also the cost 
of including a backside contact is around $700 per wafer. They advise 
the use of lightly-doped wafers for mixed-signal IC’s. Once again 
there’s a tricky decision to make, this time between lower noise and 
many contacts or more noise and less contacts.  

n+ n+p+ p+

standard tub

AVDD
NMOSPMOS

Analog Digital

Triple well Noise
Coupling  

 Figure 2.8 A method to introduce a third well to break the noise coupling path [9] 

Another way of reducing this type of substrate coupling is to use a 
triple well process where we place a protective n-well underneath the 
part of your circuit we want to protect as in figure 2.8. To reduce this 
wells capacitive coupling to the bulk we should try to make this third 
well cover as small area as possible and place it underneath either the 
digital or the analog part whichever is the smallest[9]. 
A not as drastic method as the triple well process is p-doped guard 
rings around sensitive analog parts. This method doesn’t make a real 
difference if it isn’t placed very close to the parts it should protect and 
the contacts must be connected to a dedicated ground pin [5]. The triple 
well is more effective than the guard ring but more complicated and not 
very effective unless it’s connected to a dedicated ground pin. 

2.6 Quantummechanical parasitics 
These are not parasitics in the same sense that the others mentioned 
here are. The others can be said to form a sort of passive component or 
a net of components that can be placed in your circuit. This is not true 
for quantummechanical parasitics. 
As dimensions grow smaller they come closer to the realm of quantum-
mechanics. Where rules like Heisenberg’s uncertainty principle states 
that if we know how fast a particle is moving we can’t pinpoint its 
exact position. You may think that if a few electrons jumps over to 
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another wire they won’t cause any trouble, and maybe they won’t. 
However, as linewidth grows smaller the transistors will have to 
become more sensitive since lower and lower currents are involved. In 
the end, a few electrons might just do the difference. 
Another problem that maybe isn’t so quantummechanical is the 
phenomenon of electromigration. This is also a problem that occurs 
because of small line dimensions but this problem can become apparent 
also for wider wires. As you probably know, it’s the movement of 
electrons that causes current. If you draw too much current through a 
cable it will become hot and eventually start to burn, but if you draw 
too much current through a thin wire in a chip it will disappear. The 
electron movement will eventually have moved all the material in the 
wire in the direction of travel. Because of processvariation the wire 
may be a bit thinner in one spot and if too much power is drawn 
through that spot it will become even thinner until it disappears. 
Therefore the wires that are known to conduct high currents have to be 
designed wider than lowcurrent carrying wires. 

2.7 Modelling the parasitic 
Models are used to imitate reality. Reality is often quite complex and 
so are the demands we put on the model. We don’t want to have to 
extract a whole lot of parameters from your process, we don’t want a 
model that needs a thick manual to be understood, we want to have 
something that goes fast to simulate. In short, we want something 
simple. 
Simple answers to complex questions, maybe the reversal is trickier, 
it’s often the simplest questions that demand the most complex 
answers, so this shouldn’t be a problem, should it? 
The solution to this problem is often to use different models in different 
areas. Mainly this is a concern for different frequency domains. Some 
parasitic effects don’t show up or doesn’t make any difference if your 
circuit works below a certain frequency. We may have to sit down and 
work out which interconnects to model and in which way before 
building a model of your chip. 
And while we’re at it, there is some guesswork that has to be made. 
Before making the layout, we won’t have any idea of the values of the 
components we include in the model. All interconnect parasitics 
depends on the physical form of the wire and how the surroundings of 
the wires look like and we don’t know anything as such before your 
layout is finished. In your first model it’s better to have too high values 
than too low, but what good is a complex and realistic model if we in 
the end will rely on guesses anyhow? 
Seems like there might be a few problems with making the model after 
all.  
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2.8 Modelling the interconnect 
The parasitic capacitance, resistance and inductance are all parasitics 
on the interconnect. As was mentioned in the chapter about 
inductances, they are mainly a matter for simulation for radio 
frequency and frequencies above. You can include them and you will 
get a correct simulation even for other frequency spectrums, but in 
general you can say that if the time it takes for the signal to propagate 
through an interconnect is much shorter than the signals rise/fall times, 
then you don’t need to include the inductances [2]. Then you can model 
your wire like a lumped or distributed RC net as shown in figure 2.9 or 
maybe even as a net with only lumped load capacitances. 

 

(a) (b)  
 Figure 2.9  (a) A lumped and (b) a distributed RC network 

But if the propagation time is slower and comparable to rise/fall times 
of the signal then you will need to model your interconnect as a 
transmission line as shown in figure 2.10 [2]. 

 
 Figure 2.10 A transmission line model with lumped components  

And as also was mentioned earlier, the propagation times in the 
interconnects are increasing with smaller line widths. On top of that we 
often want faster and faster circuits so the rise and fall times are 
decreasing. All in all, we are going to need to use the more complex 
transmission line model more often in the future. 
These models are still quite simple, they will for example not give rise 
to any crosstalk in our simulations as they don’t have any parasitics 
between different wires. As mentioned before the model will also 
depend on the surroundings of the wire. However, for our basic models 
it will have to do without these effects and as we advance in our design 
of the layout we will be able to make our model more advanced. 

2.9 Modelling the substrate 
Already in chapter 2.5 there was a model of one substrate effect - latch 
up. There was a picture of the model in figure 2.7 and in that figure 
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there are four resistances connected to the backside of the chip. How to 
model these resistances are a newer subject than the parasitic effects in 
the interconnect and while there are very few basic models for the 
interconnect, almost every paper has their own model for the substrate. 
The reason for this is probably that the parasitic effects of the substrate 
are very complex and maybe not fully understood yet. The models 
often consist of different ways of simplifying the same basic structure. 
As mentioned above the substrate can be modelled as a distributed 
resistive network, this is true for frequencies up to a few gigahertz [3], 
[10].  
According to [6] a few gigahertz means 10 GHz and frequencies higher 
than that it can be modelled as a distributed RC network. They only 
discuss the NMOS model in (a) in figure 11 and use the parasitics 
included in the BSIM3V3 (see chapter 2.10) model of the transistor, 
but if they include the capacitance for the n-well in that model to be 
part of the resistive network or not is not clear. 
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 Figure 2.11 (a) The model used in [5] (b) the model used in [4] (c) the model used in 

[3] (d) the first model in [6] (e) the second model in [6] (f) the model 
used in [8] 
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Further in [8] they say that it is only at HF that the signal coupling 
through the substrate has to be modelled with a resistive network. Their 
model (f) in figure 2.11 is also the most complex model presented since 
they don’t use a standard model (BSIM3V3) for the transistor and 
instead they pull out some parameters and model them in another way. 
One thing that is the same between [6], [8] is that for RF and higher 
they both say we have to add a terminal resistance to the gate of the 
transistor.  
Although there seem to be some discrepancies between the models, 
there are similarities between them. Model (d), (e) and (f) of figure 
2.11 is models for higher frequencies but (d) and (e) can according to 
[6] be simplified into model (a) and together with an added gate 
resistance and the intrinsic capacitors in the BSIM3V3 transistor model 
the model (a) could be used for both high and low frequency 
simulations. The (a) and (b) models are mainly different degrees of 
simplification of the same model. The two models furthest down, (c) 
and (f), stands out among the others. The model (f) was mentioned 
above as much more complex than the others and (c) is a very simple 
model only consisting of two contacts and no transistor. Worth noting 
about model (b), (c) and (e) is that the horizontally placed resistance in 
the epi-layer will exist between all contacts in the design, not only the 
two contacts shown here. A design may consist of several hundreds of 
contacts, which will mean that these models will be quite complex. 
Which model should be used then? Again there has to be some 
guessing done, models is always a choice between accuracy and 
complexity. In some maybe not to distant future, one of these models 
might prove better than the others but as I started this part with saying, 
substrate effects are still a quite new subject. 

2.10 Modelling the MOS transistor 
There are several ways of modelling the transistor. The models for 
transistors are much more complicated than the models for parasitics 
that are presented above.  
There are also several different simulators on the market, most of them 
use different simulation algorithms, methods and model card syntax. 
This means that different simulators want the parameters in different 
ways, meaning that sometimes there are parameters where if we use 
one set of parameters we don’t use some of the others. Since there are a 
vast quantity of simulators and models there has to be a way of telling 
the simulator which kind of model we are using. How complex is it and 
which parameters can the simulator expect to find in the model? 
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                   Number of parameters 
 Model Intrinsic Total min Total max 
 EKV ~15 ~36 56 
 BSIM1 ~67 ~80 ~80 
 BSIM2 ~120 ~130 ? 
 BSIM3 ~45 ~130 ~370 
     
EKV - named after the founders of the original models 
     C. Enz, F. Krummenacher and E. Vittoz 
BSIM - BERKELEY Short-channel IGFET Model. 
       (IGFET = Insulated Gate Field Effect Transistor)

 Table 2.1  Number of parameters in some different MOS transistor models[11] 

One model is the BSIM3V3 model, it is specified as BSIM3 in Spectre, 
level 7 in pSpice and level 49 in hSpice. Those numbers gives the 
simulator information about which parameters there are in the model 
and can start working with them.  
The BSIM3V3 model is part of an often-used set of models, the BSIM 
models. The main thing that the BSIM1, BSIM2 and BSIM3 models 
have in common is that they are all developed at Berkeley. The number 
after BSIM defines the generation with 3 being the newest, in 
BSIM3V3 the V3 is added to define that this is the third version of 
BSIM3. The BSIM models have all proved that they work well in most 
areas, but they are not quite adequate when it comes to the change 
between weak and strong inversion4. Therefore there are other models 
to used in that area, one of these is the EKV model. 
The EKV model is dedicated to the design and analysis of low-power 
analog circuits [11]. These circuits often work precisely around the 
voltage threshold. What EKV does better than BSIM models is that it’s 
continuous when going from weak inversion to strong, the BSIM 
models can cause a discontinuity in the signal when changing between 
those areas [11]. 
Another thing that differs between BSIM and EKV is that EKV has 
fewer parameters and all the parameters have a physical significance, 
while some parameters in BSIM are strictly mathematical.  

2.10.1 Taking care of the worst-case 
As mentioned earlier there are variations in the processes. The process 
specification allows for some variations in the process and this is 
checked at the end of the production line. A circuit that passes this 
checkpoint is considered correct. This means that the design has to be 

                                                 
4 Weak inversion is the characteristics of the transistors just below their 
voltage threshold. Strong inversion is above the threshold 
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simulated with those worst-case parameters so that an approved chip 
also means a working circuit. 
In order to make simulations in these process corners we have several 
different models of the same transistor, maybe one for a typical process 
and others for worst-case scenarios of different kinds. There are a huge 
amount of parameters that are checked but to be able to handle the 
simulation we usually choose 4-5 parameters to vary. This can be 
parameters like voltage threshold, oxide thickness and mobility. 
These variations are represented by different model cards with different 
values on the parameters to be simulated. All these model cards 
together build up a library. We can have different model cards for the 
parasitics too, not just for the transistors. When doing your simulation 
we just tell the simulator which card to read from and how to read it in 
the library leaving us freedom to simulate our design in the worst way 
possible, for the circuit that is. 
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CHAPTER 3 Preparing for simulation 

3.1 Digital, mixed or analog? 
Now you know some models to choose from when modelling your 
circuit. However, what has been described so far are only the analog 
models, a circuit can also be digitally simulated. When simulating 
digitally you don’t use the models described above, where you replace 
your interconnect with components, instead you use a Verilog or 
VHDL5 description together with a timing file. The Verilog or VHDL 
description describes the logic function of the circuit. 
To get a timing file for our circuit, or maybe rather the logic blocks or 
cells in our circuit, we go through a characterisation process. In this 
process the logic function of the cell is extracted and all different signal 
paths within the cell is defined and given a delay value depending on 
wire length and transistor sizes. These first values given are for a 
typical case and then the characterisation should create a timing library 
format file (TLF) with matrixes of delays for different process 
parameters, different loads on the cell etc. We can do this both during 
prelayout and postlayout. In the first case we go with estimated values 
for the parameters and in the latter we extract the parameters from the 
finished layout. More about the TLF-file in chapter 5.3.1. 
When we have all our cells characterised and in place, we extract the 
parameters based on the parasitics on the interconnect between the 
cells. These extracted parameters, the Verilog or VHDL description, 
the TLF-file and a GCF-file6 is taken as input to a delay calculator that 
creates a file with the actual delays for our design, a SDF-file7. 
The delay calculator treats all parasitics as lumped loads on the circuits. 
Even if the extraction included parasitic interconnects between 
different wires these are recalculated to lumped parasitics to ground or 
                                                 
5 Verilog and VHDL are hardware description languages, a way to describe 
hardware as software. Both languages being quite similar, Verilog is more 
used in the US and VHDL in Europe. 
6 GCF - General Constraint’s file. Contains information about the location of 
the libraries, the TLF-file and other information like voltage thresholds and 
timescale. 
7 SDF - Standard delay format. 
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to the substrate. There are tools that can include crosstalk effects but 
they need a 3D extraction of the circuit. A 3D extraction is quite 
complex to set up, so most often there won’t be any crosstalk effects in 
a digital simulation.  
For obvious reasons we don’t use digital simulation when simulating an 
analog design. However, as was said earlier, today’s chips often 
contain both digital and analog modules and are so called mixed-signal 
designs. If the design can be mixed-signal so can the simulation. 
In mixed-signal simulation you simulate some parts of the design 
digitally and other parts analog. Which parts to be simulated in what 
way is up to you. Sensitive parts, long parallel wires and distinctly 
analog parts should be simulated as analog parts and switching parts 
and parts insensitive to parasitics can be simulated as digital. 
Then we come to the completely analog simulation. In analog 
simulations you use the normal rules that applies to electric circuits, 
Ohm’s law, Kirchoff’s laws etc. All parasitics that are to be simulated 
have to be included in the design as components. This way of 
simulating gives rise to much more complex simulations than the 
digital approach. This in turn gives that the computational load for 
simulating is higher for analog designs than for digital. But on its plus 
side, it also gives rise to more realistic simulations as it considers all 
the effects of parasitics on a circuit, not just the delay aspect. 
In a digital design, the delay is often the most important feature. The 
signal has only two states, it can be either high or low, and even with 
high distortion or noise on the signal it is still probable that it stays 
within the voltage areas defined as high or low. It is quite different for 
analog designs, as an analog signal can be any value, even the smallest 
amount of noise can result in errors. 
Noise in an analog-to-digital converter can cause completely erroneous 
results. It’s even worse for oscillators, where phase noise will 
accumulate over time. Parasitics in wires may cause errors in analog 
filters as the values on the passive components change. Almost all 
analog designs are sensitive to parasitics and when dealing with the 
linewidth we have today there are no longer any really digital circuits 
dealing with only high and low states, everything is becoming analog. 
As size goes down, we have to consider more and more analog effects 
even in strictly digital designs. As design line dimensions goes down 
and the wires is coming closer to each other so does the highest 
allowed supply voltage. As a consequence of this the digital circuit gets 
more sensitive to noise since the allowed span for a signal to still be 
considered high or low will decrease. Earlier on it was mentioned that 
there are more delays in interconnect than in gates as the size goes 
down, it’s an analog effect in the wires that are becoming more and 
more important in the digital design.  
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So, in which way should you choose to simulate your design? Choose 
the most appropriate one is the best answer that can be given. There is 
no generic answer to which way that is the best way to simulate. A 
strictly digital design should probably be simulated digitally, maybe 
once just before declaring the design finished for shipping you could do 
an analog simulation to see if anything differs. Analog parts have to be 
simulated in an analog way if you want to have results that actually are 
of use to you. A mixed-signal design can be simulated as an analog 
design or as a partially digital design, that’s up to you and somewhat up 
to limitations in the simulation programs. 

3.2 Schematic, skeletal model or layout? 
If you’ve decided to simulate analog you have to decide in which way 
to present your design to the simulator. When designing circuits we 
start with drawing the schematic view that we can simulate as it is, 
without any parasitics, to get the correct basic functionality of the 
design. In this schematic view we can then start adding parasitics on all 
wires and continue to simulate until we are satisfied. 
In a big design it would take time both to add all the parasitic 
components and to simulate with these components. As mentioned in 
the beginning of chapter 2 about parasitics, we might only be interested 
in the parasitics along a critical path. If we replace the parts we don’t 
want to simulate with their corresponding load and only keep the part 
of our design that is active, we have a so called skeletal model. It will 
still give a correct result but it’s only partially functional. 
But to get correct values for our parasitics you need to have the layout. 
When you have a finished layout there are tools that calculate and place 
the corresponding parasitics on their correct places in the layout, this is 
an operation known as extracting. This model gives us the most 
accurate simulation results we probably can achieve but it’s also the 
most time-consuming. To save simulation time we can create a skeletal 
model from the layout but it’s harder to include the correct loads and 
often a bit trickier to find what and where to cut. Instead we can extract 
the parasitic from the layout and backannotate them, that is, place them 
in your schematic model. This is very time-consuming and it might be 
difficult to know how many parasitics we need to copy from the layout 
to the model.  
For instance, how large must a capacitance be to make a difference? A 
capacitance of 100aF may not cause much difference on a wire with a 
total capacitance of 100fF, but if it’s 256 bitcells that each exert 100aF 
on its 100fF bitline it will amount to a quarter of the wires total 
capacitance. Ignoring all those capacitances would then definitely 
affect the bitline result, so we can’t always put a general lower limit for 
what to include. But in a design where we don’t have several 
repetitions of one cell along a wire and the capacitances in general are 
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in the femtofarad range, we might decide to put the limit above 100aF 
and still not lose any accuracy to speak of. 
In the process of designing a new circuit we will always include a 
schematic view and a layout. These two are almost essential for the 
design, in a way they are not models, they are the design. A skeletal 
model is not included in the usual design process. A skeletal model is 
something we only include if we need it. 

3.2.1 Extract, sort, simulate 
There are mainly two usages of a skeletal model, the first comes when 
something in a big design goes wrong. During the design process you 
should have simulated both the schematic and the layout of each cell in 
the design and verified that it is working correctly. The layout can be 
simulated with or without extraction of all parasitics and the function 
should be verified in both. If you then piece together all parts into your 
design and the layout of the design works without extracted parasitics 
but not with them, then is the time for the model. 
A model of some sort anyhow. Starting with a few cells and working 
upwards by including more and more cells you can sometimes localise 
the error, but each simulation may take a day or more for large designs. 
Knowing what you know after the parasitics chapters you should be 
able to localise a few spots that are more likely than others to cause 
errors caused by parasitics. 
Now you want to make a fast estimation of which of these is the one 
causing the error. Start by replacing parts in your schematic that you 
consider harmless with their corresponding loads and add significant 
parasitics. Maybe you can simplify the control signals and replace 
some logic with sources, take all means necessary to simplify your 
design without loosing functionality. There are tools that can do this for 
you, they use information about the activity for different parts of the 
layout in a simulation and then removes the parts that aren’t used. The 
finished result is a layout skeletal model. 
Now you can make several simulations in the time that it would have 
taken to simulate it once as a layout with extracted parasitics. Now you 
can start to evaluate which parasitic that causes the error and how much 
you have to change the value to make the design work. This knowledge 
and the knowledge about parasitics gained from the earlier chapters 
should help you correct the layout. 
The second use ends you up with a schematic skeletal model. This 
model is used when you want to cut down on simulation time of a 
finished layout, as for example when when making a scalable structure. 
Quite often, there are some scalable structures in a design, passive 
components such as resistances and capacitances can for example be 
scalable. You just say which size you want and the program calculates 
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all values including some parasitics, for you. This can be done on a 
much larger scale as in this thesis where a scalable memory will be 
modelled. Just say which size and memory configuration you want and 
the program should give you the timing values for your design. More 
on the realisation of this model will come in it’s own chapter later on. 
When creating scalable models you need to extract parasitic values for 
different sizes of your structure and then find the connection between 
size and value. Since most parasitics are directly proportional to the 
size of the wire the connection will be linear. Then you have to decide 
which values that are important to your design. That is, which values 
you want to receive from the simulations. When you have decided what 
to simulate you can start to create your skeletal model. In the memories 
model you will see that there are only two addressable bytes left in the 
memory, however big the memory is there will still be only two 
addresses that will be functional. The rest of the bytes and parts of the 
address decoders are replaced with their respective loads on the circuit. 
All component values and loads are parameterised and change 
according to the size of the memory. After a few iterations of 
comparison between the simulation of the skeletal model and the 
layoutsimulation you will have a model that is accurate enough to pass 
as the real thing. At least as close as we can get by simulating. 
The heading for this chapter can be used as a summary of making 
skeletal models. Extract the parasitics from the layout. Sort out and 
remove the parasitics and circuit parts you can discard. Simulate what’s 
still there. Then sit back and wait for the results. 
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CHAPTER 4 Different memory architectures 

I will only make a model of one type of architecture in this thesis but 
there are several other architectures on the market. To start with there 
are several different families of memories like read-only memories 
(ROM) and random access memories (RAM), and these are in turn 
divided into subfamilies. Within each subfamily there are several 
different ways of realising the memory, and all in all it results in a huge 
amount of different memory architectures. 
The basic building part of all memories is the bitcell. In fact, if you 
read about memories in general literature of VLSI the bitcell is almost 
the only thing that is discussed, the rest of the memory is “simple” 
logic and wires.  
But for the model, the bitcell is of little interest. The bitcell is a very 
small cell and shouldn’t cause any significant parasitics inside them or 
in between each other. But all the bitcells are connected to each other 
with control signals and bitlines. These wires can become quite long in 
some architectures and therefore cause large parasitics in the design. 
Large parasitics on a wire means longer delays, more current and larger 
drivers. As you have huge amounts of bitcells, you want these to be as 
small as possible and this means keeping down the size of the driver in 
each cell. As more current means more power dissipation, which is 
unwanted, you want to keep the current down. Speed is often 
something you want, so delay is bad too. All in all you have everything 
to gain in decreasing the parasitic on the wires. 
But you can’t have everything in this world and the architecture will be 
a trade-off between speed, area and power consumption. Some 
architectures are optimised on all of these three areas while others 
deliberately sacrifice one or two of them to achieve better results in the 
third.  
Nevertheless, in the future, or even today, we want to have it all. More 
and more of the electrical things we use are becoming portable and 
there is a high demand for small, multifunctional and fast chips that can 
run for days on one battery charging. Is this possible to achieve? 
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 All memory companies probably have their own heavily guarded 
secret architecture. So has Zarlink and therefore I can’t reveal any 
specific secrets here. 

4.1 Aiming for power 
There are several solutions for keeping down the power consumption in 
a chip and the competition to have the chip with the lowest power 
consumption is tough. 
So how do you lower the chips power consumption? First, you have to 
think about what is the cause of the consumption. The answer is; open 
gates. As soon as gates are open, the propagating signal will cause 
some power to be consumed. 
There won’t be much function in our chip if we don’t let any signals 
propagate in it. However, we have to consider ways of limiting the 
amount of time that the gates are open. One way of doing this is using 
an enable signal on all levels in the design and leaving this enable 
signal active for as short amount of time as possible. 
With a bit of control of this enable signals you will also be able to 
control more specifically which gates should be open. Depending on 
how you have designed your memory it might be the case that you’re 
opening gates on several places but are only interested in one. 
Which leads us to another way of decreasing power consumption, 
opening as few gates as possible at the same time. If several gates are 
open, this may lead to short circuits between power supply and ground 
and that is not good for your power consumption. One way to control 
this can be by using several enable signals and decoding the addresses 
in a smart way. The downside is that all the enable signals will cause a 
high complexity in your design.  
A completely other way of solving the problem is using current instead 
of voltage as control signals. This can of course be used at the same 
time as the earlier mentioned methods. What you gain in using current 
is that it is less sensitive to parasitic capacitances and when dealing 
with current you don’t have large switching signals but can work with 
small changes in signal value. 
These small changes also mean that you will need parts that are more 
sensitive in your design and if they’re sensitive to small changes then 
they’re very sensitive to noise. But as current isn’t as sensitive to 
parasitic capacitances which means that there is less crosstalk on the 
wires and currents don’t deal with switching and it’s switching that 
gives rise to most of the noise a completely current controlled memory 
looks like an ideal choice. Most memories are used in a digital 
surrounding, so the noise would still be there, and analog design is 
tricky and often a bit slower than a digital design. 
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All methods have their pros and their cons. As usual, the designer has 
to make several tricky decisions as he moves along. 

4.2 Going for speed 
The competition to have the fastest memories aren’t any less tough than 
the one for the lowest power consumption. The processor speed is 
increasingly rapidly and the memories are much slower than the 
processors already, they will have to become faster unless they’re to 
become even more of a bottleneck. 
Lets once again start by putting a little thought in what actually takes 
time in the memory. As in ordinary travelling, if we didn’t have to 
consider speed limits, the limiters on the time it takes is the distance 
travelled and the number of stops along the way. Here distance is the 
total length of wire and the number of stops is the amount of gates the 
signal has to pass through. 
This is the intuitive approach to improve speed. However, there’s a 
limit on how much you can achieve by this. Therefore, we have to 
think in other ways to improve the speed more. How do you speed 
things up in other ways than making the route short and fast? When it 
comes to travelling there is no other way but when it comes to speedy 
ways to handle workloads there is another way; you hire more people 
and split up the work. 
Some structures can be redesigned so that work is carried out in parallel 
instead of in a series. This might also mean precomputing; you don’t 
wait for the result from another branch, instead you use extra branches 
to calculate new results for all possible outcomes of the unknown 
branch. Then, when you know the result from the unknown branch, you 
just pick the result from the corresponding one of your introduces 
branches. This means that you use more hardware than strictly needed 
but you gain speed. 
While we’re already discussing extra hardware you can also make use 
of a technique often used in software memorycontrollers to speed 
things up, prefetch. If we are faster at reading from the memory than 
we are at decoding new requests for addresses read, then we can put in 
some extra hardware that uses the spare time. The purpose for this extra 
hardware is to read and store the information on the next addresses 
after the one who we just read. This will only speed things up if it’s 
more likely that we read several consecutive addresses than that we 
jump around in the memory. In addition, the new place to store the 
memory has to be faster to read than using the standard reading 
procedure. 
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The two last solutions are advanced and complicated and use up extra 
space and power in their realisation. There are simpler and more power 
efficient solutions that are also more generally applicable than 
especially the prefetch method. 
Simple things are often done on very short times. We can try to design 
a memory architecture with very simple decoding. There are several 
ways of doing this and the downside of them is that simple decoding 
often means extra address bits. For large memories, that already have 
large amounts of address bits, there just aren’t any room for even more 
of them. 
Now I will only mention one more way and leave out the rest. This last 
method is back to where I started, gaining speed by shorting 
propagation length. When designing you often use standard cells to 
build your basic digital design, cells like AND gates and OR gates. The 
design rules demand that each of these cells has a small border so that 
they won’t interfere with each other when placed side-by-side. This 
final method of speeding things up is shaving of these borders and 
redesign the cells so that each cell does more. The final result may be 
an AND+AND+OR gate that is maybe just 10% smaller than the 
original sum of the three cells, but if this is done on several places in 
the memory you can gain both speed and area, and the desire to keep 
down the size is to be considered next.  

4.3 Keeping it small 
The easiest solution for keeping a design small is keeping it simple. No 
extra wires that need extra decoding, nothing that would make a 
demand for more gates. However, for larger memories the control logic 
can be considered to give an insignificant increase in area in 
comparison for the area needed for the bitcells, and then you can afford 
to use the features mentioned in the two earlier parts without loosing 
any area to talk about. 
Some of the methods described for lowering power consumption and 
raising the speed will also gives rise to a smaller chip. Keeping things 
small may improve both speed and power as short wires gives faster 
signal propagation and less parasitics means less powerloss in wires. 
If meeting all demands were easy then there wouldn’t be competition 
on the market, but as we can see there are a lot of things to take into 
consideration and there is lot of space to compete in. Designing the 
perfect memory is left out there for you to do. 
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CHAPTER 5 Developing models 

This chapter is about different models of a memory designed at Zarlink 
Semiconductor AB in Järfälla. The three kinds of models, a skeletal 
model, a mixed-mode model and a digital model, were described in the 
end of chapter 3. At first, I will describe the development of my models 
and at the end of the chapter I’ll make an evaluation of the models and 
a comparison of simulations on the models and on an analog simulation 
of the layout of the design.  

5.1 The memories 
The memories studied for the models are three versions of the same 
architecture, the memory sizes are 256x8, 2kx8 and 4kx12. The number 
after the x stands for the number of bits in each bitword, the number 
and sometimes a letter before the x stands for the number of bitwords 
in each memory, k being an abbreviation for 1024. The memory is 
arranged as four quadrants of bitcells with a cross of controlcircuitry in 
between. Each quadrant is arranged as a number of banks each one 
bitword wide with controllogic between each bank. A template view of 
the memory is shown in figure 5.1. quadTL, quadTR, quadBL and 
quadBR are the four quadrants, rowDecT and rowDecB are 
rowdecoders for the top and bottom half. ctrlLeft and ctrlRight are two 
alternative placings of the controlcell that generates the control signals 
to the rest of the squares who I think you can decode yourselves. 
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 Figure 5.1 The template for the memory layout 

When I started my work with making models of these memories, all 
layouts were already finished, except for a few minor changes that were 
mainly in the busrouting. Since my models were to be used in a 
memorygenerator they had to be very flexible to changes. Especially 
changes in the busrouting which is done automatically by a computer 
and therefore hard to predict in advance how the bus wires are going to 
be parasitically interconnected. Therefore, the changes made in the 
memory after I had started didn’t really have any effect on my models. 

5.2 A skeletal model 
The first thing to decide when making a skeletal model is which part of 
the design you want to simulate. A more complex design will probably 
demand a more complex model and a memory is quite complex, but 
you can simplify it greatly by cutting away most of what makes it a 
memory.  
In my model I have only kept four bits fully addressable. These four 
bits are distributed as two neighbouring bits on two neighbouring 
addresses. I’ve also kept only the control signals that have anything to 
do with the area of memory that contains my 4 bits. This is not entirely 
true because strictly speaking I’ve kept 8 bits. These extra bits are the 
bits above and below my 4 bits, kept because I want to be able to 
introduce parasitic interconnects between these extras bits and my 
”simulation bits”. These extra bits are addressable but they are not 
supposed to be addressed in a simulation and will probably not give a 
correct result. 
The mapping of the parasitics is a tedious but straightforward task. 
However, to be able to map them you first have to extract them. In the 
cases of the 2 kb and 4 kb memories I also had to cut away the parts of 
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the memory that weren’t interesting for the model. If I had kept all 
transistors it would have taken days to extract all parasitics and the 
amount of data extracted would have been too large to handle on most 
computers.  
As it were, I kept all transistors along the edges of the bitarray in the 
quadrant. I’ve also kept all transistors in a cross whose arms were at 
least 4 bits wide or 4 bits high respectively. This would leave my four 
bits with intact surroundings, the controlwires and bitlines for these bits 
would have their surroundings intact and the controlwires along the 
sides of the quadrant would have their surroundings intact. Cutting 
away parts may of course give rise to errors in the model but the 
alternative would, as mentioned before, be unmanageable amounts of 
data. 
The parts you have left in your stripped memorylayout are a kind of 
skeletal model in itself, but we want a schematic skeletal model. 
Whichever of these you want, you first have to extract all parasitics 
from the layout. This takes some time but doesn’t demand any real 
work from the designer as it is the computer who does all the work. 
But after this comes the tedious part. Now you have to go through your 
design wire by wire to find out how big the capacitance is between 
neighbouring wires and how much resistance there is between two 
points on one wire. Maybe you don’t want the parasitics between all 
wires, some wires may be of little importance and therefore ignored. 
Once again you have to weigh correctness against simplification. If you 
include all parasitics it might turn out that the time gained by 
simulating the model, instead of the layout, is not significant and all 
work with the model has been in vain. 
So once again you have to decide what is important and what isn’t. 
After you have gone through the design and recorded all interesting 
parasitics you can now include them in your stripped down schematic 
and your skeletal model is finished. 
In my case, I went through three different layouts and recorded the 
parasitics in each of them, to be able to make an estimation of the 
parasitics dependence on the memory size. Then I placed the parasitics 
into my schematic and gave them an expression as a value, the 
expression depending on the number of rows, banks and the width in 
bits of each bank. The result should be a model that is fully scalable 
and yields a correct result for any memory size. If I achieved this or not 
will be revealed after I have described the next models, first out is the 
mixed-mode model. 

5.3 A mixed-mode model 
The memory I was to make a model of was not the easiest to make a 
mixed-mode model out of. The reason for this is that it is current 
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controlled to save power. Current isn’t something that digital 
simulation can take into consideration as it only considers two discreet 
voltage levels, voltage high and voltage low. 
As the memory is mostly consisting of bitcells that can’t be simulated 
digitally I choose to keep my quadrant version from the skeletal model 
with only 8 bits instead of using the full versions of the quadrants with 
512, 4 096 or 12 288 bits8 in each quadrant. As the memory is current 
controlled there are cells in the controllogic that can’t be simulated 
digitally but with the cut down quadrants we would still gain time in 
using a mixed-mode model. With the quadrants from the skeletal 
model, you could consider this to be mixed-mode simulating the 
skeletal model but now we will use layouts with extracted parasitics for 
the analog parts and also use the layout with extracted parasitics to 
extract timing parameters for the digital parts.  
Writing Verilog models of all digital cells was easier than I first feared 
as I had only written VHDL code before. This turned out to be almost 
the easiest part in making this model. In comparison it was much 
trickier to make the interfaces between the digital parts and the analog 
parts and set the switching levels and output levels. 
The real tricky part is something that maybe I should have started with 
by doing, checking if there is a corresponding layout to each cell I want 
to model. As it turned out several cells had been specially designed in 
each place they had been used to save space and current. To make it 
worse most cells hadn’t a layout of their own and were instead part of 
the layout of a complete block. As you need the layout to be able to 
extract timing for your digital models this had to be solved in some 
way. Either I should break down the layouts to try to extract my cells or 
I should rewrite my Verilog code to describe the whole block. 
Rewriting the whole block seems like a pretty small task and it is. The 
problem is that I had to redesign the hierarchy in the schematics so that 
it was made up of these blocks instead of the cells. I also had to do 
some redesigning of the layout as I had to remove analog parts from 
one of the blocks.  
In addition, it’s more work involved in characterising a whole block 
compared to single cells. As the original cells were standard cells we 
already had templates for characterising them but for this completely 
new block we would have to design a new template. Somehow we had 
to get timing library format files for our blocks, we needed these TLF-
files. 

                                                 
8 512 bits is the 256x8 memory, 4 096 bits is the 2kx8 memory and 12 288 
bits is the 4kx12 memory. 
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5.4 A digital model with power information 
Getting the TLF-file for the mixed –mode model would involve much 
work with redesigning and the question was raised if it was really 
worth it. So I halted my work and started to look at the other end, if we 
had the TLF-file what would we gain? 
To get around the problem in the mixed-mode model we now look 
upon the memory from the top-level. All in- and outputs from the 
memory are digital and the only analog signals are internal. Therefore 
the memory can be seen as digital and modelled as such, even though a 
memory is an analog design. 

5.4.1 The making of a TLF-file 
The timing library format file was only described very briefly in 
chapter 3.1, so I take an opportunity to flesh it out a bit here. When you 
characterise a cell you do several different simulations (approx. 250) 
with different loads or fan-out or process corners etc. on your cell. The 
information gathered in the process is used to create a TLF-file and you 
will end up with a file that contains information of how the cell 
behaves under a few different conditions. When you have done this for 
every celltype in your design you run these TLF-files through a delay 
calculator together with a constraints file and your netlist. The delay 
calculator uses these files to calculate values from the tables given in 
the TLF-files. The result is a specific SDF-file for each instantiation of 
a cell in your design. The SDF-file contains each cells individual 
timing properties based on the cell’s surroundings.  
This had been done at Zarlink for years, the new thing that I should 
investigate was a newer version of the TLF in which you have the 
possibility to add power information to the digital cell. This had been 
possible since a few years ago but no one at Zarlink had used it yet and 
we were two persons who were put to work to find out how we could 
convert our old TLF-files into new ones. 
I worked more with my special case, the memory and the other person 
worked more with our standard cell library. We worked on separate 
places and reported any breakthroughs we made to each other. The 
method described here is not the one that should be used in a standard 
design process. This method is rather for special cases where you can’t 
or it would be too much work to use the standard characterisation 
process. When doing it this way with an almost completely handwritten 
TLF-file you could and probably should start with writing it as a 
version 4 from the beginning, instead of writing a version 3.x and 
convert it. But I had never written a TLF before, so for me it was easier 
to work from an existing file and convert it. 
The other way to arrive at a TLF-file version 4.1 or 4.3 with power 
information is by going via a conversion tool called syn2tlf. In the 
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characterisation process at an earlier stage than the TLF-file, you have 
a file from Synopsis© with the file postfix “.lib”, this file will from 
here on be referred to as libfile, that you use to create the TLF-file. 
Instead of converting your TLF version 3.x you can convert directly 
from this libfile to TLF version 4.1 or version 4.3. The libfile contains 
information about power but that information hasn’t been converted 
before, as there was no use for it in version 3.x. Now with version 4.1, 
this would be a better way than going the route described above. So 
why didn’t I do that? 
For one thing I don’t have time to characterise the memory to arrive at 
the libfile and even with only standard cells they would all have to be 
recharacterised as the power information in the old libfiles hadn’t been 
done properly before as the information wasn’t used. 
I used another conversion tool called tlfConvert to my help to 
understand it I had the helpfiles in [12], these files are more of a 
companion when you already know the language but forgot the syntax 
than a manual for learning how to use the commands. 
I started with trying to convert the TLF for an AND cell in the 
standardcell library but it didn’t work at all, tlfConvert reported that the 
file was written in an unknown format. Openbook couldn’t offer any 
help about this problem and I tried with a few other TLF-files including 
one that contained all the standardcells in one file but they didn’t work 
either. Then I tried with the TLF for another memorydesign and 
suddenly tlfConvert reported that there was an “error at Proc_Var” 
instead. An error meant that at least it could read the file and 
understand the format. It turned out that tlfConvert needed a header that 
included the line TLF_VERSION (3.x), there was no header at all in 
the standard cell’s file and apparently it needed one header for each cell 
as there was a header in the file that included all standardcells but it 
still didn’t work to convert with tlfConvert. After having added a 
header to the AND cell it went through the tlfConvert without any 
hitch. So, what was wrong with the memory’s TLF-file? 
The TLF had been used in a project so I knew that it worked in other 
tools, but something went wrong in this. Now Openbook could help me 
as in the description of PROC_VAR said that the property could only 
be given at library level. For those not familiar with TLF-files I can say 
that there are, from the top, a technology level, a library level, a cell 
level and a pin level. Properties given further down the chain takes 
precedence over properties given at higher levels. In my memory file, 
the PROC_VAR was given at cell level, which apparently the compiler 
could handle but the converter weren’t as forgiving. After a quick 
lookup in Openbook I could work out that VOLTAGE and 
TEMPERATURE should be moved up to library level. 
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Running my new file through tlfConvert gave me a new error, now 
there was something wrong with all of the PIN declarations. This was 
trickier to solve, as Openbook was a bit short in their descriptions on 
TRISTATE and PIN_DIR as they weren’t supported in version 4.1, the 
function they once filled had been included in PIN in the new version. 
Luckily for me Zarlink keep older version of all software, as old 
projects should be able to be run in its original environment. Therefore 
I had old versions of Openbook where I could read about TRISTATE 
and its companion ENABLE. Sadly it wasn’t any real help, it still 
looked like the code should work. As a last resort I rewrote the first 
PIN declaration in a more readable fashion with each part of it on a 
new line. There was an example in Openbook where ENABLE was 
given after the PIN_DIR command, just to be safe I moved my 
commands to be in the same order, and suddenly it worked. The errors 
reported in the following PIN declaration were just errors that had 
arised because of this error in the first PIN. Now my TLF-file had been 
successfully converted to version 4.1. 
The original TLF-file with the changes made in it marked out is 
attached as Appendix B. The resulting file after conversion is Appendix 
C and you can take sneak peak at the final version in Appendix D, it 
has been cleaned up a bit and have had some power information added. 

5.4.2 Adding the power information 
The tlfConvert tool had only converted the syntax in the 3.1 file to the 
new 4.1. The main thing of interest in this new version is not the syntax 
though; it’s the possibility to add power information. 
There are several ways at your disposal for doing this. You can choose 
to model either the current or the energy in the cell and each of those 
can be modelled in four or three different ways. For more detailed 
information you should read Cadence Openbook “Timing Library 
Format Reference” chapter 6, under the heading SUPPLY_CURRENT, 
it’s on pages 205-210 in the version 4.1 release and 336-339 in the 
version 4.1 release. I don’t know which way of modelling is the better 
way, and how this is going to be modelled in the standard cells is 
basically up to which way is the easiest one to extract from simulations. 
As I had better grasp on current waveforms than on energy levels I 
chose to describe the current wave. The memory has different power 
consumption, and therefore different currents, depending if it’s a read 
or write operation that is being performed. This means I have to give 
the currents a condition that decides which value to be used depending 
on the operation performed. 
In cellbased designs you should enter this information into each cell to 
get more exact information. The characterisation process to get power 
information for each cell could be quite swift but the time it would take 
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to make a full characterisation for the complete memory is probably a 
few months9, so lets not do that. Instead I just use the values in the 
TLF-file I used as a conversion example and add currents based on 
values from only one simulation. This will mean that the model will 
have timing errors but the simulation will only take a day if it’s done on 
a cutdown version of the quadrant. 
To begin with, I use currents on its simplest form, as an average value. 
This was a sort of trial version so I felt that it was better to use the time 
in other places than getting the correct numbers from the beginning. At 
the same time as I included the values I did some tidying up in the 
TLF-file and tried how much I could remove without losing 
information. This showed that I could remove all PIN declarations from 
within a BUS declaration, as they were redundant if I had no special 
information for the specific PIN’s. The resulting TLF-file is attached in 
Appendix D. 
So now I had a TLF-file version 4.1 containing some power- and 
timing information. I could compile it without getting any error 
messages but I still didn’t know how much information I would be 
getting from it in a simulation. To get that kind of information I would 
have to take another step, I would need to simulate my TLF-file. 
However, to simulate the TLF-file I needed to have some more files, I 
needed a Verilog description of the memory and files containing 
information about the cell, like switching activity and the load. 
Just as earlier, it was easy enough to make a Verilog file. As the TLF-
file only had timing models for the top-level signals, I only had to 
consider these signals and could skip most of the internal signals, and if 
I only were to test a few selected addresses, I could cut down the 
memory and address decoding significantly. 
In the end I used the same input signals that I had used for the other 
simulation of this memory and the Verilog code for the memory took 
12 lines not including signal declarations. 
Now it all came to a halt again. The power analysing tool needed 
several other files except the TLF-file. Some, like switching 
information, would be quite easy to get but for some of the others you 
needed a design consisting of several cells not just one as this one. 
There is a workaround but it was considered as more work than it was 
worth. If this is to be done then more time should be put in the TLF-file 
to make it more realistic than the one used here as it is based on one 
simulation only. 
                                                 
9 This shows a bit on the complexity in the designs. Characterising the 
individual cells of a design this big would take 2-3 weeks. Characterising the 
whole design takes 2-3 months. You can gain a lot of time in making a design 
cellbased, but you can sometimes gain a lot of speed and effect in making a 
design in another way. 
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5.5 Evaluation of the models 
There proved to be more problems than expected in making the models. 
The skeletal model was very straightforward, not many steps had to be 
taken but it’s hard to automate the process so it has to be done by hand. 
The other problem with the skeletal model is to know when to stop. In 
the end my model took 2 hours to simulate on my office computer, 
maybe this was longer than needed and I had made it unnecessarily 
complicated. It’s hard to know with the skeletal model. 
The mixed-mode model showed that you might have to “design for 
modelling”. In a mixed-mode design, you need to have the analog part 
and the digital part in well defined and separable parts or you’ll have to 
simulate it all as analog cells. 
However, that was not the only problem for the mixed-mode model. 
The other obstacle was the fact that one cell in the schematic could 
have different layouts in different places in the design. In their effort to 
optimise the design the designers had lost the connection between 
schematic and layout. 
Then there was the digital model. The digital model wasn’t supposed to 
be at all until we encountered the problems with the mixed-mode 
model. The obstacle here was the absence of a design flow. It should 
have been possible to go through with it, but it would involve a few 
jumps back and forth between programs during the process. The big 
drawback of this model is that to make it as flexible and parameterised 
as the skeletal model you would have to do a lot of simulations on the 
whole memory layout. The reason for making a model in the first place 
was to get away from doing such simulations, so there was small or no 
gain in making this model. 
The reason for the mixed-mode model, and later on, the digital model 
was the new possibility to add power information in digital parts of the 
design. The reason I should make a model in the first place was that 
Zarlink needed a model for this specific memory to use in a memory 
generator. None of these two facts were considered when they designed 
the memory so we ended up with good design that was hard to model. 
The workload for creating a mixed-mode or digital model in this 
specific case ended up being bigger than what would be gained by 
having the model. 
Mentioned briefly was that the models should be parameterised, was 
this goal met? The mixed-mode model and the digital model would 
need extensive simulation of different memory sizes to achieve this 
goal and some major rewriting of the code. The skeletal model was 
almost there, the address decoding changes with the number of bits in 
each quadrant and this hasn’t been taken care of. The quadrants have 
been cut to only have bit 0 and bit 1 on address 1 and 2 as working 
parts. This indicates that the address decoding could be reduced in size 
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to just keep the decoding for these two addresses and transform the rest 
into a parameterised block. The problem is that the address decoding 
changes stepwise and not linear so it would be a quite complex block. 
However, there was no time left for going through with this task. 

5.6 Comparing simulation results 
In the end there was only one model that was completed, the skeletal 
model. A quick comparison when you only look on the values of the 
outputs shows that the model is working correct, or at least in the same 
way as the original. In this chapter we will examine how true to the 
original the model really is. 
The main thing of interest is the timing and the power. Looking at the 
outputs (Appendix E figure E.2 and E.3) of the model and the layout, 
we can see that the model is 21.94 ns earlier than the layout at the 
rising edge and 20.75 ns earlier at the falling edge. The clock period is 
1000 ns so it’s a small error in comparison. 
Checking up on one of the main timing signal, the biasing current Ibias, 
we can see that the model is 20.02 ns faster already here (Appendix E 
figure E.1). As both signals start at the exact same time it seems likely 
that the timing error occur within the main control block, a block in 
which I haven’t added any parasitics at all. So the model seems to be 
true to the original for all parts but the main control block. 

Simulation results - Timing 
     

Ibias 
Layout Model Modified model

Modified model 
with caps. 

Pulsewidth (ns) 138,15 118,13 123,88 137,52 
Error - -14% -10% -0,5% 

 Table 5.1 The simulated values for the Ibias pulsewidth. The modified model is 
where the control block schematic has been replaced by its layout. 

After a quick change in the configuration of the model by replacing the 
schematic of the control block by its corresponding layout with 
extracted parasitics, the difference decreased to 4.69 ns. After adding a 
three more capacitances on three control signals that were generated by 
the control block, the difference decreased even further to 0.63 ns. You 
can’t demand a better correlation than this. As you can see in table 5.1 
there is only a 0.5 % difference between this modified model and the 
layout. 
Lets take a look at the power consumption instead. The way you do this 
is by looking at how much current is drawn from the power supply. 
However, as large parts of the design had been cut, this value wouldn’t 
be entirely true. Instead, another more constructed way is used. 
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There are only two bits in each word in the model, so to simulate an 
entire word of an arbitrary number of bits you leave one bit unchanged 
true the simulation and toggle the other. Then you split up the power 
supply wire in two and add a zero volt power supply on each. These 
supplies are only added because we want to have a node to measure on, 
they have no effect on the circuit. After that you can measure the 
current through these two power supplies and get information for both 
how much current is drawn for a toggling bit and for an unchanged bit, 
we call these IT and IU respectively. 
This could also have been done for the address decoding but here we 
assume that there are no toggling wires in the parts that are cut and that 
the current drawn sums up to be the total current. The power supply for 
these parts is chosen to be the same as for the toggling bit of the data. 
The final total current for one toggling bit is then calculated as IT + 
7*IU for an 8 bit RAM.  
The model we use to begin with is the model without the three extra 
capacitances and the schematics are used in the control block. This is 
the model that is most true to the layout in function but, as we saw 
before, not in timing. 

This model gives a current consumption of 13.24 µA for read and 9.95 
µA for write. This is extracted as the average current consumption 
during one clock cycle in which you do a read or a write operation. At a 
supply voltage of 2.8 V this means that the power consumption for one 
toggling bit is 37.07 µW for read and 27.86 µW for write. This is only 
approximately two thirds of the power consumption in the layout 
simulation so the model is not correct. 

Simulation results - Power 
    

READ Layout Model Modified model 
Current (µA) 19.80 13.24 16.90 
Error - -33% -15% 
    

WRITE Layout Model Modified model 
Current (µA) 16.21 9.95 14.71 
Error - -39% -9% 

 Table 5.2 The power simulation results. Here the modified model is where the 
control block schematic has been replaced by its layout and three extra 
capacitances have been added. 

When comparing timing earlier, there were two more models used. One 
in which the schematics of the control block had been replaced with its 
corresponding layout and extracted parasitics and the other had three 
extra capacitances on top of that. This time we skip directly to the last 
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model. This model has better timing properties than the earlier model 
but it actually works a bit better than the layout in some parts. 
This model improved the timing drastically as can be seen in table 5.2. 
The new power consumption is 16.9 µA for read and 14.71 µA for 
write. This is only 15% wrong for read and 9% wrong for write. 
The last step to improve the power simulation results would be to 
simulate a few different memory sizes and search for a systematic 
error. It is not certain that this is achievable or the connection might be 
very complex. As it was said earlier, the address decoding is non-linear 
and can cause step-wise changes in the power consumption. 
What might be added on the models here is that a model with 
schematics in the control block at the same time as we have the three 
extra capacitances is a non-working model. The outputs never toggle in 
this model so this is why the model without these extra capacitances is 
used in the power analysis, the model used there works. 
The conclusion is that the purely schematic skeletal model is not true to 
the layout at this stage. By looking more into the crucial main control 
block the timing and power can be improved greatly. If we replace the 
schematics of the main control block with it’s corresponding layout and 
extracted parasitics we greatly improve both the timing and power 
simulation and the simulation time is actually just 10 minutes longer. 
With this modification of the model the timing results are almost 
exactly the same for model and layout and the power results are not so 
far away.  
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CHAPTER 6 Making a model of the future 

It has been mentioned earlier in this thesis that the in the future the 
delay in a circuit will be more due to the interconnect than to the gates. 
This is already the case in most of the modern processes, but it will be 
even more so in future processes. 
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 Figure 6.1 Delay in a gate versus the delay in the interconnect [2] 

Several things together cause this effect. As the dimensions grow 
smaller, the transistor channel becomes shorter which means faster 
transistors. However, smaller dimensions means thinner wires with 
higher resistance. The parasitic capacitance has a more complicated 
relation to line width; as wires become smaller the distance between 
them also will be decreased and they will give rise to very much the 
same parasitic capacitance as before. But the distance in-between 
different layers of wires is not decreased at the same pace as the change 
in dimensions but rather sporadically between just some of the shifts in 
generation, which means that the parasitic capacitance between two 
layers will differ between processes. 
But process engineers aren’t standing passively on the side watching 
this happen, steps are being taken to try to prevent the delay in the 
interconnects. The big change today is using copper instead of 
aluminium for the wires. Aluminium is a good conductor with low 
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resistivity but copper is even better, the problem being that copper is 
also much more complicated to use in a process.  
Another way that they have come up with is using something else than 
siliconoxide between the wires. Using another material with a lower 
capacitivity will mean that we will have less parasitic capacitance 
between the wires. 
These two things together will mean that there isn’t much left of the 
traditional chip construction, a new material for the wires and another 
new material for the space in-between the wires. New generations in 
linewidth gives rise to new generations of process technology, but it’s 
the process technology that also makes it possible to decrease the 
linewidth. New process technology will therefore give rise to even 
more process technology, but what will new process technology give 
rise to in our models? 
A well-known effect in the world of small transistors is the short-
channel effect, and as said above the channels are growing smaller as 
the dimensions are shrunk. The short-channel effect is a leakage current 
between the source and drain in the transistor and this means that short 
transistors will never be completely “switched off”. This effect is 
harder to work around. We could use a substrate with higher resistivity, 
but we want the resistance to be low when the transistor is conducting. 
There are other methods in the laboratories today and we will probably 
see a shift in part of the chipdesign in the future to accommodate for 
this problem. The obstacles in this paragraph involve the transistor 
mainly and will hopefully be taken care of by the transistor model. That 
way it won’t affect the circuit model. 
The aim of the improvements is to be able to make the chips smaller 
without degradation of functionality. You could use the new chip 
technology with copper wires in older processes to achieve better 
results but this will probably not be done due to the large costs 
involved. But if the improvements of chip manufacturing continue in 
the same rate as the miniaturisation of chips the impact of parasitics in 
a design will very much stay the same. Our way of modelling will 
probably stay the same in the future. But maybe our way of designing 
won’t. 
The design rules are kept the same by lowering the voltage supply as 
we continue downward. With a smaller voltage span to work with, the 
transistors will be more sensitive to noise, but as the voltage is lower on 
the surrounding wires too, they won’t cause large disturbances. The 
lower voltage will also mean that the speed gain, as the transistors grow 
smaller, will be lower. Together these effects take care of some of the 
problems in going down in dimensions and we will most probably be 
able to continue to design in the way we do now.  

 

 [Modelling a memory] A master thesis 43 



 

CHAPTER 7 Conclusion 

It takes much knowledge and time to make a good model. Three 
different models were treated and only one came through.  
The two runners-up were the mixed-mode model and the digital model. 
A digital model may not be very appropriate for a memory but the 
mixed-mode would work in a design where the analog and digital part 
are better separated than in the memory discussed here. 
The one that came through was the skeletal model. It gave the correct 
output signals and with the main controlblock simulated from its layout 
instead from its schematic it was dead-on with timing results and just 
slightly of the target when it came to power results. The power results 
could probably be made even better given some time. 
Even if we wait a long time and continue some time into the future, we 
will probably model the memory in the same way. Even though the 
processes changes the way we model will probably be applicable in the 
future. The new obstacles encountered will probably occur within the 
transistor and be taken care of by the transistor model and not by the 
circuit model. 
There is much further work in this area of electronics. There is constant 
work done to improve the models for all the parts in the design. At the 
same time there is improvements of process technology which will 
change the basic conditions for the models. There will be work to do in 
this research area for years to come. 
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APPENDIX A Converting TLF’s with tlfConvert 

This is a short instruction on how to convert Timing Library Format 
files (TLF-files) version 3.x to the newer version 4.1 using a tool called 
tlfConvert. The tlfConvert tool is not as forgiving on errors made in the 
syntax as the tlfc compilation tool is, so files that have been compilable 
before might report errors when you’re trying to convert them. The 
things I mention here are the ones that I have stumbled upon, there 
might be some more in other TLF-files. 
The tlfConvert tool could be used for converting any file but the main 
reason for converting files are for introducing powerinformation into 
them and then a better way to go is probably the syn2tlf conversion tool 
that goes directly from a libfile from Synopsys© to a TLF-file version 
4.1 or 4.3. This is being checked upon by another person at Zarlink. 
There are a few commands that have been modified or removed in 
version 4.1, and some other commands have been added. I will only 
deal with those that I have had problems with in my conversion. For 
more information about each command I refer to Cadence© 
Openbook© “Timing Library Format Reference”. 
These are the issues I found: 

• The TIMING_PROPS command is obsolete and has been replaced 
by PROPERTIES. Earlier on it seems like the compiler was quite 
forgiving with where a property was placed, the three properties 
PROC_VAR, TEMPERATURE, VOLTAGE are misplaced on cell 
level instead of library level in my example in the thesis. There 
might be more properties that will have to be moved in order to 
convert the file with tlfConvert. 

• The method for tristating outputs has changed. You no longer need 
the TRISTATE keyword to do this, you just have to give the PIN an 
ENABLE signal. In version 4.1 you just define the PIN as an output 
and after that you define the ENABLE signal. Apparently, this has 
to be done in this order in the version 3.1 file also. PIN_DIR has to 
be moved in front of ENABLE. 
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• The BUS command has been improved. The tlfConvert tool will 
convert PIN’s with a range defined to a BUS and then define the 
PIN’s one by one within the BUS. These PIN definitions within the 
BUS command in the 4.1 file can be rewritten with ranges or 
removed except for PIN’s with ENABLE. The ENABLE property 
can be moved up to BUS level and then you may remove the PIN’s 
but it seems that you can’t define a PIN with a range and an 
ENABLE signal in 4.1 

• One last thing, remember that all comments written in the TLF file 
will be lost in the conversion process. If there are any explanatory 
or otherwise important comments in the 3.1 file you will have to 
move them by hand to the 4.1 file after conversion 
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APPENDIX B The original TLF-file 

Header( 
    Library("MATRICS_SR_MUNSTER3") 
    Date("8-Nov-2001 10:32") 
    Version("x11r0") 
    Vendor("Zarlink Semiconductor") 
    TLF_Version("3.0") 
    Generated_By("johanl on 8-Nov-2001 10:32") 
) 
 
timing_props( 
 proc_var(1.0) \ 
 voltage(2.8) | <---------- 
 temperature(37) /   | 
)      | 
      | 
Cell ( UMUNSTER3 CellType ( Seq )   | 
//-------------------------------------------|-------------------------- 
   timing_props(     | 
 ----------------------------------- 

proc_mult(table (axis 0.60 1.00 1.40) (0.60 1.00 1.40)) 
 temp_mult(table (axis -15 37 45) (0.80 1.00 1.03)) 
 volt_mult(table (axis 1.8 2.8 3.3) (1.40 1.00 0.80)) 
   ) 
 
//---------------------------------------------------------------------- 
 
 
Model(tcrqv (Table       // v 
 (Load_Axis        0.01  0.1  0.5  1   5  10 ) 
 (                 47.0 47.1 47.5 48  52  57 ) 
)) 
 
Model(toeqz (Table  // z 
 (Load_Axis    0.01  0.1  0.5  1  5  10 ) 
 (     4     4.1  4.5  5  9  14 ) 
)) 
 
Model(toeqv (Table  // e 
 (Load_Axis    0.01  0.1  0.5  1  5  10 ) 
 (               4     4.1  4.5  5  9  14 ) 
)) 
 
Model(tcrcr (Const (113))) 
 
Model(tcrcf (Const (47))) 
 
Model(tcfcr (Const (68))) 
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Model(tavcr (Const (2.2))) 
 
Model(tcrax (Const (31))) 
 
Model(tdvcf (Const (0.6))) 
 
Model(tcfdx (Const (33))) 
 
Model(tqslope (Table 
 (Load_Axis        0.01 0.1 0.5 1 5 10 ) 
 (                 0.01 0.1 0.5 1 5 10 ) 
)) 
 
//---------------------------------------------------------------------- 
 
Pin(Q[7:0] PinType(Data Tristate) Pindir(output) Enable(~OEB)  
    |____________________^ 
Timing_Props(Load_Limit(9.613))) 
Pin(ADR[10:0] PinType(Data) PinDir(Input)Timing_Props()) 
Pin(CLK PinType(Clock PosEdge) PinDir(Input)Timing_Props()) 
Pin(D[7:0] PinType(Data) PinDir(Input)Timing_Props()) 
Pin(ENB PinType(Data) PinDir(Input)Timing_Props()) 
Pin(OEB PinType(Control Low) PinDir(Input)Timing_Props()) 
Pin(VDD  Pintype(Supply) Pindir(Input)) 
Pin(VSS  Pintype(Ground) Pindir(Input)) 
Pin(WEB PinType(Data) PinDir(Input)Timing_Props()) 
//---------------------------------------------------------------------- 
Path(CLK *> Q  01 01 Delay(tcrqv) Slew(tqslope)) 
Path(CLK *> Q  01 10 Delay(tcrqv) Slew(tqslope)) 
//Path(OEB *> Q  01 0Z Delay(toeqz) Slew(tqslope)) 
//Path(OEB *> Q  01 1Z Delay(toeqz) Slew(tqslope)) 
//Path(OEB *> Q  10 Z1 Delay(toeqv) Slew(tqslope)) 
//Path(OEB *> Q  10 Z0 Delay(toeqv) Slew(tqslope)) 
Path(OEB *> Q  10 01 Delay(toeqv) Slew(tqslope)) 
Path(OEB *> Q  10 10 Delay(toeqv) Slew(tqslope)) 
//---------------------------------------------------------------------- 
Period(CLK 01 tcrcr) 
MPWH(CLK tcrcf) 
MPWL(CLK tcfcr) 
Setup(ADR *> CLK PosEdge tavcr ) 
Setup(WEB *> CLK PosEdge tavcr ) 
Setup(ENB *> CLK PosEdge tavcr ) 
Hold(ADR *> CLK PosEdge tcrax ) 
Hold(WEB *> CLK PosEdge tcrax ) 
Hold(ENB *> CLK PosEdge tcrax ) 
Setup(D *> CLK NegEdge tdvcf ) 
Hold(D *> CLK NegEdge tcfdx ) 
) 
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APPENDIX C The converted TLF-file 

HEADER(  
   LIBRARY("MATRICS_SR_MUNSTER3") 
   DATE("8-Nov-2001 10:32") 
   VENDOR("Zarlink Semiconductor") 
   TLF_VERSION("4.1") 
   VERSION("x11r0") 
   GENERATED_BY("johanl on 8-Nov-2001 10:32") 
) 
// properties section 
PROPERTIES( 
   Proc_Var(1.0) 
   Voltage(2.8) 
   Temperature(37.0) 
// WireLoad  Models  
) 
CELL(UMUNSTER3  
// model section  
   TIMING_Model(tcrqv  
      (Spline 
         (LOAD_AXIS 0.0 0.1 0.5 1.0 5.0 10.0) 
 
               (47.0 47.1 47.5 48.0 52.0 57.0) 
      ) 
   ) 
   TIMING_Model(toeqz  
      (Spline 
         (LOAD_AXIS 0.0 0.1 0.5 1.0 5.0 10.0) 
 
               (4.0 4.1 4.5 5.0 9.0 14.0) 
      ) 
   ) 
   TIMING_Model(toeqv  
      (Spline 
         (LOAD_AXIS 0.0 0.1 0.5 1.0 5.0 10.0) 
 
               (4.0 4.1 4.5 5.0 9.0 14.0) 
      ) 
   ) 
   TIMING_Model(tcrcr  
      (Const 
         (113.0) 
      ) 
   ) 
   TIMING_Model(tcrcf  
      (Const 
         (47.0) 
      ) 
   ) 
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   TIMING_Model(tcfcr  
      (Const 
         (68.0) 
      ) 
   ) 
   TIMING_Model(tavcr  
      (Const 
         (2.2) 
      ) 
   ) 
   TIMING_Model(tcrax  
      (Const 
         (31.0) 
      ) 
   ) 
   TIMING_Model(tdvcf  
      (Const 
         (0.6) 
      ) 
   ) 
   TIMING_Model(tcfdx  
      (Const 
         (33.0) 
      ) 
   ) 
   TIMING_Model(tqslope  
      (Spline 
         (LOAD_AXIS 0.0 0.1 0.5 1.0 5.0 10.0) 
 
               (0.0 0.1 0.5 1.0 5.0 10.0) 
      ) 
   ) 
// properties section  
   Proc_Mult(RISE(Spline 
(AXIS 0.6 1.0 1.4) 
 
      (0.6 1.0 1.4) 
) FALL(Spline 
(AXIS 0.6 1.0 1.4) 
 
      (0.6 1.0 1.4) 
)) 
   Temp_Mult(RISE(Spline 
(AXIS -15.0 37.0 45.0) 
 
      (0.8 1.0 1.0) 
) FALL(Spline 
(AXIS -15.0 37.0 45.0) 
 
      (0.8 1.0 1.0) 
)) 
   Volt_Mult(RISE(Spline 
(AXIS 1.8 2.8 3.3) 
 
      (1.4 1.0 0.8) 
) FALL(Spline 
(AXIS 1.8 2.8 3.3) 
 
      (1.4 1.0 0.8) 
)) 
   BUS(Q[7:0] 
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      BUSTYPE(OUTPUT) 
      Load_Limit(9.613) 
      PIN(Q[0] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
      PIN(Q[1] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
      PIN(Q[2] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
      PIN(Q[3] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
      PIN(Q[4] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
      PIN(Q[5] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
      PIN(Q[6] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
      PIN(Q[7] 
         PINTYPE(OUTPUT ) 
         ENABLE( ~OEB) 
      ) 
   ) 
 
   BUS(ADR[10:0] 
      BUSTYPE(INPUT) 
      PIN(ADR[0] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[1] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[2] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[3] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[4] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[5] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[6] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[7] 
         PINTYPE(INPUT ) 
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      ) 
      PIN(ADR[8] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[9] 
         PINTYPE(INPUT ) 
      ) 
      PIN(ADR[10] 
         PINTYPE(INPUT ) 
      ) 
   ) 
 
   PIN(CLK 
      PINTYPE(INPUT ) 
      CLOCK_PIN 
   ) 
 
   BUS(D[7:0] 
      BUSTYPE(INPUT) 
      PIN(D[0] 
         PINTYPE(INPUT ) 
      ) 
      PIN(D[1] 
         PINTYPE(INPUT ) 
      ) 
      PIN(D[2] 
         PINTYPE(INPUT ) 
      ) 
      PIN(D[3] 
         PINTYPE(INPUT ) 
      ) 
      PIN(D[4] 
         PINTYPE(INPUT ) 
      ) 
      PIN(D[5] 
         PINTYPE(INPUT ) 
      ) 
      PIN(D[6] 
         PINTYPE(INPUT ) 
      ) 
      PIN(D[7] 
         PINTYPE(INPUT ) 
      ) 
   ) 
 
   PIN(ENB 
      PINTYPE(INPUT ) 
   ) 
 
   PIN(OEB 
      PINTYPE(INPUT ) 
   ) 
 
   PIN(VDD 
      PINTYPE(SUPPLY ) 
   ) 
 
   PIN(VSS 
      PINTYPE(GROUND ) 
   ) 
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   PIN(WEB 
      PINTYPE(INPUT ) 
   ) 
 
// pinrels 
Path( CLK *> Q[7:0] 01 01 DELAY(tcrqv) SLEW(tqslope) ) 
Path( CLK *> Q[7:0] 01 10 DELAY(tcrqv) SLEW(tqslope) ) 
Path( OEB *> Q[7:0] 10 01 DELAY(toeqv) SLEW(tqslope) ) 
Path( OEB *> Q[7:0] 10 10 DELAY(toeqv) SLEW(tqslope) ) 
Period( CLK 01 tcrcr ) 
MPWH( CLK tcrcf ) 
MPWL( CLK tcfcr ) 
Setup( ADR[10:0] *> CLK posedge tavcr ) 
Hold( ADR[10:0] *> CLK posedge tcrax ) 
Setup( WEB *> CLK posedge tavcr ) 
Hold( WEB *> CLK posedge tcrax ) 
Setup( ENB *> CLK posedge tavcr ) 
Hold( ENB *> CLK posedge tcrax ) 
Setup( D[7:0] *> CLK negedge tdvcf ) 
Hold( D[7:0] *> CLK negedge tcfdx ) 
) 
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APPENDIX D The final TLF-file 

HEADER(  
   LIBRARY("c035Ram") 
   DATE("8-Nov-2001 10:32") 
   VENDOR("Zarlink Semiconductor") 
   TLF_VERSION("4.1") 
   VERSION("i2r0") 
   GENERATED_BY("johanl on 8-Nov-2001 10:32") 
) 
// properties section 
PROPERTIES( 
   Proc_Var(1.0) 
   Voltage(2.8) 
   Temperature(37.0) 
   UNIT( 
      CURRENT_UNIT(1mA) 
      TIME_UNIT(1ns) 
   ) 
// WireLoad  Models  
) 
CELL(UMUNSTER3  
// model section 
   TIMING_Model(tcrqv (Spline  // v 
         (LOAD_AXIS 0.0  0.1  0.5  1.0  5.0 10.0) 
                  (47.0 47.1 47.5 48.0 52.0 57.0))) 
 
   TIMING_Model(toeqz (Spline   // z 
         (LOAD_AXIS 0.0 0.1 0.5 1.0 5.0 10.0) 
                   (4.0 4.1 4.5 5.0 9.0 14.0))) 
 
   TIMING_Model(toeqv (Spline  // e 
         (LOAD_AXIS 0.0 0.1 0.5 1.0 5.0 10.0) 
                   (4.0 4.1 4.5 5.0 9.0 14.0))) 
 
   TIMING_Model(tcrcr (Const (113.0))) 
   TIMING_Model(tcrcf (Const  (47.0))) 
   TIMING_Model(tcfcr (Const  (68.0))) 
   TIMING_Model(tavcr (Const   (2.2))) 
   TIMING_Model(tcrax (Const  (31.0))) 
   TIMING_Model(tdvcf (Const   (0.6))) 
   TIMING_Model(tcfdx (Const  (33.0))) 
   TIMING_Model(tqslope  
      (Spline 
         (LOAD_AXIS 0.0 0.1 0.5 1.0 5.0 10.0) 
                   (0.0 0.1 0.5 1.0 5.0 10.0))) 
// properties section  
 
   Proc_Mult(Spline (AXIS 0.6 1.0 1.4) (0.6 1.0 1.4)) 
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   Temp_Mult(Spline (AXIS -15.0 37.0 45.0) (0.8  1.0  1.0)) 
 
 
   Volt_Mult(Spline (AXIS 1.8 2.8 3.3) (1.4 1.0 0.8)) 
 
   BUS(Q[7:0] BUSTYPE(OUTPUT) ENABLE( ~OEB) Load_Limit(9.613)) 
 
   BUS(ADR[10:0] BUSTYPE(INPUT)) 
 
   PIN(CLK PINTYPE(INPUT ) CLOCK_PIN) 
 
   BUS(D[7:0] 
      BUSTYPE(INPUT) 
 SUPPLY_CURRENT(AVE(98e-3 1.48e-3) COND(!WEB)) 
 SUPPLY_CURRENT(AVE(116.2e-3 1.5e-3) COND(WEB)) 
 GROUND_CURRENT(AVE(98e-3 1.48e-3) COND(!WEB)) 
 GROUND_CURRENT(AVE(116.2e-3 1.5e-3) COND(WEB)) 
   ) 
 
   PIN(ENB PINTYPE(INPUT)) 
 
   PIN(OEB PINTYPE(INPUT )) 
 
   PIN(VDD PINTYPE(SUPPLY )) 
 
   PIN(VSS PINTYPE(GROUND )) 
 
   PIN(WEB PINTYPE(INPUT )) 
    
// pinrels 
Path( CLK *> Q[7:0] 01 01 DELAY(tcrqv) SLEW(tqslope) ) 
Path( CLK *> Q[7:0] 01 10 DELAY(tcrqv) SLEW(tqslope) ) 
Path( OEB *> Q[7:0] 10 01 DELAY(toeqv) SLEW(tqslope) ) 
Path( OEB *> Q[7:0] 10 10 DELAY(toeqv) SLEW(tqslope) ) 
Period( CLK 01 tcrcr ) 
MPWH( CLK tcrcf ) 
MPWL( CLK tcfcr ) 
Setup( ADR[10:0] *> CLK posedge tavcr ) 
Hold( ADR[10:0] *> CLK posedge tcrax ) 
Setup( WEB *> CLK posedge tavcr ) 
Hold( WEB *> CLK posedge tcrax ) 
Setup( ENB *> CLK posedge tavcr ) 
Hold( ENB *> CLK posedge tcrax ) 
Setup( D[7:0] *> CLK negedge tdvcf ) 
Hold( D[7:0] *> CLK negedge tcfdx ) 
) 
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APPENDIX E Simulation results 

 E.1 A short help for understanding the printouts 
Here are three printouts with simulationresults from the skeletal model 
and the layout. In all three the skeletal model’s results have small 
rectangular markings on its line and the layout have small triangle 
markings. 
On top of these two results there are also two crosshair cursors marked 
A and B respectively. Below the graphic window, you can read the data 
associated with these two cursors and the difference (delta) between 
them. 
There are arrows and explanations for all of the above in the first 
printout. 
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 E.2 The printouts 

Crosshair marker A

Crosshair marker B

Rectangle markings

Triangle markings

Data for marker A

Data for marker B
Time difference between marker  A and B

 

 Figure E.1 The Ibias current in the model and in the layout 
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 Figure E.2 The falling edge of one output signal in the model and in the layout 
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 Figure E.3 The rising edge of one output signal in the model and in the layout 
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På svenska 
 
Detta dokument hålls tillgängligt på Internet – eller dess framtida ersättare – under 
en längre tid från publiceringsdatum under förutsättning att inga extra-ordinära 
omständigheter uppstår. 

Tillgång till dokumentet innebär tillstånd för var och en att läsa, ladda ner, 
skriva ut enstaka kopior för enskilt bruk och att använda det oförändrat för 
ickekommersiell forskning och för undervisning. Överföring av upphovsrätten vid 
en senare tidpunkt kan inte upphäva detta tillstånd. All annan användning av 
dokumentet kräver upphovsmannens medgivande. För att garantera äktheten, 
säkerheten och tillgängligheten finns det lösningar av teknisk och administrativ 
art. 

Upphovsmannens ideella rätt innefattar rätt att bli nämnd som upphovsman i 
den omfattning som god sed kräver vid användning av dokumentet på ovan 
beskrivna sätt samt skydd mot att dokumentet ändras eller presenteras i sådan 
form eller i sådant sammanhang som är kränkande för upphovsmannens litterära 
eller konstnärliga anseende eller egenart. 

För ytterligare information om Linköping University Electronic Press se 
förlagets hemsida http://www.ep.liu.se/ 

 
 

In English 
 
The publishers will keep this document online on the Internet - or its possible 
replacement - for a considerable time from the date of publication barring 
exceptional circumstances. 

The online availability of the document implies a permanent permission for 
anyone to read, to download, to print out single copies for your own use and to use 
it unchanged for any non-commercial research and educational purpose. 
Subsequent transfers of copyright cannot revoke this permission. All other uses of 
the document are conditional on the consent of the copyright owner. The publisher 
has taken technical and administrative measures to assure authenticity, security 
and accessibility. 

According to intellectual property law the author has the right to be mentioned 
when his/her work is accessed as described above and to be protected against 
infringement. 

For additional information about the Linköping University Electronic Press 
and its procedures for publication and for assurance of document integrity, please 
refer to its WWW home page: http://www.ep.liu.se/ 

 
© [Johan Larsson] 
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