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Abstract 
The use of computers for handling image data in the healthcare is growing. The 

amount of data produced by modern image generating techniques, such as CT and 

MR, is vast. The amount of data might be a problem from a storage point of view or 

when the data is sent over a network. To overcome these problems data compression 

techniques adapted to these applications are needed. 

There are an abundant number of compression schemes for the compression of 

images, but few that are geared towards compression of image stacks. Though these 

2D techniques can be applied to the image stacks they do not fully exploit the three-

dimensional nature of the stacks. 

In this thesis ideas from the image compression area are extended to exploit the 3D 

nature of image stacks. Attention is directed to MR and CT stacks. 

The compression schemes in this thesis are based on the relatively new notion of 

wavelets, used in the JPEG2000 standard. The schemes also provide a quality 

progressive transmission, which allows intermediate low-quality results to be 

constructed.

Two different coders are presented in this thesis both developed for the compression 

of image stacks containing medical data. They are evaluated and compared and a top 

performer is chosen. Advantages and drawbacks of the schemes and future 

enhancements are also discussed. 
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Chapter 1 

Introduction

1.1 Background 

Today a lot of hospitals handle their medical image data with computers. The use of 

computers and a network makes it possible to distribute the image data among the 

staff efficiently. As the health care is computerized new techniques and applications 

are developed, among them the MR and CT techniques. MR and CT produce 

sequences of images (image stacks) each a cross-section of an object. The amount of 

data produced by these techniques is vast and this might be a problem when sending 

the data over a network. To overcome this the image data can be compressed. For 

two-dimensional data there exist many compression techniques such as JPEG, GIF 

and the new wavelet based JPEG2000 standard [7]. All schemes above are used for 

two-dimensional data (images) and while they are excellent for images they might not 

be that well suited for compression of three-dimensional data such as image stacks.  

1.2 Purpose 

The purpose of this thesis is to look at coding schemes based on wavelets for medical 

volumetric data. The thesis should discuss theoretical issues as well as suggest a 

practically feasible implementation of a coding scheme.  

A short comparison between two- and three-dimensional coding is also included. 

1.3 Scope 

In this thesis two ways of using wavelets in a volume-coding scheme will be 

presented. These schemes will be combined with zero-tree coding [10]. The schemes 

are developed for coding of MR and CT image stacks. Both schemes are developed in 

Matlab and the top performer is also implemented in C++. The two schemes are 

compared with respect to coding performance, execution time and robustness. At all 

times the practical feasibility is in mind. 
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1.4 Organization 

The organization of this thesis is as follows. In Chapter 2 some general image coding 

terminology will be presented followed by an introduction to sub-band coding. In 

Chapter 3 the wavelets are introduced and their application in data compression is 

discussed. Chapter 4 presents a discussion on coding techniques and especially zero-

tree coding. In Chapter 5, based on the previous chapters, two ideas for coding 

schemes are put forward, this chapter also include a discussion on implementation 

issues. In Chapter 6 some extra attention is directed to one of the coding schemes. 

This chapter first presents theoretical issues that are later used in the design of a 

coding scheme. The coding scheme presented in this chapter is, to the best of the 

authors knowledge, the first of its kind. 

Chapter 7 present numerical results and discussions. This chapter also presents some 

conclusions and suggestions for future work.  

1.5 Acknowledgements 

This master thesis concludes my studies of Computer Science and Engineering at 

Linköpings University. I would therefore like to express my gratitude to all the people 

which have help me in my pursuit for knowledge. I would especially like to thank 

Claes Lundström, my advisor at Sectra Imtec AB for his invaluable comments on this 

report.

Jonas Svanberg, my supervisor at Linköping University for support and useful ideas 

throughout the entire process of making this report. 

And last, but not least, my family and especially my girlfriend for bearing with me 

during good and bad.



Chapter 2 

Data compression 

In this chapter some terminology and concepts in data compression will be 

introduced. In Section 2.1 the terms loss-less and lossy coding will be explained, 

some distortion measures are defined and concepts concerning signals are introduced. 

Section 2.2 deals with the topic of sub-band coding, which serves as a basis for this 

thesis. 

2.1 Some image coding terminology 

2.1.1 Lossy and loss-less coding 

In image coding and data compression there are two main areas, loss-less 

compression and lossy compression. In loss-less compression redundancy in the data 

representation is targeted. The key object in loss-less coding is an efficient exact

representation of the data. Loss-less coding is also referred to as entropy coding (more 

information in [1]). 

In lossy coding one accepts that the data is distorted, that is, the data reconstructed 

from the code is not exactly the data that was coded. It is then possible to compress 

data even more than in loss less coding. The price to pay is of course that information 

is lost in the coding process. The information loss in lossy coding comes from 

quantization of the data. Quantization can be described as the process of sorting the 

data into different bins and representing each bin with a value. The value selected to 

represent a bin is called the reconstruction value. Every item in a bin has the same 

reconstruction value, which leads to information loss (unless the quntization is so fine 

that every item gets its own bin). 
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2.1.2 Distortion measures 

If lossy compression is used it is convenient to be able to quantify the difference, or 

distortion, between the original signal (image, image volume) and the reconstructed 

one. A popular choice for measuring distortion is the Mean Squared Error, or MSE. In 

the MSE measurement the total squared difference between the original signal and the 

reconstructed one is averaged over the entire signal. Mathematically 

1

0

2ˆ1 N

i
ii xx

N
MSE  (2.1) 

Where ix̂ is the reconstructed value of ix . Another distortion measure is the Peak 

Signal to Noise Ratio, or PSNR. The PSNR relates the MSE to the maximum 

amplitude of the original signal, this makes the measurement independent of the range 

of the data. The PSNR is usually measured in decibel as: 

dB
MSE

x
PSNR peaklog10

2

10 (2.2)

2.1.3 The signal 

In this thesis images and image volumes will be viewed as special cases of two- and 

three-dimensional signals where pixel values represent signal samples. If there is a 

referral to “the signal” it should be clear from the context if this is an image, an image 

volume or just a one-dimensional signal. The signal energy will be defined as: 

2
ixE  (2.3) 

and orthogonality between signals will be defined as 

0ii yxyx  (2.4) 
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2.2 Sub-band coding 

2.2.1 Goals of sub-band coding 

Sub-band coding is a coding strategy that tries to isolate different characteristics of a 

signal in a way that collects the signal energy into few components. This is referred to 

as energy compaction. Energy compaction is desirable because it is easier to 

efficiently code these components than the signal itself [1].   

2.2.2 Coding scheme 

The sub-band coding scheme tries to achieve energy compaction by filtering a signal 

with filters of different characteristics. By choosing two filters that are orthogonal to 

each other and decimating the output of these filters a new two component 

representation is achieved (see Figure 2.1). In this new representation, hopefully, most 

of the signal energy will be located in either a or d.

Figure 2.1 

Splitting of the signal x into two parts. 

The filters h and g are usually low-pass and high-pass filters. The two components a

and d will then be a low-pass and a high-pass version of the signal x. Images have a 

typical low-pass character why we would expect a to contain most of the energy if x

was an image. Besides trying to achieve energy compaction the filters h and g should 

be chosen so that perfect reconstruction of x from a and d is possible. How to choose 

h and g will be described later.  

In Figure 2.1 a two-component representation of x is achieved. It might be desirable 

to divide the signal into more components. This can of course be done by using 

several filters with different characteristics. A more common choice however is to 

g

h

2

2

x
d

a
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cascade the structure in Figure 2.1. There are two major strategies for cascading the 

filters. The hierarchical structure and the flat structure. In the hierarchical structure the 

output from the low-pass filter is treated as the input to a new filter pair as depicted in 

Figure 2.2. In the flat structure both the low-pass and the high-pass outputs are inputs 

to a filter pair, this structure is depicted in Figure 2.3. In both figures the 

corresponding splitting of the frequency axis is also shown. 

Figure 2.2 

The hierarchical filter structure 

Figure 2.3 

The flat filter structure 

I will refer to the process of dividing the signal into components as decomposition or 

transform. 

Frequency 

As in 
Figure 2.1 

As in 
Figure 2.1 

As in 
Figure 2.1 
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b
c
d

abcd

Frequency 

As in 
Figure 2.1 
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Figure 2.1 
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Figure 2.1 

a
b

c
d

abcd



18  Data compression 

2.2.3 Extension to more dimensions 

To be able to use sub-band coding for images the scheme above has to be adapted to 

two-dimensional signals. The extension of the sub-band coding scheme to higher 

dimension is straight-forward. Apply the filters repeatedly to successive dimensions 

[1]. For an NxN image we first compute N one-dimensional transforms corresponding 

to transforming each row of the image as an individual one-dimensional signal. This 

results in 2 NxM sub-images, one corresponding to the low-pass filtered rows and one 

corresponding to the high-pass filtered rows. Each of these sub-images are then 

filtered along the columns splitting the data into 4 MxM sub-images (low-pass row 

low-pass column, low-pass row high-pass column, high-pass row low-pass column, 

high-pass row high-pass column). This completes one stage of the decomposition of 

an image. The process is depicted in Figure 2.4. In the case of volumetric data in an 

image stack one stage of decomposition results in eight sub-volumes. This 

corresponds to transforming each slice in the stack as above and then applying a one-

dimensional transform along the slices. 

Figure 2.4 

One stage of a two-dimensional decomposition 
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Chapter 3 

Wavelets in image coding 

In this chapter the wavelets are introduced. The application of wavelets in image 

coding are explained and this is used to derive design parameters for a coding scheme. 

Some tools for visualizing the coding schemes are also presented. 

3.1 Wavelet theory 

The field of wavelet theory is vast and only the general idea of wavelets will be 

discussed here. For a more thorough discussion the reader is referred to [2].  

The wavelets are a family of functions generated from a single function by translation 

and dilation. The general form of these wavelets is described by 

a
bt

atba 2/1,  (3.1) 

 is called the mother wavelet and it is used to generate all other members of the 

family. A common choice for a and b is 

Zmnnba mm ,,2,2

This reduces (3.1) to 

ntt mm
nm 22 2/

,  (3.2) 

These wavelets are used in the wavelet transform. The purpose of the wavelet 

transform is to represent a signal, x(t), as a superposition of wavelets. For special 

choices of  the signal can be represented as [1] 

dtttxc

tctx

nm
m

nm

nm
nmnm

,
2/

,

,
,,

2

)()(
 (3.3) 
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The purpose of obtaining this description is that it provides a representation of the 

signal x(t) in terms of both space and frequency localization (explained below). In 

comparison, the fourier transform is excellent at providing a description of the 

frequency content of a signal. But if the signal is non-stationary the frequency 

characteristics vary in space, that is in different regions the signal x(t) may exhibit 

very different frequency  characteristics, the fourier transform does not take this into 

account. The wavelet transform on the other hand produces a representation that 

provides information on both the frequency characteristics and where these 

characteristics are localized in space. The coefficients cm,n characterizes the projection 

of x onto the base formed by m,n. For different m m,n represents different frequency 

characteristics, n is the translation of the dilated mother wavelet, therefore cm,n

represent the combined space-frequency characteristics of the signal. The cm,n are 

called wavelet coefficients. 

3.2 Wavelets and sub-band coding 

The main application of wavelet theory to image coding is in the design of filters for 

sub-band coding (see Section 2.2). This comes from the possibility to realize the 

projection in (3.3) as a filter operation where the filters depend on the wavelets. The 

characteristics of the filters derived from the wavelets will be the same as the 

characteristics for the wavelets used. The properties of a sub-band coding scheme can 

then be discussed in terms of wavelet theory.  

3.2.1 Smooth wavelets 

Images often display smoothness and it would therefore be desirable that the wavelets 

used in image coding are smooth, this should accomplish the desired energy 

compaction (high correlation between the image and the wavelets/filters). The 

wavelets should also be compactly supported. This is necessary to have perfect 

reconstruction. If the wavelets have infinite support the filters derived from these 

wavelets will have infinitely long impulse responses, leading to infinitely long 

transformed signals. Filters with a finite impulse response are called FIR-filters. 
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Smooth wavelets with compact support, leading to FIR-filters, can be obtained by 

solving a special dilation equation [1]. The solution to the dilation equation is the 

scaling function (t). From this scaling function smooth wavelets can be generated. 

There is a tight coupling between the wavelets and the scaling function. By 

introducing translated and dilated versions of (t), in the same manner as with the 

mother wavelet in (3.2), we get.  

ntt mm
nm

2/2/
, 22  (3.4) 

For a fixed m the m,n constitute a basis for a vector space, Vm. Vm and Wm, the 

vector space spanned by m,n  for a fixed m, are related to each other as [1] 

mmm WVV 1  (3.5) 

This means that Wm is the orthogonal complement to Vm in Vm-1. Projecting a signal 

x onto Vm produces an approximation of x in terms of m,n and the relation (3.5) tells 

us that the information lost when going from a finer approximation at resolution m-1

to coarser at resolution m is exactly the projection of the resolution m-1

approximation onto Wm. The Wm projection is referred to as detail information. If the 

signal is in sampled form (as images are) the m-1 resolution approximation can be 

chosen as the data itself, (3.5) then describe how to divide the data into approximation 

and detail parts which can be used to reconstruct the signal perfectly. We can achieve 

a representation of x in more than two components by recursively using (3.5) on Vm:

mmmmmmm WWVVWVV 11111  (3.6) 

This means that x can be represented as an m+1 resolution approximation and two 

detail signals. The process in (3.6) can be continued representing x as coarser and 

coarser approximations and more and more detail signals. 

3.2.2 Decomposition with filters 

The process of decomposing a signal into approximation and detail parts, 

corresponding to projecting x onto Vm and Wm in (3.5), can be realized as a filter 

bank followed by sub-sampling ([2], [3]) (see Figure 3.1)  
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Figure 3.1 

One level of decomposition realized as a filter bank followed by subsampling 

In Figure 3.1 a and d are the resulting approximation and detail coefficients (signals) 

for one level of decomposition. The impulse responses h and g are derived from the 

scaling function and the mother wavelet ([1], [3]).  Since the scaling function is used 

to create a basis for the approximation space we would expect h to be a low-pass 

filter. Since g is derived from the wavelets producing detail information, we would 

expect g to be a high-pass filter. This gives a new interpretation of the wavelet 

decomposition as splitting the signal x into frequency bands.  From (3.6) it is known 

that a representation of x with more than two components is possible. (3.6) also tells 

us how these components can be constructed. It suggests a hierarchical structure of 

the filter bank where the output from the low-pass filter h in Figure 3.1 constitute the 

input to a new pair of low-pass high-pass filters. Graphically this is depicted in Figure 

3.2.

Figure 3.2 

Multi-level decomposition of signal x 
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d1-d3 are the detail signals at level 1-3 and a3 is the approximation signal at level 3. 

The detail signals and the approximation signal are also referred to as sub-bands since 

they represent different frequency bands (se Section 2.2 Figure 2.2).  

3.2.3 Reconstruction with filters 

From (3.5) it is known that the process of decomposing the signal x can be reversed, 

that is given the approximation and detail information it is possible to reconstruct x. 

This process can be realized as up-sampling followed by filtering the resulting signals 

and adding the result of the filters (see Figure 3.3).  

Figure 3.3 

One level of reconstruction realized as an upsampling followed by a filter bank 

The impulse responses h* and g* can be derived from h and g [4]. If more than two 

bands are used in the decomposition we need to cascade the structure in Figure 3.3. 

An opposite structure from that in Figure 3.2 is used. Below the structure for 

reconstructing x from d1-d3 and a3 is shown. 

Figure 3.4 

 Multi-level reconstruction of signal x 

One level as in 
Figure 3.3 

One level as in 
Figure 3.3 

One level as in 
Figure 3.3 
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The structure of the filter bank in Figure 3.2 is referred to as octave-band wavelet 

decomposition. In this thesis this structure will also be referred to as the Discrete 

Wavelet Transform. (DWT). The above shows how to accomplish a wavelet 

decomposition as a cascading of filters. So by choosing filters derived from wavelet 

bases a sub-band scheme with perfect reconstruction and high energy compaction 

potential can be accomplished. In Section 3.4 more desirable properties of the 

wavelets/filters will be derived. 

3.2.4 The wavelet packet structure 

Above the DWT was derived as a hierarchical sub-band structure. Another way to 

decompose a signal into several levels is based on the flat filter structure from Section 

2.2. This method also uses filters derived from wavelets. There will be no 

mathematical treatment of this structure. Each filter-pair will be viewed as only a low-

pass high-pass pair with certain properties. The goal of this new method is to achieve 

a better energy compaction than the DWT by using an adaptive filter structure as 

opposed to the fixed structure of the DWT. The structure can be any sub-set of the flat 

filter structure. This decomposition is referred to as the wavelet packet decomposition 

or the Wavelet Packet Transform (WPT). An example of a one-dimensional WP 

decomposition is depicted in Figure 3.5. 
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Figure 3.5 

 An example of a three level WP-decomposition 

In Figure 3.5 the label XXX of the outputs represents the different filters that have 

filtered this output and at which stage. LHL for example is a signal that has been 

filtered low-pass in the first stage high-pass in the second and low-pass in the third 

stage. As with the DWT the WPT can be inversely transformed. The filter structure is 

the opposite of that used when transforming and at each stage the filter bank depicted 

in Figure 3.1 is used. More about the WPT is found in Chapter 6. 

Both the DWT and WPT can be extended to multi-dimensional signals following the 

process described in Section 2.2 (Figure 2.4). More information on decomposition and 

reconstruction as filter banks can be found in [1],[3] and [4].  

3.3 Spatial and frequency hierarchies 

3.3.1 Representation of spatial hierarchies 

There exist both spatial and frequency hierarchies between the different sub-bands in 

both the DWT and the WPT. The spatial hierarchy for two-dimensional signals 

(images) is usually visualized as seen in Figure 3.6. 
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Figure 3.6 

 Two levels of 2-D DWT decomposition Two levels of a full 2-D WPT decomposition

In Figure 3.6 the letters correspond to the filters applied in x and y direction 

respectively. All rectangles correspond to a sub-image (sub-band) from the 

decomposition. There exist a spatial correlation between the different sub-bands. If 

the image has an edge in the x-direction (edge running from top to bottom), 

corresponding to a high frequency component, then this edge would be evident in the 

HL sub-image. The four bands in the upper left corner of the DWT decomposition in 

Figure 3.6 are all constructed by applying the high and low-pass filters to the 

approximation sub-image produced at the first stage. The x-edge would probably also 

be present in the approximation image. When filtering this approximation image the 

resulting band LL HL would display this edge. So there exist a correlation between 

the HL and LL HL bands. The same is of course true for the LH-LL LH and HH-LL 

HH bands, bands at different levels but with the same orientation. This correlation 

should be taken advantage of by a coding scheme for the DWT (similar reasoning 

leads to spatial correlation between sub-bands in the WPT case). In Figure 3.7 two 

levels of an octave-band decomposition is shown for a 256x256 grey scale image. The 

black lines around the HH sub-band is due to the fact that sub-bands in the second 

level is not exactly half the size of the sub-bands in the first level, the implication of 

this is discussed in the next chapter. 
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Figure 3.7 

Two levels of octave-band decomposition with an orthonormal wavelet base. The sub-band 

data has been rescaled so that the largest component in each sub-band maps to 255 and the 

smallest to 0. 

3.3.2 Representation of frequency hierarchies 

Alongside the spatial hierarchy from Figure 3.6 there exists a frequency hierarchy 

among sub-bands. This hierarchy can be visualized by a tree structure. The tree 

structure is a mapping of the structure of the filter-bank used. The frequency hierarchy 

among the sub-bands from Figure 3.6 is depicted in Figure 3.8. 
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Figure 3.8 

Frequency hierarchy for a two level 2D DWT decomposition  

Frequency hierarchy for a two level full 2D WPT decomposition 

The mapping from filter structure to frequency tree provides another description of 

the WPT. A transform corresponding to any sub-tree of the full frequency tree at level 

N is a WPT at level N. Every such sub-tree corresponds to a different wavelet basis. 
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An observation concerning the relationship between the DWT and WPT can be made 

from the frequency tree. The DWT is a special case of the WPT. 

3.3.3 Extension to more dimensions 

Both the spatial and frequency hierarchies have been exemplified in two dimensions. 

The extension to higher dimensions is straight-forward. In three dimensions the 

spatial hierarchy becomes a hierarchy of sub-volumes. At each stage the desired sub-

bands are split into eight sub-volumes that are organized into a box. The frequency 

trees become trees of the same structures as in Figure 3.8, but with a branching factor 

of eight.  

3.4 Characteristics of the filters 

3.4.1 Filters and wavelets 

In the previous chapter it was explained that the use of wavelet theory in image 

coding is in the area of filter design for a sub-band coding scheme. In this chapter 

some desirable properties of the filters to be used for image coding will be discussed. 

Filter characteristics will also in some cases be translated into properties of the 

wavelet bases used. In the following the terms wavelet decomposition and transform 

will be used interchangeably and it applies to both the DWT and the WPT.  

3.4.2 Desired properties of the filters 

In the previous chapter it was explained that filters derived from smooth wavelets 

were desirable. This should lead to good correspondence with the low-pass character 

of images (high energy compaction), the main goal of sub-band coding. More desired 

characteristics of the filters can be found by looking at the resulting transform.  

A desirable property of the transform is that it is orthonormal. If the transform is 

orthonormal the reconstruction filters h* and g* in Figure 3.3 can be chosen as h*=h 

and g*=g, where h and g are as in Figure 3.1. An orthonormal transform 

(corresponding to an orthonormal wavelet basis) preserves the signal energy in the 

transform domain. This is especially important when a lossy coding scheme is applied 

to the transformed structure. The orthonormality guarantees that the distortion in the 

transform domain is the same as in the reconstructed domain [1]. That is if we 



30  Wavelets in image coding 

quantize transform components (sub-bands), and by that introduce distortion the 

distortion will be the same after inverse transformation of the quantized components. 

This is a form of Parseval’s identity and it gives control of the distortion in the 

reconstruction by controlling the distortion in the transform domain.   

Besides smoothness and orthonormality it is desirable that the filters derived from the 

wavelets should be short for fast computation and have linear phase. The phase 

linearity makes the cascading of filters in a sub-band coding scheme possible without 

phase compensation. The linear phase also implies symmetry of the wavelet and also 

symmetry of the filters derived [4]. This symmetry is most desirable for filters used in 

image coding, which will be discussed below.

According to [4] keeping orthonormality linear phase and smoothness is not possible. 

By relaxing the orthonormality requirement and using biorthogonal wavelet bases, 

filters with linear phase and smoothness can be designed. Though we have removed 

the orthogonality we can still achieve perfect reconstruction by choosing h* and g* 

differently than in the orthonormal case.  

By using biorthogonal bases in the filter design the resulting transform is not 

orhonormal, this takes away the nice feature of being able to control the distortion in 

the reconstruction by controlling the distortion in the transform domain. The 

biorthogonal base can however be chosen close to orthonormal in which case 

distortion in the transform domain almost corresponds to distortion in the 

reconstruction.

3.4.3 Non-expansive transforms 

The relaxation of the orthogonality property is done so that smooth filters with linear 

phase can be constructed. The linear phase property, or rather the symmetry of the 

filters, enables the construction of a non-expansive symmetric extension transform 

[5]. The importance of non-expansive extension transforms comes into play when we 

are viewing the transformation of finite data sets.  

The transformed signal can be obtained as the convolution between the original signal 

and the impulse responses of the filters. If the filter is of length LF and the signal is of 

length LS the length of the convolution, which is the transformed signal, is LS+LF-1. 
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This means that the transformed signal is longer than the original signal (we can 

safely assume that the filters used have a length greater than one). The expansion of a 

one-dimensional signal with, in the order of magnitude, 10 samples is perhaps not a 

big problem from a storage point of view. When image stacks are transformed the 

filtering is done in the x-, y- and z-direction successively. These successive 

transforms are applied to expanded signals producing and expansion of the expanded

signal. This escalation of the expansion might be a problem both from a storage point 

of view and computational complexity. As an example if we transform a 256x256x64 

image stack one level using doubles (64 bits) and a filter of length 10 the expansion in 

storage requirement is about 3.7 MB.  

Even if storage space and computation time are not issues an expansion of the 

transformed signal is still undesirable. For instance the SPIHT-algorithm (see Section 

4.2) assumes that sub-bands at a level are half the size of the sub-bands at the 

previous higher level. In Figure 3.7 the black line around the HH sub-band comes 

from this relationship not being fulfilled. An expansive transform would thus have a 

hard time meeting the requirements of SPIHT without truncation of the transformed 

signal. The truncation of the signal would of course introduce distortion in the 

reconstructed signal.  

Periodic extension 

To overcome the problem of an expansive transform a periodic version of the signal 

can be constructed prior to transformation (see Figure 3.9). When this periodic signal 

is transformed the transformed signal exhibits symmetry around the signal borders, 

thus a truncation of these symmetric parts is possible and still retain the perfect 

reconstruction property. When inverse transforming a similar step has to be performed 

before the filters are applied to the signal. The periodic scheme results in a non-

expansive transform since the length of the transformed and truncated signal is the 

same as the original signal.  

The periodic scheme has a drawback when it comes to lossy image coding. When the 

transformed signal is quantized it has a tendency to introduce distortion along the 

signal borders. This comes from the quantization strategy often used in image coding. 

A normal way to perform lossy compression in a sub-band scheme is to allocate bits 

from a budget with the goal of maximizing the resulting PSNR. This usually leads to 
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allocation of a lot of bits to the low-pass components and a few bits to the high-pass 

component [1]. This will lead to a large distortion in the high-pass components, but 

since these only account for a fraction of the image energy the resulting PSNR should 

be high. When this reasoning is applied to the periodic scheme the result might not be 

desirable. In Figure 3.9 a signal and its periodic version is shown. 
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Figure 3.9 

 Original signal 

Periodized signal 

The periodic signal introduces high frequency components. These high frequency 

components will be poorly reconstructed, due to coarse quantization. It is the coarse 

quantization of the high frequency components that results in border distortion. Below 

is an example of the introduction of border distortion 
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Figure 3.10 

The function f(x,y)=x*e-x^2-y^2 –1<x,y<1. This function will have a high-pass component in 

the y-direction when it is periodized. 

Reconstructed image after zeroing out the three high-pass bands in a one level decomposition 

with periodization. 

Some wavelet image coders for medical data ignore the problems of the periodic 

scheme since the edges of medical images often have the same intensity (usually near 

zero, black) [6]. In this case the periodic scheme does not suffer from border 

distortion since the periodic signal is smooth. When considering a three-dimensional 

transform of an image stack this reasoning does not work since the third dimension 
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borders are the first and last images in the stack. If the border distortion problem was 

ignored the first and last few images would be much more distorted than the rest. 

Symmetric extension 

To overcome the problem of border distortion and still have a non-expansive 

transform, a symmetric periodic extension of the signal can be performed.  This 

scheme is similar to the periodic scheme in that the signal is expanded before 

transformation/inverse transformation and truncated after the filter operation. To 

achieve smoothness in the expanded signal, irregardless of the border values, the 

signal is mirrored around its borders [5]. For this scheme to work the filters used for 

decomposition must be symmetric (or anti-symmetric) [5]. The symmetry property is 

implied by the linear phase property of the filters [4], why linear phase is a highly 

desired property. Below is a signal, its symmetric extension and a schematic of how to 

perform a non-expansive symmetric extension transform depicted .The inverse 

transformation should have a similar structure with symmetric expansion before 

filtering and truncation after. This new structure can be cascaded in the same way as 

previously described. 
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Figure 3.11 

 The original signal 

 The symmetrically extended signal 

 A schematic of the resulting symmetric extension transform 
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Chapter 4 

Quantization and coding of wavelet 

coefficients

In this chapter methods for quantizing and coding wavelet coefficients are discussed. 

Special attention is directed towards a zero-tree coding method. This method is 

explained in some detail to put forward some interesting properties of the method. 

4.1 A simple scheme 

In the previous chapter the link between wavelet theory and sub-band coding was 

established. Wavelet theory is used to design filters in a sub-band coding scheme. The 

sub-band coding scheme should achieve energy compaction of the signal. The 

motivation for this was that it should be easier to quantize and code the signal if it was 

split into parts [1]. One of the simplest way to quantize the sub-bands is to use the 

method described in [1] Chapter 8.7. This method uses separate scalar quantizers for 

each sub-band. The scheme tries to minimize the resulting distortion by assigning bits 

from a budget to the sub-bands based on their variance. This strategy does not take 

into account the intra band dependencies among the sub-bands (Figure 4.1). 
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Figure 4.1 

 Inter band correlation 

A more efficient quantization scheme could be constructed if the intra band 

dependencies were considered [1]. One way to utilize the inter band dependencies is 

to use contexts when coding. With contexts the quantization and coding of a 

coefficient is made dependant on other, previously, coded coefficients. The use of 

contexts often leads to complex schemes with a lot of specially tuned entropy coders 

([8]). A quantization and coding algorithm that utilizes the intra band dependencies 

but does not use complex contexts is SPIHT, or Set Partitioning In Hierarchical Trees 

[9].  
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4.2 SPIHT 

4.2.1 Parents and children 

SPIHT was introduced in [9]. It is a refinement of the algorithm presented by Shapiro 

in [10]. SPIHT assumes that the decomposition structure is the octave-band structure 

and then uses the fact that sub-bands at different levels but of the same orientation 

display similar characteristics. As is seen in Figure 4.1 the band LL HL has 

similarities with the band HL (both have high-pass filtered rows). To utilize the above 

observation SPIHT defines spatial parent-children relationships in the decomposition 

structure. The squares in Figure 4.1 represent the same spatial location of the original 

image and the same orientation, but at different scales. The different scales of the sub-

bands imply that a region in the sub-band LL HL is spatially co-located (represent the 

same region in the original image) with a region 4 times larger (in the two 

dimensional case) in the band HL. SPIHT describes this collocation with one to four 

parent-children relationships, where the parent is in a sub-band of the same orientation 

as the children but at a smaller scale. If the data is ordered as previously described 

(Figure 3.6) and every level of decomposition produces sub-bands of exactly half the 

size of the previous sub-bands (see discussion on non-expansive transforms), then the 

parent-children relationships in two dimensions become 

)12,12(),12,2(),2,12(),2,2(
),(

yxyxyxyxchildren

yxparent
  (4.1) 

Using these relationships SPIHT makes the hypothesis that if a parent coefficient is 

below a certain threshold then it is likely that all its descendants is below the threshold 

to. If this prediction is successful then SPIHT can represent the parent and all its 

descendants with a single symbol called a zero-tree, introduced in [10]. To predict 

energy of coefficients in lower level sub-bands (children) using coefficients in higher 

level sub-bands (parents) makes sense since there should be more energy per 

coefficient in these small bands, than in the bigger ones. To see how SPIHT uses zero-

trees the workings of SPIHT are briefly explained below. For more information the 

reader is referred to [9]. 
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4.2.2 The workings 

SPIHT consists of two passes, the ordering pass and the refinement pass. In the 

ordering pass SPIHT attempts to order the coefficients according to their magnitude. 

In the refinement pass the quantization of coefficients is refined. The ordering and 

refining is made relative to a threshold. The threshold is appropriately initialised and 

then continuously made smaller with each round of the algorithm.  

SPIHT maintains three lists of coordinates of coefficients in the decomposition. These 

are the List of Insignificant Pixels (LIP), the List of Significant Pixels (LSP) and the 

List of Insignificant Sets (LIS). To decide if a coefficient is significant or not SPIHT 

uses the following definition. A coefficient is deemed significant at a certain threshold 

if its magnitude is larger then or equal to the threshold. Using the notion of 

significance the LIP, LIS and LSP can be explained.  

The LIP contains coordinates of coefficients that are insignificant at the 

current threshold, 

The LSP contains the coordinates of coefficients that are significant at the 

same threshold

The LIS contains coordinates of the roots of the spatial parent-children trees 

defined in (4.1).

Below is a schematic of how SPIHT works. 
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1. In the ordering pass of SPIHT  (marked by the dotted line in the schematic 

above) the LIP is first searched for coefficients that are significant at the 

current threshold, if one is found 1 is output then the sign of the coefficient is 

marked by outputting either 1 or 0 (positive or negative). Now the significant 

coefficient is moved to the LSP. If a coefficient in LIP is insignificant a 0 is 

outputted.

2. Next in the ordering pass the sets in LIS are processed. For every set in the 

LIS it is decided whether the set is significant or insignificant. A set is deemed 
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significant if at least one coefficient in the set is significant. If the set is 

significant the immediate children of the root are sorted into LIP and LSP 

depending on their significance and 0s and 1s are output as when processing 

LIP. After sorting the children a new set (spatial coefficient tree) for each 

child is formed in the LIS. If the set is deemed insignificant, that is this set was 

a zero-tree, a 0 is outputted and no more processing is needed. The above is a 

simplification of the LIS processing but the important thing to remember is 

that entire sets of insignificant coefficients, zero-trees, are represented with a 

single 0. The idea behind defining spatial parent-children relationships as in 

(4.1) is to increase the possibility of finding these zero-trees. 

3. The SPIHT algorithm continues with the refinement pass. In the refinement 

pass the “next bit” in the binary representation of the coefficients in LSP is 

outputted. The “next bit” is related to the current threshold. The processing of 

LSP ends one round of the SPIHT algorithm, before the next round starts the 

current threshold is halved.  

The above is just the outline of the SPIHT algorithm. It was presented firstly for 

explaining the use of zero-trees in SPIHT and putting forward that the efficiency of 

SPIHT is heavily dependant on finding zero-trees in the LIS, secondly to show that 

SPIHT is an embedded bit-stream coder [9]. SPIHT’s embedding property means that 

when generating a code with Rn bits (SPIHT is stopped when it has output Rn bits) all 

SPIHT-codes with rate Ri , Ri< Rn ,has also been generated as the prefix of the rate Rn

code [9]. The implications of this are discussed below.  

4.2.3 Wavelet bases 

In [9], where SPIHT is introduced, it is assumed that the decomposition proceeding 

SPIHT is an octave-band decomposition with filters corresponding to orthonormal 

wavelets. The orthonormality is used to motivate sending information in bit-planes 

(leading to the embedding property) starting with most significant bits. Sending the 

most significant bits first reduces the MSE in the transform domain the most per bit. 

In [9], then, the orthonormality is used to conclude that this also leads to the largest 

reduction in MSE in the reconstruction. If bi-orthogonal bases are used no optimality 
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can be derived in this way. It seems however that SPIHT works well with filters 

derived from bi-orthogonal wavelets in the decomposition. 

4.2.4 Extension to more dimensions 

SPIHT was originally designed for image coding, but it can easily be extended to 

more dimensions. The only part of SPIHT that is dependant on dimensions is the 

parent-children relationship. To extend SPIHT to higher dimensionality all that has to 

be done is extend the parent-children relationship. The extension should of course be 

made with the intent that SPIHT should find as many zero-trees as possible. By 

ordering the data as described in Section 3.3.3 and extending the parent-children 

relationship to three dimensions as 

          (4.2) 

)12,12,12(),12,12,2(),12,2,12(),12,2,2(
),2,12,12(),2,12,2(),2,2,12(),2,2,2(

),,(

zyxzyxzyxzyx
zyxzyxzyxzyx

children

zyxparent

SPIHT can be used for three-dimensional data. This definition of three-dimensional 

parent-children relationships utilizes that sub-bands of the same orientation at 

different levels have similar characteristics and that smaller sized sub-bands (more 

low-pass filtering) should contain more energy per volume unit (voxel), in accordance 

with the two-dimensional case. The definition of parent-children relationships is at the 

heart of SPIHT. For the relationship to hold it is important that sub-bands on different 

levels have certain relationships in size. For the three-dimensional case each higher 

level of decomposition should produce eight sub-bands each 1/8 the size of the sub-

bands at the previous level. It is for this reason that a non-expansive transform is 

crucial in the step proceeding SPIHT. 

4.2.5 Applications of embedding 

The embedding property of SPIHT is very useful, especially when coding image 

stacks. An image stack is usually very large and it could take a long time to decode 

the entire stack to its coded rate. With the embedded bit-stream that SPIHT produces 

there is the possibility to view intermediate results. When a certain number of bits 

have been received (of course this number is arbitrary) the image stack can be 
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reconstructed and a low rate version of the stack can be viewed. If the quality of the 

stack is not good enough the decoding can continue progressively producing higher 

quality reconstructions. The intermediate results also makes it possible to end the 

decoding at an early stage if it is discovered that the data being decoded is not the data 

wanted. The use of such a scheme is highly desirable when data is sent over a 

network.

It should be mentioned that the progressive properties of SPIHT comes hand in hand 

with the property of graceful degradation at low bit rates in the sub-band coding 

scheme [1]. This graceful degradation makes intermediate low bit rate results 

meaningful not just noise-like. 



Chapter 5 

Putting it together 

In this, and the next two chapters two coding schemes are derived. In this chapter the 

selection of decomposition filters and quantization and coding strategy is motivated. 

This chapter presents the structure of one of the coders, while Chapter 6 presents the 

structure of the other coder. This chapter also includes a section concerning 

implementation details. 

5.1 Two coding schemes 

In this thesis two different coding schemes for compression of medical volumetric 

data has been constructed and evaluated. The first scheme is based on the DWT and 

the other is based on the WPT. The scheme based on the DWT will be presented in 

this chapter, while the scheme based on the WPT is presented in Chapter 6.  

5.2 Quantization and coding 

In this thesis the SPIHT algorithm is used for quantization and coding of the wavelet 

coefficients. SPIHT is a high performance coder [9] with the property of producing 

embedded bit-streams. It is also simple and intuitive and utilizes inter-band 

dependencies without the use of specially tuned entropy coders based on contexts. 

The extension of the algorithm to the three-dimensional case is straight-forward. All 

this speaks in favour of using the SPIHT algorithm with a three-dimensional DWT. 

There are wavelet coefficient coding algorithms similar to SPIHT that claim better 

performance, for instance in [11] a coding algorithm based on group testing is 

suggested. The algorithm in [11] uses contexts and is far less intuitive than SPIHT. 

The extension to the three-dimensional case of the coder in [11] might also be 

cumbersome. SPIHT is extended to three dimensions as described in Section 4.2.  

SPIHT assumes that the decomposition structure fed to it is an octave-band structure, 

why some modifications has to be made in order to make SPIHT work with the WPT. 

The necessary modifications are presented in Chapter 6. 
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5.3 Selection of filter 

In both the DWT and WPT the filter used for decomposition is the bi-orthogonal 4.4 

filter (also referred to as the Daubechies 9/7 tap filter) [4]. The filters are applied in 

successive dimensions as described in Chapter 568. The bi-orthogonal 4.4 filter is 

derived from a bi-orthogonal wavelet basis. The corresponding wavelets show 

symmetry and this filter is therefore a linear phase filter, which allows for a non-

expansive symmetric extension transform to be constructed [5]  (Table 4 in [5] shows 

how this extension should be performed). This non-expansive transform is crucial 

since SPIHT is used to code the transformed structure.  

The bi-orthogonal 4.4 filter is smooth and relatively short, leading to high energy 

compaction (under the assumption that images are smooth) and fast computation. This 

filter is a very popular choice of filter for sub-band image coding, among others the 

JPEG2000 standard uses this filter ([7]) and it is recommended in [6] for the 

compression of MR images. The only thing to remember when using this filter in sub-

band coding is that the resulting transform is not orthonormal and thus the Parsevaal 

identity does not hold. 

Both the DWT and the WPT based schemes have been implemented in Matlab for 

evaluation purpose. The DWT based scheme has also been implemented in C++.  

5.4 The DWT based coder 

The DWT based scheme can be directly derived from what has been said in previous 

chapters. It uses the standard octave-band decomposition from Section 3.2 extended to 

three dimensions as presented in Section 2.2 followed by an extended SPIHT coding 

discussed in Section 4.2. In Figure 5.1 below is a block diagram of the coding process 

for the DWT based coder. 
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Figure 5.1 

 Block diagram of the encoding process for the DWT-based coder 

The strength of the octave-band scheme is that it is simple and it has a rather low 

complexity while still being effective. Even though the scheme has low complexity 

the amount of data in an image stack can make the coding/decoding process very time 
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consuming. To avoid this, efficient implementations of the algorithms are important. 

In the following section a few of these implementation details are outlined.  

5.5 Implementation details 

5.5.1 Overview 

The implementation issues presented in this section concern the implementation of the 

non-expansive symmetric transform and the implementation of the SPIHT algorithm. 

These issues are equally important to the DWT based coder as well as the WPT based 

coder (described in later chapters) why these details have been grouped together in a 

separate section. The issues concern both the Matlab and C++ implementations if not 

stated otherwise. 

5.5.2 Memory issues 

Most of this chapter will deal with ways to reduce the execution time of the 

algorithms used to implement the different coding schemes (time complexity issues), 

but first a small analysis of the amount of memory the schemes require (space 

complexity). Let us say we have an image stack of 128 images each of dimension 

256x256 and with 16 bits per pixel, a normal image stack in medical applications. 

This image stack would require 256x256x128x2= 16 MB of storage space. If this 

stack should be transformed by a wavelet transform the data will be transformed from 

integer data to real valued data. To minimize the loss of precision each coefficient is 

represented with double precision (in C++ we can choose the number format, in 

Matlab we use Matlabs representation of real values, which is double). A double in 

Visual C++ v. 6.0 and Matlab v. 5.0 is represented with 64 bits. If the transform used 

is non-expansive (this is the case for the transforms used in this thesis) the dimensions 

of the coefficient matrix will be 128 slices each with 256x256 64 bit coefficients. The 

amount of memory needed to store this coefficient matrix is then 256x256x128x8=64 

MB. In my implementations two separate structures are used for representing the 

image stack and the coefficient matrix. So the amount of memory that is needed to 

decompose the image stack is 16+64=80 MB. This example shows that the memory 

requirements for performing a complete three-dimensional decomposition can be 

high. Note that no more than 80 MB of memory is required for the transformation 
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since the coefficient matrix is reused once the initial transform, from image stack to 

coefficient matrix, have been performed (see Appendix A for details). 

5.5.3 Implementation of the transform 

The two coders presented in this thesis both use a non-expansive symmetric extension 

transform. Matlab lacks support for this type of transform why the transform has to be 

implemented. The implementation of the three-dimensional non-expansive symmetric 

transform presented in this thesis uses only Matlabs native conv2 method which 

makes it order of magnitudes faster than if the one- and two-dimensional methods 

from the Wavelet Toolbox ([12]) where used (they would have to be applied in each 

dimension successively). The Matlab-implementation of the three-dimensional non-

expansive symmetric extension transform/inverse transform can be found in Appendix 

B.  

C++ of course lacks support for any wavelet transform, or even convolution, so in 

C++ the non-expansive symmetric extension transform has to be implemented again. 

This implementation uses a one-dimensional non-expansive symmetric extension 

transform applied successively in each dimension. The implementation of the one-

dimensional transform can be made somewhat clever. The order in which the 

transform is performed is:  

1. Symmetric extension  

2. Convolution  

3. Decimation (remove every other sample)  

4. Truncation, so that the result is of the same length as the input.  

The clever part is to perform the convolution summation at only those values that will 

survive both decimation and truncation. This will reduce the number of calculations of 

the convolution sum to a minimum. In Appendix C the C++-implementation of the 

three-dimensional non-expansive symmetric extension transform can be found. 
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5.5.4 Implementation of SPIHT 

So far we have discussed some issues concerning the implementation of the transform 

in the coding scheme. The SPIHT-algorithm is used in both the coders evaluated in 

this thesis, therefore it would be appropriate to point out some details in the 

implementation of this algorithm. To help in the discussion pseudo-code for SPIHT is 

presented below. The pseudo-code below is simplified to highlight some important 

points. For a better presentation of SPIHT see [9]. 

SPIHT pseudo-code: 

In the LIP-processing the coefficients in the lowest-level sub-band are sorted into LIP 

or LSP depending on their magnitude and the current value of n. In the LIS the 

1)Initialization: output n= jiji c ,),(max2log
LSP={} 
LIS={(x,y)|(x,y) has descendants and is in the lowest level sub-band} 
LIP={(x,y)|(x,y) is in the lowest level sub-band} 
2)Sorting Pass: 

LIP-processing
for each (x,y) in LIP do: 

if (x,y) is significant  
output 1 and the sign of the coefficient then move (x,y) to LSP. 
else 
Output 0. 

 end for each 

LIS-processing
 For each (x,y,T) in LIS 
  Decide whether (x,y,T) is significant 

If (x,y,T) was significant  
process the children of (x,y) differently depending on the value of T. 
else 
ouput 0 

end for each 

3)Refinement Pass: 
 output the n:th bit of the coefficients in LSP added prior to this round. 

4) Quantization-step update: 
 decrement n by 1. 
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variable T in the triple (x,y,T) is to distinguish between two types of sets (see [9]). To 

decide whether a set of either type is significant the members of the set have to be 

processed, the set is deemed significant if at least one coefficient in the set is 

significant (see {9]). In LIS only the coordinates of the root-node is stored. Using the 

root node and the parent-children relationship from Section 4.2 the coordinates for 

other members of the set can be calculated. The refinement pass processes some 

members of LSP and the quantization-step update only decrements n. With this 

description it should be clear that the real performance villain is the LIS-processing.  

It might be tempting to follow the pseudo-code from [9] and translating it into code 

directly, this produces a reference implementation that is correct. From this first 

implementation two observations can be made that lead to improved performance in 

the LIS processing. The straight forward way of doing the LIS-processing is to write a 

function that given the root node returns all descendants and using what is returned to 

check significance. The straight forward way of implementing the function for finding 

the descendants of a node is off course to use the definition of the parent-children 

relationship in SPIHT and recursively generate all descendants. If this is implemented 

recursively a stack overflow error will most certainly occur.  

The parent-children relationship can be used recursively but implemented as iteration, 

which is faster and less memory consuming. Both the recursive and the iterative 

solution have to generate the entire set of descendants before significance testing is 

performed. When the set is generated and significance has been decided only the 

children of the root node are processed and the rest of the set is thrown away. This 

observation leads to the first improvement.  

The better solution to significance testing is to start generating the set with the parent-

children definition and to significance-test each child as it is generated. If a significant 

child is found the generation of the set can stop since it is known that the set is 

significant (significance requires only one significant coefficient). As has been 

mentioned before the energy of parents (lower level sub-bands) predict the energy of 

children (higher level sub-bands) so this implementation should provide some 

performance improvement. Of course there is no improvement if the set is 

insignificant, since then all members of the set is insignificant and to decide this we 

have to process all members. This observation leads to the second improvement.  
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If a set has been deemed insignificant then all members of that set has been processed. 

This makes it possible to find the maximum magnitude of coefficients in the set in the 

process of deciding significance. This maximum value can be stored in the root node, 

so an entry in the LIS will now be (x,y,T,maxValue) (two dimensions). In the pseudo-

code above it is seen that if a set is deemed insignificant then no further processing of 

this set is done, therefore this entry will remain in the LIS unaltered. In the next round 

we can therefore check significance for the previously insignificant set by comparing 

the current threshold to the maxValue stored in the root node. This removes the 

repeated construction of the set just to find out that the set is insignificant.  

These improvements really provide a decrease in execution time for SPIHT. As an 

example a 256x256x64 stack with 16 bits/pixel and four levels of decomposition is 

used to evaluate the reduction in execution time. Without the two improvements 

above the entire coding process (reading the stack, decomposing and SPIHT-coding) 

took 630 s. With the early detection of significant sets this was reduced to 517 s and 

with the utilization of insignificant sets as well the execution time became 185 s. In 

Appendix D the C++ implementation for the SPIHT algorithm with the mentioned 

improvements is found. 

5.5.5 Dynamic memory in Matlab 

There are some differences in the Matlab and C++ implementations of the SPIHT 

algorithm. In C++ pointers are utilized to minimize the overhead of copying memory 

(in function calls and list-structures). Since Matlab lacks the notion of pointers an 

efficient implementation of list-structures is not possible. The lists are crucial to the 

SPIHT algorithm. List emulation can be accomplished by using the array 

concatenation functions in Matlab. The emulation of a tail-add to a list could look 

like: 

A=[A newElement]; 

The above is strongly discouraged since Matlab uses dynamic memory allocation and 

allocates new memory for the entire array every time the array concatenation is 

performed. To come to terms with this the C++ and Matlab implementations had to be 
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made slightly different. The Matlab implementation of SPIHT uses its own dynamic 

memory allocation scheme. It allocates memory in chunks, this in order to reduce the 

overhead of the dynamic memory allocation in Matlab. 

The Matlab implementation of SPIHT with its own dynamic memory allocation 

scheme is presented in Appendix E.



Chapter 6 

The wavelet packet based coder 

In this chapter a more thorough discussion on the WPT-based coder is presented. 

Especially the modifications necessary for using SPIHT with the adaptive structure 

are explained. The chapter is ended with a presentation of the design of this coder. 

The ideas presented in this chapter are relatively new and the modifications made for 

SPIHT extended to three dimensions are, to the best of the authors knowledge, the 

first of its kind. 

6.1 An adaptive structure 

6.1.1 The idea 

In the DWT based coder the decomposition structure was fixed, it was an octave-band 

structure. The idea behind the WPT coder is to use an adaptive structure in hope of 

achieving better coding results. The WPT was previously explained as any sub-set of 

a full frequency tree of a certain depth. Any sub-set of the frequency tree corresponds 

to a wavelet basis or a specific filter structure. To choose a basis a cost function is 

introduced (see [13], [14]).  The tree is then searched for the basis (sub-tree) that 

minimizes the selected cost function. Different cost functions result in different 

decomposition structures (different basis selected) why it is important to use an 

appropriate cost function for the application at hand. If the cost function is 

appropriately chosen the decomposition produced by the WPT should always be 

better than that produced by the DWT. The DWT structure is included as a special 

case of the admissible WPT structures.  

6.1.2 Selection of decomposition structure 

There are two major issues that can be detected from the description above. First a 

good cost function must be selected. Second the search for a basis that minimizes the 
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selected cost function might be time consuming. If the tree-depth is large an 

exhaustive search strategy might not be computationally feasible. In [14] a scheme 

that is well suited for image coding is presented. In [14] the basis selected should 

minimize the distortion given a bit budget, which is the essence of image coding. The 

scheme also avoids an exhaustive search over all bases.  

The algorithm starts by growing a full tree to the desired depth, that is the data is fully 

decomposed corresponding to a full wavelet packet tree. Then starting from the leaves 

for every node the cost of keeping the node and pruning it is compared. The node is 

kept if the cost of keeping it is lower then that of pruning it. The process is continued 

at every level until the root of the tree is reached at which time the best basis is known 

from the keep and prune decisions made. The scheme in [14] uses the rate and 

distortion weighted together as the cost function.  

The strengths of the SPIHT algorithm for coding wavelet coefficients have previously 

been presented. It would be desirable to combine the basis selection from [14] with 

SPIHT. Unfortunately the scheme in [14] is poorly suited to be followed by SPIHT. In 

[14] it is assumed that separate scalar quantizers are used for every sub-band. For 

scalar quantizers it is relatively easy to find the resulting rate and distortion, 

information that is used in the cost function. If on the other hand we use SPIHT to 

code the coefficients the resulting rate and distortion depends on the entire 

decomposition structure. To find the rate and distortion an actual SPIHT coding must 

be performed then the rate and distortion can be measured. This strategy is much to 

slow.

Even though the rate-distortion optimisation in [14] is ill suited to be followed by 

SPIHT the strategy for avoiding an exhaustive search is not. By choosing a cost 

function that is more easily calculated the scheme in [14] can be used followed by 

SPIHT coding. Claims of optimality in a rate-distortion sense can then no longer be 

made but an efficient decomposition structure might be found.

The cost function should provide low costs for decomposition structures (basis) that 

are well suited for SPIHT coding. In [15] it is proposed that the cost function should 

be based on the rate and distortion and the rate and distortion for SPIHT should be 

approximated by calculating the resulting rate and distortion from using one scalar 
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quantizer with a fixed quantization-step for all sub-bands. This strategy tries to mimic 

how SPIHT quantizes the coefficients, SPIHT uses a scalar quantizer, but with 

different step sizes depending on the target rate. The drawback of this scheme is that 

artificial parameters such as quantization step size and weighing factor has to be 

chosen. These parameters are data dependant, which makes the scheme instable. 

There is also the question of how well the approximation mimics the workings of 

SPIHT for different target rates.  

6.1.3 Compaction of sub-band energy 

Instead of trying to mimic SPIHT and calculating rate and distortion, the properties of 

SPIHT presented in Section 4.2 can be used to find good cost functions.  

The performance of SPIHT relies in part on the ability to find zero-trees (see Section 

4.2). A cost function that promotes compaction of energy should therefore be 

favourable to SPIHT. If the energy is compacted into few coefficients in a sub-band 

there should be a lot of coefficients that are candidates for belonging to zero trees. 

The Shannon metric ([16]) has the property of giving high values to signals where 

energy is distributed among a lot of components and low values to compact signals. 

The Shannon metric is defined as  

22 ln iiShannon vvM  (6.1) 

Below the Shannon metric for two signals of equal energy, but differently distributed, 

is calculated. 

2
2

2

2
1

2
1

10*5
100

0,0,0,0,10
10*3

100

20,20,20,20,20

M

Energy

V

M

vEnergy

V

i

It is seen that the signal V2 is given a lower value than the signal V1. Using the 

Shannon metric as a cost function and minimizing the cost should then result in 
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compact sub-bands. A similar metric used in [16] is the log energy metric. The log 

energy metric is defined as ([16]) 

2
log ln ienergy vM  (6.2) 

This metric also gives low values for compact signals. There is one major difference 

between the Shannon and the log metric that can be seen as we let some vi approach 

zero in (6.1) and (6.2). For that vi the Shannon metric goes toward zero while the log 

energy metric approaches minus infinity. This has the effect that in the log energy 

metric one small coefficient will dominate all the others. This might not be desirable. 

One interesting observation can be made in the reasoning about the Shannon metric as 

a cost function for promoting energy compaction. If the wavelet bases in the WP tree 

are orthonormal then every sub-tree (admissible base) result in a transform where the 

transformed signal has the same total energy as the original signal (Parsevaal again). 

In this case the Shannon metric constitutes a fair comparison of the energy 

compaction for each base. If the transform is not orthonormal the energy in a 

transformed signal might not be the same as in the original. This means that different 

sub-trees (admissible bases) might result in transforms of different total energy. The 

Shannon metric gives a lower value for signals with high total energy than for signals, 

equally distributed, but with low total energy. It is then possible to end up in a 

situation where the Shannon metric is minimized by sub-bands with large total energy 

distributed into many coefficients and not sub-bands where energy is concentrated 

into few coefficients. Then the question if the Shannon metric is good for promoting 

compact sub-bands can be raised.  

A scheme in which the Shannon metric is weighted with the total energy of the 

transformed signal might be better for non-orthonormal bases. Such a scheme has not 

been studied in this thesis.  

In [13] the Shannon metric is used to develop an even faster algorithm than that in 

[14]. This algorithm uses the same strategy of growing a full tree to some depth, but 

the pruning of the tree is done in a greedy fashion. It is proved in [13] that this 

algorithm is optimal (for an additive cost function such as the Shannon metric). In 

[13] however orthogonality of the bases is again assumed. In this thesis no effort has 
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been made to explore the possible optimality of the algorithm when using bi-

orthogonal bases. 

6.2 Adaptation to SPIHT 

6.2.1 Adapting the spatial hierarchy 

The parent-children relationship for SPIHT defined in Section 4.2 assumes that the 

decomposition structure is an octave-band decomposition. This means that in order to 

get SPIHT working with the more general WP-structure some modifications must be 

made. Using the same reasoning as previously the modifications should be made so 

that inter-band similarities can be exploited. Below is a figure describing the parent-

children relationship in a WP-structure (two dimensions). 

Figure 6.1 

 Parent-children relationship for a WP-structure 

Parent
Children
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In the figure above the region Parent is spatially co-located with the regions marked 

Children. That is, they represent different projections of the same region in the 

original signal. In the DWT case each child occupied a size corresponding to ¼ (two-

dimensional) of that occupied by the parent. In Figure 6.1 each child-region is at the 

same scale as the parent and thus occupies a region of the same size as the parent. The 

same size refers to the size of the region in the original signal that this region 

represents. The reason for choosing Parent as parent is that Parent is in a sub-band 

that has more low-pass character than the ones denoted Children. And low-pass sub-

bands better predict the energy of high-pass sub-bands then the other way around 

[15].  

To be able to use SPIHT efficiently on the WP-structure we have to take into account 

these new definitions of parent-children relationships, where children may reside in 

different sub-bands of the same scale, as in Figure 6.1. One way to accomplish this is 

to use the spatial hierarchies assumed by SPIHT (essentially the previous definition of 

parent-children relationships defined in Section 4.2) and merge this with the 

frequency hierarchy defined by the WPT. In [15] a scheme that accomplishes this is 

presented. This scheme however does not change anything in the SPIHT-algorithm or 

even directly change anything in SPIHT’s definition of parent-children relationships. 

Instead the WP-decomposed data is reordered so that SPIHT’s previous parent-

children relationships hold. In Figure 6.2 this is exemplified for the same structure as 

in Figure 6.1. 
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Figure 6.2 

 Illustration of reordering the WP-structure for SPIHT 

Parent 
Children

Parent 

Children
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The upper figure in Figure 6.2 is the WP-structure with the desired parent-children 

relationships. In the lower figure of Figure 6.2 the data has been reordered so that the 

simple parent-children relationship from Section 4.2 hold.

6.2.2 Mismatch in the structure 

In Figure 6.2 the simple one to four (two-dimensional case) parent-children mapping 

hold, in a general WP-structure this may not be the case. In Figure 6.3 below Parent 

have 7 children of which four represent a region 4 times the size of the parent (the 

filled regions in the upper right corner). This does not fit with the hypothesis that 

parents should predict the energy of its children. If the children represent a larger 

region than the parent then parts of the signal that does not affect the parent can affect 

the children leading to reduced possibilities of finding zero-trees. 

Figure 6.3 

 A WP-structure that does not have a one to four parent-children mapping 

Parent
Children ? 
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6.2.3 Introducing constraints 

To overcome the problems of in-coherent parent-children mappings the strategy 

presented in [15] has been followed. In [15] the selection of admissible bases for the 

WP-decomposition is limited. The limitations are implemented with two constraints 

on the algorithm for best-basis search.  

The problem presented in Figure 6.3 arise from the fact that a sub-band that should be 

a child sub-band is decomposed one level more than its parent-sub-band. The 

constraint for avoiding these situations is formulated in [15] as: 

“Rule B: When pruning parents, their spatially-colocated child subbands may need to 

be pruned also in order to keep the tree structure valid.” 

Another mismatch in the original one to four parent-children mapping of SPIHT occur 

if a child sub-band is not decomposed enough. For the one to four parent-children 

mapping to work a child sub-band must be decomposed to the same level as its parent 

sub-band or at most one level less. To avoid the problem of child bands not being 

decomposed enough the constraint added is ([15]): 

“Rule A; Any four child bands will be considered as candidates for pruning only if 

their current decomposition level is the same as that of the spatially-colocated parent 

band.”

The constraints presented above are somewhat vaguely stated. It may be easy to 

interpret them in words and understand how they help in providing coherent one to 

four parent-children mappings but it is difficult to use them for implementation 

directly.  
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The constraints link the spatial hierarchies in a decomposition structure with the 

frequency hierarchies. To be able to decide if a collection of sub-bands are candidates 

for pruning according to Rule A above the spatial hierarchies need to be interpreted in 

terms of parent-children relationships in the decomposition tree. The same is true for 

enforcing Rule B. Given a pruning candidate node in the frequency tree we have to 

decide if this is a spatial parent and if so which other nodes that have to be pruned in 

order to keep the tree valid. Below the spatial and frequency hierarchies for a WP 

decomposition structure is depicted. 
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Figure 6.4 

Illustration of spatial parent-children relationships translated into relationships in the frequency tree. 
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From Figure 6.4 it is seen that the spatial parents all stem from the leftmost branch of 

the frequency tree. These represent the most low-pass filtered sub-bands. The problem 

of deciding if a node in the frequency tree is a spatial parent node can then be solved 

by deciding if the node stems from the leftmost branch in the tree.  

More of the problems concerning the link between the spatial and frequency 

hierarchies can be solved by looking at Figure 6.4. The path from the root to a spatial 

child node is the same as the path from the root of all spatial parents (the LL band in 

Figure 6.4) to the spatial child nodes spatial parent. A similar strategy can be used to 

find the spatial children of a spatial parent node in the frequency tree.  

Using this path strategy it is easy to translate the constraints stated in Rule A and Rule 

B above.  

Given is a node that is a pruning candidate and a valid frequency tree, that is a tree 

where spatial parent nodes and spatial children nodes differ in at most one level of 

decomposition and every spatial parent node is deeper or at the same depth as its 

spatial children nodes. We can assume that the pruning candidate is a frequency 

parent node, if it was a leaf node there would be nothing to prune.  

Rule A:

First the path from the root to the pruning candidate is found. Following the same 

path, but starting at the root of all spatial parents we end up in the pruning candidates 

spatial parent node. We know that this node exist since the tree was valid. Rule A 

permits pruning if this node is a leaf, because then the spatial children (children of the 

pruning candidate) would be at the same depth as their parent.  

Rule B:

To enforce Rule B we first check if the pruning candidate is a spatial parent by 

checking if it stems from the leftmost branch in the tree, if it is not, then Rule B 

permits pruning and we are done. If it is a spatial parent, pruning of the spatial 
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children might be necessary to keep the tree valid. The spatial children can be either 

on the same level or one level above their spatial parent. This comes from the premise 

that the tree is valid. The children will be forced to be pruned if they currently are at 

the same level as their spatial parent. If they are at the same level and they are not 

pruned then they will end up at a level deeper then their spatial parent rendering the 

tree invalid. If the children are at a level higher than their parent they will not have to 

be pruned.

To implement the above again the path from the root to the pruning candidate is used. 

The leading branch of the path is truncated (we know this is the leftmost branch since 

the pruning candidate was a spatial parent) then the truncated path is followed from 

the root. This is the inverse of what was done when enforcing Rule A. We then end up 

in a node that is either the spatial child or the root of the spatial children of the 

pruning candidate. The node is then either a leaf or a node with only leafs as children, 

this comes from the property of validity for the tree any other possibility would 

contradict the premise that the tree is valid. Rule B says that we have to prune this 

node if it is not a leaf.

Since a node can be both a spatial parent and a spatial child (for example the band LL 

HL in Figure 6.1) we have to check if the pruning of this node implies further pruning 

to keep the tree valid.  

With the description above it is easy to implement Rule A and Rule B. In Appendix F 

the Matlab code for this is presented. In Appendix G the Matlab code for finding an 

optimal basis with constraints is found.

6.2.4 Implementing the reordering 

If the constraints imposed by Rule A and Rule B are used the resulting WP 

decomposition tree is such that coherent one to four parent-children mappings exist 

for every sub-band ([16]). With coherent one to four (two-dimensional case) parent-

children mappings a reordering can transform the decomposition structure into a 

structure where these parent-children relationships are described by equation (4.1) in 

Section 4.2 (see Figure 6.2 above).  



Adaptation to SPIHT  67 

The reordering can be conceptually explained by examining the decomposition tree. 

The reordering of a number of child sub-bands is done so that the resulting structure 

resembles a sub-band that is decomposed one level less than the reordered bands. That 

is, coefficients representing the same spatial region in the child sub-bands are grouped 

together (see Figure 6.2). This leads to larger regions representing the same spatial 

region of the original signal, this should serve as a motivation for saying that 

reordered sub-bands resemble a sub-band with one level of decomposition less. 

Accepting the above an easy explanation of the reorder algorithm in [15] can be made. 

Using the decomposition tree we would like to prune nodes in such a way that the tree 

after pruning is an octave-band decomposition tree of the same depth as the original 

tree. The pruning of a number of child sub-bands will be represented as reordering of 

them, making them resemble a structure with one less level of decomposition. Note 

however that the coefficients are never altered, the actual decomposition structure is 

never changed this is just a way of viewing the coefficient reordering and reordering 

is just a way of making the parent-children relationship in the WP-structure fit inside 

the parent-children definition SPIHT uses (this has been explained above). Below is a 

figure describing the pruning. 
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Figure 6.5 
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 Graphical description of the reordering process 
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Figure 6.5 depicts first the original decomposition structure then the first level of 

reordering as pruning of the frequency tree (the dotted lines mark the spatial location 

of the sub-bands that are reordered) and lastly the final stage of reordering, which 

makes the pruned tree into an octave-band tree.  

The reordering is started from the bottom of the decomposition tree reordering 

individual coefficients. The next level up the reordering has to be made in units of 2x2 

coefficients (two-dimensional case). This process is continued up the tree at each level 

increasing the unit size used for reordering. The Matlab implementation of the 

reordering algorithm is found in Appendix H. This implementation uses the concepts 

depicted in Figure 6.5. 

When the reordering is complete the reordered structure can be fed to the SPIHT 

coder. Since now the parent-children relationships are adapted to SPIHT. On the 

decoding side the bit stream from SPIHT can be decoded producing a reconstruction 

of the reordered structure. Before this structure can be inversely transformed an 

inverse reordering has to be made to transform the structure into its original form. 

This inverse reordering can also be explained by utilizing the decomposition tree. This 

time starting from the root each node in an octave-band tree is split (inverse 

reordered) until the split tree has the same shape as the original tree (see Appendix H 

for Matlab code for this process).  

6.3 Representing the decomposition structure 

The inverse reordering and the inverse transformation (composition of sub-bands) 

assume that the original decomposition tree is known. Since the decomposition tree 

adapts to the data it is different from time to time, unlike in the octave-band case. This 

implies that the tree structure has to be sent to the decoder alongside the SPIHT coded 

bits. This tree structure information is part of the code so we would like an efficient 

representation of it.  

The easiest way to represent the tree is to perform a traversal of the tree in a specified 

order and representing an inner node (a node with children) as 0 and a leaf node as 1. 

This would lead to inefficiency. By looking at a typical decomposition tree it can be 

seen that a lot of nodes have children that are all leafs. A traversal of the tree in a 
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depth- or breadth-first manner would produce a bit string with the pattern 01111 (two-

dimensional case) frequently occurring.  

In this thesis this redundancy is utilized by the construction of a prefix free code (see 

[1]). The code uses three classifications of nodes. 

An isolated leaf node: Represented with 10 

An inner node with at least one child being an inner node: Represented with 

11

An inner node with all children as leafs: Represented by 0 

A breadth-first traversal of the tree is performed outputting the bit pattern above 

depending on the classification of the current node. For the structure in Figure 6.5 the 

bit string representing the tree with this code would be. 

1111010001010010010

This requires 19 bits to be compared with the 32 bits required for the simple 1/0 

scheme. The implementation of the tree coding/decoding can be found in Appendix I. 

6.4 Extension to more dimensions 

I have made an effort not to limit my reasoning to any special dimensionality, but 

most examples in this chapter have been in two dimensions. In these cases the 

extension to three dimensions is trivial. The one to four parent-children relationship is 

extended to one to eight relationships as described in Section 4.2. The decomposition 

tree becomes a tree with branching factor eight described in Section 3.3. And the 

reordering is done on coefficient volumes at each level taking volumes eight times the 

size of that used on the previous level. Of course all references to implementations 

concern the three-dimensional case.  

6.5 Design 

The WP-coder constructed in this thesis uses the constrained approach to best basis 

selection described above. It uses reordering to adapt the decomposition structure to 

following SPIHT coding. The cost function used is the Shannon metric. The Shannon 
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metric is chosen in favour of the rate-distortion scheme presented in [15] because it is 

more intuitive and robust, it is chosen in favour of the log energy metric since it is 

more stable for small coefficients. 

The complexity of this coder is far higher than that of the DWT based coder. The 

number of decompositions is greater, there is a search for an optimal base (rather fast 

when compared to other steps in the coding) and the reordering introduces additional 

complexity.  



Chapter 7 

Results 

In this chapter numerical results from compression tests are presented. Advantages 

and drawbacks of the two schemes are discussed on the basis of the results presented. 

Conclusions and recommendations for future work are included at the end of this 

chapter. 

7.1 Summary 

In this thesis two image volume coders based on wavelet decomposition and zero-tree 

coding has been developed. The two coders differed in the way that the image 

volumes where decomposed. One coder used a fixed octave-band structure for the 

wavelet decomposition, the other used an adaptive structure. Both these 

decompositions where followed by SPIHT coding. The transform was made non-

expansive by the use of a symmetric extension transform. The non-expansive 

transform was necessary for the following SPIHT coding and the symmetrization 

removed the problem of border distortion. 

7.2 Numerical results and discussion 

7.2.1 Test settings 

In this section results from coding with the two coders will be presented. The coders 

have been tried out on different test volumes. Because of time consumption the coders 

in Matlab have been tried out on constructed data. The results from Matlab should 

only serve as data for comparing the two coders, not for comparison with other coders 

found in the literature. This is because the constructed test data poorly matches data 

used by others.  

Tests on real data (MR and CT stacks) have been performed for the C++ 

implementation of the DWT based coder, these results will be presented below.  
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All data has been chosen so that the dimensions are powers of two. This gives the 

largest possible number of levels in the decomposition (the largest number of levels is 

the number of times the original data dimensions can be divided by two with integer 

result). 

 To measure distortion the PSNR measurement is used (see Chapter 2). In some 

literature the maximum amplitude in PSNR is chosen to be the largest possible 

amplitude for the signal [6]. In this thesis the maximum amplitude used in the PSNR 

measurement is the maximum amplitude of the original signal, this gives a more 

accurate measurement that is independent of the number of bits used to represent 

samples in the signal.  

As a compression measurement Bits Per Sample (BPS) is chosen. This compression 

measurement is dependant of the number of bits used to represent the original signal 

samples. Some caution most be taken when using this measurement. In the Matlab test 

data the data has an integer range of 0-255 why 8 bits per sample are sufficient to 

represent the original signal. In the real data every sample is represented with 16 bits, 

but only 12 bits are used. So the compression in this case should be evaluated 

comparing bits per sample in the compressed signal with 12 bits per sample in the 

original signal. This gives a smaller compression than if actual file sizes where used to 

calculate the compression.  

The discussion on compression measurements is included so a comparison with 

results found in the literature can be made. In most literature the bits per pixel 

(sample) measurement is used and the original data is represented with 8 bits per 

pixel. So when comparing the results in this thesis with results in the literature, have 

in mind that here the original data is represented with 12 bits per sample. 

7.2.2 Test data 

In Matlab the coding has been evaluated using three types of data.  

The first type is a real MR image stack of dimensions 256x256x32 with 12 

bits per sample this stack is bi-cubically re-sampled to 64x64x32 (every slice 

in the volume re-sampled) and then converted to an 8-bit per sample 

representation.  
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The second type is a sampled function defined in three dimensions. The 

function is: 

otherwise

zyxff
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xef

tmptmp
tmptmp

yxz
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)min()max(

255

22)(

 (7.1) 

This function was sampled uniformly with 32 samples in each dimension. The 

result is a volume with dimensions 32x32x32 and every sample is an integer 

value in [0,255].  

The last type is a real MR image stack of dimensions 256x256x32 with 12 bits 

per sample converted to an 8 bits per sample representation.  

The above test data has been chosen for different reasons. The re-sampled stack was 

used for speed and it is based on actual data. The sampled function is completely 

fabricated and has no correlation with real data, but it has an interesting spectrum, 

which will be evident in the results. The large image stack is the data that most closely 

resembles real data. The only thing changed in this stack is the conversion from 16 to 

8 bit representation. The conversion distorts the stack, but it is necessary if Matlab 

should be able to read the slices as indexed images.  

7.2.3 Numerical results 

Table 1 presents the results from compressing the re-sampled 8-bit stack with both the 

DWT based and the WPT based coder for two and three levels of decomposition. The 

target bitrate is the bit budget fed to SPIHT. The actual bitrate is somewhat different 

for the DWT- and the WPT-based coders. For the DWT-based coder the actual bitrate

is the the number of bits used by SPIHT. For the WPT-based coder the actual bitrate 

is the SPIHT bits plus the number bits required to represent the decompostion tree. 

The actual bitrate is always larger than the target bitrate because SPIHT is stopped 

when the target bitrate is reached and a complete round of SPIHT is finished. This 

could be modified so that SPIHT halts directly when the target bitrate is reached.  

The actual bitrate is used to calculate the BPS (Bits Per Sample).  
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The time for different steps in the coding procedure has also been included. It should 

be noted that there is a large overhead in the representation of the decomposition tree. 

There is a 40 bits header, which gives the possibility of representing trees with 255 

levels of decomposition and 4 GB of tree data, this amount of data will likely never be 

used, but the representation is flexible enough to allow it.  

Figure 7.1 
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The PSNRs presented in Table 1 (also in Figure 7.1) are very low compared to what is 

found in the literature. This might result from the fact that the stack used is a 

downsampled stack. The downsampling shifts the frequency content of the signal to a 

high-pass character. The selection of filters for the decomposition was motivated with 

the hypothesis that image data is smooth (see Section 5.3). When the frequency 

content of the signal becomes more high-pass then the correlation between the smooth 

filters and the data becomes smaller. The small correlation leads to poor energy 

compaction and low PSNRs as a result. In contrast to the above Table 2 (see also 
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Figure 7.2) gives the coding results for the constructed function (7.1). This function is 

of extreme low-pass character. The PSNRs presented are very high. The 

characteristics of this function are almost ideal for the coders. 

Figure 7.2 
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In Table 3 the results for coding the 8-bit converted stack are presented. There is less 

data in Table 3 than in the other tables. This is because of the time it takes to code this 

data in Matlab.  

The results in Table 3 more closely resembles results found in the literature, which is 

to expect since the data is of its original dimensions and uses 8 bits per sample. 

From the results it can be seen that the performance of the WPT-based coder is 

comparative to or worse then the DWT-based coder when coding image stacks, but it 

provides a real performance improvement, measured in PSNR/BPS, for the almost 

ideal function. Based on these results a decision was made not to implement the WPT-

based coder in C++. The complexity and coding/decoding time is far higher in the 
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WPT-based coder than in the DWT-based coder and the performance improvement in 

PSNR/BPS seemed to be small or non-existing.  

The performance of the WPT-based coder is heavily dependant on the selection of 

cost function and filter, why it might be the case that a different cost function and/or 

different filters gives a more consistent performance improvement. The compression 

of the function should prove that the WPT-based coder can outperform the DWT-

based coder. 

As was previously explained the results from Matlab was used only to compare the 

two coders to each other. To evaluate real performance the coders have to be tried on 

real data. For this purpose the DWT-based coder, the top performer, was implemented 

in C++. In C++ the coder was evaluated on two different stacks. The stacks were MR 

and CT stacks with 12 bit greyscale values. In Table 4 and Table 5 (Figure 7.3 and 

Figure 7.4 respectively) the coding results for the two stacks are presented. The PSNR 

and compression are measured as described above. The actual files size of the coded 

bit-stream is used to measure the number of bits in the coded stack. The results in 

Table 4 and Table 5 can be compared to the results in [17] for lossy coding. 
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Figure 7.3 
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Figure 7.4 
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The coding times in Table 4 and Table 5 include all steps necessary for coding, which 

include converting the stack from big-endian to little-endian, wavelet decomposing 

and SPIHT coding with the bits written to a bit buffer (the bit-buffer is necessary 

because SPIHT outputs individual bits and the smallest data unit that can be written to 

a file is a byte). In the decoding time the steps reading the bit file, SPIHT decoding 

and wavelet composition are included. The field Zip coded rate is the resulting BPS if 

the bit stream is Zip coded. 

7.2.4 Entropy coding 

An interesting observation can be made about the rate when the bit-stream is entropy 

coded. In Table 4 and Table 5 the field Zip coded rate is the resulting BPS if WinZip 
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is used to entropy code the bit-stream (see also Figure 7.3 and Figure 7.4). The 

entropy coding gives some additional compression, but the compression gain depends 

on the level of decomposition in the DWT and the target bit-rate used for the SPIHT 

coder. This can be explained in two parts. 

The level of decomposition decides how many parent entries the LIS starts with. 

These entries are candidates for zero-tree roots. This means that a lower level 

decomposition might need more zero-tree roots to represent a region of low energy 

than a higher level decomposition do. The number of bits to represent this low energy 

region is therefore less in a high level decomposition. This should account for the 

difference in gain for entropy coding with different levels of decomposition.  

The difference in gain when different target rates are used can be explained with the 

progressive property of SPIHT. To start with, SPITH uses a high threshold for 

deciding significance, leading to a lot of coefficients being insignificant to that 

threshold. There insignificance is noted by outputting a 0. This leads to a lot of 0:s 

being output during the first stage of the SPIHT algorithm. The entropy coding is 

excellent at finding this redundancy and utilizing it to compress the data. As the 

coding proceeds the threshold for deciding significance is reduced, leading to more 

and more coefficients being moved to LSP. The treatment of these coefficients is done 

in the refinement pass. In the refinement pass the “next bit” of the coefficient is 

output. The “next bit” bit in the coefficients can be assumed to have more or less 

equally distributed 1:s and 0:s. The equal distribution leaves no room for the entropy 

coder to find a better representation, leading to less gain with entropy coding.  

In a low rate code only the first part of the above reasoning apply, since the threshold 

is relatively high in the entire coding process. In this low rate code the distribution of 

0:s and 1:s is skewed giving room for the entropy coder. In a higher rate code the 

second stage of the algorithm, the LSP processing, comes more into play. This 

reduces the room for the entropy coder at the end of the bit stream, but as has been 

explained before, this higher rate code has the lower rate code as a prefix, therefore 

the exact same gain is made in the first part of the code. As the target rate increases 

more and more of the bits in the code stem from the refinement pass leading to a 

relative decrease in gain for the entropy coding. 
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7.3 Conclusions 

7.3.1 Octave-band v. Adaptive decomposition 

The adaptive structure proved not to give a consistent significant increase in 

performance. Theoretically the adaptive structure should always produce at least as 

good results as the octave-band structure, since this structure is a special case of the 

adaptive structure, and the adaptive structure is selected as “the best structure”. The 

selection of “the best structure” is always relative to its application, in this thesis 

SPIHT coding. The problem then is to find a cost function that gives the best structure 

for SPIHT coding. The selection of the cost function should also be influenced by the 

selection of filters for the wavelet decomposition. The WPT-based coder presented 

here uses bi-orthogonal filters and the Shannon metric as a cost function. In Section 

6.1 some possible problems of this was discussed.

When comparing the two coding schemes aspects such as robustness, simplicity and 

speed should be accounted for. If these aspects are taken into account the octave-band 

coder outperforms the adaptive coder. The adaptive coder produces better results than 

the octave-band coder for some data at the cost of increased complexity. The gain is 

small and unpredictable why the use of this coder is discouraged. 

7.3.2 2D vs. 3D 

The complexity for performing three-dimensional coding is high. Both memory 

requirements and coding/decoding time is high. As the amount of data is increased the 

feasibility of a three-dimensional coder can be questioned. In new medical 

applications image stacks of 500-1000 images each 1024x1024 with 12 bits/pixel 

might result. The complexity for three-dimensional coding of these stacks is very 

high. The three-dimensional scheme should be compared to a two-dimensional 

scheme where each slice in the image stack is coded separately. This reduces the 

memory requirements and coding/decoding time. The price to pay is a significant 

reduction in the PSNR/BPS. The reduction comes from not utilizing the correlation in 

the third dimension, along the slices, in the image stack. The following discussion 

should serve as an indication of the differences in PSNR versus complexity for two- 
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and three-dimensional coding. In the two-dimensional case it is assumed that the 2D-

scheme is applied to each slice of the image stack individually. In the discussion 

below JPEG2000 has been chosen as the 2D coder. JPEG2000 is based on wavelets 

and it has a progressive property why it seems to match the major properties of the 

three-dimensional coders presented in this thesis. 

PSNR 

The average PSNR for JPEG2000 (state of the art 2D coder) at 0,5 BPS is 32 dB 

(Observe that JPEG2000 is not tried with the same data as the 3D coders are. But with 

some sample images of 8 bit pixel depth [18]). This can be compared to the 39 dB 

PSNR at 0,5 BPS for the three-dimensional octave-band coder presented in this thesis, 

image stack with 8 bit pixel depth, or 47 dB PSNR for the 12 bit stack. The gain from 

using JPEG2000 is speed. The difference in coding/decoding time for the three-

dimensional octave-band coder and JPEG2000 seems to be huge. The following 

comparison might not be fair, but it indicates the difference.  

Coding/decoding time 

The JPEG2000 encoding of a 2048x2560 image to a 45 dB PSNR takes about 6 s 

([19]) this gives a coding time of 1.1*10-6 s/sample. Coding to the same PSNR with 

the two level three-dimensional scheme gives an average of 2.3*10-5 s/sample and 

with a three level decomposition the average coding time per sample becomes 6*10-5

s/sample (in this case the PSNR is about 50 dB). The coding times for the three-

dimensional schemes are calculated from the coding of a 256x256x64 MR stack. 

Extrapolating these results it would take about 5 s to code a 256x256x64 image stack 

with JPEG2000 to be compared with 168 s and 252 s for the two and three level three-

dimensional schemes. This extrapolation though has a large uncertainty, for example, 

the coding time for JPEG2000 on a 512x512 computer generated image is 4.3 s 

according to [19], while the same extrapolation as above would give a coding time of 

0.3 s. It seems that the coding time for JPEG2000 is dependant on the type of data that 

is coded, why the results above should be more carefully examined with real medical 

data.

Compression 
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The comparison above only accounted for the relation between PSNR and coding 

time. The two-dimensional JPEG2000 requires on average 2 BPP (compression of 

4:1) to achieve the 45 dB PSNR, while the three-dimensional scheme has a 

compression of 14:1. This influences the time aspect of the scheme if the coded data 

is transmitted over a network. Since the three-dimensional scheme uses fewer bits 

than JPEG2000 the transmission time for the three-dimensional code is less than that 

for JPEG2000. 

The reason for the large difference in coding time is located in two factors. In the 

three-dimensional scheme the extra dimension requires a large number of additional 

one-dimensional transforms to be computed compared to a two-dimensional scheme. 

The two-dimensional scheme only computes 2/3 the number of one-dimensional 

transforms computed in the three-dimensional case. The other major factor is that the 

complexity of the SPIHT-algorithm used in this thesis grows exponentially with 

extended dimensions. The reason for this is the definition of the parent-children 

relationships. This impacts the coding process more then the decoding (see for 

example the decoding times versus the encoding times in Table 4).  

Progressive transmission 

Irregardless of if two- or three-dimensional coding is used a coding scheme with 

progressive properties is a must. The progressiveness gives the possibility to view 

intermediate results, which reduces the experienced time for decoding. Again as the 

amount of data is increased this property becomes increasingly important. If a two-

dimensional scheme such as JPEG2000, which has a progressive property, is used 

there are some additional considerations. The three-dimensional code produced by 

SPIHT extended to three dimensions gives a progressive transmission of a three-

dimensional object. The JPEG2000 scheme on the other hand gives a progressive 

transmission of individual two-dimensional images. If the data progressively 

transmitted is used to render a three-dimensional model the simple two-dimensional 

scheme of JPEG2000 does not work, since the progressiveness of JPEG2000 applied 

to each image in the stack is image by image. The simple fix for this problem is to 

interleave the bit-streams of the individually coded images, this adds some additional 

complexity to the two-dimensional scheme. 
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7.4 Future work 

7.4.1 The coding schemes 

The performance of the WPT-based coder could be raised if a better cost-function was 

developed. If the gain in PSNR/BPS from using this new cost function is significant 

maybe the WPT coder would be the preferred choice.  

To reduce the complexity of both the WPT and DWT based coders space tiling could 

be introduced. This means dividing the entire image volume into smaller volumes and 

transforming each separately. The smaller volumes would give lower memory 

requirements. Space tiling also gives more freedom in the dimensions of the image 

volumes. The current coders assume that the dimensions of the stack are divisible by 2 

a sufficient number of times (the number of levels of decomposition). With space 

tiling the majority of the stack could be decomposed into more levels than if the entire 

stack was decomposed as one unit. The tiling might reduce the PSNR/BPS of the 

scheme but the number of applications of the coding scheme increases.  

It could be interesting to further investigate how the non-orthonormality of the bi-

orthoginal wavelet basis used affects the scheme. In SPIHT it is assumed that the 

wavelet decomposition is made with an orthonormal wavelet basis. Perhaps the non-

orthonormality can be used to devise a scheme that has better performance than the 

assumed orthonormal decomposition. This can be compared to the use of a hexagonal 

lattice in favour for a rectangular in vector quantization.  

The addition of entropy coding to the SPIHT output is another way of getting an 

improved performance. The addition of arithmetic coding or LZH introduces a small 

increase in complexity, but can give some gain in PSNR/BPS. 

The three-dimensional coding schemes should be more carefully compared to state of 

the art two-dimensional schemes, such as JPEG2000, applied to each slice of the 

image stack. The comparison should take into account PSNR/BPS and both time and 

space complexity. The discussion presented on the subject in this thesis should only 

serve as an indication of what to expect. 
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7.4.2 Distortion measure 

In the results and in the discussion above the PSNR has played a central role. 

Depending on the application of the compressed stacks the PSNR might not be the 

best choice of quality measure. An evaluation of the perceived visual quality of the 

compressed stack should be performed. This evaluation might prove that the WPT 

based coder gives better results.  

Furthermore if the application of the compressed stack is to generate a three-

dimensional model through volume rendering, other aspects than the PSNR might 

have to be taken into account. In these cases the WPT based coder has an advantage. 

Its adaptive structure has the possibility to adapt to these different requirements by 

selecting an appropriate cost function.



References

[1] Forchheimer R. (1999), Image coding and data compression, Linköping: 

Department of electrical engineering at Linköpings University. 

[2] Chui C. K. (1992), An introduction to wavelets, Boston, Academic Press, ISBN 

0121745848

[3] Sayood K. (2000), Introduction to data compression, Morgan Kaufmann Publrs, 

US, 2 revised edition, ISBN 1558605584. 

[4] Daubechies I., Barlaud M., Antonini M., Mathieu P. (1992), “Image coding using 

wavelet transform” in IEEE Transactions on image processing, Vol. 1, No. 2, pp. 

205-220.

[5] Brislawn C. M.. (1996), “Classification of nonexapnsive symmetric extension 

transforms for multi rate filter banks” in Applied and computational harmonic 

analysis, Vol. 3, pp. 337-357. 

[6] Azpiroz-Leehan J., Lerallut J.-F. (2000), “Selection  of biorthogonal filters for 

image compression of MR images using wavelet packets” in Medcial engineering & 

physics, Vol. 22, pp. 225-243. 



References  89 

[7] Christopoupolus C., Athanassios S., Ebrahimi T. (2000), “The JPEG2000 still 

image coding system: An overview” in IEEE Transactions on consumer electronics,

Vol. 46, No. 4, pp. 1103-1127. 

[8] Boulgouris N. V., Athanasios L., Strintzis M. G. (2000), “Wavelet compression of 

3d medical images using conditional arithmetic coding” in IEEE International 

symposium on circuits and system, Geneva, pp. 557-560. 

[9] Said A., Pearlman W. A.(1996), “A new, fast, and efficient image codec based on 

set portioning in hierarchical trees” in IEEE Transactions on circuits and systems for 

video technology, Vol. 6, No. 3, pp. 243-250. 

[10] Shapiro J. M. (1993), “Embedded image coding using zerotrees of wavelet 

coefficients” in IEEE Transactions on signal processing, Vol. 41, No. 12, pp. 3445-

3462.

[11] Hong E. S., Ladner R. E (2000), “Group testing for image compression”, in 

Proceedings DCC 2000, Data Compression Conference, pp. 3-12 

[12] Matlab Wavelet Toolbox, version 1.1 (1997)  

[13] Coifman R. R., Wickerhauser M. V. (1992), “Entropy-based algorithms for best 

basis selection” in IEEE Transactions on information theory, vol. 38, no. 2. pp. 713-

718.



90  References 

[14] Ramchandran K., Vetterli M. (1993), “Best wavlet packet bases in a rate-

distorion sense” in IEEE Transactions on image processing, vol. 2, no. 2, pp.160-175.

[15] Khalil H., Jacquin A., Podilchuk C. (1999), “Constrained wavelet packets for 

tree-structures video coding algorithms” in Proceedings DCC'99 Data Compression 

Conference, pp. 354-63. 

 [16] Hong E. S., Ladner E. R., Riskin E. A, Group testing for wavelet packet image 

compression, http://citeseer.nj.nec.com/385049.html, (Acc. 2001-11-12). 

[17] Xiong X., Wu X., Yun D. Y., Pearlman W. A. (1998), “Progressive coding of 

medical volumetric data using three-dimensional integer wavelet packet transform”, 

in Image processing, IEEE Workshop on multimedia signal processing, pp. 553-558.

[18] Santa Cruz D., Ebrahimi T., Askelöf J., Larsson M., Christopoulos C. (2000), 

JPEG 2000 still image coding versus other standards,

http://www.jpeg.org/public/wg1n1816.pdf, (Acc. 2001-12-07) 

[19] Santa Cruz D., Ebrahimi T. (2000), A study of JPEG 2000 still image coding 

versus other standards, http://www.jpeg.org/public/wg1n1814.pdf, (Acc. 2001-12-07) 



Appendices

A One level 3-D wavelet decomposition (C++) 

// This method calculates the one level of the 3D wavelet decomposition and stores it in dest. 
// The result will be stored at the same coordinates in dest as the the coordinates of the input  
// in src. This is possible since the transform is non-expansive. 

Decomposable* Wavelet::dwtsym3d(Decomposable *dest,Decomposable 
*src,transformDim dim,w_filter filt) 
{
 // Pointer to the Filter class. The Filter class defines the  

 // impulse responses for the decomposition and reconstruction filters. 
Filter *wfilter;

switch(filt)
 { 
 case DB1: wfilter=new Haar();break; 
 default: wfilter=new BIOR44();break; 
 } 

// Get the transform dimensions. Defines which part of the src structure to transform. 
 unsigned int xDim=dim.xEnd-dim.xBeg; 
 unsigned int yDim=dim.yEnd-dim.yBeg; 
 unsigned int zDim=dim.zEnd-dim.zBeg; 

 // Apply the 1-D transform succesivley in each dimension. 
 // Store the result of each transformation in dest. By selecting 
 // dest=src we can reuse the structure (this is done in mldydaddecomp). 

 // Transform along x-dimension 

// Holds the 1-D signal to be transformed. 
double *sigVector=new double[xDim];

// Holds the result of the 1-D transform. 
 double *resultVector=new double[xDim];  

// Index into result and signal vectors 
unsigned int vectorIndex;

for(unsigned int z=dim.zBeg;z<dim.zEnd;z++) 
 { 
  for(unsigned int y=dim.yBeg;y<dim.yEnd;y++) 
  { 
   vectorIndex=0; 
   for(unsigned int x=dim.xBeg;x<dim.xEnd;x++) 
   { 
    // Build signal vector 
    sigVector[vectorIndex]=(double)src->getValueAt(x,y,z); 
    vectorIndex++; 
   } 
    

// Get the low- and highpass components of sigVector in resultVector 
   dwtsym(resultVector,sigVector,wfilter,xDim); 
    

// Copy the result to the destination 
   vectorIndex=0; 
   for(x=dim.xBeg;x<dim.xEnd;x++) 
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   { 
    dest->setValueAt(resultVector[vectorIndex],x,y,z); 
    vectorIndex++; 

  }   
  } 
 } 

// End x-transform 

// Remove the vectors used 
delete []sigVector; 

 delete []resultVector; 

 // When applying the transform in the following dimensions, the source should be 
 // the x-transformed data. 

 //Transform along y-dimension 

// Holds 1-D signal to be transformed. 
sigVector=new double[yDim];

// Holds the result of the transformation. 
resultVector=new double[yDim];

for(z=dim.zBeg;z<dim.zEnd;z++)
 { 
  for(unsigned int x=dim.xBeg;x<dim.xEnd;x++) 
  { 
   vectorIndex=0; 
   for(unsigned int y=dim.yBeg;y<dim.yEnd;y++) 
   { 
    // Build signal vector 
    sigVector[vectorIndex]=(double)dest->getValueAt(x,y,z); 
    vectorIndex++; 
   } 
   // Get the low- and highpass components of sigVector in resultVector 
   dwtsym(resultVector,sigVector,wfilter,yDim); 
   // Copy the result to the destination 
   vectorIndex=0; 
   for(y=dim.yBeg;y<dim.yEnd;y++) 
   { 
    dest->setValueAt(resultVector[vectorIndex],x,y,z); 
    vectorIndex++; 
   }   
  } 
 } 

// End y-transform 
 ‘ 

// Remove the vectors used 
 delete []sigVector; 
 delete []resultVector; 

 // Now the transform source is the x- and y-transformed data. 

 //Transform along z-dimension 
 // Holds 1-D signal to be transformed 

sigVector=new double[zDim];  
// Holds 1-D result of the transformation. 
resultVector=new double[zDim];

 for(unsigned int y=dim.yBeg;y<dim.yEnd;y++) 
 { 
  for(unsigned int x=dim.xBeg;x<dim.xEnd;x++) 
  { 
   vectorIndex=0; 
   for(unsigned int z=dim.zBeg;z<dim.zEnd;z++) 
   { 
    // Build signal vector 
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    sigVector[vectorIndex]=(double)dest->getValueAt(x,y,z); 
    vectorIndex++; 
   } 
    

// Get the low- and highpass components of sigVector in resultVector 
   dwtsym(resultVector,sigVector,wfilter,zDim); 
    

// Copy the result to the destination 
   vectorIndex=0; 
   for(z=dim.zBeg;z<dim.zEnd;z++) 
   { 
    dest->setValueAt(resultVector[vectorIndex],x,y,z); 
    vectorIndex++; 
   } 
  } 
 } 

// End z-transform 

// Remove the vectors used 
delete []sigVector; 

 delete []resultVector; 

 // Clear the filter variable 
 delete wfilter; 
 return dest; 
}
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B One level 3D wavelet decomposition (Matlab) 
function d=dwtsym3d(x,wname) 
% Does a 3D-wavelet decomposition with symmetric extension. 

% The output is trucated so that the result is the same size as x. 
sx=size(x);

% Get the decomposition filters. 
[LoF_D,HiF_D] = wfilters(wname,'d'); 

% Get Dimensions. 
rx = sx(1);
cx = sx(2);
dx = sx(3); 

% All filters are of the same length, so we can pick one at random 
lf = length(LoF_D); 

% Rows 

% If there is an odd nr rows make it even 
if rem(rx,2) , x(rx+1,:,:) = x(rx,:,:); rx = rx+1; end

I=[floor(lf/2):-1:2, 1:rx , rx-1:-1:rx-floor(lf/2)]; 

if floor(lf/2)>=rx 
    % Handle the case where the symmetrization length is larger than the signal    
 for k=1:size(I,2) 
     if(I(1,k)<=0) 
        I(1,k)= abs(I(1,k))+2;    
     end 
     if(abs(I(1,k))>sx) 
        I(1,k)=sx-mod(abs(I(1,k)),sx); 
     end 
    end    
end
x = x(I,:,:); 
xDim=size(I,2);

%Columns 

%If there is an odd number of columns make it even 
if rem(cx,2) , x(:,cx+1,:) = x(:,cx,:); cx = cx+1; end 

I=[floor(lf/2):-1:2, 1:cx , cx-1:-1:cx-floor(lf/2)]; 

if floor(lf/2)>=cx 
    % Handle the case where the symmetrization length is larger than the signal    
 for k=1:size(I,2) 
     if(I(1,k)<=0) 
        I(1,k)= abs(I(1,k))+2;    
     end 
     if(abs(I(1,k))>sx) 
        I(1,k)=sx-mod(abs(I(1,k)),sx); 
     end 
    end    
end
x = x(:,I,:); 
yDim=size(I,2);

% Slices 
%If there is an odd number of slices make it even 
if rem(dx,2) , x(:,:,dx+1) = x(:,:,dx); dx = dx+1; end
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I=[floor(lf/2):-1:2, 1:dx , dx-1:-1:dx-floor(lf/2)]; 

if floor(lf/2)>=dx 
    % Handle the case where the symmetrization length is larger than the signal    

for k=1:size(I,2) 
     if(I(1,k)<=0) 
        I(1,k)= abs(I(1,k))+2;    
     end 
     if(abs(I(1,k))>sx) 
        I(1,k)=sx-mod(abs(I(1,k)),sx); 
     end 
    end    
end
x = x(:,:,I); 
zDim=size(I,2);

% Decomposition. 

sp = ceil(sx/2); 
% extra room for the extension. 
d=zeros(sx(1),sx(2),zDim);

% Transform each slice 
for k=1:zDim 

y = dyaddown(conv2(x(:,:,k),LoF_D),'c'); 
     

%LL
d(1:sp(1),1:sp(2),k)=wkeep(dyaddown(conv2(y,LoF_D'),'r'),sp(1:2));

     
%LH
d((sp(1)+1):rx,1:sp(2),k) = 
wkeep(dyaddown(conv2(y,HiF_D'),'r'),sp(1:2));

% The following components are highpass filtered in the x (column) domain. 
y = dyaddown(conv2(x(:,:,k),HiF_D),'c'); 

%HL
d(1:sp(1),(sp(2)+1):cx,k) = 
wkeep(dyaddown(conv2(y,LoF_D'),'r'),sp(1:2));

     
%HH
d((sp(1)+1):rx,(sp(2)+1):cx,k) = 
wkeep(dyaddown(conv2(y,HiF_D'),'r'),sp(1:2));

end

% Slice the transformed volume in the x (column) direction and conv2 the slices 
% with the wname-filters in the deapth direction.  

% Go through the columns 
for k=1:cx
     % Must remove the extra dimension. 

xSlice=squeeze(d(:,k,:));
     

y = wkeep(dyaddown(conv2(xSlice,LoF_D),'c'),[rx sp(3)]); 
d(1:rx,k,1:sp(3))=y;

     
y = wkeep(dyaddown(conv2(xSlice,HiF_D),'c'),[rx sp(3)]); 
d(1:rx,k,(sp(3)+1):dx)=y;

end
% remove the extra z-slices used for symetrization. 
d=d(:,:,1:dx);
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C Symmetric extension transform 1D (C++) 

// Do a symmetric wavelet transform 1-D. 
double* Wavelet::dwtsym(double* result,double *signal,Filter 
*wfilter,unsigned int sigLength) 
{
 // Get the impulse responses for the filters. 

double *filtL=wfilter->getFilter(LOW_PASS,DECOMPOSITION); 
 double* filtH=wfilter->getFilter(HIGH_PASS,DECOMPOSITION); 

// The high- and low-pass filters have the same length. 
unsigned int filtLength = wfilter->getFilterLength

(LOW_PASS,DECOMPOSITION);

 // The length of the result for each filter 
 int resultLength=(int)floor(sigLength/2.0);  

 // Symmetrically extend the left and right boundaries of the signal. 

// Length of the symmetrically extended signal 
 int symLength=sigLength+filtLength-1;  

// To hold the symmetrically extended signal. 
 double *symSig=new double[symLength];  

// Start index for symmerization, with respect to the downsampling. 
 int index=(int)floor(filtLength/2.0)-1;  
 int nextInc=-1; 

// Outside the signal interval? 
if(index >=(int)sigLength)

 { 
  nextInc=1-2*((int)ceil((double)index/(double)(sigLength-1)) &  

0x01);
   // The last modulus is to correct for the boundary case sigLength=2. 
  index=(sigLength-1-index%(sigLength-1))%(sigLength-1); 

 } 

// Perform the symmetric extension 
for(int k=0;k<symLength;k++) 

 { 
  symSig[k]=signal[index]; 
  index+=nextInc; 
  if(index == 0) 
  { 
   nextInc=1; 
  } 
  else if(index == (int)(sigLength-1)) 
  { 
   nextInc=-1; 
  } 
 } 
 // End symmetric extension 

 // Convolve,downsample and trucate  

//Length of downsampled signal 
 int dyadicResultLength=(int)floor((symLength+filtLength-1)/2.0);  
   

// The first sample in the truncated signal 
 int startSample=2*(int)floor((dyadicResultLength- 

resultLength)/2)+1;
 // Convolution boundaries 
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 int leftBoundary;  
 int rightBoundary; 
 // End convolution boundaries 

 int outputCount=0; 

 // Cumulative convolution sum for lowpass component 
 double cumSumL;  

 // Cumulative convolution sum for highpass component 
 double cumSumH;  

 // The downsampling and truncation are done simultaniously to minimize the overhead in  
// calculations. Note that the convolution is only calculated in points relevant to the downsampled  
// and truncated signal. 

 for(int n=startSample;outputCount<resultLength;n+=2) 
 { 
  // Calculate the left and right boundaries for the convolution-sum 
  // at this point. 
  leftBoundary=n-filtLength+1; 
  rightBoundary=n; 

// Correct boundaries 
if(n<(int)filtLength)

  { 
   leftBoundary=0; 
   rightBoundary=n; 
  } 
  else if(n>(int)(symLength-1)) 
  { 
   leftBoundary=n-filtLength+1; 
   rightBoundary=symLength-1; 
  } 
  // End boundary correction 

  // Perform convolution calculation 
  cumSumL=0; 
  cumSumH=0; 

for(int k=leftBoundary;k<=rightBoundary;k++) 
  { 
   cumSumL+=filtL[n-k]*symSig[k]; 
   cumSumH+=filtH[n-k]*symSig[k]; 
  } 
  // End convolution calculation 

  // Store the result in the result array. 
  result[outputCount]=cumSumL; 
  result[outputCount+resultLength]=cumSumH; 
  outputCount++; 
 } 

// Release this array 
delete []symSig; 

 return result; 
}
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D SPIHT (C++) 

D.1 The SPIHT algorithm 

// The compress2 method is an "opimized" variant of the compress method. The opimization is done by 
//  early detection of significant sets and the usage of the traversal of insignificant sets. If we can 
//  decide that a set is insignificant then we have checked each node in the set against a threshold T.  
// Since we have checked each node we can store the maximum magnitude of the coefficients in the set 
//  in the "root node" in LIS. The next time around T is reduced and we can perform the significance  
// test on the stored maximum value. For this to work all ListEntry objects are initialised with its  
// maximum magnitude set to -1, which signals that this set has not been checked yet.This considerably  
// reduces computation time. 
void SPIHT3D::compress2(BitFile* outFile,CoefficientMatrix *cm,long 
bitbudget)
{
 // Get the matrix dimensions 
 dim3D d3d=cm->getDimensions();  

// Get the level of decomposition 
 int level=cm->getDecompositionLevel();  

 // Init SPIHT3D 

// Go through each coefficient in the root subband. 
 ListEntry *tmp; 
 for(unsigned int k=0;k<d3d.z>>level;k++) 
 { 
  for(unsigned int l=0;l<d3d.y>>level;l++) 
  { 
   for(unsigned int m=0;m<d3d.x>>level;m++) 
   { 
    tmp=new ListEntry(m,l,k,D); 
    LIP->tailAdd(tmp); 
     

// Check if this coordinate has children 
    if( (k & 0x01) || (l & 0x01) || (m & 0x01))  
    { 
     tmp=new ListEntry(m,l,k,D); 
     LIS->tailAdd(tmp); 
    }  
    // End LIS-test 
   }  
   // End x-loop 
  }  
  // End y-loop 
 }  
 // End z-loop 

 // End init. SPIHT3D 

 // Find the maximum element. 
 double maxsqr=0; 
 double test; 
 for(unsigned int z=0;z<d3d.z;z++) 
 { 
  for(unsigned int y=0;y<d3d.y;y++) 
  { 
   for(unsigned int x=0;x<d3d.x;x++) 
   { 
    test=cm->getValueAt(x,y,z); 
    // Calculate the square 
    test*=test;  
    // Test the magnitude squares to minimize the number of sqrts. 
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    if(test>maxsqr)  
    { 
     maxsqr=test; 
    }  
    // End magnitude test 
   }  
   // End x-loop 
  }  
  // End y-loop 
 }  
 // End z-loop 
    
 // Find the threshold as |_log2(|Cmax|)_| 
 int sigBit=(int)floor(log(sqrt(maxsqr))/log(2.0)); 
 double T=exp((double)sigBit*log(2)); 

 // Write the header of the file 

 // This should be filled with the actual number of bits that has been used during coding 
 // This is done at the end of the SPIHT algoritm 
 outFile->writeLong(0);  

 // Write initial threshold. 
 outFile->writeInt(sigBit); 
 // Write decomposition level 
 outFile->writeInt(cm->getDecompositionLevel()); 
 // Write the matrix dimensions. 
 outFile->writeInt((int)d3d.x); 
 outFile->writeInt((int)d3d.y); 
 outFile->writeInt((int)d3d.z); 
 // End header write   

 bitCount=0; 

 // The node beeing preocessd 
 ListEntry *currNode;  
 // To keep track of which nodes were added to LSP in the last pass. 
 Listable *oldLSP=NULL;  
 // The value of the coefficient at the current node 
 double currCoeff;  

 // Refine the reconstruction until the specified bitbuget is reached. 
 while(bitCount < bitbudget)  
 {  
  //Process the LIP 
  LIP->reset(); 

  while(LIP->hasNext()) 
  { 
   // Get the first coordinate node. 
   currNode=(ListEntry*)LIP->getNext();  
   currCoeff=cm->getValueAt(currNode); 
   // Significant? 
   if(ABS(currCoeff) >= T)  
   { 
    outFile->writeBit(BIT_1); 
    bitCount++; 
    if(currCoeff < 0) 
    { 
     // Negative significant 
     outFile->writeBit(BIT_0);  
     bitCount++; 
    } 
    else 
    { 
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     // Positive significant 
     outFile->writeBit(BIT_1);  
     bitCount++; 
    } 
    LIP->removeCurrentNode(); 
    LSP->tailAdd(currNode); 
    
   }  
   // End significance test inLIP 
   else 
   { 
    // Not a significant coefficient. 
    outFile->writeBit(BIT_0);  
    bitCount++; 
   } 

  } 
  // End LIP-processing 

  // Start LIS treatment 
  List *desc=NULL; 
  ListEntry *currDesc; 
  // Holds the significance bit for the current node. 
  BIT significant;   
  LIS->reset(); 
  double maxMag; 

  while(LIS->hasNext()) 
  { 
   currNode=(ListEntry*)LIS->getNext(); 
   maxMag=currNode->getMaxValue(); 
    
   // Have we checked this node before. If we have it was insignificant and we have stored the  

/ /maxMag. 
   if(maxMag != -1) 
   { 
    if(maxMag>=T) 
    { 
     // The set is now significant. 
     significant=BIT_1;  
     desc=cm->getChildren(currNode); 
    } 
    else 
    { 
     // The set was not significant 
     significant=BIT_0;  
     desc=NULL; 
    } 
    
   } 
   // We have not previously checked this node, so do it now 
   else  
   { 
    desc=cm->checkSignificance(currNode,T); 
    significant=BIT_1; 
    if(desc == NULL) 
    { 
     significant=BIT_0; 
    } 
   } 
   // Write the BIT significance which is BIT_0 if the set is non-significant and BIT_1 otherwise 
   outFile->writeBit(significant); 
   bitCount++; 
   if(significant == BIT_1) 
   { 
    if(currNode->getType() == D) 
    { 
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     // Eight children to check significance for. 
     // Make sure we start at the beginning of the list 
     desc->reset();  
     for(int k=0;k<8;k++) 
     { 
      currDesc=(ListEntry*)desc->getNext(); 
      currCoeff=cm->getValueAt(currDesc); 
      // Significant? 
      if(ABS(currCoeff) >= T)  
      { 
       outFile->writeBit(BIT_1); 
       bitCount++; 
       if(currCoeff < 0) 
       { 
        // Negative significant 
        outFile->writeBit(BIT_0);  
        bitCount++; 
       } 
       else 
       { 
        // Positive significant 
        outFile->writeBit(BIT_1);  
        bitCount++; 
       } 
       // This was a significant coefficient so move it to LSP 
       desc->removeCurrentNode(); 
       LSP->tailAdd(currDesc); 
        
      } 
      // End significant treatment 
      else 
      { 
       outFile->writeBit(BIT_0); 
       bitCount++; 
       // This was not a significant coeffcient so move it to LIP 
       desc->removeCurrentNode(); 
       LIP->tailAdd(currDesc); 
      }  
      // End non-significant treatment 
     } 
     // End D-children treatment 
     // This set should be added as an L-set 
     if(!cm->LsetEmpty(currNode))  
     { 
      // Remove the old D-entry 

LIS->removeCurrentNode();     

// Change type. 
      currNode->setType(L);  
      // Reset the max mag, since this is a NEW set of type L. 
      currNode->setMaxValue(-1);  
      // This is now an L-entry into the LIS 
      LIS->tailAdd(currNode);  
     } 
     // L is empty for node currNode 
     else  
     { 
      LIS->removeCurrentNode(); 
      delete currNode; 
     } 
    }  
    // End D-set treatment 
    // Significant L-set 
    else  
    { 
     // Add each of the children to LIS as D-sets. 
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     desc->reset();  
     for(int k=0;k<8;k++) 
     { 
      currDesc=(ListEntry*)desc->getNext(); 
      desc->removeCurrentNode(); 
      currDesc->setType(D); 
      LIS->tailAdd(currDesc); 
     } 
     // Remove the L-set 
     LIS->removeCurrentNode();  
     delete currNode; 
    } 
    // End treatment of significant L-set 
   } 
   // End significant set treatment 
    
   // Clear the descendants list. 
   // Check if we have any nodes to clear. desc==NULL is used to signal insignificant set. 
   if(desc != NULL)  
   { 
    // Remove any entries that have not been entered into LIP,LIS or LSP 
    desc->destroy();  
    delete desc;   
   } 

  }  
  // End LIS treatment 

  // Beginning refinenment pass. 
  LSP->reset(); 
  currNode=NULL; 
  int bitValue; 
  // oldLSP is initially set to NULL. So the first time we are here the loop does not execute 
  while(currNode != oldLSP)  
  { 
   currNode=(ListEntry*)LSP->getNext(); 
   // Output the n:th most significant bit of the coeffcient 
   currCoeff=cm->getValueAt(currNode); 
   // Trucate to a bitvalue 
   bitValue=(int)(ABS(currCoeff)/T);  
   switch(bitValue & 0x01) 
   { 
   case 0: outFile->writeBit(BIT_0); break; 
   case 1: outFile->writeBit(BIT_1); break; 
   } 

   bitCount++; 
  } 
  // get the last element in LSP for the refeinment pass 
  oldLSP=LSP->getTail();  
  // Decrease the threshold 
  T/=2;  

 }  
 // End SPIHT 

 //Make sure that all data has been written to disc. 
 outFile->bufferWrite(); 
 // Seek to the beginning of the file, where there is room left for a long holding the total number of  

/ /bits used. 
 outFile->seek(0);  
 outFile->writeLong(bitCount); 
}
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D.2 Significance testing 

// This is the fast way of doing children retrieval and significance checking. This method uses the fact  
/ /that if a set is found to be insignificant it is found after traversal of all nodes in the set. During the  
// process of finding significance (or not) the maximum magnitude is keept track of. If the set is found  
// insignificant the maximum magnitude of he set is stored in l. This information is then used by the  
// SPIHT3D::compress2 algorithm. 
List* CoefficientMatrix::checkSignificance(ListEntry* l,double T) 
{

 List* result=new List(); 
 List* children=NULL; 
 ListEntry *tmp=NULL; 
 int Lx; 
 int Ly; 
 int Lz; 
 unsigned int newX=l->getX(); 
 unsigned int newY=l->getY(); 
 unsigned int newZ=l->getZ(); 

 // Store the maximum magnitude of the set 
 double max=-1;  
 double magnitude; 

 bool firstTime=true; 
 bool significant=false; 
 // Do different processing whether this is a D- or L-set. 
 bool checkIt=(l->getType() == D)?true:false; 

 while((result->hasNext() || firstTime) && !significant) 
 { 

  if(firstTime) 
  { 
   firstTime=false; 
    
  } 
  // Get the node for which to generate children 
  else 
  { 
   tmp=(ListEntry*)result->getNext(); 
   newX=tmp->getX(); 
   newY=tmp->getY(); 
   newZ=tmp->getZ(); 
  } 

  if((newX>=dimensions.x>>1) || (newY>=dimensions.y>>1) || 
(newZ>=dimensions.z>>1))
  { 
   // Do Nothing. No children since the coordinate is in the highest level subband 
  } 
  else 
  { 
   // This is the lowest level subband 
   if((newX<dimensions.x>>level) && (newY<dimensions.y>>level) && 
(newZ<dimensions.z>>level))
   { 
    // Find the orientation of the children. 
    // Those elements with at least one odd coordinate in this sub-band have children. 
    Lx=(newX & 0x01)*(dimensions.x>>level)-(newX & 0x01);  
    Ly=(newY & 0x01)*(dimensions.y>>level)-(newY & 0x01);  
    Lz=(newZ & 0x01)*(dimensions.z>>level)-(newZ & 0x01);  
   } 
    
   else 
   { 
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    // If we are not in the root subband the orientation information is in the coordinates  
// themself. 

    Lx=newX; 
    Ly=newY; 
    Lz=newZ; 
   } 
    
    // Start by adding to the list the children of this coordinate. 
    // Do significance testing while adding children. 
    tmp=new ListEntry(newX+Lx,newY+Ly,newZ+Lz,D);  
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 

    tmp=new ListEntry(newX+Lx,newY+Ly,newZ+Lz+1,D); 
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 
     
    tmp=new ListEntry(newX+Lx,newY+Ly+1,newZ+Lz,D); 
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 
      
    tmp=new ListEntry(newX+Lx,newY+Ly+1,newZ+Lz+1,D); 
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 

    tmp=new ListEntry(newX+Lx+1,newY+Ly,newZ+Lz,D); 
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 
     
    tmp=new ListEntry(newX+Lx+1,newY+Ly,newZ+Lz+1,D); 
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 
     
    tmp=new ListEntry(newX+Lx+1,newY+Ly+1,newZ+Lz,D); 
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 
     
    tmp=new ListEntry(newX+Lx+1,newY+Ly+1,newZ+Lz+1,D); 
    magnitude=ABS(getValueAt(tmp)); 
    if(magnitude>=T) 
     significant=true; 
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    if(magnitude > max) 
     max=magnitude; 
    result->tailAdd(tmp); 
    
    
   // Ensure that we do not check the immidiate offspring for L-sets.  
   significant=significant && checkIt;  
   if(!checkIt) 
    max=-1; 
   checkIt=true; 
  } 

 } 

 if(significant) 
 { 
  children=new List(); 
  result->reset(); 
  for(int i=0;i<8;i++) 
  { 
   tmp=(ListEntry*)result->getNext(); 
   result->removeCurrentNode(); 
   children->tailAdd(tmp); 
  } 
 } 
 // This was not significant at this level of the threshold, but store the max magnitude in l 
 else  
 { 
  l->setMaxValue(max); 
 } 

 result->destroy(); 
 delete result; 

 return children; 
}
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E SPIHT (Matlab) 
function [st,bitCount]=cSPIHT3D(Ain,level,bitbudget) 
global Ad; 
Ad=Ain;

% Do a 3D-SPIHT encoding of the wavlet decomposition 
scaling=2^level;
xDim=size(Ad,2);
yDim=size(Ad,1);
zDim=size(Ad,3);
% Init SPITH 
% Subset type representation 
D=0;
L=1;

% Use a caching strategy for LSP. When the size is reach increase LSP with LSPinc rows.  
LSPcount=1;
% Keeps track if the index for coefficients added prior to the current pass. 
OldLSPcount=0;
LSPinc=50;
LSPsize=0;
LSP=zeros(LSPinc,3);

%To keep track of the actual size of LIS. 
% Number of actual enrties in LIS. 
LISsize=0;
% Index to the next position in LIS. 
LIScount=1;
% Increment size for LIS 
LISinc=50;     

% Number of actual entries in LIP. 
LIPsize=0;
% Index to next position in LIS 
LIPcount=1;
% Increment size for LIP 
LIPinc=50;      

% DO NOT USE STRUTURES. REALLY SLOW!!! 
LIP=zeros((zDim/scaling)*(yDim/scaling)*(xDim/scaling)+LIPinc,3);
% Every 8:th node does not have any children->8/8-1/8=7/8*nrCoefficients number of coefficients  
% have children 
LIS=zeros(7/8*((zDim/scaling)*(yDim/scaling)*(xDim/scaling))+LISinc,5

    ); 
% Initialize LIS and LIP. 
for k=1:zDim/scaling 
   for l=1:yDim/scaling 
      for m=1:xDim/scaling 
           % Enter all lowlevel subband nodes in LIP 
           % Store as [xCoord yCoord zCoord] 
         LIP(LIPcount,:)=[m l k]; 
         LIPcount=LIPcount+1; 

         % Check for parent node 
         if(~(bitand(k,1) & bitand(l,1) & bitand(m,1))) 

            % Store as [xCoord yCoord zCoord marker] 
            LIS(LIScount,:)=[m l k D -1];
            LIScount=LIScount+1; 
         end 
      end 
   end 
end
LIPsize=LIPcount-1;
LISsize=LIScount-1;
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%Find the initial threshold. 
% 3-D array. 
Cmax=max(max(max(abs(Ad))));
% Find the most significant bit. 
sigBit=floor(log2(Cmax));
% Assume that sigBit is less than 10 => 1024<Cmax<2048. 
bitCount=10;
%Initial threshold. 
T=2^sigBit;

% start with the bitbudget as initial size. 
st=zeros(1,bitbudget);
% size of output vector. 
bitSize=bitbudget;
% Increment size for output vector. 
bitInc=50;
%Send the initial threshold. 
st(1,1)=sigBit;
st(1,2)=xDim;
st(1,3)=yDim;
st(1,4)=zDim;
st(1,5)=level;

while(bitCount<bitbudget)

   % Process the members of LIP. 
   %Each coordinate stored as a row. 
   for k=1:LIPsize

% Get the coefficient at the current coordinate. 
      currCoeff=Ad(LIP(k,2),LIP(k,1),LIP(k,3)); 

% Larger than the threshold then move to LSP 
       if(abs(currCoeff)>=T)  

           % Update the output vector. 
           % This coefficient is larger then the threshold. 

           st(1,bitCount)=1;

           % Update size of st? 
           %Next index in the list. 

           bitCount=bitCount+1;
           if(bitCount>bitSize) 
              st=[st zeros(1,bitInc)]; 
              bitSize=bitSize+bitInc; 
           end 

           % End update size 

           if(currCoeff>=0) 
              % Mark that this coefficient is positive. 

              st(1,bitCount)=1;
           else 

              % Mark that this coefficient is negative. 
              st(1,bitCount)=0;
           end 

           %Update the size if st? 
           bitCount=bitCount+1; 
           if(bitCount>bitSize) 
              st=[st zeros(1,bitInc)]; 
              bitSize=bitSize+bitInc; 
           end 

           % End update size 

           % Update the LSP and LIP 
           LSP(LSPcount,:)=LIP(k,:); 

           % Mark as moved 
           LIP(k,:)=[0 0 0];

           % The actual number of entries in LIP. 
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           LIPsize=LIPsize-1;

           % Update the size if LSP? 
           LSPcount=LSPcount+1; 
           LSPsize=LSPsize+1; 
           if(LSPcount>size(LSP,1)) 
              LSP=[LSP;zeros(LSPinc,3)]; 
           end 

           % End update size of LSP 
        % The coefficient was not significant. So send a zero.    

        else
           st(1,bitCount)=0; 

           %Update the size if st? 
           bitCount=bitCount+1; 
           if(bitCount>bitSize) 
              st=[st zeros(1,bitInc)]; 
              bitSize=bitSize+bitInc; 
           end 

           % End update size 

        end 
     end

% End of LIP treatment. 

   % Keep only the elements in LIP who are not in LSP   
   tmpLIP=zeros(LIPsize+LIPinc,3); 
   tmpLIPcount=1; 

   % only investigate to the last used index. 
   for k=1:(LIPcount-1)

        % If a coordinate entry is 0 it is marked as moved. 
      if(LIP(k,1)~=0)
         tmpLIP(tmpLIPcount,:)=LIP(k,:); 
         tmpLIPcount=tmpLIPcount+1; 
      end 
   end 
   LIP=tmpLIP; 

   % Free up temporary memory 
   clear tmpLIP;

   % Update the next index. 
   LIPcount=tmpLIPcount;

   % update the size if the list. 
   LIPsize=tmpLIPcount-1;

   % Check the sets in LIS, if any. 

   notDone=1; 
   currSet=1; 

   % If LIS is empty do not enter the loop. 
   if(LISsize <= 0)
      notDone=0; 
   end 

   while(notDone)
      % Finds all elements of the set. Uses D,L information.  

      if(LIS(currSet,5) == -1) 
         [desc,coeffMax]=checkSignificance(LIS(currSet,:),T,level); 
         sign=1; 
       if(isempty(desc)) 

LIS(currSet,5)=coeffMax;
sign=0;

       end  
      else 

         % Significant now? 
         if(LIS(currSet,5)>=T)
            sign=1; 
            desc=getChildren(LIS(currSet,:),xDim,yDim,zDim,level); 
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         else 
sign=0;

         end 
      end 

%Either 0 or 1 depending on the  significance of the set. 
st(1,bitCount)=sign;

      %Update the size if st? 
      bitCount=bitCount+1; 
      if(bitCount>bitSize) 
       st=[st zeros(1,bitInc)]; 
         bitSize=bitSize+bitInc; 
      end 

      % End update size 

      if(sign) 
         % This is a type D set 

         if(LIS(currSet,4)==D)
            % Eight children to check significance for. 

            for k=1:8
               currCoeff=Ad(desc(k,2),desc(k,1),desc(k,3)); 

               % Is this coefficient lager than T? 
               if(abs(currCoeff)>=T)
                  st(1,bitCount)=1; 

                  %Update the size if st? 
          bitCount=bitCount+1; 
          if(bitCount>bitSize) 
           st=[st zeros(1,bitInc)]; 

   bitSize=bitSize+bitInc; 
          end 

          % End update size 

           % Is it positive 
             if(currCoeff>=0)  
                st(1,bitCount)=1; 

         %or negative    
              else  
               st(1,bitCount)=0; 
              end 

                  %Update the size if st? 
          bitCount=bitCount+1; 
          if(bitCount>bitSize) 
           st=[st zeros(1,bitInc)]; 

   bitSize=bitSize+bitInc; 
          end 

          % End update size 

         % Move this coefficient to LSP. 
              LSP(LSPcount,:)=[desc(k,1) desc(k,2) desc(k,3)]; 

                % Update the size of LSP? 
              LSPcount=LSPcount+1; 

LSPsize=LSPsize+1;
              if(LSPcount>size(LSP,1)) 
               LSP=[LSP;zeros(LSPinc,3)]; 
             end 

% End update size   
         % Not significant coefficient.       

             else  
 st(1,bitCount)=0; 

               %Update the size if st? 
          bitCount=bitCount+1; 
          if(bitCount>bitSize) 
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           st=[st zeros(1,bitInc)]; 
   bitSize=bitSize+bitInc; 

          end 
          % End update size 

                  % Move the coefficient to LIP 
          LIP(LIPcount,:)=[desc(k,1) desc(k,2) desc(k,3)]; 

          % Update size of LIP? 
LIPcount=LIPcount+1;
LIPsize=LIPsize+1;
if(LIPcount>size(LIP,1))

LIP=[LIP;zeros(LIPinc,3)];
end

                  % End update size 

        end  
         %Coefficient test in LIS 

       end  
             %Take next coeffcient from the children. 

% This means that L(i,j)=[]; 
       if(LsetEmpty(LIS(currSet,:),xDim,yDim,zDim,level))  

        % Remove this entry from LIS 
LIS(currSet,:)=[0 0 0 0 0];
LISsize=LISsize-1;

else
LIS(LIScount,:)=[LIS(currSet,1) LIS(currSet,2) 
LIS(currSet,3) L -1]; 

                 %Remove the D-entry from LIS 
LIS(currSet,:)=[0,0,0,0,0];

          % End remove D-set 

%Update size of LIS 
LIScount=LIScount+1;

end
           %End type D test, begin type L test.    

else
             % Add each child to the current coordinate as a new D-set. 

for k=1:8
           LIS(LIScount,:)=[desc(k,1) desc(k,2) desc(k,3) D -1]; 

LIScount=LIScount+1;
           LISsize=LISsize+1; 
            if(LIScount>size(LIS,1)) 
             LIS=[LIS;zeros(LISinc,5)]; 
            end
         end 

             %Should we remove the L-set from the LIS? 
LIS(currSet,:)=[0,0,0,0,0];
LISsize=LISsize-1;
%End remove L-set 

         end 
      end

       % End testing this set of LIS. If it was insignificant we have already sent a zero. 
    currSet=currSet+1;          

      % The next set is not yet in LIS, so we are done. 
if(currSet>(LIScount-1))

notDone=0;
end

   end
   % Processing of LIS 

    % Pack the LIS array to save memory space. 
   tmpLIS=zeros(LISsize+LISinc,5); 
   tmpLIScount=1; 

   % Only investigate to the last used index. 
   for k=1:(LIScount-1)
      if(LIS(k,1) ~= 0) 
         tmpLIS(tmpLIScount,:)=LIS(k,:); 
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         tmpLIScount=tmpLIScount+1; 
      end 
   end 
   LIS=tmpLIS; 
   clear tmpLIS; 
   LISsize=tmpLIScount-1; 
   LIScount=tmpLIScount; 
    % Significance map pass completed. Go to refinement pass. 
    %Scan coefficients added prior to this pass. 
   for k=1:OldLSPcount
       % Send the n:th most significant bit of |coeff|. 

st(1,bitCount)=bitand(fix(abs(Ad(LSP(k,2),LSP(k,1),LSP(k,3)))/T)
,1);

      %update the size of st 
     bitCount=bitCount+1; 
     if(bitCount>bitSize) 
      st=[st zeros(1,bitInc)]; 

bitSize=bitSize+bitInc;
     end 
      % End update size of st. 
   end

   % End refinement pass. 
   OldLSPcount=LSPcount-1; 
   T=T/2; 

end
%End SPIHT 
% How many bits was actually used? 
bitCount=bitCount-1;
% Only return the actual bits used. 
st=st(1:bitCount);
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F WP-contraints (Matlab) 
function pVector=wpconstraints(nIndex,T) 
% Test the wavelet packet constraints for node nIndex in tree T 

% Handle boundary case. 
if(nIndex==0)
   pVector=[0]; 
   return; 
end

level=ind2lev(nIndex);
path=ind2path(nIndex);

% Reverse the traversal to find the spatial parent 
% Start at the root for all spatial parents (LLL-branch). 
tmpIndex=1;
for k=1:level 
 tmpIndex=8*tmpIndex+path(1,k);    
end
% tmpIndex will now be pointing to the spatial parent of nIndex. tmpIndex will be a valid node in the 
tree  
% since the premis is that T is a valid frequency tree. If tmpIndex isn't a valid node then the children of  
% nIndex (which do exist since nIndex is a candidate for pruning) would be on a level at least one 
above
% their corresponding spatial parent which in turn contradict the fact that T is a valid frequency tree. 
To  
% test rule A (in Constrained wavelet packets for tree-structured video coding algorithms, Hosam  
% Khalil,Arnaud Jacquin,Christine Podilchuk) we simply have to test if tmpIndex is a leaf, in which 
case  
% the pruning does not violate rule A. If we are in the root subband it is always OK to prune. 
if(isequal(unique(path),[1]))
   ruleA=1; 
else

% If ruleA~=0 then the pruning is OK. 
   ruleA=istnode(T,tmpIndex);
end

% Not OK to prune. 
if(ruleA == 0)
   pVector=[]; 
   return; 
end
% If we get this far it is OK to prune with respect to rule A. 
% Test rule B from the article mentioned above. 
% It is ok to prune nIndex, perhaps with some constraints 
pVector=[nIndex];

% Index for the next node to check rule B for 
pvCount=1;
notDone=1;
while(notDone)
   thisPrune=pVector(1,pvCount); 
   pruneLevel=ind2lev(thisPrune); 
   path=ind2path(thisPrune); 

   % nIndex is a spatial parent so check rule B for this node. 
   if(path(1,1) == 1)

      % Take care of the special case that this is the root band. 
      if(isequal(unique(path),[1]))
         childRootVector=zeros(1,7); 
         for k=1:7 
            childRootVector(1,k)=nIndex+k; 
         end

         % Special case childs 
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      % Not the specal case    
      else

         % Remove the leading one in path. The alorithm maps the spatial parent path 
         childRootIndex=path(1,2);

     % in the frequency tree, removing the leading one, to the child part of the 
          % frequency tree. This mimics the way spatial parent-child relations are defined in an 
octave

    % band decomposition. 
         for k=3:size(path,2)
            childRootIndex=8*childRootIndex+path(1,k);
         end

         % end finding spatial child root node. 
         % This is the root of the tree containing all children of thisPrune 

         childRootVector=[childRootIndex];
      end 

    % Traverse the tree/trees of children check for nodes which have to be pruned 
      childCount=1; 
      childNotDone=1; 
      while(childNotDone) 
         thisChild=childRootVector(1,childCount); 
         thisLevel=ind2lev(thisChild); 
         if(thisLevel == pruneLevel) 

           % This node has to be pruned 
          if(~istnode(T,thisChild))
           pVector=[pVector thisChild]; 

 end
            % End node need pruning 
          % There mutst be one more level. so add all frequency childs of this node to the nodes to 
be

% checked
         else

childRootVector=[childRootVector thisChild*8+1
 thisChild*8+2 thisChild*8+3 thisChild*8+4 thisChild*8+5 
thisChild*8+6 thisChild*8+7 thisChild*8+8];     
end

         % End treatment of this child          
         if(childCount == size(childRootVector,2)) 
            childNotDone=0; 
         end

         % End termination condition test 
         childCount=childCount+1; 
      end

      % End while loop testing childs. 
   end

   % End spatial parent test. 

   % We have no checked all nodes wich might be pruned? 
   if(pvCount==size(pVector,2)) 
      notDone=0; 
   end 
 pvCount=pvCount+1;    
end
% End rule B test 
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G WP-decomposition (Matlab) 
function [Awp,Tvector]=wpdecomp3d2(A,maxLevel,wname) 
% Compose Awp which is decomposed according to the tree T 

% Grow the full tree. 
[Awp,costVector]=makewptree3d(A,maxLevel,wname);

% Use the matlab function maketree. This is mostly because  
% there exist tree utillity functions (nodejoin,plottree). 
% The nodeindices in the tree are in breadth-first order. 
Tvector=maketree(8,maxLevel);

xDim=size(Awp,2);
yDim=size(Awp,1);
zDim=size(Awp,3);

notDone=1;
tested=[];
for level=maxLevel-1:-1:0 
   Ttmp=maketree(8,level); 
   parentVector=Ttmp(1,1:size(Ttmp,2)-1); 
   notDone=1; 
   tested=[]; 
   while(notDone) 

    parentIndex=parentVector(1,1);    

      % Test against the decomposition constraints to eliminate all pruning candidates which 
      % will give raise to invalid frequenzy trees 

     pruneVector=wpconstraints(parentIndex,Tvector); 

      % The pruneVector will contain all nodes which will have to be pruned if parentIndex is 
pruned. 

      % If pruneVector is empty it is illegal to prune parentIndex 
     if(~isempty(pruneVector)) 

          % Assuming the parentVector is sorted. 
       wdiff=0; 
       for l=1:size(pruneVector,2) 

 tmpIndex=pruneVector(1,l); 
          eParent=costVector(1,tmpIndex+1); 

              % Sum over the childs in the vector. 
% The cost vector indices ares biased by 1relative to the node indices.    
eChilds=sum(costVector(1,tmpIndex*8+2:tmpIndex*8+9));
wtmp=eParent-eChilds;
wdiff=wdiff+wtmp;

       end
% End prune cost accumulation. 

       % If we should prune, record this. 
       if(wdiff < 0)  

 for l=1:size(pruneVector,2) 
 tmpIndex=pruneVector(1,l); 

           tested=[tested tmpIndex];    
           Awp=composenode(Awp,tmpIndex,Tvector,wname);    
           Tvector=nodejoin(Tvector,tmpIndex); 
          end

              % End recording the pruning in the tree. 
       else 

         % The parent should have the least cost in its subtree. 
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costVector(1,parentIndex+1)=sum(costVector(1,parentIndex*8+
2:parentIndex*8+9));

        tested=[tested parentIndex];    
      end    

      end
         % Constraint test 
     tested=[tested parentIndex]; 
      parentVector=setdiff(parentVector,tested); 
        % These are the nodes that possibly could be pruned. 
      if(isempty(parentVector))

          % The transform is done 
   notDone=0; 
    end 
 end  
 % End this level for-loop 
end
% End level for-loop 
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H Reorder/inverse reorder 

H.1 Reorder 

function Awp=wpreorder(Awp,T) 
xDim=size(Awp,2);
yDim=size(Awp,1);
zDim=size(Awp,3);

maxParent=max(ceil(T(1,1:size(T,2)-1)/8)-1);
% This is also the level of the root band, since it is the parent of all other bands. 
maxLevel=ind2lev(maxParent);
for k=1:maxLevel 

 % pVector will be a sorted vector (unique is used in parentonlevel).   
% pVector will contain parent nodes at the specified level. 
pVector=parentonlevel(T,maxLevel-k+1);

% Skip the first parent since this is part of the octave band structure.    
for l=2:size(pVector,2) 

   rIndex=pVector(1,l); 
% Get the coordinates for the sub-band to reorder 
[xStart,xEnd,yStart,yEnd,zStart,zEnd]=ind2coord(rIndex,xDim,yDim

,zDim);

% Do a reordering of the sub-band 
Awp(yStart:yEnd,xStart:xEnd,zStart:zEnd)=reorder(Awp(yStart:yEnd
,xStart:xEnd,zStart:zEnd),2^(k-1));

% Update the tree. When we are done it will look like an octave-band tree 
T=nodejoin(T,rIndex);

   end 
end

H.2 Inverse reorder 

function Awp=iwpreorder(Awp,T) 
% Special case where no decomposition was made 
if(T(1,1) == 0)

Tre=T;
return;

end
xDim=size(Awp,2);
yDim=size(Awp,1);
zDim=size(Awp,3);

maxLev=ind2lev(max(T(1,1:size(T,2)-1)));
octT=buildoctavetree3d(maxLev);
for k=1:maxLev 
   spltnodes=setxor(childonlevel(T,k),childonlevel(octT,k)); 
    % spltnodes conains the nodes we have to split on this level 

 for l=1:size(spltnodes,2)
tmpIndex=spltnodes(1,l);

[xStart,xEnd,yStart,yEnd,zStart,zEnd]=ind2coord(tmpIndex,xDim,yD
im,zDim);

Awp(yStart:yEnd,xStart:xEnd,zStart:zEnd)=ireorder(Awp(yStart:yEnd,
xStart:xEnd,zStart:zEnd),2^(maxLev-k-1));
    % Update the tree to reflect the split. When we are done octT will look like T.    

octT=nodesplt(octT,tmpIndex);
   end 
end
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I Tree coding/decoding 

I.1 Coding 

function [maxLevel,nrBits,data]=tree2str(T) 

maxLevel=ind2lev(max(T(1,1:size(T,2)-1)));

cumProd=8;
cumSum=1;
for k=1:maxLevel 
   cumSum=cumSum+cumProd; 
   cumProd=cumProd*8; 
end
nrNodes=cumSum;

nodes=0:nrNodes-1;
notDone=1;
nrBits=0;
data=[];
while(~isempty(nodes))
   currNode=nodes(1,1); 
   processedNodes=[currNode]; 
   if(isnode(T,currNode)) 
      % This is a leaf 
   if(istnode(T,currNode))
    % In binary 10     
  data=[data 2];  

nrBits=nrBits+2;
      % This is an inner node    
   else
       % Are all children leafs? 

childrenAreLeafs=1;
childBase=currNode*8;
for k=1:8; 

currChild=childBase+k;
processedNodes=[processedNodes currChild]; 
% Not all children leafs 
if(istnode(T,currChild) == 0)

childrenAreLeafs=0;
% Remove the extra child nodes added since these need more processing. 
processedNodes=processedNodes(1,1);
break;

end
end
if(childrenAreLeafs)

% Binary 0 
data=[data 0];
nrBits=nrBits+1;

else
% Binary 11 
data=[data 3];
nrBits=nrBits+2;

end
end

end
% Remove the currNode and any possible child nodes. 

   nodes=setxor(nodes,processedNodes);
end
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I.2 Decoding 

function Tret=str2tree(str,nrBits,lev) 

[Tret,NB]=maketree(8,lev);

currIndex=0;
nextSymbol=1;
bitCount=0;
% This will contain nodes which have all children as leafs. 
parentsOfTerminals=[];
while(bitCount<nrBits)
   currSymb=str(1,nextSymbol);
   % Note that in these lines we use side info. We know that each symbol is stored 
   % separatly. In a real implementation this is not a problem since we use a  
   % prefix-free code. 
   nextSymbol=nextSymbol+1; 

   if(currSymb == 2) % 10 binary 
      % This was a leaf node so join its offspring (in the constr. tree). 
      Tret=nodejoin(Tret,currIndex);
      bitCount=bitCount+2; 
   % 0 binary.    
   elseif(currSymb == 0)
      % This is a parents of a terminal. 
      parentsOfTerminals=[parentsOfTerminals currIndex];
      % All currIndex's childs are leafs so join their descendant trees. 
      childBase=8*currIndex;
      for k=1:8 
         childIndex=childBase+k; 
         Tret=nodejoin(Tret,childIndex); 
      end 
    bitCount=bitCount+1;    
   else
      % This was a regular inner node, do nothing exept notify that we have processed this one. 
    bitCount=bitCount+2;    
   end 

   % Find the next unprocessed node in the tree. 
   notDone=1; 
   while(notDone) 
      currIndex=currIndex+1; 
      if(isnode(Tret,currIndex))

         % If parentsOfTerminals is empty it can be ignored 
         if(isempty(parentsOfTerminals))
            break; 
         elseif 

(isempty(find(parentsOfTerminals == ceil(currIndex/8)-
1)))

              % This is to check that currIndex has not implicitly been processed as the child of an all  
% child-leaf node. 

            break; 
         end
      end 

      % This should never occur, but to protect from infinite loops. 
      if(currIndex >= NB)
         break; 
      end 
   end 
end
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J Tables & Charts 

J.1 Table 1 
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J.2 Chart 1 
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J.3 Table 2 
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J.4 Chart 2 
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J.5 Table 3 
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J.6 Table 4 
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J.7 Chart 3 
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J.8 Table 5 
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J.9 Chart 4 
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