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To my family

Abstract
The main topic of this thesis is integer quadratic programming with applications to problems arising in the areas of automatic control and communication. One of the most
widespread modern control methods is Model Predictive Control (MPC). In each sampling time, MPC requires the solution of a Quadratic Programming (QP) problem. To
be able to use MPC for large systems, and at high sampling rates, optimization routines
tailored for MPC are used. In recent years, the range of application of MPC has been
extended to so-called hybrid systems. Hybrid systems are systems where continuous dynamics interact with logic. When this extension is made, binary variables are introduced
in the problem. As a consequence, the QP problem has to be replaced by a far more
challenging Mixed Integer Quadratic Programming (MIQP) problem, which is known to
have a computational complexity which grows exponentially in the number of binary optimization variables. In modern communication systems, multiple users share a so-called
multi-access channel. To estimate the information originally sent, a maximum likelihood
problem involving binary variables can be solved. The process of simultaneously estimating the information sent by multiple users is called Multiuser Detection (MUD). In this
thesis, the problem to efficiently solve MIQP problems originating from MPC and MUD
is addressed. Four different algorithms are presented. First, a polynomial complexity preprocessing algorithm for binary quadratic programming problems is presented. By using
the algorithm, some, or all, binary variables can be computed efficiently already in the
preprocessing phase. In numerical experiments, the algorithm is applied to unconstrained
MPC problems with a mixture of real valued and binary valued control signals, and the
result shows that the performance gain can be significant compared to solving the problem using branch and bound. The preprocessing algorithm has also been applied to the
MUD problem, where simulations have shown that the bit error rate can be significantly
reduced compared to using common suboptimal algorithms. Second, an MIQP algorithm
tailored for MPC is presented. The algorithm uses a branch and bound method where the
relaxed node problems are solved by a dual active set QP algorithm. In this QP algorithm,
the KKT systems are solved using Riccati recursions in order to decrease the computational complexity. Simulation results show that both the proposed QP solver and MIQP
solver have lower computational complexity compared to corresponding generic solvers.
Third, the dual active set QP algorithm is enhanced using ideas from gradient projection methods. The performance of this enhanced algorithm is shown to be comparable
with the existing commercial state-of-the-art QP solver CPLEX for some random linear
MPC problems. Fourth, an algorithm for efficient computation of the search directions
in an SDP solver for a proposed alternative SDP relaxation applicable to MPC problems
with binary control signals is presented. The SDP relaxation considered has the potential
to give a tighter lower bound on the optimal objective function value compared to the
QP relaxation that is traditionally used in branch and bound for these problems, and its
computational performance is better than the ordinary SDP relaxation for the problem.
Furthermore, the tightness of the different relaxations is investigated both theoretically
and in numerical experiments.
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Populärvetenskaplig sammanfattning
Denna avhandling handlar om hur vissa metoder från optimeringslära kan användas för att
lösa problem inom reglerteknik och kommunikation, samt hur dessa metoder kan göras
snabbare genom att specialanpassas för dessa tillämpningar. Inom reglertekniken är Modellprediktiv reglering (MPC) en av de mest använda moderna reglerstrategierna. MPC är
en tidsdiskret metod, vilket betyder att viktiga storheter i systemet mäts med vissa tidsintervall. Efter varje mätning löses ett optimeringsproblem för att kunna hitta det bästa sättet
att påverka systemet fram till nästa mättidpunkt.
Ett problem med MPC är att om systemet som ska styras är komplext, eller om det
som ska styras ändrar sig snabbt, blir det en utmaning att lösa optimeringsproblemet på
den ofta korta tid som finns tillgänglig mellan mättidpunkterna. Ett sätt att minska dessa
problem är att använda optimeringsverktyg som är specialanpassade för MPC. På senare
år har användningsområdet för MPC ökat och metoden har blivit användbar för alltmer
avancerade uppgifter.
Denna avhandling fokuserar på styrning av system som bara kan påverkas på ett fixt
antal sätt eller där det finns egenskaper hos systemet som bara kan anta ett fixt antal
värden. Matematiskt representeras denna egenskap i avhandlingen som noll eller ett, det
vill säga binärt. Exempelvis kan ofta elementet i en ugn bara styras i termer av ”på” eller
”av”. Ett exempel där det finns inre egenskaper hos ett system med denna egenskap är en
vattentank, där egenskapen ”full” bara kan anta värdena ”sant” eller ”falskt”. Det visar sig
att det är ofta en väl så svår uppgift att styra ett system som innehåller dessa binära inslag,
jämfört med att styra ett system där motsvarande egenskap kan anta alla värden mellan
noll och ett. Speciellt blir det svårt om det finns många sådana egenskaper i systemet,
eftersom det då finns en risk att alla möjliga kombinationer av dessa egenskaper måste
testas för att avgöra vilken som är bäst. Problemet får exponentiell komplexitet, vilket i
det här fallet i princip innebär att problemet blir dubbelt så svårt att lösa för varje extra
sådan egenskap. Optimeringsproblemet vilket måste lösas efter varje mätning blir då av
typen Mixed Integer Quadratic Programming (MIQP).
I moderna kommunikationssystem delar många användare på en och samma kanal.
Principen är densamma som om en telefonlinje har flera användare i varje ände. Så länge
personerna i samma ände inte har samma röst går det principiellt att särskilja dem, även
om de talar i mun på varandra. Denna princip kallas i telekommunikationssammanhang
för Code Division Multiple Access (CDMA) och används då flera mobiltelefoner samtidigt använder samma frekvenser vid samma tidpunkter. Även detta problem kan formuleras matematiskt som en typ av MIQP-problem. Detta beror på att mobiltelefonernas
kommunikation sker med ettor och nollor. Optimeringsproblemet som ska lösas kan sägas ha funktionen att avgöra om det är troligast att det var en etta eller en nolla som den
sändande mobiltelefonen skickade.
I avhandlingen presenteras fyra olika algoritmer, för att lösa problem av den här typen. Den första algoritmen som presenteras i avhandlingen är en så kallad preprocessingalgoritm. Generellt sett är det en algoritm som körs före att den egentliga lösningsalgoritmen appliceras på problemet. I det här fallet utnyttjas en viss egenskap som finns hos både
MPC-problemet och CDMA-problemet för att på ett snabbt och enkelt sätt kunna bestämma det optimala värdet på en eller flera binära storheter i problemet. Den andra algoritmen
i avhandlingen kan användas för att snabba upp den mest beräkningskrävande delen av
vii
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en generell algoritm för att lösa MPC-problem för system innehållande binära storheter.
Eftersom det kan vara mycket tidskrävande att testa alla kombinationer av nollor och ettor
i problemet är det önskvärt att på något sätt reducera antalet kombinationer som potentiellt sett skulle kunna vara optimala. Ett sätt är att tillfälligt släppa på kravet att storheten i
problemet antingen ska vara noll eller ett och istället tillåta dem att vara vilket värde som
helst mellan noll och ett. Genom att lösa ett optimeringsproblem där denna förenkling har
gjorts kan information fås som kan användas för att utesluta många av de möjliga kombinationerna från att vara optimala. Ofta måste många sådana här förenklade (relaxerade)
problem lösas innan lösningen till det ursprungliga problemet hittas. Därför är det viktigt
att de kan lösas snabbt. Algoritmen som presenteras i avhandlingen är specialgjord för
att lösa förenklade problem av den här typen som har sitt ursprung i ett MPC-problem
med binära variabler. Den tredje algoritmen bygger vidare på den andra algoritmen. De
ändringar som har gjorts innebär att prestandan har kunnat ökats ytterligare. Den fjärde
och sista algoritmen bygger vidare på den tidigare använda metoden där ett svårt problem
löses genom att lösa många förenklade problem. Idén med den fjärde algoritmen är att
lösa andra typer av förenklade problem för att kunna förkasta ett ännu större antal kombinationer som annars måste testas. Även den fjärde algoritmen utnyttjar egenskaper hos
MPC-problemet för att snabbare kunna lösa det resulterande optimeringsproblemet.
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Notational Conventions

Symbols, Operators and Functions
Notation
A  ()0
x ≥ (>)y
AT
A−1
diag(X1 , X2 , . . .)
diag(x1 , x2 , . . .)
diag(x)
I, (In )
0

1, (1n )
A(i,:)
A(:,i)
xi
rank A
kxkQ
N (µ, σ 2 )
cov (n(t), n(τ ))

Meaning
A positive (semi)definite matrix.
Componentwise (strict) inequality for vectors x and y.
Reduces to a scalar inequality for scalar x and y.
Transpose of matrix A.
Inverse of matrix A.
Block diagonal matrix with matrices X1 , X2 ,. . . placed
along the diagonal.
Diagonal matrix with diagonal elements x1 , x2 ,. . .
Diagonal matrix with diagonal elements x1 , x2 ,. . .
Identity matrix (with n rows).
When used in a block of a matrix or in a block of a vector,
0 denotes a matrix, or a vector, with all elements equal to
zero.
A vector (with n components) with all components equal
to 1.
Row i of matrix A (M ATLAB notation).
Column i of matrix A (M ATLAB notation).
Component i of vector x.
Rank of matrix A.
Weighted `2 -norm for vector x with weight matrix Q.
Gaussian distribution with mean µ and variance σ 2 .
Covariance between random variables n(t) and n(τ ).
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Notational Conventions

Notation
argmin f (x)

Meaning
The optimal solution to min f (x).
x

x

dom f (x)
sign
L
g
p∗
d∗
relint C
|C|
C{
bxc
∇f
∇2 f
x←y
tr X

Domain of function f .
Signum function.
Lagrangian.
Lagrange dual function.
Optimal primal objective function value.
Optimal dual objective function value.
Relative interior of set C.
Cardinality of set C.
Complement of set C.
The floor function. Gives the largest integer less than or
equal to x.
Gradient of a function f .
Hessian of a function f .
Assignment. x is assigned the value of y.
Trace of a matrix X.

Sets
Notation
R
Rn
Rn++
Rn×m
Z
Sn
Sn+
Sn++
n
{0, 1}

Meaning
Set of real numbers.
Set of real vectors with n components.
Set of positive real vectors with n components.
Set of real matrices with n rows and m columns.
Set of integers.
Set of symmetric matrices with n rows.
Set of symmetric positive semidefinite matrices with n
rows.
Set of symmetric positive definite matrices with n rows.
Set of vectors with n binary components.

Abbreviations and Acronyms
Abbreviation
ACC
BER
BQP
CDMA
CP
DMC

Meaning
Adaptive Cruise Control
Bit Error Rate
Binary Quadratic Programming
Code Division Multiple Access
Constraint Programming
Dynamic Matrix Control
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Abbreviation
ELC
FDMA
GBD
IP
KKT
LC
LP
LQR
MBQP
MILP
MINLP
MIP
MIPC
MIQP
ML
MLD
MMPS
MPC
mp
MUD
OA
PWA
QCQP
QIP
QP
SDP
SNR
SOCP
SQP
TDMA

Meaning
Extended Linear Complementarity
Frequency Division Multiple Access
Generalized Benders Decomposition
Interior Point
Karush-Kuhn-Tucker
Linear Complementarity
Linear Programming
Linear Quadratic Regulator
Mixed Binary Quadratic Programming
Mixed Integer Linear Programming
Mixed Integer Non-Linear Programming
Mixed Integer Programming
Mixed Integer Predictive Control
Mixed Integer Quadratic Programming
Maximum Likelihood
Mixed Logical Dynamical
Max-Min-Plus-Scaling
Model Predictive Control
multi-parametric
Multiuser Detection
Outer Approximation
Piecewise Affine
Quadratically Constrained Quadratic Programming
Quadratic Integer Programming
Quadratic Programming
Semidefinite Programming
Signal to Noise Ratio
Second Order Cone Programming
Sequential Quadratic Programming
Time Division Multiple Access

1
Introduction

Already from the very beginning, man has had a wish to control phenomena in her surrounding. Through the years, she has learned how to act and how to affect things to make
them behave as desired. As this knowledge has grown, more advanced courses of events
have become possible to control. With modern technology, various kinds of processes
can be controlled. Half a million years ago it was considered challenging to control fire.
Today, it is considered challenging to control fusion processes and autonomous airplanes.
Without thinking about it, most people are constantly trying to do things in an optimal
way. It can be anything from looking for discounts to minimize the cost at the weekly
shopping tour, to finding the shortest path between two cities. When to choose between a
long queue and a short queue, most people choose the short one in order to minimize the
time spent in the queue. Most of these everyday problems are solved by intuition and it
is often not crucial to find the absolutely best solution. These are all examples of simple
optimization problems. Unfortunately, there are many important optimization problems
not that easy to solve. Optimization is used in many areas and is in many cases a very
powerful tool. Common, and more advanced, examples are to minimize the weight of
a construction while maintaining the desired strength or to find the optimal route for an
airplane to minimize the fuel consumption. In these cases, it can be impossible to solve
the problems by intuition. Instead, a mathematical algorithm executed in a computer, an
optimization routine, is often applied to the problem.
In this thesis, control is combined with optimization. The desire is to control optimally, in some sense. A common optimal control problem is to make the controlled process follow a desired trajectory, while minimizing the power applied. Often, the words
process and system are used interchangeable. A classical controller found by optimization is the widely used so-called Linear Quadratic Regulator (LQR). In that framework,
a linear system is assumed to be controlled. In practice, all systems are, more or less,
non-linear. Therefore, in order to be able to fit into the LQR framework, they are treated
as approximately linear systems. A very frequently occurring non-linearity in practical
applications is that it is not possible to affect the system arbitrarily much. For example,
5
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when using full throttle in a car, the car cannot accelerate any faster. Such a limitation is
called a constraint. As a consequence, a desire has been to extend LQR to handle systems
with constraints. In the past twenty years, such an extension has been developed and it is
commonly known as Model Predictive Control (MPC).
When classical physical processes and computers interact, more advanced optimization problems have to be solved in order to use MPC. In such systems, it is not unusual
that on-off-control is used. In more advanced examples, logical rules are embedded in the
system. To be able to control optimally, the controller has to be aware of these rules and
take them into account when the optimal action is being computed. How to solve these
more advanced optimization problems is the main topic of this thesis.
After this introduction, a more precise background is given in Section 1.1. The publications on which this thesis is based, are listed in Section 1.2. A thesis outline is given in
Section 1.3. The chapter is concluded in Section 1.4, where the contributions constituting
the foundation of this thesis are summarized.

1.1

Background and Motivation

MPC is one of the most widespread modern control principles used in industry. One of
the main reasons for its acceptance is that it combines the ability of controlling multivariable systems with the ability to easily add constraints on states and control signals
in the system. One of the main ideas behind MPC is to formulate a discrete-time, finite
horizon, control problem similar to LQR as a Quadratic Programming (QP) problem. In
the QP framework, linear constraints on control signals and states can easily be formulated
as linear inequalities. In order to get a control signal to apply to the system in each discrete
time step, a QP problem is solved on-line. Because the optimization is performed online, there is a need for efficient QP optimization routines. As the optimization routines
become more efficient and the hardware more powerful, larger systems at faster sampling
rates become possible to control by MPC.
During the past ten years, the interest of using MPC for controlling systems containing a mix of continuous dynamics and logical rules has arisen. Unfortunately, when this
problem is formulated as an optimization problem, the resulting optimization problem is
no longer a QP problem, but a Mixed Integer Quadratic Programming (MIQP) problem.
These problems involve binary variables, which make the problem much harder to solve
than an ordinary QP problem. Therefore, there has emerged a need for efficient optimization routines for MIQP problems. In state-of-the-art QP solvers for MPC, the problem
structure is utilized in order to decrease the computational effort needed. The need for
efficient optimization routines for MPC involving binary variables forms the main motivation for this thesis, where MIQP methods tailored for MPC are considered.
In modern communication systems, several users share a so-called multi-access channel, where the information sent by different users is separated by the use of orthogonal, or
almost orthogonal, codes. In those systems, the information is represented as a sequence
of bits, that is, zeros and ones. At the receiver, it is natural to search for the information
most likely sent by the sender. This problem can be formulated using statistical methods
and the resulting problem is an optimization problem where a quadratic objective function
is to be minimized and the optimization variables are the bits sent by the senders. If all
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users are considered simultaneously, the problem is a Multiuser Detection (MUD) problem. Since the bits are examples of binary variables, the resulting problem is a so-called
Binary Quadratic Programming (BQP) problem, which can be considered as a special
case of an MIQP problem, but where only binary optimization variables are present and
where there are no constraints.

1.2

Publications

The thesis is based on the following publications, where the author is the main contributor:
D. Axehill and A. Hansson. A preprocessing algorithm for MIQP solvers with applications to MPC. In Proceedings of the 43rd IEEE Conference on Decision and
Control, pages 2497–2502, Atlantis, Paradise Island, Bahamas, Dec. 2004.
D. Axehill, F. Gunnarsson, and A. Hansson. A preprocessing algorithm applicable
to the multiuser detection problem. In Proceedings of RadioVetenskap och Kommunikation, Linköping, Sweden, June 2005.
D. Axehill, F. Gunnarsson, and A. Hansson. A low-complexity high-performance
preprocessing algorithm for multiuser detection using Gold sequences. Provisionally
accepted for publication in IEEE Transactions on Signal Processing, Jan. 2008.
D. Axehill and A. Hansson. A mixed integer dual quadratic programming algorithm
tailored for MPC. In Proceedings of the 45th IEEE Conference on Decision and
Control, pages 5693–5698, Manchester Grand Hyatt, San Diego, USA, Dec. 2006.
D. Axehill and A. Hansson. A dual gradient projection quadratic programming algorithm tailored for mixed integer predictive control. Technical Report LiTH-ISY-R2833, Department of Electrical Engineering, Linköping University, SE-581 83 Linköping,
Sweden, Dec. 2007.
D. Axehill, L. Vandenberghe, and A. Hansson. On relaxations applicable to model
predictive control for systems with binary control signals. In Preprints of the 7th IFAC
Symposium on Nonlinear Control Systems, pages 200–205, Pretoria, South Africa,
Aug. 2007.
D. Axehill, A. Hansson, and L. Vandenberghe. Relaxations applicable to mixed integer predictive control – comparisons and efficient computations. In Proceedings of
the 46th IEEE Conference on Decision and Control, pages 4103–4109, Hilton New
Orleans Riverside, New Orleans, USA, Dec. 2007.

1.3

Thesis Outline

The thesis is organized as follows. Part I contains an overview of the optimization theory,
control theory and communication theory related to the results presented in this thesis.
Parts of the material have previously been published in [3]. Part I serves as a background
for Part II, which contains a collection of papers containing the results of this thesis.
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Outline of Part I

This part provides background information. Chapter 2 contains the necessary optimization background. Chapter 3 starts with an introduction to linear MPC, followed by an
extension of the method to Mixed Logical Dynamical (MLD) systems. Also, different
optimization methods for linear MPC as well as for MPC for MLD systems are surveyed.
In the end of the chapter, two systems in MLD form are introduced that will serve as
benchmark examples in several of the papers presented in Part II. In Chapter 4, MUD and
Code Division Multiple Access (CDMA) are explained.

1.3.2

Outline of Part II

In this part, the results of this thesis are summarized in the form of a collection of papers.
The papers are:
Paper A: A Preprocessing Algorithm for MIQP Solvers with Applications to
MPC

This paper is an edited version of [4]. In this paper, a preprocessing algorithm applicable
to unconstrained BQP and MIQP problems is presented. The algorithm is applied to an
unconstrained MPC problem with a mix of binary valued and real valued control signals.
Simulation results indicate that a significant amount of computational time can be saved
by combining branch and bound with the proposed preprocessing algorithm compared to
using branch and bound without the preprocessing algorithm.
Paper B: A Low-Complexity High-Performance Preprocessing Algorithm for
Multiuser Detection using Gold Sequences

This paper is an edited version of [12]. In this paper, the BQP preprocessing algorithm
presented in Paper A is applied to the MUD problem. It is shown that the performance
in the synchronous MUD problem is very good compared to some ordinary suboptimal
detectors when signature sequences with low cross-correlation are used.
Paper C: A Mixed Integer Dual Quadratic Programming Algorithm Tailored for
MPC

This paper is an edited version of [6]. In this paper, a dual active-set quadratic programming algorithm is developed. The algorithm is tailored for MPC problems and for solving
similar problems repeatedly, that is, so-called warm starts can be performed very efficiently. The solver is incorporated as a part of a branch and bound algorithm for MIQP
problems in order to be able to efficiently solve the optimization problems originating
from MPC problems for hybrid systems. The results from numerical experiments indicate that the computational complexity is significantly decreased compared to a generic
comparable solver, both in the case when the proposed QP solver used stand-alone, and
when it is incorporated as part of an MIQP solver.

1.4
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Paper D: A Dual Gradient Projection Quadratic Programming Algorithm
Tailored for Mixed Integer Predictive Control

This paper is an edited version of [7]. In this paper, the performance of the algorithm
in Paper C is significantly increased by combining the ideas in Paper C with ideas from
gradient projection methods. The result is a high-performing QP algorithm which is tailored for MPC, has good warm-start properties, and has good performance also in the
case when many inequality constraints are present in the problem.
Paper E: On Relaxations Applicable to Model Predictive Control for Systems
with Binary Control Signals

This paper is an edited version of [11]. In this paper, Semidefinite Programming (SDP)
relaxations are considered for unconstrained MPC problems with binary inputs. An alternative relaxation that is new to this application is introduced. It is shown to have the
potential to provide tighter bounds than the ordinary QP relaxation and lower computational complexity than the ordinary SDP relaxation. Furthermore, different relaxations
applicable to the problem are related both theoretically and in computational experiments.
Paper F: Relaxations Applicable to Mixed Integer Predictive Control –
Comparisons and Efficient Computations

This paper is an edited version of [10]. In this paper, the work in Paper E is extended. After the extension, also problems involving inequality constrained systems can be solved.
Furthermore, it is shown how the SDP relaxation introduced in Paper E can be very efficiently computed by utilizing the specific structure in the problem, which originates from
the fact that the underlying problem is an MPC problem. It is shown that the computational complexity in practice will grow roughly linearly in the prediction horizon if the
proposed algorithm is used.

1.4

Contributions

This thesis is based on both previously published, [4–6, 9–11], and previously unpublished results. The main contributions of this thesis are:
• A new preprocessing algorithm applicable to the BQP and MIQP problems is presented. The algorithm is introduced in [4], where it is applied to MPC problems
with a mix of binary valued and real valued control signals. In [9, 12] the algorithm
is applied to the MUD problem where it is shown that it can improve the Bit Error
Rate (BER) performance of existing suboptimal detectors at a moderate computational cost. Furthermore, it is also shown how it can be combined with an optimal
detector in order to solve the MUD problem exactly with a reduced computational
cost.
• In [6] a new active set QP algorithm tailored for MPC is presented. It is shown
that if the dual QP problem is explicitly derived, it gets a structure which makes it
possible to apply an algorithm built on similar ideas as the one presented in [68].
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Furthermore, it is shown that this dual active set algorithm can be useful both in
itself as a QP solver tailored for linear MPC problems, but also as a part of an
MIQP solver built on the branch and bound method. In [7], the ideas from [6] are
combined with ideas from gradient projection methods into a new algorithm which
is the first algorithm that combines ideas from gradient projection, utilizes the MPC
problem structure, and is working in the dual space. It is also shown how it can be
used as an important part of an MIQP solver tailored for MPC.
• In [10] and [11], simulation studies are performed to evaluate the performance of
different types of relaxations applicable to MPC for hybrid systems. Furthermore,
an alternative SDP relaxation for the hybrid MPC problem is introduced. The optimization ideas used to derive this new relaxation are not new, but the resulting
relaxation has not previously been used in the context of MPC problems involving
binary variables. It is shown that it can be expressed as a QP problem in a special
case, and that it in this special case can improve the computational performance of
a branch and bound method using the ordinary QP relaxation. Furthermore, it is
shown in [10] that the computational performance of the alternative SDP relaxation
can be improved by utilizing problem structure.

Part I

Background
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Optimization

Optimization is the procedure of finding an optimal solution to a problem. The optimal
solution is the best solution in some sense. In what sense it can be considered best is
given by the choice of the objective function, or cost function. The cost function can
for example be chosen as the cost for producing a product or it can be the road distance
between two places. Often there are restrictions on which solutions that are allowed. For
example, if the shortest road between two places is sought, it is natural to restrict the
possible solutions to those not suggesting breaking the law by proposing a one-way road
in an illegal direction. Such restrictions are called constraints.
In this chapter, basic notions in optimization are presented. The notation is chosen
similar to the one in [39].

2.1

Introduction and Basic Concepts

This section is opened with the definitions of a convex set, a convex function and a concave function. The first two definitions are illustrated in Figure 2.1.
Definition 2.1 (Convex set). A set C is convex if for any x1 , x2 ∈ C and any θ ∈ [0, 1]
θx1 + (1 − θ) x2 ∈ C

(2.1)

Convex sets are thoroughly discussed in, for example, [39].
Definition 2.2 (Convex function). A function f : Rn → R is convex if dom f is a convex set and if for all x, y ∈ dom f and θ ∈ [0, 1]

f θx + (1 − θ) y ≤ θf (x) + (1 − θ) f (y)
(2.2)
If this inequality holds strictly whenever x 6= y and θ ∈ ]0, 1[, the function f is strictly
convex.
13
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y, f (y)

θf (x) + (1 − θ) f (y)

x, f (x)

(a) Convex function.
x2
θx1 + (1 − θ) x2

x1

(b) Convex set.

Figure 2.1: Illustrations of the Definitions 2.1 and 2.2.
Important examples of convex functions, as well as operations that preserve convexity,
can be found in [39].
Definition 2.3 (Concave function). A function f : Rn → R is concave if −f is convex
and strictly concave if −f is strictly convex.
In this thesis, an optimization problem
minimize

f0 (x)

subject to

fi (x) ≤ 0,
hi (x) = 0,

x

i = 1, . . . , m
i = 1, . . . , p

(2.3)

where f0 : Rn → R, fi : Rn → R and hi : Rn → R is said to be on standard form. The
function f0 (x) is called the objective function, or cost function, fi (x), i = 1, . . . , m
denote the inequality constraint functions and hi (x), i = 1, . . . , p denote the equality
constraint functions. If there are no constraints, the problem is said to be unconstrained.
The domain of the optimization problem is the intersection of the domains of the objective
function and the constraint functions
D=

m
\
i=0

dom fi ∩

p
\

dom hi

(2.4)

i=1

If a point x ∈ D satisfies all equality constraints and all inequality constraints, it is said
to be feasible. If there exists at least one such point, the problem is said to be feasible.
Otherwise, the problem is said to be infeasible.
An important special case of (2.3) is when the functions fi (x), i = 0, . . . , m are
convex and the functions hi (x), i = 1, . . . , p are affine, that is, hi (x) = aTi x − bi .
Then (2.3) is called a convex optimization problem. Since the objective function is convex
and the intersection of the sets defined by the constraints is convex, a convex optimization
problem means that a convex function is minimized over a convex set. A fundamental
property of convex optimization problems is that a local optimal solution is also a global
optimal solution.

2.1
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Define the optimal objective function value p∗ of (2.3) as
p∗ = inf {f0 (x) | fi (x) ≤ 0, i = 1, . . . , m, hi (x) = 0, i = 1, . . . , p}

(2.5)

where p∗ is allowed to take on the values +∞ and −∞. A point x∗ is called an optimal
point, or an optimal solution, to (2.3) if x∗ is feasible and f0 (x∗ ) = p∗ . If there exists an
optimal solution to (2.3), the optimal value is said to be attained, or achieved. If there does
not exist any optimal point, the optimal value is not attained. If the problem is unbounded
from below, that is p∗ = −∞, the optimal objective function value is not attained.
Example 2.1
Consider the unconstrained optimization problem
minimize
x

x2

(2.6)

The optimal solution is x∗ = 0 and the optimal objective function value p∗ = 0 is attained.

Example 2.2
As an example of a problem where the optimal objective function value is not attained,
consider
minimize arctan(x)
(2.7)
x
where p∗ = − π2 , but the optimal objective function value is not attained.

The domain of a convex function can be included in the definition of the function by
defining the function value to +∞ outside the domain
(
f (x), x ∈ dom f
˜
f (x) =
(2.8)
∞, x 6∈ dom f
Here, f˜(x) is called the extended-value extension of the convex function f (x). The domain of the unextended function can be recovered by
n
o
dom f = x | f˜(x) < ∞
(2.9)
In this thesis, all convex functions are assumed extended. Another important concept is
equivalent problems.
Definition 2.4 (Equivalent problems). Two optimization problems are said to be equivalent if the optimal solution of the two problems coincide, or the solution of the first problem can be trivially computed from the solution of the second problem and vice versa.
To illustrate Definition 2.4, a simple example of later conceptual relevance is shown.
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Example 2.3
Consider the following unconstrained quadratic optimization problem
minimize
x

C1 x2 + C2

(2.10)

An infinite number of equivalent optimization problems to (2.10) can be found by varying
C1 > 0 and C2 . That is, all of them has the same optimal solution. It is extremely
important to realize that they are not the same problems. For example, in this case the
optimal objective function value varies with C1 and C2 .
One application of equivalent problems is to consider a simpler, but equivalent, problem
compared to the original problem. For example, choosing C2 = 0 reduces problem (2.10)
to a problem with only a pure quadratic term.

2.2

Duality

The concept of duality is very important in optimization. The reason to consider a dual
problem is to get an alternative formulation of the optimization problem that is more computationally attractive or has some theoretical significance, [51]. When discussing duality,
no assumption of convexity has to be made, even though such an assumption enables the
use of more powerful results. Early work on duality for nonlinear programming can be
found in, for example, [46, 47, 105].

2.2.1

The Lagrange Dual Problem

In the derivation of a dual optimization problem, the Lagrangian L : Rn × Rm × Rp → R
associated with (2.3) plays an important role. The Lagrangian is defined as
L(x, λ, ν) = f0 (x) +

m
X

λi fi (x) +

p
X

νi hi (x)

(2.11)

i=1

i=1

where dom L = D × Rm × Rp . The variables λi and νi are the Lagrange multipliers associated with inequality constraint i and equality constraint i, respectively. The vectors of
Lagrange multipliers λ and ν are called the dual variables associated with problem (2.3).
When the Lagrangian is minimized with respect to the primal variables for a given λ
and ν, the Lagrange dual function g : Rm × Rp → R
!
p
m
X
X
νi hi (x)
(2.12)
g(λ, ν) = inf L(x, λ, ν) = inf f0 (x) +
λi fi (x) +
x∈D

x∈D

i=1

i=1

is obtained.
An important operation that conserves convexity is the pointwise infimum of a set
of concave functions, which is a concave function. Since the Lagrange dual function is
affine in (λ, ν), it is precisely a pointwise infimum of a set of concave functions and is
therefore concave. This holds without any assumptions of convexity of the problem (2.3),

2.2
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that is, the Lagrange dual function is a concave function also in the case when (2.3) is not
a convex problem.
An important property of the Lagrange dual function is that for any λ ≥ 0, the following inequality holds
g(λ, ν) ≤ p∗
(2.13)
That is, the dual function gives lower bounds on the optimal objective function value.
Actually, the dual function gives lower bounds on the objective function value for all
feasible x. When g(λ, ν) = −∞, the inequality (2.13) still holds, but it is vacuous.
Since (2.13) for λ ≥ 0 gives lower bounds on the optimal objective function value, it
is interesting to find the pair (λ, ν) that gives the best lower bound. This pair can be found
as the solution to the optimization problem
maximize

g(λ, ν)

subject to

λ≥0

λ,ν

(2.14)

This problem is called the Lagrange dual problem associated with (2.3). Note that there
exist other dual problems. Example of other dual formulations for nonlinear programs
are the Wolfe dual, [105], and the Dorn dual for quadratic programs, [46]. In this thesis,
the Lagrange dual will be used exclusively, hence the word dual will be used, without
ambiguity, as short for the Lagrange dual. To summarize the terminology, (2.3) is called
the primal problem and (2.14) is called the dual problem. A pair (λ, ν) is called dual
feasible if λ ≥ 0 and g(λ, ν) > −∞. Since the objective function to be maximized
in (2.14) is concave and the feasible set is convex, the dual optimization problem is a
convex problem independently of whether the primal problem (2.3) is convex or not. The
optimal dual objective function value is denoted d∗ .

2.2.2

Weak and Strong Duality

In the previous section, it was seen that by solving the dual problem, the best possible
lower bound on the primal optimal objective function value can be found. The inequality (2.13) holds specifically for the dual optimal pair (λ∗ , ν ∗ ) and thus
d ∗ ≤ p∗

(2.15)

This inequality is called weak duality. Weak duality holds even if the primal problem
is non-convex, or if d∗ or p∗ are infinite. Using the extended-value extension, infinite
values can be interpreted as primal or dual infeasibilities. For example, if the primal is
unbounded from below, that is p∗ = −∞, it follows from (2.15) that d∗ = −∞, which
means that the dual is infeasible. The difference p∗ − d∗ is called the optimal duality gap
and is always non-negative.
For some problems the inequality (2.15) holds with equality, that is,
d ∗ = p∗

(2.16)

which means that the lower bound found from the dual problem is tight and the duality
gap is zero. This important property is called strong duality. Unfortunately, strong duality
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does not hold in general. It often holds for convex problems, but not necessarily. Conditions guaranteeing strong duality are called constraint qualifications. One well-known
constraint qualification is Slater’s condition. Let the primal problem be in the form
minimize

f0 (x)

subject to

fi (x) ≤ 0,
Ax = b

x

(2.17)

i = 1, . . . , m

Tm
where f0 , . . . , fm are convex functions. The domain is assumed D = i=0 dom fi . The
following two theorems are given without proofs and are based on the discussion in [39,
p. 226].
Theorem 2.1 (Slater’s theorem)
For the convex optimization problem (2.17), strong duality holds if there exists an
x ∈ relint D such that
fi (x) < 0, i = 1, . . . , m,

Ax = b

(2.18)

A verbal formulation of Theorem 2.1 is that if there exist strictly feasible primal
points, strong duality holds. If some of the inequality constraints are affine, then it is
sufficient that a weaker condition holds.
Theorem 2.2 (Slater’s theorem, refined)
For the convex optimization problem (2.17), strong duality holds if there exists an
x ∈ relint D such that
fi (x) ≤ 0, i = 1, . . . , k,

fi (x) < 0, i = k + 1, . . . , m,

Ax = b

(2.19)

where fi (x), i = 1, . . . , k are affine functions.
Remark 2.1. If all constraints are affine, and dom f0 is open, then condition (2.19) in
Theorem 2.2 is reduced to feasibility of the primal problem.
A consequence of Theorem 2.1 and Theorem 2.2 is that the dual optimal objective
function value is attained whenever d∗ > −∞, that is, whenever the dual is feasible.

2.3

Optimality Conditions

In this thesis the so-called Karush-Kuhn-Tucker (KKT) conditions for optimality are used.
They are used as necessary conditions for optimality for optimization problems with differentiable objective function and constraint functions, and for which strong duality holds.
If the problem is convex they are also sufficient according to the following theorem, based
on the discussion in [39, pp. 243–244].
Theorem 2.3 (KKT)
Consider the optimization problem (2.3). Assume that it is convex, that fi (x), i =
0, . . . , m and hi (x), i = 1, . . . , p are differentiable and that strong duality holds. Then
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the following so-called Karush-Kuhn-Tucker (KKT) conditions are necessary and sufficient conditions for x∗ and (λ∗ , ν ∗ ) to be primal respectively dual optimal points
fi (x∗ ) ≤ 0,
hi (x∗ ) = 0,
λ∗i ≥ 0,
λ∗i fi (x∗ ) = 0,
∇f0 (x∗ ) +

m
X

λ∗i ∇fi (x∗ ) +

i=1

p
X

i = 1, . . . , m
i = 1, . . . , p
i = 1, . . . , m
i = 1, . . . , m

νi∗ ∇hi (x∗ ) = 0

(2.20a)
(2.20b)
(2.20c)
(2.20d)
(2.20e)

i=1

Proof: See [39, p. 244].

2.4 Steepest Descent and Newton Methods
So far, it has not been mentioned how an optimal solution to an optimization problem
can be found. In this section, some fundamental algorithms that perform this task are
introduced, namely descent methods. This section serves as a short background to the
discussion in Section 2.5.3 and in Section 2.6. The presentation is based on the ones
found in [39] and in [84]. Descent methods are methods that generate a sequence xk ,
k = 1, . . . where
xk+1 = xk + αk sk
(2.21)
and where αk > 0 except when xk is optimal. The vector sk is called the step or search
direction. The scalar αk is called the step length at step k, that is, the length of the step
from the point xk in the direction sk . The sequence that is produced satisfies
f (xk+1 ) < f (xk )

(2.22)

until an optimal xk has been found. There are several possible choices of the search
direction sk . However, in order to satisfy the condition in (2.22), it must satisfy
∇f (xk )T sk < 0

(2.23)

that is, it must make an angle strictly less than π/2 radians with the negative gradient. If
sk satisfies this condition, it is called a descent direction. An outline of a generic descent
method is found in Algorithm 2.1. The two main operations in this algorithm are the
computation of the search direction sk and the step length αk . Hence, these two will now
be further described.
During the line search in iteration k, the objective function is either approximately
or exactly minimized along the ray defined by {xk + αk sk |αk ≥ 0}. In practice, it is
most common to use inexact line searches. However, for some optimization problems,
the minimizer αk∗ can be found efficiently or analytically. One such case is described in
Paper D. In the inexact line search methods, sk is chosen such that the objective function
reduction is “sufficient”. For a more thorough description of these methods, see [39]
or [84].
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Algorithm 2.1 Generic descent algorithm
Compute a feasible starting point x0 .
while Stopping criterion is not satisfied do
Compute a search direction sk .
Compute αk by performing a line search in the direction sk .
xk+1 ← xk + αsk
k ←k+1
end while
As discussed earlier, there is a freedom in the choice of the search direction sk . Two
commonly used search directions are the steepest descent direction and the Newton direction. The steepest descent direction is the direction in which the objective function
decreases most rapidly in a neighborhood of the current point xk . By using the definition
of the scalar product, it is easy to see that this direction is
sk = −

∇f (xk )
kf (xk )k

(2.24)

The drawback with this search direction is that it can result in slow convergence on difficult problems, specifically when the Hessian of f (x) is ill-conditioned around the optimal
point. The convergence rate when the steepest descent direction is used is linear, which
means that the distance to the optimum decreases with at least a positive constant factor
strictly less than one in each iteration. See Appendix C for a more thorough description
of convergence rates. An advantage with the method is that it does not require computation of ∇2 f (xk ). The Newton direction is found from the second-order Taylor-series
expansion of the objective function
1
f (xk + s) ≈ f (xk ) + sT ∇f (xk ) + sT ∇2 f (xk )s , mk (s)
2

(2.25)

around the current point xk . This approximation serves as a quadratic model of the original objective function. Assume that ∇2 f (xk )  0. Then, the Newton step sk is defined
as the minimizer to the quadratic model mk (s), that is
−1
sk = − ∇2 f (xk )
∇f (xk )
(2.26)
The main advantage of the Newton method is that the convergence rate becomes quadratic
instead of linear as for the steepest descent method. The major drawback of using the
Newton direction is that it can be rather computationally demanding since it requires the
computation of the Hessian of the original objective function. Note that, if the original
objective function is quadratic and strictly convex, the quadratic model is no approximation but exact. As a consequence, the minimizer to the original problem is in this case
found in one iteration of Algorithm 2.1. A compromise between the simplicity of the
steepest descent method and the rapid convergence of the Newton method is offered by
the quasi-Newton methods, where an approximation of the Hessian is used to obtain a
superlinear convergence rate.
The stopping criterion in Algorithm 2.1 is often of the form k∇f (x)k2 ≤ , where 
is a small non-negative number.
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2.5 Quadratic Programming
In this section, a Quadratic Programming (QP) problem in the form
minimize
x

subject to

1 T
x Hx + f T x
2
AE x = bE
AI x ≤ bI

(2.27)

is used, where x ∈ Rn , H ∈ Sn++ , f ∈ Rn and the rows in AE ∈ Rp×n are given by
the vectors in {ai ∈ Rn | i ∈ E} and the rows in AI ∈ Rm×n are given by the vectors
in {ai ∈ Rn | i ∈ I}. The column vectors bE and bI are analogously defined. The sets I
and E are finite sets of indices. The Lagrange dual function to (2.27) can be found by first
forming the Lagrangian
L(x, λ, ν) =

1 T
x Hx + f T x + λT (AI x − bI ) + ν T (AE x − bE )
2

(2.28)

and then minimizing with respect to the primal variables. Since H  0, the unique minimizer can be found from the first order necessary and sufficient conditions of optimality

∂L(x, λ, ν)
= Hx + f + ATI λ + ATE ν = 0 ⇔ x = −H −1 f + ATI λ + ATE ν (2.29)
∂x
Inserting (2.29) into (2.28) gives the following expression for the dual function
 
 
 AI
 λ
 T
1 T
−1
T
T
λ
ν
AI AE
H
g(λ, ν) = −
ν
AE
2
 
 λ
 

1
− f T H −1 ATI ATE + bTI bTE
− f T H −1 f
ν
2
Using (2.14), the dual problem is found to be
 
 
 AI
 T
 λ
1 T
−1
T
T
λ
ν
AI AE
H
maximize
−
−
AE
ν
λ,ν
2
 

 
 λ
1
− f T H −1 ATI ATE + bTI bTE
− f T H −1 f
ν
2
subject to

(2.30)

(2.31)

λ≥0

By changing the sign of the objective function and ignoring the constant term, (2.31) can
be written as an equivalent (see Definition 2.4) minimization problem
 
 
 AI
 T
 λ
1 T
−1
T
T
λ
ν
AI AE
H
+
minimize
AE
ν
λ,ν
2
 

 
 λ
(2.32)
+ f T H −1 ATI ATE + bTI bTE
ν
subject to

λ≥0
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Since the constraints of a QP are linear, it follows from Theorem 2.2 that if the primal
problem is feasible, strong duality holds. Furthermore, it can be shown that if the dual is
feasible, then the primal is feasible if and only if the dual optimal objective function value
is bounded from above. That is, the objective function values coincide also in the case the
primal is infeasible. For details, see Paper D.
Remark 2.2. Note that the optimal solutions of (2.31) and (2.32) coincide. But, the
optimal objective function values do not generally coincide. This is extremely important
to remember when working with weak and strong duality results. These results relate the
optimal objective function value of (2.27) to the optimal objective function value of (2.31),
but not to the optimal objective function value of (2.32).
The great structural advantage with the dual problem (2.31), or (2.32), compared to
the primal problem (2.27), is that the latter only has simple non-negativity constraints. A
consequence of the simple constraint structure is that the origin is always a feasible solution. Furthermore, the simple structure of the constraints enables the use of the efficient
gradient projection algorithm, which allows more rapid changes to the working set (see
Section 2.5.1) compared to a classical active set algorithm, [85]. More advantages of the
dual formulation are presented in Section 2.5.2. Early work on duality for QPs can be
found in [46], [47] and [45]. The dual problem to a QP is considered in several books.
Some examples are [85], [51] and [16]. For an extensive bibliography on QP, see [60].

2.5.1

Active Set Methods

An inequality constrained QP can be solved by, for example, an interior point method or
an active set method. In this thesis, the focus will be on active set methods. A well-known
example of an active set method for linear programs is the simplex method. As soon
will be apparent, the notion “active set” allude to the way the method works. To solve
an equality constrained QP is rather straightforward. An active set solver reduces the
problem of solving the inequality constrained problem to solving a sequence of equality
constrained problems. In this text, a step in this solution sequence will be referred to
as a QP iteration. The material presented in this section is based on [85] and [51]. The
problem to be solved is of the type in (2.27), with H ∈ Sn+ . However, in each QP iteration
an equality constrained QP with m ≤ n number of constraints is considered:
minimize
x

subject to

1 T
x Hx + f T x
2
Ax = b

(2.33)

where A ∈ Rm×n has full row rank, that is rank A = m. If A does not have full row rank,
the constraints are either inconsistent or some constraints are redundant in which case they
can be deleted without changing the solution to the problem. Using the equation Ax = b,
m variables can be eliminated from the problem by expressing them in the other n − m
remaining variables. Choose matrices Y ∈ Rn×m and Z ∈ Rn×(n−m) such that Y Z
is non-singular. Further, Z and Y should satisfy AY = I and AZ = 0. That is, one
solution to Ax = b is given by x = Y b. Since this solution in general is non-unique, an
arbitrary solution to Ax = b can be written as
x = Y b + ZxZ

(2.34)
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where xZ ∈ Rn−m . The linearly independent columns of Z can be interpreted as a
basis for the nullspace of A. If (2.34) is inserted into (2.33), the following unconstrained
optimization problem is obtained
minimize
xZ

1 T T
2 xZ Z HZxZ

+ (f + HY b)T ZxZ + 12 bT Y T HY b + f T Y b

(2.35)

Note that the last two terms in the objective function are constants and can therefore be
omitted. The result is an equivalent optimization problem which can be identified as a QP
on the form (2.27) without constraints. The matrix Z T HZ is considered as the Hessian
of the reduced problem and is called the reduced Hessian. Its properties are of importance
when solving (2.33). The vector Y b was chosen to be one solution of Ax = b, that is, in
many cases there is freedom in this choice. This freedom can be used to choose Y such
that good numerical properties are obtained.
The KKT conditions for an optimization problem on the form (2.33) can be written as
a system of linear equations
  
   
x
−f
H AT x
K
=
=
(2.36)
ν
ν
b
A
0
The following lemma taken from [85] gives sufficient conditions for non-singularity of
the KKT matrix K.
Lemma 2.1
Let A have full row rank and assume that the reduced-Hessian matrix Z T HZ is positive
definite. Then the KKT matrix K in (2.36) is non-singular and there is a unique pair of
vectors (x∗ , ν ∗ ) satisfying (2.36).
Proof: See [85, p. 445].
Actually, a more powerful result can be shown. The following theorem is taken
from [85].
Theorem 2.4
Suppose that the conditions of Lemma 2.1 are satisfied. Then the vector x∗ satisfying (2.36) is the unique global solution of (2.33).
Proof: See [85, p. 446].
Before inequality constraints are considered, a definition of the active set is necessary.
Definition 2.5 (Active set). The set

A(x) = E ∪ i ∈ I | aTi x = bi

(2.37)

where x is any feasible point, is called the active set at x.
The active set in optimum, A(x∗ ), is called the optimum active set. An active set
solver has a set containing the indices of the constraints that are treated as equality constraints in the current iteration. This set is called the working set and is in iteration k
denoted Wk . If A(x∗ ) would have been known in advance, the problem could have been
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solved as an equality constrained problem of the type (2.33), where the constraints are
those being indexed by A(x∗ ). If an active set solver is supplied with an initial working
set W0 , which does not differ much from A(x∗ ), the problem can often be quickly solved.
This idea is used in so-called warm starts, where information from a previous optimal solution is used to quickly reoptimize after a minor change to the problem. Unfortunately,
A(x∗ ) is in general not known in advance. Therefore, W0 has to be initialized in some
way. This can be done by making a guess of A(x∗ ), or simply by taking W0 = E.
As previously mentioned, in an active set QP solver a sequence of equality constrained
problems of the type in (2.33) is solved. Between the solution of each such problem, an
inequality constraint is either added to the working set or removed from the working set.
After the working set has been changed, a new optimization problem in the sequence is
considered. This is done by solving the corresponding KKT system of the type in (2.36).
Therefore, it is necessary to solve systems of this type efficiently. For generic QP solvers
there exist a number of different methods for how this can be performed. However, for the
problems considered in this thesis, the KKT system has a special structure, which makes it
possible to solve it using Riccati recursions. Thus, the standard methods are not surveyed
in this text. Some references to standard methods are, for example, [85] and [51].
It is important that all rows indexed by Wk are linearly independent, otherwise the
constraints are either inconsistent or redundant. If this requirement is satisfied for W0 , the
algorithm to be presented guarantees that it will also be satisfied for Wk in all subsequent
iterations, [85].
Let xk be a feasible solution to the constraints indexed by Wk in iteration k. It is
not known whether xk minimizes the objective function subject to the constraints indexed
by Wk or not. Further, let x̂k+1 denote the optimal solution subject to the constraints
indexed by Wk . The step necessary to take from xk to reach x̂k+1 is then calculated
as pk = x̂k+1 − xk . If x̂k+1 is feasible with respect to all constraints in the original
problem, xk+1 is computed according to xk+1 = x̂k+1 . Otherwise, xk+1 is chosen as
xk+1 = xk + αk pk where αk is the largest number in [0, 1] for which xk+1 is feasible.
Since xk and x̂k+1 satisfy the constraints in Wk , so does xk+1 since
AWk xk+1 = AWk (xk + αk (x̂k+1 − xk ) )
= AWk xk + αk (AWk x̂k+1 − AWk xk ) = bWk

(2.38)

This follows from the fact that AWk x̂k+1 = bWk and AWk xk = bWk , independently
of αk . The matrix AWk and the vector bWk contain the rows corresponding to the constraints in the current working set. Hence, after a step of arbitrary length in the direction
x̂k+1 − xk , the resulting point is always feasible with respect to Wk . If αk < 1, there is
an inequality constraint blocking the way towards the optimum. Consider the inequality
constraint with index i. It can be written as aTi (xk + αk pk ) = aTi xk + αk aTi pk ≤ bi . If
aTi pk ≤ 0, the constraint remains to be satisfied for an arbitrary αk ≥ 0. On the contrary,
if aTi pk > 0, then αk has to satisfy
αk ≤

bi − aTi xk
aTi pk

(2.39)

Of course, if the optimum has been reached before a constraint blocks the search, αk is
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chosen to 1. Summarizing, αk is chosen as

αk = min 1,
min

i6∈Wk , aT
i pk >0



bi − aTi xk
aTi pk


(2.40)

where pk = x̂k+1 − xk . The constraints for which the minimum in (2.40) is achieved are
called the blocking constraints. Two extremes are when αk = 1 or αk = 0. The first one
is already discussed, the second one occurs if there exists an i 6∈ Wk such that aTi xk = bi ,
that is, constraint i is active in xk , and aTi pk > 0. The new working set Wk+1 is formed
by adding a blocking constraint to the old working set Wk . The procedure is repeated, and
new constraints are added until x̂k+1 = xk . When this occurs, xk minimizes the objective
function over the working set Wk . The Lagrange multipliers for the equality constrained
problem are now computed. The difference between a Lagrange multiplier corresponding
to an equality constraint and a Lagrange multiplier corresponding to an inequality constraint, is that the latter must be non-negative. Consequently, if λ̂i ≥ 0, ∀ i ∈ Wk ∩ I,
then the Lagrange multipliers for all inequality constraints treated as equality constraints
in the last subproblem, are feasible. As a result, the KKT condition (2.20c) is satisfied
for xk . Lagrange multipliers for inequality constraints not in the working set, are set to
zero. If there exists an index j ∈ Wk ∩ I such that λ̂j < 0, the KKT condition (2.20c)
is not satisfied and the objective function value can be decreased by dropping constraint j
from the working set. This conclusion can be drawn from sensitivity analysis. If there
exist negative multipliers, the index corresponding to one of them is removed from the
working set and a new subproblem with this constraint removed is solved. In [85], it is
shown that this strategy generates a search direction in the next subproblem that is feasible with respect to the dropped inequality constraint. Even though it is possible to drop
any of the constraints corresponding to a negative multiplier, the most negative multiplier
is often chosen in practice. This choice can be motivated using sensitivity analysis. From
this analysis it follows that the decrease in the objective function value when a constraint
is dropped is proportional to the multiplier associated with that constraint.
In every QP iteration, the KKT conditions (2.20a) and (2.20b) are satisfied because the
initial point x0 is feasible and all subsequent αk are chosen such that primal feasibility
is maintained. The complementary slackness condition (2.20d) is satisfied by the construction of the active set algorithm. In every iteration, x̂k+1 satisfies the KKT condition
in (2.20e) with all λ̂i , i 6∈ Wk ∩ I set to zero. If the signs of all multipliers corresponding
to inequality constraints in the current working set are non-negative, then also the KKT
condition (2.20c) is satisfied. In this case, all KKT conditions are satisfied and hence a
global optimal solution to the problem has been found. If H ∈ Sn++ , then the unique
global optimal solution has been found.
When implementing an active set QP algorithm, it is common to make the variable
substitution p = x̂k+1 − xk , and formulate the subproblems directly in p. However, in
Algorithm 2.2, x̂k+1 is explicitly computed instead of p. Apart from this modification,
Algorithm 2.2 is similar to the algorithm given in [85]. In this reference, convergence
properties of the algorithm are discussed. This discussion also covers cycling of the active
set algorithm, which means that a sequence of additions and deletions of constraints to
and from the working set is repeated without the algorithm making any progress towards
the optimum. If not detected and aborted, this sequence is repeated until the maximum
allowed number of iterations is reached. There are procedures to handle cycling, but
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Algorithm 2.2 Active set QP algorithm for convex QP
1: Compute a feasible starting point x0 .
2: Define the maximum number of iterations as kmax .
3: Set W0 to be a subset of the active constraints at x0 .
4: k ← 0
5: while k < kmax do
6:
Given Wk , compute x̂k+1 .
7:
if x̂k+1 = xk then
8:
Compute Lagrange multipliers λ̂i .
9:
if λ̂i ≥ 0, ∀i ∈ Wk ∩ I then
10:
x∗ ← xk
11:
STOP
12:
else
13:
j ← argmin λ̂j
j∈Wk ∩I

14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:

xk+1 ← xk
Wk+1 ← Wk \ {j}
end if
else
Compute αk according to (2.40).
xk+1 ← xk + αk (x̂k+1 − xk )
if αk < 1 then
Set j to be the index of one of the blocking constraints.
Wk+1 ← Wk ∪ {j}
else
Wk+1 ← Wk
end if
end if
k ←k+1
end while
No solution was found in kmax iterations.

according to [85], most QP implementations simply ignore the possibility of cycling.
An active set algorithm requires a feasible initial point x0 . One approach is to use a
Phase I method, [85], where a linear optimization problem is solved to generate a feasible
starting point for the QP. Another approach is to use the big-M method, [85], where a
weighted infinity norm of the amount of infeasibility is added to the objective function as
a penalty.

2.5.2

Dual Active Set Quadratic Programming Methods

In this section, a motivation is given to why active set methods working on the dual QP
problem are preferable in the application considered in this thesis. The QP method presented in Section 2.5.1 is a primal feasible active set method. This means that it starts in a
primal feasible point. Primal feasibility is thereafter maintained in all subsequent QP iter-
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ations. The main drawback with the primal method is that a primal feasible starting point
has to be obtained before the actual optimization can start. As described in Section 2.5.1,
if a feasible starting point cannot be obtained by, for example, practical knowledge of
the problem, a Phase I algorithm can be applied to find such a point. According to [58],
the authors computational experience indicates that on average between one-third to onehalf of the total effort needed to solve a QP with “typical primal algorithms” is spent in
Phase I. Comparing the primal QP problem in (2.27) and the dual QP problem in (2.31),
it is clear that it is easier to find a feasible starting point to the dual problem than to the
primal problem. For example, the origin is always a feasible starting point to the dual
problem. To find a feasible starting point to the primal problem, the in general more difficult constraints in (2.27) have to be satisfied. According to [85], the simple structure of
the constraints in the dual problem enables efficient use of the gradient projection method
when solving the dual problem. The advantage with a gradient projection method, compared to a classical active set method as the one presented in Algorithm 2.2, is that rapid
changes to the working set are allowed. As a consequence, the number of QP iterations
can be reduced.

2.5.3

Gradient Projection Quadratic Programming Methods

A drawback with the active set method presented in Section 2.5.1, is that after each change
of the working set (adding or dropping a constraint), a linear system of equations in the
form in (2.36) has to be solved in order to get the new search direction. In problems
with many constraints, there might be a considerable number of constraints that have to
be added or dropped before the optimal working set has been identified, and hence, there
might be a considerable number of linear systems in the form in (2.36) to solve before the
optimal solution is found. In the simplest form, gradient projection methods are basically
steepest descent methods where the steepest descent direction is “bent” such that is stays
feasible if it hits an inequality constraint. This is illustrated in Figure 2.2. To get a more
rapid convergence, the basic steepest descent method is often used in combination with
another, more rapidly convergent, method. Furthermore, other search directions than the
steepest descent direction may be used and projected. However, it should be mentioned
that such directions have to be chosen with some care, as discussed in [34] and in Paper D.
The process of “bending” the search direction is called projection of the search direction,
hence the name gradient projection. This procedure makes it possible to encounter several
constraints during a line search along the search direction without recomputing the search
direction, that is, the sometimes computationally expensive search direction computation
is utilized as much as possible. This property is especially important in optimal control
applications where often many control inputs are at their boundaries at the optimum, [33].
The gradient projection idea has been considered in several articles, and it exists in
different variants. The gradient projection algorithm presented in Paper D is inspired by
the algorithm presented in [84]. This algorithm can be found in this section as Algorithm 2.3, and it will now be explained. During this discussion, a generic QP problem in
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xk

[xk + αp]

+

Figure 2.2: The figure illustrates how the points along the line starting in the point
xk in the direction p are projected back onto the positive orthant during the operation
+
[xk + αp] . The resulting path is piecewise linear.
the form
minimize

Q(x) =

subject to

x≥0

x

1 T
x Hx + f T x
2

(2.41)

is considered. The two main operations in the algorithm are the gradient projection operation on line 9, and the improvement operation on line 10. During the gradient projection
operation, a search for the first local minimizer is performed from the starting point xk in
the negative gradient direction. If constraints are encountered during the search, the search
direction is bent as described above. The local minimizer found is called the Cauchy point
and is denoted xc . The Cauchy point plays an important role for the convergence properties of an algorithm. Basically, a step that is at least as good as a step to the Cauchy
point guarantees global convergence. For further details, see [84]. If a step to the next
Cauchy point is taken in each iteration, without extra improvement by another algorithm,
the convergence rate will be rather slow (linear) and the algorithm will basically implement a steepest descent method. Therefore, given a point xc good enough to guarantee
convergence, an attempt is performed on line 10 to improve on that point, in order to get
a better convergence rate. Variables that are at their bounds at xc will be forced to remain
there during the improvement operation. During that operation, a subspace minimization
problem in the form
minimize
x

subject to

1 T
x Hx + f T x
2
xi = 0, i ∈ A(xc )
xi ≥ 0, i ∈
/ A(xc )
Qs (x) =

(2.42)

is solved, where A(xc ) = {i : xci = 0}. In order to obtain global convergence, it is not
necessary to solve the problem in (2.42) exactly. The requirement on the approximate
solution x+ is that it is not worse than xc and that it is feasible with respect to the feasible
set in (2.41). Since it might be almost as difficult to solve as the original problem, it is
often not desirable to solve it exactly. One possible choice is to run a conjugated gradient
method on the subspace defined by the equality constraints in (2.42), and either abort
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Algorithm 2.3 Gradient projection algorithm for QP, [84]
1: Compute a feasible starting point x0 .
2: Define the maximum number of iterations as kmax .
3: k ← 0
4: while k < kmax do
5:
if xk satisfies the KKT conditions for (2.41) then
6:
x∗ ← xk
7:
STOP
8:
end if
9:
Starting in xk , find the Cauchy point xc .
10:
Find an approximate minimizer x+ to the subproblem in (2.42), such that
Q(x+ ) ≤ Q(xc ) and such that x+ is feasible with respect to the constraints in
the problem in (2.41).
11:
xk+1 ← xk
12:
k ←k+1
13: end while
14: No solution was found in kmax iterations.

it as soon as an inequality constraint is encounter, or continue the conjugated gradient
iterations while ignoring the inequality constraints and projecting this solution back onto
the feasible set.
If the algorithm in Algorithm 2.3 approaches a solution x∗ at which the Lagrange
multipliers associated with all the active inequality constraints are non-zero, that is, strict
complementarity holds, the active sets A(xc ) generated by the algorithm are equal to the
optimal active set for all k sufficiently large, [84]. If this property does not hold, the active
set might not settle down at the optimal one, [84], which means that constraint indices
might repeatedly leave and enter the active set on consecutive iterations. Convergence
properties of gradient projection methods are further discussed in, for example, [40], [41],
and in [54].
The gradient projection algorithm has previously been successfully applied to optimal
control problems. See for example [33] and [34]. In both references, Riccati recursions
are used to decrease the computational complexity of certain parts of the algorithm. The
conclusion in [34] is that the algorithm performs very well for large scale optimal control
problems with “simple constraints” (that is, box constraints).
In Paper D, it is shown that the dual problem to an MPC problem can be interpreted as
a new MPC problem with lower bound constraints on some of the “control signals”. Since
the resulting QP problem has simple constraints, a gradient projection method is expected
to perform well when applied to this dual problem. In the paper, approximate Newton
steps are used to solve the subproblems in the form in (2.42). The computations performed
during this part of the algorithm are performed efficiently using Riccati recursions.
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Semidefinite Programming

In this section, Semidefinite Programming (SDP) will be introduced, and some basic properties will be discussed. The presentation is based on those in [39] and [106], and the
reader is referred to these two books for further details. SDP problems are optimization
problems that can be written in the form
minimize

tr CX

subject to

tr Ai X = bi , i = 1, . . . , p
X0

X

(2.43)

where the variable X ∈ Sn , and the constants C, A1 , . . . , Ap ∈ Sn . The problem in (2.43)
is said to be an SDP problem in standard form. As in linear programming, there are several
different alternative, but equivalent, standard forms. Note that, the SDP problems studied
in Paper E and in Paper F can be transformed into the form in (2.43). The SDP problem
can be seen as a generalization of the Linear Programming (LP) problem, and there exist
many similarities between LPs and SDPs. However, SDP is much more general and a
wide span of nonlinear convex optimization problems can be formulated and efficiently
solved as SDPs. There are several freely available SDP solvers, for example, SDPT3 and
S E D U M I. An excellent interface to a large number of solvers (SDP solvers as well as
other solvers) is YALMIP, [74].
As in the QP case, it is sometimes interesting to study the dual problem. The problem
dual to the one in (2.43) is, [106],
maximize
y,Z

subject to

bT y
p
X

yi Ai + Z = C

(2.44)

i=1

Z0
where the variables y ∈ Rp and Z ∈ Sn . Strong duality holds between the primal problem
in (2.43) and the dual problem in (2.44) if the problem in (2.43) is strictly feasible.

2.6.1

Interior Point Methods

As already has been seen in Section 2.5, inequality constrained optimization problems
are harder to solve than unconstrained or linear equality constrained problems. Especially, unconstrained or linear equality constrained QP problems can be solved by solving
a linear system of equations. As discussed in Section 2.5.1, active set methods provide a
method to solve the inequality constrained QP problem by solving a sequence of linear
equality constrained QP problems. Interior Point (IP) methods provide an alternative solution strategy to inequality constrained optimization problems. The two methods share the
idea of reducing the harder inequality constrained optimization problem into a sequence of
easier linear equality constrained quadratic problems. IP methods are applicable to a wide
variety of convex optimization problems with twice differentiable objective function, for
example, LP problems, QP problems, Quadratically Constrained Quadratic Programming
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Algorithm 2.4 Barrier method, [39]
Given µ > 1, initial barrier parameter s0 , max number of iterations kmax , and tolerance
ε > 0.
Compute a strictly feasible starting point X.
s ← s0
while k < kmax do
Compute X ∗ (s) by solving the problem in (2.46) using
Newton’s method starting at X. // Centering step
X ← X ∗ (s) // Update
if θ̄/s < ε then
STOP
end if
s ← µs // Improve constraint approximation
end while

(QCQP) problems and Geometric Programming (GP) problems. After some extensions,
IP methods can also be applied to SDP problems. In this thesis, the focus will be on how
they can be applied to SDP problems. For a more general presentation, see [39].
When an IP method is applied to a problem in the form in (2.43), the inequality constraints in the original problem are approximated using a barrier function. The barrier
function approaches infinity as the solution approaches the boundary of the feasible set
of the problem. The barrier function used for this problem is the generalized logarithmic
barrier function for the positive semidefinite cone Sn+ , that is
ψ(X) = log det X

(2.45)

By adding this barrier function to the objective function and introducing a barrier parameter s ∈ R++ , subproblems in the form
minimize

s tr CX − log det X

subject to

tr Ai X = bi , i = 1, . . . , p

x

(2.46)

are formed and solved for a fixed s using Newton’s method, which in turn solves the nonlinear problem by solving a sequence of, possibly equality constrained, quadratic problems. Hence, the solution of the original nonlinear generalized inequality constrained
optimization problem has been broken down into the solution of a sequence of linear
equation systems. The accuracy of the approximation of the inequality constraints by the
barrier function is controlled by the choice of the parameter s. A sequence of approximations with increasing accuracy in the approximation of the inequality constraints are
solved. The problem in (2.46) is sometimes called the centering problem, and the path
defined by the set of points X ∗ (s), for s > 0, is called the central path. A basic algorithm
for a barrier method can be found in Algorithm 2.4, where θ̄ denotes the sum of the degrees (see [39]) of the generalized logarithms for the cones. The degree of the generalized
logarithm in (2.45), is n, [39]. For a discussion of how to choose the parameters µ and
s0 , see [39].
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The Lagrangian for the problem in (2.46) is
L(X, ν) = s tr CX − log det X +

p
X

νi (tr Ai X − bi )

(2.47)

i=1

Hence, the KKT conditions for the centering problem in (2.46) are
sC − X −1 +

p
X

νi Ai = 0

i=1

(2.48)

tr Ai X = bi , i = 1, . . . , p
and to get the Newton step to the centering problem, the equations in (2.48) are linearized
at a point X 0 . The resulting linear system of equations is
X 0 ∆XX 0 +

p
X

νi Ai = X 0 − sC

i=1

(2.49)

tr Ai X = bi , i = 1, . . . , p
The solution to this system of equations gives the Newton step for the centering problem
and it is during the solution process of this linear system the main effort is spent in the
barrier method in Algorithm 2.4. In Paper F, it is shown how this system can be solved
efficiently for the SDP relaxation of the MIPC problem by utilizing problem structure.
In the barrier method and in primal-dual methods, the number of iterations necessary to
reach the optimum is in practice roughly independent of the problem size. Hence, the
computational complexity grows in practice roughly as the computational complexity of
solving the problem in (2.49). It should be mentioned that even though the proposed
Riccati method in Paper F for simplicity is illustrated on a basic barrier method like the
one in Algorithm 2.4, it is also applicable to a primal-dual IP method as the one described
in [101]. The reason for this is that the Newton-like equations necessary to solve in a
primal-dual method are essentially in the same form as the ones in a barrier method (the
block structure utilized in Paper F is preserved). This is further discussed in [39].

2.7

Mixed Integer Quadratic Programming

Mixed Integer Quadratic Programming (MIQP) is a special case of Mixed Integer NonLinear Programming (MINLP). At a first glance, the MIQP problem looks similar to
the ordinary QP problem in (2.27). There is however one important difference. The
optimization variables are not only allowed to be real valued, but also integer valued.
This “slight” modification turns the easily solved QP problem, into an NP-hard problem,
[107]. A common special case of MIQP is when the integer variables are constrained to
be 0 or 1. To use a precise notation, this problem is called a Mixed Binary Quadratic
Programming (MBQP) problem. The standard notation for MBQP seems, at least in the
control literature, to be MIQP. In what follows, the problem studied will be an MBQP, but
to keep the standard notation, it will be denoted MIQP. A survey considering Quadratic
Integer Programming (QIP) can be found in [103].
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2.7.1

Problem Definition

The mathematical definition of an MIQP problem is
minimize

x∈Rnc ×{0,1}nb

subject to

1 T
x Hx + f T x
2
AE x = bE
AI x ≤ bI

(2.50)

where f ∈ Rnc +nb and H ∈ Sn+c +nb . Further, let AE , AI , bE and bI be defined as
in (2.27) with n = nc + nb .
There exist several methods for solving MIQP problems. The four most commonly
used methods for these kind of problems are, [22]:
• Cutting plane methods
• Decomposition methods
• Logic-based methods
• Branch and bound methods
Several authors claim that branch and bound is the best method for mixed integer programs, [22]. In [52], a branch and bound method is compared to Generalized Benders
Decomposition (GBD), Outer Approximation (OA) and LP/QP based branch and bound.
The conclusion in this reference is that branch and bound is the superior method for solving MIQP problems. With a few exceptions, branch and bound is an order of magnitude
faster than any of the other methods. An important explanation to why branch and bound
is so fast is that the QP subproblems are very cheap to solve. This is not the case for
general MINLP, where several QP problems have to be solved in each node in the branch
and bound tree. In the MINLP case there exist important problem classes where branch
and bound is not the best method. A review of different methods of solving MIQP problems can be found in [103]. There exist several software for solving MIQP problems.
For M ATLAB, free software like YALMIP or miqp.m can be used. A commonly used
commercial software is CPLEX.
An important special case of MIQP is Binary Quadratic Programming (BQP), where
only binary variables are present. A BQP problem in the form
minimize
n
x∈{0,1}

b

1 T
2 x Hx

+ fT x

(2.51)

where H ∈ Sn+b and f ∈ Rnb is used in Paper A and in Paper B. The BQP problem
is known to be NP-hard, [69]. Most algorithms for this kind of problems either focus
on producing approximative solutions or on only handling various special cases of the
general problem, [55]. Some approximative heuristic algorithms can be found in, for example, [69], [17], [77] and [56]. After a reformulation, several combinatorial optimization
problems such as the maximum cut problem, the maximum clique problem, the maximum
vertex packing problem and the maximum independent set problem can all be written as
BQP problems, [77].
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Figure 2.3: This figure shows an example of a binary search tree for two binary
variables, x1 and x2 . In each node, represented as an ellipse, the corresponding
feasible set Si is shown. The symbol ? is used to denote that this variable is free to
be either 0 or 1.

2.7.2

Branch and Bound

If computational burden is not considered, the most straightforward approach to compute
the optimal solution to an optimization problem involving binary variables is to enumerate
all possible combinations of the binary variables, and for each such combination, compute
the optimal solution of any real variables also included in the problem. Thereafter, the
objective function values are compared and the solution, or solutions, generating the best
objective function value is taken as the optimal solution. However, for problems involving
many binary variables the computational burden will become overwhelming, since the
number of combinations of the binary variables is 2nb .
The conclusion from this introductory discussion is that there is a need for an algorithm that can find the optimal solution without enumerating all possible combinations
of the binary variables. One such algorithm is branch and bound, where it is most often
sufficient to explicitly enumerate only some of the possible combinations. Unfortunately,
the worst case complexity is still exponential and the number of combinations necessary
to enumerate, and solve an optimization problem for, is problem dependent. Most of the
derivation of, and the motivation for, the branch and bound algorithm come from [107]
and [53].
Denote the feasible set of the optimization problem considered S. In the branch and
bound method, S is split into K smaller sets such that
S=

K
[

Si

(2.52)

i=1

This partitioning is performed in several steps. The partitioning is at first coarse, but is
in later steps more and more refined. The partitioning can be represented using a tree
structure. An example of a tree is given in Figure 2.3. The tree in Figure 2.3 is a so-called
binary search tree, which is a special case of a general search tree and is the type of tree
of interest for the MIQP problems considered in this text. The ellipses in the tree are
called nodes. The rows of nodes in the tree are called levels. The top node is called the
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root node. In a binary search tree, all nodes except the nodes in the bottom of the tree
have two nodes connected to the lower side of the node. These two nodes are called the
children of the node above, and the node above is called the parent node of the two child
nodes. Note that the root node does not have a parent node. Similarly, the nodes at the
bottom of the tree do not have any children. These nodes are called leaves. One of the
features of branch and bound is that the entire tree is not known from the beginning. Only
the parts of the tree needed in the solution process are expanded.
The optimal solution over the set S can be computed by optimizing over the smaller
sets separately according to
z i∗ = minimize f0 (x), i ∈ {1, . . . , K}
x∈Si
 i∗
∗
z = min
z

(2.53)

i∈{1,...,K}

The optimal solution over S is found as the optimal solution to the subproblem with the
lowest optimal objective function value. Note that the leaves in the tree in Figure 2.3
contain the different combinations of the binary variables that have to be investigated if S
in the example is to be explored by complete enumeration. Hence, if it is necessary to
solve all of the problems represented by the leaves, there is no gain in using the branch
and bound method. The important question to answer is whether it is possible to use the
structure of the tree in order to reduce the number of leaves necessary to explore.
To simplify what follows, make the following definitions:
• Pi denotes the optimization subproblem over the set Si .
• Ni denotes the node containing Pi .
• z ∗ is the optimal objective function value over S.
• z i∗ is the optimal objective function value for subproblem Pi .
• z̄ denotes a global upper bound of the objective function value. By global it is meant
it is valid for the entire tree. It is achieved by the best known feasible solution so
far, which is denoted by x̄ and is usually called the incumbent.
• z i denotes a local lower bound of the objective function value. By local it is meant
¯
that it is valid only for the subtree with root node Ni .
The key idea to reduce the computational effort is to compute upper and lower bounds
for the optimal objective function value for the subproblems in the nodes. Often, these
bounds can be used to prune entire subtrees, which means that these subtrees do not have
to be considered any more, since it can be concluded that the optimal solution cannot be
found in any of them. Further, these bounds are much easier to compute than to solve the
original problem to optimality. Pruning can be interpreted as an implicit enumeration, and
is therefore highly desirable. An example of the use of the bounds is shown in Figure 2.4.
The original problem is to minimize the objective function over the set S. This problem
is split into two subproblems. In one subproblem the binary variable x1 is fixed to 0 and
in the other it is fixed to 1. In Figure 2.4, the upper and the lower bound for a node are
indicated as a super- and a subindex respectively for the circle representing the node. The
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Figure 2.4: This figure is used to illustrate how bounds can be used to prune nodes.
Assume that the tree originates from a minimization problem. Since the upper bound
over S0 is lower than the lower bound over S1 , S1 cannot contain the optimal solution.
computation of the bounds for problem P over the set S gives an upper bound of 10 and
a lower bound of 1. Problem P is split into two subproblems P0 and P1 over the sets S0
and S1 . The upper bound for P0 is 5 and the lower bound is 4. Further, the upper bound
for P1 is 7 and the lower bound is 6. Since the best possible objective function value over
S1 does not even reach the worst possible value over S0 , it is no use continuing working
with P1 . Therefore, the subtree with N1 as the root node can be pruned. Another useful
case occurs if it is actually possible to solve a subproblem to optimality rather than just
to compute bounds. In that case, a feasible solution to the original problem P has been
found and the optimal objective function value for the subproblem is an upper bound for
z ∗ . Further, the subtree containing this node can be pruned, since the objective function
value cannot be improved by a reduction of the feasible set. Another reason for pruning
is if the set Si is empty.
Summarizing, there exist at least three different possibilities for pruning a subtree with
root node Ni :
1. Infeasibility: Si = ∅.
2. Optimality: An optimal solution to the subproblem is found.
3. Dominance: z i ≥ z̄.
¯
Note that if case 2 occurs, and if z i∗ < z̄, the global upper bound z̄ should be updated.
It also important to note that if z i < z̄, and xi is not feasible in Si , the node cannot be
¯
¯
pruned.
To be able to apply the above scheme in practice, it has to be decided how to compute the upper and lower bounds. Usually, upper bounds are found from integer feasible
solutions and lower bounds are found from relaxations or duality. In MIQP, often QP relaxations are used, where the integer constraints are relaxed to interval constraints. More
about relaxations applicable to branch and bound for MIQP can be found in Section 2.8.
It is important to understand what properties of a problem that can be found from a
relaxation of the problem. First, if the relaxed problem is infeasible, then the original
problem is infeasible. This can be used for pruning according to case 1 above. Second,
the optimal objective function value of a relaxation is lower than the optimal objective
function value of the original problem. Third, if an optimal solution to the relaxed problem
is a feasible solution to the original problem, then this solution is also an optimal solution
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to the original problem. This can be used to prune according to case 2 above. In the MIQP
case, if an optimal solution of a relaxation of problem Pi satisfies the binary constraints
for subproblem Pi , an optimal solution to the unrelaxed problem Pi has been found. Since
this solution also is feasible in the optimization problem over S, an upper bound for z ∗
has been found. In this thesis, the relaxation of Pi is denoted by PiR , and the relaxed
solution by xi . The relaxation of the set Si is denoted SiR .
¯
In a branch and bound method, there are several parameters and choices that may
affect the performance drastically. Two important choices to make are the choice of the
next node to solve and the choice of the branch variable. The three most common criteria
for node selection are:
• Depth first
• Breadth first
• Best first
In depth first, the next node to solve is chosen as one of the child nodes of the current
node. This process is continued until a node is pruned. After a node is pruned the socalled backtracking starts. Backtracking is the procedure of going back, towards the root
node, in the search for a node with an unconsidered child node. One advantage with this
strategy is that the search goes down quickly in the tree, which is good because integer
feasible solutions to the relaxed problems are more likely to appear deep down in the tree.
Another advantage is that similar problems are solved subsequently, making it easy to
perform warm starts of the QP solver. A disadvantage with this strategy is that it is likely
that many nodes have to be considered before optimality can be proven. Depth first with
backtracking is the default setting in most commercial codes.
In breadth first, all nodes at each level have to be considered before a node in a new
level can be considered. It is used as a basis for node selection heuristics and for certain
estimates.
In best first, the next problem to consider is chosen as the one with the lowest lower
bound so far. The advantage with this node selection criterion is that the number of
subproblems to solve is minimized.
Choosing which node selection criterion to use is not straightforward. Usually, empirical studies have to be performed in order to choose the best criterion for a specific
application. It is also common to use a mix of depth first and best first in order to prove
optimality as well as to find better feasible solutions.
The next important parameter is how to select the next variable to branch. A common
choice is to let the user provide a set of priorities. In that case, each integer variable is
assigned a relative importance. When the system is about to branch, it chooses the integer
variable with the highest assigned priority among the integer variables with fractional
optimal relaxed values. Other approaches are to branch on the variable with the lowest
index, or the integer variable with the largest or smallest fractional part in the solution of
the relaxed problem, [21].
It is also common to let the user be able to specify which of the branches to explore
first. In the binary case, the choice is between the branch where the variable is set to 0
and the branch where it is set to 1.
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Algorithm 2.5 Branch and bound for binary variables
z̄ ← +∞
x̄ ← void
Add P to LIST .
while length(LIST ) > 0 do
Pop Pi from LIST .
Solve PiR ⇒ z i and xi .
¯
¯
if SiR = ∅ then
No feasible solution exists for Pi .
else if z i ≥ z̄ then
¯
There exists no feasible solution of Pi which is better than x̄.
else if xi ∈ Si then
¯
xi is integer feasible and is therefore optimal also in Pi .
¯
z̄ ← z i
¯
x̄ ← xi
¯
else
Split Si into Si0 and Si1 .
Push Pi0 and Pi1 to LIST .
end if
end while

According to [52], solving the subproblems using a dual active set method offers the
most straightforward way to exploit the structure introduced by the branching procedure.
After a branch, the solution to the parent problem is in general infeasible in the child
problems. But, a dual feasible starting point for the child problems is directly available
from the dual solution of the parent problem. Consequently, it is possible to warm start the
active set solver using information from the solution to the parent problem. Warm starts
are further discussed in Section 3.3.2. Also, since a dual active set method is an ascend
method generating dual feasible points, it can use an upper bound as a cut-off value for
terminating the QP solver prematurely, [52].
According to [107], active set methods (the reference considers the linear programming case) is preferable for solving the relaxed problems in branch and bound. For very
large problems, Interior Point (IP) algorithms can be used to solve the first subproblem,
but in the subsequent subproblems an active set method should be used.
An important step in a commercial branch and bound code is the preprocessing step.
In the preprocessing step the formulation is checked to be “sensible” and as strong as
possible given the available information, [107]. A strong formulation is a formulation that
gives a tight lower bound on the optimal objective function value. The basic operations in
preprocessing is to quickly detect and eliminate redundant constraints and variables, and
to tighten bounds if it is possible. A smaller and tighter formulation is preferred, since the
number of nodes necessary to consider, and the dimension of the subproblems, might be
reduced.
This section is concluded with a formal algorithm for branch and bound for binary
variables. This is found in Algorithm 2.5. How subproblems are put on the list and
retrieved from the list is decided by the choice of the node selection criterion and the
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branching priority. If it, in some way, is possible to easily find an upper bound on the
optimal objective function value, this bound can be used to initialize the global upper
bound z̄.

2.8

Relaxations Applicable to BQP and MIQP
Problems

Consider the BQP problem in (2.51), which is here repeated for convenience,
minimize
n
x∈{0,1}

b

1 T
2 x Hx

+ fT x

For simplicity, a pure binary example is considered, but the results are also applicable
to the more general MIQP problem in (2.50). Both problems are non-convex and are in
general hard to solve exactly. As mentioned before, problems in this form can be solved
using branch and bound where relaxations are solved in the nodes of a search tree. As
discussed in Section 2.7.2, a branch and bound algorithm relies on efficient computations
of upper and lower bounds in order to cut away parts of the tree. If the relaxation is able
to provide a stronger bound, there is a higher possibility that condition 3 on page 36 can
be satisfied. The more successful this operation is, the smaller part of the tree has to
be explicitly explored and fewer relaxations have to be solved. Basically, upper bounds
are found from integer feasible solutions and lower bounds are found from relaxations or
duality. There are several non-trivial choices to make when designing a branch and bound
algorithm. For example, when choosing the type of relaxation, a trade-off often has to be
made between low computational effort and strength of the computed bound, [107].
In this section, two different alternative relaxations are presented. The QP relaxation
is presented in Section 2.8.1 and the SDP relaxation is presented in Section 2.8.2. On
one hand, the QP relaxation is relatively cheap to compute, but it is expected to give a
rather loose lower bound. On the other hand, the SDP relaxation is expected to give a
sharper lower bound, but it is far more computationally demanding. These expectations
are verified by the numerical experiments in Paper E and in Paper F. The idea in these
two papers is to try to find a way to compute the SDP relaxation more efficiently in order
to make it less computationally demanding, and possibly in the future, make it useful in
branch and bound. Note that, even thought the computational time can be reduced as
presented in Paper E and in Paper F, more work remains to make it useful in branch and
bound. For example, it is probably necessary that the warm start properties of IP methods
are improved, which is still a research area. In Paper E, its capability of reducing the
number of nodes explored in the branch and bound tree is illustrated for a special case.

2.8.1

QP Relaxations

As discussed in Section 2.7, commonly the relaxations used in branch and bound for
MIQP problems are of QP type. The QP relaxation is created by relaxing the integer
constraints to interval constraints. That is, if the binary variable indexed by j is relaxed,
the constraint
xj ∈ {0, 1}
(2.54)
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is replaced by
xj ∈ [0, 1]

(2.55)

In an MIQP solver built on branch and bound, ordinary constrained QP problems are
solved in the nodes. As the method makes progress down in the tree, fixed integer variables are eliminated from the problem. This means that the number of optimization variables in the relaxed subproblems decreases by one for each level passed on the way down
in the tree.

2.8.2

SDP Relaxations

Recent research has shown that the so-called SDP relaxation, or moment relaxation,
[72, 106], of the BQP problem can provide good bounds for certain instances of the
problem, [57]. The first work was presented for the Max Cut problem in [57], and this
result has been refined in several articles, for example, [82], [83] and [110]. Furthermore,
there exist randomization methods to produce sub-optimal solutions from the solution
to the relaxed problem, [57]. However, a drawback with the standard SDP relaxation is
that the number of variables grows fast and, as a consequence, it soon becomes rather
computationally demanding. In Paper E, sparsity in the problem is used to lower the
computational complexity of the computation of the SDP relaxation. Similar sparsity has
previously been used for large SDP relaxations in, for example, [70], but it has not until
now been used for relaxations of control problems involving binary variables.
By rewriting the binary constraint on variable i in the equivalent form x2i = xi and
introducing a Lagrangian multiplier vector γ ∈ Rnb , the dual problem to the one in (2.51),
can be found to be
maximize
γ

subject to

1
T
†
− (f − γ) (H + 2 diag γ) (f − γ)
2
H + 2 diag (γ)  0
f − γ ∈ range (H + 2 diag (γ) )

(2.56)

which can be written in epigraph form as
minimize
t

subject to

1
t
2


H + 2 diag (γ) f − γ
0
(f − γ)T
t

(2.57)

by using the Schur complement formula in Lemma A.2, where t ∈ R. Note that, strong
duality does not in general hold between the non-convex primal problem in (2.51) and the
dual problem in (2.57). However, since weak duality always holds, the optimal objective
function value of the dual problem in (2.57) will always be lower or equal to the one of
the problem in (2.51). Hence, a lower bound on the optimal objective function value of
the non-convex optimization problem in (2.51) can be found from the optimal solution to
the convex optimization problem in (2.57).
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The dual problem of the dual problem in (2.57) is
minimize

tr (HZ) + 2f T z

subject to

Zii = zi , i = 1, . . . , nb


Z z
0
z T 12

Z,z

(2.58)

where Z ∈ Snb and z ∈ Rnb , or equivalently
minimize
Y,y

subject to

1
tr (HY ) + f T y
2
Yii = yi , i = 1, . . . , nb


Y y
0
yT 1

(2.59)

where Y ∈ Snb and y ∈ Rnb . Strong duality holds between the convex problems in (2.57)
and in (2.58). Hence, the optimal objective function value of these two problems will
coincide. However, since strong duality does not in general hold between the problem
in (2.51) and the dual problem in (2.57), the optimal objective function value of (2.59)
will only provide a lower bound of the optimal solution to the problem in (2.51). An
interpretation of the problem in (2.59) is that it is a semidefinite rank-relaxation of the
original non-convex optimization problem, [43]. The problem in (2.59) is commonly
called the SDP relaxation, or moment relaxation, of the problem in (2.51). In Paper E and
in Paper F, efficient computations of these SDP relaxations are considered for the MIPC
problem.

3
Mixed Integer Predictive Control

In this chapter, Model Predictive Control (MPC) and hybrid systems in the Mixed Logical
Dynamical (MLD) form are introduced. In Section 3.1, basic MPC is presented and the
problem is formulated as an optimization problem. In Section 3.2, MLD systems are
introduced and their range of application is discussed. Further, control of MLD systems
is considered. Optimization in MPC is discussed in Section 3.3. The chapter is concluded
with Section 3.4, where two examples of systems on MLD form are presented. These
examples will be used as benchmark problems throughout the thesis.

3.1

Model Predictive Control

Model Predictive Control (MPC) has been used in a broad spectrum of applications for a
long time. It is hard to say exactly when MPC was invented, but probably the first patent
was granted to Martin-Sanchez in 1976, [75]. An early academic publication containing
the basic ideas was presented by Propoi 1963, [75]. There are also some methods similar to MPC, but with different names. One of the most well-known is Dynamic Matrix
Control (DMC), [42].
The most commonly used variant of MPC is linear MPC, where the dynamics is linear
and a quadratic objective similar to the one used in Linear Quadratic (LQ) control is used.
A difference compared to LQ control is that it is also possible to consider linear constraints
on the states and control signals. With the word linear in front of MPC, it is emphasized
that a linear model of the controlled system is used. A discrete-time linear time-invariant
model on state space form is given by
x(t + 1) = Ax(t) + Bu(t)
y(t) = Cx(t)

(3.1)

where t ∈ Z is the discrete time, x(t) ∈ Rn is the state, u(t) ∈ Rm is the control input and
y(t) ∈ Rp is the controlled output. The objective, or performance measure, to minimize
43
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is a quadratic function
J(t0 ) =

N −1
1 X
2
2 
ky(t0 + s) − r(t0 + s)kQe + ku(t0 + s)kQu
2 s=0

(3.2)

1
2
+ ky(t0 + N ) − r(t0 + N )kQe
2
p
where Qe ∈ Sp++ and Qu ∈ Sm
++ , and r(t) ∈ R is the reference signal. Often, the
constraints are defined as

Hu (t)u(t) + Hx (t)x(t) + h(t) ≤ 0

(3.3)

A common variant of the constraint formulation (3.3) is to allow constraints involving
states and control signals from different time steps. This modification enables the use of,
for example, rate limits on states or control signals. However, this can also be enabled
in the formulation in (3.3) by augmenting the state vector with states and control signals
from previous time instants. In this thesis, the special case of MPC when there are no
inequality constraints like (3.3) is called the unconstrained MPC problem.
In MPC, the future behavior of the system is predicted N time steps ahead. In this
context, prediction means that a system model like (3.1) is used to calculate how the
system will react to control inputs and thereby what will happen in the future if a certain
control input is applied to the system. Not surprisingly, N is called the prediction horizon,
which in practice is chosen long enough to cover a normal transient of the controlled
system.
There are several different ways to cast (3.1), (3.2) and (3.3) in the form of a formal
optimization problem. The most common variants are presented and evaluated in [73]. If
the system is linear and the objective is quadratic, the resulting optimization problem is a
QP (see Section 2.5), for which there exist well developed optimization routines. Hence,
for linear MPC the optimization problem is considered easy to solve. In this thesis two
formulations are used where the difference lies in the representation of the dynamics. In
the first formulation in (3.4), the dynamics is represented as equality constraints
 

x
0 0
0

1 T
x
uT eT 0 Qu 0  u
minimize
x,u,e
2
e
0 0 Qe
 
 

 x
b
A B 0  
(3.4)
u =
subject to
r
C 0 −I
e
 

 x
Hx Hu 0 u ≤ −h
e
and in the second formulation in (3.5), the states x and control error e have been eliminated
using the equality constraints.
minimize
u

subject to


T
1 T T T
u Su C Qe CSu + Qu u + STu CT Qe (CSx x0 − R) u
2
(Hx Su + Hu ) u ≤ −h − Hx Sx x0

(3.5)
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y(t)
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u(t)

t
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t0+N

Figure 3.1: In this figure, an example of a control input u(t) and the corresponding
controlled output y(t) is given. The controller is about to compute the control signal
in time t0 . The figure illustrates how the behavior of the system is predicted N
steps. In the predicted interval, the dotted predicted output can be compared with the
dashed actual output. As a consequence of unknown disturbances, modeling errors
and finite horizon, these curves do not completely coincide.

The notation and the derivations of the formulations can be found in Appendix B. The
two optimization problems are equivalent (see Definition 2.4). However, from a computational point of view, the formulation in (3.4) gives a sparse optimization problem
with (N + 1) (n + p) + N m optimization variables, while the one in (3.5) gives a dense
optimization problem with N m variables.
In order to get closed-loop control, the approach above is used in a receding horizon
fashion, which means that the prediction interval is moved one step forward after each
completed optimization. After the optimization has been performed, only the first control signal in the optimal control signal sequence computed is applied to the system and
the others are ignored. In the next time step, a new optimization is performed and the
procedure is repeated. Due to modeling errors and unknown disturbances, the predicted
behavior and the actual behavior of the system do not usually completely coincide. Such
errors are, if they are sufficiently small, handled by the feedback in the algorithm. The
procedure is visualized in Figure 3.1 and the conceptual steps are summarized in Algorithm 3.1. In this thesis, t0 in (3.2) is often assumed zero.
An already explored extension to linear MPC is nonlinear MPC. This extension handles nonlinear systems and a general nonlinear performance measure in the objective
function. Unfortunately, the resulting optimization problem is more difficult to solve in
general.
A special case of nonlinear MPC is to handle systems described partly by logics.
These are called hybrid systems and provides a unified framework for describing processes evolving according to continuous dynamics, discrete dynamics and logic rules,
[22]. This class of systems is especially important when analyzing and controlling sys-
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Algorithm 3.1 Basic MPC controller
1: Measure or estimate the state of the controlled process x0 in time instant t0 .
2: Obtain u by minimizing (3.2) with respect to u subject to the constraints (3.1), (3.3)
and the initial constraint x(t0 ) = x0 .
3: Apply the first element u(t0 ) in u to the controlled process.
4: t0 ← t0 + 1
5: Repeat the procedure.

tems arising in the growing interaction between physical processes and digital controllers.
A survey covering both linear and nonlinear MPC is found in [76]. A reference book
covering most of MPC is [75].

3.2

Mixed Logical Dynamical Systems

Mixed Logical Dynamical (MLD) systems is one way of describing an important class
of hybrid systems defined by linear dynamic equations subject to linear mixed integer
inequalities, that is, inequalities involving both continuous and binary variables. Binary
variables are sometimes also denoted logical or 0-1 variables. The MLD description is
a very general model class capable of describing a broad spectrum of systems. In this
thesis, only discrete-time systems are considered.

3.2.1

Background

The initial interest in hybrid systems has been concentrated to the field of verification and
safety analysis, for which many results and techniques are now available, [28]. In [22], an
MPC framework used for systems described by physical laws, logic rules and operating
constraints is presented. An important part of this framework consists of the definition of
MLD systems. This class of systems includes linear hybrid systems, finite state machines,
some classes of discrete event systems, constrained linear systems and nonlinear systems
which can be exactly or approximately described by piecewise linear functions.
Although the MLD description is quite new, there are several applications for MLD
systems reported in the literature. For example, in [22] it is described how the by-products
from a steel-works are used to produce electric power. In order to produce the electricity, the by-products are burnt in furnaces. Not all furnaces can burn all by-products, so
the MPC controller has to choose which furnaces to use to be able to use as much of
the by-products as possible and limit the use of non-by-products in form of heavy oil.
In [49] and [50] a power plant is modeled as an MLD system and controlled by an MPC
controller. In this application, the flaps and gates are controlled by sending discrete commands to stepper motors. The dynamics of the different subsystems varies with the logical
state of the model and there is also a desire to use the actuators with a certain priority. Another example motivating the use of the MLD description in this application is that some
elements cannot be opened or closed for an arbitrarily short time. In [8], an Adaptive
Cruise Control (ACC) problem for heavy vehicles is studied. In the reference, an MPC
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controller is used to control the distance to the vehicle in front of the ACC equipped vehicle. The main difficulty in the problem is to prohibit simultaneous use of throttle and
brakes. This condition can easily be formulated by introducing a mixed integer linear inequality, which is a linear inequality involving real and binary variables. Other examples
of systems requiring a hybrid model are systems with binary control signals as valves and
hatches.

3.2.2

The MLD System Description

An MLD system can be described by the following linear relations, [22],
x(t + 1) = A(t)x(t) + Bu (t)u(t) + Bδ (t)δ(t) + Bz (t)z(t)
y(t) = C(t)x(t) + Du (t)u(t) + Dδ (t)δ(t) + Dz (t)z(t)
Hu (t)u(t) + Hx (t)x(t) + h(t) ≤ Hδ (t)δ(t) + Hz (t)z(t)

(3.6)

where t ∈ Z and
x(t) =



xc (t)
, xc (t) ∈ Rnc , xb (t) ∈ {0, 1}nb , n = nc + nb
xb (t)

(3.7)

denotes the state of the system, partitioned into continuous states xc (t) and logical (binary) states xb (t). The controlled output is


yc (t)
y(t) =
, yc (t) ∈ Rpc , yb (t) ∈ {0, 1}pb , p = pc + pb
(3.8)
yb (t)
The control input is also partitioned similarly


uc (t)
u(t) =
, uc (t) ∈ Rmc , ub (t) ∈ {0, 1}mb , m = mc + mb
ub (t)

(3.9)

where uc (t) denotes the continuous inputs and ub (t) the logical inputs. Finally, δ(t) ∈
{0, 1}rb and z(t) ∈ Rrc represent auxiliary logical and continuous variables respectively.
In order to be able to use a notation as uniform as possible throughout the thesis, the
notation in (3.6) has been slightly modified compared to the one used in [22]. If the
desired finite alphabet is not binary as here, it can always be coded using binary variables.
MLD systems is just one way of modeling hybrid systems, [19]. In [27], the formal
equivalence between MLD systems and Piecewise Affine (PWA) systems is established.
In [65, 66], the equivalence between the following five classes of hybrid systems is, under
certain conditions, established: MLD systems, Linear Complementarity (LC) systems,
Extended Linear Complementarity (ELC) systems, PWA systems and Max-Min-PlusScaling (MMPS) systems. The equivalence result between MMPS systems and PWA
systems is refined in [44]. The important result of these equivalences is that derived theoretical properties and tools can easily be transferred from one class to another, [30]. Each
of these subclasses has its advantages. For optimal control and state estimation, the MLD
description is proposed, while most other hybrid techniques are built on a PWA representation, [19]. Also, simulation of hybrid systems can be performed much more easily in
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PWA form compared to in MLD and LC form. Even though different theoretically equivalent forms exist, it is not necessarily an easy task to convert from one form to another.
For example, transforming from PWA to MLD is easy but the other way around can have
high computational complexity, [19]. The note [19] presents an efficient conversion algorithm from MLD to PWA form. In [22], it is shown how different types of systems can be
rewritten as explicit MLD systems.
One way of modeling a system on MLD form is to by hand derive a model on the
form (3.6). In that case, it might be necessary to convert a logic description to an MLD
description. How this is performed is discussed in [78]. An alternative approach is to
create the MLD formulation automatically by using the high-level modeling language
HYSDEL (Hybrid Systems Description Language), [97].

3.2.3

Controlling MLD Systems

In [22], both optimal control and receding horizon estimation for MLD systems is discussed. The control signal is found by minimizing a quadratic performance criterion in
the form
JMLD =

N
−1
X

2

2

2

ku(s) − uf (s)kQu + kδ(s) − δf (s)kQδ + kz(s) − zf (s)kQz

s=0

+ kx(s) −

2
xf (s)kQx

+ ky(s) −

(3.10)

2
yf (s)kQy

rb
subject to x(0) = x0 , x(N ) = xf (N ) and dynamics (3.6), where Qu ∈ Sm
++ , Qδ ∈ S+ ,
p
rc
Qz ∈ S+ , Qx ∈ Sn++ and Qy ∈ S+ . The variables in (3.10) with subscript f denote
reference signals. This MPC problem can be rewritten as an optimization problem as
described for linear MPC in Section 3.1. Consequently, there is a choice between a sparse
formulation similar to the one in (3.4) or a dense formulation similar to the one in (3.5).
Independently of the formulation chosen, the optimization problem can be solved as a
Mixed Integer Quadratic Programming (MIQP) problem, [22].
As in linear MPC, the algorithm is implemented in a receding horizon fashion. The
difference is that it is much more complicated to find the optimal control signal sequence,
since the system is neither linear nor smooth, [22]. One way of reducing the computational complexity is to use tailored MIQP solvers. This is further discussed in Section 3.3.
The control law found is in the literature sometimes referred to as a Mixed Integer Predictive Control (MIPC) law, [22].
Interesting work is presented in [86], where the geometric structure of the solution
to MPC problems with finite input constraint sets is studied. A finite input constraint set
means that the control signal may be chosen only from a finite alphabet and not continuously as usually. An important special case is when the control signal is constrained to
be binary. The main idea in the approach is to treat the problem as a norm minimization problem. By making a variable substitution in order to get the “right coordinates”,
the norm becomes the Euclidean norm and the minimization can be performed by vector quantization of the unconstrained solution. It is pointed out in [87] that the solution
obtained when directly quantizing the unconstrained solution is different from the one
obtained when the variable substitution first is performed.
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Moving Horizon Estimation for MLD Systems

The MLD structure is useful not only for control. The model structure can also be used
for estimation of states and faults in hybrid systems, [24]. A difference compared to
the control problem is that the horizon extends backwards in time, that is, at time t0 the
interesting quantities are estimated at times prior to t0 . The computational complexity
is also here a great problem. The problem of system identification of hybrid systems is
addressed in [29]. Often, also these problems end up in either a Mixed Integer Linear
Programming (MILP) problem or an MIQP problem.

3.3

Optimization in Model Predictive Control

Since the MPC algorithm is executed on-line, it is of great relevance to be able to quickly
solve the optimization problem in step 2 in Algorithm 3.1. It is the amount of time consumed in step 2 that limits the use of MPC. As the optimization routines get more efficient, implementations at faster sampling rates, on slower hardware and for larger systems
is possible. For linear MPC, solvers with high performance exist today. To be able to increase performance, the structure of the optimization problem can be used, [88]. Because
of the increased complexity, this is even more important for MIPC. The extension of the
QP problem that has to be solved is an MIQP problem. It can, for example, be solved
using a branch and bound algorithm where QP relaxations are solved in the nodes. For a
further description of branch and bound, see Section 2.7.2.
Tailored solvers for MPC are not only interesting for MPC applications. They can
also be used for state estimation, fault detection and verification, see for example [23].

3.3.1

Quadratic Programming

In many applications, even linear MPC is considered computationally expensive. At each
time step, either a QP in the form (3.4) or (3.5) has to be solved. One way of speeding up
the solution of the optimization problem is to use QP solvers tailored for MPC, where the
special structure of the KKT system is used to decrease the complexity of the algorithm.
Basically two approaches can be used. First, general methods utilizing the structure in
block-banded equation systems can be used. Second, Riccati recursions can be used.
In [68], an active set method utilizing Riccati recursions for solving parts of the KKT
system is used. The method is first derived for linear MPC problems, and then extended
to nonlinear problems. A similar method is presented in [2]. The special structure of
the problem has also been used in Interior Point (IP) methods. In [108], an IP solver
utilizing block-bandedness is presented. The approach is refined in [109], where the
feasible IP method has been replaced by an infeasible IP method. In the reference, also an
active set method utilizing the block-banded structure is presented. No actual performance
comparison between the two methods is presented, but active set methods are considered
to be more suitable for warm starts. This is further discussed in Section 3.3.2. In [64], an
infeasible primal-dual IP method utilizing Riccati recursions for the computation of the
search directions has been applied to robust MPC. In [36] Riccati recursions have been
used in an interior point solver for stochastic programming. SQP methods using active
set and IP solvers utilizing problem structure are presented in [91]. Another reference
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on the same topic is [35]. One way of establishing stability for MPC is to introduce
an ellipsoidal terminal state constraint, [112]. The resulting optimization problem is a
variant of a QP, namely a Quadratically Constrained Quadratic Program (QCQP). After
rewriting the QCQP into a Second Order Cone Program (SOCP), it is shown in [112] how
Riccati recursion can be used to decrease the complexity of the calculations of the search
directions in the IP algorithm. In [99, 100], the Riccati recursion is thoroughly derived and
it is applied to IP LP solvers for solving MPC problems with linear objective function. A
summary of different optimization formulations of MPC, and some optimization routines
suitable for optimization problems originating from MPC, can be found in [104].
A thorough comparison between four QP solvers for MPC control of the cross directional control in a paper machine is performed in [15]. The methods compared are one
primal IP method, one primal active set method and two dual active set methods. The
methods found to perform best are the primal active set algorithm QPOPT and the dual
active set algorithm QPSchur. QPSchur is the method proposed in the paper and it
turns out to be the overall winner. In this method the states are eliminated and the banded
structure of the reduced Hessian matrix is utilized. This property is a result of the highly
structured process considered. According to the authors, Riccati methods as presented
in [88] are not suitable for this process, since the dimensionality of the state vector is
high. It can also be noticed that the prediction horizon is very short (three steps or less).
Since the bandedness of the reduced Hessian matrix is reduced as the prediction horizon
grows larger than one, the usefulness of a solver optimized for banded matrices decreases.
A thorough description of QPSchur can be found in [13].
Another way of reducing the on-line computational effort is to precompute the control law. Briefly, the procedure can be described as that the state-space is partitioned into
a number of regions, where in each a different affine control law is optimal. The partitioning and the parameters in the affine control laws are computed off-line, by solving
a multi-parametric programming problem, where multi-parametric means that the problem depends on a vector of parameters, [96]. The on-line computations are basically to
identify the correct region in the state-space, retrieve the control law parameters for that
region, and to evaluate the affine control law given the precomputed parameters. This
type of MPC is often referred to as explicit MPC. A drawback with explicit MPC is that
the complexity of the state space partition often increases rapidly with the number of
states, [62]. Therefore, several approaches have been developed in order to reduce the
complexity. Some references are [62, 63, 95, 96]. Apart from being a tool for reducing
the on-line computational effort required, the solution from explicit MPC can give insight
into the behavior of the controller in different regions of the state space [31], for example,
regions where saturation occurs can be detected. A summary of the theory behind explicit
MPC for quadratic objective is found in [32]. The counterpart for problems with linear
objective is found in [31].
In [37], an efficient algorithm based on a combination of dynamic programming and
multi-parametric quadratic programming for the off-line calculations of the explicit MPC
control law is described.
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Active Set versus Interior Point

In comparison with active set methods, IP methods are said to be preferable for problems
with large values of N , [108]. This statement is motivated by claiming that the number
of active set iterations is proportional to the number of constraints, which in turn are proportional to N . Each QP iteration involves the solution of a narrow-banded linear system
with complexity O(N ). The total complexity is therefore expected to be O(N 2 ), [108].
The computational complexity for the IP algorithm presented in [108] is between O(N )
3
and O(N 2 ). The main motivation for using IP algorithms for large problems is that a
fixed price is being paid for the number of active constraints, [14], while the active set
algorithm is a combinatorial algorithm which in the worst case has a complexity higher
than polynomial, [59]. When the number of active constraints is small, the active set
algorithm is expected to perform better than an IP algorithm, while when the number of
active constraints is large, the IP algorithm is expected to perform better than the active set
algorithm. Other references also proposing IP algorithms for large-scale MPC problems
are [1, 59]. In these references they are used in combination with a Sequential Quadratic
Programming (SQP) solver for nonlinear MPC. In [108], the author comments that gradient projection algorithms are advantageous for the optimal control application, especially
when the constraints are in a simple form with upper and lower bound constraints on the
control signals. In Paper D, this property is utilized for MPC problems with more general
constraints. In that report, this is accomplished by considering the dual problem, which
can be interpreted as another MPC problem, in which the constraints are of the type that
is suitable for the gradient projection method.
Even though the complexity for a standard implementation of an active set solver is
higher than for a corresponding IP solver, there is at least one important advantage with
an active set algorithm. Often in MPC, several similar optimization problems are to be
solved. It is then possible to use information from the solution of a previous problem in
order to be able to quickly find the solution to a slightly modified problem. This procedure
is called warm start (or hot start). According to [109], active set methods gain more from
warm starts than IP methods. Warms starts for IP methods is still an open question, [14].
The motivation for the effectiveness of the active set method when using warm starts
is that if the optimal active set is almost known, often only a few active set iterations
are required to reach the optimal active set, [109]. Based on this fact, it seems natural to
choose an active set approach when several similar optimization problems are to be solved
consecutively. Unfortunately, the last solution is not always feasible in the new problem.
In [109], this is pointed out as a drawback with the presented primal active set solver. In
this reference, an infeasible IP algorithm is also considered. The latter algorithm handles
infeasible starting points without problems. A similar idea is used in [79, 81], where an
infeasible active set algorithm is presented. This algorithm can activate and deactivate
entire blocks of constraints during one active set iteration. This idea is similar to the
gradient projection algorithm. Further, it focuses on removing infeasibilities occurring
early in the predicted interval. The authors claim that this will give better suboptimal
solutions if the algorithm is prematurely aborted, [80]. Since the algorithm works with an
infeasible primal, it is possible to use the unconstrained solution as an initial solution to
the optimization problem, that is, finding a primal feasible solution is no problem.
A conclusion from this discussion is that the best algorithm when solving several sim-
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ilar optimization problems is an active set algorithm, which can handle primal infeasible
starting points.

3.3.3

Mixed Integer Quadratic Programming

When ordinary linear MPC is extended to MIPC, a Mixed Integer Programming (MIP)
problem has to be solved. Often, these are classified as NP-hard. This means that, in
worst case, the solution time grows exponentially with the number of integer variables.
Integer programming problems can be solved by “brute force”, meaning that all possible
solutions are enumerated and the best possible solutions found are finally presented as the
optimal ones. Note that, since the problem is non-convex, there might exist more than
one optimal solution.
In [22], a commercial Fortran package has been used as an MIQP solver. The package
is capable of coping with dense as well as sparse MIQP problems. The control problems
considered normally lead to sparse optimization problems, which means that a solver
utilizing sparsity is preferable.
In [28], a branch and bound strategy based on reachability analysis is presented. Compared to an ordinary branch and bound MIQP solver, the algorithm is, according the authors, neither a depth first nor a breadth first method, but rather a best first method. In
the performance test presented in the article, the derived algorithm needs to solve half as
many QPs as if an ordinary branch and bound MIQP solver had been used.
One approach to a branch and bound algorithm that aims at quickly pruning entire
subtrees is described in [23]. The algorithm presented is tailored for optimal control or
estimation problems for MLD systems. The main motivation for the algorithm is the observation that for many systems the binary variables seldom change over the prediction
horizon. For example, binary variables can be associated with conditions on the continuous states, that is [δ(t) = 1] ↔ [x(t) ≥ 0]. Also, if the binary variables represent the
existence of irreparable faults in the system, they can at most change once during the
prediction horizon. Based on this knowledge, the main idea with the algorithm is to first
solve the subproblems where the binary variables switch few times. In the article, the tailored method is compared to the standard tree exploring strategies breadth first and depth
first. When the proposed algorithm is used on a test problem, the number of QPs solved
in the subproblems is approximately reduced by a factor 4. When a solver is used for
a real-time implementation, the time available for retrieving a solution is limited. If the
branch and bound algorithm has not terminated in time, it is desirable to get an acceptable
suboptimal solution. The test made in [23] shows that the outside first tree exploring strategy produces, for MPC applications, better suboptimal solutions compared to the other
two standard strategies if the limitation is the number of QPs solved.
An alternative to the ordinary branch and bound algorithm is presented in [20]. The
algorithm is built on a combination of Constraint Programming (CP) and MIP. By letting
the CP solver deal with the logic part of the problem, it is no longer necessary to reformulate the logic part into mixed integer inequalities and the structure in the logic part can
therefore be kept.
The idea of keeping the structure of the logic part of the hybrid system is also the key
to the algorithm proposed in [67]. The motivation is when an automaton is converted into
mixed integer inequality constraints, the relaxed problems in the branch and bound algo-
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rithm become unnecessarily loose. To get a tighter relaxation, new equality constraints
are introduced.
In [18], so-called temporal Lagrangian decomposition has been used to split the hybrid MPC problem in time, into several smaller subproblems. The separation in time is
performed by Lagrangian relaxation of the dynamic constraints connecting the state before and after a split point. When this approach is used, the primal subproblems can be
solved independently for a fixed value of the Lagrange multipliers associated with the interconnection constraints. Unfortunately, in practice the algorithm has to iterate between
solving the primal subproblems and the Lagrange multipliers connecting the subproblems. Even though not presented in the paper, the iterative procedure is expected to be
computationally expensive. Some more general references on decomposition techniques
in optimization can be found in, for example, [92] and [71].
Another attempt to reduce the complexity of the MIQP problem is found in [94],
where the original MLD model is split into several smaller submodels, each valid in a
certain region of the state space where some or all binary variables remain constant. The
result is an MIQP problem with fewer binary variables to compute.
In [26] explicit MPC is extended to MLD systems. The performance criterion in the
reference is not the 2-norm, but the 1-norm and the ∞-norm. The optimization problem
that has to be solved off-line is in this case a multi-parametric MILP (mp-MILP). A similar
paper is [25]. A thorough reference on the subject multi-parametric MIQP is [48], where
theory and algorithms for mp-QP, mp-LP and mp-MIQP are presented.
According to [38], a drawback with multi-parametric mixed integer programming is
that the solver does not exploit the structure of the optimal control problem. In the reference, a more efficient algorithm based on solving the discrete-time Hamilton-JacobiBellman equation is proposed. This equation is solved using a multi-parametric quadratic
programming solver.
A survey of constrained optimal control in general and specifically the explicit solution is found in [61].

3.4

Two Examples of Mixed Logical Dynamical
Systems

In this section, two simple examples of MLD systems are given. These systems are used
as benchmark examples in several papers in Part II of this thesis.

3.4.1

Mass Position Control

In this example, a mass is controlled in one dimension by two separate forces. One force,
uc , is possible to control continuously and the other, ub , is applied in a binary way with a
certain magnitude and direction. The states x1 and x2 are the velocity of the mass and the
position of the mass, respectively. The continuous-time state space description is given
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ub

x1 , x2

Figure 3.2: This figure illustrates the mass modeled in (3.11), where x1 denotes the
velocity of the mass, x2 the position of the mass, uc a continuously controlled force
and ub a binary controlled force.
by



 
0 0
1 −5 uc
ẋ =
x+
1 0
0 0
ub


y= 0 1 x

(3.11)

To obtain a discrete-time system on the form (3.6), zero order hold sampling can be used.
This example is used in Paper A and Paper C.

3.4.2

Satellite Attitude Control

In this example, a satellite control problem is presented. The satellite controls its attitude
by accelerating a reaction wheel inside the satellite and by using external thrusters. When
the wheel is accelerated a counter torque is produced. If several adjustments in the same
direction are made, the angular velocity of the wheel finally becomes very high. To be
able to slow down the wheel without affecting the attitude of the satellite, the external
thrusters have to be used to compensate for the inertial forces induced when the wheel is
braked.
The wheel is controlled continuously by an electric motor. Its control signal is denoted
uc . The satellite is also assumed to be equipped with two external thrusters, one in each
direction. These are assumed to be controlled binary, that is, either they give full thrust or
no thrust at all. The binary control signals for the thrusters are denoted ub,1 and ub,2 .
A continuous-time state space description for the system with satellite attitude x1 ,
satellite angular velocity x2 and internal wheel velocity x3 is





uc
0
0 0
0 1 0
ẋ = 0 0 0 x +  2.5 1 −1 ub,1 
ub,2
−10 0 0
0 0 0
y = I3 x

(3.12)

To obtain a discrete-time system on the form (3.6), zero order hold sampling has been
used. This example is used in Paper A, Paper C and Paper D.
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x2

x3

uc

ub,2
ub,1

x1

Figure 3.3: This figure illustrates the satellite modeled in (3.12), where x1 is the
satellite attitude, x2 is the satellite angular velocity and x3 the angular velocity of
the reaction wheel. The control signals are uc , ub,1 and ub,2 , which control the
electric motor and the two oppositely directed thrusters respectively.

4
Multiuser Detection in a Code
Division Multiple Access System
Already in early telegraph systems, it was possible for two users to share a common channel. In these systems the channel was an ordinary wire. The information from one user
was coded by changes in the polarity and the information from the other user was coded
by changing the absolute values. This is an example of an early multi-access communication system, where several users share a common channel. Today, there are numerous
examples of such communication systems. Two common examples are mobile phones
transmitting to a base station and local area networks.
In this chapter, mobile phone networks are considered. When using a radio channel, several users may coexist by assigning different frequencies to each one of them.
This multi-access technique is called Frequency Division Multiple Access (FDMA). In
common GSM networks, a multi-access technique called Time Division Multiple Access
(TDMA) is used. In TDMA, each user is assigned a time-slot in which it is allowed to
transmit. Both these approaches have in common that no more than one user may occupy
a given time-frequency slot. In the third generation (3G) mobile communication systems,
a multi-access method called Code Division Multiple Access (CDMA) is used. In CDMA,
the users are assigned different signature sequences. These sequences are used to separate
the information sent by a specific user from the information sent by other users and it can
be compared with a specific frequency in FDMA and a specific time-slot in TDMA. An
important difference is that in CDMA, the signature sequences overlap both in time and in
frequency. Two advantages of CDMA compared to TDMA and FDMA is that it is more
spectrum efficient and it allows more easily for dynamical bandwidth allocation.

4.1

Multiuser Detection

Multiuser Detection (MUD) is the process of demodulating multiple users sharing a common multi-access channel. A first approach is to demodulate each user independently and
to treat the signal from other users as additive Gaussian noise, [93]. An improvement to
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this strategy is to use the known correlation between users in the demodulation process.
Better performance can be achieved if the detector makes the most likely decision, which
formally is achieved by solving a Maximum Likelihood (ML) problem. When the optimum multiuser detection problem is cast in the form of an ML problem, it requires the
solution of a Binary Quadratic Programming (BQP) problem. Unfortunately, these problems are generally known to be NP-hard (see Section 2.7). If the signature sequences
produce a cross-correlation matrix with some special structures, the problem can however
sometimes turn out to have lower complexity, [89, 90, 98].

4.2

Synchronous Code Division Multiple Access

In this section, a synchronous CDMA model is presented. It is also shown how the multiuser detection problem can be formulated as a BQP problem.

4.2.1

System Model

Consider a CDMA channel simultaneously used by K users. The symbol length is assumed to be T seconds. Each user is assigned a certain signature sequence, a so-called
chip sequence. The chip sequence is a sequence consisting of N chips, each taking a
value from {−1, +1}. The constant N is known as the spreading factor, spreading gain
or processing gain, [102].
The notation used in this thesis is chosen similar to the one used in [102]. The channel
model used is the so-called K-user channel which consists of the sum of K antipodally
modulated synchronous signature waveforms embedded in additive white Gaussian noise
y(t) =

K
X

Ak bk sk (t) + σn(t), t ∈ [0, T ]

(4.1)

k=1

where
• y(t) ∈ R is the received signal.
• sk (t) ∈ R is the deterministic signature waveform assigned to user k, normalized
to have unit energy, that is,
ZT
s2k (t) dt = 1
(4.2)
0

Because the waveforms are assumed to be zero outside the interval [0, T ], there is
no inter-symbol interference.
• Ak ∈ R is the received amplitude of the signal from user k, and therefore, A2k is
referred to as the energy of user k.
• bk ∈ {−1, +1} is the data bit transmitted by user k.
• n(t) ∈ N (0, 1) with cov (n(t), n(τ )) = δ(n − τ ) is the Gaussian noise added to
the channel.
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The similarity of different signature waveforms is expressed in terms of the crosscorrelation defined by
ZT
(4.3)
ρij = si (t)sj (t) dt
0

At the receiver, the signal y(t) in (4.1) is received. After the reception, the procedure
of separating the information sent by different users begins. In that procedure, low crosscorrelation between the different signature sequences is useful. The separation procedure,
called despreading, is performed by matched filters according to
ZT
y(t)s1 (t) dt

y1 =
0

..
.

(4.4)
ZT
y(t)sK (t) dt

yK =
0

Using (4.1), (4.2) and (4.3), output yk in (4.4) can be written as
X
yk = Ak bk +
Aj bj ρjk + nk

(4.5)

j6=k

where

ZT
nk = σ

n(t)sk (t) dt ∈ N (0, σ 2 )

(4.6)

0

Using vector notation, this can be written more compactly as
y = RAb + n
where R is the normalized cross-correlation matrix


T
s1 (1)
ZT s1 (1)



R =  ...   ...  dt
0
sK (t) sK (t)

(4.7)

(4.8)

whose diagonal elements are equal to one and is symmetric non-negative definite, and
where
T

y = [y1 , . . . , yK ]

b = [b1 , . . . , bK ]T
A = diag (A1 , . . . , AK )

(4.9)

If the signature sequences are orthogonal, then ρij = 0, whenever i 6= j. The nonorthogonal sequences usually give low cross-correlation even though the users might not
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be synchronized. Common choices of such sequences are Gold sequences and Kasami
sequences, [102]. Furthermore, the unnormalized cross-correlation matrix is denoted as
H = ARA

(4.10)

In the synchronous case, no inter-symbol interference will occur. Hence, it is only necessary to consider one time instant and therefore time index t on y, b and n is suppressed.
However, there is sometimes also a need to study an asynchronous model. The basic
ideas in this model are shared with the synchronous model, but users do not have to be
synchronized in time. This results in a more complicated cross-correlation between the
users. Both models are consider in Paper B.

4.2.2

Derivation of the BQP Problem

The matched filter output is described in the equation in (4.7). According to [102], the
bits most likely sent by the users are given by the solution b to the ML problem

2 
RT 
PK
1
maximize exp − 2σ2 0 y(t) − k=1 bk Ak sk (t) dt
(4.11)
b

Alternatively, it is equivalent to maximize

Ω(b) = 2

ZT "X
K
0

#
Ak bk sk (t) y(t) dt −

k=1

ZT "X
K
0

#2
Ak bk sk (t)

dt = 2bT Ay − bT Hb

k=1

(4.12)
where A, H, b and y are defined in (4.9) and in (4.10). By altering the sign of the objective and dividing it by two, the optimization problem can be rewritten as an equivalent
minimization problem
minimize

b∈{−1,+1}K

1 T
2 b Hb

− y T AT b

(4.13)

After a variable substitution, this problem can be identified as a BQP problem in the form
in (2.51).
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Linear Algebra

In this appendix, some linear algebra results are presented. Let T be a square matrix
partitioned according to


T
T12
(A.1)
T = 11
T21 T22
Definition A.1 (Schur complement). Suppose T11 is nonsingular, then the matrix S in
−1
T12
S = T22 − T21 T11

(A.2)

is called the Schur complement of T11 in T .
The following lemma is called the Schur complement formula and is based on the
discussion in [39, pp. 650–651]. It is given without any proof.
Lemma A.1 (Schur complement formula)
Assume T symmetric. Then
• T  0 if and only if T11  0 and S  0.
• If T11  0, then T  0 if and only if S  0.
The Schur complement formula has the following generalization in the case when T11
is singular. It is based on the discussion in [39, p. 651] and given without any proof.
Lemma A.2 (Schur complement formula with singular T11 )
Assume T symmetric.
 Then

†
T †
T  0 ⇔ T11  0, I − T11 T11
T12 = 0, T22 − T12
T11 T12  0.
The following matrix inversion lemma is taken from [111].
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Lemma A.3 (Matrix inversion lemma)
If T and T11 are nonsingular, then

T11
T21

T12
T22

−1
=

−1
T12 S −1
−T11
S −1

 −1
−1
−1
T12 S −1 T21 T11
T11 + T11
−1
−1
−S T21 T11


(A.3)

where S is defined in Definition A.1.
Proof:

T11
T21

T12
T22



−1
−1
−1
T12 S −1 T21 T11
+ T11
T11
−1
−1
−S T21 T11

 
−1
T12 S −1
I
−T11
=
0
S −1

0
I


(A.4)

Lemma A.4
Given a square matrix X ∈ Rn×n the following inversion formula holds


X
−I

Proof:



X
−I

−I
0

−I
0

−1



0
−I



0
=
−I

−I
−X

 
−I
I
=
−X
0


(A.5)

0
I


(A.6)

Algorithm A.1 provides a method for solving a linear system with a non-singular
submatrix T11 in two steps by partitioning the coefficient matrix T in four blocks. The
algorithm is taken from [39].
Algorithm A.1 Block elimination
Given a linear equation system T x = b, where T is nonsingular and partitioned as

T
and
in (A.1). Assume T11 nonsingular and make the partitionings x = xT1 xT2

 T
T T
b = b1 b2 .
−1
−1
Form T11
b1 .
T12 and T11
−1
−1
Form S = T22 − T21 T11
b1 .
T12 and b̃ = b2 − T21 T11
Determine x2 by solving Sx2 = b̃.
Determine x1 by solving T11 x1 = b1 − T12 x2

B
Model Predictive Control
Formulations
In this appendix, the MPC problem to minimize the objective function in (3.2) subject
to the dynamics in (3.1) and the constraints in (3.3) is cast in the form of a QP problem,
that is (2.27). This can be done in several ways. See, for example, [73]. The optimization problems are formulated for time step t0 , which means that x0 is the measured or
estimated state of the true system at time step t0 .
In this thesis, two different formulations are used. The main difference between the
two formulations is the formulation of the dynamic equations. Some notations are shared
by the two formulations:

T
x = xT (t0 ), xT (t0 + 1), . . . , xT (t0 + N )

T
u = uT (t0 ), uT (t0 + 1), . . . , uT (t0 + N − 1)

T
r = rT (t0 ), rT (t0 + 1), . . . , rT (t0 + N )

(B.1)

Qe = diag (Qe , . . . , Qe ) , Qu = diag (Qu , . . . , Qu ) , C = diag (C, . . . , C)
Hu = diag (Hu (0), . . . , Hu (N − 1)) , Hx = diag (Hx (0), . . . , Hx (N ))

T
h = hT (0), . . . , hT (N )
where x(t) ∈ Rn are the predicted states, u(t) ∈ Rm are the computed optimal control
inputs and r(t) ∈ Rp is the reference signal. Note that it is not necessary to include x(t0 )
in x, since it is only set to the constant x0 . Furthermore, the Sans Serif font is used to
indicate that a matrix or a vector is, in some way, composed by stacked matrices or vectors
from different time instants. The stacked matrices or vectors have a similar symbol as the
composed matrix, but in an ordinary font. Several examples of this notation can be found
in (B.1).
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Complete Set of Variables

The most straightforward way to cast the MPC problem in the form of a QP is to keep the
dynamic equations as equality constraints. The MPC problem is then formulated as a QP
in the form
 

x
0 0
0

1 T
x
uT eT 0 Qu 0  u
minimize
x,u,e
2
e
0 0 Qe
 

 x
A B 0 u = b
subject to
e
(B.2)
 

 x
C 0 −I u − r = 0
e
 
x


Hx Hu 0 u + h ≤ 0
e
where

T
e = eT (t0 ), eT (t0 + 1), . . . , eT (t0 + N )

T
b = −xT0 0 . . . 0



−I 0
0 ... 0
0
0
 A −I 0 . . . 0

0

B
0

A −I . . . 0
0


0
A= 0
,
B
=


0
A ... 0
0

 ..
 ..

.
..
..
.
.
..
.. 
 .
. ..
.
.
0
0
0
0 . . . A −I

0
0
B
..
.

...
...
...
..
.

0

...


0
0

0

.. 
.
B

(B.3)

This formulation involves N (n + m + p) variables and gives a sparse Hessian matrix
and a sparse constraint matrix. If this formulation is used, a solver either utilizing sparsity
or the causality structure should be used.

B.2

Reduced Set of Variables

In the other formulation, x is expressed as a function of the initial state x0 and the control
inputs u. The vector x containing the states can then be inserted into the equations for
the control error e. Finally, e is inserted into the objective function. By using the system
equations, x can be found as
x = Sx x0 + Su u

(B.4)

B.2
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Reduced Set of Variables

where





I
0
A
 B
 2




Sx =  A  , Su =  AB
 .. 

..
 . 

.
AN −1 B
AN

0
0
B
..
.
AN −2 B


0
0

0

.. 
.
... B

...
...
...
..
.

(B.5)

The equality constraints are now eliminated and the objective function can be written as
T

J = (C (Sx x0 + Su u) − r) Qe (C (Sx x0 + Su u) − r) + uT Qu u

T
= uT SuT CT Qe CSu + Qu u + 2 SuT CT Qe CSx x0 − SuT CT Qe r u + κ

(B.6)

where κ is a constant. By using (B.4), the inequality constraints can be written as
Hx x + Hu u + h = Hx Su u + Hu u + h + Hx Sx x0 ≤ 0

(B.7)

Ignoring the constant and dividing by two gives the equivalent optimization problem
minimize
u

subject to


T
1 T T T
u Su C Qe CSu + Qu u + SuT CT Qe (CSx x0 − r) u
2
(Hx Su + Hu ) u + h + Hx Sx x0 ≤ 0

(B.8)

In this formulation, the Hessian becomes dense and N m optimization variables are involved.

C
Definition of Order of Convergence

When the performance of different optimization methods are compared, the order of convergence is often discussed. It specifies how fast the distance to the optimal solution
decreases at each iteration. The definitions in this appendix are summarized from the presentation in [84]. Generally, the convergence rate is said to be p (where p > 1) if there
exists a positive constant M such that
kxk+1 − x∗ k
p ≤M
kxk − x∗ k

(C.1)

for all k sufficiently large.
The most common orders of convergence, or convergence rates, are linear (p = 1),
superlinear and quadratic (p = 2). The convergence rate is said to be superlinear if the
following condition is satisfied
kxk+1 − x∗ k
=0
k→∞ kxk − x∗ k
lim
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Abstract
In this paper a preprocessing algorithm for unconstrained mixed integer quadratic programming problems and binary quadratic programming problems is
presented. The optimal value for some or all integer variables can be computed without approximations in polynomial time. The algorithm is first derived for the binary quadratic programming problem and the result is then extended to the mixed integer quadratic programming problem by transforming
the latter problem into the first problem. Both mentioned quadratic programming problems have several important applications. In this paper, the focus
is on model predictive control problems with both real valued and binary valued control signals. As an illustration of the method, the algorithm is applied
to two different problems of this type.

1

Introduction

An extension to ordinary Model Predictive Control (MPC) is to allow binary control
signals, see for example [3]. When this generalization is made, the ordinary Quadratic
Programming (QP) solver has to be replaced with a so-called Mixed Integer Quadratic
Programming (MIQP) solver, which also is able to optimize binary variables. Except
for problems with particular structures, the MIQP problem is known to have exponential
worst case complexity, [4]. One way of reducing the average complexity is to use an algorithm which in most cases can find the global optimum without enumerating all possible
solutions. A popular algorithm to use when solving MIQP problems is the branch and
bound algorithm. In this report we have investigated if the performance of the branch and
† Research supported by the Swedish Research Council for Engineering Sciences under contract Nr. 6212002-3822.
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bound algorithm can be increased by using preprocessing. Only MIQP problems without constraints are considered. Previous work in the area of preprocessing for the MIQP
problem is found in, e.g., [9].
In the first part of the derivation of the main result, a so-called Binary Quadratic Programming (BQP) problem is studied. The BQP problem is known to be N P-hard, [7].
Most algorithms for this kind of problems either focus on producing approximative solutions or on only handling various special cases of the general problem, [5]. The algorithm
presented in this paper belongs to the latter type of algorithms. Some approximative
heuristic algorithms can be found in, e.g., [7], [1], [8] and [6].
After a reformulation, several combinatorial optimization problems such as the maximum cut problem, the maximum clique problem, the maximum vertex packing problem
and the maximum independent set problem can all be written as BQP problems, [8].
The results from the first part of the paper are then extended to an MIQP problem
applicable to MPC problems with both binary valued and real valued control variables.
This paper is organized as follows. In Section 2, the BQP and MIQP problems are
defined. In Section 3 the preprocessing algorithm is derived for the BQP problem. A brief
discussion of the implementation of the algorithm can be found in Section 4. Section 5
shows that the preprocessing algorithm can be extended to MIQP problems. In Section 6
the results are applied to the MPC problem. In Section 7, two examples of MPC are
presented. Finally, section 8 contains conclusions and suggestions to future work.

2

The BQP and MIQP Problems

The MIQP problem can be seen as an ordinary QP problem for which some variables are
constrained to be binary.
In this paper the problems considered are limited to those without any constraints
except that some variables should be binary. We begin by considering a purely unconstrained BQP problem
(
min
xT Hx
x
(1)
P1 :
n
subject to x ∈ {0, 1} b
where H ∈ Rnb ×nb is symmetric. The result is first extended to a BQP problem in the
form
(
1 T
T
min
2 x Hx + f x
x
P2 :
(2)
n
subject to x ∈ {0, 1} b
where we have incorporated a linear term in the objective function. Then, the result is
extended to the unconstrained MIQP problem
(
1 T
T
min
2 x Hx + f x
x
P3 :
(3)
n
subject to x ∈ Rnc × {0, 1} b
The optimization vector x contains nc real valued and nb binary valued variables.
For what follows it is practical to define
H = Hd + H + + H −

(4)

3
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where
Hd,ij

(
Hij , i = j
=
0,
i 6= j

+
Hij
= max (0, Hij − Hd,ij )

(5)

−
Hij
= min (0, Hij − Hd,ij )

3
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To begin with, we consider the problem when all elements in x are binary. The problem is
then of the so-called BQP type, which is a purely combinatorial problem. As mentioned
in Section 1, a characteristic property of combinatorial problems is that they in general
are very hard to solve exactly, because of the computational complexity, [8]. To be able to
solve large problem instances either an approximate algorithm or some special structure
in the problem has to be used. If the structure in the problem is used it might be possible
to solve the problems exactly in a reasonable time.
The algorithm presented in this section makes it possible to speed up the solution of
a certain class of BQP problems. For this class of problems the algorithm produces an
exact solution for one or more variables in polynomial time.
For each binary variable the algorithm delivers one out of three possible results: 1 is
the optimal value, 0 is the optimal value or nothing can be said for sure.
The preprocessing algorithm is a consequence of the following theorem:
Theorem 1
For a BQP problem of type P1 the optimal value of one or more components xi can be
found in polynomial time if for some i ∈ {1, .., nb } any of the following conditions is
satisfied
(
Pnb
−
Hii ≥ −2 j=1
Hij
(i)
Pnb
+
Hii < −2 j=1 Hij (ii)
If any of the conditions (i) or (ii) is satisfied for a certain value of i, the optimal value of
xi is given by
(
0, if (i) holds
xi =
1, if (ii) holds
Proof: Consider the optimization problem P1 , where H is a symmetric nb × nb matrix.
Denote the objective function by Q(x) and rewrite it as follows
Q(x) = xT Hx =

nb
nb X
X

Hij xi xj

(6)

i=1 j=1

where xi , xj ∈ {0, 1}, ∀ i, j = {1, ..., nb }. For each i ∈ {1, ..., nb } the objective func-

88

Paper A

A Preprocessing Algorithm for MIQP Solvers with Applications to MPC

tion Q(x) can be written in the form
Q(x) = Hii xi xi + 2xi

nb
X

Hij xj + gi (x1 , x2 , ..., xi−1 , xi+1 , ..., xnb )

j=1
j6=i

= (Hii + 2

nb
X

(7)

Hij xj )xi + gi (x1 , x2 , ..., xi−1 , xi+1 , ..., xnb )

j=1
j6=i

where gi is a function that is independent of xi and where the last equality follows from
the fact that x2i = xi when xi ∈ {0, 1}.
Define
nb
X
Hij xj
(8)
hi (x1 , x2 , ..., xi−1 , xi+1 , ..., xnb ) = Hii + 2
j=1
j6=i

Note that hi is independent of xi . With this definition the objective function can be written
as
Q(x) = hi (x1 , x2 , ..., xi−1 , xi+1 , ..., xnb )xi + gi (x1 , x2 , ..., xi−1 , xi+1 , ..., xnb ) (9)

T
Denote the optimal value of x with x∗ = x∗1 , ..., x∗nb . It is also convenient to make the
following definitions
h∗i = hi (x∗1 , x∗2 , ..., x∗i−1 , x∗i+1 , ..., x∗nb ),
gi∗ = gi (x∗1 , x∗2 , ..., x∗i−1 , x∗i+1 , ..., x∗nb )

(10)

It now follows that
min Q(x) = min
x

xi

h∗i xi

+

gi∗

(
gi∗ ,
if h∗i ≥ 0
=
∗
∗
hi + gi , if h∗i < 0

From (11) the conclusion can be drawn that
(
0, if h∗i ≥ 0
x∗i =
1, if h∗i < 0

(11)

(12)

Unfortunately,
h∗i is usually not known before the optimal solution
 ∗ ∗
∗
x1 , x2 , ..., xi−1 , x∗i+1 , ..., x∗nb is known. A solution to this problem is to try to make an
estimate of h∗i . To simplify the notation, define

hi = max hi
x
(13)
hi = min hi
x

It now holds that hi ≤ h∗i ≤ hi . From this observation the following implications can be
stated
(
hi < 0 ⇒ h∗i < 0
(14)
hi ≥ 0 ⇒ h∗i ≥ 0

3
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By combining (12) and (14), the following conclusion can be drawn
(
0, hi ≥ 0
∗
xi =
1, hi < 0

(15)

From (5) and (8) it follows that




hi = max hi = max 
Hii + 2
x
x 

= Hii + 2max
x

nb
X

nb
X
j=1
j6=i


Hij xj 

(16)

Hij xj = Hii + 2

nb
X

+
Hij

j=1

j=1
j6=i

where the last equality follows from the fact that the sign of Hij determines whether the
optimal value of xj is 0 or 1. Analogously it follows that
hi = min hi = Hii + 2
x

nb
X

−
Hij

(17)

j=1

Equation (15) can then finally be written in the desired form
(
Pnb
Pnb
−
−
0, Hii + 2 j=1
Hij
≥ 0 ⇔ Hii ≥ −2 j=1
Hij
∗
xi =
Pnb
Pnb
+
+
1, Hii + 2 j=1 Hij < 0 ⇔ Hii < −2 j=1 Hij

(18)

From (18) it is clear that the computational complexity is polynomial in the number of
variables, i.e. in nb .
Now the result is extended to problems of type P2 .
Corollary 1
For a BQP problem of type P2 the optimal value of one or more components xi can be
found in polynomial time if for some i ∈ {1, .., nb } any of the following conditions is
satisfied
(
Pnb
−
Hij
(i)
Hii ≥ −2fi − 2 j=1
Pnb
+
Hii < −2fi − 2 j=1 Hij (ii)
If any of the conditions (i) or (ii) is satisfied for a certain value of i, the optimal value of
xi is given by
(
0, if (i) holds
xi =
1, if (ii) holds
Proof: The result follows directly from Theorem 1 by recognizing the fact that


1 T
H + 2diag(f )
T
T
Q(x) = x Hx + f x = x
x
2
2
for xi ∈ {0, 1}.

(19)
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The preprocessing algorithm can be implemented in several different ways. If the programming language supports matrix syntax, e.g. Matlab, the implementation can be seen
as a straightforward implementation of Theorem 1 or Corollary 1. Using the pseudo code
command RowSum and the relational operators < and ≥, a quick sketch of the implementation is given by
RowSum(Hd + 2H + ) < 0

(20)

RowSum(Hd + 2H − ) ≥ 0

where RowSum returns the sum of each row of a matrix as a column vector and the
relational operators are assumed to work componentwise, producing binary vectors as
results. In this way, Corollary 1 is applied to all indices i simultaneously. If the optimal
value is found for at least one component in x, it is possible to repeatedly apply the above
mentioned test again to a smaller problem, excluding the indices for which optimal xi
already have been found.
It is also possible to perform the tests in (20) one row at a time. Then, if an optimal
value of a variable has been found for some index i, this value can be used to remove a
column from H in the remaining tests, assuming that the other columns of H are modified
appropriately. This results in a sharper test, since the already found optimal value is then
no longer estimated by the worst case value.
After the algorithm has computed the optimal value of all components that it is capable
of, an ordinary MIQP solver, or BQP solver, may be applied to compute the remaining
ones.

5

Preprocessing for the MIQP Problem

If the x-vector is allowed to contain both real valued and binary valued variables, the BQP
problem becomes an MIQP problem. In this section, the problem is assumed to be of the
type P3 and the x-vector is assumed to be in the form
 
x
x= c
xb
(21)
xc ∈ Rnc , xb ∈ {0, 1}nb
The objective function can be expressed as
1
1 T
x
Q(x) = xT Hx + f T x =
2
2 c

xTb


 Hcc
T
Hcb

Hcb
Hbb

 

xc
+ fcT
xb

fbT

 
 xc
xb

(22)

We now assume Hcc to be positive definite. If all components in x had been real valued it
would have been straightforward to use the first order necessary and sufficient conditions
for optimality to calculate an algebraic optimal solution to the problem. When some of the
components in x are binary this is no longer possible. However, the optimality conditions
mentioned can anyway be used to express the optimal values of the real valued variables

6
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as a function of the binary valued variables. The expression for the optimal real valued
variables is then given by
−1
xc = −Hcc
(Hcb xb + fc )
(23)
This expression is substituted into (22). The resulting optimization problem is a pure BQP
problem. The objective function, disregarding constant terms, can be written as

T
1 T
1
T
−T
T
−1
x H̃xb + f˜T xb , xTb Hbb − Hcb
Hcc
Hcb xb + fb − Hcb
Hcc
fc xb
2 b
2

(24)

In the calculations the symmetry of H and H −1 has been used. When the objective
function is written in the form in (24), Corollary 1 can be applied.

6

Application of the Results to MPC

The results from Section 5 is in this section applied to the MPC problem. It is desirable
to find the control signal sequence which minimizes a certain criterion for a system in the
form
x(k + 1) = Ax(k) + Bc uc (k) + Bb ub (k) + Bd d(k)
z(k) = M x(k)

(25)

where uc ∈ Rnuc denotes real valued control signals, ub ∈ {0, 1}nub denotes binary
valued control signals and d ∈ Rnd denotes disturbances. The signal z ∈ Rnz denotes
the control objective.
In MPC, an optimization problem is solved at each sampling time k, based on the state
x(k). At time k the optimization routine returns the optimal control signal sequence for all
samples from time k to time k + Hp − 1, where Hp denotes the length of the prediction
horizon. Although the optimal control signal sequence is known for Hp samples, only
u(k) is actually applied to the system. In the next sample a new optimization is performed
and the first component in the new optimal control signal sequence is applied, and so on.
The criterion which is often minimized in MPC problems is for time k
Hp −1

X

2

2

2

||z(k + j + 1) − r(k + j + 1)||Qr + ||uc (k + j)||Qc + ||ub (k + j)||Qb

j=0

T

= M̃ (Hx(k) + Sc Uc + Sb Ub + Sd D) − R × Q̃r


× M̃ (Hx(k) + Sc Uc + Sb Ub + Sd D) − R + UcT Q̃c Uc + UbT Q̃b Ub





T
= α + M̃ Sb Ub Q̃r α + M̃ Sb Ub + 2UcT ScT M̃ T Q̃r α + M̃ Sb Ub

(26)

+ UcT ScT M̃ T Q̃r M̃ Sc Uc + UcT Q̃c Uc + UbT Q̃b Ub
In the first equality, the definitions made in the Appendix have been used, and in the
second equality the definition α = M̃ (Hx(k) + Sd D) − R has been used.
Compared to MPC for real valued control signals, the problem to minimize (26) is
no longer a QP problem, since the control signals in Ub are binary variables. Instead,
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the problem is an MIQP problem of the type P3 . By ignoring constants and dividing the
objective function (26) by two, it can be written in the form (22) with
xc = Uc
xb = Ub
Hcc = ScT M̃ T Q̃r M̃ Sc + Q̃c
Hcb = ScT M̃ T Q̃r M̃ Sb
Hbb =
fc =

SbT M̃ T Q̃r M̃ Sb
ScT M̃ T Q̃r α

(27)
+ Q̃b

fb = SbT M̃ T Q̃r α
The optimization problem can then of course also be expressed as a BQP problem in the
form (24).
If the control signals are ordered according to their appearance in time, it can be seen
that the H-matrix gets a structure where the envelope of the matrix elements descents
horizontally and vertically away from the diagonal. How fast the modulus of the matrix
elements descent seems to be dependent of the position of the poles of the controlled
system. For example, stable real poles give a non-oscillating fade off while complex
poles give an oscillating fade off. Unstable real poles do also give elements that fade out.
This behavior has to be further investigated. This structure of the H-matrix in the MPC
problem makes it easier to satisfy condition (i) or (ii) in Corollary 1.

7

Examples

In the following subsections, two examples are presented to which the preprocessing algorithm is applied. In both examples, the problem has been solved using three different
approaches and the corresponding computational times are presented in a table. In Approach I, an ordinary MIQP solver has been used. In Approach II, real valued variables
have been eliminated, as described in Section 5, before an ordinary MIQP solver has been
used. No other preprocessing has been performed. By doing this reformulation of the
problem, nc variables less have to be computed in each node in the branch and bound
tree. This is not done completely for free. The expressions for H̃ and f˜ have to be computed. In the examples, these calculations are included in the solution times presented. In
a real world MPC problem, some of these calculations could probably have been re-used
in several consecutive, or all, MPC optimizations. Finally, in Approach III real valued
variables first have been eliminated according to Section 5 and then the preprocessing
algorithm has been applied to compute as many variables as possible. Generally, any
variables then remaining are computed using an ordinary MIQP, or BQP, solver. In the
examples in Sections 7.1 and 7.2, the preprocessing algorithm determines the optimal
value of all variables. Therefore, the MIQP solver is actually never used in Approach III.
In all three approaches a slightly modified version of the MIQP solver miqp.m presented
in [2] has been used. To be able to make a fair comparison, all available combinations of
the settings “method” and “branchrule” in the solver has been tested. In the table, only
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the shortest solution time achieved is presented. For further information about available
settings, see [2].
As mentioned in Section 4, the preprocessing algorithm can be implemented in several
different ways. In Matlab, an implementation with vectorized expressions has much better
performance than one with for-loops. The code in miqp.m is not vectorized. Therefore,
to be able to make a fair comparison between the MIQP solver and the preprocessing
algorithm, the tests of the conditions from Corollary 1 in the preprocessing algorithm are
performed one row at a time by using for-loops.
All tests have been performed on a Sun UltraSPARC-IIe 500 MHz with 640 Mb RAM
running SunOS 5.8 and Matlab version 6.5.1.

7.1

Mass Position Control

In this example, a mass is controlled in one dimension by two separate forces. One force
is possible to control continuously and the other is applied in a binary way with a certain
magnitude and direction. The position of the mass is supposed to follow a reference signal
which is r(t) = 10 sin(t). The state x1 is the velocity of the mass and the state x2 is the
position. The continuous state space description is given by



 
0 0
1 −5 uc
ẋ =
x+
1 0
0 0
ub
(28)


z= 0 1 x
To obtain a system in the form in (25), zero order hold sampling has been used with the
sampling time 0.1 s. The problem is solved over a time horizon of 50 samples. The
control signal cost is chosen in a way that makes it beneficial to use the binary control
signal, when it is possible. The cost function used in this example is of the type in (26)
with
Qr = 100
Qc = 1
Qb = 1

(29)

x1 (0) = 5 and x2 (0) = 0

(30)

The initial state is
The result is shown in Figure 1. The computational time for optimizing 50 real valued
and 50 binary valued variables is presented in Table 1. The tree exploring strategy used in
the first and second approaches was the standard breadth first strategy. The node selection
strategy was chosen to “max”, see [2]. This combination of settings was one of the best
choices available for this problem (the exploring strategies breadth first, best first and
normalized best first gave approximately the same performance). In the third approach, all
50 binary variables were determined by the preprocessing algorithm based on Corollary 1.
It can also be noticed that the computational time is reduced with a factor of about 180.

7.2

Satellite Attitude Control

In this example the optimal control signal sequence for the attitude control of a satellite
is calculated. The satellite controls its attitude by accelerating a reaction wheel inside the
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Continuous and Binary Control Signals

Position Reference Tracking
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Figure 1: The left plot shows how the position of the mass, x2 (solid), follows
the sampled reference signal, r (starred), when the calculated optimal control signal
sequence is applied to the continuous model of the system. The right plot shows the
control signals, uc (solid) and ub (dashed). Note that uc is scaled in the plot.

Table 1: Performance tests
Optimization method
Approach I
Approach II
Approach III

Solution time [s]
15.861
4.618
0.0868
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satellite and by using external thrusters. When the wheel is accelerated a counter torque
is produced. If several adjustments in the same direction are made, the angular velocity
of the wheel finally becomes very high, or at least high enough to be power consuming
in steady state. To be able to slow down the wheel without affecting the attitude of the
satellite, the external thrusters have to be used to compensate when the wheel is braked.
The wheel is assumed to be controlled continuously by an electric motor. Its control
signal is denoted uc . The satellite is also assumed to be equipped with two external
thrusters, one in each direction. These are assumed to be controlled binary, i.e., either
they give full thrust or no thrust at all. The binary control signals for the thrusters are
denoted ub,1 and ub,2 .
A continuous time state space description for the system with satellite attitude x1 ,
satellite angular velocity x2 and internal wheel velocity x3 is





uc
0
0 0
0 1 0
ẋ = 0 0 0 x +  2.5 1 −1 ub,1 
ub,2
−10 0 0
0 0 0
z = I3 x

(31)

To obtain a system in the form in (25), zero order hold sampling with the sampling time
0.1 s has been used. The time horizon used is 20 samples. The cost function used in this
example is of the type in (26) with


0.5 · 104
0
0
10−2
0 
Qr =  0
0
0
10−1
(32)
Qc = 10
Qb = 10 · I2
The initial state is
x1 (0) = 0, x2 (0) = 0 and x3 (0) = 0

(33)

In this example, the reference signal for the attitude of the satellite is a step function with
the amplitude 0.5. The optimal control signal sequence and the attitude of the satellite is
shown in Figure 2. The computational time for optimizing 20 real valued and 40 binary
variables is found in Table 2. The tree exploring strategy used in the first and second
approaches was ordinary depth first, and the node selection strategy was chosen to “min”,
see [2]. This combination of settings was the best choice available for this problem. In
this example the preprocessing algorithm determined 40 out of 40 binary variables. The
computational time was reduced with a factor of about 275.

96

Paper A

A Preprocessing Algorithm for MIQP Solvers with Applications to MPC

Continuous and Binary Control Signals

Attitude Reference Tracking
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Figure 2: The left plot shows how the attitude of the satellite, x1 (solid), follows
the sampled reference signal, r (starred), when the calculated optimal control signal
sequence is applied to the continuous model of the system. The right plot shows the
control signals, uc (solid), ub,1 (dashed) and ub,2 (dash-dotted).

Table 2: Performance tests
Optimization method
Approach I
Approach II
Approach III

Solution time [s]
11.449
6.916
0.0414
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8 Conclusions
In this paper a preprocessing algorithm for MIQP and BQP problems has been derived.
These problems are generally known to have exponential complexity. The preprocessing
algorithm can compute the optimal values of some, or all, of the optimization variables
in polynomial time. For certain examples, it has been shown that the preprocessing algorithm can reduce the computational time significantly. In one case the computational
time was reduced with a factor of 275. A suggestion to future work is to find more applications where the preprocessing algorithm can be applied. Also, extensions to the case of
inequality constraints should be investigated.

A

Appendix

In this appendix the definitions of the vectors and matrices used when the objective function for the MPC problem is cast in the form in (26) are presented. The system to be
controlled is assumed to be in the form in (25).




uc (k)
ub (k)
 uc (k + 1) 
 ub (k + 1) 




Uc = 
 , Ub = 
,
..
..




.
.
uc (k + Hp − 1)
ub (k + Hp − 1)




d(k)
r(k + 1)
 d(k + 1) 
 r(k + 2) 




D=
,
R
=


,
..
..




.
.
d(k + Hp − 1)
r(k + Hp )


A
 A2 


H =  .  , Sc = S(Bc ), Sb = S(Bb ), Sd = S(Bd ),
 .. 
AHp


B∗
AB∗
..
.

0
B∗
..
.

...
...
..
.

0
0
..
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S(B∗ ) = 
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Hp −1
Hp −2
A
B∗ A
B∗ . . . B∗




M
0
0
Qr
0
0


M
0
Qr
0
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,
Q̃
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,
r
..
..
0

0

.
.
0
0
M
0
0
Qr




Qc
0
0
Qb
0
0


Qc
0
Qb
0
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.
.
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0

0
0
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0
0
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Abstract
The optimum multiuser detection problem can be formulated as a maximum
likelihood problem, which yields a binary quadratic programming problem
to be solved. Generally this problem is NP-hard and is therefore hard to
solve in real-time. In this article, a preprocessing algorithm is presented
which makes it possible to detect some or all users optimally for a low computational cost if signature sequences with low cross-correlation, e.g., Gold
sequences, are used. The algorithm can be interpreted as, e.g., an adaptive
trade-off between parallel interference cancellation and successive interference cancellation. Simulations show that the preprocessing algorithm is able
to optimally compute more than 94 % of the bits in the problem when the
users are time-synchronous, even though the system is heavily loaded and
affected by noise. Any remaining bits, not computed by the preprocessing
algorithm, can either be computed by a suboptimal detector or an optimal
detector. Simulations of the time-synchronous case show that if a suboptimal
detector is chosen, the BER rate is significantly reduced compared to using
the suboptimal detector alone.

1

Introduction

Multiuser detection (MUD) is the process to demodulate multiple users sharing a common
multi-access channel. A first approach is to demodulate each user independently and treat
† The research has been supported by the Swedish Research Council for Engineering Sciences under contract Nr. 621-2002-3822.
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the signal from other users as additive Gaussian noise, [23]. An improvement to this
strategy is to use the known correlation between users in the demodulation process. The
performance can be improved even more if the detector makes the most likely decision,
which formally is achieved by solving a so-called Maximum Likelihood (ML) problem.
When the optimum multiuser detection problem is cast in the form of an ML problem
it requires the solution of a so-called Binary Quadratic Programming (BQP) problem.
Unfortunately, these problems are generally known to be NP-hard, [14]. If the signature
waveform produces a cross-correlation matrix with some special structures, the problem
can sometimes turn out to have lower complexity, [21, 22, 24].
Many contributions to the area of multiuser detection have already been published.
The objective has been to find an algorithm which solves the multiuser detection problem
in reasonable time in order to make a real-time implementation possible. Previously, this
has been done either by restricting the class of possible cross-correlation matrices or by
employing some suboptimal procedure. In [24], an algorithm with polynomial complexity
has been derived for systems with only negative cross-correlations. A similar requirement
on the cross-correlation matrix is found in [21], where the synchronous multiuser detection problem is solved with a polynomial complexity algorithm if the cross-correlations
between the users are non-positive. It is also shown that Gold sequences satisfy this
condition in the synchronous case. Another paper also dealing with a special class of
cross-correlations is the one in [22], where a polynomial complexity algorithm is derived
for the case of identical, or a few different, cross-correlations between the users. Thorough work in the field of approximate algorithms for multiuser detection is found in [23].
Several different algorithms, optimal as well as suboptimal, are presented and evaluated
in [12]. The suboptimal algorithm local search is evaluated in [13]. Branch and bound
methods are investigated in [17]. Another near optimal approach is presented in [15].
Also the well-known Kalman filter has been applied to the problem. This approach is presented in [16]. Another interesting approach is to use so-called semidefinite relaxations
to produce suboptimal solutions to the problem. This idea has been considered in, e.g.,
[18] and [8].
A different detector approach is based on adaptive thresholding to provide a lowcomplexity detector for the ML problem, [20, 26]. The resulting algorithm is evaluated at
low traffic loads for pseudo-random sequences with promising results. It is also concluded
that the algorithm is not expected to perform well at high loads.
In this article, a preprocessing algorithm with polynomial complexity for the BQP
problem is derived. A preprocessing algorithm is an algorithm which processes the optimization problem in the step previous to the one when the actual solver is applied.
Because the preprocessing algorithm executes in polynomial time and the BQP solver,
generally, executes in exponential time, the required CPU time can be reduced if bits can
be computed optimally already in the preprocessing step. It became clear that when applied to the MUD problem, the resulting BQP preprocessing algorithm presented in [3]
was found to be equivalent to the one presented in [20, 26]. The two major differences
and enhancements made in this article compared to [20, 26] is that, first, the algorithm
is derived using an optimization point of view of the problem, which results in a general
algorithm for BQP problems and a framework which makes it easy to prove optimality for
the formulation of the problem solved in the step after preprocessing, and second, that the
evaluation is very thoroughly performed in the important case where chip sequences of

2

103

CDMA Channel Models

Gold type are used. Both the BER performance as well as the computational performance
is evaluated. Note that the ideas presented in this article also work with other types of
sequences with low cross-correlation, and the Gold sequences were chosen as one representative of such sequences. The algorithm is in principle also useful if the favorable
cross-correlations from the time-synchronous case have been slightly distorted by, e.g.,
time-asynchronous users, as long as the resulting cross-correlations between the users
are low. Furthermore, it is shown in simulations that when signature sequences with low
cross-correlations, like Gold sequences, are used in a synchronous system, the algorithm
is useful also at high loads.
Section 2 provides the CDMA channel models upon which this article is based, and
Section 3 describes preprocessing for the general BQP problem. The resulting preprocessing is applied to CDMA in Section 4, followed by extensive numerical evaluations in
Section 5. Finally, Section 6 provides some conclusive remarks.

2

CDMA Channel Models

In this section, the synchronous and asynchronous CDMA channel models used in the
article are presented. The notation has been taken from [25], where also a more thorough
description of the models can be found. In the case when the users are time-synchronous,
the received waveform y(t) is modeled as a K-user channel consisting of the sum of
K antipodally modulated synchronous signature waveforms embedded in additive white
Gaussian noise, i.e., as
y(t) =

K
X

Ak bk sk (t) + σn(t), t ∈ [0, T ]

(1)

k=1

where Ak is the received amplitude of the signal from user k, bk ∈ {−1, +1} is the data
bit transmitted by user k, sk (t) is the deterministic signature waveform assigned to user k,
normalized to have unit energy, and n(t) is white Gaussian noise with unit power spectral
density. Furthermore, σ is the channel noise variance and T is the inverse of the data rate.
The similarity of different signature waveforms sk (t) is expressed in terms of the
cross-correlation defined by
ZT
(2)
ρij = si (t)sj (t)dt
0

The normalized cross-correlation matrix R = {ρij } has ones in the diagonal and is
symmetric non-negative definite, [25]. If ρij = 0 whenever i 6= j, the signature sequences
are orthogonal. In this work, non-orthogonal sequences of Gold type have been used
and these usually give low cross-correlation for all possible non-zero offsets. Another
common choice of sequences with these properties is Kasami sequences.
In the case when the users are time-asynchronous, a frame of length 2M + 1 symbols
is considered. The signature sequences used in this work are user-specific, and reused
repeatedly for each new bit sent by a specific user. The CDMA channel model is also in
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this case adopted from [25] and can be written as
y(t) =

K X
M
X

Ak bk [i]sk (t − iT − τk ) + σn(t)

(3)

k=1 i=−M

where bk [i], i = −M, . . . , M represent the bits sent by user k during the frame under
consideration, and τk is the user-specific time offset. Assume, without any loss of generality, that the users are labeled by their time if arrival, i.e., that τ1 ≤ τ2 ≤ τ3 ≤ . . . ≤ τk .
If k < l, the elements in the cross-correlation matrix can be written as
ZT
sk (t)sl (t − τl + τk )dt

ρkl =
τl −τk

(4)

τZ
l −τk

sk (t)sl (t + T − τl + τk )dt

ρlk =
0

where 0 ≤ τl − τk ≤ T . If it is assumed that the intersymbol interference is limited to
occur for symbols immediately adjacent in time, the complete cross-correlation matrix R
is in this case built-up as a block-Toeplitz matrix with blocks R[0] along the main diagonal
and cross-correlations R[1]T and R[1], repeated above and below the main block diagonal,
respectively, where,

(

1, if j = k
0, if j ≥ k
Rjk [0] = ρjk , if j < k , Rjk [1] =
(5)

ρkj , if j < k

ρkj , if j > k
According to [25], the bit-sequence most likely sent by the users in the synchronous
h
iT
case are given by the solution b̂ = b̂1 , b̂2 , . . . , b̂n to the optimization problem

max exp −
b̂

1
2σ 2

ZT
y(t) −
0

K
X

!2
b̂k Ak sk (t)


dt

(6)

k=1

The asynchronous case follows analogously, but the notation becomes slightly more complex. Note that, the variables in the optimization problem in (6) are the bits to be estimated. This optimization problem can be rewritten as an equivalent minimization problem
1
(7)
min b̂T H b̂ − y T AT b̂
2
b̂
T

where b̂ ∈ {−1, +1}K , A = diag(A1 , A2 , . . . , Ak ), H = ARA and y = [y1 , y2 , . . . , yK ] ,
where yi is the output from matched filter i. After a variable substitution, this problem
can be identified as a 0/1-BQP problem.
There exist a number of suboptimal detectors applicable to the multiuser detection
problem. The simplest one is the conventional detector, [12],
b̂ = sign(y)

(8)
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where disturbances from other users are treated as noise. This detector does not use
any floating-point operations (flops). A simple detector using knowledge of the crosscorrelation between different users is the decorrelating detector, [12],
b̂ = sign(H −1 Ay)

(9)

The number of flops for computing computing H −1 Ay grows as O(K 3 ), [6].
For what follows, the channel models in (1) and in (3) are used for all computational
results to be presented in this article. Furthermore, the received amplitudes from different
users Ak are assumed equal to one for all users, i.e., the uplink is subject to power control.
The signature waveforms used are all of Gold type of length 127.

3

Preprocessing for the BQP Problem

Most algorithms used when solving BQP problems either focus on producing approximative solutions or only on handling various special cases of the general problem, [9].
The algorithm to be presented in this article belongs to the latter type of algorithms and
it is applicable to BQP problems having dominating diagonal elements compared to the
off-diagonal elements. In [3], the algorithm has previously been successfully applied to
Model Predictive Control (MPC) for systems including binary variables. Some approximative heuristic algorithms can be found in, e.g., [14], [4], [19], and [10].
In this article, a BQP problem in the form
(
1 T
T
min
2 x Hx + f x
x
P:
(10)
n
subject to x ∈ {0, 1} b
is studied, where H ∈ Rnb ×nb is symmetric. The algorithm presented in this section
makes it possible to speed up the solution of BQP problems having large diagonal elements compared to the non-diagonal elements. For each binary variable the algorithm
delivers one out of three possible results: 1 is the optimal value, 0 is the optimal value, or
nothing can be said for sure. Some of the basic BQP optimization ideas used in this work
can be found in, e.g., [11]. In this reference, the ideas are not used to build a preprocessing
algorithm, but to find all optimal solutions to the BQP problem. Before the main theorem
is given, the following definition is introduced
H = Hd + H + + H −

(11)

where
Hd,ij

(
Hij , i = j
=
0,
i 6= j

+
Hij
= max (0, Hij − Hd,ij )
−
Hij
= min (0, Hij − Hd,ij )

The preprocessing algorithm is built upon the following theorem:

(12)
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Theorem 1
For a BQP problem of type P, an optimal value of one or more components xi can be
found in polynomial time if for some i ∈ {1, . . . , nb } any of the following conditions is
satisfied
Pnb
−
Hii ≥ −2fi − 2 j=1
Hij
(i) :
Pnb
+
(ii) :
Hii ≤ −2fi − 2 j=1 Hij
If any of the conditions (i) or (ii) is satisfied for a certain value of i, an optimal value of
xi is given by
(
0, if (i) holds
xi =
1, if (ii) holds
Proof: See [3]. A simple flop count shows that the computational complexity for each
test (i) or (ii) grows as O(nb ). Hence, performing the tests for all variables gives a
computational complexity of O(nb 2 ), i.e., polynomial complexity in nb .

4

Application of the Results to CDMA

In this section, it is shown how to apply the preprocessing algorithm derived in Section 3
to the optimization problem in (7) and how the result can be interpreted.

4.1

Using Preprocessing

In order to be able to apply the preprocessing algorithm, the optimization problem in (7)
has to be rewritten in the BQP form P. Note especially the domain of the optimization
variable x. In order to get an optimization problem with binary variables the following
variable substitution is performed
b̂ = 2b̄ − 1
(13)
where b̄ ∈ {0, 1}K , b̂ ∈ {−1, +1}K and 1 denotes a column vector with all elements
equal to one. Using (13), neglecting constant terms and dividing by 4, the objective
function in (7) can be rewritten as
1 T
b̄ H b̄ + f˜T b̄
2

(14)

where

1
1
f˜ = − H1 − Ay
2
2
The problem is now in the form P, on which preprocessing can be performed.

4.2

(15)

Using the Algorithm in Multiuser Detection

In this section it is described how the algorithm can be used in multiuser detection. It
is first shown how it works in its simplest form where the conditions in Theorem 1 are
applied once for each user. Later it is shown how the performance of the algorithm can
be significantly improved by applying the algorithm iteratively. Finally, it is described
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how any remaining bits not computed by the preprocessing algorithm can be computed
by either an optimal or a suboptimal algorithm. Detailed algorithm descriptions can be
found in [2], and in [26].
Non-Iterated Implementation

In its simplest form the algorithm consists of applying the conditions in Theorem 1 once
for each user. As previously discussed in the proof of Theorem 1, the computational complexity of one such preprocessing iteration (test the conditions once for each user) grows
as O(K 2 ). Using the notation in the multiuser detection problem, the two conditions (i)
and (ii) in the corollary can after simplification be written as
(
P
Ai yi ≤ − j6=i |Hij | (i)
(16)
P
Ai yi ≥ j6=i |Hij |
(ii)
From (13) and (16), it follows that the optimal choice of b̂i is given by
(
−1, if (i) holds
∗
b̂i =
1,
if (ii) holds

(17)

Note that these conditions are equivalent to the ones given in [26]. Furthermore, note
that the conditions in (16) for a certain bit i are independent of the value of any other
undetected bits. Hence, if a decision can be made, it is made independently of the value
of any so far undetected bits. If (16) is investigated, it can be realized that a necessary
property of the cross-correlation matrix to be able to successfully use the algorithm, is
that the signature sequences give low cross-correlations between different users. This is
typically the case for, e.g., Gold sequences.
In the non-iterated implementation, the detector can be interpreted as a threshold detector. Considering, e.g., user 1, the distribution of the output from the matched filter for
this user is illustrated in Figure 1. In the example, 60 users are sharing the channel and
the SNR for user 1 is 6 dB. If the matched filter output gets outside the gray region B,
the bit sent by the user considered can be detected optimally by the preprocessing algorithm in a single iteration. Note that the size of the threshold has been chosen by the
algorithm in order to be able to guarantee optimality. The algorithm can also be related
to the conventional detector in (8). In region A and C, the output from the preprocessing
algorithm and the output from the conventional detector coincide. There is however an
extremely important difference; the output from the preprocessing algorithm is guaranteed to be optimal. Note that the fact that the output from the two detectors often coincide
is not a weakness of the preprocessing algorithm but rather a proof that the conventional
detector often, but not always, make optimal decisions. Compared to previous optimal
low complexity methods presented in [21, 24] and [22], the algorithm presented in this
article does not introduce any requirements on the sign of the cross-correlations or that
the cross-correlations between users are equal. On the other hand, the preprocessing algorithm cannot, in general, detect all users. In most cases the algorithm can detect some
of the users in the first iteration, but there is also often some users which cannot be detected in the first iteration. In the iterated implementation of the algorithm, the algorithm
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Figure 1: This plot shows the distribution for the matched filter output for user 1 in
an example with 60-users and SNR 6 dB for this user. The gray region B illustrates
the region where user 1 cannot be detected in a single preprocessing iteration. The
computational result shows that in this example, the probability of detection of user
1 in the first preprocessing iteration is 0.856.
is applied repeatedly and bits detected optimally in previous iterations are used to relax
the conditions for previously unsolved bits.
Iterated Implementation

When the algorithm is applied iteratively, the number of users possible to detect by the
preprocessing algorithm is significantly increased. As long as at least one user could
be detected in the previous run, it is possible to start over again and try to compute the
remaining ones. In principle, this is done by inserting the already computed variables in
the objective function of the BQP problem and formulating a new BQP problem in the
remaining variables on which it is possible to run preprocessing. This is described in detail
in the next section. This procedure is in this text referred to as the iterated implementation
and is further described in [2]. Note that even in the worst case the number of iterations
is limited to K since the algorithm is aborted if less than one user was detected in the last
iteration. Hence, the worst case computational complexity for the iterated implementation
of the preprocessing algorithm grows as O(K 3 ). Furthermore, note that it is possible, e.g.,
to be able to satisfy time demands in a real-time system, to abort the algorithm before the
K steps have completed and to solve any remaining variables suboptimally. Hence, it
is easy to make a dynamic trade-off between BER performance and computational time.
This has been further investigated in [20].
To gain performance compared to the conventional detector it is necessary that information from previous iterations contracts region B and either extends region A to the
right of the origin or extends region C to the left of the origin. That this actually occurs in practice will be shown in Section 5 where the proposed algorithm outperforms the
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conventional detector.
When the iterated implementation is used, the algorithm can be interpreted as an adaptive trade-off between Parallel Interference Cancellation (PIC) and Successive Interference Cancellation (SIC). In SIC, only one user is detected and cancelled in each iteration,
which means that the number of iterations equals the number of users to be detected. On
the contrary, in PIC all users are detected in every iteration and subsequently cancelled.
Uncertain detection reduces cancellation performance, and therefore, only a fraction of
the regenerated signals are cancelled, known as partial PIC. Hence, in SIC only one user
is detected per iteration even though more users can be detected with confidence, while
in partial PIC all users are detected, also the ones with less confidence, in each iteration.
In the proposed scheme, all previously undetected users that can be detected with confidence, but no more, are detected in each iteration. More information on PIC and SIC can
be found in, e.g., [1].
The Step After Preprocessing

When the preprocessing algorithm has terminated, another detector has to be applied to
detect any remaining bits. Consider an optimization problem in the form in (7). Without
any loss of generality, order the elements in b̂ in two parts, and denote the parts b̂c and b̂r
where the first part is possible to compute by preprocessing and the latter part is not. The
problem can be rewritten in the new variables as
min
b̂c ,b̂r

1 T
1
b̂ Hcc b̂c − ycT ATcc b̂c + b̂Tc Hcr b̂r + b̂Tr Hrr b̂r − ycT ATrr b̂r
2 c
2

(18)

where subindices c and r have been used to denote the components in b̂ that can and cannot
be computed by preprocessing, respectively. These subindices are also used, analogously,
to index out the corresponding parts in A, R, H and y.
Since it in an optimization problem always is possible to first minimize over some of
the variables and then over the remaining ones, [6], it is here possible to first minimize
over b̂c and then over b̂r . The optimal solution b̂∗c is then parameterized in b̂r , i.e., the
solution to the first optimization problem is in general a function b̂∗c (b̂r ), which can be
hard to explicitly formulate in an integer optimization problem like this one. However,
from the discussion below the equation in (17) it is clear that the preprocessing algorithm
finds the optimal value of those variables that have an optimal value which is independent
of the value of the remaining variables. Hence, b̂∗c is not dependent on b̂r , i.e., b̂∗c (b̂r ) = b̂∗c .
After the solution b̂∗c from the preprocessing algorithm has been inserted into the problem
in (18), the remaining optimization problem in b̂r can be reformulated as
min
b̂r

T

1 T
T ∗
b̂r Hrr b̂r + Hcr
b̂c − Arr yr b̂r
2

(19)

This is a new optimization problem in BQP form. Depending on the time available, the
algorithm used after preprocessing may be chosen to produce either optimal solutions or
suboptimal solutions. If an optimal solution is desired, existing optimization software like
the commercial state-of-the-art branch and cut solver CPLEX, [7], or the freely available
branch and bound solver miqp.m, [5], can be used. If the dimension of b̂r is low, which it
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often is after preprocessing, it is actually tractable to solve the problem in (19) by explicit
enumeration of all solutions. If suboptimal solutions are considered sufficient, possible
choices are to apply one of the detectors in (8) or (9). An important question to answer is
to which MUD problem, i.e., which ỹ, Ã and R̃ that defines the new problem, a detector
iT
h
should be applied in order to guarantee a jointly optimal decision in b̂Tc b̂Tr . This
can be done by identifying the problem in (19) to be in the form in (7). The result after
identification is
T
ỹ = yr − Rcr
Acc b̂∗c , Ã = Arr , R̃ = Rrr
(20)
Note that, this result also serves as a theoretical motivation for equation (15) in [26].
Consequently, an optimal detector working on the problem defined by the parameters
in (20) will provide an optimal solution b̂∗r to the optimization problem in (19), and hence
h
iT
will be jointly optimal. This holds independently of if b̂∗r is
the total solution b̂Tc b̂Tr
found as the solution to the optimization problem in (19) or if it is found as the optimally
detected bit-sequence to an MUD problem with the parameters in (20).
Now, the choice of ỹ in (20) will be slightly more investigated. Using the CDMA
models presented in Section 2, the matched filter output can be expressed as


 
Rcc Acc bc + Rcr Arr br + nc
yc
(21)
= RAb + n =
y=
T
yr
Acc bc + Rrr Arr br + nr
Rcr
which means that


T
T
ỹ = yr − Rcr
Acc b̂∗c = Rrr Arr b̂r + Rcr
Acc bc − b̂∗c + nr , Rrr Arr b̂r + ñr

(22)

where bc and nr denote the true values of the remaining bit-sequence

and the noise in the

T
output from the matched filters, respectively, and ñr ∈ N Rcr Acc bc − b̂∗c , σ 2 Rrr .
T
Acc b̂∗c has intuitively the function of cancelling the part of yr resulting
The term −Rcr
from bits that already have been detected in step one. However, it is not always true
that b̂∗c = bc even though b̂∗c is optimal. In [26], there is a discussion about that errors
made in the first step will affect the detector in the second step and as a result there is
a risk that the detector in the second step might make “additional erroneous decisions”.
However, note that this offset is necessary in order for the detector in the second step to
h
iT
jointly optimal. It would
make a decision which makes the entire decision b̂Tc b̂Tr

be possible to assume that b̂∗c = bc and work on a reduced MUD system in the second
step with measurements yr and correlation Rrr , but this setup would result in a decision
which might not be jointly optimal when considered as one large decision.

5

Numerical Experiments

In this section, the preprocessing algorithm is applied to the multiuser detection problem
as described in Section 4 and its performance is evaluated using Monte Carlo simulations.
The Signal to Noise Ratio (SNR) used in the simulations is computed after the matched
filters. Hence, there are disturbances originating both from the noise n(t) and from the
cross-correlation from other users.
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Figure 2: The plot shows the BER of the different detectors as a function of the load
when Gold sequences of length 127 are used. It can be seen that the multiuser detector implemented by the preprocessing algorithm combined with the conventional
detector gives the lowest BER. Note that, the BER performance of the proposed detector is almost indistinguishable from the BER performance of the optimal detector.

5.1

Synchronous Case

In the first simulation, the joint Bit Error Rate (BER) is compared for a multiuser detector
implemented using a combination of the preprocessing algorithm and the conventional
detector, the conventional detector itself in (8), the decorrelating detector in (9) and the
optimal detector found by solving the optimization problem in (7) optimally. When the
preprocessing algorithm is combined with a conventional detector, any variables not computed by the preprocessing algorithm is computed by the suboptimal detector (8) as described in Section 4.2. Hence, if the preprocessing algorithm does not solve all variables,
some parts of the solution might be suboptimal. To be able to obtain an optimal solution,
the preprocessing algorithm is combined with CPLEX, where CPLEX is used to solve
any remaining variables not possible to compute by preprocessing. The algorithms were
compared for the loads 1 to 127 users. In the simulation, Gold sequences of length 127
were used and the SNR for user 1 was chosen to be 10 dB. The SNRs for the other users
are then given by the choice of signature sequences and the noise variance. However, in
this case, it is close to 10 dB for all users. To get a sufficiently smooth plot in a reasonable
time, the number of Monte Carlo simulations used was adjusted in several steps from 107
for low loads to 105 for high loads. In each Monte Carlo simulation, a new noise realization was used and a new random bit was assigned to each user. The result from this test
can be found in Figure 2. The conclusion from this test is that the BER performance of the
detector built on a combination of preprocessing and the conventional detector is better
than the performance of the conventional detector used alone or the decorrelating detector. In this test, the BER performance of the proposed detector is almost indistinguishable
from the BER performance of the optimal detector.
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Figure 3: This plot shows how many percents of the variables that were computed
by preprocessing for loads between 1 and 127 users in combination of SNRs between
0 to 15 dB. The result shows that even at 127 users and at an SNR as low as 0 dB,
the preprocessing algorithm only fails to compute about 5 % of the total number of
variables.

In Figure 3 it can be seen that for a wide span of loads and SNRs, the preprocessing
algorithm computes nearly all variables in average. Therefore, for those combinations of
load and SNR, the remaining variables not computed by preprocessing do not alter the
BER performance significantly even though they are computed suboptimally. In Figure 3
it can be seen that the number of variables computed by preprocessing decreases for high
loads in combination with low SNR. Somewhat counterintuitive, the number of computed
variables also decreases slightly for high loads in combination with high SNR. The effect
of this degradation in detection performance will be discussed in coming experiments.
The conclusion drawn from the simulation is that the preprocessing algorithm can be
expected to compute almost all variables for a large span of combinations of SNRs and
loads. However, for large loads in combination with low SNRs, the number of variables
computed by preprocessing decreases.
In Figure 4 the BER is evaluated for different values of SNR in the range from 0 dB
to 15 dB. In the comparison, five different detectors are used; a detector formed by the
combination of the preprocessing algorithm and the conventional detector, a combination
of the preprocessing algorithm and the decorrelating detector, the conventional detector,
the decorrelating detector and finally the optimal detector. Note that, this experiment is
also an excellent practical example of the computational performance of the algorithm.
Actually, without the computational performance of the preprocessing algorithm, combined with the computational performance of CPLEX, it would have been impossible to
perform such rigorous comparisons (a huge number of Monte Carlo simulations are used
even at high loads) in a reasonable time where different suboptimal detectors are compared with the optimal detector. As expected, the BER performances of the conventional
detector in (8) and the decorrelating in (9) are significantly worse compared to the other
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Figure 4: In this plot the BER is examined when SNR varies from 0 dB to 15 dB.
The result is that at higher SNRs, the conventional and decorrelating detectors cannot
offer BERs as low as the preprocessing based detectors. For SNRs below 13 dB, the
resulting BERs from the preprocessing based detectors are that close to the optimal
one that the BER curves cannot be visually separated.

detectors, specifically for high values of SNR. The BER performance of the detectors built
on preprocessing is so close to the optimal one that they cannot be visually distinguished
from each other in this plot when SNR is 14 dB or below. Above 14 dB, the detector built
on a combination of the preprocessing algorithm and the conventional detector shows a
slightly higher BER than the other detectors. The behavior seems to be a consequence
of the decrease of variables computed by preprocessing for a combination of high loads
and high SNRs shown in Figure 3. This does not occur for loads below 117 users, and
can be avoided also for high loads by combining the preprocessing algorithm with the
decorrelating detector instead of the conventional detector for high SNRs.
The computational complexities for the different detectors have been previously theoretically discussed. An example of computational times in practice are shown in Figure 5.
The conventional detector in (8) is not shown in the plot because its computational time
is negligible in comparison with the other two. The conclusion drawn is that the computational complexity for the preprocessing algorithm grows similarly, or slower, compared
to the one for the decorrelating detector in (9). Since there are several different ways to
implement the different detectors, the computational times presented in Figure 5 should
only be considered as guidelines to relate the performance of the different algorithms. For
example, the matrix inversion performed in (9) is in Matlab implemented much more efficiently than the m-code implementation of the preprocessing algorithm. By implementing
the preprocessing algorithm in, e.g., C, a significant reduction of the computational time
is expected. If the result in this experiment is combined with the result from previous
experiments, the conclusion for the synchronous case is that the preprocessing algorithm
combined with the conventional detector can produce a near optimal BER at a computational time comparable to the one of the decorrelating detector. Furthermore, in this case it
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Figure 5: In this plot, the computational times to detect 127 users by the detector using the preprocessing algorithm, first in combination with the conventional
detector, and second in combination with CPLEX, are compared with the computational times for the decorrelating detector. The conventional detector has significantly lower computational time and it has therefore been excluded from this plot.
The conclusion is that the computational complexity of the preprocessing algorithm
grows as, or slower than, the computational complexity of the decorrelating detector.

is probably not worth the extra amount of computational time needed to compute the optimal solution, since that even preprocessing in combination with the conventional detector
often gives similar BER performance. Anyhow, it is a good example how computational
time can be decreased with an order of magnitude if the structure of the problem is used.
The tests of the computational times were performed on a computer with two processors
of the type Dual Core AMD Opteron 270 sharing 4 GB RAM (the code was not written
to utilize multiple cores) running CentOS release 4.6 (Final) Kernel 2.6.9-55.ELsmp and
M ATLAB 7.2.0.294.
From an optimization point of view it is interesting to investigate how far the suboptimal detectors are from being optimal. This is illustrated for 100 users in Figure 6,
f
−f ∗
which shows the relative suboptimality here computed as subopt
, where fsubopt denotes
|f ∗ |
∗
the objective function value for a suboptimal detector and f denotes the optimal objective function value. From the figure it can be seen that up to 13 dB, the combination of
the preprocessing algorithm and the conventional detector gives relatively a significantly
lower objective function value compared to the conventional or decorrelating detectors
used alone. Above 13 dB, the performance of this combination decreases slightly, which
can be explained by the drop in the by preprocessing detected number of users for a combination of high load and SNR as shown in Figure 3. To get near optimal performance
also in this region, the preprocessing algorithm can be combined with the decorrelating
detector.
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Figure 6: This plot shows the relative suboptimality for the different detectors comf

−f ∗

, where fsubopt denotes the objective function value for a subputed as subopt
|f ∗ |
optimal detector and f ∗ denotes the optimal objective function value. Note that the
detector is in fact optimal if the line vanishes from the plot. The line fragment from
the combination of preprocessing and the conventional detector visible in the figure
between 14 dB and 15 dB originates from the slight drop in detection performance
of the preprocessing algorithm for a combination of high loads and large SNRs as
shown in Figure 3.
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In the asynchronous case, the user are no longer assumed to be synchronized in time, i.e.,
the channel model in (3) is used. The different offsets τi for different users are uniformly
distributed between 0 and an upper value. Three experiments where this upper value
have been chosen to 1, 5 and 64 chips have been considered. The result is presented in
Figure 7 for the case when SNR is 5 dB. The conclusion from this experiment is that the
cross-correlation between the users is rather dependent on the offsets of the users, and the
benefits of the preprocessing algorithm tends to decrease as the maximum possible offset
is increased. This is a consequence of the fact that fewer and fewer bits are computed in
the preprocessing step as the maximum offset is increased. For low values of this offset,
the algorithm is still usefull, while for larger values, the algorithm is only useful for very
low loads.

6

Conclusions

In this work, a preprocessing algorithm for BQP problems has been successfully applied
to the multiuser detection problem when signature sequences of Gold type have been
used. The preprocessing algorithm is able to detect some or all bits. These bits are detected optimally and any remaining bits can be detected either optimally or suboptimally
by another algorithm. Numerical experiments have shown that if Gold sequences are
used, more than 94.7 % of the bits are computed by the preprocessing algorithm in the
synchronous case. Furthermore, simulations have shown that the preprocessing algorithm
combined with a suboptimal algorithm outperforms the suboptimal algorithm used alone
in terms of BER and the resulting BER is often very close to the optimal one. Moreover,
the computational complexity of the preprocessing algorithm is similar to the one of the
simple suboptimal decorrelating detector. The result in this work shows that it can be
very advantageous to use the proposed preprocessing algorithm for multiuser detection
problems where the cross-correlation between different users is low. Compared to several
other suboptimal detectors, often a better BER performance can be expected. The benefits of using the proposed preprocessing algorithm decreases in the asynchronous case. In
that case, the preprocessing algorithm is still able to compute a significant number of bits
at low loads, but fewer and fewer with increased load. If users are almost synchronous,
the preprocessing benefits are still evident, while in the worst case scenario, where users
can be misaligned up to half a symbol, the benefits are minor already at moderate loads.
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Abstract
The objective in this work is to develop an MIQP solver tailored for MPC.
The MIQP solver is built on the branch and bound method, where QP relaxations of the original problem are solved in the nodes of a binary search
tree. The difference between the subproblems is often small and therefore
it is interesting to be able to use a previous solution as a starting point in a
new subproblem. This is referred to as a warm start of the solver. Because
of its good warm start properties, a dual active set QP method was chosen.
The method is tailored for MPC by solving a part of the KKT system using
a Riccati recursion, which makes the computational complexity of the QP
iterations grow linearly with the prediction horizon. Simulation results are
presented both for the QP solver itself and when it is incorporated as a part of
the MIQP solver. In both cases the computational complexity is significantly
reduced compared to if a primal active set solver not utilizing structure is
used.

1

Introduction

From the beginning, Model Predictive Control (MPC) was only applicable to linearly constrained linear systems. Nowadays, MPC is applicable to nonlinear systems, and specifically to hybrid systems in Mixed Logical Dynamical (MLD) form, [6]. In the basic linear
setup, the MPC problem can be cast in the form of a Quadratic Programming (QP) problem. When MPC is extended to more advanced systems, also the type of optimization
problem to solve in each sample is changed. When a hybrid system is to be controlled,
† Research supported by the Swedish Research Council for Engineering Sciences under contract Nr. 6212002-3822 and by the VINNOVA competence centre ISIS.
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the corresponding optimization problem is changed from a QP problem to a Mixed Integer Quadratic Programming (MIQP) problem, hence the term Mixed Integer Predictive
Control (MIPC) is sometimes used. Today there exist tailored optimization routines with
the required performance for linear MPC. However, there is still a need for efficient optimization routines for MIPC. The MIQP problem is in general known to be NP-hard,
[22]. Therefore, to be able to use the algorithm in real-time, it is desirable to reduce the
computational complexity. One way of doing that is by utilizing problem structure when
solving the optimization problem.
A popular method for solving MIQP problems is branch and bound, where the original integer optimization problem is solved as a sequence of smaller QP subproblems. The
subproblems are ordered in a tree structure, where one new integer variable is fixed at each
level. Depending on the problem, sometimes a large number of QP subproblems have to
be solved. Therefore it is important to be able to efficiently solve these subproblems. In
this paper, the efficiency of this process is enhanced in two ways. First, because the difference between different subproblems in the tree is small, the solution from a previously
solved subproblem is reused as a starting point in a new subproblem. This procedure is
often called a warm start of the solver, and is most easily and effectively implemented if a
dual active set QP solver is used, [1]. Early work on dual active set solvers can be found
in [15] and [20]. A more recent method is found in [11], which has been refined in [17],
[7] and [3]. Second, in this dual QP solver a large part of the Karush-Kuhn-Tucker system
is solved using a Riccati recursion. This has previously been used in primal active set QP
solvers, e.g., [14], and in interior point solvers, e.g., [19]. A more thorough description of
the material presented in this paper can be found in [1].
For what follows, two notations will be introduced. First, a set with integers on an
interval, Zi,j = {i, i + 1, . . . , j}, and second, Sn++ (Sn+ ) that denotes the set of symmetric
positive (semi) definite matrices with n rows.

2

Problem Definition

When the MPC problem is cast in the form of a QP problem, it can either be written as a
QP problem with only control signals as free variables or it can be written as a QP problem
where control signals, states and control errors all are free variables. In this paper, it will
be shown that the latter approach will result in a KKT system possible to solve using a
Riccati recursion, and it will be seen that this is advantageous from a computational point
of view.
Consider a linear system in state space form

x(t + 1) = A(t)x(t) + B(t)u(t)
y(t) = C(t)x(t)

(1)
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and the resulting MPC optimization problem
minimize
x,u,e

subject to

N −1
1 X T
e (t)Qe (t)e(t) + uT (t)Qu (t)u(t)
2 t=0

1
+ eT (N )Qe (N )e(N )
2
x(0) = x0
x(t + 1) = A(t)x(t) + B(t)u(t), t = 0, . . . , N − 1
e(t) = M (t)x(t), t = 0, . . . , N
h(0) + Hu (0)u(0) ≤ 0
h(t) + Hx (t)x(t) + Hu (t)u(t) ≤ 0, t = 1, . . . , N − 1

(2)

where x, u and e denote vectors in which the states, control signals and control errors
respectively from all time instants are stacked. Furthermore, A(t) ∈ Rn×n , B(t) ∈
Rn×m , M (t) ∈ Rp×n , Hx (t) ∈ Rc(t)×n , Hu (t) ∈ Rc(t)×m and h(t) ∈ Rc(t) where c(t)
denotes the number of inequality constraints at time t. Also, the following assumptions
are made
Assumption 1. Qe (t) ∈ Sp++ , t = 0, . . . , N
Assumption 2. Qu (t) ∈ Sm
++ , t = 0, . . . , N − 1

3

Optimization Preliminaries

In this paper, an optimization problem such as
minimize

f0 (x)

subject to

fi (x) ≤ 0, i = 1, . . . , m
hi (x) = 0, i = 1, . . . , p

x

(3)

where f0 : Rn → R, fi : Rn → R and hi : Rn → R is said to be in standard form. The
optimal objective function value of (3) is denoted p∗ . Associated with each optimization
problem there is a Lagrange dual problem in the form
maximize

g(λ, ν)

subject to

λ≥0

λ,ν

(4)

where g(λ, ν) is called the Lagrange dual function. Duality is thoroughly discussed in,
e.g., [8]. An important property of the Lagrange dual function is that for any λ ≥ 0, the
following inequality holds
g(λ, ν) ≤ p∗
(5)
The optimal dual objective function value is denoted d∗ . From (5) the following inequality
can be derived
d ∗ ≤ p∗
(6)
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This inequality is called weak duality. Weak duality holds even if the primal problem is
non-convex and it still holds if d∗ or p∗ are infinite. For some problems, the inequality
in (6) can be shown to hold with equality, i.e.,
d ∗ = p∗

(7)

This important property is called strong duality.
In this paper the KKT conditions are used as optimality conditions. They are stated in
the following theorem, which is based on the discussion in [8, pp. 243–244].
Theorem 1 (KKT)
Consider the optimization problem in (3). Assume that it is convex, that fi (x), i =
0, . . . , m are differentiable and that strong duality holds. Then the following so-called
Karush-Kuhn-Tucker (KKT) conditions are necessary and sufficient conditions for x∗ and
(λ∗ , ν ∗ ) to be primal respectively dual optimal points
fi (x∗ ) ≤ 0, i = 1, . . . , m
hi (x∗ ) = 0, i = 1, . . . , p
λ∗i ≥ 0, i = 1, . . . , m
λ∗i fi (x∗ ) = 0, i = 1, . . . , m
∗

∇f0 (x ) +

m
X

λ∗i ∇fi (x∗ )

+

(8a)
(8b)
(8c)
(8d)
p
X

νi∗ ∇hi (x∗ ) = 0

(8e)

i=1

i=1

Proof: See [8, p. 244].

4

Quadratic Programming

In this paper the following special case of a general QP will be of interest
minimize
x1 ,x2

1 T
x
2 1

subject to


AE,1

xT2


 
 H̃ 0 x1

+ f˜T
0 0 x2
| {z }

 
 x1
0
x2

,H


AI,1

 
 x1
AE,2
= bE
x2
 
 x1
AI,2
≤ bI
x2

(9)

1
where x1 ∈ Rn1 , x2 ∈ Rn2 , n = n1 + n2 , H̃ ∈ Sn++
, f˜ ∈ Rn1 . This QP problem differs
from what is normally considered in the literature in the context of QP duality, where the
Hessian often is assumed positive definite. The dual problem is found by forming the
Lagrange dual function and performing maximization over λ and ν. This is thoroughly
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described in [1]. A problem equivalent to the dual problem of (9) can then be found to be
 


 λ
 T
 AI,1
1 T
−1
T
T
AI,1 AE,1
λ
ν
H̃
+
minimize
ν
AE,1
λ,ν
2



 
 λ

+ f˜T H̃ −1 ATI,1 ATE,1 + bTI bTE
(10)
ν
subject to

ATI,2 λ + ATE,2 ν = 0
λ≥0

By saying that (10) is an equivalent problem to the dual problem of (9) it is meant that
given the solution to one of the equivalent problems the other one can easily be derived
from the first one. According to [1], some important strong duality results can be stated
for this problem. First, if the primal problem is feasible, then the primal and dual optimal
objective function values coincide. Second, the primal is feasible if and only if the dual
optimal objective function value is bounded from above. At large, these results also hold
for the problem in (10) equivalent to the dual, but some extra care should be taken since
the sign of the objective function has been changed and the objective function value has
in general been off-set. For an extensive bibliography on QP, see [13].

4.1

Active Set Methods

A QP can either be solved by an active set method or an Interior Point (IP) method.
Compared to active set methods, IP methods are often preferred for large problems since
their computational performance is less sensitive to the number of constraints, [4]. On
the other hand, active set methods can gain more from warm starts, [23], which makes
them preferable for solving a sequence of slightly modified problems. Because of their
good warm start properties, an active set method was chosen in this paper. For a thorough description of an active set method applicable to QP, see [16]. Briefly, an active set
method solves an inequality constrained optimization problem by solving a sequence of
equality constrained optimization problems. The set containing the equality constraints is
called the working set, and it contains all original equality constraints and usually some
of the original inequality constraints treated as equality constraints. Solving an equality
constrained problem involves the solution of a KKT system in the form

   
−f
H AT x
=
(11)
ν
b
A
0
Since one such system is solved in each QP iteration, it is very important to be able to
solve systems of this type efficiently. For the MPC application, this has previously been
done for primal active set methods in [14]. In this paper it will be shown how this can be
performed for a dual active set algorithm as well.
A primal active set method starts in a primal feasible point and primal feasibility is
maintained during all subsequent QP iterations. In a dual active set method, dual feasibility is instead maintained. One of the main advantages with a dual QP algorithm is that
it is in many cases much easier to find an initial dual feasible point than an initial primal
feasible point. Usually, an initial feasible point is found by a so-called Phase I algorithm.
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According to [11], on average between one-third to one-half of the total effort needed to
solve a QP with “typical primal algorithms” is spent in Phase I. Consider the dual problem in (10). It is easy to see that the origin, i.e., λ = 0 and ν = 0, is always a feasible
point both with respect to the equality and the inequality constraints. Hence, an initial
dual feasible point can easily be found.
The solution time for an active set algorithm is much dependent on how many QP
iterations that have to be performed. If the optimal active set was known in advance, the
process would terminate in a single QP iteration. This is the idea behind warm starts,
where a slightly modified problem can be solved efficiently by utilizing information from
a previously solved problem. Due to the simple structure of the inequality constraints
in the dual problem, a dual active set QP algorithm is very easy to warm start. This
property makes it suitable for, e.g., Sequential Quadratic Programming (SQP), where
several similar inequality constrained QPs are solved sequentially, [17].
The structure of the dual problem also makes it possible to use the gradient projection
method efficiently, which allows for rapid changes to the working set, [16]. If this method
is employed, the number of QP iterations can be reduced.

5

Mixed Integer Quadratic Programming

An MIQP problem is similar to the ordinary QP problem in (9), but the optimization is to
n
be performed for x ∈ Rnc × {0, 1} b . This means that the optimization variables are not
only allowed to be real valued, but also integer valued. This “slight” modification turns
the easily solved QP problem, into an NP-hard problem, [22]. In this paper, a common
special case of MIQP, i.e., when the integer variables are constrained to be 0 or 1, is
considered.
There exist several methods for solving MIQP problems. Among them several authors
consider the branch and bound method as the best choice for MIQP problems, [6, 9]. An
integer program can in principle be solved by explicit enumeration, where the objective
function value is evaluated for all integer combinations and the best combinations are
chosen as the optimizers. Branch and bound cuts down the number of combinations
necessary to evaluate. A thorough description of the branch and bound algorithm can be
found in, e.g., [22] and [10].
In branch and bound for MIQP, QP subproblems are solved in the tree. According
to [9], solving the subproblems using a dual active set method offers the most straightforward way to exploit the structure introduced in the branching procedure. According to [22], active set methods (the reference considers the linear programming case) is
preferable for solving the relaxed problems in branch and bound. However, for very large
problems, IP algorithms can be used to solve the first subproblem, but in the subsequent
subproblems an active set method should be used. After a branch, the solution to the parent primal problem is in general infeasible in the child primal problems. But, as later will
become apparent, a dual feasible starting point for the child problems is directly available
from the dual solution of the parent problem. Consequently, it is possible to warm start
a dual active set solver using information from the solution of the parent problem. Also,
since a dual active set method is an ascend method generating dual feasible points, it can
use an upper bound as a cut-off value for terminating the QP solver in the subproblems
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prematurely, [9].
An important step in an MIQP solver is the preprocessing step, where the problem is
reduced if possible and the formulation is made as strong as possible. A preprocessing
algorithm for unconstrained MIPC is presented in [2].

6

A Dual Quadratic Programming Algorithm

The idea in this paper is to solve a primal problem in the form in (9) by solving the
associated Lagrange dual problem in the form in (10). In the first part of the derivation
the following assumption is made
Assumption 3. Hu (t) has full row rank for t = 0, . . . , N − 1.
Following the general procedure in Section 3, a problem equivalent to the dual problem can be found to be
minimize
x̃,ũ

subject to

1 T
ũ (−1)Q̃ũ (−1)ũ(−1)
2
N −1
1 X T
+
x̃ (τ )Q̃x̃ (τ )x̃(τ ) + ũT (τ )Q̃ũ (τ )ũ(τ )
2 τ =0

+ 2x̃T (τ )Q̃x̃ũ (τ )ũ(τ ) + 2q̃ũT (τ )ũ(τ ) + q̃x̃T (N )x̃(N )

(12)

x̃(0) = B̃(−1)ũ(−1)
x̃(τ + 1) = Ã(τ )x̃(τ ) + B̃(τ )ũ(τ ), τ = 0, . . . , N − 1


0 −Ic(N −τ −1) ũ(τ ) ≤ 0, τ = 0, . . . , N − 1

where the parameters and variables are defined as in [1, p. 75]. More on duality in control
problems can be found in, e.g., [18] and [12].
If the dual problem is feasible it follows from Slater’s refined condition (see [1, p.
14]) that strong duality holds. Then the KKT conditions in Theorem 1 constitutes the
following necessary and sufficient conditions for optimality


0 −Ic(N −τ −1) ũ(τ ) ≤ 0, τ = 0, . . . , N − 1

(13a)

x̃(0) = B̃(−1)ũ(−1)

(13b)

x̃(τ + 1) = Ã(τ )x̃(τ ) + B̃(τ )ũ(τ ), τ = 0, . . . , N − 1

(13c)

From the dual feasibility condition in (8c), it holds that
µ(τ ) ≥ 0, τ = 0, . . . , N − 1

(14)

The complementary slackness condition in (8d) gives the equation
µi (τ )ũm̃(τ )−c(N −τ −1)+i (τ ) = 0,
i = 1, . . . , c(N − τ − 1), τ = 0, . . . , N − 1

(15)
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Finally, from (8e) the following equations are obtained
∂LD
= Q̃x̃ (τ )x̃(τ ) + Q̃x̃ũ (τ )ũ(τ ) + ÃT (τ )λ(τ + 1) − λ(τ ) = 0,
(16a)
∂ x̃(τ )
τ = 0, . . . , N − 1
(16b)
∂LD
= q̃x̃ (N ) − λ(N ) = 0
(16c)
∂ x̃(N )
 
∂LD
0
= Q̃ũ (τ )ũ(τ ) + Q̃Tx̃ũ (τ )x̃(τ ) + q̃ũ (τ ) + B̃ T (τ )λ(τ + 1) −
µ(τ ) = 0,
I
∂ ũ(τ )
τ = 0, . . . , N − 1

(16d)

∂LD
= Q̃ũ (−1)ũ(−1) + B̃ T (−1)λ(0) = 0
∂ ũ(−1)

(16e)

Using a general notation, for a specific QP iteration the KKT conditions for the dual
problem, excluding the non-linear complementary slackness condition in (15), is given by
a linear system in the form
"

K11
K21

K12
K22

#"

x̂1
x̂2

#



H

=  AE
AI∩W

ATE
0
0

 


ATI∩W
−f
x̂
 


0   ν̂  =  bE 
0
λ̂I∩W
bI∩W

(17)

where AI∩W contains the rows in AI corresponding to the inequality constraints contained in the working set and bI∩W is defined analogously. Furthermore, λ̂I∩W contains
the dual variables corresponding to constraints in the working set. The matrix AE and
the vector bE define the equality constraints in the dual problem.
corren Dual variables
o
sponding to inequality constraints not in the working set, that is λ̂i | i 6∈ W , are set to
zero by the active set algorithm. Since the upper left block in (17) is unchanged during
the QP iterations it first seems possible to proceed as in [14], where it is proposed to use
block elimination and Riccati recursions in order to solve (17). Trying to follow the same
approach in the dual might cause problems. By simple examples, it can be shown that
K11 in the dual problem cannot, in general, be expected to be nonsingular, and therefore,
block elimination cannot be used similarly as in [14] when solving the dual problem.
−1
, an alternative efficient algorithm
Since it is generally not possible to compute K11
has to be developed. For what follows, it is necessary to split ũ into w and v, where w
contains the stacked unconstrained dual control signals and v contains the stacked conh
iT
T
strained dual control signals. Relating back to (12), let x̄1 = x̃T wT λT vW
{
v
T
 T
T
and x̄2 = vWv µWv , where the subindex indicates whether the corresponding variable contains elements related to the constraints in the working set or not. The result after
reordering rows and columns in K is a system in the form
"

K̄11
K̄21

K̄12
K̄22

#"

x̄1
x̄2

#


R̄11

= R̄21
0

R̄12
R̄22
−I

 


0
b̄1
x̄1
 


−I  x̄2,1  = b̄2,1 
0
x̄2,2
b̄2,2

(18)

6

131

A Dual Quadratic Programming Algorithm

Note that K̄22 is non-singular. In (18), it has been used that the inequality constraints are
in the form −v(τ ) ≤ 0, which implies that the matrix containing the coefficient for vWv
is −I. Dual variables corresponding to constraints not in the working set, µWv { , are set
to zero. Also, note that b̄2,2 = 0. This follows from the fact that the right hand side of
the inequality in (13a) is zero. By using a block inversion formula for the case K̄22 is
non-singular, x̄1 and x̄2 can be calculated as

−1
−1
−1
b̄2
K̄21
b̄1 − K̄12 K̄22
x̄1 = K̄11 − K̄12 K̄22
(19)

−1
x̄2 = K̄22
b̄2 − K̄21 x̄1
Notice that
−1
K̄22



0
=
−I

−I
−R̄22


(20)

Furthermore,

−1
= R̄12
K̄12 K̄22


0



0
−I




−I
= 0 −R̄12
−R̄22

(21)

From this it immediately follows that
−1
K̄21
K̄12 K̄22




 R̄21
= 0 −R̄12
=0
0

(22)

Using (21) and (22) in the expression for x̄1 in (19), the following simplified equation for
x̄1 is obtained
R̄11 x̄1 = b̄1 + R̄12 b̄2,2 = b̄1
(23)
where the last equality follows from b̄2,2 = 0. By using (20) and that b̄2,2 = 0, the
expression for x̄2 can be simplified to


0
(24)
x̄2 =
R̄21 x̄1 − b̄2,1
where R̄21 is block diagonal. As a consequence, when x̄1 has been computed, vWv and
µWv can easily be computed as
vWv = 0, µWv = R̄21 x̄1 − b̄2,1

(25)

Left to solve is the equation R̄11 x̄1 = b̄1 . This equation corresponds to solving a
modified version of the equations in (13) and (16). From (18), it follows that (16) should
be modified by setting components in vWv and µWv { to zero. After dropping time indices
and a suitable reordering of the variables and equations, (23) can be written as


0
0
0
0
0 ... ... ... ... 0
Q̃ũ B̃ T
.. 

 B̃
0
−I
0
0
0
0 ... ... ... ...
. 



.. 
 0 −I Q̃x̃ Q̃x̃ũ ÃT
0
0 ... ... ... ...
. 
 0


.. 
x̄1 = b̄01 (26)
T
T
 0
0
0 ... ... ... ...
. 
0 Q̃x̃ũ Q̃ũ B̃


 0
0
Ã
B̃
0 −I 0 . . . . . . . . . . . . 0 



 .
 ..
... ...
. . . . . . . . . . . . . . . Ã B̃
0 −I 
0

...

...

...

...

...

...

...

0

0

−I

0
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where x̄01 and b̄01 are defined as


ũ(−1)
 λ(0) 


 x̃(0) 


 ũ(0) 




..
x̄01 = 
,
.


x̃(N − 1)


ũ(N − 1)


 λ(N ) 
x̃(N )



0
0
0
−q̃ũ (0)
0
..
.















0
b̄1 = 









−q̃ũ (N − 1)
−q̃x̃ (N )

(27)

where the system in (26) includes all components of w(τ ) but only the components in
v(τ ) not included in a constraint in the working set since these are directly set to zero.
m̃(τ )
It is shown in [1], that if Assumption 3 is satisfied, then Q̃ũ (τ ) ∈ S++ . Furthermore,
m̃(τ )
if Q̃ũ (τ ) ∈ S++ , a system of equations in the form in (26) can be solved using Riccati
recursions. This is shown in detail in, e.g., [1], [24] and [21]. Since all computations
necessary to solve the KKT system, including the Riccati recursion, [21, 24], can be performed with linear computational complexity in the time horizon N , the entire operation
can be concluded to have linear computational complexity in N .
As already concluded in Section 4.1, the origin can always be used as a feasible initial
point. Hence, the need for a Phase I algorithm has been eliminated. Also, it can be
realized that the origin is always feasible independently of the working set chosen, i.e.,
reuse of old working sets during warm starts can be easily performed.
Unfortunately, Assumption 3 makes it impossible to have upper and lower bound constraints on the optimization variables since then the constraint gradients become linearly
dependent. To be able to use the QP algorithm in a branch and bound framework where
binary constraints are relaxed to interval constraints, Assumption 3 has to be relaxed.
Consider constraints in the form






h̄(t)
H̄u (t)
H̄x (t)
 Ĥx (t)  x(t) +  Ĥu (t)  u(t) ≤  ĥ+ (t) 
(28)
−Ĥu (t)
−Ĥx (t)
−ĥ− (t)
where the top block contains general constraints, and the second and third block together
contain upper and lower bound constraints defining a set with strictly feasible points, i.e.,
ĥ+ (t) > ĥ− (t). A relaxed assumption can be formulated as

T
Assumption 4. H̄uT (t) ĤuT (t) in (28) has full row rank and ĥ+ (t) > ĥ− (t) for all
t = 0, . . . , N − 1.
It is shown in [1], that if the initial working set is properly chosen, the QP algorithm
still works under Assumption 4.
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In this section it is described how the dual active set solver developed in Section 6 can
be used to solve the subproblems in branch and bound. By using a dual solver for the
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subproblems, a straightforward reuse of an old working set is enabled and the problem
of choosing a feasible initial point is solved. This is now motivated by considering the
primal problem in (9) and the problem equivalent to the dual in (10). The subproblems
to be solved in the nodes of the branch and bound tree will be of the type in (10). A
branch can be interpreted as if a primal inequality constraint is converted to a primal
equality constraint. Note that ν and λ are the Lagrange multiplier vectors corresponding
to the equality constraints and the inequality constraints respectively. During a branch, the
number of elements in ν is increased by one and the number of elements in λ is decreased
by one. Hence, a new initial working set can be found from the working set of the parent
problem by simply removing any inequality constraint regarding the removed element in
λ from the working set. The interpretation in the dual MPC problem in (12) is that a sign
constrained input signal is replaced by an unconstrained input signal. The conclusion is
that during a branch, the feasible set of the dual problem is enlarged and the old feasible
set is a subset of the new one. Hence, a feasible dual solution is also a feasible dual
solution after a branch.
A possible enhancement, not yet implemented, enabled by the use of a dual solver is
to utilize the inequality in (5) to prematurely abort the solution process of a subproblem.

8

Examples

In this section, the performance of the presented algorithms is evaluated. A more thorough description of the setup and the results can be found in [1]. The tests have been
performed on an Intel Pentium 4 2.66 GHz with 512 Mb RAM running Microsoft Windows XP Professional Version 2002 Service Pack 2 and M ATLAB 7.0.1 Service Pack 1.
The computational times are obtained using the M ATLAB command cputime. In the
tests, the main objective has been to compare the performance in terms of computational
complexity instead of absolute computational time. The absolute values are highly dependent on the level of code optimization, which has been left as future work.

8.1

Dual Active Set QP

In the computations presented in this section, the dual active set QP algorithm is applied
to the MPC problem of controlling a mass in one dimension with a single real control
signal u(t). The magnitude of u(t) is limited according to |u(t)| ≤ 9. By limiting the
magnitude of u(t) to 9, a reasonable amount of constraints are active at the optimum.
The problem has been solved for different prediction horizons and the computational
times have been measured. The result is shown in Figure 1. The QP algorithm presented
in this paper is implemented in the function drqp. In the tests, drqp is used to solve the
problem first from scratch and, second, given the optimal active set. In the latter test, the
algorithm starts in the origin and it has to solve one QP subproblem before the optimal
solution is found. This test is supposed to, at least roughly, simulate a warm start. Considering prediction horizons from N = 100 to N = 1500, the computational complexity for
drqp when cold started is in this test found to be approximately O(N 2 ). If the same algorithm is warm started, the computational complexity is reduced to approximately O(N ).
The latter result was expected since in the warm start case considered, only one QP itera-
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drqp
drqp warm start
quadprog
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Figure 1: This plot shows the computational times for two different QP solvers.
The QP algorithm described in this paper is implemented in the function drqp.
The solid line shows the computational time when this algorithm solves the problem
from scratch. The dash-dotted line shows the computational time when a warm start
is simulated when using drqp. The dashed line shows the computational time for
the standard QP solver quadprog.
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Figure 2: This plot shows the computational times for two different MIQP
solvers. The MIQP algorithm described in this paper is implemented in the function drmiqp. The solid line shows the computational time when this algorithm is
used. The dashed line shows the computational time for the standard MIQP solver
miqp.
tion in the form described in Section 6 had to be performed and those are since previously
concluded to have computational complexity O(N ). The M ATLAB function quadprog
is found to have an approximate computational complexity of O(N 3.2 ). Therefore, the
conclusion from this test is that the algorithm presented in this paper has a significantly
lower computational complexity compared to the generic algorithm used in quadprog.
Also, warm starts are found to be very efficient.

8.2

MIQP

In the current section, the MIQP algorithm presented in Section 7 is applied to the MPC
problem to control a satellite with three actuators; two oppositely directed external thrusters
and one internal reaction wheel. The thrusters are assumed to be controlled binary and
the magnitude of the control signal to the reaction wheel is limited to less than or equal
to one. The system contains three states, i.e., the satellite attitude, the angular velocity
and the internal wheel velocity. The problem has been solved for several different prediction horizons in the range N = 10 to N = 220 and the corresponding computational
times are presented in Figure 2. The MIQP algorithm presented in this paper is implemented in the function drmiqp. In this example, for prediction horizons longer than 20
time steps, drmiqp has an approximate computational complexity of O(N 2.7 ), while
the standard function miqp, [5], using the QP solver quadprog, has an approximate
computational complexity of O(N 3.4 ). The implementation of the branch and bound al-
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gorithm in drmiqp has been based on the code in miqp, which has been modified in
order to be able to use drqp and to enable the use of warm starts. Hence, it is exactly the
same branch and bound code used in the results for drmiqp and miqp, and therefore,
the branch and bound tree has been explored in exactly the same way. The conclusion
from the test is that the MIQP algorithm presented in this paper has a significantly lower
computational complexity compared to the generic MIQP algorithm used in miqp.

9

Conclusions

In this paper a dual active set QP solver tailored for MPC has been derived. By utilizing
problem structure, the QP iterations are performed with computational complexity O(N ).
The tailored solver has also been used in an MIQP solver where the warm start properties
of the dual active set type of solver have been utilized. Simulation results indicate that
both the QP solver itself and the MIQP solver get a significantly lower computational
complexity compared to if a standard primal active set QP solver is used. Some suggestions to future work are to, first, try to apply the gradient projection method and, second,
relax Assumption 4, in order to allow for pure state constraints and, third, to abort the QP
solver in the MIQP solver prematurely.
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Abstract
The objective of this work is to derive a Mixed Integer Quadratic Programming algorithm tailored for Model Predictive Control for hybrid systems.
The Mixed Integer Quadratic Programming algorithm is built on the branch
and bound method, where Quadratic Programming relaxations of the original problem are solved in the nodes of a binary search tree. The difference
between these subproblems is often small and therefore it is interesting to
be able to use a previous solution as a starting point in a new subproblem.
This is referred to as a warm start of the solver. Because of its warm start
properties, an algorithm that works similar to an active set method is desired. A drawback with classical active set methods is that they often require
many iterations in order to find the active set in optimum. So-called gradient projection methods are known to be able to identify this active set very
fast. In the algorithm presented in this report, an algorithm built on gradient projection and projection of a Newton search direction onto the feasible
set is used. It is a variant of a previously presented algorithm by the authors and makes it straightforward to utilize the previous result, where it is
shown how the Newton search direction for the dual MPC problem can be
computed very efficiently using Riccati recursions. As in the previous work,
this operation can be performed with linear computational complexity in the
prediction horizon. Moreover, the gradient computation used in the gradient projection part of the algorithm is also tailored for the problem in order
to decrease the computational complexity. Furthermore, it is shown how a
Riccati recursion still can be useful in the case when the system of equations
for the ordinary search direction is inconsistent. In numerical experiments,
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the algorithm shows good performance, and it seems like the gradient projection strategy efficiently cuts down the number of Newton steps necessary to
compute in order to reach the solution. When the algorithm is used as a part
of an MIQP solver for hybrid MPC, the performance is still very good for
small problems. However, for more difficult problems, there still seems to
be some more work to do in order to get the performance of the commercial
state-of-the-art solver CPLEX.

1

Introduction

In recent years, the field of application of the popular control strategy Model Predictive
Control (MPC) has been broadened in several steps. From the beginning, MPC was only
applicable to linearly constrained linear systems. Today, MPC is applicable to nonlinear systems as well as to hybrid systems in Mixed Logical Dynamical (MLD) form, [6].
The focus in this work will be on control of hybrid systems. In the basic linear setup,
the MPC problem can be cast in the form of a Quadratic Programming (QP) problem.
When MPC is extended to more advanced systems, also the type of optimization problem to solve in each sample is changed. When a hybrid system is to be controlled, the
corresponding optimization problem is changed from a QP problem into a Mixed Integer
Quadratic Programming (MIQP) problem, and hence, the term Mixed Integer Predictive
Control (MIPC) is sometimes used. Today there exist tailored optimization routines with
the required performance for linear MPC. However, there is still a need for efficient optimization routines for MIPC. The MIQP problem is in general known to be NP-hard,
[40]. Therefore, to be able to use the algorithm in real-time, it is desirable to reduce the
computational complexity. One way of doing that is by utilizing problem structure when
solving the optimization problem.
A popular method for solving MIQP problems is branch and bound, where the original integer optimization problem is solved as a sequence of QP problems. Depending on
the problem, sometimes a large number of QP problems have to be solved. Therefore, it
is important to be able to solve these subproblems efficiently. In this work, the efficiency
of this process is enhanced in two ways. First, since the difference between different subproblems is small, the solution from a previously solved subproblem is reused as a starting
point in a new subproblem. This procedure is often called a warm start of the solver, and it
is most easily and efficiently implemented if a dual active set QP solver is used, [1]. Early
work on dual active set solvers can be found in [25] and [37]. A more recent method is
found in [19], which has been refined in [33], [9] and [4]. Second, in the dual QP solver
to be presented, a large part of the KKT system is solved using a Riccati recursion. This
has previously been done in primal active set QP solvers, e.g., [24], and in interior point
solvers, e.g., [35]. The material presented in this report is based on an extension of the
work presented in [1] and in [3], where a dual active set QP solver tailored for MIPC built
on a classical active set method is presented. In this report, the classical active set method
has been replaced by a gradient projection method which has the potential to give better
performance, especially for problems with many constraints that are active at the optimum, [7]. Early work on gradient projection methods can be found in [20] and in [26].
Many articles have been written about gradient projection. In [29], a method is presented
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which is very similar to the one used in this report. The difference is that in [29] basic
gradient projection iterations are combined with conjugated gradient iterations, while in
this report, the gradient projection iterations are combined with projected Newton steps
which can be very efficiently computed using Riccati recursions.
In this report, Sn++ (Sn+ ) denotes the set of symmetric positive (semi) definite matrices
with n rows. Further, let Z be the set of integers and Z++ be the set of positive (non-zero)
integers.
All computational performance tests have been performed on a computer with two
processors of the type Dual Core AMD Opteron 270 sharing 4 GB RAM (the code was
not written to utilize multiple cores) running CentOS release 4.6 (Final) Kernel 2.6.955.ELsmp and M ATLAB 7.2.0.294. Computational times have been calculated using
the M ATLAB command cputime. CPLEX has been called using the freely available
M ATLAB interface CPLEXINT, which was slightly modified in order to be able extract
more information about the solution process from CPLEX. In all computational times
presented for CPLEX, the time spent in CPLEXINT is also included. The latter is assumed to be negligible in comparison with the time spent in CPLEX itself. Since all ideas
presented in this work can be illustrated without solving the MPC optimization problem
repeatedly as done in practice, the problem is only solved in one time instant. Therefore,
the word time instant is from now on used to refer to a certain time in the prediction of
the future behavior of the system.
This report is organized as follows. In the remainder of this section, the MPC problem studied in this work is presented. In Section 2, an overview of MIQP is given. In
Section 3, the QP background to be used later in the report is presented. Furthermore,
some different solution methods for QPs are discussed. In Section 4, the general ideas in
the dual gradient projection QP solver presented in this report are discussed. In Section 5,
efficient algorithms for computation of search directions are presented. In Section 6, the
solver is incorporated into a branch and bound method. In Section 7, numerical experiments are used to evaluate the performance of the algorithm. In the Appendix, definitions
and different optimization related results can be found.

1.1

Problem Definition

As for linear MPC, there are at least two different equivalent optimization problem formulations of the MIPC problem. First, it can be written as an MIQP problem with only
control signals as free variables, and second, it can be written as an MIQP where control
signals, states and control errors all are free variables. The derivations of both formulations for a general linear MPC problem can be found in [27] (and in Appendix B in Part I
of this thesis). If the resulting KKT systems are examined, it can be seen that the linear
part for the first approach involves a dense system while the second approach involves an
almost block diagonal system. In this report, it will be seen that the latter system is in a
form which is advantageous from a computational point of view.
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Consider an MIPC problem in the form
minimize
x,u,e

JP (x, u, e) =

N −1
1 X T
e (t)Qe (t)e(t) + uT (t)Qu (t)u(t)+
2 t=0

1
+ eT (N )Qe (N )e(N )
2
subject to

x(0) = x0
x(t + 1) = A(t)x(t) + B(t)u(t),
t = 0, . . . , N − 1
e(t) = M (t)x(t),
t = 0, . . . , N
h(0) + Hu (0)u(0) ≤ 0
h(t) + Hx (t)x(t) + Hu (t)u(t) ≤ 0,
t = 1, . . . , N − 1
h(N ) + Hx (N )x(N ) ≤ 0

(1)

where

T

T
x = xT (0), . . . , xT (N ) , u = uT (0), . . . , uT (N − 1) ,

T
e = eT (0), . . . , eT (N )

(2)

and where the system matrices are given by A(t) ∈ Rn×n , B(t) ∈ Rn×m and M (t) ∈
Rp×n . Furthermore, for t ∈ Z
T

x(t) = xTc (t) xTb (t) , xc (t) ∈ Rnc , xb (t) ∈ {0, 1}nb , n = nc + nb

(3)

denotes the state of the system, partitioned into continuous states xc (t) and logical (binary) states xb (t). The controlled output is
T

e(t) = eTc (t) eTb (t) , ec (t) ∈ Rpc , eb (t) ∈ {0, 1}pb , p = pc + pb

(4)

The control input is partitioned according to

T
u(t) = uTc (t) uTb (t) , uc (t) ∈ Rmc , ub (t) ∈ {0, 1}mb , m = mc + mb

(5)

where uc (t) denotes the continuous inputs and ub (t) the logical inputs. Moreover, Hx (t) ∈
Rc(t)×n , Hu (t) ∈ Rc(t)×m and h(t) ∈ Rc(t) , where c(t) denotes the number of inequality
constraints at time t. Furthermore, the following assumptions are made
Assumption 1. Qe (t) ∈ Sp++ , t = 0, . . . , N
Assumption 2. Qu (t) ∈ Sm
++ , t = 0, . . . , N − 1
The objective with this work is to design an optimization algorithm for control of
systems in the MLD form presented in [6]. Except for notational differences, there are
four differences between the optimal control problem for MLD systems presented in [6]
and the optimization problem in (1). First, the problem in [6] has reference signals on
the control signals, states and outputs. Second, the MLD system has a direct term in e(t)
from the input u(t). Third, the control problem in [6] has an equality constraint on the
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final state. Fourth, the weight matrix for the “auxiliary variables” in the control problem
defined in [6] is positive semidefinite. In this work, it is assumed positive definite for all
variables. The results presented in this work can be generalized to the case when the three
first differences have been eliminated. However, so far, the fourth difference has not been
possible to overcome.
Remark 1. Note that (1) becomes a linear MPC problem if nb = pb = mb = 0.

2

Mixed Integer Quadratic Programming

In a QP problem, the optimization variables are real-valued, but in an MIQP problem,
some variables are restricted to be integer-valued. In this text, the common special case
of MIQP when the integer variables are constrained to be 0 or 1 is studied. A survey of
Quadratic Integer Programming (QIP) can be found in [39].
The mathematical definition of an MIQP problem is
minimize n

x∈Rnc ×{0,1} b

subject to

1 T
x Hx + f T x
2
AE x = bE ,

(6)

A I x ≤ bI

where n = nc + nb , x ∈ Rn , H ∈ Sn+ , f ∈ Rn , A ∈ Rp+m×n and bI ∈ Rp+m .
Moreover, E ∈ Zp++ and I ∈ Zm
++ denote sets of indices to rows representing equality
constraints and inequality constraints, respectively, in A and b.
The four most commonly used methods for solving MIQP problems are, [6], cutting plane methods, decomposition methods, logic-based methods and branch and bound
methods. According to [16], branch and bound is the best method for mixed integer
quadratic programs. An important explanation to why branch and bound is so fast for
MIQP problems is that the QP subproblems are very cheap to solve, [16].
There exist several software for solving MIQP problems. For M ATLAB, free software
like YALMIP or miqp.m can be used. A commonly used commercial software is CPLEX.

2.1

Branch and Bound

In worst case, the solution process of an MIQP problem requires explicit enumeration of
2nb combinations of binary variables. The branch and bound method is a method that
can significantly cut down the number of combinations necessary to investigate. Unfortunately, the worst case complexity is still exponential and the actual computational burden
is problem dependent. The key idea to reduce the computational effort needed is to, in
a computationally cheap way, compute upper and lower bounds for the optimal objective function value for the subproblems in the nodes. Often, these bounds can be used
to prune entire subtrees, which means that these subtrees do not have to be considered
anymore since the optimal solution will not be found in any of them. A thorough derivation of and motivation for the branch and bound method can be found in [40] and in [17],
where also a formal algorithm description is presented.
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Figure 1: This figure shows an example of a binary search tree for two binary variables, x1 and x2 . In each node, represented as an ellipse, the corresponding feasible
set Si is shown. The symbol ? is used to denote that this variable is free to be either
0 or 1.
Let the feasible set of the optimization problem considered be denoted S. In the
branch and bound method, S is partitioned into K smaller sets such that
S=

K
[

Si

(7)

i=1

The partitioning can be represented using a tree structure and is at first coarse, but is in
later steps more and more refined. An example of a tree is given in Figure 1. The tree in
Figure 1 is a so-called binary search tree, which is a special case of a general search tree
and is the type of tree of interest for the MIQP problems considered in this text.
For what follows, let Pi denote the optimization subproblem over the set Si , Ni the
node containing Pi , z ∗ the optimal objective function value over S, and z i∗ the optimal
objective function value for subproblem Pi .
The optimal solution over the set S can be computed by optimizing over the smaller
sets separately according to
z i∗ = minimize f0 (x), i ∈ {1, . . . , K}
x∈Si
 i∗
z ∗ = min
z

(8)

i∈{1,...,K}

where f0 (x) is the objective function in the original integer problem. The optimal solution over S is found as the optimal solution to the subproblem with the lowest optimal
objective function value. The idea in branch and bound is to use bounds on z i∗ in order
to reduce the number of partitions that have to be explicitly explored. In an MIQP solver
built on branch and bound, QP relaxations of the original integer problem provide lower
bounds and feasible integer suboptimal solutions provide upper bounds. QP relaxations
are found by relaxing integer constraints into bound constraints. That is, if the binary
variable indexed by j is relaxed, the constraint
xj ∈ {0, 1}

(9)

xj ∈ [0, 1]

(10)

is replaced by
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In this report, the relaxation of Pi is denoted by PiR , and the relaxed solution by xi . The
¯
relaxation of the set Si is denoted SiR .
According to [16], solving the subproblems using a dual active set method offers the
most straightforward way to exploit the structure introduced by the branching procedure.
After a branch, the solution to the parent primal problem is in general infeasible in the
child problems. But, a dual feasible starting point for the child problems is directly available from the dual solution of the parent problem. Consequently, it is possible to warm
start the active set solver using information from the solution to the parent problem. Also,
since a dual active set method is an ascent method generating dual feasible points, it can
use an upper bound as a cut-off value for terminating the QP solver prematurely, [16].
According to [40], for very large problems Interior Point (IP) algorithms can be used to
solve the first subproblem, but in the subsequent subproblems an active set method should
be used.
A branch and bound algorithm description can be found in, e.g., [40] and [17].

3

Quadratic Programming

In this section, the QP problem is introduced and some basic properties are discussed.
Furthermore, the gradient projection algorithm used in this work is presented. For an
extensive bibliography on QP, see [22]. The optimization notation used in this report is
chosen similar to the one in [10]. For what follows, a Quadratic Programming (QP) problem with n variables, p equality constraints and m inequality constraints in the following
form will be of importance
1 T
x
2 1

subject to

 
 x1

A1E A2E
= bE ,
|
{z
} x2

x1 ,x2

xT2

 
 x1
0
x2


 
 H̃ 0 x1

+ f˜T
0 0 x2
| {z } | {z }

minimize

H

AE

x

(11)

 
 x1

A1I A2I
≤ bI
|
{z
} x2
AI

1
where n = n1 + n2 , x1 ∈ Rn1 , x2 ∈ Rn2 , H̃ ∈ Sn++
, f˜ ∈ Rn1 , A1 ∈ Rp+m×n1 ,
A2 ∈ Rp+m×n2 and b ∈ Rp+m . Furthermore, E ∈ Zp++ and I ∈ Zm
++ denote sets of
indices to rows representing equality constraints and inequality constraints respectively in
A ∈ Rp+m×n and b ∈ Rp+m . The dual problem to the problem in (11) can be found as
described in Appendix A.2. By reformulating the resulting dual maximization problem
in (74) as a minimization problem and by removing a constant in the objective function,
the result is a new equivalent QP problem in the form

minimize

1
QD (λ, ν)
2

subject to

A2 TI λ + A2 TE ν = 0,

λ,ν

(12)
λ≥0
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where λ ∈ Rm , ν ∈ Rp and

 

 T
 λ
 A1I
−1
T
ν
H̃
+
A1 I A1 E
ν
A1E



 T
  T
 λ
T
−1
T
T
˜
+ 2 f H̃
A1 I A1 E + bI bE
ν


QD (λ, ν) = λT

T

(13)

By Theorem 3, strong duality holds for the primal problem in (11) and the dual problem
in (74). Note that the solution to the equivalent problems in (12) and in (74) are equal, but
that the optimal objective function values do not coincide since the sign of the objective
function has been changed and a constant has been removed.
The idea in this work is to solve a primal QP problem in the form in (11) by solving
a dual problem in the form in (12) and then compute the primal optimal solution from
the dual optimal solution. According to Theorem 3, the primal problem has a feasible
solution if and only if the solution to the dual problem is bounded. Given such a bounded
dual optimal solution λ∗ and ν ∗ , a primal optimal solution x∗ can be found from the
necessary and sufficient (by Theorem 2) KKT conditions for the primal problem.
Note that, there is only one difference between how primal equality constraints and
primal inequality constraints appear in the dual QP problem. The difference is that the
dual variables corresponding to primal inequality constraints get a lower bound inequality
constraint (cf., λ ≥ 0) in the dual, while the dual variables corresponding to primal equality constraints are not subject to any inequality constraints in the dual. Note especially, if
the dual inequality constraints are removed, the inequality constraints in the corresponding primal QP problem has been “converted” into equality constraints. This observation
turns out to be useful later on in this report.

3.1

A Short Introduction to Dual Active Set QP Methods

A quick verbal description of the algorithm presented in this work is that it can be interpreted as an active set method, where large changes of the active set is possible in each
iteration. Hence, most properties of such methods, like the possibility of efficient warm
start also hold for this improved algorithm. For an introduction of active set methods, see,
e.g., [31]. A more detailed description of the algorithm presented in this work will be
given in Section 3.3.
A primal feasible active set QP method starts in a primal feasible point and primal
feasibility is thereafter maintained in all subsequent QP iterations. One important drawback with such a method is that it can be hard to find a primal feasible starting point for
a general QP. If a feasible starting point cannot be obtained using, for example, practical
knowledge of the problem, a so-called Phase I algorithm can be applied to find such a
point. According to [19], the authors’ computational experience indicates that on average
between one-third to one-half of the total effort needed to solve a QP with “typical primal
algorithms” is spent in Phase I. A great structural advantage with the dual problem in (12),
compared to the primal problem in (11), is that the latter only has constraints with linear
(not affine) constraint functions.
Briefly, a dual active set method solves an inequality constrained optimization problem of the type in (12) by solving a sequence of equality constrained problems in the
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form
minimize

QD (λ, ν)

subject to

A2 TI λ + A2 TE ν = 0,

λ,ν

(14)
[Ina 0] λ = 0

where it has been assumed that na inequality constraints are chosen active and, without
any loss of generality, that the components in λ have been ordered such that the components that are constrained to zero are placed first in λ. The set of indices to the original
equality constraints in the problem, plus the na inequality constraints that currently have
been converted into equality constraints are referred to as the working set and is in iteration k denoted Wk . The word active set is used to denote the set of indices to the
constraints that hold with equality in a point and is denoted A(x) for the point x. Basically, an active set method tries to find the optimal active set by solving several problems
with different choices of working sets. Once the optimal working set has been found, the
KKT conditions for the original problem are satisfied by the solution to the subproblem,
and the algorithm terminates.
A consequence of the simple constraint structure in the dual QP problem is that the
origin is always a feasible solution (the trivial solution will always satisfy the constraints,
cf., the trivial solution always satisfies a homogeneous linear system of equations). Also
note that this is true independently of the working set chosen, i.e., the working set cannot be chosen in a way such that a QP subproblem becomes infeasible (using the same
argument).
The aim in this work is to derive an algorithm that can solve the subproblems of QP
type in a branch and bound algorithm efficiently. These subproblems are in the form given
in (1) with nb = pb = mb = 0, i.e., Remark 1 applies, and where some of the inequality
constraints may have been changed into similar equality constraints (the constraint function is unchanged, the only difference is that “≤” has been replaced by “=”) during the
branch and bound process. From the previous discussion in this section, it can be concluded that because of its good warm start abilities, a dual active set QP solver would
probably be the best choice for solving the node problems. However, ordinary active set
solvers are rather inefficient since they often need many iterations to find the optimal active set. Therefore, the solver presented in this work combines ideas from dual active set
methods with ideas from gradient projections methods.

3.2

Solving the Relaxations Using a Dual QP Method

It will now be described how the QP relaxations in a branch and bound algorithm for
MIQP can be solved using a dual active set QP solver. In the discussion that follows,
the notation introduced in Section 2.1 is used. Consider a branching procedure for an
arbitrary node Nk . When the node is branched on variable j, two new nodes Nk0 and
Nk1 are created with feasible sets
Sk0 = Sk ∩ Bk0 , Sk1 = Sk ∩ Bk1

(15)

Bk0 = {x|xj = 0} , Bk1 = {x|xj = 1}

(16)

where
In the branch and bound method used in this work, the lower bounds computed by the QP
relaxations in the nodes are found by relaxing some of the binary constraints to interval
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constraints. Let xk∗ denote the optimizer to the relaxed problem PkR . Variables already
¯
branched in ancestor nodes are fixed to either 0 or 1 and these constraints are therefore
not relaxed. That is, Bk0 and Bk1 are not relaxed. To understand what happens when
the equality constraints after a branch are introduced, three different relaxed problems are
considered.
xk∗ = argmin f0 (x)
¯
x∈S R
k

k0∗

x
¯

= argmin f0 (x), xk1∗ = argmin f0 (x)
¯
x∈S R
x∈S R
k0

(17)

k1

R
R
R
R
Since the constraint differing Sk0
from Sk1
is not relaxed, Sk0
∩ Sk1
= ∅. Therefore,
k∗
R
R
R
a solution x to Pk is at most a feasible solution to one of the problems Pk0
or Pk1
.
¯
R
k∗
Since xj is relaxed in Pk , it is very likely that xj ∈]0, 1[. Only an integer solution,
¯
i.e., xk∗
∈ {0, 1}, would be feasible in one of the child nodes. The conclusion from this
¯j
discussion is that it is very likely that xk∗ cannot be used as a feasible starting point in
¯
R
R
either Pk0
or Pk1
. Therefore, it would be an advantage if a feasible starting point always
could be easily found.

By using a dual solver for the subproblems, a straightforward reuse of an old working
set is enabled and the problem of choosing a feasible initial point is solved. This is
now motivated by considering the primal problem in (11) and the dual one in (74). The
subproblems to be solved in the nodes of the branch and bound tree will be of the type
in (74) (or the equivalent one in (76)). Note that, when a new constraint is added to the
primal problem, the dimension of the dual problem increases. A feasible solution to the
new problem is readily available by keeping the old solution and, for example, choosing
the new dual variable equal to zero. If the added constraint is an inequality constraint, the
new dual variable has to be chosen non-negative.
When a variable xj is branched in a branch and bound method, an equality constraint
xj = 0 or xj = 1 is added to the problem. However, since there already exist inequality
constraints xj ≥ 0 and xj ≤ 1 in the parent problem due to the relaxation, an alternative
interpretation is that, e.g., the inequality constraint xj ≥ 0 is converted into an equality
constraint xj = 0. This results in a dual problem similar to the previous problem, with
the difference that the non-negativity constraint on the corresponding dual variable has
been removed. Hence, if the primal problem is constrained, the dual problem is relaxed.
It should be stressed, that in most implementations, the locked variable is eliminated from
the problem, which implies that the problems will become smaller and smaller further
down in the tree since one more variable is locked for each level down in the tree. When
the locked variable is removed from the problem, the corresponding constraint can also
be removed, and hence, the dimension of the dual problem is decreased.
To summarize, using a dual solver for the relaxed problems in the nodes will make
warm starts more easy. Given the old optimal working set, hopefully only a few QP
iterations have to be performed until the optimal working set of the new problem is found.
However, this is problem dependent and the dual algorithm presented in this report will
not change this fact.
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3.3

Gradient Projection for QP

In this section, the gradient projection algorithm used in this work is presented. It is presented for a general problem, and the efficient computations that utilizes problem structure
will be presented later in the report.
Introduction

A drawback with a classical active set method is that the working set is changing very
slowly. For each change in the working set, a system of equations for a Newton step has
to be solved. If the initial working set is far from the optimal active set, it will take a lot of
effort to reach this set. The idea in a gradient projection method is to allow a more rapid
change of the working set, which in turn implies that often less Newton systems have to
be solved before the optimal active set is found. However, when this method is applied
to a QP problem with general inequality constraints, the projection operation performed
in each iteration can become very computationally expensive. An important exception is
when the inequality constraints only consist of upper and lower bounds on variables. An
important problem that have constraints of this type is the dual QP problem, [31].
The fundamental ideas behind the gradient projection algorithm presented in this report was first presented, independently, in [20] and in [26]. Gradient projection methods
have properties that make them suitable for problems with many active constraints in the
optimum. This property is especially important in optimal control applications where
often many control inputs are at their boundaries at the optimum, [7]. Furthermore, the
Newton step in [7] is computed by solving a Riccati equation. The first gradient projection
ideas are refined in [28], where the step length is found by a line search instead of using
a fixed length. In [7], the gradient projection method is combined with a Newton method
in order to improve the convergence rate. It is also proposed that the Newton direction
can be projected in a similar way as the steepest descent direction. However, as discussed
in [8], some care must be taken when using such a direction. A combination of a standard
active set method and gradient projection method is presented in [30]. In [29], the gradient projection method is combined with a conjugated gradient method. The presented
algorithm is similar to the one presented in this, except for that the conjugated gradient
part of the algorithm are replaced by a Newton step found using a Riccati recursion. Convergence properties of gradient projection methods are discussed in, e.g., [11], [12], and
in [18].
In principle, a gradient projection method can be applied to a general nonlinear optimization problem (that satisfies certain conditions). In this work, the discussion is limited
to the QP case with simple lower bound constraints on some of the variables. To minimize
the notational complexity, a generic QP problem in the form
minimize

Q(x) =

subject to

x≥0

x

1 T
x Hx + f T x
2

(18)

is considered, where H ∈ Sn+ and f ∈ Rn . In the algorithm presented in this work,
analogous ideas are applied to a problem in the form in (12). Note that, linear equality
constraints can always be eliminated and an equivalent unconstrained optimization prob-
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lem can be formulated. For more details, see [31]. In the QP case, this equivalent problem
is another QP. The Hessian of this new QP is called the reduced Hessian.
Each iteration of the method used in this work can be considered to consist of two
steps. The procedure is outlined in Figure 2, when it is applied to a problem in the form
in (18). The description here is based on the one in [31] and has been adopted to the dual
QP problem.
The method described in [31] is a variant of the one presented in [12], which is a
method built on trust region ideas. However, when it is used to solve a convex QP problem, the trust-region part of the algorithm is not used since the “model” is exact. It also
performs, in contrary to many gradient projection algorithms, an exact line search in the
quadratic model during the gradient projection step. In the first step (“Main step 1” in
Figure 2), the gradient is computed at the current point. After the gradient has been computed, a line search optimization along the negative gradient (i.e., steepest descent) direction is performed. If an inequality constraint is encountered before a minimizer is found
along the line, the search direction is bent-off such that the constraint remains satisfied.
Hence, the search line is projected onto the constraints and the search is continued until
a local optimal solution is found along the piecewise linear path, the search is stopped by
constraints in sufficiently many directions to make it impossible to continue anymore in
any of the initial directions, or the step size tends to infinity without any constraints in its
way. In the latter case, an eigenvector corresponding to a zero eigenvalue has been found
and the problem is unbounded. In the second step (“Main step 2” in Figure 2), a smaller
optimization problem is defined from the original problem but where all constraints that
were activated during the gradient projection step are locked. The smaller optimization
problem can be solved in various ways. As will be discussed later, the point found in the
first step is good enough to obtain global convergence, [31], and the purpose with “Main
step 2” is to improve the convergence rate. A common choice is to run a conjugated gradient method on the subspace, [29, 31], and either stop the search when a constraint is
hit, or to temporarily ignore the constraints and project the iterates back onto the feasible
set, [31]. In this work, an alternative approach has been used. During the second step, the
Newton step is computed for the subproblem and the resulting direction is projected onto
the constraints. Hence, this step in the algorithm can be interpreted as a projected Newton
step, which previously has been discussed in, e.g., [7]. “Main step 2” will be thoroughly
described later in this section.
If the gradient projection algorithm is applied to a problem for which strict complementarity holds, i.e., the Lagrangian multipliers associated with all active constraints in
optimum are non-zero, the algorithm will eventually produce active sets A(xc ) that are
equal to the optimal active set for all iterations k that are sufficiently large, [31]. This
means that constraint indices will not enter and leave the working set repeatedly on successive iterations. However, to prevent this from happening, different solutions have been
proposed, [31].
Projected Line Search

An important part of the gradient projection algorithm presented in this report is the projected line search operation. During this operation, the objective function is minimized
along a piecewise linear path, which is the result of a search started in a certain point in
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Initialization:
Find a feasible starting point x0 to (18), e.g., the origin.

Optimality check:
if xk satisfies the KKT conditions for (18) then
x∗ ← xk
STOP

Main step 1: Gradient projection
Perform a projected gradient step from xk , denote the result
xc and let Wkc = {i : xi = 0}.

Main step 2: Improvement
Find a solution xs that is feasible w.r.t. the constraints
in (18) plus the extra equality constraintsa xi = 0, ∀i ∈ Wkc ,
such that Q(xs ) ≤ Q(xc ).
a As in [32]. Is removed (relaxed) in the later edition of the same book
in [31].

Update
Set xk+1 ← xs and k ← k + 1.
Figure 2: An overview of a gradient projection algorithm. The figure is inspired by
the algorithm presented in [31, 32].
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xk

[xk + αp]

+

Figure 3: The figure illustrates how the points along the line starting in the point
xk in the direction p are projected back onto the positive orthant during the oper+
ation [xk + αp] . Another interpretation is that the search direction (cf., gradient
projection) is projected onto the positive orthant. The resulting path is piecewise
linear.
a given search direction, and where the search direction is bent-off during the search in
order to maintain feasibility. This procedure is illustrated in Figure 3. In the algorithm
presented in this report, the operation is used for different kinds of search directions, i.e.,
the steepest descent direction, a Newton direction, and a projection of the steepest descent
direction onto the nullspace of the Hessian. Note that, when the search line is bent-off,
the optimization problem to find the minimizer along this piecewise linear path is, in
general, no longer a convex optimization problem, [8]. However, in gradient projection
methods, the global minimizer along this piecewise linear path is not used. Instead, either
a step size given by a modified version of the Armijo condition (see [31]), or the first
local minimizer found using exact line search, is used. In this work, the latter is chosen in
accordance with [31]. The point found during the line search is called the Cauchy point,
and its purpose here is analogous to the one in unconstrained optimization, where it is
the minimizer of the objective function along the steepest descent direction subject to a
trust-region constraint, [31]. Basically, an algorithm that produces steps at least as good
as the one to the Cauchy point will be globally convergent. For further details, see [31].
The search along the piecewise linear path to find the Cauchy point is now described
in more detail. This part of the algorithm is standard, and hence, the presentation here
is basically a summary of the one in [31]. See the cited reference for details. For an
optimization problem with positivity constraints on the variables, like the one in (18), the
piecewise linear path from the point x0 in the direction p is defined by
+

x(s) = [x0 + sp]

(19)

+

where the ith component in the function [x] is defined as
(
xi , xi ≥ 0
+
[x]i =
0, xi < 0
+

(20)

i.e., [·] denotes projection onto the positive orthant, and where s ≥ 0 is the scalar that
parameterizes the path.
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In order to find the Cauchy point, the aim is now to find the first local minimizer s∗ of
+
+
Q([x(s)] ) for s ≥ 0. Since Q([x(s)] ) is piecewise quadratic in s, it is not necessarily
continuously differentiable in the breakpoints between the different quadratic sections.
Therefore, it is hard to give an expression for xc in closed form. In order to find the
first local minimizer, the breakpoints are computed, and then each quadratic section is
considered separately until a minimizer is found either at a breakpoint or in the interior of
a quadratic section. The breakpoints can be found explicitly from the expression, [31],
(
xi
, pi < 0
s̄i = pi
(21)
∞, otherwise
Hence, the components of the parameterized path can be expressed as
(
xi + spi , s ≤ s̄i
xi (s) =
0, otherwise

(22)

Once the breakpoints have been computed, they have to be sorted, and zero values and
duplicates have to be removed. The latter occur if more than one constraint is reached for
the same value of s. Hence, the unsorted set of original breakpoints {s̄1 , . . . , s̄n } have
been sorted and reduced into a new set consisting of l sorted breakpoints {s1 , . . . , sl },
where 0 < s1 < s2 < . . . < sl . On each interval [0, s1 ], [s1 , s2 ], [s2 , s3 ],. . .,[sl−1 , sl ], the
objective function is quadratic and can be optimized analytically if the upper and lower
bounds on s are temporarily disregarded. After such an unconstrained minimizer has been
found to one of these quadratic subproblems, it has to belong to the current interval in s to
be a valid local minimizer. Otherwise, the minimizer of the piecewise quadratic function
is found either at one of the boundaries of the interval or in another segment. On each
interval, x(s) can be written as
x(s) = x(sj−1 ) + ∆sp̂j−1

(23)

where 0 ≤ ∆s ≤ sj − sj−1 and
p̂j−1
i

(
pi , sj−1 < s̄i
=
0, otherwise

(24)

On each interval, (23) can be inserted into the objective function, and the result is a new
one-dimensional QP problem in the variable s which can be solved analytically. In Section 5.1, a tailored version of this operation is presented. The general case is thoroughly
considered in, e.g., [31].
Main Step 2 in Detail

In “Main step 1”, a standard gradient projection step is performed as described in [31].
Even though several computations in that part of the algorithm have been tailored in this
work, the main idea is standard. Hence, the focus will now be on “Main step 2”, which
will be studied in detail. In “Main step 2”, several iterations where a Newton direction is
projected onto the feasible set is performed. For what follows, these iterations are called
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inner iterations. The procedure to perform one loop in Figure 2 is here referred to as an
outer iteration.
In this section, the problem in (18) is used to represent the problem in (12). The
problems are not identical, but the presented ideas can be applied in an analogous way to
the problem in (12).
The motivation for the existence of “Main step 2” is that an algorithm that always
takes a step to the next Cauchy point basically implements a steepest descent algorithm,
which unfortunately converges very slowly. However, once the Cauchy point has been
found, it is possible to improve the convergence rate by employing a method with better
convergence properties, and this is what is performed in “Main step 2”. During this part
of the algorithm, subproblems in the form
minimize
x

subject to

1 T
x Hx + f T x
2
xi = xci , i ∈ A(xc )
xi ≥ 0, i ∈
/ A(xc )

Qs (x) =

(25)

are solved approximately, where A(xc ) denotes the active set in the last Cauchy point.
Even though it is in principle possible to solve it exactly since the subproblems also are
QPs, it is not desirable because it might be almost as difficult to solve as the original
problem in (18). To obtain global convergence of the algorithm outlined in Figure 2, it
is only necessary that the approximate solution is feasible with respect to the constraints
of the original problem in (18) and that the objective function value of the approximate
solution x+ is not worse than the already found Cauchy point xc , [31]. However, the
algorithm presented in this work, satisfies the slightly harder constraint, taken from the
first edition [32] of the book [31], that x+ should be feasible in the problem in (25) instead
of in the problem in (18). The approach used in this report is a variant of the one that uses
the conjugated gradient method in “Main step 2” as proposed in [31]. In the approach
chosen here, the search direction is taken as the vector from the current point toward the
minimizer of a problem in the form
minimize
x

subject to

1 T
x Hx + f T x
2
xi = xci , i ∈ A(xc )
Qs (x) =

(26)

In this problem, the inequality constraints in (25) have been disregarded. The motivation
to this choice is that, if there were no inequality constraints in the problem, this search
direction would be the Newton step on the subspace defined by the equality constraints.
Therefore, this step is sometimes called the projected Newton step in this report. Here,
this problem is solved directly using Riccati recursions. This is explained in detail in Section 5.3. A special case is when the objective function is unbounded. That case is handled
in a different way, which is described in detail in Section 3.3. In both cases, the resulting
search direction is used in a projected line search. Since the optimization problem in (26)
is a QP problem (the equality constraints can in principle be eliminated and the resulting
problem is unconstrained), a single Newton step is enough to find the minimizer. Furthermore, this Newton step, without projection, is used as the search direction in an ordinary
active set solver. When an ordinary active set solver searches in this direction and encounters a constraint, the constraint is added to the working set and a new problem in the
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x2
xk
− xk + H −1 f



x∗p
x∗
x∗u

x1

x∗l

Figure 4: The figure illustrates that it might not be straightforward to utilize the result from a projection of the unconstrained minimizer of a quadratic objective function onto the feasible set in order to solve a constrained version of the problem. The
dotted ellipses illustrate the level curves of the objective function 12 xT Hx + f T x,
and the feasible set is the positive orthant. The unconstrained minimizer is denoted
x∗u . The projection of the unconstrained minimizer onto the feasible set is denoted
x∗p . If a line search is performed along the projection of the unconstrained search
direction, that is, the piecewise linear path from xk to x∗l to x∗p , the minimizer x∗l is
found. The true minimizer to the constrained problem is denoted x∗ .

form in (26) is solved. The enhancement made to this strategy in this report, is that an
attempt is made to make further progress by bending the search direction along the constraint boundary and continue along that path until a local minimizer is found. The idea
is to use the information in the search direction as much as possible. However, note that,
it is not in general true that the projection of the Newton step from (26) onto the feasible
set of the problem in (25) will lead to the true minimizer of (25) in one iteration. This is
illustrated in Figure 4. Furthermore, if several steps of this type are performed, without
taking this property into account, the algorithm might get stuck in a suboptimal point.
This undesirable behavior is also shown in Figure 4, where an algorithm using projected
Newton steps would get stuck in the point x∗l . This potential problem is discussed in [8],
where also a remedy is presented. In this report, this property of the projected Newton
search direction is handled in several ways. First, a line search is performed along the
path and the final step chosen is to the first local minimizer along this path. Hence, the
objective function value cannot be made worse during this part of the algorithm and the
feasibility is ensured by the projection. This makes it possible to gain from the strategy
in situations as the one in Figure 5a, and still have a reasonable behavior in situations as
the one in Figure 4. Second, as described above, iterations where this step is used are alternated with gradient projection iterations (projection of the steepest descent direction).
The steepest descent direction does not suffer from this problem and ensures convergence
(under certain assumptions) as described in [31]. Basically, when the optimal active set
has been identified, the solution to the original QP problem is found by solving one problem in the form in (26). This case is illustrated in Figure 5b. If only gradient projection
steps were used, in general, many iterations had been necessary even though it is only
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−(Hx0 + f )

−(Hx0 + f )
x2

x0

x2

x∗

− x0 + H −1 f

− x0 + H −1 f


x1

x∗p

x0

x∗u

(a) An example of a successful Newton step
projection. The true minimizer is found after
only one Newton step computation.



x∗
x1

(b) Another example of a successful Newton step projection. This is an extra important case since this is basically the case when
the optimal working set has been identified.
Also in this case, the true minimizer is found
after only one Newton step computation.

Figure 5: Two examples that motivate the use of the projection of the direction
toward the unconstrained minimizer of the quadratic objective function. The notation
used is the same as the one in Figure 4. Note that the gradient projection method
would have converged rather slowly in these cases because the eigenvalues of the
Hessian of the quadratic objective function are not equal (the level curves are not
circles) and a zigzagging behavior would have occurred, [31].
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a QP with inequality constraints. Note that, the convergence properties of the algorithm
presented in this report follow from the properties of the gradient projection iteration as
described in [8]. Hence, for the convergence of the algorithm, there is actually no need to
find the true minimizer during the projected Newton step iterations. The projected Newton steps are mainly used for performance reasons. Third, an active set strategy is used if
several projected Newton steps are performed without any gradient projection step in between. More specifically, in the beginning of “Main step 2”, the working set is initialized
to Wkc , and every constraint encountered during consecutive inner iteration are accumulated to this set. That is, no constraints will be dropped from the working set during inner
iterations. The inner iterations are aborted when either the maximum number of inner iterations is reached, or when no new constraints were encountered during the last iteration.
Constraints are dropped after “Main step 2” has terminated and before “Main step 1” has
started, since “Main step 1” starts with an empty working set. The difference compared
to an ordinary active set method is that the update of the working set is performed first
when a suboptimal solution along the piecewise linear path has been found, instead of as
soon as the first constraint has been encountered. Hence, in contrast to an ordinary active
set method, several constraints can be added after one Newton step computation. Illustrated to the problem in Figure 4 this means that after a full projected Newton step from
xk , the point x∗p would have been found. However, since a line search is used along the
piecewise linear path, the minimizer x∗l is found. Note that, if a new projected Newton
step is performed directly, without an update of the working set, no progress from this
point will be made. To be able to make progress, the working set is updated and, in this
example, the constraint x2 = 0 is added to the working set, and a new projected Newton
step subject to the new working set is performed. In the example in Figure 4, the second
projected Newton step iteration will be in the negative direction of the x1 -axis. Hence,
the true minimizer x∗ is found in the second iteration.
Gradient Projected onto the Nullspace of the Hessian

In this section, the case when the problem in (26) is unbounded is discussed. The case is
illustrated in a two-dimensional example in Figure 6. When this occurs, there does not
exist any point where the KKT conditions are satisfied (there is no stationary point). For
simplicity, the equality constraints in (26) are now eliminated and an equivalent problem
in the form
minimize Q̃s (x) = 21 xT H̃x + f˜T x
(27)
x
will be considered. The KKT system for this reduced problem is
H̃x + f˜ = 0

(28)

If f˜ 6∈ range H̃ there is no solution to the system of equations in (28). In such a case,
an alternative search direction has to be chosen. One possibility is to choose the steepest
descent direction, but then the convergence rate will be rather slow. This is illustrated in
Figure 6b, where the steepest descent direction −g would lead to rather short steps since
it points in a direction where the objective function is bounded. In this work, the search
direction is chosen as the projection of the steepest descent direction onto the nullspace
of the Hessian H̃. This choice is motivated in Appendix A.6 and the result can be written
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as


P H̃x0 + f


−ĝ(x0 ) = −
P H̃x0 + f

(29)

−1 T
Z and the columns in Z form a basis for the nullspace of
where P = Z Z T Z
H̃. The interpretation of this situation is that the quadratic objective function has one
or more unbounded rays along which the curvature is zero. Such unbounded directions
are found in the nullspace of the Hessian of the quadratic objective function. Since the
inequality constraints in the original problem in (18) are disregarded in (26), every descent
direction in this nullspace results in an unbounded objective function value. After the
search direction has been computed, it is used during the projection process and the search
direction is, as usually, bent if any constraint is encountered along the search path.

3.4

Convergence and an Algorithm Description

In this section, the presentation of the algorithm will be concluded with a formal description of the algorithm. Furthermore, the convergence properties of the algorithm will be
discussed. The formal algorithm is presented as Algorithm 1. Note that, a “projected
step” includes a projected line search as previously described.
Now, finite termination of the algorithm will be discussed. Assume that strict complementarity holds and that “Main step 2” satisfies the conditions shown in Figure 2. Then,
according to [31], the optimal active set will be identified in a finite number of iterations.
It is straightforward to show that the conditions for “Main step 2” are satisfied. First, feasibility with respect to the inequality constraints in (18) are guaranteed by the projected
line search used in “Main step 2”. Second, feasibility with respect to the working set Wkc
computed in “Main step 1” follows from that none of those constraints can be dropped
during “Main step 2”. Third, since the projected line search operation is used, the objective function value cannot be made worse during “Main step 2”. Hence, the conditions
for “Main step 2” in Figure 2 are satisfied. Consequently, if strict complementarity holds,
the entire algorithm (“Main step 1” and “Main step 2”) will terminate in a finite number
of iterations, if “Main step 2” terminates in a finite number of iterations. This will now
be shown. First, assume that mmax = ∞ (see Algorithm 1). Finite termination of “Main
step 2” follows basically by standard active set arguments. There is a limited number of
constraints in the problem. By construction, either at least one constraint is added during each iteration of “Main step 2”, or an optimal point has been found subject to the
constraints indexed by the current working set. Furthermore, no constraints are dropped
during “Main step 2”, since they are accumulated between iterations. Note that, such a
point will be found after a maximum of r iterations, where r is the number of constraints
N
N
in the problem, and when that occurs Wm
= Wm+1
(no constraints added during the last
iteration). Hence, “Main step 2” will terminate after a maximum of r iterations. Now,
consider the case when mmax < ∞. In this case, finite termination of “Main step 2”
follows trivially. There is however, one important difference compared to the previous
case. If “Main step 2” terminates because the maximum number of iterations has been
reached, a point which is optimal subject to the current working has not necessarily been
found. However, since the conditions for “Main step 2” in Figure 2 still are satisfied, the
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Quadratic function with a zero eigenvalue
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(a) The figure illustrates a quadratic function in two dimensions where the Hessian has a nullspace of dimension one. In this case the function is unbounded from
below in the positive x2 -direction.

−ĝ(x0 )
−g(x0 )

(b) The figure illustrates that the steepest descent direction −g(x0 ) does in general not point in a direction where the quadratic objective function is unbounded.
The vector −ĝ(x0 ) is the steepest descent direction projected onto the nullspace of the Hessian. If the gradient
is not orthogonal to this nullspace, it will point in a direction where the objective function is unbounded from
below.

Figure 6: The figure shows an example of the situation when the Hessian of a
quadratic function has a zero eigenvalue. This means that the quadratic function
behaves as a linear one in one or more directions.
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composed algorithm (“Main step 1” and “Main step 2”) will find the optimal active set
in a finite number of iterations, and when that occurs, “Main step 2” will terminate in
one iteration with an optimal solution to the original inequality constrained problem (the
situation is the one shown in Figure 5b).

4

The Dual MPC Problem

The gradient projection algorithm previously presented in this work is used to solve the
QP relaxations in the branch and bound tree. These are linear MPC problems almost
in the form in (1) with nb = pb = mb = 0, i.e., with only real-valued variables. The
difference compared to the problem in (1) is that some of the inequality constraints are
converted into similar equality constraints. The dual of the MPC problem is presented
in Section 4.1 and the relation to the primal variables is presented in Section 4.2. How
branching affects the problem is discussed in Section 4.3.

4.1

Derivation of the Dual Problem

In order to design a solver working on the dual problem to a problem in the form in (1)
with nb = pb = mb = 0, the dual optimization problem is derived. Note that, it is the
dual of a relaxation of the problem in (1) that is sought for, not the dual problem of the
original non-convex optimization problem for which strong duality does not hold. This is
the reason why the case when nb = pb = mb = 0 is studied. The optimization problem
in (1) is in the form in (11). Hence, the dual optimization problem is in the form in (12).
After a suitable selection of dual variables, the dual problem to the problem in (1) can be
written in the form
minimize
x̃,ũ

subject to

1 T
ũ (−1)Q̃ũ (−1)ũ(−1) + q̃ũT (−1)ũ(−1)
2
N −1 
1 X
x̃T (τ )Q̃x̃ (τ )x̃(τ ) + ũT (τ )Q̃ũ (τ )ũ(τ )
+
2 τ =0

+ 2x̃T (τ )Q̃x̃ũ (τ )ũ(τ ) + 2q̃ũT (τ )ũ(τ ) + q̃x̃T (N )x̃(N )

JD (x̃, ũ) =

x̃(0) = B̃(−1)ũ(−1)
x̃(τ + 1) = Ã(τ )x̃(τ ) + B̃(τ )ũ(τ ),
τ = 0, . . . , N − 1


0 −Ic(N −τ −1) ũ(τ ) ≤ 0,
τ = −1, . . . , N − 1
(30)

where

T

T
x̃ = x̃T (0), . . . , x̃T (N ) , ũ = ũT (−1), . . . , ũT (N − 1)

(31)
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Algorithm 1 Gradient Projection for QP Dual
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:

Compute a feasible starting point (λ0 , ν0 ) (trivial).
Define the maximum number of iterations as kmax .
Define the maximum number of Newton iterations per gradient projection as mmax ≥
1.
W0 ← ∅
k←0
while k < kmax do
Perform a projected gradient step from (λk , νk ), denote the result (λck , νkc ) and Wkc .

N
λN
← (λck , νkc ) and W0N ← Wkc .
0 , ν0
if Unbounded step length then
// Dual unbounded ⇒ Primal infeasible
STOP
end if
m←0
while m < mmax do
if Newton system inconsistent then

N
Perform a projected step from λN
m , νm in the direction of the steepest descent direction projected onto the nullspace of the Newton system.
else

N
Perform a projected Newton step from λN
m , νm subject to the constraints inN
N
N
N
, denote the result λN
dexed by Wm
m+1 , νm+1 and Wm+1 (where Wm+1 ⊇
N
Wm ).
end if
if Unbounded step length then
// Dual unbounded ⇒ Primal infeasible
STOP
end if
N
N
then
if Wm
= Wm+1
// Optimizer on a subspace found
Compute dual variables
if Dual feasible then
// KKT conditions satisfied
STOP
end if
Exit while
end if
m←m+1
end while

N
(λk , νk ) ← λN
m+1 , νm+1
k ←k+1
end while
No solution was found in kmax iterations.
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and where x̃(τ ) ∈ Rñ and ũ(τ ) ∈ Rm̃(τ ) . For a detailed derivation of the dual problem
in (30), see [1]. The relations to the primal quantities are given by
Q̃ũ (−1) = diag(Q−1
e (N ), 0)

T
q̃ũ (−1) = 0 −hT (N )
T
Q̃x̃ (τ ) = B(N − τ − 1)Q−1
u (N − τ − 1)B (N − τ − 1)
−1
T
Q̃ũ (τ ) = diag(Q−1
e (N − τ − 1), Hu (N − τ − 1)Qu (N − τ − 1)Hu (N − τ − 1))


T
Q̃x̃ũ (τ ) = 0 B(N − τ − 1)Q−1
u (N − τ − 1)Hu (N − τ − 1)


T
q̃ũ (τ ) = 0 −hT (N − τ − 1)

Ã(τ ) = AT (N − τ − 1)


B̃(τ ) = M T (N − τ − 1) HxT (N − τ − 1) , τ = −1, . . . , N − 2
q̃x̃ (N ) = −x0


B̃(N − 1) = M T (0) 0
(32)
where the relations hold for τ = 0, . . . , N − 1 unless stated differently. The dual state
dimension and the dual control signal dimension are related to the dimensions of the
primal variables by the equations ñ = n and m̃(τ ) = p + c(N − τ − 1). More on duality
for optimal control problems related to the one in (1), and the interpretation, can be found
in [34] and [21].
Note that, by Assumption 1, Assumption 2, and the equations in (32), the following
inequality holds


Q̃x̃ (τ ) Q̃x̃ũ (τ )
 0, τ = −1, . . . , N − 1
(33)
Q̃Tx̃ũ (τ ) Q̃ũ (τ )
A slight abuse of notation is used when (30) is referred to as the dual problem of (1),
while the correct relation is that the latter problem is equivalent to the dual problem of
the former.
Remark 2. In the derivation of the algorithm, a reference signal has been omitted. If
desired, a reference signal r(t) can readily be included by setting e(t) = M (t)x(t) − r(t)

T
and making the definition q̃ũ (τ ) = rT (N − τ − 1) −hT (N − τ − 1) .

4.2

Connection Between Primal and Dual Variables

As previously mentioned, the idea is to compute the solution to the primal problem from
the solution to the dual problem. In the primal problem, the primal variables are x, e and
u. In the dual problem, the primal variables are x̃ and ũ, and the dual variables are λ and
µ.
Start with an optimal solution to the dual problem consisting of x̃, ũ, λ, and µ. Then,
from the equations corresponding to (68), the following expression for u is obtained



T
T
u(t) = −Q−1
(34)
u (t) B (t)x̃(N − t − 1) + Hu (t) 0 Ic(t) ũ(N − t − 1)
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Furthermore, it can be shown that
x(t) = −λ(N − t)

(35)

For a detailed derivation of this equation, see [1]. Note that, the definitions of w(τ ) and
v(τ ) have been slightly changed in this report compared to [1].

4.3

The Consequence of Branching

As previously discussed in Section 3.2, during a branch in branch and bound, a subproblem is split into two new subproblems where one of the previously relaxed binary
variables are locked to either 0 or to 1. This means that in one of the new subproblems, an
inequality constraint in the form u(t) ≥ 0 has been converted into an equality constraint
in the form u(t) = 0, and in the other new subproblem, an inequality constraint in the
form u(t) ≤ 1 has been converted into an equality constraint in the form u(t) = 1. Now,
the observation from Section 3 is useful; converting a primal inequality constraint into a
similar equality constraint changes the dual problem only in the way that a dual inequality
constrained is removed. The interpretation in the dual MPC problem in (30) is that a lower
bound constraint on one of the dual control signals is dropped and the dual control signal
becomes unconstrained. Hence, all problems in the branch and bound tree will be in the
form in (30), the difference is only the ratio between the number of inequality constrained
and unconstrained dual control signals.

5

Efficient Computation of Search Directions

In this section, the most computationally demanding parts of the algorithm presented
in Section 3.3 are tailored for the specific application MPC. In Section 5.1, an efficient
algorithm for the projected line search operation is presented. In this work, three different
search directions are used as inputs to this algorithm. First, the steepest descent direction
is always used in “Main step 1”. How these computations can be tailored is described
in Section 5.2. Second, if the KKT system is non-singular, the Newton step is used in
“Main step 2”. A tailored algorithm is presented in Section 5.3. Third, if it is singular,
an alternative search direction is used in “Main step 2”. The singularity means that either
there exist several optimal solutions to the subproblem or that there does not exist any
stationary point. Usually, the reason for singularity is that the dual problem does not have
any stationary points, i.e., it is unbounded. In this case it is interesting to take a step in
an unbounded direction in order to find out if there are any inequality constraints that can
stop the unbounded ray. In this work, this direction is chosen as the projection of the
steepest descent direction at the current point onto the nullspace of the KKT system. An
efficient algorithm for computation of this search direction is presented in Section 5.4.

5.1

Tailored Projected Line Search

The projected line search has been previously described in Section 3.3. The projected line
search operation is performed by first finding breakpoints where the search direction is
bent and second performing one-dimensional optimizations along some of the segments
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between some of the breakpoints. The one-dimensional objective function on each of
those segments is a convex quadratic function, which makes it easy to find the exact
optimizer for a segment. The procedure to find breakpoints is not tailored in this work, i.e.,
it is performed as previously presented in Section 3.3. However, the one-dimensional line
search procedure given a certain segment is tailored, and those ideas are now described in
detail.
The algorithm is derived for a search in the dual control signal space in an arbitrary
search direction ∆ũ parameterized by the parameter s, i.e., ũ = ũ0 + ∆ũs. The corresponding step in the state x̃ is written as x̃ = x̃0 + K1 s, where
τ
−1
X

T
x̃0 = x̃0T (0) . . . x̃0T (N ) , x̃0 (τ ) =
Ã(τ − 1) · . . . · Ã(0)B̃(k)ũ0 (k)
k=0


K1 = K1T (1) . . .

τ
−1
X
T
K1T (N + 1) , K1 (τ ) =
Ã(τ − 1) · . . . · Ã(0)B̃(k)∆ũ(k)
k=0

(36)
The constants x̃0 and ũ0 represent the starting point from which the line search is initialized and ∆x̃ and ∆ũ are components of the line search direction pj−1 used in the
presentation in Section 3.3. The new objective function in the single variable s can be
written as

T
1 0
x̃ + K1 s Q̃x̃ x̃0 + K1 s
JD (x̃0 + K1 s, ũ0 + ∆ũs) =
2


T

T
1 0
+
ũ + ∆ũs Q̃ũ ũ0 + ∆ũs + x̃0 + K1 s Q̃x̃ũ ũ0 + ∆ũs + q̃Tx̃ x̃0 + K1 s
2

+ q̃Tũ ũ0 + ∆ũs
(37)
This a new QP in one variable. Since the objective function of the original QP is a convex
function, and it is well-known that a convex function is still convex when it is restricted to
any line that intersects its domain, [10], it is clear that the function in (37) is convex and,
hence, the optimization problem of minimizing the function in (37) with respect to s is a
convex optimization problem. From the first order necessary and sufficient conditions of
optimality, the optimal s is found as
s∗ = −

KT1 Q̃x̃ x̃0 + ∆ũT Q̃ũ ũ0 + x̃0T Q̃x̃ũ ∆ũ + KT1 Q̃x̃ũ ũ0 + q̃x̃ K1 + q̃ũ ∆ũ
KT1 Q̃x̃ K1 + ∆ũT Q̃ũ ∆ũ + 2KT1 Q̃x̃ũ ∆ũ

(38)

By studying the structure of the equation in (38), s∗ can be found by a recursive algorithm
with computational complexity O(N ). One such algorithm is presented in Algorithm 2.
An important special case that has to be monitored is if K7 = 0 (K7 is basically the
Hessian in the scalar QP problem). If simultaneously K6 6= 0, the objective function
is unbounded in the direction ∆ũ, and if K6 = 0, there are multiple solutions and any
choice of s∗ (in the interval in s under consideration) will be optimal.
The efficiency of Algorithm 2 can be even further improved by utilizing that the search
direction is only slightly changed between the different intervals, i.e., previous computations can be reused during coming line optimizations.
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Algorithm 2 Line search tailored for MPC
K1 (0) = B̃(−1)∆ũ(−1)
K3 (−1) = ∆ũT (−1)Q̃ũ (−1)
K5 (−1) = q̃ũT (−1)
for τ = 0, . . . , N − 1 do
K1 (τ + 1) = Ã(τ )K1 (τ ) + B̃(τ )∆ũ(τ )
K2 (τ ) = K1T (τ )Q̃x̃ (τ )
K3 (τ ) = ∆ũT (τ )Q̃ũ (τ )
K4 (τ ) = K1T (τ )Q̃x̃ũ (τ )
K5 (τ ) = x̃0T (τ )Q̃x̃ũ (τ ) + q̃ũT (τ )
end for
K6 = K3 (−1)ũ0 (−1) + K5 (−1)∆ũ(−1)
K7 = K3 (−1)∆ũ(−1)
for τ = 0, . . . , N − 1 do

K6 = K6 + K2 (τ )x̃0 (τ ) + K3 (τ ) + K4 (τ ) ũ0 (τ ) + K5 (τ )∆ũ(τ )
K7 = K7 + K2 (τ )K1 (τ ) + K3 (τ ) + 2K4 (τ ) ∆ũ(τ )
end for
K7 = K7 + q̃x̃T (N )K1 (N )
6
s∗ = − K
K7

5.2

Computation of Steepest Descent Direction

The steepest descent direction is the direction of the negative gradient. In this section, it
will be shown how the gradient of the objective function with respect to ũ can be computed
efficiently for this dual MPC problem. The inequality constraints are not considered in
this computation, since they are handled by the projection operation in the line search
operation. Note that, because of the dynamics, also x̃ depends on ũ. Consider a quadratic
objective function in the form in (30). If the objective function is differentiated with
respect to ũ(τ ), and the fact that x̃(τ ) is a function of ũ(s), s < τ is utilized, the result is
N
X
∂JD (x̃(ũ), ũ)
∂JD (x̃, ũ) ∂ x̃(k) ∂JD (x̃, ũ)
=
+
∂ ũ(τ )
∂ x̃(k) ∂ ũ(τ )
∂ ũ(τ )

(39)

k=τ +1

for τ = −1, . . . , N − 1, where
(
Q̃x̃ (k)x̃(k) + Q̃x̃ũ (k)ũ(k), 0 ≤ k ≤ N − 1
∂JD (x̃, ũ)
=
∂ x̃(k)
q̃x̃ (N ), k = N
and

and

(40)



0, k ≤ τ
∂ x̃(k) 
B̃(τ ), k = τ +1
= 
∂ ũ(τ ) 
Qk−1


j=τ +1 Ã(j) B̃(τ ), k > τ + 1

(41)

∂JD (x̃, ũ)
= Q̃Tx̃ũ (τ )x̃(τ ) + Q̃ũ (τ )ũ(τ ) + q̃ũ (τ )
∂ ũ(τ )

(42)
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Algorithm 3 Steepest descent direction computation tailored for (dual) MPC
K = q̃x̃ (N )

∆ũd (N − 1) = − B̃ T (N − 1)K + Q̃Tx̃ũ (N − 1)x̃(N ) + Q̃ũ (N − 1)ũ(N − 1)

+q̃ũ (N − 1)
for i = N − 1, . . . , 1 do
K = ÃT (i)K + 
Q̃x̃ (i)x̃(i) + Q̃x̃ũ (i)ũ(i)
∆ũd (i − 1) = − B̃ T (i − 1)K + Q̃Tx̃ũ (i − 1)x̃(i − 1) + Q̃ũ (i − 1)ũ(i − 1)

+q̃ũ (i − 1)
end for
K = ÃT (0)K +

 Q̃x̃ (0)x̃(0) + Q̃x̃ũ (0)ũ(0)
∆ũd (−1) = − B̃ T (0)K + Q̃ũ (−1)ũ(−1) + q̃ũ (−1)

An efficient algorithm for computation of the steepest descent direction is presented in
Algorithm 3, where ∆ũd (τ ), τ = −1, . . . , N − 1 represents the steepest descent direction
at the point x̃(τ ), τ = 0, . . . , N and ũ(τ ), τ = −1, . . . , N − 1. Since it works blockwise,
its computational complexity is O(N ).
It should be noted that in most cases, the gradient does not have to be explicitly computed. In Appendix A.2 it is shown that the gradient can be found from the Newton step
computation as the the dual variables associated with some of the equality constraints.
Hence, the steepest descent direction is found by flipping the sign of these variables.

5.3

Newton Step Computation

The Newton step computation is one of the most important parts of the algorithm presented in this report. In each iteration in “Main step 2”, the solution to an equality constrained QP in the form in (26) has to be computed. This means that for a subset of
the inequality constrained components in ũ(τ ), the inequality constraints are restricted
to equality constraints and for other components the inequality constraints are relaxed by
ignoring them.
In order to get a problem in the form in (26), rewrite the optimization problem in a
form such that ũ(τ ) are split into two parts, where the first part, which is denoted w(τ ),
is not subject to any inequality constraints and the second part, which is denoted v(τ ), is
constrained to be equal to zero. Then the equality constrained problem can be written in

5
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the form in (43).
minimize J¯D (x̃, w, v)
x̃,w,v

subject to




 w(−1)
x̃(0) = B̃w (−1) B̃v (−1)
v(−1)



 w(τ )
x̃(τ + 1) = Ã(τ )x̃(τ ) + B̃w (τ ) B̃v (τ )
,
v(τ )
v(τ ) = 0,

τ = 0, . . . , N − 1

τ = −1, . . . , N − 1
(43)

where



 Q̃w (−1) Q̃wv (−1) w(−1)
1 T
w (−1) v T (−1)
J¯D (x̃, w, v) =
v(−1)
Q̃Twv (−1) Q̃v (−1)
2


N
−1
 w(−1)
 T
1 X
(−1) q̃vT (−1)
+
+ q̃w
x̃T (τ )Q̃x̃ (τ )x̃(τ )
v(−1)
2 τ =0





 w(τ )


 Q̃w (τ ) Q̃wv (τ ) w(τ )
T
+
2x̃
(τ
)
+ wT (τ ) v T (τ )
Q̃
(τ
)
Q̃
(τ
)
x̃w
x̃v
v(τ )
v(τ )
Q̃Twv (τ ) Q̃v (τ )
!


 w(τ )
 T
(τ ) q̃vT (τ )
+ q̃x̃T (N )x̃(N )
+ 2 q̃w
v(τ )
(44)


 T

T
T
and w = w (−1), . . . , wT (N − 1) , v = v T (−1), . . . , v T (N − 1) . Furthermore,
w(τ ) ∈ Rm̃w (τ ) and v(τ ) ∈ Rm̃v (τ ) , where m̃w (τ ) = m(τ )−na (τ ) and m̃v (τ ) = na (τ ).
The constants na (τ ) denote the number of inequality constraints that are converted to
equality constraints at time instant τ . The Newton step at a point (x̃, w, v) is found as the
vector from (x̃, w, v) to the optimal solution to the problem in (43).
Efficient Factorization of the KKT System Coefficient Matrix

After a straightforward elimination of the variable v, the optimality condition for the
optimization problem in (43) is

  

0
Ã
B̃w
0
λ
ÃT Q̃x̃ Q̃x̃w   x̃  =  −q̃x̃ 
(45)
−q̃w
w
B̃Tw Q̃Tx̃w Q̃w

T
where λ = λT (0), . . . , λT (N ) , and where Ã, B̃w , Q̃x̃ , Q̃x̃w , Q̃w , q̃x̃ and q̃w are defined
in Appendix A.3. This system of equations is in this text referred to as the KKT system.
In order to solve this system of equations efficiently,
the coefficientPmatrix is factorized.
PN −1
N −1
m̃w (τ )
(N +1)ñ
τ
=−1
and K̃ ∈ R τ =−1 m̃w (τ )×(N +1)ñ
If there exist matrices P̃ ∈ S
, G̃ ∈ S
such that
Q̃x̃ = −ÃT P̃Ã − P̃Ã − ÃT P̃ + K̃T G̃K̃
Q̃x̃w = −ÃT P̃B̃w − P̃B̃w − K̃T G̃
Q̃w =

−B̃Tw P̃B̃w

+ G̃

(46)
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then the following factorization holds


Q̃x̃
 Ã
Q̃Tx̃w

ÃT
0
B̃Tw


Q̃x̃w
B̃w 
Q̃w


Ã + B̃w K̃
=
0
0

T




I 0 0
−P̃ I 0
−P̃ −K̃T
0 0 ·
I
0   0 I 0  I
T
B̃w 0 I
0 0 G̃
0
I



Ã + B̃w K̃ 0 0
I 0 B̃w
0 I 0   −P̃
I 0 (47)
0 0 I
−K̃
0 I

The existence and uniqueness of such matrices has already been considered in [38] under
the assumption that Q̃w  0 and it was shown that P̃  0 and G̃  0. In this work, that
result is generalized to the singular case, i.e., when Q̃w  0 is singular.
Note that the outer four matrices in (47) are non-singular, and specifically that Ã +
B̃w K̃ is invertible for any choice of Ã, B̃w and K̃, since it is always a lower triangular matrix with diagonal elements equal to −1. For further details, see Appendix A.4. This implies that the KKT system
is non-singular
if and only if the center matrix is non-singular.


−P̃ I
is non-singular since it can easily be transformed into an
The upper left block
I
0
upper triangular matrix with elements equal to 1 in the diagonal by changing places of the
two block columns. Hence, the KKT system is non-singular if and only G̃ is non-singular.
Furthermore, if the KKT coefficient matrix is singular, the nullspace of the entire matrix
stems from the nullspace of G̃.
Notice that the equation in (46) can be equivalently written in the form

T
P̃ = Q̃x̃ + I + A P̃ I + A − K̃T G̃K̃

(48)
G̃K̃ = − Q̃Tx̃w + B̃Tw P̃ I + Ã
G̃ = Q̃w + B̃Tw P̃B̃w
Note that, it follows directly from the equation in (48) that G̃ is uniquely determined by
P̃, and that G̃  0 if P̃  0 since Q̃w  0. It will now be shown that there exist matrices
P̃  0 and K̃ such that the equations in (48) hold. These equations can be expressed in
the block matrices of which the involved matrices consist. The result is
P̃ (N ) = 0
T
G̃(0) = Q̃w (−1) + B̃w
(−1)P̃ (0)B̃w (−1)

F̃ (τ + 1) = Q̃x̃ (τ ) + ÃT (τ )P̃ (τ + 1)Ã(τ )
T
G̃(τ + 1) = Q̃w (τ ) + B̃w
(τ )P̃ (τ + 1)B̃w (τ )

H̃(τ + 1) = Q̃x̃w (τ ) + ÃT (τ )P̃ (τ + 1)B̃w (τ )
G̃(τ + 1)K̃(τ + 1) = −H̃ T (τ + 1)
P̃ (τ ) = F̃ (τ + 1) − K̃ T (τ + 1)G̃(τ + 1)K̃(τ + 1)

(49)

5

Efficient Computation of Search Directions

171

where all equations hold for τ = 0, . . . , N − 1 unless anything else is stated.
It will now be shown that there exist matrices P̃ (τ )  0, and K̃(τ + 1) such that
G̃(τ + 1)K̃(τ + 1) = −H̃ T (τ + 1). Furthermore, it will be shown that P̃ (τ ) is unique,
also in the case when the KKT system is singular. It follows directly from (49) that
P̃ (N )  0. Now, assume that P̃ (τ + 1)  0 for an arbitrary τ ∈ {0, . . . , N − 1}. Then,
it follows from the equations in (49) and in (33) that F̃ (τ + 1)  0. Furthermore,


F̃ (τ + 1) H̃(τ + 1)
H̃ T (τ + 1) G̃(τ + 1)
(50)


  T


Q̃x̃ (τ ) Q̃x̃w (τ )
Ã (τ )
P̃ (τ + 1) Ã(τ ) B̃w (τ )  0
=
+
T
(τ )
Q̃Tx̃w (τ ) Q̃w (τ )
B̃w
by the equation in (33), the assumption that P̃ (τ + 1)  0, and the fact that the last term
in the expression is quadratic. By the Schur complement formula for positive semidefinite
matrices the following holds


F̃ (τ + 1) H̃(τ + 1)
0 ⇔
H̃ T (τ + 1) G̃(τ + 1)


(51)
G̃(τ + 1)  0, I − G̃(τ + 1)G̃† (τ + 1) H̃ T (τ + 1) = 0,
F̃ (τ + 1) − H̃(τ + 1)G̃† (τ + 1)H̃ T (τ + 1)  0
where † denotes the pseudoinverse. Furthermore, notice that
P̃ (τ ) = F̃ (τ +1)−K̃ T (τ +1)G̃(τ +1)K̃(τ +1) = F̃ (τ +1)−H̃(τ +1)G̃† (τ +1)H̃ T (τ +1)
(52)
where the second equality follows from a basic property of the pseudoinverse (i.e., G̃ =
G̃G̃† G̃), the symmetry of G̃(τ + 1), and the definitions of K̃(τ + 1) in (49). By combining (51) and (52), it directly follows that P̃ (τ )  0, and by induction it follows that this is
true for all τ = N, . . . , 0. Furthermore, since there exists a solution K̃(τ + 1) to a system
of equations in the form G̃(τ + 1)K̃(τ + 1) = −H̃ T (τ + 1) if


(53)
I − G̃(τ + 1)G̃† (τ + 1) H̃ T (τ + 1) = 0
(i.e., the columns in H̃ T (τ + 1) are orthogonal to the nullspace of G̃T (τ + 1) which is
equivalent to that the columns in H̃ T (τ + 1) are in the range of G̃(τ + 1)), it is possible to
conclude that there exist matrices K̃(τ + 1) for all τ = N − 1, . . . , 0. Note, however, that
K̃(τ +1) is not unique in the case when the KKT system is singular since G̃(τ ) is singular
for at least one τ in that case. Finally, it follows from (52) that P̃ (τ ) is independent of the
choice of K̃(τ + 1), and is hence unique.
Summarizing, the Riccati factorization exists also in the case when the KKT system is
singular. However, the factorization is not unique in that case because there is a freedom
in the choice of K̃(τ + 1). Despite this, P̃ (τ ) and G̃(τ ) are unique.
The factorization can be performed very efficiently as a Riccati recursion. This is
described in Algorithm
 3 4, which can be shown to have a computational complexity of
m̃
approximately N 3w + 3ñ3 + 5ñ2 m̃w + 4ñm̃2w flops if ÃT (τ )P̃ (τ + 1) on line 5 is
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Algorithm 4 Factorization (Riccati recursion)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

P̃ (N ) = 0
T
G̃(0) = Q̃w (−1) + B̃w
(−1)P̃ (0)B̃w (−1)
Compute and store a factorization of G̃(0).
for τ = N − 1, . . . , 0 do
F̃ (τ + 1) = Q̃x̃ (τ ) + ÃT (τ )P̃ (τ + 1)Ã(τ )
T
G̃(τ + 1) = Q̃w (τ ) + B̃w
(τ )P̃ (τ + 1)B̃w (τ )
H̃(τ + 1) = Q̃x̃w (τ ) + ÃT (τ )P̃ (τ + 1)B̃w (τ )
Compute and store a factorization of G̃(τ + 1).
Compute one solution K̃(τ + 1) to G̃(τ + 1)K̃(τ + 1) = −H̃ T (τ + 1).
P̃ (τ ) = F̃ (τ + 1) − K̃ T (τ + 1)G̃(τ + 1)K̃(τ + 1)
end for

reused on line 7 and a factorization of Cholesky type is used on line 8. The algorithm is
basically a repetition of the equations in (49).
If the KKT system is singular, this will be found during the factorization on line 8 in
Algorithm 4. Generally, a factorization as, e.g., the QR factorization or the SVD can be
chosen. They work both in the non-singular case as well as the singular case, and they
can be used to compute the nullspace of G̃(τ + 1), which is needed in the computation of
the nullspace of the entire KKT system. This will be considered in detail in Section 5.4.
Another alternative (which is used during the complexity calculations earlier) is to use the
Cholesky factorization as in [38] and monitor if it breaks down. As long as G̃(τ + 1) 
0, the Cholesky factorization can be computed. If it fails, an alternative factorization
can be used to compute the nullspace required in the alternative procedure described in
Section 5.4.
Solving the KKT System Using a Riccati Recursion

In this section, it will be shown how the KKT system in (45) can be solved efficiently. The
solution process is begun by factorizing the coefficient matrix in the KKT system using
Algorithm 4. The Newton step computation discussed in this section is only performed
if the factorization step terminates without any detection of singularity. If singularity is
detected, the search direction presented in the next section is used.
The factorization of G̃(τ +1) performed in Algorithm 4 is reused in Algorithm 5 and 6.
The factorization of the KKT system coefficient matrix is followed by a backward recursion as described in Algorithm 5. This recursion has a computational complexity of about
2
2N (ñ + m̃w ) flops. Thereafter, the forward recursion in Algorithm 6 is performed. It
has a computational complexity of about 4N ñ2 + ñm̃w . Finally, the dual variables
associated with the equality constraints v(τ ) = 0 in the optimization problem in (43) are
found via the forward recursion in Algorithm 7, which has a computational complexity
of about 2N (2ñ + m̃w ) m̃v flops. Summarizing, the computational for solving the KKT
system, including the factorization, grows linearly in N and m̃v , and cubically in ñ and
m̃w .
Hence, expressed in primal constants, the computational complexity grows cubically
in n, p and c(N − τ − 1) − na (τ ).
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Algorithm 5 Backward recursion

3:

Ψ̃(N ) = −q̃x̃ (N )
for τ = N − 1, . . . , 0 do 

T
(τ )Ψ̃(τ + 1) − q̃w (τ )
u0 (τ + 1) = G̃−1 (τ + 1) B̃w

4:
5:
6:

Ψ̃(τ ) = ÃT (τ )Ψ̃(τ + 1) − H̃(τ + 1)u0 (τ + 1)
end for


T
(−1)Ψ̃(0) − q̃w (−1)
u0 (0) = G̃−1 (0) B̃w

1:
2:

Algorithm 6 Forward recursion
1:
2:
3:
4:
5:
6:
7:
8:

w(−1) = u0 (0)
x̃(0) = B̃w (−1)w(−1)
for τ = 0, . . . , N − 1 do
w(τ ) = u0 (τ + 1) + K̃(τ + 1)x̃(τ )
x̃(τ + 1) = Ã(τ )x̃(τ ) + B̃w (τ )w(τ )
λ(τ ) = P̃ (τ )x̃(τ ) − Ψ̃(τ )
end for
λ(N ) = q̃1 (N )

Algorithm 7 Forward recursion (Dual variables)
1:
2:
3:
4:

µ(−1) = Q̃wv (−1)w(−1) + B̃vT (−1)λ(0) + q̃v (−1)
for τ = 0, . . . , N − 1 do
µ(τ ) = Q̃Tx̃v (τ )x̃(τ ) + B̃vT (τ )λ(τ + 1) + Q̃wv (τ )w(τ ) + q̃v (τ )
end for
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Projecting the Gradient Onto the Nullspace of the Hessian

If the KKT system is inconsistent, an alternative search direction has to be found as discussed in Section 3.3. In this section, it is described how such a direction can be computed
efficiently.
Nullspace Computation

Consider the KKT system coefficient matrix in (47) and multiply out the two outer matrices on each side of the center one. The result is




  T
Q̃x̃ ÃT Q̃x̃w
Ã 0 B̃w
−P̃ I 0
Ã
−P̃T −K̃T
 Ã
0 0  −P̃ I 0  , Π T ΣΠ
I
0  I
0
B̃w  =  0
0 0 G̃ −K̃ 0 I
0
I
B̃Tw
Q̃Tx̃w B̃Tw Q̃w
(54)
Note that
ξ ∈ null(Π T ΣΠ) ⇔ Π T ΣΠξ = 0 ⇔ ΣΠξ = 0

(55)

since Π is non-singular. Furthermore,
ΣΠξ = 0 ⇔ Ση = 0 and ξ = Π −1 η

(56)

Let the columns of the matrix NΣ be a basis for the nullspace of Σ, and the columns of
NΣΠ a basis for the nullspace of Π T ΣΠ. It is straightforward to generalize the ideas
in (55) and in (56) in order to compute a basis for the nullspace of Π T ΣΠ using a basis
of the nullspace of Σ. That is, NΣΠ can be computed as
NΣΠ = Π −1 NΣ

(57)

Note that, Π is non-singular independently of which solution K(τ + 1) that is used.
Furthermore, note that since Π depends on K(τ + 1), Π is non-unique. However, for
every choice of K(τ + 1), the columns of NΣΠ forms one basis for the nullspace of
Π T ΣΠ since Π is always non-singular. The computations necessary to perform the
calculation in (57) can be performed very efficiently thanks to the structure of NΣ and
Π. This computation can be expressed as a recursion
 similar to the one presented in
−P̃ I
Algorithm 6. Because the upper left block
in Σ is non-singular, NΣ has the
I
0
 
0
structure
where the columns of NG̃ forms a basis for the nullspace of G̃. Note that,
NG̃
since G̃ is block diagonal, it is possible to choose a basis for the nullspace such that NG̃ is
also block diagonal.
Projection of the Gradient Onto the Nullspace of the KKT System Coefficient
Matrix

In this section, it will be shown how the search direction discussed in Section 3.3 can be
computed efficiently for the dual QP problem in the MPC application. The desired search
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direction is the projection of the gradient in the current point onto the nullspace of the
reduced Hessian of the dual problem in (43). Since Ã is non-singular, λ and x̃ can be
eliminated from the KKT system in (45). The resulting equation for w is


Q̃w − B̃Tw Ã−T Q̃x̃w − Q̃Tx̃w Ã−1 B̃w + B̃Tw Ã−T Q̃x̃ Ã−1 B̃w w = 0
(58)
Furthermore, if the dual states are eliminated in the problem in (43), and if v = 0 is
inserted, it can be seen that the resulting Hessian in the new QP problem will be exactly the
matrix in front of w in (58). Hence, the equation for the nullspace of the reduced Hessian
(the states are eliminated) in problem (43) is identical to the equation in (58). Therefore,
the nullspace of the reduced Hessian can be computed by computing the nullspace of the
KKT system coefficient matrix in (45). How this can be computed efficiently has already
been shown in the previous section.
Mathematically, the projection of the gradient onto the nullspace spanned by the
columns in NΣΠ can be found as
T
ĝ = NΣΠ NΣΠ
NΣΠ

−1

T
NΣΠ
g

(59)

T
NΣΠ is non-singular since the columns of NΣΠ
where g is the gradient, and where NΣΠ
are linearly independent because they are basis vectors. Note that,
T
−g T NΣΠ NΣΠ
NΣΠ

−1

T
NΣΠ
g≤0

(60)

T
−g T NΣΠ NΣΠ
NΣΠ

−1

T
NΣΠ
g<0

(61)

in general, but also that

T
g 6= 0, i.e., ĝ is a descent direction if the gradient is not orthogonal to the
when NΣΠ
nullspace. In that case, there are infinitely many optimal solutions to the problem. Due
T
NΣΠ is often sparse and computations in (59)
to the structure in NΣΠ , the matrix NΣΠ
can in those cases be performed very efficiently. A truly tailored version of this projection
operation is left as future work.

5.5

Increasing Performance

In active set algorithms, similar KKT systems are solved in subsequent iterations. Usually,
block elimination is used to take advantage of the fact that some parts of the equation
system remain the same during all iterations. Unfortunately, this has not been found
as straightforward in the dual case as in the primal case, since the reduced Hessian for
the QP subproblems is not in general positive definite. Furthermore, the usefulness of
factorization updates decreases in a gradient projection method, since the change in the
working set in many iterations is rather large compared to a classical active set method.
Hence, an update would often be rather complex. For the method described in this report,
there are other ways to reuse computations from previous iterations. Even though the
problem is changed in several time instants (seen from an MPC perspective) if several
constraints are changed in a single iteration, the Riccati factorization is still unchanged in
all time instants after the last modification of the working set. For example, if constraints
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are added or removed in time instants τ = 2 and τ = 5, P (τ ) is unchanged for τ >
5. Because the Riccati recursion runs backward in time, only time instants before the
time step when the last constraint is added or removed have to be recomputed. That is,
the backward recursions can reuse old computations. Since, the forward recursions use
information from the last step in the backward recursions, the forward recursions always
have to be completely recomputed.

6

Using the Algorithm in Branch and Bound

The QP algorithm presented in this work is now incorporated as a part of a branch and
bound algorithm, where it is used to solve the relaxed integer problems in the nodes of
the search tree. Branch and bound has been generally described in Section 2, and in this
section some details and possible future work is discussed.
Ideas similar to those presented in Section 5.5 regarding how to reuse previous computations have also been used in the MIQP solver. Since the child problems are only
changed in a single time step compared to the parent problem, the backward recursions
need only to be recomputed for the time step the constraint is added and backward. A
disadvantage of using this idea at the branch and bound level is that if a branch can be
“suspended” before it is pruned, it might occur that several non-pruned subtrees exist and
therefore a considerable amount of data might have to be stored for the recomputations.
If the storage space is small, a compromise between storing data in all suspended nodes
and storing no data at all is needed.
As in [16], in the current implementation of the algorithm, the inequality in (71) is
used to prematurely abort the solution of a relaxation as soon as the dual objective function
value becomes higher than the currently best known upper bound in the tree.
There are also some possible future enhancements that could increase the performance. Probably, the most effective step would be to design some kind of preprocessing
algorithm similar to the one presented in [2]. No matter how efficiently the node problems
can be solved, the number of nodes to explore seems to explode as the time horizon grows.
It is therefore very important to cut away uninteresting sequences of binary variables at
an early stage.

7

Numerical Experiments

In this section, the algorithm presented in this report is applied to linear MPC problems
and MIPC problems. In all results where random examples are used (i.e., not the satellite
example), 10 random problems are solved for each prediction horizon length, and the
average result from these problems are presented in the figures.

7.1

Linear MPC

In this section, the algorithm presented in this work is applied to random linear MPC
problems in the form in (1) with nc = 10, nb = 0, pc = 10, pb = 0, mc = 5, mb = 0 and
c(t) = 10, t = 0, . . . , N − 1 for different values of N in the range 50 to 450. The random
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Figure 7: This plot shows the computational times for different QP solvers. The
QP algorithm described in this section is drgpqp. The performance of this solver
is compared with those of CPLEX’s primal and dual solvers. The result is that the
dual solver presented in this report has better computational complexity compared
to CPLEX’s dual solvers. Especially, the computational complexity grows significantly slower compared to the dense dual solver in CPLEX.
systems are found using the M ATLAB function drss. The constraints are bound constraints on the control signals and are chosen such that both feasible as well as infeasible
problems are present among the test problems. Out of the 150 problems, 114 are feasible.
The reference signal is chosen as a vector of sinus signals with random phases; one for
each output of the system. Furthermore, the cost matrices in the objective function have
also been chosen randomly, but in a way that they are symmetric and positive definite.
In the examples, dense and sparse formulations of the MPC problem have been solved.
The sparse formulation is a formulation in the form in (1). The objective function’s Hessian and the equality constraints in this problem are sparse. After eliminating x and e, the
result is a new equivalent QP problem without equality constraints. The objective function Hessian of this problem is dense, but of smaller size since the only free variables are
the control signals in u.
The problem has been solved for different lengths N of the prediction horizon and
the computational time has been evaluated. The result from these tests are shown in
Figure 7. In all plots in this section, the following notation is used to identify the different
solvers. The algorithm presented in this report is implemented in the function drgpqp.
“CPLEX sparse” denotes CPLEX given a sparse representation of the MPC problem,
and the default settings in CPLEX are used. This means the a primal IP solver will
be used to solve the problem. “CPLEX dual sparse” is the sparse problem solved by a
dual active set solver in CPLEX. “CPLEX dual dense” is the dense version of the MPC
problem solved by a dual solver in CPLEX. As can be seen in Figure 7, drgpqp
has lower computational complexity compared to CPLEX’s dual solvers for large values
of N . Since CPLEX uses its dual solver as the default solver for the node problems
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Figure 8: This plot shows how the number of QP iterations grows as the prediction
horizon length grows. Depending on algorithm and implementation, there might be
several possible definitions of a “QP iteration”. In this experiment it is assumed that
the number of reported “simplex iterations” by CPLEX is at least proportional to
the number of Newton systems solved.

in branch and cut, the comparisons between drgpqp and CPLEX’s dual solvers are the
most important ones. The primal solver is only shown as a reference. Note that drgpqp is
implemented entirely in m-code, while CPLEX is running in compiled code. Hence, the
trends are most interesting in this experiment, and the absolute times are of minor interest.
According to the result in this experiment, the m-coded solver built on the ideas in this
work has lower absolute computational time compared to the dual solver in CPLEX.
It is apparently so that CPLEX utilizes the fact that it is a sparse problem, since the
computational complexity grows significantly slower for this formulation. However, for
some reason, the absolute performance is rather bad for this configuration. Even though
the solution returned is correct, it cannot be excluded that some error occurs, or some
significant overhead is added, e.g., in CPLEXINT during the call to CPLEX. Another,
possible explanation is that CPLEX does not solve this problem formulation efficiently.
The solution of the dense problem formulation can be performed much more efficiently
for the prediction horizon lengths investigated. The computational complexities in this
experiment grow approximately as O(N 1.5 ) for drgpqp, O(N 1.2 ) for “CPLEX sparse”,
O(N 1.9 ) for “CPLEX dual sparse”, and O(N 2.9 ) for “CPLEX dual dense”.
In Figure 8, the number of QP iterations are compared. Since CPLEX is not open
source software, it is hard to make a fare comparison. The reported number is the number denoted “simplex iterations”, which is assumed to be proportional to the number of
Newton steps computed. Note however, that even though CPLEX reports a larger number of such iterations, each of them is most likely less computationally demanding since
CPLEX is probably not making projected line searches after each Newton step computed.
Furthermore, CPLEX also most certainly makes updates of factorizations between New-
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ton steps, which also makes the iterations cheaper. If the computational time spent in
different parts of the code of drgpqp is studied, it can be seen that a significant part
of the computational time is spent in the line search code. An idea for future research
is, hence, to make this code more efficient. One possible solution could be to use inexact line searches. This is commonly used in gradient projection algorithms. However,
it seemed reasonable in this case to utilize the simple structure of the QP problem, as
suggested in [31], in order to perform exact line searches. An idea worth to test in the
future is if inexact line searches would do well enough to keep the number of Newton step
computations low, while the cost for the line searches is significantly reduced.
During experiments, different types of problems have been investigated. The presented result is for control signal-constrained problems. Also state-constrained problems
have been investigated. The performance seems to be similar. However, for the problem
sizes that are investigated here, the solver ran into numerical problems (for N = 250),
e.g., the Hessian was reported negative during a line search. In problems with constraints
on the control signals, only 11 of the 36 infeasible problems were reported feasible. This
problem seems to be a result of numerical problems affecting the computed value of the
dual variables. When these are tested for positivity, it can occur that numerical errors
perturb the value enough to make the solver to make a wrong decision whether an optimal
point has been found or not. This in turn could lead to cycling. To avoid that, a threshold
has been introduced to make sure that numerical error does not make the algorithm cycle.
Unfortunately, this could in turn make it possible that a non-optimal point is taken as the
optimum. A better solution would probably to introduce some kind of anti-cycle mechanism which can found in the literature. That is, incorporating such a mechanism is a good
suggestion for future research. It would also be necessary to investigate the numerical
properties further.

7.2

Mixed Integer Predictive Control

In this section, the algorithm is applied to the MPC problem to control the attitude of a
satellite. The system is assumed to be controlled by a reaction wheel, represented by the
real-valued control signal uc , and two binary controlled thrusters, represented by the control signals ub,1 and ub,2 respectively. A continuous-time state space description for the
system with satellite attitude x1 , satellite angular velocity x2 and internal wheel velocity
x3 is





uc
0
0 0
0 1 0
ẋ = 0 0 0 x +  2.5 1 −1 ub,1  , y = I · x
ub,2
−10 0 0
0 0 0
To obtain a discrete-time system in the form in (1), zero order hold sampling with sampling time 0.1 s is used. The magnitude of the real-valued control signal is limited to be
less than or equal to 1. The cost function used in this example is of the type in (1), with

Qe = diag 0.5 · 104 , 1.0 · 10−2 , 1.0 · 10−1 ,
(62)
Qu = diag(Quc , Qub ), Quc = 10, Qub = 10 · I2
The initial state is
x1 (0) = 0, x2 (0) = 0, x3 (0) = 0

(63)
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Figure 9: This plot shows the computational times for six different MIQP solvers.
The result is that the algorithm presented in this report is the m-code implementation
with the best performance for large values of N . Even though the implementation of
the algorithm in this report is far behind CPLEX when absolute computational times
are compared, its computational time grows similar compared to the one of CPLEX,
also when sparsity is utilized by the latter. It is also obvious that the implementation
of CPLEX is very good.
The reference signal is chosen as a step in the satellite attitude of magnitude 0.5 radians
given after one fourth of the prediction horizon. The problem has been solved for several
different prediction horizons in the range N = 10 to N = 200 and the corresponding
computational times are presented in Figure 9. In all plots in this section, the following
notation is used to identify the different solvers. The MIQP algorithm presented in this
report is referred to as drmigpqp. Furthermore, miqp is the freely available solver
described in [5] solving a dense (states and control error eliminated) formulation of the
problem (fastest choice for this solver since quadprog called by miqp to solve the
relaxations in the nodes cannot utilize sparsity), drmiqp is an implementation of the algorithm presented in [3], “CPLEX dense NPP” is CPLEX when given a dense version
of the problem and preprocessing has been turned off, “CPLEX sparse” is CPLEX when
given a sparse version (states kept) of the problem and default settings are used (i.e., basically all features in CPLEX are enabled), and finally, “CPLEX sparse NPP” is CPLEX
when given a sparse version of the problem and preprocessing has been turned off.
In this example, for prediction horizons longer than 20 time steps, the computational
complexity for the algorithm presented in this report grows approximately as O(N 1.5 ),
while for the generic solver miqp, using the QP solver quadprog, it grows approximately as O(N 3.6 ). The computational complexity for CPLEX grows in the default configuration approximately as O(N 0.9 ). Since the branch and bound (branch and cut to be
precise) part of CPLEX is much more advanced, i.e., highly developed preprocessing and
heuristics, etc., than the one in drmigpqp, drmiqp and miqp, CPLEX has been “detuned” in order to make the comparison more fare. This is indicated by the letters “NPP”
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5

drmigpqp
miqp
drmiqp
CPLEX dense NPP
CPLEX sparse
CPLEX sparse NPP

Number of iterations

10

4

10

3

10

2

10

1

2

10

10
Prediction horizon N [steps]

Figure 10: This plot shows the number of cumulated QP iterations summed from all
explored nodes in the branch and bound tree. The purpose is to give an indication
of how many Newton steps that have to be computed during the solution process of
an entire MIQP problem. Note that, however, exactly what is meant by the word
“iteration” might be dependent of the algorithm, and the implementation of it. However, it gives an indication of that the algorithm presented in this algorithm is rather
efficient.
(No PreProcessing) in the plots, and the parameters modified are listed in Appendix A.5.
After this detuning, CPLEX computational time grows approximately as O(N 1.8 ) using
the sparse formulation and O(N 3.6 ) using the dense formulation. The implementation of
the branch and bound algorithm used in this work is the one originally implemented in
miqp, which has been modified in order to be able to use the dual gradient projection
algorithm previously presented and to enable the use of warm starts. A similar procedure
is also used in drmiqp. Hence, it is exactly the same branch and bound code used in
the results for drmigpqp, drmiqp and miqp, and therefore, the branch and bound tree
has been explored in exactly (except for N = 10 where miqp explores 529 instead 533
nodes as the other two solvers) the same way. In the result for miqp, the MIPC problem
has been formulated as an MIQP problem using a dense QP formulation.
The algorithm has also been applied to random problems similar to those used in Section 7.1, but with integer variables included in the problem. The results from the tests
with random problems are presented in Figure 12, Figure 13 and Figure 14. In this experiment, the computational times grows roughly as O(N 4.9 ) for drmigpqp, O(N 1.3 )
for “CPLEX dense”, O(N 2.4 ) for “CPLEX sparse”, O(N 2.6 ) for “CPLEX sparse NPP”,
and O(N 5.2 ) for miqp. This means that the performance is not as good as in the satellite
example. A reasonable explanation is that when more advanced problems are solved, the
number of explored nodes explodes and the depth of the tree is expected to grow. This
is confirmed by comparing Figure 11 with Figure 14. Hence, a large amount of small
relaxations have to be solved. The strategy used in the current implementation is to add
equality constraints to lock variables as the the branch and bound search dives down in
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Figure 11: This plot shows the number of nodes that are explored in branch and
bound by the different solvers. The first three solvers explore the same amount of
nodes (except in the first problem, when miqp explores 529 instead 533 nodes. The
reason is probably numerical problems, but the solutions returned coincide) since
they are all based on the branch and bound part implemented in the solver described
in [5]. CPLEX explores a significantly smaller amount of nodes, even though it has
been “detuned” in order to be more comparable with the basic branch and bound
method implemented in [5].
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Figure 12: This plot shows the average computational times required to solve the
random MIPC problem. The result for drmigpqp is not as good as the one in
Figure 9.
the tree. Often, also in miqp, the locked variables are eliminated from the problem, and
the number of free variables are reduced by one for each level down in the tree. In the
implementation of the algorithm in this work, the problem size is kept constant in the
branch and bound tree. The reason for this was mainly to decrease the programming
effort, which mainly has been concentrated on the implementation of drgpqp. Hence,
this part of the algorithm, and the corresponding part of the implementation, is an interesting target for future research. Note however, that the increased computational effort
for drmigpqp compared to CPLEX can largely be explained by the difference in the
number of nodes that are explored in the branch and bound tree. Hence, the comparison
is not all fair, because independently of how efficiently the QP solver for the relaxation is,
it cannot compensate for the difference in the number of problems necessary to solve.

7.3

Discussion

The result presented in this report should be interpreted more like a “proof of concept”,
rather than as the QP solver for MIPC. To be useful in practice, there are some features
that remain to be added. For example, an efficient preprocessing algorithm has to be
used in and before branch and bound. Another example is that the concept of updating
factorizations should be further investigated. It is partly performed in the solver presented
in this work, but it might be possible to improve. Furthermore, variables that are locked
during the branch and bound process should be removed from the problem, such that the
dimensions of the relaxations are reduced when it is possible. Methods that detects and
prevents cycling should be incorporated. It would also be interesting to investigate the
numerical properties further, and see if it is possible to incorporate ideas from [19], where
a dual QP solver with good numerical properties is presented. Finally, the algorithm
should be efficiently coded in C-code in order to be able to evaluate its true performance.
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Figure 13: This plot shows the average number of cumulated QP iterations summed
from all explored nodes in the branch and bound tree in the case when random MIPC
problems are investigated.
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Figure 14: This plot shows average number of explored nodes in the branch and
bound tree in the case when random MIPC problems are investigated. This plot
shows one possible explanation to why the performance of drmigpqp is not as
good as in the satellite example case. If this plot is compared with the one in Figure 11, it can be seen that the number of nodes grows much faster with the prediction
horizon in the random problem case. Hence, a rather large amount of smaller nodes
down in the tree has to be solved, which is unfortunately disadvantageously for the
current implementation of the branch and bound algorithm in drmigpqp, where
the sizes of the QP relaxations are not explicitly reduced as the algorithm proceeds
down in the branch and bound tree.
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Despite that there are several improvements that could be made, the goal has in large
been reached. The algorithm is tailored for MPC, where most computations can be performed with linear complexity in the length of the prediction horizon. The fundamental
limitation of classical active set methods, i.e., to require a potentially large number of
iterations before the active set in optimum has been found, seems to be overcome by
incorporating ideas from gradient projection. The algorithm can easily gain from knowledge of a solution to a previously solved similar problem.
It is of course not realistic to expect that an experimental m-code implementation of
a solver, mostly implemented to show “proof of concept”, performs better than a commercial state-of-the-art solver. However, the result shown in this section indicates that the
ideas presented in this report are promising and that they potentially could be useful in a
high-performance implementation of an MIQP solver for MIPC. It is also interesting to
see that the number of QP iterations is reduced by an order of magnitude compared to the
solver presented in [3], which was also tailored for this specific application. Basically, the
difference between the algorithm in that reference compared to the algorithm presented
in this report is that the active set strategy has been “updated” from a classical active set
strategy to a strategy based on ideas from gradient projection. Furthermore, the algorithm
in this report also handles the case when there does not exist any solution to the Newton
step equations in a better way. In [3], the Newton step is in these situations computed by
perturbing the Hessian slightly such that it becomes positive definite, while the algorithm
presented here explicitly computes a step in the nullspace to the Hessian without any regularizations. In the cases when the Newton steps are defined, they are computed using a
similar Riccati solver in both algorithms. Hence, the ideas presented in this report tends
to identify the optimal active set using a smaller amount of Newton step computations.
However, it should be stressed that each iteration is in general more expensive in the new
algorithm since a large number of line searches are performed.

8

Conclusions

The main result in this work is that several important concepts have been combined into
an algorithm that has the potential of being a strong alternative when solving MIPC problems. The algorithm works in the dual space to facilitate fast warm starts. Furthermore,
it has warm start properties similar to a classical active set method. All computations
of major complexity, except for a projection operation, have been tailored for the MPC
problem. This operation is not frequently used, but it would be interesting in the future to
fill in this last gap to an all tailored algorithm.
In numerical experiments, the performance is good; for QP problems the computational complexity grows similar to, or slower than, the one of CPLEX’s dual solvers as
the length of the prediction horizon grows. Furthermore, the results indicate that the algorithm solves the problem using fewer QP iterations than CPLEX. It is also clear that
the gradient projection ideas incorporated help to cut down the number of QP iterations,
compared to a previously presented tailored dual QP solver. However, the iterations in the
algorithm presented in this report are, most likely, more expensive than those in CPLEX.
One possible remedy to this problem might be to replace the exact line search used in the
current version with an inexact line search. It is future research to see how the allover
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performance is changed after such a change in the algorithm. When the algorithm is applied to MIPC problems, the performance is still good on simple problems, but it seems
like the way in which the branch process changes the subproblems has to be changed in
order to maintain high performance also in more difficult problems.
Finally, it should be mentioned that the algorithm is not only interesting for MIPC.
Its properties are also useful in ordinary linear MPC where it is useful to be able to warm
start given the optimal solution from the previous sample. It might also be useful in nonlinear MPC where it can form a part of an SQP solver. Also in that case, good warm start
properties are necessary.
Examples of future work are to test inexact line search methods, to test if more advanced factorization updates are necessary and how they can be efficiently implemented,
and finally, to change the size of the relaxations as the algorithm gets deeper down in the
branch and bound tree.

A
A.1

Appendix
Optimality and Strong Duality

The following theorem is given without proof and is based on the discussion in [10, p.
226].
Theorem 1 (Slater’s theorem for QP)
For a QP problem in the form in (11), strong duality holds if the problem is feasible.
In some cases, the so-called Karush-Kuhn-Tucker (KKT) conditions provide necessary and sufficient conditions for optimality. In Theorem 2, which is based on the discussion in [10, pp. 243–244], the conditions are presented for the special case of a convex
QP problem.
Theorem 2 (KKT for convex QP)
Consider a convex QP problem in the form
minimize
x

subject to

1 T
x Hx + f T x
2
AE x = bE
AI x ≤ bI

(64)

where x ∈ Rn , H ∈ Sn+ , f ∈ Rn , AE ∈ Rp×n , AI ∈ Rm×n , bE ∈ Rp and bI ∈ Rm .
Then the following so-called Karush-Kuhn-Tucker (KKT) conditions are necessary and
sufficient conditions for x∗ and (λ∗ , ν ∗ ) to be primal and dual optimal points, respectively
AI x ≤ bI
AE x = bE
λ∗ ≥ 0
λ∗T (AI x∗ − bI ) = 0
∗

Hx + f +

ATI λ∗

+

ATE ν ∗

=0

(65a)
(65b)
(65c)
(65d)
(65e)
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Proof: See [10, p. 244], insert the objective function and constraint functions for the QP
problem into the KKT conditions and use that strong duality holds for this problem by
Theorem 1.

A.2

Quadratic Programming

Deriving the QP Dual

The Lagrangian L for the problem in (11) is
1 T
x H̃x1 + f˜T x1 + λT A1I x1
2 1

− λT bI + ν T A1E x1 − ν T bE + λT A2I + ν T A2E x2

L(x1 , x2 , λ, ν) =

(66)

The Lagrange dual function g is found by minimizing the Lagrangian with respect to the
primal variables
g(λ, ν) = inf L(x1 , x2 , λ, ν)
x1 ,x2



1 T
˜T + λT A1I + ν T A1E x1 − λT bI − ν T bE ,

x
H̃x
+
f
inf

1

n 2 1
=

x1 ∈R

1

T

(67)

T

when λ A2I + ν A2E = 0



−∞, otherwise

According to (67), if g is to be bounded from below, the following condition has to be
satisfied
λT A2I + ν T A2E = 0
(68)
If (68) is inserted into (66), the Lagrangian becomes a strictly convex function of x1 for
fixed λ and ν and can easily be minimized using the first order necessary and sufficient
conditions for optimality with respect to x1 , which give


x1 = −H̃ −1 f˜ + A1 TI λ + A1 TE ν
(69)
The Lagrange dual problem is defined as
maximize

g(λ, ν)

subject to

λ≥0

λ,ν

(70)

Denote the optimal dual objective function value d∗ . An important property of the Lagrange dual function is that for any λ ≥ 0, the following inequality holds
g(λ, ν) ≤ p∗

(71)

where p∗ is the optimal primal objective function value. The inequality in (71) holds
specifically for the dual optimal pair (λ∗ , ν ∗ ) and thus
d ∗ ≤ p∗

(72)
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This inequality is called weak duality. Weak duality holds even if the primal problem is
non-convex and it still holds if d∗ or p∗ are infinite. For some problems the inequality
in (72) holds with equality, i.e.,
d ∗ = p∗
(73)
This important property is called strong duality. Conditions guaranteeing strong duality
are called constraint qualifications. One well-known constraint qualification is Slater’s
condition which can be found in Theorem 1.
When formulating the dual problem, the implicit constraint in (68) is made explicit
by adding it to the list of constraints. After inserting (69) into (67), the dual problem is
concluded to be
1
maximize − QD (λ, ν) − CD
λ,ν
2
(74)
T
T
subject to A2 I λ + A2 E ν = 0, λ ≥ 0
where ν ∈ Rp and λ ∈ Rm and where

 

 T
 λ
 A1I
−1
T
ν
H̃
+
A1 I A1 E
ν
A1E



 T
 λ
  T
T
−1
T
T
˜
+ 2 f H̃
A1 I A1 E + bI bE
ν
1
CD = f˜T H̃ −1 f˜
2


QD (λ, ν) = λT

T

(75)

By changing the sign of the objective and removing the constant term CD , a problem
equivalent to the dual problem is
minimize

1
QD (λ, ν)
2

subject to

A2 TI λ

λ,ν

+

A2 TE ν

(76)
= 0,

λ≥0

For the sake of simplicity, in this report also (76) is denoted the dual problem to (11),
even though it is only equivalent to the dual problem.
Remark 3. If the objective function of the primal problem in (11) is purely quadratic
(f˜ = 0), there will be no constant term CD in the dual objective. Then, the magnitude of
the optimal objective function value in (74) and in (76) coincide.
Strong Duality for Convex Quadratic Programming

Early work on duality for QPs can be found in [14], [15] and [13]. It follows from Theorem 1 in the appendix that if the primal problem is feasible, strong duality holds. Sometimes the primal optimal solution can be derived from the dual optimal solution. In those
cases, it can sometimes be advantageous to solve the dual problem instead of the primal
problem. When the dual optimal solution has been found, it can be used to easily compute the primal optimal solution. If this approach is used, it is important to know what
will happen in the dual problem if the primal problem does not have any solution. In this
section, the primal problem in (11) and the dual problem in (74) are considered. Note that
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the primal problem in (11) has an objective function that is bounded from below since
1
. It will now be shown that the dual problem has a solution if and only if the
H̃ ∈ Sn++
primal problem has a solution.
First, a strong alternative result from [10] is needed.
Lemma 1
Given A ∈ Rp×n and b ∈ Rp . The following two systems of inequalities are strong
alternatives
1. ∃x ∈ Rn : Ax ≤ b
2. ∃λ ∈ Rp : λ ≥ 0, AT λ = 0, bT λ < 0
that is, exactly one of the alternatives holds.
Proof: See [36].
In order to reach the final result, the following intermediate result is needed.
Lemma 2
If the primal problem in (11) is infeasible, then the dual problem in (74) is unbounded
from above.
Proof: Consider a QP problem of the type in (11) with only inequality constraints and
define JD (λ) to be the dual objective function. The dual problem is always feasible since
the origin is always a feasible point. Then ∃ λ̄ : A2 TI λ̄ = 0, λ̄ ≥ 0. Further, assume the
primal infeasible. Then, from Lemma 1, it follows that ∃ λ0 : λ0 ≥ 0, ATI λ0 = 0, bTI λ0 <
0. Note that
T

(77)
ATI λ0 = A1I A2I λ0 = 0

Since A2 TI λ̄ + αλ0 = 0, the sum λ̄ + αλ0 is dual feasible for every α ≥ 0. Using that
A1 TI λ0 = 0, it holds that


1
1
JD (λ̄ + αλ0 ) = − λ̄T A1I H̃ −1 A1 TI λ̄ − f˜T H̃ −1 A1 TI + bTI λ̄ − f˜T H̃ −1 f˜ − αbTI λ0
2
2
= JD (λ̄) − αbTI λ0 → +∞, α → +∞
(78)
since bTI λ0 < 0. The general case, where equality constraints are included, follows directly from the proof above by expressing an equality constraint as two inequality constraints.
It is now possible to state the main result in this section.
Theorem 3
If the primal problem is feasible, then the primal and dual objective function values coincide. Furthermore, the dual problem in (74) has a bounded solution if and only if the
primal problem in (11) is feasible.
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Proof: The first statement follows directly from strong duality for QP, i.e., Theorem 1 in
the appendix.
Furthermore, strong duality shows that the dual problem has a bounded solution if the
primal problem is feasible, since in that case the primal and dual objective function values
1
.
coincide and the primal objective function value is bounded from below since H̃ ∈ Sn++
From Lemma 2 it follows that an infeasible primal implies an unbounded dual, which
is equivalent to that a bounded dual implies a feasible primal.

Computing the Gradient From the Dual Variables

Consider the subproblem in (14). If mmax in Algorithm 1 is set high enough (or to
N
infinity), then the inner loop breaks only if an optimal point λN
m+1 , νm+1 in a working
N
set Wm+1 has been found, or if an unbounded direction has been found. The latter case
is not of interest here, since then the algorithm is terminated. After possibly a reordering
of the variables such that λN
1;m+1 contains variables in the current working set and such
that λN
does
not,
the
KKT
conditions are in the form
2;m+1

H11
T
H12
−I

H12
H22
0

 N

 
λ1;m+1
−I
−f1

 
0  λN
2;m+1 = −f2
N
0
0
νm+1

(79)

which can be equivalently rewritten in the form
N
N
N
H12 λN
2;m+1 − νm+1 = −f1 ⇔ νm+1 = H12 λ2;m+1 + f1

(80)

H22 λN
2;m+1 = −f2

Now, differentiate the objective function with respect to λN
m+1 in a point where the KKT
conditions in (80) are satisfied.
∂Q
∂λN
m+1

λN
1;m+1 =0,
H22 λN
2;m+1 =−f2

=



N
H11 λN
1;m+1 + H12 λ2;m+1 + f1
T N
H12
λ1;m+1 + H22 λN
2;m+1 + f2

λN
1;m+1 =0,
H22 λN
2;m+1 =−f2

=

 N 
νm+1
0

(81)
N
are computed from the equation in (79), the
As a consequence, if the dual variables νm+1
gradient in that point is also already known. This is the case in the algorithm outlined in
Figure 2, where the dual variables always are computed in the end of “Main step 2” (if
mmax = ∞) in order to be able to check dual feasibility . It is therefore straightforward to
reuse these computations in the next coming “Main step 1” where a projected line search
is performed in the steepest descent direction. However, there are situations where the
dual variables are not up-to-date and it is necessary to compute the gradient explicitly.
For example, the first iteration is one such situation.
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A.3

Definitions of Stacked Matrices





Q̃x̃ = diag Q̃x̃ (0), . . . , Q̃x̃ (N − 1) , Q̃w = diag Q̃w (−1), . . . , Q̃w (N − 1)


Q̃x̃w̃ = diag Q̃x̃w (0), . . . , Q̃x̃w (N − 1)

T
 T
T
T
q̃x̃ = 0, . . . , q̃x̃T (N ) , q̃w = q̃w
(−1), . . . , q̃w
(N − 1)


−I
0 ...
0
0


0
0 
B̃(−1) 0
...
0
 Ã(0) −I ...


0
 0 B̃(0) ...

..


,
0
0  , B̃w = 
Ã =  0 Ã(1) .
..
.. . .
..


 .

.
.
.
.
.
.
.
.
 ..
..
.. 
.. . .
0
0
... B̃(N −1)
0



0
 K̃(1)



K̃ =  0
 .
 ..

0

0
0
0

... Ã(N −1) −I
...
...

0
0



0
0

..
.


G̃(0) 0
...

0 G̃(1) ...
..

. 0 0
 , G̃ = 
.. . .
 ..
.
.
.
. . . . .. 

. .
.
0
0
...

0

... K̃(N ) 0

K̃(2)



P̃ (0) 0
...
 0 P̃ (1) ...

0
0

P̃ = 
 ..
.

..
.

..

0

0

... P̃ (N )

..
.

.

0
0

..
.



,


G̃(N )





(82)

A.4

Invertibility of Ã + B̃w K̃

The matrix


−I
 Ã(0)+B̃(0)K̃(1)



Ã + B̃w K̃ = 



0
−I

...
...

0
0

0

Ã(1)+B̃(1)K̃(2)

..

..
.

..
.

..

0

0

... Ã(N −1)+B̃(N −1)K̃(N ) −I

.

0

.

..

0
0

.






0 
.. 
. 

(83)

is non-singular. This follows from the fact that it is lower triangular with all diagonal
elements nonzero, [23], and it holds for any choice of Ã(τ ), B̃(τ ) and K̃(τ ).

A.5

Detuning of CPLEX

The following integer parameters were modified during the attempt to detune CPLEX in
order to get it to work more similar to the basic branch and bound algorithm used for the
implementation of the algorithm presented in this report. For further description, see the
CPLEX manual.
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Table 1: Integer parameters
CPLEX Integer parameter
1030
2037
2064
4010
2018
2028
2034
2029
2042

A.6

Value
0
−1
0
0
0
1
0
0
−1

Motivation for the Choice of Search Direction in the
Inconsistent Case

In this appendix, the case when the Hessian in the quadratic objective function is singular
is studied. The purpose with the analysis is to find a search direction that is useful in that
case. The optimization problem considered is in the form in (27), which is here repeated
for convenience,
minimize Q̃s (x) = 12 xT H̃x + f˜T x
x

where H̃ ∈ Sn+ . According to [31], the minimum of the problem in (27) is attained
if and only if H̃  0 and f˜ ∈ range H̃. Since H̃  0 by assumption, the situation
when f˜ 6∈ range H̃ is the interesting one and that is the situation that will be studied
in this appendix. In this situation, there is no solution to the KKT conditions and the
objective function is unbounded from below. The objective with this analysis is to find
the direction p along which the objective function decreases most rapidly for stepsizes
tending to infinity.
Partition p as p = pZ + pZ ⊥ , where pZ = Pp and pZ ⊥ = (I − P) p, and where
−1 T
Z . Z is a matrix which columns form a basis for the nullspace of H̃.
P = Z ZT Z
Now, consider a step αp starting from the point x0 . The objective function can be written
as
Q̃s (x(α)) =
=

1
T
(x0 + αp) H̃ (x0 + αp) + f˜T (x0 + αp)
2

1 2 T
α pZ ⊥ H̃pZ ⊥ + αf T pZ + αxT0 HpZ ⊥ + αf T pZ ⊥ + K1
2

(84)

along the ray {x|x = x0 + αp, α ≥ 0}. K1 is a constant. Note that, if pTZ ⊥ H̃pZ ⊥ > 0
then Q̃s (x(α)) → +∞, α → +∞ for any choice of f and K1 . Furthermore, it holds that
pTZ ⊥ H̃pZ ⊥  0 since H̃  0. Hence, since the objective with this appendix is to find a
search direction such that Q̃s (x(α)) → −∞, α → +∞, the case when pTZ ⊥ H̃pZ ⊥ > 0
⊥
is not of further interest. Note that pTZ ⊥ H̃pZ ⊥ = 0 ⇔ pZ ⊥ = 0, since pZ ⊥ ∈ null (H) .
Hence, for what follows, p = pZ . The choice of pZ that gives the best descent direction
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in the nullspace of the Hessian can be found using a trust region approach by solving the
problem
minimize

Q̃Z (pZ ) =

subject to

kpZ k ≤ ∆

pZ

1
T
(x0 + pZ ) H̃ (x0 + pZ ) + f T (x0 + pZ )
2
(85)

pZ ∈ null H̃
T

Note that, since H̃P = 0, and P = P 2 , it holds
 that QZ(pZ ) = (P (Hx0 + f ) ) pZ +
K2 . For what follows, it is assumed that P H̃x0 + f 6= 0, otherwise the objective
function is “flat” on the nullspace of H̃ and there will not be possible to find any directions
where the original problem is unbounded. Under this assumption, the optimal solution
will be on the boundary of the feasible set in (85) (it is an LP). If the constraint pZ ∈
null H̃ is temporarily disregarded, then the optimal solution with norm ∆ can be found to
be


P H̃x0 + f ∆


p̄Z = −
(86)
P H̃x0 + f
by inspection. From (86), it is also clear that p̄Z satisfies the last constraint pZ ∈ null H̃
−1 T
Z and the columns in Z form a basis for the nullspace
in (85), since P = Z Z T Z
of H̃. Hence, the optimal solution p∗Z to the problem in (85) is given by (86). When
∆ → ∞, the solutions to the problem in (85) approaches the desirable steps of infinite
length for the problem in (27), and hence, it follows that the search direction


P H̃x0 + f


p=−
(87)
P H̃x0 + f
is the one that provides the fastest descent on the nullspace of the Hessian in the problem
in (84).
The search direction presented in (87) can be simplified to
p̄Z = −

Pf
kPf k

(88)

since PH = 0. In this report, the algorithm computes the search direction according to
the equation in (87). It would, however, be possible to simplify the computations slightly
by instead implementing it as in (88).
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Abstract
In this work, different relaxations applicable to an MPC problem with binary
control signals are compared. The relaxations considered are the QP relaxation, the standard SDP relaxation and an alternative equality constrained
SDP relaxation. The relaxations are related theoretically, and both the tightness of the bounds and the computational complexities are compared in numerical experiments. The result is that for long prediction horizons, the
equality constrained SDP relaxation proposed in this paper provides a good
trade-off between the quality of the relaxation and the computational time.

1

Introduction

In recent years the field of application for the popular control strategy Model Predictive
Control (MPC) has been broadened in several steps. From the beginning, MPC was only
applicable to linearly constrained linear systems. Today, it is possible to use MPC for
control of nonlinear systems and hybrid systems. In this work, the focus is on control of
hybrid systems. In the basic linear setup, the MPC problem can be cast in the form of a
Quadratic Programming (QP) problem. When a hybrid system is to be controlled, binary
variables are introduced and the optimization problem is changed from a QP to a Mixed
Integer Quadratic Programming (MIQP) problem, which is in general known to be NPhard, [19]. MPC for hybrid systems is sometimes called Mixed Integer Predictive Control
(MIPC). Today, there exist tailored optimization routines with low computational complexity for linear MPC. However, there is still a need for efficient optimization routines
for MIPC.
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A popular method for solving MIQP problems is branch and bound, where the original
integer optimization problem is solved as a sequence of smaller QP subproblems ordered
in a tree. For some problems, a large number of QP subproblems have to be solved and
the worst case complexity is known to be exponential. The efficiency of the branch and
bound method highly depends on the possibility to efficiently compute tight bounds on
the optimal objective function value. For MIQP-problems, usually QP relaxations, where
integer constraints are relaxed to interval constraints, are solved in the nodes to produce
these bounds. Recent research results have shown that a more advanced relaxation built
on Semidefinite Programming (SDP) is useful when solving QPs involving binary variables, [4, 9]. For certain instances, this relaxation gives a lower bound with a guaranteed
accuracy, [7], and it is expected to give a tighter lower bound than the QP relaxation.
A drawback with the SDP relaxation, compared to the QP relaxation, is that the former
is more computationally demanding. The SDP relaxations have previously been considered in several contexts and they have successfully been applied to, e.g., the Max Cut
problem [7] and the Multiuser Detection problem [6, 14].
In this paper, several relaxations for MIPC are considered, and their corresponding
tightness and computational complexity are compared. By considering an alternative
equivalent formulation of the original integer problem, a computationally efficient SDP
relaxation of the original MIPC problem is found, where the inherent sparseness of the
problem is maintained. Similar sparseness has previously been used for large SDP relaxations in, e.g., [11], but it has so far not been used for relaxations of control problems
involving binary variables. For a special case, it is shown in numerical experiments that
the computational time often can be reduced if this alternative SDP relaxation is used in
the nodes in branch and bound. Furthermore, it is investigated how to use the SDP solution to compute suboptimal solutions to the problem at a low computational cost. The
results in this paper are shown for unconstrained systems containing only binary control
signals. For this case, the optimization problem becomes a special case of an MIQP, i.e.,
a Binary Quadratic Programming (BQP) problem. However, the results are in principle
also applicable in the case of mixed binary valued and real valued control signals.

2

Problem Formulation

In this paper, an MIPC problem for a system in the form
x(0) = x0
x(t + 1) = Ax(t) + Bu(t), t = 0, . . . , N − 1
e(t) = Cx(t) − r(t), t = 0, . . . , N

(1)

is considered, where t ∈ Z is the discrete time, x(t) ∈ Rn is the state, u(t) ∈ {0, 1}m is
the control input and e(t) ∈ Rp is the control error. The quadratic objective function to
be minimized is
N −1
1 X
1
2
2
2 
J=
ke(t)kQe + ku(t)kQu + ke(N )kQe
2 t=0
2
2

(2)

where kvkQ = v T Qv, Qe ∈ Sp++ and Qu ∈ Sm
++ . For what follows, (1) and (2) are
written more compactly using block matrices Qe , Qu , A, B, C and block vectors x, u,
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e and r, where A is invertible. The Sans Serif font is used to indicate that a matrix or
a vector is, in some way, composed by stacked matrices or vectors from different time
instants. The stacked matrices or vectors have a similar symbol as the composed matrix,
but in an ordinary font. For example, Qu = diag(Qu , . . . , Qu ). Furthermore, a column
vector b is introduced, in which the top element is −x0 and all other elements are zero.
For details, see [1] (or Appendix B in Part I of this thesis).
Remark 1. Even though a time-invariant description is chosen in the presentation of this
work, all results also hold for the case with time-varying system matrices in (1) and timevarying cost matrices in (2).
From an optimization point of view, this problem can be formulated as a BQP problem
in, at least, two equivalent ways. First, the equality constraints representing the dynamics
of the system, can be kept and the result is a BQP (since x and e are real-valued this
formulation is strictly speaking an MIQP, but it is here called a BQP to simplify notation)
in the form
minimize JBQP1 (u, e)
x,u,e
 
 

 x
b
A B 0  
(3)
u =
subject to
r
C 0 −I
e
u ∈ {0, 1}N m
where JBQP1 (u, e) = 12 eT Qe e + 21 uT Qu u. Second, the constraints in (1) can be used
to eliminate the states and control errors and the resulting optimization problem can be
expressed as a BQP problem equivalent to the problem in (3) in the form
minimize

JBQP2 (u)

subject to

u ∈ {0, 1}N m

u

(4)


where JBQP2 (u) = 21 uT ET Qe E + Qu u + e0 T Qe Eu + 12 e0 T Qe e0 , E = −CA−1 B and
e0 = CA−1 b − r. For what follows, it is important to note that ET Qe E + Qu is dense
while Qe and Qu are block diagonal. Since the optimal objective function values of the
problems in (3) and in (4) coincide, the optimal objective function value is defined as
∗
∗
J ∗ , JBQP
= JBQP
.
1
2

3

Relaxations

An optimization problem is said to be a relaxation of another optimization problem if
the feasible set is larger than the feasible set of the original problem and the objective
functions are equivalent in the two problems. In this work, the integer constraints are the
difficult constraints and therefore the aim is to replace them by constraints that are easier
to work with. As will be shown, this can be done in several different ways, i.e., there are
several different possible relaxations of these constraints.
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The QP relaxations of the problems in (4) and in (3), can easily be derived by replacing
the binary constraints with interval constraints. This means that the QP relaxation of the
problem in (3) is
minimize JQP1 (u, e)
x,u,e
 
 

 x
b
A B 0  
(5)
u =
subject to
r
C 0 −I
e
0≤u≤1
where JQP1 (u, e) = JBQP1 (u, e) and the QP relaxation of the problem in (4) is
minimize

JQP2 (u)

subject to

0≤u≤1

u

(6)

where JQP2 (u) = JBQP2 (u). These are QP problems corresponding to linear MPC problems. For QP problems of the type in (5), efficient algorithms already exist, [2, 10, 17].

3.2

Standard SDP Relaxation

In this section the SDP relaxation, also known as the moment relaxation, [12, 18], of the
problem in (4) is investigated. It can also be found as the dual problem of the dual of the
problem in (4). This relaxation is the SDP relaxation which is most commonly used for a
BQP problem and can be formulated as
minimize

JSDP2 (U, u)

subject to

Uii = ui , i = 1, . . . , N m


U u
0
uT 1

U,u

(7)

 
where JSDP2 (U, u) = 12 tr ET Qe E + Qu U + e0 T Qe Eu + 21 e0 T Qe e0 , u ∈ RN m and
m
U ∈ SN
+ . This relaxation has been extensively studied in the literature and there exist
bounds on the tightness of the relaxation. The first work was presented for the Max Cut
problem in [7], and this result has been refined in several papers, e.g., [16] and [20]. The
BQP problem is considered in [15]. Furthermore, there exist randomization methods to
derive sub-optimal solutions from the solution to the relaxed problem, [7]. However, a
drawback with the standard SDP relaxation is that the number of variables grows fast and,
as a consequence, it soon becomes rather computationally demanding.

3.3

Equality Constrained SDP Relaxation

The equality constrained SDP relaxation can be found as the moment relaxation, [12, 18],
of (3), or as the dual of the dual problem of (3). The equality constrained SDP relaxation

3
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can be written as
minimize

JSDP1 (U, x, u, e)

subject to

Uii = ui , i = 1, . . . , N m


U u
0
uT 1
 
 

 x
b
A B 0  
u =
r
C 0 −I
e

U,x,u,e

(8)

(N +1)n
m
where JSDP1 (U, x, u, e) = 12 eT Qe e+ 21 tr (Qu U ), U ∈ SN
u ∈ RN m and
+ ,x∈R
(N +1)n
e∈R
. A very important question is if there is a difference in the bounds provided
by the optimal objective function values of the problems in (7) and in (8). This question
will be answered in the next section.

3.4

Relations Between the Relaxations

In this section, the relaxations in (5), (6), (7) and in (8) are related. It is rather straightforward to show that the problems in (5) and in (6) are equivalent by eliminating the equality
constraints in (5). Hence, their optimal objective function values coincide.
For what follows, two results are needed.
Lemma 1
The following statements are equivalent


Y11

Y12

...
..
.
..
.
...
...

 T
 Y12 Y22

.
..
(i) : ∃Yij , i, j = 1, . . . , n, i 6= j : 
 ..
.

Y T Y T
1n
2n
y1T
y2T





Ynn
Y22 y2
Y11 y1
(ii) :

0,

0,
.
.
.
,
1
ynT
y1T
1
y2T



Y1n

y1

Y2n
..
.


y2 

..   0
.

yn 
1

Ynn
ynT

yn
0
1

Proof: The lemma is shown for the case n = 2 and the result for the general case follows
by using the resultfor that special case repeatedly.


Y11 Y12 y1
Y11 − y1 y1T Y12 − y1 y2T
T
Y22 y2  and Ỹ =
. Using the
Define Y = Y12
T
− y2 y1T Y22 − y2 y2T
Y12
1
y1T y2T
Schur complement formula, [5], the following holds
Y  0 ⇔ Ỹ  0

(9)

Assume that (i) holds. Since the blocks along the diagonal of a positive semidefinite
matrix have to be positive semidefinite, Y  0 implies that Y11 − y1 y1T  0 and Y22 −
y2 y2T  0 by (9). From the Schur complement formula it follows that (ii) holds.
Now, assume that (ii) holds. Then,
Y11 − y1 y1T  0 and Y22 − y2 y2T  0

(10)
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by the Schur complement formula. Let Y12 = y1 y2T . Then Ỹ is positive semidefinite.
Then, by (9), it follows that (i) holds.
Theorem 1
There exists a U ∈ Sn+ such that u ∈ Rn satisfies


U
" ii = ui#, i = 1, . . . , n
U u

0
 T
u
1
if and only if u satisfies
0≤u≤1
Proof: Obviously, u satisfies 0 ≤ u ≤ 1 if and only if ui ≥ u2i . By the Schur complement
formula, this can be equivalently formulated as


ui ui
0
(11)
ui 1
or as


Uii = ui #

"
Uii ui

0

ui 1

(12)

where a new matrix U has been introduced. By Lemma 1, this statement is equivalent to

Uii = ui#

"
∃U :
U u

0
 T
u
1
and the desired result follows.
Now, the QP relaxation in (6) is related to the SDP relaxation in (7). Consider
the feasible set of the problem in (7). By Theorem 1, all u that are feasible in the
SDP relaxation are also feasible in the QP relaxation. Furthermore, the objective funcT
T
tions in (6) and in (7) are
e E + Qu u
 not the same. The difference is that u E Q
 =
T
T
tr E Qe E + Qu uu in the problem in (6) has been replaced by tr ET Qe E + Qu U
in the problem in (7). However, the positive semidefinite constraint can be written as
U  uuT , and hence the following relation between the problems in (6) and (7) holds
∗
∗
JQP
≤ JSDP
2
2

(13)

Using similar arguments, it can be also be shown that
∗
∗
JQP
≤ JSDP
1
1

(14)

The conclusion that follows is that the considered SDP relaxations are as least as tight as
the considered QP relaxations. This result is general and holds also for non-MPC BQP
problems.
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The next step is to relate the optimal objective function values of the problem in (7)
and the problem in (8). If the equality constraints for the dynamics and the control error
in (8) are eliminated, the result is an equivalent problem in the form
minimize

JSDP12 (U, u)

subject to

Uii = ui , i = 1, . . . , N m


U u
0
uT 1

U,u

(15)

where JSDP12 (U, u) = 21 uT ET Qe Eu+ 21 tr (Qu U )+e0 T Qe Eu+ 12 e0 T Qe e0 . Thedifference
T
between the problem in (7) and the problem (15) is that the
 term tr E Qe EU in T(7) has
T T
T
T
been replaced by the term u E Qe Eu = tr E Qe Euu in (15). Since U − uu  0,
and Qe  0, the conclusion is that
∗
∗
JSDP
≤ JSDP
1
2

(16)

i.e., the equality constrained SDP relaxation cannot in general be expected to be as tight
as the standard SDP relaxation. The complete relation between the different problems is
therefore
∗
∗
∗
∗
JQP
= JQP
≤ JSDP
≤ JSDP
≤ J∗
(17)
1
2
1
2

4
4.1

Reducing Computational Complexity
Dense Cost Matrix Qu

The main advantage with the problem in (8) compared to the one in (7) is that the objective function Hessian for the problem in (8) is block diagonal. Specifically, Qu is block
diagonal. Hence, the off-diagonal blocks of U are not used in the objective function.
Furthermore, they are not used in any constraint other than the positive semidefinite constraint involving U and u. Therefore, the problem becomes a feasibility problem in the
off-diagonal blocks in U , i.e., given the diagonal blocks in U , is it possible to find offdiagonal blocks such that the constraint is satisfied. Then, according to Lemma 1, such
off-diagonal blocks making the entire matrix U positive semidefinite can be found if and
only if (ii) in Lemma 1 is satisfied. Hence, the feasible set for u and the diagonal blocks
in U can equivalently be written as several smaller semidefinite constraints. Therefore,
by using Lemma 1, and that Qx also is block diagonal, the problem in (8) can be written
as
minimize
JSDP10 (U (t), x(t), u(t), e(t))
U (t),x(t),u(t),e(t)

subject to

Uii (t) = ui (t), i ∈ 1, . . . , m, t ∈ T

U (t) u(t)
 0, t ∈ T
uT (t)
1



x(0) = x0
x(t + 1) = Ax(t) + Bu(t), t ∈ T
e(t) = Cx(t) − r(t), t ∈ T

(18)

206

Paper E

On Relaxations Applicable to Model Predictive Control for Systems with Bin. . .


PN −1
where JSDP10 (U (t), x(t), u(t), e(t)) = 21 t=0 eT (t)Qe e(t) + tr (Qu U (t))
+ 12 eT (N )Qe (N )e(N ) and T = {0, . . . , N −1}. Here, also the equality constraints have
been written out using the corresponding partitioning of u. The dynamics now becomes
clearly visible. Note that the number of variables grows linearly in the prediction horizon
N.

4.2

Diagonal Cost Matrix Qu

If Qu is diagonal, then the SDP relaxation in (18)
be shown to be equivalent to a QP.

PNcan
−1
First, the objective function can be written as 12 t=0 eT (t)Qe e(t) + diag(Qu )u(t) +
1 T
2 e (N )Qe (N )e(N ) since Uii (t) = ui (t). Then, by Theorem 1, the positive semidefinite
constraint and the constraint Uii (t) = ui (t) can be replaced by a constraint in the form
0 ≤ u ≤ 1. The resulting problem is a QP in the form
minimize

U (t),x(t),u(t),e(t)

subject to

JQP3 (U (t), x(t), u(t), e(t))
0 ≤ ui (t) ≤ 1, i ∈ 1, . . . , m
x(0) = x0
x(t + 1) = Ax(t) + Bu(t), t ∈ T
e(t) = Cx(t) − r(t), t ∈ T

(19)


PN −1
where JQP3 (U (t), x(t), u(t), e(t)) = 21 t=0 eT (t)Qe e(t) + diag(Qu )u(t)
+ 12 eT (N )Qe (N )e(N ) and T = {0, . . . , N −1}. Hence, in the diagonal case, the equality
constrained SDP relaxation can be computed with similar computational complexity as
the QP relaxation.

4.3

Efficient Generation of Suboptimal Solutions

In this section, it is shown how the optimal solution to the problem in (18) can be used
to generate suboptimal integer solutions to the problems in (3) and (4). The heuristic
method applied is to generate variables from a Gaussian distribution with mean u(t) and
variance U (t) − u(t)uT (t) and thereafter round the result either to 0 or to 1. This is
similar to the one presented in [8] for −1/1-variables. The procedure is defined by the
equations in (20), where ū(t) is the generated random variable and û(t) is the rounded
integer solution, where round0/1 represents a function that rounds to 0 or to 1.

ū(t) ∈ N u(t), U (t) − u(t)uT (t)
û(t) = round0/1 (ū(t))

(20)

Usually, several variables are generated from the distribution and the sample that gives
the lowest objective function value is kept as the suboptimal solution. Since the randomization procedure is possible to perform block wise, and there are N − 1 blocks, the
computational complexity grows linearly in the prediction horizon. Note that this also
includes the objective function value computation.

5
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5 Numerical Experiments
In this section, the relaxations in (6), (7) and (18) are compared in numerical experiments.
Furthermore, the relaxation in (19) is compared to the ordinary QP relaxation when used
in branch and bound. All tests of the computational times were performed on a computer
with two processors of the type Dual Core AMD Opteron 270 sharing 4 GB RAM (the
code was not written to utilize multiple cores) running CentOS release 4.4 Kernel 2.6.942.0.3.ELsmp and M ATLAB 7.2. In the first three experiments, the SDP problems were
formulated using YALMIP, [13], and solved by SDPT3, version 4.0. The optimal solution
and the QP relaxation were computed by using CPLEX version 10.010. In the fourth
experiment, the MIQP problems were solved by miqp.m, [3], and the relaxations in the
nodes by quadprog.
In the first experiment, the respective tightness of the bounds are compared for different prediction horizons. The results are presented in Figure 1a and are found as the
average over 10 MPC problems. The systems used in these problems are randomly generated by the M ATLAB function drss and they contain 2 states, 2 control signals and
dense cost matrices Qx and Qu . The result from the experiment clearly confirms the theoretical result in (17). It should be mentioned that the tightness is problem dependent,
and the quality of the bounds may vary. The result indicates that there are practical control problems where the equality constrained relaxation is useful, i.e., the bound is tighter
compared to the QP relaxation. Similar results have been found in the case with diagonal cost matrix Qu . The practical value in branch and bound of the improved bounds is
investigated in experiment four.
In the second experiment, the quality of the randomized suboptimal solutions are
compared for the same problems as in the first experiment. The gaps are illustrated in
Figure 1b, and is the result after 100 randomizations for each example. The standard
SDP relaxation and the equality constrained SDP relaxation generate the best suboptimal
solutions. Their quality are similar. The rounded QP relaxation is also considered in
the comparison. This approach seems in general to generate worse suboptimal solutions
compared to the previous two.
In the third experiment, their respective computational times are compared. The result
is presented in Figure 1c and it was found by using the M ATLAB command cputime
and it does not include the time spent in YALMIP. The conclusion is that the SDP relaxations are significantly more demanding to compute compared to the QP relaxation.
Furthermore, for short prediction horizons, the standard SDP relaxation and the equality
constrained SDP relaxation have similar computational complexities. When the prediction horizons grows, the computational complexity of the standard SDP relaxation grows
significantly faster compared to the equality constrained SDP relaxation.
Ideally, it would have been desirable to use the SDP relaxation in all explored nodes
in the branch and bound process. In practice this is generally not possible, due to the
computational complexity. However, if the cost matrix Qu is diagonal, the result in Section 4.2 can be used and the equality constrained SDP relaxation can be solved as a QP. In
that case, it is actually possible to use the equality constrained SDP relaxation in all nodes
and this has been done in the fourth experiment. The result is illustrated in Figure 2. In
this experiment, the MIQP solver miqp.m was chosen instead of CPLEX, in order to use
a “clean” branch and bound code without any preprocessing etc.. In Figure 2a, it can be

208

Paper E

On Relaxations Applicable to Model Predictive Control for Systems with Bin. . .

1

Suboptimal solution gap
0

QP
SDP2

Relative gap [%]

Relative gap [%]

Relaxation gap

SDP1

0.5

−0.5
−1
−1.5

QP
SDP2

−2

SDP1
0
10

20
30
40
Prediction horizon [steps]

50

(a) In this figure, the average gaps between
the optimal objective function value and the
optimal objective function values from the
relaxations are illustrated. If the bound is
tight, the gap is zero.
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(b) In this figure, the average gaps between
the optimal objective function values and the
suboptimal objective function values from
the randomization algorithm are illustrated.
If the randomized solution in fact is optimal,
the gap is zero.
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(c) In this figure, the average computational
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Figure 1: Numerical results when the cost matrix Qu is a dense matrix. For each
prediction horizon length, 10 random MPC problems were solved and the presented
result is an average over the result from those problems. SDP1 refers to the relaxation
in (18), SDP2 to the relaxation in (7), and QP to the relaxation in (6).
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(a) Comparison of average computational
times for solving the BQP problem using
branch and bound with different types of relaxations solved in the nodes.
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(b) Average number of relaxed problems
solved before the optimal solution is found
by branch and bound.

Figure 2: Numerical results when the cost matrix Qu is a diagonal matrix. For each
prediction horizon length, 10 random MPC problems were solved and the presented
result is an average over the result from those problems. The relaxations used in
branch and bound in the comparison are the standard QP relaxation in (6) and the
equality constrained SDP relaxation computed as a QP from (19). Note that the
global integer optimum is computed in this experiment.
seen that the computational time is usually reduced when the equality constrained SDP
relaxation is used. Figure 2b confirms that the number of nodes necessary to solve in
branch and bound is significantly reduced if the equality constrained SDP relaxation is
used in the nodes. This result indicates that even though the improvement of the bounds
seems small in the first experiment, it is actually useful in branch and bound, and can be
used to speed up the solution process.

6

Conclusions

In this paper, the QP relaxation, the standard SDP relaxation and an alternative equality
constrained SDP relaxation have been applied to an MPC problem with binary control
signals and their respective tightness and computational complexity have been compared.
The conclusion is that the best lower bound is achieved by the standard SDP relaxation,
which is also the most computationally demanding relaxation for longer prediction horizons. Furthermore, the QP relaxation gives the worst lower bound, but is also significantly
faster to compute. The equality constrained SDP relaxation gives a bound at least as good
as the bound from the QP relaxation and its computational complexity does not grow as
fast as the one for the standard SDP relaxation as the prediction horizons grows. Furthermore, if the cost matrix for the control signal Qu is diagonal, the equality constrained
SDP relaxation can be computed as a QP. For this case, the ordinary QP relaxation usually
used in branch and bound was successfully replaced by the equality constrained SDP re-
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laxation. As a result, the overall computational time for branch and bound was in average
reduced. Finally, it is also shown how suboptimal integer solutions can be generated in a
computationally efficient way by using the optimal solution from the equality constrained
SDP relaxation. Problems with constraints and the search for an efficient solution to the
Newton equations for the relaxations are left as future work.
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Abstract
In this work, different relaxations applicable to an MPC problem with a mix
of real valued and binary valued control signals are compared. In the problem description considered, there are linear inequality constraints on states
and control signals. The relaxations are related theoretically and both the
tightness of the bounds and the computational complexities are compared in
numerical experiments. The relaxations considered are the Quadratic Programming (QP) relaxation, the standard Semidefinite Programming (SDP)
relaxation and an equality constrained SDP relaxation. The result is that the
standard SDP relaxation is the one that usually gives the best bound and is
most computationally demanding, while the QP relaxation is the one that
gives the worst bound and is least computationally demanding. The equality
constrained relaxation presented in this paper often gives a better bound than
the QP relaxation and is less computationally demanding compared to the
standard SDP relaxation. Furthermore, it is also shown how the equality constrained SDP relaxation can be efficiently computed by solving the Newton
system in an Interior Point algorithm using a Riccati recursion. This makes it
possible to compute the equality constrained relaxation with approximately
linear computational complexity in the prediction horizon.

1

Introduction

In recent years the field of application of the popular control strategy Model Predictive
Control (MPC) has been broadened in several steps. From the beginning, MPC was only
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applicable to linearly constrained linear systems. Today, it is possible to use MPC for
control of nonlinear systems and hybrid systems. In this work, the focus is on control of
hybrid systems. In the basic linear setup, the MPC problem can be cast in the form of a
Quadratic Programming (QP) problem. When a hybrid system is to be controlled, binary
variables are introduced and the optimization problem is changed from a QP to a Mixed
Integer Quadratic Programming (MIQP) problem, which is in general known to be NPhard, [13]. MPC for hybrid systems is sometimes called Mixed Integer Predictive Control
(MIPC). Today, there exist tailored optimization routines with low computational complexity for linear MPC. However, there is still a need for efficient optimization routines
for MIPC.
A popular method for solving MIQP problems is branch and bound, where the original integer optimization problem is solved as a sequence of smaller QP subproblems. The
subproblems are ordered in a tree structure, where one new integer variable is fixed at each
level. Depending on the problem, sometimes a large number of QP subproblems have to
be solved and the worst case complexity is known to be exponential. The efficiency of
the branch and bound method highly relies on the possibility to efficiently compute good
bounds on the optimal objective function value. For MIQP-problems, usually QP relaxations (which are often called linear relaxations), where integer constraints are relaxed to
interval constraints, are solved in the nodes to produce these bounds. However, recent
research has shown that it is possible to use Semidefinite Programming (SDP) in order
to compute tighter bounds for the problem. Unfortunately, solving the SDP relaxation
is generally much more time consuming than solving the corresponding QP relaxation.
Therefore, it is of greatest interest to investigate if it is possible to decrease the computational complexity. In this work this is done by exploiting problem structure. The SDP
relaxations have previously been considered in several contexts and they have successfully
been applied to, e.g., the Max Cut problem [4] and the Multiuser Detection problem [3, 8].
In a previous work by the authors, i.e., in [2], the different relaxations have been
compared for the special case without inequality constraints. In this work, the results
are extended to the general case with inequality constraints on states and control signals.
Computational results are shown for the general case with mixed real valued and binary
valued control signals. Furthermore, it is shown how the proposed equality constrained
SDP relaxation can be efficiently solved by an Interior Point (IP) method where the Newton system is solved using a Riccati recursion. The computational performance of the
different relaxations are compared and the expected performance gain from the use of
Riccati recursions in the SDP solver are illustrated in numerical experiments.
In this paper, Sn++ (Sn+ ) denotes symmetric positive (semi) definite matrices with n
columns, and Rn++ denotes positive real n-vectors. Superscript ∗ is used to denote values
of variables and functions at optimum. The set T = {0, . . . , N − 1} is also frequently
used. A Sans Serif font is used to indicate that a matrix or a vector is, in some way, composed by stacked matrices or vectors from different time instants. The stacked matrices
or vectors have a similar symbol as the composed matrix, but in an ordinary font. For
example, Qu = diag(Qu , . . . , Qu ).
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2 Introduction to the Control Problem
In this paper, an MIPC problem with a quadratic objective function, or performance measure, in the form
JMPC =

N −1
1 X
1
2
2
2 
ke(t)kQe + ku(t)kQu + ke(N )kQe
2 t=0
2

(1)

2

is considered, where kvkQ = v T Qv, Qe ∈ Sp++ and Qu ∈ Sm
++ . The dynamical system
to be controlled is in the form
x(0) = x0
x(t + 1) = Ax(t) + Bu(t)
e(t) = Cx(t) − r(t)

(2)

n
T
where
t ∈ Z is the

 discrete time, x(t) ∈ R is thepstate, x0 the initial state, u(t) =
T
T
uc (t)
ub (t) is the control input and e(t) ∈ R is the control error with reference
signal r(t) ∈ Rp . Furthermore, uc (t) ∈ Rmc , ub (t) ∈ {0, 1}mb and m = mc + mb . Note
that the choice of partitioning of the control signal into real valued and binary valued
components can be made without any loss of generality. The system is also in each time
instant subject to c linear inequality constraints in the form

Hx x(t) + Hu u(t) + h ≤ 0, t ∈ T
Hx x(N ) + h ≤ 0

(3)

where Hx ∈ Rc×n , Hu ∈ Rc×m and h ∈ Rc .
Remark 1. Even though a time-invariant description is chosen in the presentation of this
work, all results also hold for the case with a time-varying problem description A(t),
B(t), C(t), Hx (t), Hu (t), h(t) and c(t).
It is known from, e.g., [2], that this MIPC problem can be written in at least two
different, but equivalent, forms. First, the equality constraints representing the dynamics
of the system, can be kept and the result is an MIQP in the form
minimize
x,u,e

subject to

JMIQP1 (u, e)


A B 0  T
x
C 0 −I


H x H u 0 xT

uT
T

u

eT
e

T


T T

=

 
b
r

(4)

+h≤0

ui ∈ {0, 1}, i ∈ B
where x ∈ R(N +1)n , e ∈ R(N +1)p , u ∈ RN m , JMIQP1 (u, e) = 21 eT Qe e + 12 uT Qu u and
the set B contains the indices to the binary components in u. Qe and Qu are block diagonal
matrices with Qe and Qu , respectively, along the diagonal. A detailed explanation of the
notation can be found in [1, pp. 113–115] (or in Appendix B in Part I of this thesis).
Second, the equality constraints in (2) can be used to eliminate the states and control
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errors and the resulting optimization problem can be expressed as an MIQP problem in
the form
minimize

JMIQP2 (u)

subject to

(Hx Su + Hu ) u + h + Hx Sx x0 ≤ 0
ui ∈ {0, 1}, i ∈ B

u

(5)

which is equivalent to
in (4), and where u ∈ RN m , JMIQP2 (u) =
 the problem
1 T
T
T
E Qe E + Qu u + e0 Qe Eu + 21 eT0 Qe e0 , E = −CA−1 B and e0 = CA−1 b − r,
2u
and the notation is similar to the one used in [1]. The main idea used in this paper is the
fact that E T Qe E + Qu is dense while Qe and Qu are block diagonal. The optimal objective function values of the problems in (4) and in (5) coincide and the optimal objective
∗
∗
∗
.
= JMPC
= JMIQP
function value is defined as J ∗ , JMIQP
2
1

3

Relaxations

An optimization problem is said to be a relaxation of another optimization problem if
the feasible set is larger than the feasible set of the original problem and the objective
functions are equivalent in the two problems. In this work, the integer constraints are
relaxed in different ways and the result is new convex optimization problems that are
much easier to solve.
The QP relaxations of the problems in (4) and (5), can easily be derived by replacing
the binary constraints with interval constraints. This means that the QP relaxation of the
problem in (4) is
minimize
x,u,e

subject to

JQP1 (u, e)


A B 0  T
x
C 0 −I

 T
Hx Hu 0 x

uT
T

u

 

b
eT =
r

eT + h ≤ 0

(6)

0 ≤ ui ≤ 1, i ∈ B
where JQP1 (u, e) = JMIQP1 (u, e) and the QP relaxation of the problem in (5) is
minimize

JQP2 (u)

subject to

(Hx Su + Hu ) u + h + Hx Sx x0 ≤ 0
0 ≤ ui ≤ 1, i ∈ B

u

(7)

where JQP2 (u) = JMIQP2 (u).
In recent years, the moment relaxation [6, 12] of problems with binary variables has
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been extensively studied. The moment relaxation of the problem formulation in (4) is
minimize
U,x,u,e

subject to

JSDP1 (U, x, u, e)


A B 0  T
x
C 0 −I

 T
Hx Hu 0 x

uT
uT

 

b
eT =
r

eT + h ≤ 0

(8)

Uii = ui , i ∈ B


U u
0
uT 1
(N +1)n
m
, u ∈ RN m ,
where JSDP1 (U, x, u, e) = 12 eT Qe e + 21 tr (Qu U ), U ∈ SN
+ , x ∈ R
(N +1)p
e∈R
and where Uii denotes diagonal element i of the matrix U . The relaxation
in (8) is in this work referred to as the equality constrained SDP relaxation.
Similarly, the moment relaxation of the problem in (5) can be found to be

minimize

JSDP2 (U, u)

subject to

(Hx Su + Hu ) u + h + Hx Sx x0 ≤ 0
Uii = ui , i ∈ B


U u
0
uT 1

U,u

(9)

 
where JSDP2 (U, u) = 21 tr E T Qe E + Qu U + eT0 Qe Eu + 21 eT0 Qe e0 , u ∈ RN m and
m
U ∈ SN
+ .
The relation between the optimization problems in (4)–(9) has previously been thoroughly discussed in [2]. The result is
∗
∗
∗
∗
JQP
= JQP
≤ JSDP
≤ JSDP
≤ J∗
1
2
1
2

(10)

which holds similarly also in the case with inequality constraints. One important conclusion is that the lower bounds on the optimal objective function value from the SDP
relaxation does in general depend on if the dynamics is expressed as equality constraints
or if it is eliminated and included in the objective function.

4
4.1

Reducing Computational Complexity
Utilizing Block Structure

The main advantage with the problem formulation in (8) compared to the one in (9) is
that the objective function Hessian for the optimization problem in (8) is block diagonal.
Specifically, Qu is block diagonal. This property can be used as described in [2] to rewrite
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the problem in the equivalent form
minimize

U (t),x(t),u(t),e(t)

subject to

JSDP10 (U (t), x(t), u(t), e(t))
Uii (t) = ui (t), i ∈ {mc + 1, . . . , m}


U (t) u(t)
0
u(t)T
1
x(0) = x0
x(t + 1) = Ax(t) + Bu(t)
e(t) = Cx(t) + Du(t) − r(t)
e(N ) = Cx(N ) − r(N )
0 ≥ Hx x(t) + Hu u(t) + h
0 ≥ Hx x(N ) + h

(11)

where t ∈ T unless stated differently and
JSDP10 (U (t), x(t), u(t), e(t))
=

N −1
 1
1 X
e(t)T Qe e(t) + tr (Qu U (t)) + e(N )T Qe (N )e(N )
2 t=0
2

For completeness, a direct term from u(t) to e(t), with coefficient matrix D, has been
introduced in the dynamics of the system in (11). With the problem in the form in (11), the
dynamics is clearly visible and the large matrix variable U has been replaced by several
smaller matrix variables U (t) ∈ Sm
+ . The number of variables (matrix elements) now
grows linearly in the prediction horizon N .

Remark 2. If Qu is diagonal, then the problem in (11) can be formulated as a QP and
this makes it tractable to replace the ordinary QP relaxation used in branch and bound
with the SDP relaxation in (11) (computed as a QP). This is further described in [2] for
the case without inequality constraints.

4.2

Efficient Computation of Search Directions

In this section, it will be shown how the search directions used in an IP solver applied to
the problem in (11) can be computed efficiently using Riccati recursions. For notational
simplicity, the derivation is performed for the special case with only binary valued control
signals, i.e., m = mb . Using the log-determinant barrier function, the associated centering
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problem to the SDP problem in (11) can be written as
minimize

U (t),e(t),x(t),u(t)

subject to

Jc (U (t), e(t), x(t), u(t), s)
Uii (t) = ui (t), i ∈ {1, . . . , m}
x(0) = x0
x(t + 1) = Ax(t) + Bu(t)
e(t) = Cx(t) + Du(t) − r(t)
e(N ) = Cx(N ) − r(N )
w(t) = 1

(12)

where t ∈ T unless stated differently and
Jc (U (t), e(t), x(t), u(t), s) = sJSDP10 (U (t), x(t), u(t), e(t))
+

N
−1 
X

c
 X

log − hi − Hx,i x(t) − Hu,i u(t)
− log det Ũ (t) −

t=0

−

c
X

i=1


log − hi − Hx,i x(N )

i=1
m
and Ũ (t) =
and where s ∈ R++ is the barrier parameter, U (t) ∈ Sm
+ , u(t) ∈ R

U (t) u(t)
n
p
u(t)T w(t) . After introducing the Lagrangian multipliers y(t) ∈ R , p(t) ∈ R , λ(t) ∈

Rm and ν(t) ∈ R, and after forming the Lagrangian, the KKT conditions are found to be
∂L
= sQe e(t) − p(t) = 0, t = 0, . . . , N
∂e(t)

(13a)

c
X
∂L
= −y(t) + AT y(t + 1) + C T p(t) −
Vx,i (x(t), u(t)) = 0
∂x(t)
i=1

(13b)

c
X
∂L
= −y(N ) + C T p(N ) −
Vx,i (x(N ), u(N )) = 0
∂x(N )
i=1


∂L
s
+ diag (λ(t)) = 0
= Qu − Ũ (t)−1
∂U (t)
2
11


∂L
+ B T y(t + 1) + DT p(t)
= −2 Ũ (t)−1
∂u(t)
12
c
X
− λ(t) −
Vu,i (x(t), u(t)) = 0

(13c)
(13d)

(13e)

i=1



∂L
+ ν(t) = 0
= − Ũ (t)−1
∂w(t)
22
x(0) = x0
x(t + 1) = Ax(t) + Bu(t)
e(t) = Cx(t) + Du(t) − r(t)

(13f)
(13g)
(13h)
(13i)

222 Paper F Relaxations Applicable to Mixed Integer Predictive Control – Comparisons and. . .
e(N ) = Cx(N ) − r(N )
Uii (t) = ui (t), i ∈ {1, . . . , m}
w(t) = 1

(13j)
(13k)
(13l)

where t ∈ T unless stated differently and the functions Vx,i and Vu,i are defined in (30).
(·)ij denotes sub block (i, j). In the KKT system in (13), the equations in (13b)–(13f)
are nonlinear. The Newton system is found by linearizing the KKT system with respect
to U (t), x(t) and u(t) around U 0 (t), x0 (t) and u0 (t) respectively. After linearization
according to (28), (13d) can approximately be written as
s
Qu − Z 0 (t) + Z 0 (t)∆U (t)Z 0 (t) + z 0 (t)∆u(t)T Z 0 (t)
2
+ Z 0 (t)∆u(t)z 0 (t)T + diag(λ(t)) = 0, t ∈ T

(14)

0
m
are defined in (29). By multiplying the equations
where Z 0 (t) ∈ Sm
++ and z (t) ∈ R
0
−1
in (14) from left and right by Z (t) , ∆U (t) can be found as

s
∆U (t) = Z 0 (t)−1 − Z 0 (t)−1 Qu Z 0 (t)−1 − Z 0 (t)−1 z 0 (t)∆u(t)T
2
− ∆u(t)z 0 (t)T Z 0 (t)−1 − Z 0 (t)−1 diag(λ(t))Z 0 (t)−1 , t ∈ T

(15)

By considering the diagonal of (15), and using the equations in (13k), (31) and (32), the
following result is obtained

∆u(t) = −2 diag Z 0 (t)−1 z 0 (t) ∆u(t) − Z¯0 (t)λ(t)

s
+ diag Z 0 (t)−1 − Z 0 (t)−1 Qu Z 0 (t)−1
2
By using (16) and that Z¯0 (t)  0 (see Appendix), λ(t) can be found as
n 

λ(t) = Z¯0 (t)−1 − I + 2 diag Z 0 (t)−1 z 0 (t) ∆u(t)
o
s
+ diag Z 0 (t)−1 − Z 0 (t)−1 Qu Z 0 (t)−1
2

(16)

(17)

After linearization according to (28) of the equation in (13e), the result is

2 z 0 (t)z 0 (t)T + v 0 (t)Z 0 (t) ∆u(t) + B T y(t + 1) + DT p(t) − λ(t)
c
X
+ 2Z 0 (t)∆U (t)z 0 (t) − 2z 0 (t) +
Vu,i (x0 (t), u0 (t))Vu,i (x0 (t), u0 (t))T ∆u(t)
i=1

=

c
X

Vu,i (x0 (t), u0 (t)), t ∈ T

i=1

(18)
where the equations in (29), (33) and (34) have been used, and where v 0 (t) ∈ R++ is
defined in (29). By using the expression for ∆U (t) in (15), the equation in (18) can be
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written as

2 v 0 (t) − z 0 (t)T Z 0 (t)−1 z 0 (t) Z 0 (t)∆u(t) + B T y(t + 1) + DT p(t) − λ(t)
c
X
− 2 diag(λ(t))Z 0 (t)−1 z 0 (t) +
Vu,i (x0 (t), u0 (t))Vu,i (x0 (t), u0 (t))T ∆u(t)
i=1

= sQu Z 0 (t)−1 z 0 (t) +

c
X

(19)

Vu,i (x0 (t), u0 (t))

i=1

By inserting (17) into (19), an expression in the following form will be obtained
R(t)∆u(t) + B T y(t + 1) + DT p(t) = l(t), t ∈ T

(20)

where R(t) and l(t) are defined as

R(t) = 2 v 0 (t) − z 0 (t)T Z 0 (t)−1 z 0 (t) Z 0 (t) + Zˆ0 (t)Z¯0 (t)−1 Zˆ0 (t)
c
X
+
Vu,i (x0 (t), u0 (t))Vu,i (x0 (t), u0 (t))T
i=1



s
l(t) = sQu Z 0 (t)−1 z 0 (t) + Zˆ0 (t) · Z¯0 (t)−1 · diag Z 0 (t)−1 − Z 0 (t)−1 Qu Z 0 (t)−1
2
c
X
+
Vu,i (x0 (t), u0 (t))
i=1

(21)

where Zˆ0 (t) = I + 2 diag Z 0 (t)−1 z 0 (t) . For what follows, it is important to show
that R(t)  0. Since U 0 (t) and u0 (t) are interior points that satisfy the positive semidefinite constraints in the problem strictly, it follows from the definition in (29) that Z 0 (t)  0
and Z̃ 0 (t)  0. Therefore, it follows from the Schur complement formula that
Z̃ 0 (t)  0 ⇔ v 0 (t) − z 0 (t)T Z 0 (t)−1 z 0 (t)  0

(22)

which implies that the first term in R(t) in (21) is positive definite. Since the other terms
are quadratic and Z¯0 (t)  0, the sum is positive definite. Hence, R(t) is positive definite.
Now, by using x(t) = x0 (t)+∆x(t) and u(t) = u0 (t)+∆u(t), the equations in (13h)
and (13i) can be expressed in ∆x(t) and ∆u(t) as follows
∆x(t + 1) = A∆x(t) + B∆u(t) − x0 (t + 1) + Ax0 (t) + Bu0 (t)
e(t) = C∆x(t) + D∆u(t) − r(t) + Cx0 (t) + Du0 (t)

(23)
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If the equations in (13a), (13b), (20) and (23) are collected blockwise, the result is



0
−I
D
C
0
p(t)
 −I sQe


0
0
0
 e(t) 
 T
∆u(t)
D
0
R(t)
0
0

 T

P
0
0
0
0
T
C
0
0
−I ∆x(t)
i Vx,i (x (t), u (t))Vx,i (x (t), u (t))
y(t)
0
0
B
A
0




(24)
0
0
0
0
r(t) − Cx (t) − Du (t)
 0


 
0
0
 y(t + 1)
 T




, t ∈ T
B
0
l(t)
+
=
 ∆x(t + 1)
 T


P
0
0
A


V
(x
(t),
u
(t))
0
i x,i
x0 (t + 1) − Ax0 (t) − Bu0 (t)
0 −I
where the sums over i range from 1 to c. Eliminating e(t) and p(t) results in



  T



−I Q1 (t) K(t)
q̄(t)
A
0 
y(t)
y(t
+
1)
 0 K(t)T Q2 (t) ∆x(t) + B T
0
=  r̄(t)  , t ∈ T
∆x(t + 1)
b̄(t + 1)
∆u(t)
0
A
B
0 −I
(25)
where Q1 (t), Q2 (t), K(t), q̄(t), r̄(t) and b̄(t) are defined in (35). Furthermore, at time
instants t = 0 and t = N the following equations hold
x(0) = x0 ,
−y(N ) + Q1 (N )∆x(N ) = q̄(N )

(26)

Since R(t)  0, the system defined by the equations in (25) and (26) are in a form
which can be solved very efficiently using Riccati recursions. A derivation of the Riccati
recursions can be found in, e.g., [10, 14], and the resulting recursions can be found in
Algorithm 1.
Finally, by using (28), the linearized version of the equation in (13f) is found to be
−v 0 (t) + z 0 (t)T ∆U (t)z 0 (t) + v 0 (t)∆u(t)T z 0 (t) + z 0 (t)T ∆u(t)v 0 (t) + ν(t) = 0 (27)
As a summary, all computations necessary to solve the Newton system efficiently
are presented as Algorithm 2. All computations, including the Riccati recursion, can be
performed with linear computational complexity in the prediction horizon. In each iteration in an IP method, usually one or two Newton (like) systems of equations have to
be solved. Since in practice the number of iterations is roughly independent of problem
size, the overall cost of solving the SDP is roughly proportional to the cost of solving the
Newton equations, [11]. Consequently, by using the method presented in this section, the
optimization problem in (11) can be solved with approximately linear computational complexity in the prediction horizon. It should be mentioned that even though the proposed
Riccati method for simplicity is illustrated on a basic barrier method, it is also applicable
to a primal-dual IP method as the one described in [11].

5

Numerical Experiments

In this section, the relaxations in (6), (9) and (11) are compared in numerical experiments.
Furthermore, it is shown how large performance gain, compared to a generic solver, that
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Algorithm 1 Riccati recursion
P (N ) = Q1 (N )
Ψ(N ) = q̃(N )
for t = 1 to N − 1 do
G(t + 1) = Q2 (t) + B T P (t + 1)B
H(t + 1) = K(t) + AT P (t + 1)B
L(t + 1) = G(t + 1)−1 H(t + 1)T
P (t) = Q1 (t) + AT P (t + 1)A − H(t + 1)L(t +1)
Ψ(t) = q̃(t) − L(t + 1)T B(t)T Ψ(t + 1) + r̃(t) + AT Ψ(t + 1)
end for
x̃(0) = −b̃(0)
for t = 1 to N − 1 do

ũ(t) = −L(t + 1)x̃(t) + G(t + 1)−1 B T Ψ(t + 1) + r̃(t)
x̃(t + 1) = Ax̃(t) + B ũ(t) − b̃(t + 1)
y(t) = −Ψ(t) + P (t)x̃(t)
end for
y(N ) = −Ψ(N ) + Q1 (N )x̃(N )
Algorithm 2 Efficient solution of the Newton system
−1 ¯0  ¯0 −1 0 0
, z , v , Vx , Vu , Q1 , Q2 , K, q̃, r̃ and b̃ for all
1: Precompute Z 0 , Z 0
,Z , Z
time instants necessary.
2: Compute ∆x(t), ∆u(t) and y(t) using Algorithm 1 with the definitions in (35).
3: Compute e(t) according to (23) and p(t) according to (13a).
4: Compute λ(t) according to (17).
5: Compute ∆U (t) according to (15).
6: Compute w(t) according to (13l).
7: Compute ν(t) according to (27).

can be expected when the problem in (11) is solved efficiently with an IP solver that solves
the Newton system using Riccati recursions. All tests of the computational times were
performed on a computer with two processors of the type Dual Core AMD Opteron 270
sharing 4 GB RAM (the code was not written to utilize multiple cores) running CentOS
release 4.4 Kernel 2.6.9-42.0.3.ELsmp and M ATLAB 7.2. In all experiments with SDP
problems, the dual SDP problems were derived manually and given to YALMIP, [7], and
they were finally solved by SDPT3 version 4.0, [9]. The optimal solution (MIQP) and
the QP relaxation were computed by using CPLEX version 10.010.
In the first experiment, the relative gaps of the different relaxations are compared for
J ∗ −J ∗
∗
different prediction horizons. The relative gap is here defined as J ∗ R , where JR
is
replaced by the optimal objective function value of the relaxation of interest. The results
are presented in Figure 1a and are for each prediction horizon found as the average of 5
problems generated by the M ATLAB function drss with 4 states, 2 real valued control
signals, 2 binary valued control signals and full cost matrices Qx and Qu . The two real
valued control signals were constrained by a random upper and random lower bound,
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(a) This figure shows the average relative
gaps between the optimal objective function
value and the optimal objective function values from the relaxations.
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(b) In this figure, the average computational
times for the relaxations are shown.

Figure 1: The figures present the numerical results illustrating the relative tightness
of the relaxations in (6), (9) and (11) and the corresponding computational time.

chosen such that the problems are feasible and such that the constraints are “reasonable
active” along the prediction horizon. The result from the experiment clearly confirms the
theoretical result in (10). It should be mentioned that the tightness is problem dependent,
and the quality of the bounds may vary. The result shows that there are practical control
problems where the equality constrained relaxation is useful, i.e., the bound is tighter
compared to the QP relaxation and the computational time is less than for the ordinary
SDP relaxation.
Note that all approaches actually seem to produce rather good bounds, and that the
practical difference seems fairly small in the examples considered. In [2], it has been
shown in simulations that rather small improvements in the bounds can actually cut down
the branch and bound tree significantly and that this, at least in the case with diagonal Qu ,
can decrease the computational time.
In the second experiment, the respective computational times for the different relaxations are compared. The result is presented in Figure 1b and it was found by using the
M ATLAB command cputime and it does not include the time spent in YALMIP. The
conclusion is that the standard SDP relaxation is rather slow to compute. The equality
constrained SDP relaxation is much less computationally demanding for large values of
N and the complexity grows significantly slower as N grows. The QP relaxation is the
least computationally demanding relaxation to compute. Note that, if Qu is diagonal, the
result in Remark 2 applies and it is then possible to compute the equality constrained SDP
relaxation to a computational cost similar to the one of the QP relaxation.
In the third experiment, the computational times for solving the Newton system are
investigated. As previously mentioned, a system of equations of this type has to be solved
in each iteration in an IP method and the solution of this system is the major cost in
the solution process. In the results in Figure 1b, the generic state-of-the-art SDP solver

5

227

Numerical Experiments

Problem formulation and linear system solution time

Solution time [s]

SDPT3
Riccati

−1

10

−2

10

1

2

10

10
Prediction horizon [steps]

Figure 2: The result in this figure compares the computational time for solving
the Newton (like) system in the predictor step in SDPT3 for a problem of the type
in (11) and the computational time for solving a similar Newton system using the
Riccati approach presented in this paper for a problem with similar properties and
size. The computational complexity for large values of N grows as O(N 1.9 ) and
O(N ) respectively.

SDPT3 is used to solve the equality constrained SDP relaxation. The purpose with this
third experiment is to show that it would be possible to improve the computational times
presented in Figure 1b for the equality constrained SDP relaxation by solving the Newton
like equation systems in the IP solver using the Riccati approach in Algorithm 2. The
expected performance is evaluated by comparing the computational time of certain parts
of the code in the primal-dual IP solver SDPT3 with the computational time to perform
a similar operation using the Riccati approach in Algorithm 2. The time presented for
SDPT3 is the time it takes to form the Schur complement system, [9], and to solve it
(similar to solving a Newton system). This is compared to the time it takes to (implicitly) form and solve a similar Newton system using the Riccati approach for a problem of
the same size. Each Newton system is solved 10 times and the presented computational
time is an average from these 10 experiments. From Figure 2, it can be found that for
large values of N , SDPT3 and the Riccati approach solve the system with computational
complexities of about O(N 1.9 ) and O(N ) respectively. The absolute computational time
is not of major interest here since the Riccati approach is implemented in m-code, while
the corresponding operations in SDPT3 are implemented in fast C-code. Our numerical
experiments have shown that the number of iterations used in an IP solver applied to the
problem in (11) is, as expected, roughly independent of the prediction horizon. In our
tests, around 15 iterations were needed to solve the problem. Hence, the overall computational complexity is approximately O(N 1.9 ) for the state-of-the-art generic solver
SDPT3 but can be reduced to approximately O(N ) if the Riccati approach presented in
this paper is applied.
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6

Conclusions

In this paper, the QP relaxation, the standard moment relaxation and an equality constrained moment relaxation have been applied to an MPC problem with mixed real valued
and binary valued control signals subject to linear inequality constraints on states and
control signals. The respective tightness and computational complexity of the relaxations
have been compared. The conclusion is that the best lower bound is achieved by the standard moment relaxation, which is also the most computationally demanding relaxation.
Furthermore, the QP relaxation gives the worst lower bound, but is also the least computationally demanding relaxation. The equality constrained moment relaxation presented
in this paper gives a bound at least as good as the bound from the QP relaxation and it
is less computationally demanding compared to the standard moment relaxation. This is
mainly because of the fact that the number of variables is less and it grows linearly in
the prediction horizon. In the special case that the cost matrix for the control signal Qu
is diagonal, the equality constrained SDP relaxation can be formulated and solved as a
QP. Furthermore, the computational complexity for computing the solution to the equality constrained SDP relaxation is expected to be possible to reduce further by solving the
Newton equations in an IP solver by using Riccati recursions. This approach has been described in detail and promising results from numerical experiments have been presented.
A complete implementation of a solver using the proposed Riccati approach and efficient
computation of the solution to the standard SDP relaxation are left as future work.

A

Appendix

In this appendix
are defined and some help equations are presented. Recall
 some constants

that Ũ (t) =

U (t) u(t)
u(t)T w(t)

and let U (t) = U 0 (t) + ∆U (t), u(t) = u0 (t) + ∆u(t) and

w(t) = 1. For small deviations ∆U (t) and ∆u(t) from U 0 (t) and u0 (t), respectively,
and if time indices are neglected, the following result can be found from the Taylor series
expansion


Ũ −1



−1



Ũ

Ũ −1


11
12
22

≈ Z 0 − Z 0 ∆U Z 0 − z 0 ∆uT Z 0 − Z 0 ∆uz 0

T

≈ z 0 − Z 0 ∆U z 0 − z 0 ∆uT z 0 − Z 0 ∆uv 0
T

T

≈ v 0 − z 0 ∆U z 0 − v 0 ∆uT z 0 − z 0 ∆uv 0

(28)
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where the constants Z 0 (t), z 0 (t) and v 0 (t) are defined as
 0
  0
Z (t) z 0 (t)
U (t)
Z̃ 0 (t) = 0 T
= 0 T
z (t)
v 0 (t)
u (t)

−1
u0 (t)
1

(29)

Note that the inverse in (29) always exists since the IP solver generates a sequence of
U 0 (t) and u0 (t) that always satisfies the positive semidefinite constraint in the problem
strictly. Component i of the vector valued functions Vx and Vu respectively are defined as
Vx,i (x(t), u(t)) =
Vx,i (x(N ), u(N )) =
Vu,i (x(t), u(t)) =

T
Hx,i
, t∈T
hi + Hx,i x(t) + Hu,i u(t)
T
Hx,i
hi + Hx,i x(N )

(30)

T
Hu,i
, t∈T
hi + Hx,i x(t) + Hu,i u(t)

where Hx,i and Hu,i denote row i in Hx and Hu , respectively. The following equalities
hold

diag Z 0 (t)−1 z 0 (t)∆u(t)T + ∆u(t)z 0 (t)T Z 0 (t)−1 )
(31)

= 2 diag Z 0 (t)−1 z 0 (t) ∆u(t)

diag Z 0 (t)−1 diag(λ(t))Z 0 (t)−1 = Z 0 (t)−1 ◦ Z 0 (t)−1 λ(t) , Z¯0 (t)λ(t)
(32)
where the constant Z¯0 (t) has been defined and ◦ is the Hadamard (elementwise) product.
Note that Z¯0 (t)  0 since Z 0 (t)−1  0, [5, p. 458]. Furthermore,
z 0 (t)∆u(t)T z 0 (t) = z 0 (t)z 0 (t)T ∆u(t)

(33)

T 0

since ∆u(t) z (t) is a scalar.
Z 0 (t)∆u(t)v 0 (t) = v 0 (t)Z 0 (t)∆u(t)

(34)

0

since v (t) is a scalar.
The following definitions are used in order to use Algorithm 2 to solve the Newton
system.
b̄(0) = x0 ,
b̃(0) = b̄(0),

b̄(t) = x0 (t + 1) − Ax0 (t) − Bu0 (t)
b̃(t) = b̄(t)

c
 X
q̄(t) = sC T Qe r(t) − Cx0 (t) − Du0 (t) +
Vx,i (x0 (t), u0 (t))
i=1
T

q̃(t) = q̄(t) + A (t)P (t + 1)b̄(t + 1),
T

r̄(t) = l(t) + sD Qe

q̃(N ) = q̄(N )

r(t) − Cx (t) − Du0 (t)
0

r̃(t) = r̄(t) + B T (t)P (t + 1)b̄(t + 1)
x̃(t) = ∆x(t), ũ(t) = ∆u(t)
c
X
T
Q1 (t) = sC Qe C +
Vx,i (x0 (t), u0 (t))Vx,i (x0 (t), u0 (t))T
i=1

Q2 (t) = R(t) + sDT Qe D,

K(t) = sC T Qe D

(35)
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