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Abstract
Many embedded systems are complex, and it is often required that the firmware in
these systems are updatable by the end-user. For economical and confidentiality
reasons, it is important that these systems only accept firmware approved by the
firmware producer.
This thesis work focuses on creating a security enhanced firmware update procedure that is suitable for use in embedded systems. The common elements of
embedded systems are described and various candidate algorithms are compared
as candidates for firmware verification. Patents are used as a base for the proposal
of a security enhanced update procedure. We also use attack trees to perform a
threat analysis on an update procedure.
The results are a threat analysis of a home office router and the proposal of an
update procedure. The update procedure will only accept approved firmware and
prevents reversion to old, vulnerable, firmware versions. The firmware verification
is performed using the hash function SHA-224 and the digital signature algorithm
RSA with a key length of 2048. The selection of algorithms and key lengths
mitigates the threat of brute-force and cryptanalysis attacks on the verification
algorithms and is believed to be secure through 2030.
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Chapter 1

Introduction
In this thesis we analyze existing methods for performing secure firmware updates
in embedded systems. We define secure in this context as providing protection
against unauthorized firmware updates. There are many definitions of the word
embedded system. We have chosen to use the definition from Michael Barr’s
Embedded System Glossary [5]. An embedded system is defined as:
"A combination of computer hardware and software, and perhaps additional
mechanical or other parts, designed to perform a dedicated function." [5].
Using this quite broad definition it should be clear to see that embedded systems are all around us. We see them in our home, at work and in our spare
time. A few examples are home office routers, electronic tooth-brushes and Global
Positioning System (GPS) receivers.
The software run on these systems and that provide the system’s functionality
by connecting the various pieces of hardware together is called firmware.
Many embedded systems of today, for example, entertainment systems and
cellular phones are complex and require state-of-the-art functionality in order to
be competitive. This presents some more or less obvious problems: First, if all
features wanted by the end-users have to exist in the system at the time it is
delivered to the end-user, massive amount of work has to be done to ensure that no
functionality is forgotten. Second, software bugs can surface after the manufacture
and delivery of the system. Third, firmware might be corrupted by environmental
interference such as Electro Static Discharge (ESD) and the typical user neither
has the skill nor the knowledge required to fix the corrupted firmware [9]. All
together, these problems imply that firmware needs to be updatable by the enduser.
Some systems, such as gaming consoles, are sold with loss, at a price lower
than the manufacturer pays to produe it. The intent could be to gain a broad
user base and benefit from royalties received for accessories such as games. Since
these systems are sold with loss, it is important for the manufacturer that it is
not possible to use the system in an unintended way. The end-user on the other
hand, might want to fully use the system’s capabilities for his own purposes such
as unlocking a DVD player so that discs from any region can be played. Since
1
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the system’s functionality is defined by the hardware and the firmware, this can
be accomplished by the user if it is possible to update the firmware to a custom
made version.
Other systems work in an environment that processes secret information, such
as a network firewall at a consulting company or a Point Of Sale (POS) terminal
used in a store to allow the customer to pay by credit card. If a malicious user
manages to install a custom firmware in one of these devices, sensitive information
such as credit card numbers could be stolen.
A third scenario is the well known fact that many devices are built on generic
hardware, where the sole difference between models lies in the firmware [20]. An
end-user might purchase a cheap model and update the firmware, effectively turning the device to a more expensive model.
To evade attacks in these scenarios unauthorized firmware updates must be
made highly unlikely to succeed, whether executed as a part of the normal update
procedure or as a stand-alone attack replacing the current firmware.

1.1

Contributions

The aim of this work is to facilitate the design of a security enhanced update
system by performing a threat analysis of a given system and proposing an update
procedure. This is accomplished by summarizing the industry’s current knowledge
in the field. The contributions of this thesis are:
• A threat analysis for a given embedded system, with focus on firmware updates.
• A proposed update system that only accepts approved firmware and mitigates or avoids the following threats:
1. Brute-force and cryptanalysis attacks on the verification algorithms.
2. Reversion to an old, vulnerable, firmware version.

1.2

Scope

There exist many ways of attacking an embedded systems, both in software and
hardware [34]. The hardware attacks are often performed using expensive and
complicated tools. We have decided to focus more on the software attacks and
only discuss some of the hardware attacks encountered.
The threat analysis in chapter 5 is performed on a specific usage scenario, a
home office router sold without profit from a community called FON. Though
specific, the method used should be easily adaptable to other scenarios as well.

1.3

Intended Audience

The intended reader has basic knowledge in computer science and security but not
necessarily in embedded systems.

1.4 Thesis Outline

1.4

3

Thesis Outline

The thesis is structured as follows:
• Chapter 2 presents basic theory about embedded systems. Common components and interfaces are briefly explained along with the boot up procedure
for a typical embedded system.
• Chapter 3 presents basic security theory relevant to the purpose of secure
firmware updates. Common cryptographic algorithms that could be used for
firmware verification are presented.
• Chapter 4 presents basic theory about firmware updates. Five patents are
analyzed in order to see how updates are performed in the real world.
• Chapter 5 presents the first contribution of the thesis. A way of modeling
threats using attack trees is described and applied on a home office router.
• Chapter 6 presents the second contribution of the thesis. Here, a security
enhanced firmware update system is proposed and analyzed.

1.5

Definitions and Terminology

Manufacturer The manufacturer of the embedded system.
Firmware producer The creator of approved firmware images. This could, for
example, be the manufacturer, but it can also be another company. The
firmware producer is the only entity from which firmware images should be
accepted.
End-user The user of the embedded system. This might be a person or a company.
RAM, ROM These abbreviations are used to refer to volatile memory and nonvolatile memory respectively when the specific type of memory used is not
important. Some specific memory types such as SDRAM and flash memory
are described in chapter 2.
Firmware image The complete machine code of the firmware.
Target system The system under analysis.

Chapter 2

Embedded Systems
This chapter introduces basic concepts in embedded systems. Common components and interfaces are briefly explained as is the boot up procedure of the system
and ways of debugging the same. Readers familiar with embedded systems could
skip this chapter, back references are provided where necessary.

2.1

System Model

Figure 2.1 depicts the components most common in an embedded system [40].
This section describes the various components and how they interact.

2.1.1

Central Processing Unit (CPU)

The CPU is the very heart of the system, and is in charge of performing actions
based on the instructions it is fed with [40]. These instructions are called machine code. The CPU in an embedded system is normally referred to as either a
microcontroller or a microprocessor. Sometimes a distinction is made, using the
name microprocessor for a stand-alone execution unit to which external peripheral
devices are connected, and the name microcontroller for an execution unit with
all needed devices included on the same chip. In this report CPU, microprocessor
and processor are used interchangeably to refer to a microprocessor, a stand-alone
execution unit.

2.1.2

System Memory

The system memory is used for storage of machine code and data [3]. Because
of various requirements on for example speed and size, there exist a wide variety
of memory types. These are split into volatile and non-volatile memory. Volatile
memory only retains its data while the memory is powered and is often referred
to as RAM. Non-volatile memory stores the bits in such a way that it will keep
the data even without power. Firmware is normally stored in non-volatile memory
since it needs to be accessible on startup even after a power loss.
5
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Figure 2.1. A reference system model showing the various parts most common to
embedded systems.

ROM, PROM and EPROM

Read-Only Memory (ROM) is a memory that is programmed during manufacture
and that cannot be changed once programmed. Because of this, ROM is normally
used only in very high-volume applications, where the machine code is not expected
to change [3]. Programmable ROM (PROM) is a more flexible type of memory
that can be programmed, but only once. A clean PROM, as delivered from the
chip manufacturer, has all bits set to 1 [4]. By putting it in a device programmer,
the 1’s can be changed into 0’s. Since it isn’t possible to reverse the procedure,
a PROM is a One-Time Programmable (OTP) device. Erasable Programmable
ROM (EPROM), on the other hand, allows for reprogramming by providing a
method of completely erasing the content of the memory. This erasure is done
with ultra-violet light in a device called programmer [40].
Two characteristics shared among these three types are that they are nonvolatile and that they either cannot be programmed at all or that they cannot
be programmed in-system. In-system means when the chip is mounted on the
board. If the chip cannot be programmed in-system it needs to be removed from
the board and placed in an external device programmer in order to program it,
which makes it unsuitable for field upgrades of firmware.

2.1 System Model
Size(Kbytes)
64
64
64
64
64
64
64
32
8
8
16

AddressRange
0x70000-0x7FFFF
0x60000-0x6FFFF
0x50000-0x5FFFF
0x40000-0x4FFFF
0x30000-0x3FFFF
0x20000-0x2FFFF
0x10000-0x1FFFF
0x08000-0x0FFFF
0x06000-0x07FFF
0x04000-0x06FFF
0x00000-0x03FFF

7
BlockT ype
Main Block
Main Block
Main Block
Main Block
Main Block
Main Block
Main Block
Small Main Block
Parameter Block
Parameter Block
Boot Block

Table 2.1. A typical Boot Block Flash memory contains some smaller blocks for a
specific purpose, like boot code.

EEPROM and Flash Memory
Electrically Erasable PROM (EEPROM) and flash memory are both non-volatile
memory types [40]. EEPROM can be programmed byte by byte; flash is typically
erased and programmed on a sector basis. A flash sector is a relatively large block
of data. Erasure will set all bits in the sector to 1, and programming will change
some bits into 0. An important property of EEPROM and flash is that they can
be programmed and erased in-system which EPROM cannot.
As mentioned in the previous section, in-system programmable memory is important since it enables field updates of the firmware. Early flash memories did
only support reprogramming of the whole device at once, which was a problem
for designers that wanted to update the firmware [3]. The whole update program
had to be loaded into RAM and the whole flash memory had to be updated at
once, making the procedure error prone. Current flash memories allow for sector
updates, making it possible to only rewrite parts of the flash. Most current designs
use flash memory because of its low price.
The sectors of the flash memory need not be of the same size. A boot block
flash memory, depicted in table 2.1, is usually divided into one Boot Block, two
Parameter Blocks, a small Main Block and a number of normal Main Blocks of
uniform size [38]. The boot block is used to store the bootstrap code and can
either be located at the top or at the bottom of the memory space. The bottom of
a memory is the memory location with the lowest address. Many microprocessors
have their reset vector at 0000h, in which bottom boot flash is suitable for use.
Flash memories are constructed using two major methods and given the names
NOR flash and NAND flash. NOR flash has the important characteristic that
it supports eXecute In Place (XIP), meaning that it is possible for the CPU to
execute code directly from the flash memory [39]. NAND type flash does not
support XIP. To boot a firmware stored in NAND flash you can use a method
called Code Shadowing, where the code is copied to executable memory such as
Random Access Memory (RAM).

8
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Device
Unused
Flash Memory (16Mb)
Unused
Ethernet Controller
Unused
SDRAM (64Mb)

M emoryStart
0x51000000
0x50000000
0x08000310
0x08000300
0x04000000
0x00000000

M emoryEnd
0xffffffff
0x50ffffff
0x4fffffff
0x0800030f
0x080002ff
0x03ffffff

Table 2.2. The memory map maps address ranges to devices. Some addresses can be
unused.

RAM, SRAM and DRAM
Random Access Memory (RAM) is volatile memory that is readable and writable
from the CPU [40]. To write to RAM, neither external devices nor complicated
instructions are needed. Normally the address bus and data bus is used for communication with RAM. RAM is volatile, meaning that when the voltage goes away, so
does the data stored. Two fundamental types of RAM exist: Static RAM (SRAM)
and Dynamic RAM (DRAM). Of these, SRAM is the most interesting since it is
typically used for storage of secret key material [35]. In such a system, the power
to the SRAM chip will be discontinued in order to clear the memory, if an intrusion
is detected [35].
SRAM is called static because the data put into the memory will be kept there
as long as electrical power is supplied to the chip [40]. DRAM on the other hand
will only keep the data for an extremely short amount of time, typically about
four milliseconds, even with a constant power-supply [4]. To make DRAM keep
its data, external hardware refreshing the memory is needed [40]. SRAM is faster
and DRAM is cheaper, hence SRAM is used in time-critical parts of the system,
like cache, and DRAM is used when a big amount of low-priced memory is needed.
Some systems need to maintain their integrity of the SRAM even when power is
switched off. To address these needs, battery-backed SRAM is an option. Batterybacked SRAM is SRAM with an internal or external battery feeding the chip
enough power to keep its data.

2.1.3

Memory Map

A memory map describes at what address memory and peripheral devices are
placed in the system, an exemplary memory map can be seen in figure ?? [3].
To access the flash memory on a system using this memory map, a program uses
addresses in the range 0x50000000 through 0x50FFFFFF.

2.1.4

Internal Communication

The CPU needs to communicate with the other devices internal to the system
for many reasons. This communication is called internal communication and it
connects the CPU to RAM, ROM, and other devices. Though it will not be
further analyzed here, knowing the connections between chips is crucial in reverse

2.1 System Model

9





 






Figure 2.2. The address and data buses connecting the CPU to internal devices.

engineering and listening to internal data [21]. The simplest form of internal
communication is the address and data bus shown in figure 2.2 which depicts an 8
bit address bus consisting of 8 connections between the pins on the CPU and the
pins on the various devices connected to the bus.
Data and Address Bus
The data bus is used for the transfer of data, and the address bus for selecting which
device and memory location to communicate with [3]. The memory map previously
described is used when addressing devices in this fashion, as depicted in table 2.2.
Many devices can be connected in parallel to the same bus; hence the name bus,
but only one device can send data on the bus at any given moment. Normally it
works as follows: The microprocessor chooses the peripheral device with which it
wants to communicate by means of setting an address. Then the microprocessor
signals if it is a read or write operation. If it is the latter, the microprocessor will
put data out on the data bus. The signal will tell the peripheral device to capture
the data sent. In a read-operation, the peripheral device will put its data on the
data bus.
I2 C is a serial bus using only two pins [3]. Since only two pins are used, this
makes it possible to add for example external EEPROM memory to a microcontroller without using up so many I/O pins. Several peripherals can share the same
two-wire bus. One pin, SCLock, is used for clocking, and the other, SDAta, is
used for the data itself.

10

Embedded Systems

Examples of devices that can use the I2 C bus are A/D converters, EEPROMmemories and LED and LCD display drivers [3].
SPI and Microwire
SPI and Microwire are two similar three-wire serial interfaces; Microwire is a subset
of SPI [23]. One pin is used for serial output (SO), one for serial input (SI) and
one for serial clock (SK). It is possible to connect multiple devices to the bus, but
there is no addressing sent over the bus. Instead, each device has a chip select
input that needs to be connected to an output pin on the microprocessor. SPI
and Microwire are both faster than I2 C, at the expense of using more I/O pins on
the microprocessor. Generally, the same types of peripherals that can be acquired
using I2 C are also available with SPI or Microwire connection [3].

2.1.5

External Communication

External communication is the way in which the system communicates with the
outside world, and the communication channel on which the firmware image is
transferred during updates. This communication is important or, citing Ball [3]:
“The entire point of an embedded processor is to interact with some piece of
real world hardware”. This interaction could occur for example through wireless
technologies, serial and parallel ports, Ethernet interfaces and proprietary communication methods. It is important for the designer and security analyst to know
what kind of interface that is used for external communication in order to properly
perform their work.
Serial Port Drivers
In many embedded systems the interface to the outside world is a serial port [40].
The serial device on an embedded system consists of two parts: a serial protocol
and a physical interface. The physical interface converts voltage-signals from the
CPU to signals suitable to send on the interface. The protocol is in charge of
setting the correct baud rate, start and stop bits, bits per character and such.
Ethernet Controller and PHY
Some processor chips have a portion of the Ethernet interface built in on the
chip, but the most common method of providing this connectivity is by adding a
separate Ethernet device to the system [40]. The Ethernet interface comprises a
controller and a physical part generally referred to as PHY.

2.1.6

Additional Hardware

Sometimes the CPU might not be the device best suited for performing a specific
task at hand. It might lack the processing power or memory needed, or it might
not be able to perform the task at the desired level of security. In these cases and
others, additional hardware can be added to the system.

2.2 From Power On to Running Machine Code
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The task could be anything, from the watchdog’s simple task of resetting the
processor when something has gone wrong to the calculation of really big numbers
which is an important part of RSA encryption. By adding additional hardware
specially designed and optimized to perform this task, better performance can be
gained. As an example of additional hardware is the Trusted Platform Module
provided by Atmel, that provides a random number generator, nonvolatile memory
for key storage and an RSA accelerator [36].
Watchdog Timer
The watchdog timer is in charge of resetting the system if it doesn’t work properly
[40]. It works in a simple way: The CPU needs to toggle the watchdog’s input
periodically, for example once every second. If the watchdog doesn’t detect a
toggle within this period, it is assumed that the CPU has stopped working and a
reset signal is sent. This reset signal can either be connected to a non-maskable
interrupt or directly to the microprocessor’s reset line. Either way, this leads to
the CPU being restarted.
There are a number of events that can put the system into a state that triggers
the watchdog. For example, even a small electrostatic discharge might momentarily change bits in the address or data bus [40]. This can in turn lead to the
execution of instructions that eventually lead to an endless control loop. Without
the watchdog, the system would be stuck in the loop until manually reset.

2.2

From Power On to Running Machine Code

Following is a description of what happens in a typical embedded system from the
moment it is powered on until it is running machine code.
First the internals of the CPU need to synchronize and enter a stable state, during this short amount of time a constant reset-signal is sent to the CPU preventing
it from starting up [3].
Second, the CPU starts its execution by executing the instruction at the reset
address, also called reset vector [23]. The memory map, see example in figure ??,
needs to be constructed so that the reset vector points to valid machine code, normally stored in a non-volatile memory block called a boot-block [3]. Depending
on where the reset vector points, a CPU is called top-boot, mid-boot or bottomboot [3], the bottom of a 64k memory being at the address 0x0000 and the top
at 0xFFFF. An example of a bottom boot processor is the ARM processor, which
fetches and executes whatever is stored at physical address 0x00000000 when powered up [23].

2.3

Debugging, Getting to Know the System

The main use for debugging techniques is, as the name implies, finding bugs and
errors in the system. A debugger can be used to gain information about the
system, such as memory contents and register values, which can help during the
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debugging process. Various kinds of debuggers are described along with tools for
debugging and the debugging interfaces JTAG and BDM. How an attacker can
use a debugger is briefly explained in 5.4.2 on page 54.

2.3.1

Tools

A remote debugger is a way of debugging an embedded system remotely over a
serial port or network connection [23]. Another name for remote debugging is
cross-platform debugging, since the debugging is controlled from a host-computer
and not the embedded system itself.
Replacing the processor with a device called in-circuit emulator provides more
functionality than a remote debugger [23]. It allows its user to debug startup
instructions, machine code run from ROM and set breakpoints in ROM. This
is done by bypassing the processor, making the in-circuit emulator act as the
processor itself.
Completely host-based, a simulator simulates the functionality and instruction
set of the target processor [23]. The simulator exists in the host, independent of
the system, which makes it impossible to debug system related problems.
A common tool used both for debugging and reverse engineering, explained
in 3.3.1, is a logic analyzer [23]. The logic analyzer normally has many inputs,
each of these only measuring if the input is logical 1 or 0. The signals can be
displayed against a timeline. Most logic analyzers allow for capturing of data
triggered by a particular pattern.

2.3.2

Debug Interfaces

Since the mid-1970s production tests of PCBs relied heavily on a technique called
bed-of-nails [6]. In this technique, testing probes mounted on a testbed made
physical contact with interesting points on the PCB when it was placed on the
bed.
In the mid-1980s device packaging was miniaturized, surface-mounted packaging was introduced and the density of devices on the PCB was increased leading
to multi-layer boards [6]. These boards could not easily be tested with the bed-ofnails technique, which mandated the development of a standard for accessing the
device pins logically instead of physically. The result of this work was the IEEE
1149.1 JTAG standard, described in the next section.
Background-debug Mode (BDM) is another debug interface, but this interface
is only briefly covered since the JTAG standard is the one we have found in the
literature thus probably the more common.
JTAG
JTAG (Joint Test Action Group), also known as Boundary-scan [10], is used for
testing interconnects on printed circuit boards and is implemented at the IC level.
Almost every new microprocessor manufactured include support for JTAG testing
and JTAG in-circuit emulation [10].
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Figure 2.3. A boundary-scan cell with relevant connections.

Figure 2.4. A JTAG enabled integrated circuit.

A JTAG enabled component has a four or five pin JTAG interface which can
be used to force data into, or read data from, all of the component’s pins [10]. This
means that it is not necessary to bring out a large number of test points to be able
to test the device. The JTAG connections on the components are chained so that
no more than five test points are needed regardless of the number of components
on the board. JTAG is often used for production tests.
One important fact about boundary scan is that it is not possible to access
any of the CPU’s internal signals, only physical package pins [2]. This makes it
impossible to use JTAG to extract data from internal memory.
Figure 2.4 denotes an IC that complies with the JTAG standard [6]. An IC
that supports the standard can be called a boundary-scan device. A boundaryscan device has a memory cell called a boundary-scan cell (BSC) for each digital
input and output signal of the device.
In normal mode, the boundary-scan cells do not affect the operation of the cell.
See figure 2.3 for the connections to the cell.
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A Capture operation loads the data on Data Input (DI) into the cell. DI can
be connected to the PCB, as are BSC 1 through BSC 4 in figure 2.4, or to the
chip’s internal logic as are the rest of the BSCs.
An Update operation unloads the cell’s stored value and puts it onto Data
Out.
It is also possible to shift data serially in the scan chain. Starting from the
device’s Test Data In pin, data is shifted from cell to cell towards the Test Data
Out pin.
Since Capture and serial shifts do not interfere with the normal passing of data
to and from the pins, it allows for on the fly monitoring of data going in and out
of the system’s devices while in normal operation [6].
Another use for JTAG is providing in-system programming of flash memory.
To make this work, a flash memory with its pins connected to a JTAG enabled
device is needed. Since we can set all output pins of the device, and the memory
pins are connected to the device, this can be used to program the flash memory.
BDM
A processor with a Background Debug Mode (BDM) port provides a serial port
that can be used for on-chip debug [16]. Among other commands supported, the
user can read and write to memory and set the next instruction to be executed.
Whereas the JTAG interface utilizes at least five pins, BDM only needs one.

Chapter 3

Security in Firmware
Update Systems
The previous chapters provided basic knowledge in embedded systems. This chapter introduces security concepts important to firmware updates, such as various
algorithms used to verify a firmware image before accepting it for installation. At
the end of this chapter, the reader should have a sufficient knowledge in security
to understand both the security analysis of the update procedures presented in
the next chapter, and the threat analysis in chapter 5.

3.1

Goals of an Information Security System

The main goals of an information security system are confidentiality, message
authentication, data integrity, non-repudiation, identification and access control
[29]. Of these we see confidentiality, message authentication and data integrity as
most important in a firmware update system, since the purpose is only to verify
that a firmware image is approved. The term message and data in the goals can
be seen as the firmware image.
Confidentiality ensures that only authorized parties can understand a message
and can be achieved through the use of ciphers [29], using a cryptographic algorithm. Cryptography is the science of encoding data so that it is difficult to
decode it without knowing a secret key [36]. An example where confidentiality is
of concern is when the firmware contains Intellectual Property (IP) that the manufacturer wants to keep secret. The firmware might be stored in encrypted form
and only decrypted when it is to be executed, or it might be decrypted during the
firmware update process.
(Data) Integrity is concerned with ensuring that a message has not been corrupted or modified while in transit [29]. This is important since a malicious user
cannot be allowed to alter the firmware originally delivered by the firmware producer. This aspect will be further discussed in section 3.2.
(Message) Authentication means that it should be possible to ensure that the
15
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sender or creator of a message is who he/she claims to be [29].

3.2

Verifying the Firmware

As seen in the update procedure in figure 4.8 on page 40, the firmware needs to be
verified before it is installed. Here, the meaning of the expression verify firmware
is described along with how it can be accomplished.
The purpose of the secure update system is to prevent malicious users from
installing a firmware that is not approved by the manufacturer. Verifying the
firmware means validating that this holds, that the firmware provided for update
is approved. Following is a summary of various classes of algorithms that might
be suitable for firmware verification.

3.2.1

Checksum Algorithms

To ensure that data sent over a communications channel is error free on arrival,
a non-cryptographic checksum algorithm is typically used [28]. These algorithms
are generally effective at detecting noise but cannot reliably detect changes by
malicious parties.
An example of non-cryptographic checksum algorithm is the Cyclic Redundancy Check (CRC). CRC-32 is a common checksum algorithm that is used in
local area network applications, and can detect all errors up to a sequence of 32
bits [28]. The problem is that it cannot reliably detect malicious changes of the
data [37, 29, 28]. It is completely possible to modify the data so that it will match
a given CRC value, as shown in the report by Stigge et al [37].
Since they cannot protect from deliberate manipulation, we deem checksum
algorithms as not suitable for firmware verification.

3.2.2

One-Way Hash Functions

One-way hash functions, also known as message digests, cryptographic checksums
and message integrity check (MIC) provide message integrity [32]. A one-way
function is a function that is easy to calculate but hard to reverse.
A hash function will take a variable length input string called a preimage, such
as a firmware image, and convert it into a fixed length output string called a hash
value [32].
Important properties of a one-way hash function, h, are [11]:
• Preimage resistance. Given the hash value V it should be computationally
infeasible to find an input string M with h(M ) = V .
• Second preimage resistance. Given the input string M it should be computationally infeasible to find another string M ′ with h(M ) = h(M ′ ).
• Collision resistance. A collision should be computationally infeasible to find.
A collision is when two input strings can be found, M and M ′ , hashing to
the same value, h(M ) = h(M ′ ) [32].
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If the input space is greater than the output space, as common among hash
functions, collisions must occur for obvious reasons. A collision attack is an attack
on the collision resistance of a hash function. A preimage attack is an attack on
the preimage property. Here, the original preimage is unknown, but the hash value
is known, and the attacker must find an input string that hashes to the same value.
A preimage attack is deemed considerably more difficult than a collision attack
[11]. In a second preimage attack both the preimage and the hash value is known
to the attacker and a second preimage hashing to the same value must be found.
The most important hash functions in practical use, according to Daum [11],
are those of the MD4-family. Hash functions such as MD5, SHA-1 and RIPEMD
belong to this family. Daum concludes that SHA-224 or higher can be recommended in areas requiring a very high level of security. Attacks on SHA-1 are
deemed inefficient and practically infeasible so this hash function could be used in
systems requiring higher efficiency. It is recommended to avoid MD5 if possible
[36, 8].
Hash algorithms use far less resources than other cryptographic algorithms,
making them suitable for resource constrained embedded systems [36].
Hash functions are the core functions of HMACs [29], which will be described
in the following section.
The firmware verification check using hash functions can be performed as follows: The manufacturer computes the hash value of FWnew . This hash value
is transferred or stored securely in the embedded system that is to be updated.
When the system receives FWnew , a hash value is computed and compared to the
hash value from the manufacturer. If they match, the integrity of the firmware is
verified.
Though efficient in their implementation it seems impractical to use hash functions for firmware verification. As seen in the example above, the hash of FWnew
needs to exist on the target system on which the update will be performed. If
the hash is stored before the system is delivered to the end-user, FWnew must
be known at delivery time in order for the hash to be computed which defeats
the purpose of a field updatable system. The only remaining solution would be to
transfer the hash to the system at a later time such as when FWnew is delivered. If
the hash is sent in plain-text, another method of ensuring the integrity of the hash
must be in place, in case this method could be used for verifying the integrity of
the firmware. The only reason for verifying the firmware using hash functions that
we can imagine is if there exists a secure channel with very restricted bandwidth
on which the hash could be sent but where the transfer of the firmware image
would be impractical. This seems very far-fetched and we deem hash functions as
not suitable as the firmware verification algorithm in a field updatable system.

3.2.3

MAC and HMAC

A Message Authentication Code (MAC) provides both integrity and authentication
[29] and is a function that is based on a secret key [25], thus using symmetric
cryptography. A MAC based on cryptographic hash functions, such as the oneway hash functions, are called keyed-hash based MACs, or HMACs [25]. In short,
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it can be described as a one-way hash function that depends on a key [32]. A oneway hash can be verified by anyone who knows the hash algorithm used. On the
other hand, to validate a MAC both the algorithm and the correct key is needed.
A HMAC comprises a cryptographic hash function and a secret key. The
output of the function is often referred to as simply a MAC [25]. For security
reasons, the National Institute of Standards and Technology (NIST) states that
the length of the secret key must be equal to or greater than L/2, where L is the
output size of the hash function.
To perform firmware verification using a HMAC the following procedure can
be followed: The firmware producer creates the MAC using a HMAC protocol on
FWnew and with the secret key K. FWnew is sent to the end-user along with the
MAC. In verifying FWnew , the system uses the internally stored K, executes the
HMAC protocol and compares the output with the MAC provided.
Compared to hash functions, HMACs are a better choice. The reason for this is
that the secret key needed for verifying FWnew can be stored on the system before
it is delivered to the end-user. The MAC value can be sent together with FWnew
since an attacker cannot create a MAC for a custom firmware without knowing
the secret key. Suffering from the same weaknesses as solely using symmetric
encryption, we consider HMACs not suitable for firmware verification in a field
updatable system, the weakness lies in the symmetric key.

3.2.4

Symmetric Cryptography

Symmetric ciphers can provide confidentiality, integrity and authentication [29].
In a symmetric cipher, the encryption and decryption can be performed using the
same secret. A key-management problem exists in that the secret key must be
known to all parties that are to understand the message [32]. Another problem is
that once a key is compromised, all parties must replace it [36].
Examples of symmetric ciphers are Data Encryption Standard (DES) and its
successor Rijndael, the Advanced Encryption Standard (AES) [29].
A cryptosystem, both symmetric and asymmetric, should be secure even if an
attacker knows all details about it except the secret key [32] [29].
Symmetric-key algorithms are the fastest cryptographic algorithms and AES
is the preferred choice since it is the most modern algorithm and it is designed
for constrained systems [36]. A problem is that the key has to be distributed in
a secure way to the systems. One option is to store the key before the device is
delivered to the end-user. Then, either each device would have the same key or
there must exist a way of mapping the key to the specific device which might be
infeasible [36].
The scheme for using symmetric encryption in firmware verification could be:
The firmware producer encrypts FWnew with the secret key KS. FWnew is sent to
the end-user and the firmware update procedure is started. The system verifies
the firmware by decrypting it. If the decryption succeeds, the firmware is approved
and the installation continues.
Using symmetric encryption requires that a secret key is stored on the system
before it is delivered to the end-user. If this key is identical for all devices, the
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security would be broken if the attacker managed to extract the secret key from
a single device. If, on the other hand, the key was unique for each device, there
must exist a way of creating a uniquely encrypted FWnew for each device. This
might be possible with only a few units, but if the system is a home office router
sold in great numbers it would require a lot of key management.
We think that symmetric encryption could be used for firmware verification if
a secure way of storing the secret key on the system exists and if the firmware
producer can use unique keys for each device. As will be discussed further in
chapter 5 it might be hard to store a secret securely in an embedded system to
which the user has physical access and it is not good practice to make it possible
to break all systems by finding a vulnerability in one specimen.
We deem symmetric cryptography as not suitable as the firmware verification
algorithm in an updatable system.

3.2.5

Public Key Cryptography

Public key cryptography is the common name for asymmetric cryptography. Public key ciphers can provide confidentiality, integrity and authentication [29]. The
basis is a public key used for encryption and a private key used for decryption [32].
Knowing one of the keys should not make it possible to figure out the other. For
Alice to encrypt a message that can only be read by Bob, she uses Bob’s public
key to encrypt the message. Bob receives the encrypted message and uses his own
private key to decrypt it.
Since one of the keys is made public, it can be distributed freely as was not
possible when using symmetric cryptography [32].
Firmware verification using an asymmetric cipher could work as follows: The
firmware producer uses the public key of the target system that is to receive the
update, to encrypt FWnew . The encrypted firmware is sent to, or downloaded
by, the end-user and the update procedure commences. Firmware verification is
performed by decrypting FWnew using the private key stored on the target system.
This presents two obvious problems: First, the public key of each system must
be known to the firmware producer and a uniquely encrypted FWnew must be
created for each device – as when symmetric cryptography is used. Second, the
public key cannot actually be made public, since knowing the public key would
enable an attacker to create firmware that would be accepted by the system.
One benefit from this approach is that it isn’t necessary to store the public
key on the target system. Since the public key is needed to produce firmware that
would pass the verification, and since the private key cannot be used to compute
the public key, an attacker should not be able to get the needed key by attacking
the target system.
The firmware producer is faced with the same key management problem as
when using symmetric encryption. Public key cryptography might be suitable
as firmware verification algorithm, if the firmware producer uses unique keys for
each device. A better solution, that can use public key cryptography, is digital
signatures described in 3.2.6.
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Digital Signatures

Digital signatures provide message integrity and sender authentication [29]. It can
be compared to a signature on a paper, a way of authenticating the writer. In
a firmware example, the digital signature provides proof that the firmware was
created by an authorized party such as the firmware producer.
To create digital signatures, public key algorithms can be used [29, 32]. Example protocols used for creating digital signatures are RSA, Digital Signature
Algorithm (DSA) and Elliptic Curve Digital Signature Algorithm (ECDSA). The
most widely used digital signature algorithm is RSA [29]. The signature is made
a function of the private key, and the message signed; the message is signed with
the sender’s private key and verified with the public key [32]. Using RSA, short
public keys can be used but the private keys must be full length, making RSA
signature verification a fast process suitable for mobile devices [29].
In order to avoid encrypting and decrypting the whole message, a hash function
can be used with a public key cipher to create the signature [32]. This is often the
way digital signatures are implemented.
A firmware verification check using digital signatures based on a one-way hash
function and a public key cipher can work as follows: The firmware producer
hashes FWnew and encrypts the hash using the producer’s private key creating a
digital signature DS. FWnew and DS are sent to the end-user. The system verifies
the firmware by decrypting DS using the producer’s public key and comparing this
value to a hash computed from FWnew .
We believe that digital signatures are suitable for firmware verification. All
devices use the same public key but if an attacker extracts the public key only
firmware verification can be performed, the key cannot be used to create firmware
that would be accepted by the system.

3.3

Code Security

We define code security as ensuring that no vulnerabilities exist in the machine
code. A typical example of an attack on code vulnerabilities is the buffer overflow
attack, which exploits the fact that the input to the system might not be properly
validated. Reverse engineering, explained in the next section, can be used to
analyze the code in order to find vulnerabilities such as a buffer overflow mentioned.
Code security is an important concept when an update procedure is to be
implemented, but it is not in our scope to list vulnerabilities in code and how to
protect against them.

3.3.1

Reverse Engineering

Reverse engineering is the act of recovering details regarding a system’s design
and implementation without having the source code or documentation [14]. The
system could be anything that is manufactured; a jet-engine, an electrical motor,
an instant messenger client run on a PC or the firmware of an embedded system.
Reversing from a security standpoint can be used both for good and evil. For
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example it can be used both by developers of malware and of those developing
the antidotes. Reverse engineering by itself is not a threat, except for companies
that have intellectual property in need of protection from competitors’ eyes. The
problem with reverse engineering is that it can give an attacker clues on how to
attack the system, by finding vulnerabilities in the code.
A common way of developing software is to use a high level language like C
or C++. The code written in this language, called source code, is run through
a program called compiler that transforms the human readable source code into
machine code that can be run by the CPU [14]. To reverse engineer this machine
code means to analyze the code, either by hand or with the help of tools, trying
to figure out what it actually does.
A reverse engineering of a cryptographic algorithm that is made public should
not give any valuable information to an attacker [32]. Since the strength of the
algorithm doesn’t lie in the inner workings of the algorithm but in the key the
security should be independent of the attacker’s knowledge of the implementation.
Still, specific implementation details can lower the level of security offered. Even
a minor implementation error can completely throw away the security offered by
an algorithm [14].

3.4

Hardware Security

Hardware security concerns securing the system’s physical components against
attacks. An attacker that has physical access to a device might perform attacks
on the hardware such as decapsulating a memory chip and obtaining ROM data
with the help of a microscope [34]. Readers interested in a plentitude of examples
in hardware attacks are recommended Skorobagatov’s slides "Tamper Resistance
and Physical Attacks" [34].
In chapter 5 a high level analysis of hardware attacks will be performed.

3.4.1

Side-Channel Attacks

A side channel attack is an attack that tries to obtain secrets by for example
observing side effects from executing a decryption algorithm [12]. These side
effects can be such things as the time required to perform an operation, the power
consumption of the device or electro-magnetic radiation. A side channel attack
can also be active, such as varying the operating voltage of an integrated circuit.
Properly executed, this can make it possible to circumvent security measures such
as a jump to a specific address in memory.

Chapter 4

Firmware Updates
In chapter 2 a reference model for the hardware in a typical embedded system was
defined, see figure 2.1 on page 6. The previous chapter mainly concerned suitable
methods for firmware verification. This chapter describes ways of updating the
firmware on an embedded system. Since most current designs use flash-memory
instead of EEPROM [40], flash memory is used in our examples. Read about the
differences in section 2.1.2.

4.1

The Basics

The firmware is stored in non-volatile system memory, ROM. To be updatable
in-system, the ROM-type used must be in-system writable, such as EEPROM and
flash memory. We use flash memory since this memory type is most common in
new designs at the time of writing [40]. However, it should be easy to adopt the
ideas presented to a design using EEPROM memory.
We categorize the various approaches to firmware updating into two classes
– Microprogrammer-based and Boot loader-based. A brief description of both
follows.

4.1.1

Microprogrammer-Based Approach

In the book The Firmware Handbook [16], a microprogrammer-based approach
to firmware updates is presented. The term microprogrammer refers to how the
embedded system behaves before, during, and after the firmware update process.
Each step of the process, illustrated in figure 4.1, is briefly described, and finally
the benefits of the microprogrammer approach are presented.
1. Enter Firmware Update State
The first step in the microprogrammer-based approach is the Enter Firmware
Update State which might be initiated by the user pressing a physical Update
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Figure 4.1. An exemplary flow for a firmware update process using the microprogrammer approach. Here, a small program called microprogrammer is downloaded and
executed. Once executed, the microprogrammer is responsible for the download and
installation of the new firmware.
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button. In this step the system prepares for a firmware update by taking actions
such as saving important state information and halting all running processes.
2. Download Microprogrammer
The next step is Download Microprogrammer. In this step a small application
called a microprogrammer is sent to the target system over an external communication interface and loaded into executable memory. The microprogrammer can
be as small as 10K or less which often makes it reliable enough to use a simple
communications protocol such as Trivial FTP1 (TFTP) for the transfer.
The microprogrammer is generally downloaded to and run from RAM [16].
This means that the microprogrammer-based approach is not suitable for systems
with only a few hundred bytes of RAM in total. A possible solution to this would
be to store and execute the microprogrammer in non-volatile memory supporting
XIP, such as NOR type flash.
3. Load Firmware
Load Firmware is the third step and this is the first step controlled by the microprogrammer. The microprogrammer is executed and will download the new
firmware into memory using for example the Ethernet interface.
4. Install Firmware
In the fourth step, Install Firmware, the microprogrammer installs the downloaded
firmware.
Benefits of the Microprogrammer Approach
Using the microprogrammer approach to firmware updates in a system where
flash memory has no other use than firmware storage, the code for the actual
reprogramming of the flash memory doesn’t need to exist on the system until a
firmware update is requested [16]. In practice this means that even if the main
program for some reason starts executing instructions at an arbitrary address, the
risk of the firmware being over-written is negligible since no memory programming
code exists. Another advantage of using a microprogrammer-based approach is the
flexibility, since the microprogrammer itself can be completely rewritten between
updates.

4.1.2

Boot Loader-Based Approach

Another method is to have a boot loader on the chip that loads and installs
the new firmware as is depicted in figure 4.2. The basic difference between the
microprogrammer approach and the boot loader approach is that in the former, a
small program called a microprogrammer was downloaded and responsible for the
1 TFTP, Trivial File Transfer Protocol, is a very basic FTP protocol that can be implemented
in a small amount of memory.
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Figure 4.2. An exemplary flow for a firmware update process using the boot loader
approach. The code responsible for downloading and installing the new firmware must
already exist in the system.

download and installation of the firmware. In the boot loader-based approach, the
step where the microprogrammer is downloaded is removed. All code necessary to
perform a firmware update has to exist in the system at all times.

4.1.3

Maintaining System Stability in Updates

It is possible that the updated firmware contains bugs, such as a loop in which
the processor gets stuck. If these bugs occur before the system checks if a new
firmware update should be initiated, the system can become inoperable and the
end-user might need to send it to the manufacturer for repair. The same is true if
the code for the update procedure is blanked out or corrupted.
Systems supporting downloadable firmware and aiming to be robust have to
investigate why the system is starting up [16]. The watchdog can reset the system
if it becomes unresponsive, for example when stuck in a loop. If the system’s boot
loader can detect that the system has been reset too many times in a row, the
firmware currently installed can be deemed faulty. This can be accomplished by
counting the number of resets in RAM since most systems don’t interrupt power to
RAM when the processor is reset as a consequence of a watchdog timeout. In case
of faulty firmware, the system can be forced into firmware update mode, providing
the user the possibility to install new firmware or revert to an old working version.
When the power is unexpectedly interrupted during flash reprogramming, parts
of the flash memory might be left in an inconsistent state when power is restored
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[16]. Other events can also have similar effects. In the worst case, the flash chip
is left completely blank. This can be avoided by never erasing the section of flash
that contains the firmware update procedure and boot loader. Another solution
suitable if the boot loader itself needs to be reprogrammed is to store a copy of
the sector about to be flashed in a spare location. After the copying has been
performed, the system’s reset vector is changed so that it points to the copy, and
after a successful reprogramming of the boot loader the reset vector is restored.

4.1.4

Complete or Delta Updates

When updating the firmware, this can be done either by sending the complete new
firmware image to the device, or by only sending the parts that have changed. The
latter is called Delta-updating and is commonly used to minimize the size of the
update packages and the associated download time [30]. Using delta-updating, the
current base firmware version must be known to correctly calculate the changes.

4.2

Firmware Update Methods - Examples from
the Industry

Here, some patented firmware update methods are presented along with a short
analysis of each method. Further, we state our view on what the different methods
provide in terms of robustness and security. The analysis is based on our interpretation of the patents, and security information about the algorithms that is
provided in chapter 3. The update methods are further analyzed from a security
stand-point in chapter 5 where they are also used to propose a security enhanced
firmware update procedure.
In choosing the patents to analyze we searched the patent database on FreePatentsOnline.com [15], using keywords such as firmware update and secure. The
results were briefly compared and finally we chose five of the patents we found
most interesting. In the descriptions to follow, we have chosen to use the same
expressions as were used in the original patents, such as corruption check and verification of accuracy, making it easier for the reader to compare our interpretation
with the original source.

4.2.1

Patent: Firmware Recovery

The Microsoft patent, Firmware Recovery, describes a simple method of updating
the firmware if corrupt [9]. The firmware comprises one boot code block and one
post-boot code block, both stored in flash memory. The boot code initiates the
connection to the host and contains the update procedure. In the patent, the
system described is an ADSL-modem implemented as an ASIC but the procedure
could be used in other systems and implementations as well. The modem is connected to a host such as a computer, and the firmware update is initiated by the
host computer. This can occur either as a result of the modem detecting corrupt
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firmware on the system or initiated by the host. Both the boot code block and
post-boot code block can be updated, either at the same time or individually.
The update procedure is illustrated in figure 4.3, copied from the patent [9].
We have chosen to only describe the steps we find interesting for the purpose of
firmware updates.
During system boot up, the boot code is tested for corruption [9]. If found
corrupt, the system either halts and a LED is made to blink, or continues depending on the severity of the corruption. The corruption check is performed using "a
check function on the existing firmware and compares the function result with an
expected value". In the example embodiment a Cyclic Redundancy Check (CRC)
is suggested2 .
If the boot code is not corrupted, it is executed, initializing communication
interfaces. If it is corrupted but not severely, it can be updated by the host. The
boot code checks the validity of the post-boot code. If corrupt, the system sets
a post boot corruption flag and signals this to the host. When the host decides
to update the post-boot code, or boot code, it is sent to the modem in which the
boot code is responsible for writing the new firmware to memory.
Analysis of the Procedure
We believe that this patent provides some robustness but no real security. First,
we will analyze the robustness, not taking a deliberate attack into account. The
method is robust as long as only the post-boot code is updated. The code for
the update procedure resides in the boot code which makes it possible to update
the post-boot code even if it is severely corrupted. Since it is possible to update
not only the post-boot code, but also the boot code itself and no integrity checks
are suggested before writing the code to memory it is possible to load firmware
that might be accidentally modified during transit. The same goes if the system
is interfered during update, such as a power failure. In both these cases, the result
could be a system in which the boot code is corrupt. If the boot code is deemed
corrupt upon boot, the update procedure might be triggered and a new firmware
loaded, but only if the corruption is not severe.
The security of the method described in this patent lies completely in the
corruption checks made during startup, after the new firmware has been written
to memory. Since the example embodiment used CRC, which is an algorithm not
designed for security [37], we believe that the aim of the patent must be to provide
protection of the firmware from random modification, not from attackers.

4.2.2

Patent: Upgrading of Electronic Files Including Automatic Recovery from Failures and Errors Occurring
during the Upgrade

A method of upgrading a portable communications device over a wireless interface is described in the patent Upgrading of Electronic Files Including Automatic
Recovery from Failures and Errors Occurring during the Upgrade [13]. Both delta
2 CRC

is further described in 3.2.2
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Figure 4.3. The flow diagram of the patent Firmware Recovery, where the boot and
post-boot code is tested for corruption and can be replaced. Image copied from the
patent [9].
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updating and updating with a completely new image is described. We have chosen
to include the steps in the delta updating scenario as an example on how delta
updates can be performed. The two methods only differ in the step in which the
new firmware is generated; a step not necessary when completely new images are
used as input.
The basic steps of the proposed updating method are illustrated in figure 4.4
[13]. EBSC is short for Embedded Software Component and can be seen as the
firmware of the device, but it can also be a small part of the firmware such as the
code for update procedure.
The first two steps are not seen in the picture. First, a pre-qualification check
is performed before any upgrade is initiated. The purpose of this check is to
verify that the system is in such a state that an upgrade can be completed once
begun. Since the patent targets portable communication devices, battery status
and radio signal strength are deemed as two important factors. Succeeding in the
pre-qualification check, the target system connects to an update server where it is
verified that the system is allowed to perform an update.
Once the upgrade has started, the upgrade file is downloaded and its accuracy is
verified. Regarding verification of accuracy the patent states that the accuracy of
the upgrade file could be checked with a verification algorithm that uses checksum
values or CRC codes, but that other verification algorithms could be used as well
[13].
A backup of the original EBSC is taken after the upgrade file is downloaded
and the information in the upgrade file, which is a delta file describing how the
new EBSC differs from the old, is used to create a new EBSC. The accuracy of
this new EBSC is verified.
Following is a backup of the newly created EBSC, if it is a critical component
that is not easily recovered over the air following a failure during the update
process. Examples of critical components are files used in the update procedure.
After an optional reset configuration data is backed up, followed by a replacement of the old EBSC with the new version. The EBSC is verified for accuracy
and the configuration data is updated and verified. After this a final check is
performed in order to see if the upgrade as whole was successful or not. If it was
successful, the backup of EBSC and configuration data is removed, otherwise error
recovery is performed.
Analysis of the Procedure
We believe that the robustness of the procedure is good. By performing a check
on battery status before the upgrade is started, the chance of being able to finish
the update process once started is increased. Before any data is replaced, in case
of a critical component, a backup is taken. Also, a verification of the accuracy is
performed after each write to memory. Depending on the algorithm used for this
verification the system should be able to identify if data is accidentally modified
in any of the steps.
We have found one detail that might be a problem: No backup of the old
EBSC is taken once the new EBSC is verified. Once the new EBSC is written
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Figure 4.4. Flow diagram for upgrading components using difference files, image copied
from the patent [13].
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to memory, replacing the old version, it isn’t possible to start the old EBSC in
case the new version doesn’t work. This should only be a problem if the EBSC to
replace contains the code for the update procedure and, additionally, contains a
serious flaw in the update procedure making it impossible to load a new EBSC.
The security seems to be concentrated in the initial connection to the update
server, before any update files are transferred. It is not mentioned how the files
will be transferred from the server to the client [13]. The update procedure as such
relies on verification of accuracy, a suggested algorithm is CRC. As was described
in the analysis of the previous patent, this algorithm is designed to withstand
random modifications, not dedicated attacks.

4.2.3

Patent: Booting and Boot Code Update System Using
Boot Strapper Code to Select Between a Loader and
a Duplicate Backup Loader

This patent aims to solve the problem of having an incomplete boot loader after
an update of the same where the update is stopped due to abnormal causes [22].
The solution involves using a boot strapper, a boot loader and a backup boot
loader. A boot strapper is defined in the patent as the first thing executed by the
processor upon startup, responsible for initializing hardware and starting the boot
loader. In practice this system can be defined as having a dual stage boot loader.
The boot strapper is static but the boot loader is updatable.
In figure 4.5, copied from the patent, a block diagram of the memory map of
a programmable non-volatile memory can be seen. The boot strapper and boot
loader are stored consecutively at the top of the memory. The update block at the
bottom of the memory is used when the boot loader or software is to be updated.
The Boot Update State, see figure 4.5, is used to signal if the update has started
or is finished.
When the update procedure is started, a copy of the current boot loader is
placed in the Update block and Boot Update State is set to reflect that the update
has started. When the update is complete, Boot Update State is set accordingly.
Upon system start, the boot strapper is executed. Among the last instructions
is a test of Boot Update State. If the boot loader was updated successfully, Boot
Update State should reflect this and control is passed to the boot loader. If on
the other hand the procedure was interrupted, the boot strapper notices this and
executes the backup boot loader stored in the Update block.
Analysis of the Procedure
The robustness of the procedure is generally good. Since the boot strapper is static,
it should be possible to build a system in which it is not possible to accidentally
modify the boot strapper. If the boot strapper is working, it will select between
the backup boot loader and the updated boot loader, depending on if the update
process was finished or not. No data is replaced before a backup is taken and the
system will update Boot Update State before the old boot loader is replaced.
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Figure 4.5. In the memory map for the non-volatile memory, a memory block is reserved
for a boot strapper, a boot loader and boot backup and state. Image copied from the
patent [22].
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We think that the main weakness is the lack of data verification after making
a backup of the boot loader to the Update block. If the boot loader is corrupted
while copied to the Update block and the update procedure fails, the boot strapper
will try to execute the backup which is now corrupt.
The procedure provides no protection against unapproved boot loader updates.

4.2.4

Patent: Secure Firmware Update Procedure for Programmable Security Devices

This patent presents an update procedure where encrypted firmware is downloaded, decrypted and installed on a programmable device [19].
The basics are an old firmware, Fold , currently on the system, and an update
file comprising an encrypted updated firmware, Fnew , and unencrypted auxiliary
data. Auxiliary data can include information such as manufacturer name, version
number of Fnew and Fold , a random number or nonce, and a digital signature 3 of
Fnew . The nonce is used to give the firmware producer the possibility to encrypt
the firmware with a unique key for each device. In the patent, the digital signature
is described as a one-way function, a function that is irreversible, depending on a
secret known only to the firmware producer.
Further, the system comprises one unchangeable part of firmware that is responsible for the update procedure, and one changeable part.
The steps of the procedure can be seen in figure 4.6. First the system searches
for an update file. If one is found, the auxiliary data and the nonce is used to
calculate the symmetric encryption / decryption key K. K can be generated by
for example a one-way function of the auxiliary data from Fnew and the hash of
Fold .
After FWnew has been loaded, it is decrypted using K. A validity check is
performed on the firmware; the patent suggests using for example digital signature
techniques or encryption. Finally, if it passes the check, the firmware is written to
memory.
In the event of an interrupted firmware update process the patent suggests that
methods for reverting to a previous state are implemented. If this is not possible,
a so called initialization mode can be activated. In this mode, the firmware accepts firmware code encrypted by a key that depends on the device’s unique serial
number.
Analysis of the Procedure
We believe that this procedure in itself adds no robustness. The patent does
suggest a reversion to a previous state in case the code is found corrupt. These
suggestions don’t seem to be part of the update procedure since few details are
given.
From a security viewpoint we think that this patent provides some security,
but that the inventors might have mixed up the concept of digital signatures.
3 Read

about digital signatures in 3.2.6.

4.2 Firmware Update Methods - Examples from the Industry

35

Figure 4.6. The update procedure is illustrated in this image, copied from the
patent[19]. FWnew is encrypted with a key that is calculated from data in the update
file and data from FWcurr . Once decrypted, the validity of FWnew is verified.
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First, Fnew is protected by a symmetric cipher. This means that the key, K,
must be known to both the firmware producer and the system. Further, the key
is calculated using unencrypted data in the update file and data, such as a hash,
from Fold . In the patent, Fold is said to be kept secret all the time since the
initial firmware is installed at the factory and all firmware updates are encrypted.
But hardware attacks and software vulnerabilities might make it possible for an
attacker to extract Fold .
If an attacker acquires K, for example by extracting Fold and using this information together with the unencrypted auxiliary data of Fnew , any firmware could
be encrypted with a key that would make the system decrypt it correctly.
The remaining obstacle for an attacker would be the validity check. If a digital
signature is calculated "by one-way functions" using secret information known only
to the signer [19], we don’t see how the system could verify the signature without
knowing the secret information and it might be possible that designers using the
procedure would skip this test. On the other hand, if digital signatures are implemented by public encryption techniques, the validation could be performed using
the firmware provider’s public key without the system having to know the secret
counterpart.

4.2.5

Patent: Methods, Systems and Computer Program
Products for Rule Based Firmware Updates Utilizing Certificate Extensions and Certificates for Use
Therein

In the patent, certificate chains and rules are used to create an update system
that is flexible and in which the same update file can be used in different target
systems, according to the patent [20]. We have chosen to concentrate on how the
actual firmware update and verification is performed instead of the flexibility of
the procedure, therefore we will not describe certificate chaining.
A certificate contains rules that can decide things such as on which device the
firmware can be installed, and a valid old firmware version if one is required. The
rules can also specify how the provided update image should be handled. Using
rules of this sort it is possible to send an installation program in the image, which
is executed and performs the actual update. This adds the same sort of flexibility
as when using a microprogrammer based firmware update procedure described
in 4.1.1.
The certificates allow for verification of update image authenticity [20]. The
firmware producer can calculate a hash of Fnew and encrypt this hash with a private
key known only to the firmware producer, privkeyproducer . The resulting digital
signature of the firmware is stored in the certificate together with the public key,
pubkeyproducer . A digital signature of the certificate is computed using a different
private key, privkeysystem , a key whose public counterpart, pubkeysystem , is stored
in the target system.
Following are the basic steps of the update procedure [20]. An update file is
received by the system, comprising a certificate and Fnew . The digital signature of
the certificate is checked using pubkeysystem . Once the certificate is validated, the
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rules in the certificate are checked. The next step is the verification of Fnew . This is
performed by decrypting the digital signature of Fnew , contained in the certificate,
and comparing it against a newly calculated hash of Fnew . If it matches, the
firmware is deemed authentic and will be installed.
One security feature we find interesting is the use of what is called a security
window [20]. The purpose of the security window is that certain memory areas
should only be accessible during execution of the update procedure. Figure 4.7
illustrates one exemplary implementation of the security window. In the suggested
implementation, privsystem and the code for the update procedure itself, is stored
in Read Only Memory (ROM), a memory that is not programmable. FWcurr is
stored in Programmable Memory and a Memory Controller connected to a latch
(number 18 in the figure) and the processor controls access to these memories.
Read access to the ROM and write access to the programmable memory is only
permitted when the output, Q, of the latch is 1. A logical 1 on the latch’s S-input
will put Q into logical 1 state until a logical 1 is sent to the latch’s R-input.
This construction leads to the following: On system reset, the ROM is readable
and it is possible to write to the programmable memory [20]. It is suggested that
a mechanism exists that will check for the existence of an update file when the
system boots. If no file is found, if any of the validation steps described previously
fail, or when the update is complete, the processor sends a logical 1 on the latch’s
R-input and it will not be possible to read from ROM or write a new firmware
anymore.
Analysis of the Procedure
No robustness is discussed or provided by the patent. One might argue that the
use of a security window makes the system more robust since accidental writes to
the programmable memory should not be possible outside of the update procedure.
We think that using certificates and digital signatures as described in this
patent provides good security. The security is based in storing the correct keypubsystem
in the system and keeping keyprivsystem secret from an attacker. The patent suggests that keypubsystem should be stored in ROM; this should make it harder for
an attacker to install a customized public key. The security window is another concept that increases the strength of the update system. An attacker with physical
access might be able to disable the protection provided by the memory controller
and the latch, but we think that it is a good idea to have it since it adds more
obstacles for an attacker.

4.3

A First Attempt on a Security Enhanced Update Procedure

Using the information from the previous chapter and ideas from the patents introduced in this chapter, we have made a first attempt on defining a security
enhanced update procedure. The resulting flow diagram can be seen in figure 4.8;
each step is described in this section.
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Figure 4.7. A latch and a Memory Controller are used to limit access to the Read
Only Memory, containing the update procedure code, and the Programmable Memory
in which the firmware resides. Image copied from patent [20].
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The firmware verification is performed using a digital signature as described
in 3.2.6. Using this method, the firmware producer calculates a hash of FWnew
and encrypts it with a private key KSproducer resulting in a digital signature. The
digital signature is sent together with FWnew to the system, which can verify
the firmware by decrypting the digital signature using the producer’s public key
KPUBproducer and compare the hash with a calculated hash of FWnew .
Figure 4.8 depicts the flow diagram for a proposed update procedure. We have
used the boot loader based approach described in 4.1.2 as a base and modified it
with what we believe to be the best parts from each patent previously described.
We have chosen not to include the pre-qualification check as introduced in
in 4.2.2, even though we think it is a good method for reducing the risk of not
being able to finish the update once started. The reason is that our target system
is not a mobile device and should be connected to a power supply at all times.
1. Enter Firmware Update State
In the first step of the procedure the system prepares for a firmware update by
taking actions such as saving important state information and halting all running
processes. This could be initiated by events such as the user pressing a button,
signaling on the update interface, or if the current firmware is deemed corrupt.
2. Get Update File
When the update has begun, an update file is downloaded to the device. This file
comprises both FWnew and the digital signature, inspired by 4.2.5 and 3.2.6. We
chose not to use certificates or rules since it adds more complexity, we want the
procedure to be easy to analyze. The firmware is assumed to be uploaded on the
Ethernet interface since the target system is a home office router.
3. Verify FWnew
Once the update file has been loaded into the system, the validity of FWnew is
checked using the digital signature. The primary purpose of this step is to assure
that only approved firmware can be installed. The update procedure is aborted if
the verification fails.
4. Backup Critical Data
Before writing FWnew to flash memory, a backup of critical data is suggested
in 4.2.3. If the memory containing the firmware update procedure is to be updated,
it is backed up. We regard the firmware update procedure as part of the firmware
if it is updatable, which implies that a backup of FWcurr can be performed. It
is important that the system can use the backup in case anything goes wrong
during the update. If a stable system is a priority, it is important that the system
can restore the backup automatically since abnormal causes can make the update
procedure fail at any time [22]. We have solved this by using a status flag, presented
in step 5.
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Figure 4.8. Flow diagram for a security enhanced update procedure. The firmware
verification is performed using a digital signature stored in the update file. An Update
Status flag makes is possible to start either the firmware backup taken in step 4 or the
regular firmware.
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Before moving to the next step in the procedure, the system validates that the
backup copy is correct, using for example a CRC check or a hash function.
5. Install FWnew
In the step Install FWnew the new firmware image is programmed into flash memory. We have chosen to use a flag variable, Update Status, which keeps track on
the installation status, as suggested in 4.2.3. This flag is set to update started
before the programming commences.
6. FWnew Installed OK?
Following the programming is a test if the new firmware has been installed properly.
In this test, a CRC or a hash of FWnew can be calculated and compared with the
firmware now installed. The purpose is to decide if the installation was a success.
On a successful validation, Update Status is set to update complete and the system
is restarted. If the programming failed, the system can retry by executing this step
multiple times.
7. Restore Backup
Upon failure in step 6, the backup of FWcurr is restored. Once the backup is
programmed to memory, the data written is validated against the backup copy
and, if deemed identical, the backup copy may optionally be erased. Even if the
backup cannot successfully be restored, it should be possible to start the system
as long as the backup, taken in step 4, is intact.
System Boot
Not part of the procedure, but an important part of the update system is an error recovery mechanism performed during system startup. Upon system startup
the flag Update Status, is checked. The flag, if set, can assume the values update
started and update complete. If the flag is set to update started, the programming
of the firmware in step 5 of the procedure was initiated but not successfully completed. In this case it is important that the system executes the firmware backup
instead of the regular firmware image since the regular firmware image may be
incomplete or corrupt.

Chapter 5

Threat Analysis
In this chapter we perform a threat analysis of a home office router sold with loss
from a wireless community network. The concept of analyzing threats using attack
trees is also introduced.
A threat is defined as an action that, if performed, would compromise the
security policy of the target system. The security policy of a field updatable
system might be only to allow approved firmware to be installed or executed.
An attack vector is defined as a way of exploiting a vulnerability. Further, an
attacker is defined as the person or persons that by means of using attack vectors
can mount an attack on the target system. A countermeasure is defined as a way
of preventing a threat.

5.1

Target System and the FON Community

Without having a specific system in mind it is hard to perform an analysis of
the threats that exist. A 100$ micro-wave oven of course has completely different
attack scenarios than a control system of a nuclear plant. We have chosen a
home office router as the target system to analyze. This partly because home
office routers of today have many of the common elements of embedded systems,
described in chapter 2 and depicted in figure 2.1, and partly because it is a product
the reader is likely to be familiar with.
The usage scenario for the router is based around the wifi community FON [24].
This community wants to provide free, or almost free, wireless internet access to
its members, all over the world. By registering with the community and sharing
their internet connections, members can get free access to other members’ internet
connection while for example on travel. Years ago, before switching to a custom
made router, this was accomplished by means of a specialized firmware installed on
a stock home office router. The community sold these routers at a very low price,
at times they were even given away for free, presumably in order to expand the
community’s reach and getting peoples’ attention. Members were able to surf the
web wirelessly in their homes, running the custom firmware provided with these
units. At the same time the firmware made it possible for other members to log
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in with their FON user name and password to surf for free. Non-members could
also use the network, but had to pay a small fee to the FON community.

5.2

Profiling the Attacker

Profiling the attacker means creating a brief profile of the attacker and the attacker’s goals.
The target system described in 5.1 is a home office router sold at a very low
price. One obvious goal of an attacker would be to purchase units to have them
dismantled and use the parts in other projects. Since this has nothing to do with
firmware updates, we have not investigated it further. Another goal not further
investigated is attacks on an eventual login system, and Denial-of-Service (DoS)
attacks on the router itself.
The goal we consider as the most probable is for an attacker to buy the router
and make it controllable. This could for example be done by installing a custom
firmware instead of the one provided. This would give the attacker a cheap, configurable wireless network at home. We refer to this attacker, being the owner
of the target system, as Aowner . Attacks aiming to change the existing firmware
are further investigated in this chapter. Another attacker interested in changing
the firmware might be one that wants to subvert another user’s router either with
the purpose of spying on the user or using the router / user’s network as a base
from which attacks such as DoS attacks can be launched. This type of attacker is
referred to as Aexternal .
The next question is who the attacker is. Attackers could be identified by who
they are and what their background is, such as being a student, a former employee
or foreign national. They could also be identified by what they are capable of, such
as their knowledge and access to equipment. We have chosen the latter approach
since we believe that it is more important to know what to protect from than
whom in the case of the home office router.
Since both attackers’ goal is to install custom firmware in order to control the
router, it can be concluded that both Aowner and Aexternal are probably persons
with technical background. In the case of Aowner , a non-technical person would
probably not need to alter the default behavior of the router. The same goes for
Aexternal .
We have profiled the attacker as a student. It is assumed that he or she is a
person with some technical knowledge and access to advanced equipment at the
university. We assume that both Aowner and Aexternal have physical access to the
router. By doing this, the security of the system must be as strong for external
attackers as it is to owners. In the following analysis we do not make a difference
between Aowner and Aexternal . They are both referred to simply as the attacker.

5.3

Router Specifications and Update Procedure

We do not analyze a specific router make or model, but for the sake of illustration,
the specifications of the router are assumed to be the following:
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• 200 MHz Broadcom CPU
• 16 MB RAM
• 4 MB Flash Memory
• 5 Ethernet ports, 4 LAN, 1 WAN
• Firmware stored in flash memory
The update procedure used in the router is assumed to be the security enhanced
procedure defined in 4.3. The flow diagram for this procedure can be seen in
figure 4.8 on page 40.
The system’s boot-loader, firmware and configuration data is stored in the nonvolatile flash memory. This memory is sufficiently large to hold both the old and
the new firmware image at the same time. According to Chiloyan most devices do
not include a backup copy of the firmware as this system does [9], but we make
this assumption for sake of simplicity. The memory is a boot block flash memory
with four logical compartments:
• F4: configurations
• F3: alternate firmware
• F2: alternate firmware
• F1: permanent boot loader
F1 consists of the boot block and stores the permanent boot loader, this block
is not updated when the firmware is updated. F2 comprises two parameter blocks
and is used to store all configuration values and user data that are necessary to
keep between firmware versions. The third and fourth compartments, F3 and F4,
are identical in size and are stored on the same number of blocks. F3 and F4 are
both big enough to hold a firmware image of the maximum size. This memory
layout makes it easy to replace the firmware in a fail-safe manner since it is possible
to have a backup of the old firmware image during update.
The system is bootstrapped with a dual stage boot loader. The first boot
loader, stored in F1, is meant to be permanent and not updatable. The second boot
loader is a part of the firmware, thus updatable, and stored in F3 or F4, depending
on where the current firmware is stored. The first boot loader is responsible for
initializing hardware, and to start the second boot loader.
The system communicates with the outside world via an Ethernet port. The
update is performed via the same Ethernet interface. It is initiated by the press
of a button on the device followed by sending a certain command sequence to the
system.
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Using Attack Trees to Model Threats

The possible threats on a complex system can be very many, making it difficult to
get an overview. To solve this, Bruce Schneier introduced a concept called attack
trees [33]. An attack tree is used to model threats on a target system, and in the
following sections the concept of attack trees together with an attack tree for the
router is presented.

5.4.1

Attack Tree Basics

The purpose of the attack tree is to model threats in order to see which threats
are in need of countermeasures [33]. An attack tree is a structure with one root
and one or multiple nodes, each node possibly containing more nodes.
Figure 5.1, courtesy of Bruce Schneier, is an example of a graphical attack tree
for a safe. The root element, Open Safe, is what the attacker wants to accomplish.
It is suggested that the root element should be tied to a business issue in order to
convince top management of the necessity to properly fund the security analysis
[41]. To reach the root element in the figure, the attacker can use either the
attack vectors Pick Lock, Cut Open Safe and Install Improperly or one of the
attack vectors belonging to the class Learn Combo. One important aspect when
creating an attack tree is that all possible ways to the root should be accounted
for. In the example with the safe, if the security analyst forgot the attack vector
consisting of having the safe improperly installed, potentially no countermeasures
would have been developed for this attack. Thus, the vector could easily be used
by an attacker.
As can be seen in the figure, the attack tree has been extended with an indication of how hard it is for the attacker to mount the specified attack. This
is the analyst’s view of how hard it is; in reality it might of course be harder or
easier. Other authors have extended the tree with indications of things like the
probability of attack and the cost of attack. We will give indications of how hard
an attack is in the text.
In a more complex analysis it might be preferable to represent the tree in a
textual form, as can be seen in figure 5.2. It is also possible to extract the details
of one of the nodes, making it an attack tree of its own.

5.4.2

Attack Tree for the Home Office Router

In this section an attack tree for the home office router sold by the FON community
is created. We have only chosen root threats specific to firmware updates, since our
aim is to enhance the security of the update process, not the security in general.
One of the goals of the secure firmware update system is to make sure that
only firmware approved by the manufacturer can be installed, as was introduced in
chapter 1. Installing custom firmware was also one of the attacker’s goals identified
in 5.2. Thus, the first root threat is Installing unapproved firmware. This could
be done by creating an update file that would be successfully verified by the
system, by circumventing the steps of the update procedure or by other methods.
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Figure 5.1. An attack tree of a safe, depicting the different ways of getting the contents
of the safe. Image courtesy of Bruce Schneier [33].

Open Safe
1. Pick Lock
2. Learn Combo
(a) Find Written Combo
(b) Get Combo from Target
i. Threaten
ii. Blackmail
iii. Eavesdrop
A. Listen to Conversation (AND)
B. GetTarget to State Combo
iv. Bribe
3. Cut Open Safe
4. Install Improperly
Figure 5.2. The same attack tree as depicted graphically in 5.1 can also be represented
textually.
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These three attack vectors, though vague, represent 100 % of the possible ways an
attacker could achieve his purpose. Many times it is not easy to confirm that all
paths to the root have been found, the practice is to let many people look at the
attack tree and try to find out new ways. Working in this manner, the attack tree
in figure 5.3 has been created for the target system.
As hackers find new vulnerabilities in a system, it is common practice for the
manufacturer to release a new firmware version that eliminates these vulnerabilities. By downgrading systems to an old vulnerable version, attackers can use old
attack vectors. There are many examples of this; one is Apple’s iPhone that used
to require downgrading in order to be hackable [1]. The second root threat that
we have identified is for an attacker to Revert to Old Firmware. No attack tree is
created for this threat since the update procedure under analysis has no protection
against downgrading, an attacker could simply obtain an old firmware image and
install it on the device. This threat will be further discussed in 5.5.
We have identified three different classes of attacks that can be used to achieve
the attacker’s goals, each class has its associated attack vectors.
1. Create an Update File that will Pass Verification. In these kinds of attacks,
the attacker crafts an update file that will pass the firmware verification
check of the target system. Since the firmware is verified using a digital
signature comprising a hash of the firmware that is encrypted using the
firmware producer’s private key, the attacker can either Create a Firmware
Image with Identical Hash as FWnew , or Obtain Private Key to Create a
New Digital Signature.
2. Circumvent Verification Logic. Here, the goal of the attacker is to circumvent
the various verification steps in the update procedure to be able to install
FWattacker . One example of such an attack is to modify the code checking
the digital signature of the firmware so that it will accept the attacker’s
signature. Each attack vector is associated with one or more steps of the
update procedure in 4.8.
3. Install Using Other Methods. In this category we place threats not specifically associated with the update procedure per se, but that we think are
worth mentioning. If the attacker cannot create a verifiable update file and
the verification logic is too hard to circumvent, it might still be possible to
use attack vectors such as writing FWattacker directly to flash memory.
In the following sections the attack vectors we have found are presented, in
the same order as they appear in figure 5.3. For each vector, requirements for
the attack and information on how the attack can be mounted are given. Those
attacks we have found most interesting are listed in 5.5 and countermeasures are
suggested in chapter 6.
1(a)i. Cryptanalysis of Hash Function
Cryptanalysis of the hash function means breaking the hash function. A cryptographic algorithm is considered broken if it is possible to find a weakness in the
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Install Unapproved Firmware
1. Create an Update File that will Pass Verification
(a) Create Firmware Image with Identical Hash
i. Cryptanalysis of Hash Function
ii. Brute Force Attack on the Hash Function
(b) Obtain Private Key to Create a New Digital Signature
i. Get Private Key from Firmware Producer
ii. Cryptanalysis of the Algorithm, Digital Signatures
iii. Brute Force Attack on the Algorithm, Digital Signatures
2. Circumvent Verification Logic
(a) Replace Public Key Stored on System
(b) Modify Validity Check Code
(c) Use Valid Firmware, Replace after Check
(d) Spoof Communication
(e) Hardware Manipulation Attacks
3. Install Using Other Methods
(a) Write Firmware Directly to Flash Memory
i.
ii.
iii.
iv.

Use External Programmer
Use Debug Interface
Use Tools (FIB)
Exploit Vulnerability in Running Code

(b) Exploit Fall-back Mechanism
(c) Replace Flash Memory Chip
Figure 5.3. Attack Tree for the Home Office Router, Install Unapproved Firmware.
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algorithm with a complexity less than brute-force [31]. In the update procedure
the hash function is used in the digital signature, as a unique identifier of the
firmware image. The update file comprises an unencrypted firmware image and
a digital signature. If the attacker knows which hash function is used, which we
assume, a second preimage attack can be performed1 . Here the goal is to find a
firmware F W ′ hashing to the same value as the original firmware F W .
Requirements: A hash algorithm with known vulnerabilities or new results in
cryptanalysis.
Attack vector: The attacker uses results from cryptanalysis to create a firmware
that hashes to the same value as the original firmware.
Probability: The probability of a successful attack depends on the algorithm
used and results in cryptanalysis of this algorithm. According to Daum, nearly all
hash functions of the MD4-family have known attacks on the collision resistance
[11]. On the other hand, he found only one preimage attack worth mentioning,
but the reason for this could simply be that not so much effort has been put
into breaking the preimage resistance [11]. We think that the probability of a
cryptanalysis attack on the hash function is low, but it is probably wise to use
other algorithms than those from the MD4-family.
1(a)ii. Brute Force Attack on the Hash Function
A brute force attack on the preimage property of a hash function will basically
try input strings at random until an input string is found that hashes to the same
value as the preimage. Typically 2n input strings would be needed to obtain an
unknown preimage M ′ hashing to the same value as the original preimage M [8],
where n is the number of output bits generated by the hash function.
Requirements: For practical attacks, the attacker needs to know which hash
function is used in the system, since this would make it possible to calculate the
hash value of a firmware without having to use the update procedure.
Attack vector: The attacker might append random data, that will never be
executed, at the end of FWattacker , hash this data and compare it to the hash
value of FWnew . When a second preimage is found, FWnew can be replaced with
this preimage in the update file and the system will accept it as being valid.
Probability: We do not think that a pure brute force attack is very probable.
Since it requires 2n random input strings, it should be at least this difficult to find
a second preimage that contains chosen firmware code.
1(b)i. Get Private Key from Firmware Producer
In order to create new firmware that will pass as valid, the firmware producer,
must be in possession of the private key. It is possible that the same private
key is used for many units, and that the creation of the digital signature is an
automated task. If an attacker can acquire the private key, verifiable update files
can be created. This attack vector shows that a secure system is not enough; all
relevant secrets must be protected even if stored in a remote location.
1 Second

preimage attacks are described in 3.2.2.
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Requirements: Private key known or accessible by employee or by system under
attacker’s control.
Attack vector: If the key is known to an employee, the employee can for example be threatened into revealing it. Another approach would be to use social
engineering, such as calling the employee pretending to be a coworker in need of
the key. If a backup of the key is stored somewhere, it can be stolen. By gaining
access to the firmware producer’s system, it might be possible to extract the key.
These are only a few examples of how the key could be acquired.
Probability: The probability of this attack depends on the value of the device
and risks involved. In the case of a home office router, we believe that the probability of this attack should be low, considering that threatening an employer or
breaking into a system might be an attack that would cost the attacker more than
would be gained.
1(b)ii. Cryptanalysis of the Algorithm, Digital Signatures
As was the case with the hash function, the cryptographic algorithm or the implementation thereof might have exploitable flaws making it possible for an attacker
to acquire the private key or otherwise provide a digital signature that would be
considered valid by the system.
Requirements: Algorithm or implementation that has not been properly tested,
or new flaws have been found through cryptanalysis. For example, the implementation of the RSA algorithm might have been optimized for quick signature
generation or verification time, lowering the strength of the algorithm [7].
Attack vector: The attacker uses flaws in the cryptographic algorithm used, or
the implementation thereof, to acquire the private key.
Probability: If the public key cipher used is implemented poorly or the algorithm is weak it is probable for an intelligent attacker to perform a successful
cryptanalysis of the algorithm. According to Stapko, proven algorithms such as
3DES, AES and RSA should be used [36]. We have not studied attacks on public
key ciphers in depth, but some interesting attacks on RSA and the implementation thereof, can be found in the document Twenty years of attacks on the RSA
cryptosystem [7]. In general, if known cryptographic algorithms and common implementations of these are used, we believe that the probability of this attack is
low, at least for now.
1(b)iii. Brute Force Attack on the Algorithm, Digital Signatures
Whereas a brute force attack on the hash algorithm consisted of trying messages at
random, the meaning of a brute force attack on an asymmetric algorithm depends
on the algorithm. Take RSA for example: The security of the algorithm comes
from the difficulty in factoring very large numbers. The oldest and least efficient
method is trial division, in which all prime numbers smaller than sqrt(n) are tried.
Requirements: An algorithm with a key length sufficiently small for an attacker
to launch a successful brute force attack.
Attack vector: The attack vector depends on the algorithm used for digital
signatures. The goal is to acquire the private key.
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Probability: As long as the system uses good cryptographic algorithms with
sufficient key lengths, the probability of a brute force attack should be very small.
We believe that an attacker with the time and resources to perform a brute force
attack on an asymmetric crypto would not target a home office router.
2a. Replace Public Key Stored on System
The firmware verification is done by validating a digital signature by decrypting
it using the firmware producer’s public key, which the target system needs access
to. Thus, one attack would be to replace the public key stored on the system with
the attacker’s public key. This would make it possible for the attacker to sign
FWattacker with his own private key.
Requirements: The public key stored in a memory that can be modified or on
a chip that can be replaced.
Attack vector: Depending on how the key is stored an attacker can use different
attack vectors. If the key is stored in programmable flash memory, the attacker can
use the same techniques described in Write Firmware Directly to Flash Memory.
If the key is stored on ROM or OTP it might be possible to use advanced tools
such as the FIB to alter the memory’s content. It might also be possible to replace
the chip altogether.
Probability: Compared to attacks on the cryptographic algorithms, we believe
that the probability of this attack is high. Using advanced tools might not be the
first thing an attacker does, but replacing a memory chip might only require a
soldering tool.
2b. Modify Validity Check Code
In the event that it is possible to modify the code of the validity check itself, this
poses a serious threat.
Requirements: Possibility to modify code for integrity check in RAM or ROM.
Attack vector: The attacker could modify the existing code so that the integrity
check accepts unapproved firmware. As an example, take a system in which the
validity code decrypts the digital signature, compares it with the hash value of the
firmware image and performs a jump if the hash is correct. If an attacker could
replace the whole validation code with a jump to this address, any firmware could
be installed. If the validation code is stored in flash memory, this could be done
using the same techniques described in Write Firmware Directly to Flash Memory.
Probability: We believe that the probability of this attack is high.
2c. Use Valid Firmware, Replace after Check
Is it possible to pause the processor and alter the contents of RAM? In that case,
the correct update file could be used in step 3 of the update procedure (Verify
FWnew ). Once the file is accepted and the firmware image stored in RAM, the
attacker could stop the processor and replace the firmware image with FWattacker .
This would have to be performed before step 5, Install FWnew is performed. We
have not investigated this attack further.
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Requirements: Possibility to replace the firmware image during the update
procedure, between step 3 when it is verified and step 5 when it is installed.
Attack vector: Initiate the firmware update process using an approved firmware,
but replace it before it is transferred from RAM to ROM.
Probability: Unknown, we don’t know how easy it would be to perform such
an attack.
2d. Spoof Communication
If hardware external to the microprocessor is used in integrity checks, the processor
must communicate with the hardware somehow.
Requirements: Integrity check at least partly done by external hardware. Unprotected communication between the microprocessor and the external hardware.
Attack vector: The attacker can hijack the communication between the microprocessor and external hardware. If the external device has a direct connection
to RAM and generates an integrity check answer for the processor, it might be
possible to spoof the answer.
Probability: We believe that the probability of this attack is high.
2e. Hardware Manipulation Attacks
In this category of attacks, the attacker manipulates the hardware in order to
make the system behave in a way that it was not designed to behave. Examples
are disturbances in the system’s clock frequency or in the power supply to a chip.
Requirements: Physical access to the system.
Attack vector: The attacker introduces some kind of disturbance, such as an
increase in the internal clock frequency, at the exact moment when a vital instruction in the integrity check procedure is about to be executed. If the integrity check
performs a jump on failure, the attacker might be able to block the execution of
the jump instruction by momentarily increasing the internal clock frequency, effectively making the system accept the firmware even though it might be unapproved.
Probability: Unknown. How hard is it to perform a glitch attack?
3(a)i. Use External Programmer
By attaching an external programmer to the flash memory, it might be possible
to reprogram it with unapproved firmware.
Requirements: A flash memory that can be removed or a system where an
external programmer can be connected to the memory in-system without damaging
vital components.
Attack vector: There are two obvious attack vectors. The first is for the
attacker to physically remove the flash memory from the chip and place it in
a programmer. The second is to connect the external programmer to the flash
memory while it’s still mounted on the board. As an example of the latter, consider
a system where the flash memory has a direct connection between its pins and pins
on the CPU. If the attacker manages to get the connected pins on the CPU into tristate mode an external programmer can be connected directly to the flash memory
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and the firmware written without damaging the CPU. If the code for the update
procedure resides outside of the flash memory, an attacker would need to create
a custom firmware update function in order not to have to repeat this procedure
with each update of FWattacker .
Probability: The probability depends on the system design especially the possibility to tri-state the CPU pins connected to the memory and how easy it is to
remove the flash memory. We believe that this attack would be more probable
than an attack on the cryptographic algorithms, since the attacker has physical
access to the device.
3(a)ii. Use Debug Interface
Many systems are manufactured with a debug interface used to validate proper
functionality before the system is delivered to the end user. JTAG and BDM,
described in 2.3.2 are examples of common debug interfaces. Sometimes these
interfaces allow for interaction with the system’s components such as the flash
memory.
Requirements: A debug interface on the system making it possible to communicate with the flash memory.
Attack vector: The attacker uses the debug interface to write data to the flash
memory.
3(a)iv. Exploit Vulnerability in Running Code
The code might contain vulnerabilities that can be exploited by the attacker. By
carefully crafting the input to the system, an attacker might be able to execute
arbitrary code. An easy example is a system that accepts a four digit password
from the user. If the length of the password isn’t validated, it might be possible for
an attacker to provide a really long password that, when processed by the system,
will lead to the execution of unintended code.
The vulnerability might exist in the code for the update procedure or in any
other piece of code such as code belonging to the administrative web interface if
one is provided with the system. Since it is a problem with code in general and
not specifically tied to the update procedure, we have chosen not to investigate
the exploitation of vulnerabilities in running code further.
3b. Exploit Fall-back Mechanism
Some systems are designed so that a new firmware can be uploaded via for example
TFTP2 as a last resort in case the normal firmware has been corrupted. This
behavior makes it possible for the end user to put the system back online even
after the normal firmware uploading procedures stored in the firmware has been
destroyed.
Requirements: The system is vulnerable if it has a fall-back mechanism for the
firmware updating procedure that has less security than the normal mechanism,
2 TFTP, Trivial File Transfer Protocol, is a very basic FTP protocol that can be implemented
in a very small amount of memory.
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activated by a certain event. The event could be for example the system not being
able to successfully verify the integrity of the firmware during three consecutive
boot attempts.
Attack vector: The attacker makes sure that an event occurs, which will result
in the system falling back into a less secure firmware updating procedure, thereby
effectively lowering the security. Consider a system which falls back to a TFTP
based firmware upload, strengthened by a four character password check, in case
the integrity check of the existing firmware fails. The integrity check is performed
by calculating the SHA-1 hash of the firmware and comparing it to a known value
stored in an OTP memory.
By writing bogus data to the flash memory, the system enters its fall-back
state and the attacker only needs to guess a four character password in order to
successfully attack the system.
Probability: We believe that this attack is probable if a fall-back mechanism
exists.
3c. Replace Flash Memory Chip
It might be possible for an attacker to replace the flash memory chip altogether
with a chip containing FWattacker . This attack is very similar to the one described
in 3(a)i. Use External Programmer, the only difference being that the chip is
replaced instead of only reprogrammed.

5.5

Choosing the Threats to Counter

In the previous sections a profile of the attacker and possible threats and attack
vectors have been established. It might not be cost efficient to try to design a
system countering all threats. Depending on the usage scenario of the system, the
budget set aside for security countermeasures or other criteria, a subset of threats
might have to be chosen. The limiting factor in this thesis work is time and
therefore we have chosen to further investigate only some threats on the update
procedure per se. The threats we have chosen are listed below and are addressed
in chapter 6. This list should not be seen as an indication of the importance of
the threats chosen.
1. Revert to Old Firmware. We think that it is important with a mechanism
that hinders the installation of old firmware versions with known vulnerabilities.
2. 1(a)i. Cryptanalysis of Hash Function
3. 1(a)ii. Brute Force Attack on the Hash Function
4. 1(b)ii. Cryptanalysis of the Algorithm, Digital Signatures
5. 1(b)iii. Brute Force Attack on the Algorithm, Digital Signatures

Chapter 6

Security Enhanced Firmware
Update System
There exist many ways of circumventing security measures in a system, as has been
studied in the previous chapter. We have not found any best-practices in how a
secure firmware update should be implemented but there existed a broad flora of
patents on presumably secure processes. Five of these were chosen and analyzed in
chapter 4 and from this information a first version of a security enhanced update
procedure was created. A threat analysis of a home office router using this update
procedure was performed in chapter 5, and some threats were chosen for prevention
in the update procedure. This chapter introduces our final proposition for an
update system.

6.1

Properties of Proposed System

This chapter seeks to describe a system with the following properties:
1. The system’s update procedure will not accept firmware that is not approved.
2. The system mitigates the following threats, defined in 5.4.2:
(a) Reversion to an old, vulnerable, firmware version.
(b) Brute-force and cryptanalysis attacks on the verification algorithms.
Additional important properties of secure systems, such as a secure boot process, have not been studied in this thesis but are discussed in 7.2.

6.1.1

Reversion to an Old, Vulnerable, Firmware Version.

A method for preventing downgraded firmware to boot is presented by the Trusted
Computing Group (TCG) in the TCG Mobile Trusted Module Specification [18].
In the specification a monotonic counter is used. A monotonic counter is a counter
57

58

Security Enhanced Firmware Update System

that only counts in one direction and will not wrap around, thus a counter that
should never return to the same value twice [18]. According to TCG, the firmware
image installed is to be associated with a certificate containing a counter number.
If this counter number is lower than the current number in the monotonic counter,
the firmware will not boot. Obviously, not every new firmware version has to
increase the counter, this is only necessary when vulnerabilities are found in a
previous firmware that makes it important to prevent the user from downgrading
to the vulnerable version.
We think that this approach can be used in the update procedure, not only
at boot time. We propose that the firmware counter number is made part of
the firmware image, since the firmware image is protected from modification by
the digital signature sent with the update file. All firmware versions that are
replaceable should have the same firmware counter number.
Example: When the system is delivered to the end-user the firmware version is
1.0, the firmware counter number is 0 and the monotonic counter is at 0. A security
vulnerability in version 1.0 causes the firmware producer to release firmware version
1.1, which once installed should prevent downgrading to 1.0. This version has the
firmware counter number 1 and when it is installed, the monotonic counter is
increased to 1. If a user tries to install firmware version 1.0, the counter number
will be lower than the monotonic counter and the update procedure will abort. At
a later time, the firmware producer releases firmware 2.0, which only contains new
features. The firmware producer decides that a user should be able to downgrade
from 2.0 to 1.1 if wanted, and leaves the firmware counter number at 1.
An exemplary implementation of the monotonic counter is using unary integers
and one-time-programmable hardware [18]. A unary integer is an integer that is
created by counting the ones in the binary number. The binary value 0000 0001
1111 1111 would correspond to the decimal value 9. We recommend that the
monotonic counter’s resistance against hardware attacks is further investigated
before deployment in a real life system.

6.1.2

Brute-force and Cryptanalysis Attacks on the Verification Algorithms

To mitigate the threat of cryptanalysis attacks on the verification algorithms, we
propose that only algorithms approved by the National Institute of Standards and
Technology (NIST) are used. Two algorithms are needed, one hash algorithm and
one digital signature algorithm.
The hash algorithm chosen is SHA-224. It is a secure algorithm, for message
lengths between 0 and 264 bits, [27], meaning that it is computationally infeasible
to:
1. Given a hash value H, finding a message M that hashes to H.
2. Given a message M , finding a message M ′ hashing to the same value as M .
The reason we chose SHA-224 and not SHA-1 is that NIST calculates the
security lifetime of SHA-1 to end at 2010 [28]. SHA-224 is expected to have a
security lifetime through 2030.
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The digital signature algorithm chosen is RSA, with a key size of 2048 bits.
This is an algorithm that has been analyzed for vulnerabilities since it was first
released in 1977 [7], and is one of the algorithms approved by NIST for digital
signatures [26]. The chosen key length would provide a security lifetime through
2030 [28].

6.2

Security Enhanced Firmware Update Procedure

Our proposed update procedure, see figure 6.1, is a slightly modified version of
the procedure presented in 4.3. We decided to remove the step in which backup
of critical data was taken, since it didn’t add any extra functionality. The reason
for this is that we assume that a duplicate firmware image is kept at all times,
and that configuration data is stored separately from the firmware, which should
make it impossible to damage the configuration data during updates.
The variable Update Status that previously indicated if the update had started
or was finished is replaced with Valid Boot Image that indicates which firmware
image to boot. To prevent downgrading to old, vulnerable, firmware versions, the
monotonic counter approach described in 6.1.1 is used.
1. Enter Firmware Update State
In the first step of the procedure the system prepares for a firmware update by
taking actions such as saving important state information and halting all running
processes. This could be initiated by events such as the user pressing a button,
signaling on the update interface, or if the current firmware is deemed corrupt.
2. Get Update File
When the update has begun, an update file is downloaded to the device. This file
comprises both FWnew and a digital signature of the same.
The steps for creating an update file follows:
1. Start with the firmware image, FWnew .
2. Calculate the hash of FWnew using SHA-224.
3. Create a digital signature of FWnew by encrypting the hash using the firmware
producer’s private key and the RSA algorithm.
4. The update file comprises FWnew together with the digital signature.
3. Verify FWnew
Once the update file has been loaded into the system, the validity of FWnew is
checked using the digital signature. The primary purpose of this step is to assure
that only approved firmware can be installed. The update procedure is aborted if
the verification fails.
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Figure 6.1. The flow diagram for our proposed security enhanced update procedure.
The algorithms used in firmware verification are SHA-224 and RSA. The boot loader
is responsible for executing the correct firmware image, using the state Valid Firmware
Image.
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The steps for verifying the update file follows:
1. Decrypt the digital signature using the firmware producer’s public key and
the RSA algorithm, the result is the hash of FWnew .
2. Compute a hash of the firmware image sent in the update file and verify that
it matches the hash in the previous step.
3. Extract the firmware counter number from FWnew and verify that it is not
lower than the current monotonic counter value.
4. Install FWnew
In the step Install FWnew the new firmware image is programmed into flash memory. The robustness of this update procedure is based in keeping duplicate firmware
images in flash memory; here we refer to these two locations as slots. A state called
Valid Firmware Image indicates the slot that currently contains the firmware image to be executed upon boot. It is important to install the new firmware into the
slot not in use.
5. FWnew Installed OK?
Following the programming is a test if the new firmware has been installed properly.
We propose that a SHA-224 hash of the installed firmware image is computed and
compared to the hash provided in the update file and extracted in step 3. The
purpose is to decide if the installation was a success. On a successful validation
step 7 is executed, a failed validation leads to the execution of step 6.
6. Try again?
It was not possible to install the new firmware. This might be because of a random
error during the programming of the flash memory and the update procedure
should retry from step 4. If step 6 is reached a set number of times, it can be
decided that it is not possible to install the firmware by some reason. In this case,
it might be advisable to inform the user in some way. When this is done, the
system can simply be restarted, since Valid Firmware Image ensures that the old
firmware is started upon boot.
7. Finalize Update
When the update procedure reaches this step, the new firmware has successfully
been programmed into flash memory.
Valid Boot Image should be set to the slot in which FWnew was installed.
If FWnew contained a higher firmware counter number than the current value
of the monotonic counter, the monotonic counter should be updated to this value.
This can be done without any negative effects on system stability, since it would
still be possible to install FWnew after the monotonic counter has been updated.
When this is done, the system should be restarted.
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6.3
6.3.1
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Analysis of the System
Security

The update system was designed based on ideas from patents and the threat
analysis performed in chapter 5. The procedure might therefore be open to threats
that have not been identified.
A brief description on how the proposed system handles the threats defined
in 5.4.2 follows. By using approved algorithms and key lengths, the risk of successful cryptanalysis and brute force attacks should have been lowered. We have
not discussed how and where to store the public key needed for verification of
the digital signature, hence the system might be vulnerable to a key replacement
attack. No code security has been introduced, which makes vulnerabilites in the
running code exploitable. Replacing the firmware in RAM might have been mitigated since an additional hash calculation is performed on the installed firmware
before it is allowed to boot. Hardware manipulation attacks are not covered.
Further, it might be possible to write firmware directly to flash memory using
numerous methods. A protection against this could be secure boot, discussed
in 7.2.1. No fall-back mechanism exists in the system, eliminating this threat. No
protection against replacing the flash memory chip has been discussed. Finally,
the system has some protection against the installation of old firmware using a
monotonic counter. Since the monotonic counter is updated before Valid Boot
Image, the attacker should not be able to update the firmware without updating
the counter at the same time.
The system uses a digital signature approach to firmware verification where
only the public key needs to be accessible by the system. This prevents an attacker
from using a secret stored in one device to attack other devices. The firmware
producer’s private key must be protected.
We believe that the security of the proposed update system is good as long
as the attacker doesn’t have physical access to the device. The obvious problem
being that the attacker, as defined here, will probably have physical access since
it is a home office router.

6.3.2

Stability

We define stability as how the updating system reacts when it is exposed to external interference.
Power loss can occur as the result of events such as un-plugging the device and
black-outs. The system is stable with respect to this interference. FWcurr is left
untouched throughout the update procedure. Once it is verified that FWnew is
properly programmed, Valid Boot Image is modified to allow the new firmware to
boot.
Bit-flips in memory can occur for example when the system is exposed to
strong radiation. It might also be the result of a deliberate attack on the system.
Regardless of the cause, some bits in memory, RAM or flash, are changed. To
decrease the risk of bit-flips corrupting the firmware, in step 5 the hash value of
the programmed firmware image is compared to the expected value.
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The system is vulnerable to bit-flips in normal operation since no integrity
checks are performed during boot-up. This could be addressed implementing a
secure boot process.

Chapter 7

Discussion
7.1

Conclusions

We have not been able to find any standards or best practices on how to securely
perform firmware updates in an embedded system. Therefore, existing patents and
a threat analysis of a exemplary update system in a home office router have been
used to create the proposal of a security enhanced firmware update procedure.
This proposal was presented in chapter 6. From the threats identified in chapter 5 the following goals of the system were chosen:
1. The system’s update procedure will not accept firmware that is not approved.
2. The system mitigates the following threats, defined in 5.4.2:
(a) Reversion to an old, vulnerable, firmware version.
(b) Brute-force and cryptanalysis attacks on the verification algorithms.
More threats could be added, especially hardware attacks since the target system chosen was a home office router. The reason for not choosing more threats
were time, or lack thereof.
The conclusion was that firmware verification would best be done using hash
functions and digital signatures. This would only require the system to store a
public key that an attacker could not benefit from knowing. To prevent cryptanalysis and brute-force attacks recommendations from NIST were used. From
the recommendations we chose SHA-224 to hash the firmware image and RSA
2048 as digital signature algorithm. To prevent an attacker from reverting to an
old and vulnerable firmware version, monotonic counters stored were used. The
stability of the process was ensured by keeping alternate firmware images in flash
memory, using a flag to select the appropriate image at boot time.
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7.2

Discussion

Future Work

The protection schemes used in gaming consoles such as the various Play Station
and XBOX consoles could be analyzed. They share many properties with the
target system, such as being physically accessible and a likely target for attacks
both from people in search of running their own operating system and from those
that want to circumvent the protection of the game discs.
TCG defines a Trusted Platform Module (TPM) as a secure cryptoprocessor
in which secrets can be stored securely, among other things [17]. It would be
interesting to see how a firmware updating system could benefit from using a
TPM. How will the manufacture of the system be affected, with respect to system
size, power consumption, cost etc? Other questions might be how to assure that
the communication with the TPM, if it is external to the CPU, is secure and that
the TPM is not bypassed.
One area merely touched upon here is physical protection of secrets in an
embedded system. There exist many methods for extracting secrets stored on an
embedded system, some involving expensive equipment such as the Focused Ion
Beam. How can a system be designed to withstand sophisticated physical attacks?
Another area in need of further analysis is the economical aspects of securing
the update system, or the system as whole. How can the cost of an exploited
vulnerability be calculated? What do the different kinds of attacks cost, in terms
of time and money? What is the cost involved in designing a system that mitigates
the various attacks?
The algorithms RSA and SHA-224 were chosen on the basis that they are
recommended by NIST. What algorithms are suitable for implementation in an
embedded system? NIST recommends various approved hash algorithms [27] and
digital signature algorithms [26]. One area of further study would be the suite of
algorithms using Elliptic Curve Cryptography (ECC). Where a key-length of 2048
bits is needed for RSA, NIST recommends 224 bits for an ECC based algorithm.
How would this affect the system?
Shortly after this thesis work was considered finished, we found a company
that has released a module for secure firmware updates [?]. The company is
called Mocana and the product is NanoUpdate. We have not been able to analyze the procedure, but according to the article we found on http://www.prinside.com/mocana-nanoupdate-tm-delivers-secure-firmware-r620358.htm, the security is based on digital signatures. It would be interesting to analyze the design
of the update procedure.

7.2.1

Secure Boot

Another aspect only briefly covered here is secure boot. What does it mean to have
a system providing for secure firmware updates? As could be noticed studying the
attack tree in figure 5.3 it is not enough that the firmware update procedure is
secure. The goal of the attacker was defined as running unapproved firmware. If
the system applied a rock-solid update procedure and no more security, an attacker
might not be able to upload unapproved firmware using the normal procedure.

7.2 Future Work
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Still, the firmware stored in flash memory could be replaced exploiting software
flaws or using an external programmer. Thus a system designed to prevent the
attacker from running an unapproved firmware, should also have mechanisms for
validating that the firmware currently installed is approved at startup.
Verifying every piece of code before it is run from the moment the system is
started is called secure boot. It is an important security concept, as indicated by
Microsoft when implementing secure boot in the XBOX [21], and by the Trusted
Computing Group (TCG) when creating standards for achieving secure boot in
both PCs and mobile devices [18]. Another area in which secure boot is important
is Digital Rights Management (DRM) systems.
We believe that a secure boot and a secure update procedure complement
eachother, why a more detailed study into secure boot is recommended. Much
information seem to exist in this area.

Bibliography
[1] (Anonymous), “Unlock the iphone - the simple tutorial!”
2008-02-19. [Online]. Available: http://iphone.unlock.no/

accessed

[2] AVRfreaks. (2002, September) Guide to understanding JTAG fuses and
security. Accessed 2008-02-19. [Online]. Available: www.avrfreaks.net/index.
php?module=FreaksArticles&func=downloadArticle&id=17
[3] S. Ball, Embedded Microprocessor Systems: Real World Design, Second Edition. Newnes, 2000.
[4] M. Barr, “Memory types,” Embedded Systems Programming, vol. May, pp.
103–104, 2001.
[5] M. Barr. (2007) Embedded systems glossary. Accessed 2007-10-19. [Online].
Available: http://netrino.com/Publications/Glossary
[6] R. G. Bennetts. (2002, September) Boundary scan tutorial. Accessed
2008-02-16. [Online]. Available:
http://www.asset-intertech.com/pdfs/
boundaryscan_tutorial.pdf
[7] D. Boneh. (1998) Twenty years of attacks on the RSA cryptosystem.
Accessed 2008-05-07. [Online]. Available: http://crypto.stanford.edu/~dabo/
papers/RSA-survey.pdf
[8] B. Burr. NIST hash function standards status and plans. Accessed 2008-0423. [Online]. Available: http://csrc.nist.gov/groups/SMA/ispab/documents/
minutes/2005-12/B_Burr-Dec2005-ISPAB.pdf
[9] J. H. Chiloyan, “Firmware recovery,” U.S. Patent 7 043 664, May, 2006.
[Online]. Available: http://www.freepatentsonline.com/7043664.html
[10] Corelis. JTAG tutorial. Accessed 2007-12-14. [Online]. Available:
//www.corelis.com/products/JTAG_Tutorial.htm

http:

[11] M. Daum, “Cryptanalysis of hash functions of the MD4 family,”
Ph.D. dissertation, Ruhr-Universität Bochum, 2005. [Online]. Available:
http://www.cits.rub.de/imperia/md/content/magnus/dissmd4.pdf
69

70

Bibliography

[12] J. de Haas. (2007) Side channel attacks and countermeasures
for
embedded
systems.
Accessed
2008-03-11.
[Online].
Available: https://www.blackhat.com/presentations/bh-usa-07/De_Haas/
Presentation/bh-usa-07-de_haas.pdf
[13] F. De Ji and A. Peng, “Upgrading of electronic files including
automatic recovery from failures and errors occurring during the
upgrade,” U.S. Patent 6 836 657, December, 2004. [Online]. Available:
http://www.freepatentsonline.com/6836657.html
[14] E. Eilam, Reversing: Secrets of Reverse Engineering. Wiley Publishing, Inc,
2005.
[15] FreePatentsOnline. Web site of freepatentsonline. Accessed 2008-02-13.
[Online]. Available: http://www.freepatentsonline.com
[16] J. Ganssle, The Firmware Handbook.

Newnes, 2004.

[17] T. C. Group. Web site of the trusted computing group. Accessed 2008-02-25.
[Online]. Available: http://www.trustedcomputinggroup.org/home
[18] T. C. Group. (2007, June) TCG mobile trusted module specification. Accessed
2008-02-25. [Online]. Available: https://www.trustedcomputinggroup.org/
specs/mobilephone/tcg-mobile-trusted-module-1.0.pdf
[19] L. Hars, “Secure firmware update procedure for programmable security
devices,” U.S. Patent 20 060 005 046, January, 2006. [Online]. Available:
http://www.freepatentsonline.com/20060005046.html
[20] J. R. Hind and M. L. Peters, “Methods, systems and computer program
products for rule based firmware updates utilizing certificate extensions and
certificates for use therein,” U.S. Patent 6 976 163, December, 2005. [Online].
Available: http://www.freepatentsonline.com/6976163.html
[21] A. Huang, Hacking the Xbox.

No Starch Press, 2003.

[22] H.-h. Kim, “Booting and boot code update system using boot strapper
code to select between a loader and a duplicate backup loader,”
U.S. Patent 7 275 153, September, 2007. [Online]. Available:
http:
//www.freepatentsonline.com/7275153.html
[23] A. M. Michael Barr, Programming Embedded Systems, 2nd edition. O’Reilly,
2006.
[24] F. Movimiento. Web site of the FON community. Accessed 2008-03-12.
[Online]. Available: http://www.fon.com
[25] The Keyed-Hash Message Authentication Code (HMAC), National Institute
of Standards and Technology Std., 2002. [Online]. Available: http:
//csrc.nist.gov/publications/fips/fips198/fips-198a.pdf

Bibliography

71

[26] Digital Signature Standard(DSS), National Institute of Standards and
Technology Std., 2006. [Online]. Available: http://csrc.nist.gov/publications/
drafts/fips_186-3/Draft-FIPS-186-3\%20_March2006.pdf
[27] Secure Hash Standard (SHS), National Institute of Standards and
Technology Std., 2007. [Online]. Available: http://csrc.nist.gov/publications/
drafts/fips_180-3/draft_fips-180-3_June-08-2007.pdf
[28] NIST. (2007) Recommendation for key management - part 1: General
(revised). Accessed 2008-05-14. [Online]. Available: http://csrc.nist.gov/
publications/nistpubs/800-57/sp800-57-Part1-revised2_Mar08-2007.pdf
[29] C. Paar. (2005, January) Applied cryptography and data security. Accessed
2008-02-19. [Online]. Available: www.crypto.ruhr-uni-bochum.de/imperia/
md/content/lectures/notes.pdf
[30] S. Peleg. (2007, July) The basics of updating mobile firmware over-the-air
(FOTA). Accessed 2007-10-09. [Online]. Available: http://www.embedded.
com/columns/technicalinsights/201002069?_requestid=148592
[31] B. Schneier. A self-study course in block-cipher cryptanalysis. Accessed 200805-07. [Online]. Available: http://www.schneier.com/paper-self-study.pdf
[32] B. Schneier, Applied Cryptography, Second Edition.
Inc, 1996.

John Wiley & Sons,

[33] B. Schneier. (1999) Attack trees. Accessed 2007-11-13. [Online]. Available:
http://www.schneier.com/paper-attacktrees-ddj-ft.html
[34] S. Skorobogatov. Tamper resistance and physical attacks. Accessed 200802-19. [Online]. Available: http://www.cl.cam.ac.uk/~sps32/ECRYPT2006_
part2.pdf
[35] S. Skorobogatov, “Low temperature data remanence in static RAM,”
University of Cambridge, Tech. Rep., 2002. [Online]. Available: http:
//www.cl.cam.ac.uk/techreports/UCAM-CL-TR-536.pdf
[36] T. Stapko, Practical Embedded Security.

Newnes, 2008.

[37] M. Stigge, H. Plötz, W. Müller, and J.-P. Redlich, “Reversing
CRC - theory and practice,” Humboldt University Berlin, Tech.
Rep., 2006. [Online]. Available: http://sar.informatik.hu-berlin.de/research/
publications/SAR-PR-2006-05/SAR-PR-2006-05_.pdf
[38] STMicroelectronics. (1999) Uniform vs. boot block flash architectures.
Accessed 2007-10-22. [Online]. Available: http://www.st.com/stonline/
products/literature/an/7105.pdf
[39] STMicroelectronics. (2007, April) An1935 application note - how to boot
from a single level cell nand flash memory. Accessed 2008-02-16. [Online].
Available: http://www.st.com/stonline/books/pdf/docs/10354.pdf

72
[40] E. Sutter, Embedded Systems Firmware Demystified.

Bibliography
CMP Books, 2002.

[41] S. Yee. (2007, September) Securing mobile and embedded devices:
Encryption is not security. Accessed 2008-02-19. [Online]. Available:
http://www.embedded.com/design/202101238;?printable=true

Upphovsrätt
Detta dokument hålls tillgängligt på Internet — eller dess framtida ersättare —
under 25 år från publiceringsdatum under förutsättning att inga extraordinära
omständigheter uppstår.
Tillgång till dokumentet innebär tillstånd för var och en att läsa, ladda ner,
skriva ut enstaka kopior för enskilt bruk och att använda det oförändrat för ickekommersiell forskning och för undervisning. Överföring av upphovsrätten vid en
senare tidpunkt kan inte upphäva detta tillstånd. All annan användning av dokumentet kräver upphovsmannens medgivande. För att garantera äktheten, säkerheten och tillgängligheten finns det lösningar av teknisk och administrativ art.
Upphovsmannens ideella rätt innefattar rätt att bli nämnd som upphovsman
i den omfattning som god sed kräver vid användning av dokumentet på ovan beskrivna sätt samt skydd mot att dokumentet ändras eller presenteras i sådan form
eller i sådant sammanhang som är kränkande för upphovsmannens litterära eller
konstnärliga anseende eller egenart.
För ytterligare information om Linköping University Electronic Press se förlagets hemsida http://www.ep.liu.se/

Copyright
The publishers will keep this document online on the Internet — or its possible replacement — for a period of 25 years from the date of publication barring
exceptional circumstances.
The online availability of the document implies a permanent permission for
anyone to read, to download, to print out single copies for his/her own use and
to use it unchanged for any non-commercial research and educational purpose.
Subsequent transfers of copyright cannot revoke this permission. All other uses of
the document are conditional on the consent of the copyright owner. The publisher
has taken technical and administrative measures to assure authenticity, security
and accessibility.
According to intellectual property law the author has the right to be mentioned
when his/her work is accessed as described above and to be protected against
infringement.
For additional information about the Linköping University Electronic Press
and its procedures for publication and for assurance of document integrity, please
refer to its www home page: http://www.ep.liu.se/
c David Abrahamsson
¥

