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Abstract

Filtering is a fundamental operation in image science in general and in medical
image science in particular. The most central applications are image enhancement,
registration, segmentation and feature extraction. Even though these applications
involve non-linear processing a majority of the methodologies available rely on
initial estimates using linear filters. Linear filtering is a well established cornerstone of signal processing, which is reflected by the overwhelming amount of
literature on finite impulse response filters and their design.
Standard techniques for multidimensional filtering are computationally intense.
This leads to either a long computation time or a performance loss caused by
approximations made in order to increase the computational efficiency. This dissertation presents a framework for realization of efficient multidimensional filters.
A weighted least squares design criterion ensures preservation of the performance
and the two techniques called filter networks and sub-filter sequences significantly
reduce the computational demand.
A filter network is a realization of a set of filters, which are decomposed into a
structure of sparse sub-filters each with a low number of coefficients. Sparsity
is here a key property to reduce the number of floating point operations required
for filtering. Also, the network structure is important for efficiency, since it determines how the sub-filters contribute to several output nodes, allowing reduction
or elimination of redundant computations.
Filter networks, which is the main contribution of this dissertation, has many potential applications. The primary target of the research presented here has been
local structure analysis and image enhancement. A filter network realization for
local structure analysis in 3D shows a computational gain, in terms of multiplications required, which can exceed a factor 70 compared to standard convolution.
For comparison, this filter network requires approximately the same amount of
multiplications per signal sample as a single 2D filter. These results are purely algorithmic and are not in conflict with the use of hardware acceleration techniques
such as parallel processing or graphics processing units (GPU). To get a flavor of
the computation time required, a prototype implementation which makes use of
filter networks carries out image enhancement in 3D, involving the computation
of 16 filter responses, at an approximate speed of 1MVoxel/s on a standard PC.

Populärvetenskaplig
Sammanfattning
Filtrering är en av de mest grundläggande operationerna inom bildanalys. Detta
gäller särkilt för analys av medicinska bilder, där bildförbättring, geometrisk bildanpassning, segmentering och särdragsextraktion är centrala tillämpningar. Dessa
tillämpningar kräver i allmänhet icke-linjär filterering, men de flesta metoder som
finns bygger ändå på beräkningar som har sin grund i linjär filtrering. Sedan en
lång tid tillbaka är en av grundstenarna i signalbehandling linjära filter och dess
design.
Standardmetoder för multidimensionell filtrering är dock i allmänhet
beräkningsintensiva, vilket resulterar i antingen långa exekveringstider eller
sämre prestanda på grund av de förenklingar som måste göras för att minska
beräkningskomplexiteten. Den här avhandlingen presenterar ett ramverk för realisering av multidimensionella filter, där ett minsta-kvadrat kriterium säkerställer
prestanda och de två teknikerna filternät och filtersekvenser används för att
avsevärt minska beräkningskomplexiteten.
Ett filternät är en realisering av ett flertal filter, som delas upp i en struktur av glesa
delfilter med få koefficienter. Glesheten är en av de viktigaste egenskaperna för att
minska antalet flyttalsoperationer som krävs för filtrering. Nätverksstrukturen är
också viktig för högre effektivitet, eftersom varje delfilter då samtidigt kan bidra
till flera filter och därmed reducera eller eliminera redundanta beräkningar.
Det viktigaste bidraget i avhandlingen är filternäten, en teknik som kan tillämpas
i många sammanhang. Här används den främst till analys av lokal struktur och
bildförbättring. En realisering med filternät för estimering av lokal struktur i
3D kan utföras med en faktor 70 gånger färre multiplikationer jämfört med faltning. Detta motsvarar ungefär samma mängd multiplikationer per sampel som
för ett enda vanligt 2D filter. Eftersom filternät enbart är en algoritmisk teknik,
finns det ingen motsättning mellan användning av filternät och acceleration med
hjälp av hårdvara, som till exempel parallella beräkningar eller grafikkortsprocessorer. En prototyp har implementerats för filternätsbaserad bildförbättring av
3D-bilder, där 16 filtersvar beräknas. Med denna prototyp utförs bildförbättring i
en hastighet av ungefär 1MVoxel/s på en vanlig PC, vilket ger en uppfattning om
de beräkningstider som krävs för den här typen av operationer.
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1
Introduction

The theory and methods presented in this dissertation are results from the two
research projects Efficient Convolution Operators for Image Processing of Volumes and Volume Sequences and A New Clinical Quality Level for Medical Image
Volumes. The goal of both these projects have been to develop techniques in for
high speed filtering of multidimensional signals in high quality medical image
enhancement applications.

1.1 Motivations
This dissertation mainly concerns high speed processing, with particular emphasis on analysis of local phase, orientation and image structure. This versatile set
of features can be utilized for image enhancement, i.e. simultaneous suppression
of high frequency noise and enhancement of minute structures. Similar to the
majority of signal processing tools, computation of these features involve the application of a set of linear filters to the signal.
In general, an nD filter is an operator which is applied to a small signal neighborhood. In the simplest case the size, N n , of this neighborhood defines the number
of multiplications required per signal sample, i.e. filtering a volumetric image of
size 512 × 512 × 512 voxels with a typical neighborhood size of 11 × 11 × 11 will
require 1.8 · 1011 multiplications. A corresponding 2D filter applied to consecutive slices of this volume will have a neighborhood size 11 × 11. The number of
multiplications required is then reduced by a factor 11.
Computed tomography and magnetic resonance imaging are two examples used
in clinical routine, which involves processing of multidimensional signals. Even
though these signals in general have more than 2 dimensions, filtering is traditionally carried out in 2D. The major reason for limiting the filtering to 2D is the
increase of computation time for multidimensional filtering.
Limiting filtering of an nD signal to less than n dimensions is however subop-
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timal since the additional information provided when exploiting all dimensions
available improves the signal-to-noise-ratio and enables a better suppression of
high-frequency noise. Exploiting the full signal dimensionality also improves the
ability to more accurately discriminate between signal and noise, which decreases
the risk of introducing artifacts during filtering and increases the ability of enhancing minute structures.
In image science in general, there is often a trade-off between performance and
speed. This dissertation primarily targets applications where a more accurate result is desirable, but the computational resources are not sufficient to meet the
demands on computation time. Its usefulness is restricted to methods which rely
on linear filters. Even though this dissertation primarily concerns filter sets for
local structure analysis the presented theory and methods for least squares design
of sub-filter sequences and filter networks is applicable for efficient realization of
arbitrary sets of linear filters.
In medical image science, efficient filtering can help to lower the radiation dose in
computed tomography with maintained image quality or alternatively increase the
image quality with the radiation dose unaltered. In magnetic resonance imaging
(MRI), it is desirable to prevent artifacts caused by patient movement by having a
short acquisition time. Similar to computed tomography there is in MRI a tradeoff between acquisition time and image quality, for which efficient filtering can
be very useful.

1.2

Dissertation Outline

The dissertation consists of two parts, the first part (chapter 2 - 9) provides an
overview of the published papers and some complementary material to the papers
included in the second part.
Chapter 2 gives an introduction to the concepts local phase, orientation and structure. This leads to a set of filters which are used to estimate these features.
Chapter 3 shows how to take into account the underlying geometry when describing local structure in non-Cartesian coordinate systems.
Chapter 4 primarily concerns adaptive filtering, a method for noise suppression
where the concept of local structure is central. Adaptive filtering is also an ideal
example of where filter networks is very useful for fast computation.
Chapter 5 describes how operators such as those derived in chapter 2 can be realized with finite impulse response filters by solving a linear least squares problem.
Chapter 6 treats the multi-linear least squares problem, which originates from a
more efficient filter realization, where a sequence of sparse sub-filters is used.

1.3 Contributions

3

Chapter 7 presents filter networks as a means to significantly lower the computation time for multidimensional filtering and the design problem associated with
this technique.
Chapter 8 briefly reviews the papers included in the dissertation.
Chapter 9 discusses possibilities for future research.

1.3 Contributions
Chapter 2 relies heavily on the work of others, in particular (Knutsson, 1989;
Felsberg, 2002). The contribution here is the different viewpoint from which local phase, orientation and structure is presented. It is shown that the metric of
different vector representations of local phase and orientation leads to a number
of known varieties of local structure tensors.
The summary of Paper I and II in chapter 3 shows how to take into account the
underlying geometry when describing local structure in non-Cartesian coordinate
systems. Steps in this direction have been taken before (Andersson and Knutsson,
2003). The primary contribution here is the use of differential geometry to ensure
a correct transformation behavior. These theoretic results are also exemplified by
experiments on synthetic data (Paper II) and real data (Paper I).
Chapter 4 presents adaptive filtering (Knutsson et al., 1983; Haglund, 1992) and
related methodologies for noise suppression. Since adaptive filtering in 3D is
burdened by a large computational load, the use of filter networks in (Paper III) is
an important improvement to this technique.
The least squares framework for filter design in chapter 5 serves as a background
to the subsequent two chapters. This chapter is to a large extent based on the
work by (Knutsson et al., 1999). However, the experiments and details on the
implementation are original work of the author, which demonstrate some new
aspects of this framework.
The contribution of chapter 6 and paper IV is the formulation and implementation of the two-stage approach presented to solve the multi-linear least squares
problem originating from design of sub-filter sequences.
Least squares design of filter networks was first proposed in (Andersson et al.,
1999). The work presented in Paper V, VI and chapter 7, producing 3D filter
sets, is a generalization of these 2D results. Several improvements to the original
optimization strategy has been made, allowing constraints on the sub-filters with
an improved convergence and significantly fewer design variables as a results. In
contrast to Andersson et al. (1999), this technique lends itself to optimization of
filter networks producing 4D filter sets on a standard PC.
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1.4

List of Publications

This dissertation is based on six papers, where the author has contributed to ideas,
experiments, illustrations and writing. The contributions amount to at least half of
the total work for every case. The papers appear in the order that best matches the
dissertation outline and will be referred to in the text by their Roman numerals.
I. Björn Svensson, Anders Brun, Mats Andersson and Hans Knutsson. On
Geometric Transformations of Local Structure Tensors. In manuscript for
journal submission.
II. Björn Svensson, Anders Brun, Mats Andersson and Hans Knutsson. Estimation of Non-Cartesian Local Structure Tensor Fields. Scandinavian Conference on Image Analysis (SCIA). Aalborg, Denmark. 2007.
III. Björn Svensson, Mats Andersson, Örjan Smedby and Hans Knutsson. Efficient 3-D Adaptive Filtering for Medical Image Enhancement. IEEE International Symposium on Biomedical Imaging (ISBI). Arlington, USA.
2006.
IV. Björn Svensson, Oleg Burdakov, Mats Andersson and Hans Knutsson.
Approximate Spectral Factorization for Design of Efficient Sub-Filter
Sequences. Submitted manuscript for journal publication.
V. Björn Svensson, Mats Andersson and Hans Knutsson. Filter Networks for
Efficient Estimation of Local 3-D Structure. IEEE International Conference
on Image Processing (ICIP). Genoa, Italy. 2005.
VI. Björn Svensson, Mats Andersson and Hans Knutsson. A Graph Representation of Filter Networks. Scandinavian Conference on Image Analysis
(SCIA). Joensuu, Finland. 2005.
The following publications are related to the material presented but are not included in the dissertation.
• Björn Svensson, Mats Andersson and Hans Knutsson. On Phase-Invariant
Structure Tensors and Local Image Metrics. SSBA Symposium on Image
Analysis. Lund, Sweden. 2008.
• Anders Brun, Björn Svensson, Carl-Fredrik Westin, Magnus Herberthson,
Andreas Wrangsjö and Hans Knutsson. Using Importance Sampling for
Bayesian Feature Space Filtering. Scandinavian conference on image analysis(SCIA). Aalborg, Denmark. 2007.
• Björn Svensson, Oleg Burdakov, Mats Andersson and Hans Knutsson. A
New Approach for Treating Multiple Extremal Points in Multi-Linear Least
Squares Filter Design. SSBA Symposium on Image Analysis. Linköping,
Sweden. 2007.

1.5 Abbreviations
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• Björn Svensson. Fast Multi-dimensional Filter Networks. Design, Optimization and Implementation. Licentiate Thesis1 . 2006.
• Björn Svensson, Mats Andersson, Örjan Smedby and Hans Knutsson.
Radiation Dose Reduction by Efficient 3D Image Restoration. European
Congress of Radiology (ECR). Vienna, Austria. 2006.
• Björn Svensson, Mats Andersson and Hans Knutsson. Sparse Approximation for FIR Filter Design. SSBA Symposium on Image Analysis. Umeå,
Sweden. 2006.
• Max Langer, Björn Svensson, Anders Brun, Mats Andersson, Hans
Knutsson. Design of Fast Multidimensional Filters Using Genetic Algorithms. European Workshop on Evolutionary Computing in Image
Analysis and Signal Processing (EvoIASP). Lausanne, Switzerland. 2005.
• Björn Svensson, Mats Andersson, Johan Wiklund and Hans Knutsson. Issues on Filter Networks for Efficient Convolution. SSBA Symposium on
Image Analysis. Uppsala, Sweden. 2004.

1.5 Abbreviations
Abbreviations used in this dissertation are listed below.
ALS
CT
FFT
FIR
IFIR
IIR
MRI
SNR
SVD

1

Alternating Least Squares
Computed Tomography
Fast Fourier Transform
Finite Impulse Response
Interpolated Finite Impulse Response
Infinite Impulse Response
Magnetic Resonance Imaging
Signal-to-Noise Ratio
Singular Value Decomposition

The licentiate degree is an intermediate degree between master and doctor.
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1.6

Mathematical Notation

The mathematical notation used for (chapter 2 - 9) is given below. Note that the
notation in the included papers may be slightly different.
v
I
A†
AT
A∗
ı̇ı
R
C
Z
U
N
F
H
R 
E ·
h·, ·i
u⊗v
u◦v
k·k
k · kp
ξ∈N
u∈U
g
T

Non-scalar variable
The identity matrix
Pseudo inverse of A
Transpose of A
Conjugate transpose of A
Imaginary unit
The set of all real numbers
The set of all complex numbers
The set of all integers
The set of frequencies U = {u ∈ Rn : |ui | ≤ π}
Signal neighborhood
The Fourier transform
The Hilbert transform
The Riesz transform
Expectation of a random variable
Inner product
Tensor product
Element-wise product
Weighted l2 norm
Weighted lp norm
Spatio-temporal coordinate vector
Frequency coordinate vector
The metric tensor
The local structure tensor

2
Local Phase, Orientation and
Structure

This chapter introduces the concepts of local phase, orientation and structure,
which are central for Paper I, II, III and V. Using vector representations, properties of local phase and orientation are here reviewed. Analysis of the metric
on the manifolds, defined by these representations, leads to known operators for
estimating local structure, i.e. an alternative perspective on local structure tensors
is provided.

2.1 Introduction
Applying local operators for analysis of image structure has been studied for over
40 years, see e.g. (Roberts, 1965; Granlund, 1978; Knutsson, 1982; Koenderink,
1984; Canny, 1986). The predominant approach is to apply a linear filter or combining the responses from a set of linear filters to form a local operator which
describes a local image characteristic referred to as an image feature. Alternative
approaches have appeared more recently in (Felsberg and Jonsson, 2005; Brox
et al., 2006), where non-linear operators are used and in (Larkin et al., 2001; Pattichis and Bovik, 2007) where non-local operators are used. This dissertation does
however only concern local operators, where estimation is performed by combining the responses from a set of linear filters.
In 1D it is customary to decompose a signal into phase and amplitude using short
term Fourier transforms or filter banks (Gabor, 1946; Allen and Rabiner, 1977).
One such decomposition is called the analytic signal and is computed using the
Hilbert transform. It is either implemented using a complex-valued linear filter or by two real-valued linear filters, from which a vector representation is
formed. Essentially the same ideas have later been employed in higher dimensions (Granlund, 1978; Daugman, 1980; Maclennan, 1981; Knutsson, 1982) even
though the extension of the phase concept is not obvious. One extension of the
analytic signal is called the monogenic signal (Felsberg and Sommer, 2001), a
vector representation which is computed using the Riesz transform.
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Also, second order forms have been used for analysis of image structure,
e.g. detection of circular features (Förstner and Gülch, 1987), corners (Harris
and Stephens, 1988) and orientation (Bigün and Granlund, 1987; Knutsson,
1987). In particular, the concept of orientation has been well studied and formal
requirements for a representation of orientation were derived in (Knutsson, 1985),
which are:
The uniqueness requirement: The representation must be unique, i.e. any
two signal neighborhoods with the same orientation must be mapped onto
the same point.
The uniform stretch requirement: The representation must preserve the
angle metric, i.e. it must be continuous and the representation must change
proportionally to the change of orientation.
The polar separability requirement: The norm of the representation must
be invariant to rotation of the signal neighborhood.
In addition to these requirements a robust representation of orientation is insensitive to phase shifts, a property which led to the development of a phase invariant
tensor using quadrature filters (Knutsson and Granlund, 1980; Knutsson, 1989).
Since the introduction of the tensor as a representation for image structure, numerous varieties of tensors and estimation schemes have been developed. Recent
efforts have however brought different approaches closer together (Knutsson and
Andersson, 2005; Nordberg and Farnebäck, 2005; Felsberg and Köthe, 2005). It
is in this spirit this chapter should be read, where local phase, orientation and
structure is presented from a slightly different point of view. This presentation
will frequently make use of the Hilbert transform and the Riesz transform. These
transforms are defined in Sec 2.6, where also their relation to derivatives is clarified.

2.2

Local Phase in 1D

In communication it is common to encode a message as a narrow-band waveform
a(t) modulated by a sinusoid. For best performance, the carrier frequency of this
sinusoid is adapted to the channel for which the message is intended. Consider
for instance the real-valued signal


1
f (t) = a(t) cos(ωt+θ0 ) = a(t) exp −ı̇ı(ωt+θ0 ) +exp ı̇ı(ωt+θ0 ) , (2.1)
2
where ω is the carrier frequency. One way to demodulate the signal is to form the
analytic signal fa defined by
fa (t) = f (t) + ı̇ı H(f )(t),

(2.2)

where H is the Hilbert transform. It is the transformation of a real sinusoid, without loss of information, to a complex exponential with only positive frequencies.
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For f (t), the analytic signal corresponds to the second term in (2.1). For generalization to higher dimension it is convenient to drop the complex numbers and view
the analytic signal as an embedding of the signal f (t) in a higher-dimensional
space, fa : R → R2 , i.e. the analytic signal is the vector

 

fa (t) = f (t), H(f )(t) = a(t) cos(ωt + θ0 ), a(t) sin(ωt + θ0 ) , (2.3)

where f (t) is the in-phase component and H(f )(t) is the quadrature component,
which is in quadrature ( π2 radians out of phase) with the in-phase component. This
vector representation of phase can be thought of as a decomposition of even and
odd signal energy, which is illustrated in Fig. 2.1. The color-coded phase is also
shown for a Gaussian function modulated by a sinusoid.
2π

fa (t)

H(f)
θ
f

3π
2

π

π
2

0

Figure 2.1: Left: A 1D Gaussian modulated with a carrier frequency. Right: The analytic signal as a vector representation of phase in 1D.

The norm of the analytic signal is called the instantaneous amplitude and constitutes an estimate of the encoded message if a(t) > 0 . The argument represents
the instantaneous phase, i.e. the vector fa can be decomposed as follows:
p
â(t) = kfa (t)k = f 2 (t) + H(f )2 (t)
H(f )(t)
).
(2.4)
θ̂(t) = arctan(
f (t)
The analytic signal for f (t) is in Fig. 2.2 shown as a function of time. The vector
fa rotates with a frequency called the instantaneous frequency, which is defined
as the phase derivative with respect to time.
In practice the signal is band-pass filtered before computing the Hilbert transform,
since it is difficult to realize a filter which corresponds to the Hilbert transform and
at the same time is spatially localized. For this reason the term local is commonly
used instead of instantaneous for concepts such as phase, orientation and local
structure. The Hilbert transform shows a strong functional relation to the time
derivative (see Sec. 2.6) and in practice the difference is merely the choice of an
isotropic band-pass filter. But this difference can be very important, especially
when studying vector representations such as the analytic signal.
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Figure 2.2: Left: The analytic signal of the 1D Gaussian as a function of time. Right:
The analytic signal of the 1D Gaussian.

Consider the sinusoid f (t) = cos θ(t), which is represented by the analytic signal
fa = (cos θ, sin θ).

(2.5)

Compare fa to the vector

 df  
= cos θ, −ω sin θ .
r = f,
dt

(2.6)

The difference is the factor ω = dθ
dt which appears in the latter representation.
This means that the second element is expressed in per meter as opposed to the
first one, which is the signal itself. This is because the derivative acts as a highpass filter, whereas the Hilbert transform preserves the signal spectrum. Representations which use derivatives of different order (r is here a representation of
order 0 and 1) often show multi-modal responses, since the derivative alters the
signal spectrum. The Hilbert transform is scale invariant and preserves the phase
metric, which makes it more suitable for vector representations of this kind. Before studying how phase can be generalized to higher dimensions, let us first study
the concept of orientation.

2.3 Orientation
Demodulation of fringe patterns in higher dimensions differs from the 1D case
in a fundamental way. As opposed to a 1-dimensional signal a fringe pattern in
higher dimension has a certain direction. With the same signal model as in the
previous section it is possible to describe a signal of higher dimension by letting
the phase be a function of x ∈ Rn , i.e.
f (x) = a(x) cos(θ(x)).

(2.7)

This local model is a good approximation of the signal if the phase θ(x) and
amplitude of a signal can be assumed to be slowly varying. For comparison a first
order Taylor expansion assumes a signal to be locally linear and is well suited to

2.3 Orientation
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describe signals where the second order derivative can be assumed to be small.
Locally, the phase can be described by the linear model as a function of the offset
∆x from x
θ(∆x) ≈ θ + h∇θ, ∆xi = θ + ρhû, ∆xi,

(2.8)

where the local frequency ∇θ = ρû now has a direction. The simplest and possibly naive way to represent this new degree of freedom is to use the vector û
itself. This vector can for instance be estimated using the first order Riesz transform R(f ). Since R(f ) is a generalization of the Hilbert transform, it inherits the
same relationship to derivatives. The Riesz transform of f in (2.7) is
R(f ) = a sin θ û

(2.9)

and differs from the gradient ∇f only1 by the factor ρ. These results can be extended to signals f which are intrinsically 1-dimensional. Such functions satisfies
the simple signal constraint f (x) = f (hx, viv) for some vector v of unit length
(Granlund and Knutsson, 1995). For the sake of simplicity, let us here and henceforth assume that f is a sinusoid in 2D, i.e. the amplitude a(x) is assumed to be
equal to one and û = [cos ϕ, sin ϕ]T . The Riesz transform then yields a vector
r ∈ R2 , i.e.




r(ϕ) = R1 (f ), R2 (f ) = sin θ cos ϕ, sin ϕ .
(2.10)
This vector is a sufficient representation of orientation for a fixed θ 6= 0, but if
θ varies a few problems occur. The amplitude of the signal, here equal to one,
is mixed up with the phase and for θ = 0 the information about orientation is
lost. Even if these problems are resolved, the representation is not unique since
identical signals can appear as antipodal points as seen in Fig. 2.3. An elegant
remedy to the latter problem is, in 2D, to compute the non-linear combination of
the elements in (2.10) such that


r(ϕ) = sin2 θ cos2 ϕ − sin2 ϕ, 2 sin ϕ cos ϕ ,
(2.11)
where r(ϕ) rotates with twice the speed. This is known as the double angle representation (Granlund, 1978).

Another possibility is to study the metric g on the the manifold defined by (2.10).
Since the vector representation is continuous the metric must be the same for two
identical signals, even if they are mapped to different points. The elements of g
are given by the partial derivatives of r with respect to x, i.e.
"
#


∂r ∂r
∂r 2
·
| ∂x
cos2 ϕ
cos ϕ sin ϕ
1|
2
2
∂x1 ∂x2
gij =
=
ρ
cos
θ
. (2.12)
∂r ∂r
cos ϕ sin ϕ
sin2 ϕ
| ∂r2 |2
1·
2
∂x

1

∂x

∂x

If a(x) is a narrow-band signal the influence of ∇a can be considered as negligible.
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Figure 2.3: Left: A non-unique vector representation of orientation in 2D. Except for a
phase shift, antipodal points are identical. Right: The double angle representation of orientation.

Except for a phase shift of π radians, the metric g is recognized as the outer product of the signal gradient ∇f , a well-known representation of orientation (Förstner
and Gülch, 1987; Bigün and Granlund, 1987). Note that the double angle representation is a linear combination of the elements gij , i.e. both representations
contain the same information. In comparison to the double angle representation,
the outer product of the gradient generalizes to higher dimension in a more straight
forward way.
The outer product of the gradient is, in common practice, smoothed element-wise,
which to some extent is a cure for the problem when the orientation vanishes for
certain values of the phase. However, for the representation to be invariant to
phase shifts as required in (Knutsson, 1982), one must study phase and orientation
at the same time (Haglund et al., 1989).

2.4 Phase in Higher Dimension
According to (Haglund et al., 1989), three requirements for a phase representation
in higher dimension must be fulfilled. Firstly, the signal neighborhood must be intrinsically 1-dimensional. Secondly, the phase representation must be continuous.
As a consequence of the two first requirements, the direction of the phase must be
included in the representation. Both the first requirement and the phase direction
follows from the linear phase model introduced in (2.8). This led to a vector representation r ∈ R3 of 2D phase which for the sinusoid in (2.7) with a(x) = 1,
results in


r = cos θ, sin θ cos ϕ, sin θ sin ϕ .
(2.13)

2.4 Phase in Higher Dimension
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This generalizes to a representation r ∈ Rn+1 for a multidimensional signal
(Granlund and Knutsson, 1995). A similar concept is the monogenic signal (Felsberg and Sommer, 2001; Felsberg, 2002), which is a generalization of the analytic
signal for multidimensional signals. As for the analytic signal, it is convenient to
drop the use of complex numbers and define the monogenic signal as the vector


fm = r(θ) = f, R(f ) ,
(2.14)
which coincides with the representation in (2.13) and is illustrated in Fig. 2.4.
Analogous to 1D, fm can be decomposed into the scalar values
p
â = kfm k = f 2 + R1 (f )2 + · · · + Rn (f )2
kR(f )k 
θ̂ = arctan
,
(2.15)
f

but requires knowledge about the phase direction or signal orientation in order
to be a complete description of the phase. However, the direction of the phase
vanishes for θ = 0, which means that r(0) does not contain any information about
û. In 2D, the vector û corresponds to ϕ and it is easy to verify what happens for
θ = 0 either in Fig. 2.4 or in the expression (2.13).

Figure 2.4: A vector representation of phase in 2D.

An interesting observation is that the tensor referred to as the boundary tensor in
(Köthe, 2003), is the metric for this vector representation defined by
g = qq T + QT Q,

(2.16)
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where the elements qi = ρRi (f ) and Qij = ρRi Rj (f ) are determined by the
first and second order Riesz transform. Note that the first term is the outer product
of the gradient, which is sensitive for odd signal energies and hence also phase
variant. This will be compensated for, by the second term which captures even
signal energies. For simple signals this leads to the phase invariant local structure
tensor with elements


cos2 ϕ
cos ϕ sin ϕ
2
2
2
gij = ρ (sin θ + cos θ)
.
(2.17)
cos ϕ sin ϕ
sin2 ϕ
A similar construction has been proposed by (Farnebäck, 2002), where the Hessian squared is used. The second term Q used here differs from the Hessian
matrix only by a factor ρ, which ensures that the first and the second term of g are
computed with respect to the same signal spectrum.
An approach similar to the monogenic signal is the use of loglet filters (Knutsson
and Andersson, 2005). In fact the output of a loglet filter of order 0 is identical
to the monogenic signal. An individual loglet produces a vector valued filter response in Rn+1 . Whereas the monogenic signal is a representation of the phase in
the dominant orientation, a loglet filter of higher order measures the phase with an
orientational bias. From a set of loglet filters in different directions it is therefore
possible to synthesize the local phase for an arbitrary orientation. It turns out that
the elements from such a set can be identified as elements of higher order Riesz
transforms or a linear combination of such elements. This indicates that a vector representation using higher order terms might be an approach to resolve the
problem with vanishing information for certain values of the phase.

2.5

Combining Phase and Orientation

The topological structure of simple signals in 2D with arbitrary phase and orientation is described by a Klein bottle (Tanaka, 1995; Swindale, 1996), which also
has been verified experimentally in (Brun et al., 2005; Carlsson et al., 2008). A
representation of the Klein bottle must satisfy the following identities
r(ϕ, θ) = r(ϕ, θ + 2π),
r(ϕ, θ) = r(ϕ + π, 2π − θ),

(2.18)

which is also illustrated in Fig. 2.5, where samples of all possible θ and ϕ are
shown. A Klein bottle cannot be embedded without self-intersections in R3 ,
which explains why the information of orientation vanishes in the phase representation and that simultaneous representation of orientation and phase could not
be accomplished with only 3 elements. One possible representation of the Klein
bottle in R4 is


r = sin θ cos ϕ, sin θ sin ϕ, cos θ(cos2 ϕ−sin2 ϕ), 2 cos θ cos ϕ sin ϕ . (2.19)

2.5 Combining Phase and Orientation
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Compare this vector to the vectors denoted by r (1) and r (2) and defined as


r (1) = sin θ cos ϕ, sin θ sin ϕ ,
(2.20)
r (2) =




cos θ cos2 ϕ, cos θ sin2 ϕ, 2 cos θ cos ϕ sin ϕ .

(2.21)

These vectors are the elements of the first and second order Riesz transform applied respectively to the simple signal f = cos(ρ ûT x) where û, as previously, is
defined by ϕ. Note that the elements of r in (2.19) representing the Klein bottle is
a linear combination of the elements in r (1) and r (2) . This makes it easy to verify
that the combined vector r = (r (1) , r (2) ) also satisfies the identities defining the
Klein bottle.

Figure 2.5: Left: A sampled set of all image patches which are intrinsically 1D with
varying phase and orientation. Right: The Klein bottle as an immersion in
3D (image courtesy of Anders Brun).

Consequently, the elements of the first and the second order Riesz transform constitute a simultaneous vector representation in R5 of phase and orientation in 2D.
Another basis spanning the same space is the projection of the signal f onto the
spherical harmonics of order 0, 1 and 2 (see e.g. (Jones, 1985)). In fact the vector
in (2.19) is the projection onto the spherical harmonics of order 1 and 2. Unlike
the basis functions, defined by the Riesz transform, the spherical harmonics are
mutually orthonormal.
Since spherical harmonics exist for arbitrary order and arbitrary dimension, the
vector representation r = (r (1) , r (2) ) can be generalized for multidimensional
signals and is compactly written as
r = (r (m) , r (m+1) ),

(2.22)
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where r (m) are spherical harmonics of order m applied to the signal f . Let
r (o) ,r (e) be the odd and even order elements of r respectively. For the simple
signal f , the metric for this representation is, as previously, derived from the partial derivatives
∂r (o)
= ρ cos θ ûi r (o) ,
∂xi

(2.23)

∂r (e)
= −ρ sin θ ûi r (e) .
(2.24)
∂xi
These results can be verified by computing the partial derivatives for the 2D examples. Another possibility for verifying these results is to use the Riesz transform
since the relation between spherical harmonics and the Riesz transform also generalize to higher dimension. Like in the previous section the metric leads to a
phase invariant local structure tensor
g = ρ2 (hr (o) , r (o) i cos2 θ + hr (e) , r (e) i sin2 θ) û ⊗ û,

(2.25)

since the elements of r (m) are mutually orthonormal, i.e. hr (m) , r (m) i = 1. The
derived metric is conceptually very close to the local structure tensor derived in
Knutsson and Andersson (2005), which is computed from spherical harmonics of
order 0-3. Another idea in the same direction is the use of higher order derivatives
or Riesz transforms as proposed in Felsberg and Köthe (2005). This tensor was
derived using Riesz-transforms of order 1, 2 and 3, which correspond to a filter
basis which spans the same space. But to compute the tensor in (2.25) from such
a basis the appropriate inner product must be used.

2.6

Hilbert and Riesz Transforms

For completeness this section goes into more details on the Hilbert and the Riesz
transform and their relation to derivatives. The Hilbert transform H applied to a
signal F (u) is in the Fourier domain defined by
H(F )(u) = ı̇ı sign(u)F (u) = ı̇ı

u
F (u).
kuk

(2.26)

The latter equality is provided to see the connection to the Riesz transform in
(2.29). In the spatial domain, the Hilbert transform is computed as the convolution
Z
1
1
f (ξ)
dξ = h(x) ∗ f (x),
(2.27)
H(f )(x) =
π R
ξ−x
where the filter kernel h(x) is given by
h(x) = −

1
.
πx

(2.28)
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A nice generalization of the Hilbert transform to n dimensions is the Riesz transform which is a mapping from Rn → Rn . In the Fourier domain its components
R1 , . . . Rn when applied to F (u) are
Ri (F )(u) = ı̇ı

ui
F (u).
kuk

(2.29)

In the spatial domain the equivalent formula is the convolution integral
Ri (f )(x) =

Γ( n+1
2 )
π

n+1
2

Z

f (ξ)
Rn

ξ i − xi
dξ = hi (x) ∗ f (x).
kξ − xkn+1

(2.30)

where the filter kernel hi (x) is given by
hi (x) = −c

xi
.
kxkn+1

(2.31)

The normalization constant c is defined by the gamma function and for the most
common dimensionalities n = {2, 3, 4} this constant takes on the scalar values
1
c = { 2π
, π12 , 4π3 2 }.
In the Fourier domain it is easy to see the resemblance to derivatives, i.e. Ri (f )
differs from the partial derivative
F{

∂f
(x)} = ı̇ıui F (u)
∂xi

(2.32)

only by a factor kuk. The same property can in the spatial domain be derived
using integration by parts, i.e. exploiting the convolution property
∂
∂
∂
(f ∗ g)(x) =
f (x) ∗ g(x) = f (x) ∗ i g(x).
i
i
∂x
∂x
∂x
Substituting hi (x) =
Ri (f ) =

∂
g(x)
∂xi

(2.33)

in (2.30) yields

∂
f (x) ∗ g(x),
∂xi

(2.34)

which results in the convolution kernel
g(x) =

1
c
.
n − 1 kxkn−1

(2.35)

To emphasize its relation to derivatives2 the Riesz-transform can be expressed in
terms of the signal gradient:
R(f )(x) = ∇f (x) ∗ g(x)
2

(2.36)

The Hilbert transform can in the same way be expressed as the convolution H(f )(x) =
∗ − π1 log(kxk)

d
f (x)
dx
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Naturally, the relation to derivatives generalizes to higher order Riesz transforms.
A Riesz transform of order m is a tensor, which is obtained in the spatial domain
by a sequence of m convolutions, i.e.
Ri1 · · · Rim (f )(x) =

∂xi1

∂m
f (x) ∗ g(x) ∗ · · · ∗ g(x) .
|
{z
}
· · · ∂xim

(2.37)

m

In the Fourier domain the elements of this tensor are defined by
Ri1 . . . Rim (F )(u) = ı̇ım

ui1 . . . uim
F (u),
kukm

(2.38)

and differ from the m:th order derivative by a factor kukm .
In order to compute derivatives and global transforms such as the Hilbert and
Riesz transform the effects of sampling must be taken into account. Let us proceed
with some practical considerations concerning the operators used in this chapter.

2.7

Filters Sets for Local Structure Analysis

Estimation of derivatives, Hilbert and Riesz transforms for sampled data is an
ill-posed problem (Bracewell, 1986). For instance, the computation of the Riesz
transform for an arbitrary signal, f , cannot be computed in practice unless the signal is band-limited, since the transfer function is difficult to realize with a digital
filter. Therefore the signal is typically band-pass filtered, i.e. the Riesz transform actually computed is R(f ∗ g)(x), where g is a band-pass filter, rather than
R(f )(x) which is the desired. This can be seen as regularization and ideally the
filter g should affect the signal as little as possible.
The operators presented in this chapter are formed by linear filters which can be
expressed in the Fourier domain as
H(u) = R(ρ)D(û),

(2.39)

where ρ and û are polar coordinates such that u = ρû. Such filters are called
polar separable and are composed by a radial function R(ρ) and a directional
function D(û). The elements of the ideal second order Riesz transform in 2D are
for instance computed with the set of filters
{H1 , H2 , H3 } = {

u1 2 u1 u2 u2 2
,
,
}
kuk2 kuk2 kuk2

(2.40)

which corresponds to Dk = Hk and Rk (ρ) = 1 for k = 1, . . . , 3. The ideal
second order partial derivatives correspond to the same directional functions but
with radial functions Rk (ρ) = ρ2 . Since neither of these two filter sets can be
realized with digital filters, the difference between them is merely the choice of an
isotropic band-pass filter g which defines the radial function R(ρ) used in practice.

2.8 Discussion
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The band-pass filter must be chosen carefully since it is critical that the filter
frequency characteristics make the filter set sensitive for the signal content of
interest. An extensive overview of different band-pass filters used is given in
(Boukerroui et al., 2004) 3 . In this dissertation either lognormal or logerf functions
are used. The lognormal function is well established and has nice properties for
analysis of local frequency (Granlund and Knutsson, 1995), whereas the logerf
function is better suited for multi-scale analysis (Knutsson and Andersson, 2005).
The choice of the directional functions is not critical, as long as the distribution of
the filter main directions is fairly even. It would, for instance, not make sense to
estimate a derivative in 2D by applying two filters with main directions separated
only by a few degrees. The spherical harmonics are evenly distributed and are in
this sense the best choice. However, filter sets with directional functions that are
better aligned with the discrete spatial grid are easier to realize and therefore lead
to digital filters which are closer to the desired operator.
Another choice are the filter orders, which also determine the number of filters in
the filter set. Many of the representations presented in this chapter make use of
a minimum amount of information obtained by, for instance, the first order Riesz
transform. Such representations are incapable of detecting deviations from the
signal model. The redundant information obtained by increasing the dimensionality of the representation enables description of a larger class of signals. This
information can be used to achieve insensitivity to signal phase, which requires
both odd and even order filters. Detection of deviations from the signal model
is important for certain applications. This can be accomplished by computing a
distance measure between the best fit to the signal model and the observed measurements. The richer signal model, obtained from increasing the order of the
filters, comes at the expense of a higher computational load since a larger filter set
is required. Efficient realization of filter sets using filter networks, to be presented,
can compensate for this increase in computational load.

2.8 Discussion
A review of local phase, orientation and structure was presented in this chapter
leading to a family of polar separable filters for local structure analysis. These
filters are defined in the Fourier domain by their frequency responses. Realization
of digital filters which approximate these desired operators is central in the work
to be presented and in particular this family of filters will be frequently used in
examples throughout the dissertation.
The relationship between derivatives and Riesz transforms is not a novel con3
The filters evaluated in (Boukerroui et al., 2004) are optimized for white noise and no effort
to localize the filters was made. Therefore the results are in direct conflict with the results in
e.g. (Knutsson and Andersson, 2005)
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tribution, but their relation expressed in the spatial domain is not easily found
in signal processing literature. Such relations are useful for signal processing
on non-Cartesian domains, irregular domains and surfaces. For such problems,
it is very complicated and sometimes even impossible to design local operators
which are defined in the Fourier domain. This problem occurs for instance in
the next chapter where local structure analysis is applied to signals acquired in
non-Cartesian coordinate systems.

3
Non-Cartesian Local Structure

This chapter concerns how to take into account the underlying geometry when
describing local structure in non-Cartesian coordinate systems. Particular emphasis is paid to how the tensors transform when altering the coordinate system and
how this affects the operators that are used for estimation. The chapter is a brief
summary of the work presented in Paper I and II, which to a large extent is based
on the same basic principles.

3.1 Introduction
Geometry is very important in medical imaging, where for instance abnormalities
can be detected by size, shape and location. It is however common that samples
obtained from acquisition are represented in a non-Cartesian coordinate system.
Non-cubic voxels are perhaps the most common example, but more complex geometries are also utilized such as oblique sampling or samples acquired in a polar
coordinate system. Signals acquired from such an imaging device are generally
resampled in order to present a geometrically correct image. Computerized analysis of the signal such as localization of objects or estimation of shape and size
does not, however, require resampling. In fact, resampling often complicates subsequent processing, since signal and noise characteristics are deteriorated. This
reasoning applies to local structure in particular, since it is a feature which relates
to geometry.
Even though sampling in non-Cartesian coordinate systems are common, analysis and processing of local structure tensor fields in such systems is less developed. Previous work on local structure in non-Cartesian coordinate systems include Westin et al. (2000); Ruiz-Alzola et al. (2002); Andersson and Knutsson
(2003). The former two are application oriented, while the latter is a step in
the same direction as Paper I and II. In contrast to previous work, the research
presented here reviews the concept of local structure and orientation using basic
differential geometry. This is relevant, since most existing theory on this topic
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implicitly assumes an underlying Cartesian geometry.
The index notation from tensor calculus used in this chapter will be explained
along the way and hopefully also facilitate the reading of Paper I and II for those
unfamiliar with this notation. Index notation helps to distinguish between contravariant and covariant tensors, a property which becomes important when studying non-Cartesian tensor fields.

3.2 Tensor Transformations
A structure tensor describes how the signal energy is locally distributed over orientation. This indicates that the tensor is a second order covariant tensor since its
components Tij are expressed in signal energy per square meter. This distribution
of local signal energy can be drawn as an ellipsoid, where the local energy is low
along the major axis and high along the minor axis. A tensor field estimated from
a magnetic resonance volume is shown in Fig. 3.1. The signal samples are acquired in a Cartesian coordinate system. To highlight the tensors which represent
high signal energy such tensors are drawn in a larger size compared to tensors
which represent low signal energy.

Figure 3.1: A close-up of a local structure tensor field (right), estimated from a T1weighted magnetic resonance image (left). The color represent the orientation of the major axis.

Now consider a signal sampled in a non-Cartesian coordinate system. For practical reasons it is often convenient to present and look at the signal samples on a
square grid as if the pixels were quadratic. This implies that the image is warped
to an incorrect geometry as illustrated in Fig. 3.2. How data is presented is of
course irrelevant for analysis, but many signal processing tools such as convolution implicitly assume that the distance between the samples are unit distances,

3.2 Tensor Transformations
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i.e. a Cartesian coordinate system. To compensate for the geometric distortion,
the spatially varying metric in the warped coordinate system must be taken into
account. Let us first study the ideal behavior of local structure tensor if the coordinate system is altered.

Figure 3.2: Left: An ultrasound image resampled to correct geometry. Right: The original samples presented as if they were quadratic, i.e. in a warped polar coordinate system.

With notation from tensor calculus the components Tij of a second order tensor
∂ ∂
can be expressed in its natural coordinate basis ∂x
i ∂xj . The tensor T is compactly
written as
T =

X

Tij

i,j

∂ ∂
∂ ∂
= Tij i j ,
∂xi ∂xj
∂x ∂x

(3.1)

using the Einstein summation convention, which means that indices occurring
more than once are implicitly summed over. A second order covariant tensor,
which is symmetric and positive semi-definite, can be visualized by drawing the
ensemble of contravariant vectors satisfying the equation
v T T v = 1,

(3.2)

which in index notation is written
Tij v i v j = 1.

(3.3)

This tensor glyph is invariant to a change of coordinate system. A change of the
coordinate system implies that the components v i change, which is easily seen by
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Figure 3.3: A second order covariant tensor drawn in Left: a Cartesian coordinate system
Middle: a polar coordinate system Right: a warped polar coordinate system.

studying the gridlines in Fig. 3.3. For Eq. 3.3 to be satisfied the components Tij
must counteract the change of v i .
In the same fundamental way as a contravariant vector of length 1 meter does not
change direction or length if it is expressed in inches, a tensor T which is a measure of signal energy per square meter must be preserved even if the coordinate
system is changed. Let us study the tensor
T = T̃ij dx̃i dx̃j = Tij dxi dxj ,

(3.4)

where the tensor elements T̃ij is expressed in the basis ∂∂x̃i ∂∂x̃j . The relation between the elements Tij and T̃ij is easily derived by the chain rule, i.e.
T̃ij =

∂xk ∂xl
Tkl .
∂ x̃i ∂ x̃j

(3.5)

A uniform stretch of the coordinate system, i.e. the transformation x̃ = ax with
a > 1, causes the tensor components Tij to shrink. Note that this is in direct
conflict with (Knutsson, 1985), which require the representation to be invariant to
a uniform stretch.

3.3

Local Structure and Orientation

The local structure tensor was originally designed as a representation of orientation and in literature both orientation tensor and local structure tensor often refer
to the same tensor. In the previous section and chapter the local structure tensor
was claimed to be a second order covariant tensor, since it is a measure of signal
energy per meter. Another argument which supports this claim is that if the local
structure tensor incorporates the outer product of the gradient it must be covariant
(Westin, 1991). But since the concept of orientation seems to be unit-less, it makes
sense that it should be invariant to uniform stretch. The only second order tensor
which fulfills this requirement is a mixed order tensor. Let us therefore review
the definition of the orientation tensor to understand how it relates to second order
covariant tensors such as the ones introduced in the previous chapter. Here, these
tensors will be referred to as local structure tensors, including the outer product
of the gradient.

3.3 Local Structure and Orientation
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The orientation tensor is defined only for signals f which are intrinsically onedimensional. Such signals satisfy the simple signal constraint
f (x) = f (hx, viv),

(3.6)

i.e. signals which locally are constant in directions orthogonal to v. This definition
is invariant to the choice of coordinate system but require knowledge of the inner
product. A simple signal is shown in Fig. 3.4. Note that in the warped coordinate
system a projection onto v requires computation of geodesic distances.

Figure 3.4: A simple signal in a Cartesian coordinate system (left) and a warped polar
coordinate system (right).

Actually, the simple signal constraint in itself also defines the orientation tensor
for this case
f (x) = f (hx, viv) = f (T x),

(3.7)

where T is a projection operator. From the simple signal constraint T is defined
by
T = h·, vi ⊗ v = w ⊗ v,

(3.8)

where w = h·, vi by definition is the dual vector of v. The elements of w is
written with a lower index and is obtained by so called index gymnastics
wi = gij v j = vi ,

(3.9)

where gij is the element of the metric tensor g defining the inner product. The
elements of the orientation tensor is then written as
T i j = gjk v k v i = v i vj .

(3.10)

The orientation tensor is therefore most naturally described as a mixed second order tensor. However, since it is not meaningful to talk about orientation without a
metric defining angles, the contravariant or covariant nature of the orientation tensor is of less importance. This is because the metric tensor g, by index gymnastics,
allows us to move between contravariant and covariant tensors.
The metric tensor is central for analysis of non-Cartesian local structure. In a
Cartesian coordinate system the metric is the identity operator and its components
are defined by the Kronecker delta, i.e. gij = δij . Tensors in Cartesian coordinate
systems are called Cartesian tensors, and since the metric is the identity operator
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there is no need to distinguish between contravariant and covariant tensors. The
metric tensor g defines the inner product
hu, vi = uT g v,

(3.11)

where u, v are contravariant vectors. In index notation the equivalent expression
is written
hu, vi = g(u, v) = gij ui v i .

(3.12)

In the case of non-cubic voxels, the off-diagonal elements of the metric are zero
whereas the diagonal elements are scaled differently, i.e. the metric is still orthogonal but not orthonormal. For oblique sampling all elements of the metric are
non-zero. In both these cases the metric is globally defined by gij , which is not
the case for the polar coordinate system where gij varies with spatial position.
With knowledge about the local metric, defining local distances, it is possible to
perform analysis of non-Cartesian local structure in the original sampling grid.
Let us for instance study the relation between orientation and local structure. In a
Cartesian system the dominant signal orientation can be extracted from the local
structure tensor by eigenvalue decomposition, searching for the direction of maximal detected signal energy. In non-Cartesian coordinate systems this is in the
same way accomplished by finding the vector v of unit length which maximizes
max v T T v,
v

subject to hv, vi = 1,

(3.13)

which in index notation is written as
max Tij v i v j ,
v

subject to gij v i v j = 1.

(3.14)

The metric g ensures that v is of unit length for an arbitrary choice of coordinate
system. This eigenvalue problem is solved by first raising an index of the local
structure tensor and then solving the eigenvalue equation
T i j v j = g ik Tkj v j = λv i .

(3.15)

Again, the orientation tensor falls out naturally as a mixed second order tensor,
with components T i j and where v is the vector corresponding to the largest eigenvalue. By lowering an index,
Tij = gik T k j = gik λv k vj = λvi vj .

(3.16)

a second order covariant tensor is obtained. Let us continue by studying how
local structure can be estimated since the effect of sampling has in this chapter
until now been ignored.

3.4 Tensor Estimation
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3.4 Tensor Estimation
In general, local structure tensors are formed by combining responses from linear
filters as in the previous chapter. Since these filters are discrete operators, they can
be applied to arbitrary arrays of sampled data. But without taking into account the
sampling distances, i.e. the local metric, this operation is carried out under the implicit assumption that the samples are acquired in a Cartesian coordinate system.
A straightforward example is the use of central differences, which approximate
the signal gradient. The components of the gradient is then approximated by
∂f
f (x1 + ∆x1 , x2 ) − f (x1 − ∆x1 , x2 )
≈
∂x1
2∆x1
1
2
2
∂f
f (x , x + ∆x ) − f (x1 , x2 − ∆x2 )
≈
,
∂x2
2∆x2

(3.17)

where ∆x1 and ∆x2 are the sampling distances. Obviously, if ∆x1 6= ∆x2 , or
more generally if the metric gij 6= δij the filters must be adapted to the underlying
geometry in order to produce a geometrically correct gradient.
To achieve rotational invariance the filters which produce local structure tensors
are required to be polar separable, which is not the case for (3.17). Such filters
can be decomposed into a radial band-pass filter followed by a directional filter
which is sensitive to signal orientation. In a Cartesian coordinate system, the
radial band-pass function is spherically symmetric. In multi-dimensional differentiation this is often referred to as a pre-filter and can be seen as a regularization
to avoid amplification of high-frequency noise. Another interpretation is that the
gradient is averaged over a small signal neighborhood and by letting radius of this
neighborhood tend to zero the true gradient is obtained. It is however important to
realize that the shape of this neighborhood becomes anisotropic in a warped coordinate system as illustrated in Fig. 3.5. Also the direction might change, which in
the context of local structure is less critical since this may be corrected for when
combining the filter responses.

Figure 3.5: An isotropic signal neighborhood in a Cartesian coordinate system (left),
a polar coordinate system (middle) and a warped polar coordinate system
(right).

Since the filters are discrete operators, aliasing must be taken into account and it
is not straightforward to reshape the spatial support of the filters in a way which
correspond to the anisotropic neighborhood. The approach taken in Paper II is
to formulate the desired operator in the continuous Fourier domain and then design an operator in the non-Cartesian grid which has the closest fit possible to this
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desired frequency response. For practical reasons this approach was limited for
non-Cartesian coordinate systems which locally are well described by an affine
transformation. This is because the the Shannon sampling theorem is still applicable for such transformations. There are, however, sampling theorems that allow
more general transformations as long as the signal band-limitedness is preserved
(see Unser (2000)).
As a result of this procedure, the local structure tensor field can be estimated
in the warped coordinate system. In Fig. 3.6 the results for a patch estimated
from an ultrasound image are shown (Paper I). By studying the color code which
represents signal orientation, it is fairly easy to see that this approach produce a
plausible tensor field. Note also that the geometric distortion is far from being
negligible. In the lower parts of the image, the pixels in the geometrically correct
image are stretched approximately 4 times compared to the original grid.

Figure 3.6: Top: An ultrasound image acquired in a polar coordinate system, resampled
to a correct geometry (left) and in its original sampling grid, i.e. a warped
coordinate system (right). Bottom: A local structure tensor field estimated
from the warped coordinate system, transformed and resampled to to a correct geometry (left) and in its original sampling grid (right). The color represent the orientation of the major axis in the correct geometry.

3.5 Discussion
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3.5 Discussion
Under the assumption that the underlying geometry is important, one must distinguish between covariant and contravariant tenors in non-Cartesian coordinate
systems. For a geometrically correct description of local structure, the tensor field
must be transformed in accordance to theory. However, by utilizing a spatially
varying metric eigenvalue analysis can be performed in a warped image without
transforming the tensor field.
The limitations brought on by only having access to sampled data makes it difficult to estimate a tensor, which in a strict sense is consistent with the theory
presented. The presented work relies on that the transformation between the coordinate systems can be approximated by an affine transformation, at least locally.
Experiments were carried out both on real data, an ultrasound image acquired
in a polar coordinate system, and synthetic data. For the synthetic data, more
accurate estimates of the dominant orientation could be obtained with less amount
of processing. The presented work is also applicable to curved manifolds provided
that they are locally flat, i.e. they must have a relatively low curvature.

4
Tensor-Driven Noise Reduction
and Enhancement

Noise reduction is probably one of the most well-studied problems in image analysis and methods which incorporate information from local structure analysis have
been suggested by many authors. The work in (Paper III) concerns one such
method called anisotropic adaptive filtering, which is here reviewed. This chapter
also briefly reviews the main ideas of a few existing methodologies, which make
use of local structure or in other ways are related to anisotropic adaptive filtering.

4.1 Introduction
For multidimensional signals, in particular images, there exists a large amount of
methods for denoising, edge-preserving smoothing, enhancement and restoration.
The different terms are nuances of essentially the same problem and indicate either what type of method is used or what purpose the method serves. With small
modifications the vast majority of methods fit under several of the above mentioned categories.
Noise reduction, denoising and noise removal are more or less equivalent terms
for methods with the ideal goal of recovering a true underlying signal from an observed signal which is corrupted with random noise. Smoothing is a sub-category
of denoising algorithms and generally refers to local filtering using an isotropic
low-pass filter. Typically, it is carried out by convolution with a Gaussian FIR filter with the purpose of regularizing a signal. Smoothing in this sense will suppress
high-frequency noise, but also high-frequency signal content. Since the signal-tonoise ratio of natural images is much lower for high frequencies, smoothing will
reduce a large amount of noise and at the same time preserve most of the signal
energy. The human eye is, however, very sensitive to high frequency structures
and therefore it is, in image analysis, important to preserve high-frequency details such as edges, lines and corners. Edge-preserving smoothing is a common
term for filters which suppress high-frequency noise by smoothing, but avoid suppression of edges. Typically the smoothing process is stopped in regions where
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edges are present. An alternative is to allow high-frequency content locally, where
high-frequency signal content is detected.
In image restoration, knowledge about the degradation is utilized to recover the
true underlying signal. In contrast to denoising, restoration may also address correction of global degradation phenomena arisen during the imaging process such
as lens distortion and blurring. Also, removal of artifacts can be addressed. Typically, these methods rely on estimated or known statistics. Image restoration can
be significantly more complex in comparison to noise reduction, since it may involve inverse problems. Image enhancement differs from image restoration and
denoising in the sense that it does not target the true underlying signal. In addition
to noise reduction, the visibility of small structures can for instance be improved
by locally or globally changing the image histogram. The purpose is to make the
image as pleasing or as informative to the eye as possible. Evaluating enhancement is therefore very difficult, since the image quality is to a large extent a subjective measure. Algorithms for enhancement are usually more heuristic in their
nature and user interaction is very important. Enhancement is also commonly
used as a pre-processing step, where the goal is to make the image as suitable as
possible for a specific application.
The end user in medical image science is often a medical specialist, who typically
encounters image enhancement. With a few parameters, provided by a graphical
user interface, the goal is to enhance image structures of important clinical value.
In medical imaging, denoising also plays a central part, since most imaging devices deliver processed data rather than raw data. For instance, a higher image
quality in computed tomography can in general be accomplished only if the radiation dose is increased, with undesirable side effects to the patient. In magnetic
resonance imaging, a similar trade-off exists between acquisition time and image quality. The goal of denoising is then to decrease the radiation dose or the
acquisition time while maintaining the image quality.
In this chapter, the focus is mainly on adaptive anisotropic filtering which is a low
complexity methodology for image enhancement having a good post-processing
steerability which enables fast user interaction. Even though it is not primarily designed for noise reduction, it provides, in 2D, a low complexity alternative
which is competitive to the state-of-the-art. In 3D the method is burdened by
a substantially higher computational complexity, a problem which is addressed
in (Paper III). The use of local structure analysis, estimated from a set of linear filters, makes the algorithm an ideal example for illustrating the use of filter
networks presented in chapter 7. Before introducing this methodology, the main
ideas of a few selected methodologies that relate to adaptive anisotropic filtering
are presented.

4.2 Noise Reduction
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4.2 Noise Reduction
Reducing noise in images is essentially a data fitting problem, which can be approached with traditional regression algorithms. A simple synthetic 1D example
is shown in Fig. 4.1. A typical problem setup is a sampled ideal image f which is
corrupted by additive uncorrelated noise n, which yields the linear signal model
y = f + n,

(4.1)

where y, f and n are vectors. The objective is to reduce or remove the noise in
the observed data y to get as close as possible to f . With knowledge about the
second order statistics of signal and noise, the optimal linear operator in the least
squares sense is obtained by solving the problem:


min E kfˆ − f k2
(4.2)
fˆ





Assuming the covariance matrices C f = E f f T and C n = E nnT = σ 2 I to
be known, the solution which minimizes this expected least squares distance is
−1
fˆ = C f (C f + C n )−1 y = (I + σ 2 C −1
f ) y.

(4.3)

This well-known solution is recognized as the Wiener filter solution and is under
the same assumptions also the minimizer to the equivalent problem
ˆ2
min = kfˆ − yk2 + σ 2 kC −1
f fk .

(4.4)

fˆ

In estimation theory this technique is known as Tikhonov regularization and in
statistics as ridge regression. The fundamental problem with this technique is the
underlying assumption of wide-sense stationary noise and signal characteristics.
Most interesting signals violate these assumptions, since characteristics change
with spatial position. Therefore, the global approach of classic Wiener filtering is
considered insufficient for noise reduction of general images.

Figure 4.1: Noise reduction is essentially a data fitting problem. Left: Original synthetic
signal. Right: The result of a local adaptive Wiener filter applied to noisy
measurements (gray dots).

Most methods for noise reduction can be categorized as either transform-based or
as PDE-based, which are the two predominant ways to overcome the drawback
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of the stationarity assumption. By imposing constraints on the smoothness of the
solution, PDE-based methods and adaptive filters typically operate directly in the
signal domain. A different approach is transform-based methods, where the imposed constraints are formulated as boundedness or sparsity in a feature space.
The feature space is usually computed by applying a linear transform to the signal. Other methods which are not included in this overview and deserve to be
mentioned are mean shift filters (Comaniciu and Meer, 2002), bilateral filtering
(Tomasi and Manduchi, 1998) and non-local means (Buades et al., 2005). For
the interested reader there are some quite recent papers, which establish connections between different kinds of denoising techniques including adaptive filtering, wavelet shrinkage, variational formulations and PDE-based methods (Sochen
et al., 1998; Scherzer and Weickert, 2000; Barash, 2002).

4.2.1

Transform-Based Methods

One of the most well-known regression techniques is dimension reduction by principal component analysis, also known as truncated singular value decomposition
or as the Karhunen-Loeve transform. Analogous to Wiener filtering, the signal is
well described by a sub-space, in this case spanned by a few principal components
which are characterized by large principal values. Noise typically projects on all
principal components and components which contain mostly noise are therefore
characterized by small principal values. In contrast to Wiener filtering, where the
components characterized as noise are attenuated, the principal components with
negligible or no correlation with the signal are in dimension reduction truncated
to zero. In other words, an estimate of f is obtained by thresholding in the transform domain and then the signal is reconstructed as an element in the sub-space
spanned by the remaining principal components.
The same idea is employed in wavelet denoising, where the change of basis is
computed using a wavelet transform. To better describe local features, wavelet
packets are waveforms of finite spatial size with an average value of zero. The
wavelet transform is computed by recursively applying scaled and translated
versions of the so called mother wavelet. The locality of each wavelet packet
and the use of multiple scales make the wavelet basis better suited to capture
non-stationary signal characteristics. A general formulation of a transform-based
method due to (Elad, 2006) is
min kfˆ − yk2 + λ Ψ(W fˆ),

(4.5)

fˆ

where the signal representation of fˆ in the transform domain is denoted by W fˆ
and W defines the transformation. The function Ψ(·) is usually a robust norm
which favors sparsity such as Ψ(·) = k · k1 .
With a unitary wavelet transform, the solution to problem (4.5) is obtained by
shrinkage (Donoho, 1995), i.e. thresholding in the transform domain followed
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by the inverse transform. Typically, the transform is computed by convolution,
followed by decimation and then these two operations are recursively carried out
in a number of coarser scales. In this case denoising can be efficiently computed
by the simple scheme shown in Fig. 4.2, where a look-up-table is the standard
implementation for the thresholding and the inverse transform is computed by
convolution, similar to the forward transform.
W f̂

W

Wy

W

−1

Figure 4.2: Typically wavelet denoising is performed by transformation, shrinkage, and
reconstruction by the inverse transform.

The choice of W is of course critical for the overall performance. The use of
maximally decimated orthonormal transforms has been celebrated for their ability
to compress signals efficiently. However, the lack of shift-invariance and the poor
orientation selectivity of these transforms were pointed out as a major drawback
for signal analysis like for instance denoising (see e.g. (Simoncelli et al., 1992)
and references therein). Therefore, a large variety of overcomplete transforms
have been suggested where (Simoncelli et al., 1992; Kingsbury, 2001; Starck et al.,
2002; Do and Vetterli, 2003; Eslami and Radha, 2006; Starck et al., 2007) are a
few samples of such transforms. Some of these transforms are polar sub-band
decompositions of the frequency domain with a striking similarity to the polar
separable filter sets used for local structure analysis (see e.g. (Knutsson and Andersson, 2005)).
The overcomplete transform, now linearly dependent, is often a tight frame which
enables easy reconstruction. Shrinkage does however no longer provide the optimal solution to problem (4.5) and a simple closed form solution does not exist. Typically, some search method carrying out sparse approximation tailored for
overcomplete problems is applied, such as matching pursuit or basis pursuit algorithms (Mallat and Zhang, 1993; Chen et al., 2001). State-of-the-art denoising
with transform-based techniques does not rely only on sparsity as a signal prior,
but incorporate stronger priors derived from statistics like in (Portilla et al., 2003).

4.2.2

PDE-Based Methods

In variational calculus, the data fitting problem is posed as a minimization problem
similar to problem (4.5), but where the signal prior usually is formulated directly
in the the signal domain. A variational formulation due to (Weickert, 2001) is to
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minimize the energy functional
Z
Z
min |f0 − f |2 dx + α Ψ(k∇f k2 )dx,
f

Ω

(4.6)

Ω

where f0 is the observed data and Ψ(·) is a robust norm like in the previous section. A local minimizer f to this problem must satisfy the Euler-Lagrange equation

f0 − f
= div Ψ′ (k∇f k2 ) ∇f .
α

(4.7)

By introducing an artificial time f (t, x), a gradient descent scheme applied to the
Euler-Lagrange equation leads to the partial differential equation
 1
∂f
= div Ψ′ (k∇f k2 ) ∇f + (f0 − f ),
∂t
α

(4.8)

with initial condition f (0, x) = f0 (x) and Neumann boundary conditions. A
steady state solution f obtained by evolving the PDE is a smooth function with a
close fit to f0 .
It is also common to directly formulate the PDE, without writing down the energy functional. This gives a larger flexibility, since a PDE does not necessarily
have a variational formulation, whereas a gradient descent minimization of the
variational formulation gives a PDE. Let us consider the equation

∂f
= div Ψ′ (k∇f k2 )∇f ,
∂t

(4.9)

which corresponds to the first term in (4.8). By comparing Eq. 4.9 to the the EulerLagrange equation (4.7), it is easy to see that evolving (4.9) during t = α seconds
is an approximate solution to the Euler-Lagrange equation. With the function
Ψ(x) = x hence Ψ′ (x) = 1, Eq. 4.9 describes linear diffusion, for instance heat
conduction in an isotropic and homogeneous media. Evolving the equation during
t seconds is equivalent to low-pass
√ filtering, i.e. convolution with a Gaussian kernel with standard deviation σ = 2t. Linear diffusion, therefore suppresses both
high-frequency noise and edges. Perona and Malik (1990) introduced an edgestopping function to remedy this low-pass effect, i.e. the function Ψ′ (k∇f k2 ) was
chosen as a nonlinear function decreasing with increasing k∇f k2 . Instead of stopping the diffusion at the presence of an edge (Weickert, 1997, 2001) introduced
the anisotropic diffusion described by
∂f
= div(D∇u),
∂t

(4.10)

which continues to smooth along the edge and where the smoothing direction is
controlled by a diffusion tensor D. Note that this equation is linear and can be
thought of as heat conduction in a non-homogeneous media, where the diffusion
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tensor describes the thermal conductivity. The diffusion tensor is a second order
contravariant tensor and is based on a non-linear mapping from an estimated local
structure tensor field T (x). The diffusion tensor has an inverse relation to the
local structure tensor, and is typically expressed in the same eigensystem as T but
with eigenvalues determined by a smooth inverse mapping of the eigenvalues of
T.

Figure 4.3: A noisy image embedded as a surface in R3 (left) and the result from edgepreserving smoothing by linear diffusion on this surface (right).

A slightly different view, known as the Beltrami framework (Kimmel et al., 1997),
is to apply a linear diffusion scheme like (4.10), but instead consider the diffusion
tensor as a local metric g on some image manifold. An example is the image
manifold shown in Fig. 4.3, where the image is considered as the surface defined
by

r = x, f (x) ,
(4.11)

which is embedded in R3 . The induced metric g on this manifold with elements
gij is given by
∂f ∂f i j
dx dx = εδ + T ,
(4.12)
∂xi ∂xj
where δ is the Kronecker delta and T is the outer product of the signal gradient.
The constant ε defines how the range of image intensity relates to geometric distances. Recall from chapter 2 that T is a local structure tensor and that several
other image manifolds, with metrics corresponding to structure tensors, were derived. Linear diffusion on a general surface embedded in a Euclidean space leads
to the Beltrami flow
p

1
∂f
=p
div det(g)g −1 ∇f ,
(4.13)
∂t
det(g)
g = gij dxi dxj = εδij dxi dxj +

which in index notation is written as
1 ∂ √ ij ∂f
∂f
=√
( gg
).
∂t
g ∂xi
∂xj

(4.14)
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The right-hand side is called the Laplace-Beltrami operator, where g is the determinant g = det(gij ). Note that g −1 here is the contravariant metric, i.e. g ij =
(gij )−1 , which explains the inverse relation between the local structure tensor T
and the diffusion tensor D used earlier since g ij = (gij )−1 = (δij + Tij )−1 .
The Beltrami framework is very flexible and the choice of manifold and embedding is central for the performance. (Sochen et al., 1998) shows that many
choices lead to known PDE-based methods and adaptive filters. The bilateral filter (Tomasi and Manduchi, 1998) is for instance a Euclidean approximation of
the Beltrami flow. Varieties of bilateral filters such as (Wong et al., 2004; Takeda
et al., 2007) include higher order forms and are therefore closer to the image manifolds presented in 2 and also to the adaptive filter presented in the next section.

4.3

Adaptive Anisotropic Filtering

In medical image enhancement, adaptive anisotropic filtering has been used for
several different modalities in e.g. (Haglund, 1992; Westin et al., 2000, 2001) and
also in Paper III. The similarity between this method and anisotropic diffusion is
apparent and their relation was studied in (Rodrigues-Florido et al., 2001). Even
though the approaches are formulated and implemented in different ways, they
both utilize a tensor field to smooth along edges. A schematic overview of adaptive anisotropic filtering is shown in Fig. 4.4, where the method is divided into
three main steps. After these steps a filter, unique for every spatial neighborhood,
is synthesized and with a few parameters the user can steer the high frequency
content of the signal.
User
f (x)

Tensor
Estimation

Reconstruction
Filtering

T (x)

Tensor
Processing

T̃ (x)

hi (x) ∗ f (x), hlp (x) ∗ f (x)

Filter
Synthesis

f˜(x)

Figure 4.4: An adaptive filter is synthesized after performing three steps: local structure
analysis, tensor processing and reconstruction.

Let us first study the adaptive filter proposed by (Abramatic and Silverman, 1979),
which precedes the anisotropic adaptive filter much like the Perona-Malik nonlinear diffusion precedes anisotropic diffusion. This adaptive filter is based on
the same principles as unsharp masking (see e.g. (Sonka et al., 1998)) and the
idea is to interpolate between a stationary Wiener-filter and an all-pass filter. The
resulting adaptive filter has the impulse response

hα (ξ, x) = α(x)hlp (ξ) + 1 − α(x) δ(ξ),
(4.15)

4.3 Adaptive Anisotropic Filtering
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where x are global image coordinates and ξ are coordinates for the local neighborhood. Since the Wiener filter typically has low-pass characteristics it is denoted
hlp . In contrast to unsharp masking, the so called visibility function α ∈ [0, 1]
varies with spatial position and determines locally, based on the image gradient,
the amount of high-frequency content allowed to pass. This means that the filter
is adaptive with respect to local bandwidth.
This filter was later extended in (Knutsson et al., 1981), where a filter adaptive
also with respect to orientation was presented. The basic principles employed
later became known as steerable filters (Freeman and Adelson, 1991). Further
development has led to the adaptive anisotropic filter
hα (ξ, x) = hlp (ξ) +

m
X

αk (x)hk (ξ)

(4.16)

k=1

where hk is a set of anisotropic filters and αk is controlled by a local structure
tensor field (Knutsson et al., 1991). By applying the adaptive filter to the output of
a multi-scale image pyramid and interpolating between the different enhancement
results, this filter was also made adaptive with respect to scale (Haglund, 1992).
For the remaining part of this section let us however restrict the presentation to
the single-scale version of this adaptive anisotropic filter.

4.3.1

Local Structure Analysis

A tensor T constitutes a local signal model designed to describe intrinsically 1D
signal neighborhoods. This local model features rotational invariance, i.e. signal
neighborhoods are treated the same way regardless of orientation and with excellent angular selectivity.
A large tensor norm kT (x)k indicates a well-defined local structure. With a filter
set, where the number of filters is larger than the degrees of freedom of the tensor, it is possible to detect signal neighborhoods that do not fit the signal model.
This is important in order to avoid introduction of artifacts. Such neighborhoods
are typically characterized by more or less isotropic tensors with a large norm
Moreover, the partly redundant information provided by this filter set, also allows
construction of a local model which is insensitive to the signal phase. This means
that for instance high-frequency details such as edges and lines will be treated in
the same way.
A structure tensor of rank less than the signal dimension d indicates a signal neighborhood of intrinsic dimensionality less than d. Similar to anisotropic diffusion
this enables smoothing in direction orthogonal to the signal orientation.
A local structure tensor field is constructed from a set of filter responses as described in the previous two chapters. This set of filters constitutes an isotropic
polar sub-band decomposition of the frequency domain and the anisotropic reconstruction filters are typically obtained with a similar set of filters.
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Tensor Processing

There are many possibilities to process the estimated tensor field in order to enhance or attenuate different image structures. Typical operations are element-wise
multiplications and tensor averaging. More sophisticated tools for tensor processing have appeared quite recently, which might be of interest for future development such as P -averages (Herberthson et al., 2007), bilateral filtering (Hamarneh
and Hradsky, 2007), morphological operations (Burgeth et al., 2004). However,
for the tools to be useful the computational complexity of such an operation must
not be too large.
Recall from the transform-based methods how thresholding was used in order
to reduce the amount of high-frequency noise. Here, noise is characterized by
tensors with small norm, whereas salient signal neighborhoods have large tensor
norms. Soft thresholding of the tensor norm as in (Granlund and Knutsson, 1995),
then produces a tensor field described by
T̃ (x) =

γ(kT (x)k)
T (x).
kT (x)k

(4.17)

where, γ is a low-parametric sigmoid-type function defined for x ∈ [0, 1] by
γ(x) =

xβ
.
+ σβ

xα+β

(4.18)

As opposed to thresholding individual filter coefficients as in Sec. 4.2.1 only the
tensor norm is here considered. This implies that the orientation is preserved and
the operation only controls the high-pass energy of the adaptive filter. A few samples of the function γ with different parameter settings are shown in Fig. 4.5. Here
σ plays a central role and defines the location of the threshold, which should correspond to the level of random noise. The slope of the transition or the ’softness’
is defined by β. The constant α typically ranges within [0, 0.5] and is used to
accentuate low-contrast structures just above the noise level threshold.
The orientation selectivity or the degree of anisotropy can in a similar way be
n
, where
controlled globally by measuring and adjusting the eigenvalue ratios λλn−1
λn−1 > λn and n > 1. In 3D a plane-like and a line-like neighborhood are
characterized by the eigenvalues λ1 ≫ λ2 ≈ λ3 and λ1 ≈ λ2 ≫ λ3 respectively.
Such structures can then be attenuated or enhanced by

λn
T̃ (x) = T (x) + µ( λn−1
)λn−1 − λn en eTn ,

(4.19)

where en is the eigenvector corresponding to λn and µ is the smooth mapping
µ(x) =

xβ (1 − α)β
.
xβ (1 − α)β + αβ (1 − x)β

(4.20)
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n
µ( λλn−1
)

σ

kTk

α

λn
λn−1

Figure 4.5: Left: The function γ(x) for a few different parameter settings. Right: The
function µ(x) for a few different parameter settings.

This mapping is shown in Fig. 4.5 and the threshold here is defined by α, which
satisfies µ(α) = 21 . The constant β is the slope of γ for this point and hence
defines how soft the thresholding is.
Element-wise smoothing of the tensor components Tij prevents rapid changes of
the tensor field. This operation is carried out by the convolution
T̃ij (x) = g(x) ∗ Tij (x),

(4.21)

where g typically is a small isotropic low-pass kernel. Observe that this operation
does not smooth the image content. If, for instance, two neighboring anisotropic
tensors differ in orientation, their average is a less anisotropic tensor. This implies
an adaptive filter with wider orientation selectivity, which for a salient structure
means that a larger amount of of high-frequency content is allowed to pass.

4.3.3

Reconstruction and Filter Synthesis

The set of anisotropic filters hk used for reconstruction filters belong to the same
class of polar separable filters as the ones used for local structure analysis. Filters
of odd order are in general not used for reconstruction. This is because they cause
an, in this case, undesirable phase-shift of the signal, whereas filters of even order
preserve the signal phase. The radial function of the anisotropic filters has highpass characteristics and for perfect reconstruction the sum of all reconstruction
filters must satisfy the equation
hlp (ξ) +

m
X

hk (ξ) = δ(ξ).

(4.22)

k=1

For practical reasons it is convenient to use the same directional functions as the
second order filters used for producing the tensor field.
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Instead of applying an inverse transform to reconstruct the signal, the tensor field
is used to synthesize a filter which is locally adapted to the estimated signal model.
This is accomplished by first computing the filter responses fk (x) = f (x)∗hk (x)
and also the response of the low-pass filter, i.e. flp = hlp (x) ∗ f (x). Then a linear
combination α1 , . . . , αm of the high-pass content is added to the smoothed image
flp by:
f˜(x) = flp (x) +

m
X

αk (x)fk (x)

(4.23)

k=1

The main advantage of this approach is that a change of the parameter settings
for γ and µ requires a new linear combination αk , but the computationally more
expensive steps of this algorithm do not need to be recomputed. This allows the
user to steer the high-frequency content of a 2D signal in real-time.
The scalar values αk are obtained by projecting the tensor field onto a set of dual
tensors M k , i.e. the adaptive filter in (4.23) can be expressed in terms of the local
structure tensor field:
f˜(x) = flp (x) +

m
X
k=1

hT̃ , M k ifk (x)

(4.24)

The dual tensors M k can be computed analytically or be estimated from a training
set with ground truth as in (Andersson et al., 2001). The advantage of the latter
approach is that it is possible to compensate for filter distortion and take into
account prior knowledge about the distribution of signal and noise.
Let S i be the ideal local structure tensors for a training set of image patches gi (x),
where i = 1, . . . , n. By computing all the filter responses gki = hk (x) ∗ gi (x)
for all n image patches, the dual tensors are obtained by solving the least squares
problem
min

M 1 ,...,M m

n
X
i=1

kS i −

m
X
k=1

gki M k k2 .

(4.25)

The analytical solution is obtained by solving the same problem, where the training set S i is the orthonormal basis spanning the space of symmetric positive definite tensors and the corresponding filter responses are computed with ideal filters.
In the cases where there is no unique solution to problem (4.25), i.e. n < m, the
solution M 1 , . . . , M m with minimum norm is preferred.

4.4

Discussion

Following a recent trend, to establish connections between different techniques
with the goal to see what can be learnt from methods developed using disparate
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frameworks, a few methodologies for noise reduction were here reviewed. The
selected samples of methodologies have in common that they are related either to
local structure analysis or the adaptive anisotropic filtering presented. The main
reasons for this particular choice are to identify other algorithms which may benefit from the results of this dissertation and to inspire to new ideas of how to make
use of local structure.
In summary, the filter set used for local structure analysis is very close to some
of the existing bases used for wavelet denoising. The soft thresholding used for
thresholding wavelet coefficients and also the smooth mapping used in anisotropic
diffusion resembles the one used in adaptive filtering. In the context of variational
and diffusion frameworks anisotropic adaptive filtering can be interpreted as a single large time step. An important improvement of this adaptive filter is the use of
filter networks (see chapter 7) producing 3D filters for both local structure analysis
and the reconstruction filtering, which significantly speeds up the computationally
intense part of this algorithm.

5
FIR Filter Design

This chapter is an introduction to design of finite impulse response filters and
provides a background, necessary for the remaining chapters and also for Paper
II, IV, V and VI. Contradictory demands on the desired frequency response and
the spatial locality make FIR filter design a delicate problem. Here, least squares
design criteria in multiple domains are used to obtain a localized filter, which is
as close as possible to the frequency response for the expected signal and noise
frequency content.

5.1 Introduction
In chapter 2 a number of operators such as the image gradient, the Hilbert transform, the Riesz transform and the local structure tensor was presented. This
chapter provides a background for how such operators can be realized with finite impulse response filters intended for sampled signals. For natural reasons
these filters are digital. They are discrete in the spatial domain, but are treated as
continuous in the image space, i.e. for each discrete spatial position a filter takes
on a real value. By construction they can only form linear operators, which limit
their ability to realize non-linear operators. Still many non-linear operators, like
for instance the local structure tensor is computed from a non-linear combination
of linear filter responses. Also solutions to partial differential equations are often
obtained by iteratively combining responses from linear filters. The process of
designing a filter is to form a realization of the filter which is as close as possible
to the desired operator. This can be formulated as an optimization problem, with
the goal to satisfy a set of requirements. This set of requirements define the metric for this search space, i.e. it defines what is meant by the term ’close’. Due to
the nature of this metric, it is common that the solution which is closest to the desired operator is a compromise between requirements that are partly contradictory.
Common requirements for multidimensional FIR filters are:
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Frequency characteristics: Since desired operators often are derived using spatio-temporal statistics it is convenient to express the desired filter in
the Fourier domain as a frequency response, since it best describes shiftinvariant characteristics. Even though the signals under consideration are
discrete, the Fourier transform of such signals are a continuous functions,
which are periodic with a periodicity equal to the sampling frequency. Frequencies above the Nyquist frequency are aliased, which is why most filters
are restricted to specific frequency sub-bands.
Spatial characteristics: The spatial domain describes best local characteristics of a filter. Since there is a one-to-one correspondence between
the frequency response and the discrete impulse response defined by the
Fourier transform, it is sufficient to describe the filter entirely in one domain. However, many filters do not have a closed form expression in the
spatio-temporal domain. If such an expression exists it is rarely of finite
extension and may be difficult to realize efficiently.
Locality: For several reasons it is desirable keep the spatial support of the
filter small. A small filter implies a smaller computational load, due to fewer
non-zero filter coefficients. More importantly, smaller filters maintain the
resolution of the signal better. Furthermore, a filter typically represents a
local signal model with few degrees of freedom. A filter with small effective
size is then more likely to fit the signal locally.
Computational complexity: The computation time for filtering are often
critical in multidimensional signal processing, since it in general involves
a huge amount of data. There are two basic ways of implementing linear
filtering, either by convolution or by the use of the Fast Fourier Transform.
The latter is sometimes referred to as fast convolution, which might be misleading since convolution is in general faster for small filters. The computational load of convolution-based filtering is defined by the number of
filter coefficients. The aim of this and the sub-sequent two chapters is to
reduce the number of filter coefficients required, and thereby reducing the
computation time, without sacrificing any of the above requirements.
Symmetry requirements: Symmetry requirements are often implicitly defined by the desired frequency response and thus not necessary to take into
account. However, correctly imposed constraints on symmetries reduce the
number of variables in the optimization problem and can improve the solution since numerical errors can be avoided.

Traditionally, digital filters are divided into two categories, finite impulse response
filters (FIR) and infinite impulse response filters (IIR). In 1D an output sample of
a casual FIR filter is a weighted sum of the previous signal samples. In contrast to
the FIR filter an IIR filter makes use of feedback loops, i.e. the IIR filter reuses one
or several of the previous output samples recursively. Such filters are, however,
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rarely used for multidimensional filters and the reason for this will be clarified in
the next chapter. The remaining part of this chapter will be restricted to design of
FIR filters, defined by a desired frequency response.

5.2 FIR Filters
The desired frequency response is typically described using normalized frequency,
denoted by u ∈ Rd , where d is the dimension of the signal. These frequencies are
expressed in cycles per sample instead of radians per meter or second, i.e. they
are normalized with respect to the sampling frequency density. This is equivalent
to assuming that the sampling distance in the spatial domain is of unit distance,
i.e. the discrete spatial coordinates ξ ∈ Rd are separated by ∆ξi = 1. The frequency domain then has a 2π periodicity and the Nyquist frequency appears at
ui = ±π.
Let us denote the desired frequency response F (u), which is related to its impulse
response f (ξ) by
X
F (u) =
f (ξ) exp(−ı̇ıuT ξ) = F{f (ξ)},
(5.1)
ξ∈Zd

where F is the Fourier transform. The impulse response is in the same way obtained by the inverse transform
Z
1
f (ξ) =
F (u) exp(ı̇ıuT ξ)du = F −1 {F (u)},
(5.2)
(2π)d U
where the set of frequencies U is defined by
U = {u ∈ Rd : |ui | ≤ π}.

(5.3)

Due to the 2π-periodicity of the Fourier domain, it is sufficient to study F (u) over
the set U only.

Figure 5.1: Impulse response (left), spatial support (middle) and frequency response
(right) of an FIR filter kernel. The positions marked with gray are the locations of the non-zero filter coefficients.

An FIR filter is typically defined in the spatial domain as a convolution kernel,
i.e. the discrete impulse response of the filter. It consists of a finite number of
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filter coefficients at spatial positions which coincide with the sampling grid. The
impulse response of an FIR filter can be written as
f˜(ξ) =

n
X
k=1

ck δ(ξ − ξ k ),

(5.4)

where δ is the Dirac delta function and each filter coefficient ck is associated
with a discrete spatio-temporal position ξ k ∈ Zd such that f˜(ξ k ) 6= 0. These
positions are referred to as the spatial support of the filter and define the signal
neighborhood N which is covered by the filter:
N = {ξ ∈ Zd : f (ξ) 6= 0}

(5.5)

For a 2D FIR filter, the impulse response, spatial support and frequency response
are shown in Fig. 5.1. Note, that the filter coefficients may be sparsely scattered.
In practice, FIR filters are rarely sparse, unless they are included in filter structures
like for instance the ones introduced in the next two chapters.
As before, the FIR filter impulse response f˜(ξ) and its frequency response F̃ (u)
are related by the transform pair:
X
F̃ (u) =
f˜(ξ) exp(−ı̇ıuT ξ) = F{f˜(ξ)}
(5.6)
ξ∈N

f˜(ξ) =

1
(2π)d

Z

U

F̃ (u) exp(ı̇ıuT ξ)du = F −1 {F̃ (u)}

(5.7)

The finite spatial size of the FIR filter implicitly impose a smoothness constraint
on the frequency response, which means that a realization F̃ (u) of a general desired frequency response is, in almost all practical situations, an approximation of
F (u). Let us continue by studying how a least squares formulation can be used
to ensure that a FIR filter satisfies different design requirements to a sufficient
degree.

5.3

Weighted Least Squares Design

A classic formulation of the FIR filter design problem is to search for the realization F̃ (u) which is the best Chebyshev approximation of the desired frequency response F (u). This is accomplished by minimizing the approximation
error ε(u) = F (u) − F̃ (u) using a weighted l∞ norm. Such solutions produce
equiripple filters, i.e. filters where the approximation error has a constant ripple.
This problem is traditionally solved using the Remez exchange algorithm (McClellan and Parks, 1973), which is based on the Chebyshev alternation theorem.
For multidimensional filters the theorem does not apply and common practice is
to use a least squares objective such as the one introduced in (Tufts and Francis,
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1970). Today, the weighted least squares formulation is a well established technique and is available in most text-books on digital filters like for instance (Dudgeon and Mersereau, 1990), where special attention is paid to multidimensional
filters.
More exactly, the filter design address the problem of optimally choosing the filter
coefficients c = [c1 , . . . cn ]T ∈ Cn so that it solves the following weighted linear
least squares problem
Z
2
min kε(u)k2 =
W (u) ε(u) du,
(5.8)
c

U

where k · k is a weighted Euclidean norm. Solving (5.8) ensures the best fit to
the desired frequency response for a pre-determined choice of the spatial support
N , hence also the number of filter coefficients n. A natural choice of the weight
function W (u) is to use the expected amplitude spectrum of the signal including
noise (Knutsson, 1982). This leadsto an optimal
filter response in the least squares

sense under the assumption that E |S(u)| is known. This is easily derived in the
Fourier domain by studying the expected least squares distance







E |H(u) − H̃(u)| = E | F (u) − F̃ (u) S(u)| = E |S(u)| ε(u) , (5.9)

where the filter responses H(u) and H̃(u) are obtained by multiplying the signal
S(u) with the frequency responses F (u) and F̃ (u) respectively. In (Knutsson
et al., 1999) the following statistical model was suggested
W (u) = kuk

−α

d
Y
i=1

cosβ (

ui
) + γ,
2

(5.10)

where α > 0 describes how the expected signal spectrum falls off, β is the degree
of band-limiting and γ the amount of broad-band noise and aliasing. The constant
β also determine how the corners of the frequency domain are treated. Studies of
natural images, e.g. (Huang and Mumford, 1999), indicate that α ≈ 1 is a good
choice for 2D images and a rule of thumb for multidimensional signals is α ≈ d2
if nothing else is known about the signal to be processed. Typical choices yield
a closer fit for the lower frequencies at the expense of a larger error for highfrequency content. The constant γ can be used to attenuate or accentuate this
effect. The standard Euclidean norm correspond to α = β = 0 and γ = 1, i.e. the
filter is optimized under the assumption that the signal consists entirely of white
noise. In Fig. 5.2 the effect of frequency weighting is illustrated.
Note that W (u) tends to infinity as u tends to the origin. If the desired filter has
band or high-pass characteristics with F (0) = 0, it is of outmost importance that
the filter is insensitive to the local DC-level1 of the signal. This can be accomplished by constraining the filter to have zero DC or by setting the weight W (0)
to a very large value.
1

The average intensity of a signal neighbourhood.
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Figure 5.2: Top: The filter realizations (solid black) with the best fit to the desired frequency response (solid gray) using the standard norm (left) and a weighted
norm (right). Bottom: The impulse responses of the filter realizations using
the standard norm (left) and a weighted norm (right). The weight functions
are dashed.

To treat the design problem using conventional numerical analysis, the set U is
traditionally sampled by a proper choice of frequencies u1 , . . . , um ∈ U. The
sampling defines the residual vector r = b − Ax ∈ Cm , where


exp(−ı̇ı uT1 ξ1 ) · · · exp(−ı̇ı uT1 ξn )


..
..
..
A=
,
.
.
.
exp(−ı̇ı uTm ξ 1 ) · · · exp(−ı̇ı uTm ξn )


F (u1 )


b =  ...  , x = c.
(5.11)
F (um )
Note that the filter to be designed is determined not only by the filter coefficients
denoted by x, but also by the spatio-temporal positions incorporated in A. Uniform sampling of the frequency domain results in the Riemann sum approximation
(2π)d
krk2 .
(5.12)
m
Under the standard conditions, the right-hand side in (5.12) tends to the left-hand
side as m tends to infinity. To assure that this approximation is accurate the set
kε(u)k2 ≈
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U must be sampled densely enough. The number of samples needed depends on
how smooth F (u) and F̃ (u) are. Practical experience has shown that a good rule
of thumb is to at least have m > 2d n, i.e. the Fourier domain is sampled with
twice the number of samples per dimensionality compared to the spatial domain
(Knutsson et al., 1999).
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Figure 5.3: Left: Riemann sum approximation of a lognormal band-pass filter with m
samples. Right: The estimated approximation error (black) compared to a
more accurate estimate (gray) as a function of m/n.

The relation (5.12) reduces (5.8), and hence the FIR filter design, to the linear
least squares problem
min kb − Axk2 .
x

(5.13)

Here k·k denotes a weighted Euclidean vector norm in Rm , defined by the samples
W (ui ) where i = 1, . . . , m. In Fig. 5.3 the approximation error kb − Axk for
the x with the closest fit to a lognormal band-pass filter is shown as a function of
m/n with varying m. Since this is an estimate of kε(u)k, the approximation error
can, for each m, be estimated more accurately by computing kb − A0 xk for the
same x but where A0 correspond to a constant number of samples, in this case
m = 8n.
Now, recall that locality was listed in the set of requirements on an FIR filter in
the introduction of this chapter. With the least squares approach above, the spatial
support and consequently also the filter size was pre-determined by the designer.
But for a given spatial support, a filter can be made more localized by adding
a regularization term (Knutsson et al., 1999). This approach can be posed as a
generalized Tikhonov regularization
min (1 − λ)kb − Axk2W + λkxk2w ,
x

(5.14)

where k · kW is the vector norm introduced in (5.13) and the norm k · kw is a
weighted Euclidean vector norm in Rn defined by a function w(ξ i ) in the spatial domain for i = 1, . . . , n. With a regularization term, which favors filters of
small effective size, the designer’s choice of the pre-determined spatial support
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becomes less critical. Moreover, the effective size of the filter is no longer restricted to the integer steps defined by the spatial grid. In (Knutsson et al., 1999),
this regularization term was formulated in the spatial domain as
X
2
kf˜(ξ)k2w =
w(ξ)f˜(ξ) ,
(5.15)
ξ∈N

where the choice of w(ξ) was
w(ξ) = kξk2 .

(5.16)

Note how this function punishes filter coefficients far away from the neighborhood
origin. Similar to traditional regularization a regularized filter response becomes
smoother as illustrated in Fig. 5.4 and therefore reduce ringing effects of the resulting filter.
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Figure 5.4: Top: Filter realizations (solid black) with the best fit to the desired frequency
response (solid gray) with moderate (left, λ = 0.5) and large (right, λ =
0.98) degree of spatial localization. Bottom: The impulse responses of the
filter realizations with moderate (left, λ = 0.5 ) and large (right, λ = 0.98)
degree of spatial localization. The weight functions in the different domains
are dashed.

In both Fig. 5.2, where λ = 0, and Fig. 5.4 the desired frequency response is the
derivative operator F (u) = ı̇ıu. This desired frequency response is practically
impossible to realize on a finite spatial grid due to the discontinuity appearing at
u = ±π. By comparing the different filter realizations, it easy to see the influence
of the weighting in both the spatial and the Fourier domain. Note in particular how
the spatial weighting of this derivative operator in Fig. 5.4 (bottom right) tends to
a central difference as λ is increased.
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Before moving on to more complex filter design problems, let us make a few remarks concerning the least squares problem (5.14). This problem has an analytical
unique solution under the assumptions that m ≥ n and A is of full rank. In terms
of b and A the unique solution xo is given by
xo = (A∗ W 2 A + w2 )−1 A∗ W 2 b,

(5.17)

where W and w are the diagonal matrices associated with the vector norms k ·
kW and k · kw . Numerically, there are a several ways to compute xo which are
both numerically more stable and more efficient than explicitly computing (5.17).
However, instead of focusing on numerical techniques let us study the properties,
associated with filter design, which can be exploited to solve the least squares
problem more efficiently.
Explicit computation of xo can be expensive, especially for filters with signal dimensionalities d > 2 where the matrix A typically is very large. Since m > n, direct computation of A∗ W 2 A of size n×n is more appealing. This approach may,
however, impair the relative accuracy of the solution. The elements of (A∗ W 2 A)
are given by
X

(A∗ W 2 A)ij =
W 2 (uk ) exp ı̇ıuTk (ξ i − ξ j ) .
(5.18)
uk ∈U

For dense 1D filters this is a band matrix since ξi − ξj is constant along the diagonals. For the multidimensional case this property generalizes to a block band
matrix and can be calculated using the inverse discrete Fourier transform. The use
of sparse filters ruin this property, but since the number of admissible values is
still limited and defined by the unique spatial distances ξ i − ξ j the elements of
(A∗ W 2 A) can still be pre-computed efficiently.
The special matrix structure of the Fourier operator A can be exploited in more
ways. Another option is to utilize that the Fourier operator is Cartesian separable.
If also the weight functions W and w are made Cartesian separable this property
enables fast computation of the singular value decomposition, which can be used
to efficiently solve regularized least squares problems, see e.g. (Hansen et al.,
2006). Note however that this is in direct conflict with the expected spectrum of
natural images.
For the subsequent two chapters the most interesting alternative is to reduce the
size of A and in particular the number of design variables. One option to decrease the number of samples m and consequently also the size of A is to use
non-uniform sampling of the set U. The only modification of the least squares
formulation (5.14) necessary, is a redefinition of the vector norm k · k such that
W̃ (ui ) = W (ui )vi where vi is a volume associated with ui .
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The most efficient way reduce the size of A is to exploit all known symmetry
properties of the desired frequency response and its impulse response. By enforcing constraints on symmetry both m and n can be significantly decreased with a
potentially dramatic reduction of the problem size. Let us consider the case when
the filter, defined by A and x, is constrained to be rotationally symmetric in the
spatial domain. The number of design variables in x can then reduced by
x̃ = Cx,

(5.19)

where C ∈ Rñ×n defines the coefficients that now are linearly dependent. For
a rotationally symmetric desired frequency response and with isotropic weight
functions the best fit to the desired function is still in the set of feasible points
x̃. Since the solution now is rotationally symmetric also the approximation error
ε(ui ) must be rotationally symmetric. Therefore it is sufficient to sample only the
frequencies such that ε(ui ) is unique. All non-unique samples are removed by
forming b̃ ∈ Cm̃ and Ã ∈ Cm̃×ñ . An accurate Riemann sum approximation to
kε(u)k is ensured by modifying the weight function such that W̃ (ui ) = W (ui )+
vi , where vi now is the sum of weights W (uj ) for all non-unique samples uj
associated with ui . For a typical FIR filter with n = 11d filter coefficients the
set U is sampled using m = 35d samples. By enforcing rotational symmetry a
4D filter can be designed with a modified Fourier operator of size m̃ = 1532
times ñ = 74 reduced by a factor 1.9e5, i.e. an operator which is smaller than the
standard operator for the corresponding 2D filter.
Most filters have symmetry properties, which can be exploited in a similar way.
For instance the anisotropic filters used for local structure analysis are symmetric or anti-symmetric functions characterized by F (u) = F (−u) or F (u) =
−F (−u). In addition to this property they are also rotationally symmetric around
their main direction.

5.5

Experiments

Let us study two examples where the least squares framework can be slightly
modified to produce filters with additional requirements. Filters which are maximally localized are sometimes of interest. An example is computation of spatial
derivatives when evolving parabolic PDE:s, where a small step typically is desired
to ensure stability. By letting the regularization term dominate over the approximation error in the frequency domain it is possible to design operators which have
minimal effective spatial size. The spatially most concentrated filter which approximates a spatial derivative is recognized as the first order central difference,
which was illustrated in Fig. 5.4. A more interesting example is the 1D quadrature
filter with desired frequency response
F (u) =


1
1 + sign(u) ,
2

(5.20)
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which cancels out negative frequencies. In order to do so the filter impulse response must have both a real and an imaginary part. Analogous to derivatives,
quadrature filters cannot be realized on a finite spatial grid and must be bandlimited by a pre-filter. Without specifying the pre-filter, the maximally localized
quadrature filter can be found by introducing an asymmetric weight in the Fourier
domain as illustrated in Fig. 5.5. This weight function ensures that the quadrature
property F (u) = 0 is satisfied to a sufficient degree, whereas the regularization
term will determine the frequency characteristics for the pre-filter.
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Figure 5.5: Realization (solid black) of a maximally localized quadrature filter with the
best fit to the desired frequency response (solid gray) in the Fourier domain
(left) and in the spatial domain, where it has both a real (middle) and an
imaginary (right) part. The weight functions in the different domains are
dashed.

Sparsity is another characteristic which is interesting in FIR filter design. Filters
are typically implemented as dense filter kernels on the same grid as the sampled
signal. However, the optimal spatial locations of n filter coefficients on this grid
are unlikely to form a dense hyper-cube. This implies that an equally good or better approximation of the ideal response can be achieved by a kernel with sparsely
scattered filter coefficients. Alternatively a kernel, with fewer than n coefficients,
can be produced with maintained precision. Let us reformulate the least squares
problem (5.14) as
min kxk1 subject to kb − Axk2 ≤ λkbk2
x

(5.21)

where the regularization term k · k1 is a weighted l1 norm. This norm is the
smallest convex norm and is commonly used to favor sparse solutions in basis
pursuit problems (see e.g. Chen et al. (2001)). In Fig. 5.6 the solution for a 2D
lognormal filter is shown both for the k · k1 and the k · k2 norm.
By comparing the result, from solving this problem with the l1 norm, to the solution obtained with the standard norm it is clear that this is a way to automatically
search also for the spatial support. The histogram shows the filter coefficients in
the logarithmic scale log10 (|xi |). In contrast to the standard norm, the l1 norm
shows a clear separation between coefficients that can be safely truncated to zero
and the coefficients that contribute to the solution. The inequality constraint used
here ensures that both solutions will have the same approximation error in the
Fourier domain, i.e. a relative error controlled by the parameter λ.
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Figure 5.6: Frequency response (left), impulse response (middle) and histogram of the
filter coefficients in logarithmic scale (right) for the lognormal band-pass
filter using standard norm (top) and norm favoring sparsity (bottom).

5.6

Discussion

A least squares framework for design of finite impulse response filters was presented in this chapter, where special attention was paid to the use of frequency
weighting and regularization which favors localized filters. The former ensures
the best fit to the most common frequencies and the latter preserves the resolution
of the filtered signal as much as possible.
A common misbelief is that filter design address only filters which are implemented with convolution. The exact same operation can, however, be carried out
by multiplication in the Fourier domain. In fact, one may argue that filter design is even more important in the latter case. This is because multiplication with
the desired frequency response in the Fourier domain implicitly implies a filter of
the same size as the signal itself, if the spatial size of the filter is not taken into
account. Such filters are not localized and may suffer badly from border effects.
The computational load of the filter was not part of the objective function in this
least squares framework. The next two chapter concern filter realizations which
reduce this load. Even though sparse filters are very interesting for this purpose,
the least squares formulation is still the most appealing one mainly because it leads
to a convex problem which can be solved by non-iterative methods. Moreover, it is
easy to incorporate additional filter requirements provided that they can expressed
as linear constraints or objectives.

6
Sub-Filter Sequences

Sub-filter sequences is a technique for efficient realization of linear filters. The
basic idea is to carry out a sequence of convolutions with sparse sub-filters, which
for multidimensional filters decreases the number of computations required for filtering. Design of sub-filter sequences is non-trivial, since the generalization of the
least squares formulation in the previous chapter yields a multi-linear least squares
problem, which is highly ill-conditioned and has a large number of local minima.
The approach presented in (Paper IV) for dealing with this multi-extremal nature
is here reviewed with some additional experiments and details on the implementation.

6.1 Introduction
The main advantage of finite impulse response filters treated in the previous chapter is the simple non-iterative design. The main disadvantage is the computational
load, in particular for multidimensional signals where the number of floating point
operations required for filtering grows exponentially with the spatial dimension of
the signal. It is well known that infinite impulse response filters (IIR) are far more
efficient in terms of computational load. Design of IIR filters is however more
complex and typically involves additional requirements, such as causality and stability, which must be satisfied to a sufficient degree.
Stability: A stable filter is a filter which for every bounded input yields a
bounded output. This is known as the BIBO requirement and is inherently
satisfied for FIR filters since it does not make use of feedback loops.
Causality: A filter is causal if every output sample is dependent only on
the current and the past input samples. This definition presumes the filter to
operate in a temporal domain.
For multidimensional filters, causality is not a natural requirement. It implies a
particular ordering of the samples or a preferred filtering direction, similar to the
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problem of representing phase in higher dimension as mentioned in Sec. 2.4. One
exception is spatio-temporal signals where the causality in the temporal dimension can be exploited. While non-causal FIR filters can be implemented using
convolution, there is no simple recursive implementation of a multidimensional
non-causal IIR filter without any preferred filtering direction. The authors of
(Gorinevsky and Boyd, 2006) introduce an artificial time, and iteratively convolve
the signal with two FIR filters until a steady state solution is obtained, which in
practice implies a necessity of applying a finite sequence of FIR filters. A sequence of filters like an IIR filter is more computationally efficient compared to
an FIR filter and filtering with such a sequence is referred to as sequential convolution.

6.2

Sequential Convolution

FIR filters can be decomposed into a sequence of sub-filters in many different
ways and here a selected sample of ideas are presented to illustrate how sub-filter
sequences contribute to computational efficiency. Research on recursive use of
FIR filters in this fashion has a long history. (Saramäki and Fam, 1988) provides
an overview of early work on this topic. Early research mostly concerns narrowband 1-D filters, since sharp transition bands are hard to realize efficiently using
standard FIR filters. Sub-filter sequences for other purposes have not been very
popular, since it in general offers no improvement of computational efficiency for
1-D filters.

Figure 6.1: The spatial support of four sub-filter sequences of length 2, where non-zero
filter coefficients are gray. Top left: A 5×5 filter decomposed into two dense
sub-filters of size 3 × 3. Top right: A rank-one approximation. Bottom left:
Two sub-filters corresponding to an IFIR filter. Bottom right: A decomposition with the same amount of non-zero filter coefficients as the IFIR filter.

As opposed to design of 1D filters, multidimensional sub-filter sequences generally improve the computational efficiency. Consider convolution between two
filters of spatial size nd , where d is the signal dimension and n is the spatial support along each signal dimension. The resulting filter is then of size (2n − 1)d
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and the computational gain for this particular filter sequence compared to its standard realization is (2n − 1)d /(2nd ). For instance, a filter of size 5 × 5 with 25
filter coefficients can, if the desired frequency response is sufficiently smooth, be
realized with two 3 × 3 filters which only require 18 filter coefficients. This example together with another three simple examples of 2D sub-filter sequences of
length 2 are shown in Fig. 6.1 which illustrate the spatial support of the individual
sub-filters and the result from convolving the two sub-filters. Since the number of
filter coefficients define the number of multiplications required per signal sample,
it is easy to compare these sequences to their standard realizations by counting
the number of non-zero coefficients on the left-hand side and the right-hand side
respectively. Note that the computational gain increase dramatically with d.
A sub-filter sequence, called interpolated finite impulse response (IFIR) filters,
was introduced in (Neuvo et al., 1984), where the basic idea is to use one sparse
sub-filter followed by a non-sparse sub-filter acting as an interpolator in the spatial domain (see Fig. 6.1, bottom left). By recursively applying this strategy, the
interpolator itself can be divided into a new pair of sub-filters, a sparse one and
an interpolator. In this way a filter sequence with length larger than 2 is obtained.
Another example of a sub-filter sequence is rank-one approximations, where the
filter is decomposed into a sequence of d 1-dimensional sub-filters, one along each
signal dimension (see Fig. 6.1, top right). Rank-one approximations has been
proved to be very efficient realizations, but puts sever restrictions on the desired
frequency response, which must be nearly Cartesian separable for the approximation to be accurate. After choosing the sparsity patterns, it is necessary to choose
the values of the non-zero filter coefficients. Let us continue with a least squares
design for a general sub-filter sequence of length l, where the spatial support for
each sub-filter is pre-defined, i.e. the sequence shown in Fig. 6.2.
δ(ξ)

/ h (ξ)
1

/ h (ξ)
2

/ ···

/ hl−1 (ξ)

/ h (ξ)
l

f˜(ξ)

/

Figure 6.2: The computational load of filtering, i.e. the number of nonzero coefficients,
can be reduced by designing and implementing the impulse response f˜(ξ)
using a sequence of sub-filters hi (ξ), i = 1, 2, · · · , l.

6.3 Multi-linear Least Squares Design
A filter realization using a sequence of sub-filters with restricted spatial size and
sparsity constraints is an approximate factorization of the desired frequency response. The filter realization F̃ for a sub-filter sequence of length l is expressed
as the product
F̃ (u) =

l
Y
i=1

Hi (u),

(6.1)
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where Hi (u) is the frequency response of each sub-filter for i = 1, . . . , l. It is natural to search for the realization F̃ (u) which is as close to the desired frequency
response F (u) as possible. Recall the least squares formulation from the previous
chapter
Z

2
min kε(u)k =
|W (u) F (u) − F̃ (u) |2 du,
(6.2)
U

where the weight-function W (u) defined for all frequencies u ∈ U can be used
to adapt the filter to the expected signal and noise characteristics. Solving the
least squares problem in (6.2) ensures an optimal choice of F̃ and hence also the
sub-filters Hi .
In the same way as in the previous chapter, sampling the frequency domain U
densely enough reduces (6.2) to the multi-linear least squares problem
min kb − (A1 x1 ) ◦ (A2 x2 ) ◦ . . . ◦ (Al xl )k2 ,

x1 ,...,xl

(6.3)

where u ◦ v denotes the component-wise product of vectors u and v. For l =
1 this formulation is equivalent to the linear least squares problem (5.13). As
before A1 , . . . Al are the pre-determined individual characteristics of sub-filter
i = 1, . . . , l, defining the spatial support of each sub-filter. In contrast to the
linear least squares problem, this problem is non-convex and the most practically
important multi-linear least squares problems are characterized by:
• A large number of deign variables and a very large number of local minimizers.
• Each local minimizer is singular and non-isolated, i.e. every minimizer belongs to a surface of minimizers.
• Sub-filters can interchange places without changing the solution. The same
goes for any change of sign of a single sub-filter, which can be compensated
by the appropriate change of signs of another sub-filter.
The existence of multiple extremal points can be experimentally verified even for
a toy problem in a small number of variables (Brun, 2004). Such an example also
demonstrates some of the basic properties of the problem. Let us consider the two
sub-filters in Fig. 6.3. The first one is a sparse sub-filter with 3 non-zero filter
coefficients and the second one has 9 non-zero filter coefficients, i.e. x1 ∈ R3 and
x2 ∈ R9 . All admissible values of x1 can be sampled using spherical coordinates
(r, ϕ, θ). The radius r can be omitted without loss of generality, since if x1 , x2 is
a local minimizer, then t1 x1 t2 xl is also a local minimizer for any combination of
scalar values t1 , t2 such that t1 t2 = 1. For all possible values of x1 , it is possible
to solve the remaining linear least squares problem in x2 , i.e.
ε(ϕ, θ) = min kb − (A1 x1 ) ◦ (A2 x2 )k.
x2

(6.4)
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The objective function is visualized as a function of (ϕ, θ) in Fig. 6.4. It reveals
12 local minima, where every local minimum occurs at least twice, since the sign
of both x1 and x2 can be altered simultaneously without changing the solution.
The best approximation to the desired frequency response is shown in Fig. 6.3.
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Figure 6.3: Top: The best approximation (solid curve) to the lognormal band-pass filter
(dashed curve) (right) as the product of the frequency responses of the first
(left) and the second (middle) sub-filters. Bottom: The best approximation
(right) to the lognormal band-pass filter as the convolution of the impulse
responses of the first (left) and the second (middle) sub-filter.
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Figure 6.4: Objective function values and 12 local minima in the spherical coordinates
for the sequence of two sub-filters.

To solve problems with such multi-extremal nature, standard approaches involve a
combination of local search methods with randomly generated initial points, with
the hope to obtain desired solutions. In (Knutsson et al., 1999), alternating least
squares was used as a local search method.
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Alternating Least Squares

A practical way to solve a multi-linear least squares problem is to use a block
coordinate descent method, i.e. compute a finite number of easy-to-solve subproblems and iterate this procedure. In the context of multi-linear least squares
this explicitly means that (6.3) is solved by sequentially solving the linear least
squares sub-problems which are obtained by fixing all but one vector xi , where
the index i is alternating. In this context the methodology is sometimes called
alternating least squares and the algorithm can be written in a few lines (see algorithm 1). Although each of the sub-problems is easy to solve the convergence is
very slow. In fact, this procedure does not even guarantee convergence to a local
minimum.
Algorithm 1 Alternating Least Squares
Require: The desired frequency response b ∈ Cm , initial sub-filter coefficients
xi ∈ Cni for i = 1, . . . , l and the Fourier operators Ai ∈ Cm×ni , which
implicitly defines the spatial support of each sub-filter.
Ensure: Sub-filter coefficients xi which constitute a local minimum of the objective function kb − (A1 x1 ) ◦ . . . ◦ (Al xl )k2 .
repeat
for all sub-filters xi , i = 1, . . . , l do
Fixate all
Qbut one vector xi and compute:
Ãi =
j6=i diag(Aj xj ) Ai
Solve the linear least squares sub-problem:
xi = arg min kb − Ãi xi k2
end for
until convergence
Applying alternating least squares to the example shown in Fig. 6.4 from random
initial points is another way to reveal the number of local minimum and to obtain a
course estimate on the probability of finding the global minimum from an arbitrary
initial point. For this particular problem only 8.6% of 1000 random initial points
results in the global minimum after 100 iterations. Prior knowledge about the
filter to be realized is therefore important, but as the m,n and l grows it becomes
difficult to guess a proper initial point. Therefore it is desirable to generate initial
points which in this sense are more robust.

6.4

Generating Robust Initial Points

Randomly generated initial points often result in convergence to the same local
solutions. As soon as a local minimum is found, it is not reasonable to exert computational efforts to find the same local solution. Also, the convergence of local
search methods is also very slow because the problem is highly ill-conditioned.
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Therefore, the success of local search methods much depends on their initialization.
Several methods for design of rank-one approximations, which is a special case of
sub-filter sequences, approach this problem by first computing a spectral factorization of the desired frequency response. This factorization is performed using
decomposition techniques like in (Zhang and Golub, 2001), which for 2D filters
corresponds to the singular value decomposition. The factors obtained are then
used as new desired frequency responses for each sub-filter and a solution is obtained by solving one linear least squares problem for each sub-filter. A drawback
with this approach is that there is no guarantee that the new frequency responses
produced can be realized on the spatial grid.
The approach presented in (Paper IV) is based on a similar idea, i.e. first a factorization of the frequency response is performed, which provides an initial point
for each sub-filter and this solution is then refined by using a local search method.
However it differs in two important aspects. It is formulated for a general sub-filter
sequence and is therefore not limited to only rank-one approximations. Also, this
approach takes into account the spatial grid of the sub-filters when performing the
factorization of the desired frequency response.
Let us introduce the frequency responses of each sub-filter as the design variable
bi . The objective function can then be written as a function of both xi and bi as
follows
min

x1 ,...,xl
b1 ,...,bl

kb − b1 ◦ . . . ◦ bl k2
,
s.t. Ai xi = bi , i = 1, . . . , l

(6.5)

where ‘s.t.’ stands for ‘subject to’. The equality constraints Ai xi = bi ensure that
this reformulation is equivalent to the original multi-linear least squares problem
in (6.3).
An exact factorization of b, except for special cases, can not be realized on the
finite spatial grids implicitly defined by Ai . However, a good solution is characterized by a small least squares error b ≈ b1 ◦ . . . ◦ bl , i.e. such solutions are
found close to an exact factorization. Among all exact factorizations defined by
b = b1 ◦ . . . ◦ bl , the most interesting solutions are among those which nearly
satisfy the constraints Ai xi ≈ bi , imposed by the finite spatial grids of each
sub-filter. This observation leads to a similar, conceptually close, problem
min Pl kbi − Ai xi k2
1
x1 ,...,xl
,
(6.6)
b1 ,...,bl s.t. b1 ◦ . . . ◦ bl = b
where the objective function favors factorizations such that Ai xi ≈ bi and the
equality constraints guarantees an admissible factorization of b.
Since x1 , . . . , xl are not present in the constraints and the objective function is a
sum of least squares bi − Ai xi the problem is easily solved with respect to xi by
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the substitution xi = A†i bi , i.e.
min kbi − Ai xi k2 = kbi − Ai A†i bi k2 = bTi (I − Ai A†i )2 bi .

(6.7)

xi

The factor I − Ai A†i is a projection matrix, which can be pre-computed. Let us
denote this factor by P i which leads to the following equality
P i = I − Ai A†i = (I − Ai A†i )2 ,

(6.8)

since projection matrices by definition must satisfy P 2 = P . Problem (6.6) can
now be reformulated only in terms of P i and bi as
Pl T
1 bi P i bi
min
.
(6.9)
b1 ,...,bl s.t. b ◦ . . . ◦ b = b
1
l
Unlike the original problem (6.3) this one does not suffer from the bad property
of having non-isolated minimizers. Observe that the objective function in (6.9) is
strictly convex with the origin as its unique minimizer. However, any change of
sign such that sign(b1 ◦ . . . ◦ bl ) = sign(b) still produce equivalent solutions.
bi+1
y

i+1

bi
y

i

Figure 6.5: The objective function as level curves (dashed), the feasible set of points
(solid curve) and local minima for a single frequency component and a subfilter sequence of length 2. By constraining the solutions to one quadrant of
the objective function(left), it is possible to rewrite the objective function to
obtain linear equality constraints (right).

Given a feasible point bi , bj for a sequence of length 2, it is possible to illustrate
the objective function and the feasible set for one, say the first element of b, bi
and bj as in Fig. 6.5, while keeping the other elements fixed. Here a change of
sign means that the feasible set is altered between the lower left quadrant and
the upper right quadrant. Note that the minimizer depends on the fixed elements
of b1 , b2 and is therefore not located in the origin. This is also the reason why
a change of sign in Fig. 6.5 does not produce equivalent solutions. In order to
produce equivalent solutions the elements that here are kept fixed must be altered
to compensate for the change of sign.
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Suppose that the prior knowledge about b allows us to guess in which quadrant the
true minimizer is located. Assume, without loss of generality, that this quadrant
is characterized by bi > 0 and that b > 0. With this additional constraint it is
possible to rewrite (6.9) by the substitution bi = exp(y i ):
min

y1 ,...,yl

Pl

)T P i exp(y i )
1 exp(y
Pl i
s.t.
1 y i = ln(b)

(6.10)

where exp(·), ln(·) are component-wise operations. It is a minimization problem
with very simple equality constraints as illustrated in Fig. 6.5.
To proceed with a local search method such as the alternating least squares it is
necessary to compute an initial point x1 , . . . , xl to the original problem. With a
solution y 1 , . . . , y l to problem (6.10), the initial point is obtained by the projections
xi = A†i bi ,

(6.11)

where bi is the back-substitution bi = exp(y i ).
If it is not possible to guess which quadrant to explore, one must treat the choice
of quadrant as a binary problem, where a problem like (6.10) must be solved for a
number of quadrants. Prior knowledge of the filter characteristics and its structure
helps to facilitate substantially the solution process by focusing on a relatively
small number of quadrants. A few examples are given in (Paper IV), where it is
possible to make a qualified guess of which quadrant to explore. In that case it
is important to find a way to reduce the number of quadrants to explore. Another
important detail is the use of regularization that prevents undesirable scaling problems, which occurs since there are trivial asymptotic solutions to problem (6.9).
Cases where elements of b or bi is exactly equal to zero is also treated in more
detail in (Paper IV).

6.4.1

Implementation

Conventional optimization algorithms for linearly constrained optimization problems typically rely on computation of the gradient of the objective function and
also the Hessian (Nocedal and Wright, 1999). For large-scale problems it may
not be reasonable to compute the exact Hessian of size (ml) × (ml) explicitly,
since it is prohibitively large. It is often sufficient to provide a procedure for computing the Hessian-vector product. Therefore it is desirable to make use of the
matrix structure of the Hessian for computational efficiency. Denote the objective
function ψ(y 1 , . . . , y l ), where
l

ψ(y 1 , . . . , y l ) =

1X
exp(y i )T P i exp(y i ).
2
1

(6.12)
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∂ψ
∂ψ T
The gradient ∇ψ = [ ∂y
, . . . , ∂y
] is then defined by the partial derivatives
1

l

∂ψ
= (P i exp(y i )) ◦ exp(y i ),
∂y i

(6.13)

where each partial derivative is independent of y j for j 6= i. This leads to the
block-diagonal Hessian matrix

 2
∂ ψ
0 ···
0
∂y1 ∂y1

.. 
..
..


.
.
. 
 0
(6.14)
H= .
.
..
..
 ..
.
.
0 


2ψ
0
· · · 0 ∂y∂ ∂y
l

l

Denote the block-diagonal terms
Hi =

∂ψ
∂2ψ
= diag(
) + diag(exp(y i ))P i diag(exp(y i )).
∂y i ∂y i
∂y i

(6.15)

The block-diagonal terms contain the projection matrices P i of size m×m, which
can be represented efficiently by performing a QR-factorization of each Ai . With
Ai = Qi Ri , where Qi ∈ Rm×ni the projection matrix is defined by
P i = I − Qi QTi .

(6.16)

With this strategy it is sufficient to store each Qi , which are pre-computed instead
of the significantly larger projection matrices. The gradient can be expressed in
terms of Qi as

∂ψ
= bi − Qi (QTi bi ) ◦ bi ,
∂y i

(6.17)

where the back-substitution bi = exp(y i ) is used to obtain a more compact expression. The gradient can be computed efficiently and require only two matrixvector multiplications.
In the same way, it is possible to rewrite the Hessian matrix in terms of bi and Qi ,
where the block-diagonal terms H i are then defined by
H i = diag(

∂ψ
+ bi ◦ bi ) − diag(bi )Qi QTi diag(bi ).
∂y i

(6.18)

The first term is a diagonal matrix, which can be used as a pre-conditioner for the
Hessian matrix and to carry out Hessian multiplications very efficiently by


∂ψ
+ bi ◦ bi ) ◦ v − bi ◦ Qi QTi (bi ◦ v) ,
(6.19)
H iv = (
∂y i
where v ∈ Rm is an arbitrary vector. This operation requires only two matrixvector multiplications.
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6.5 Experiments
Let us return to the toy example in Sec. 6.3, where the two filters x1 ∈ R3 and
x2 ∈ R9 were studied. Observe that the global optima shown in Fig. 6.3 was
the product of two symmetric filters. Let us therefore re-parametrize x1 such
that x1 = [cos ϕ sin θ, cos θ, sin ϕ sin θ]T , where the middle element is the filter
origin.
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Figure 6.6: Top left: Objective function after re-parametrization. Bottom left: Objective function with imposed constraints. Right: All symmetric solutions x1
with imposed constraints (solid) and no constraints (dashed), i.e. the intensity
profiles (white lines) in the 2D visualizations to the left.

Visualization of the objective function with this parametrization is shown in
Fig. 6.6 (upper left). Note that all symmetric solutions for x1 appear for ϕ = π4
and ϕ = 5π
4 . These solutions are marked by white lines in the figure. Since the
desired frequency response is real and symmetric it might not come as a surprise
that the best sub-filter sequence is two symmetric sub-filters. Fig. 6.6 (lower
left) shows the result from constraining the two sub-filters to be symmetric.
Moreover, the larger of the two sub-filters, x2 , was also constrained to have zero
DC. This is because the frequency weight function is very large for the DC-level
(see Sec. 5.3). This can actually be seen in Fig. 6.6 (right), were a cusp appears
because of this weight function. With the imposed constraints the number of
local minima for this particular problem was reduced from 12 minima to a unique
solution and illustrates the importance of prior knowledge.

6.6 Discussion
In this chapter the approach in (Paper IV), for efficiently solving the multi-linear
least squares problem originating from design of sub-filter sequences, was re-
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viewed. This problem is highly ill-conditioned with a large number of local minima. The main focus here is to cope with the multi-extremal nature of this problem, whereas the efficiency, for the moment, is of secondary importance. This is
because it is known that a properly designed sub-filter sequence is more efficient
compared to conventional filtering but least squares design of such sequences,
except for special cases, is less developed.
An efficient implementation of this approach is presented and experiments show
how prior knowledge can help to reduce the number of local minima. In (Paper IV) it is experimentally verified that the generated initial points provide good
realizations for polar separable filters. The next chapter concerns design of filter networks, a technique which is similar to the use of sub-filter sequences and
further reduce the computational load of multidimensional filtering.

7
Filter Networks

Filter networks is a technique for realization of multidimensional FIR filter sets. It
is characterized by a significantly lower computational load compared to standard
convolution. This chapter describes a multi-linear least squares formulation of the
design problem associated with filter networks. The graph representation from
(Paper VI) is used to derive an efficient local search method. A typical application
of filter networks is feature extraction (Paper V), which is central for adaptive
filtering (Paper III).

7.1 Introduction
By decomposing a set of desired filters into a network of sparse sub-filters, it is
possible to reduce or eliminate redundant computations. This was observed in
(Ahn et al., 1998), where an analogy between linear feed-forward networks and
FIR filters was introduced. With a back-propagation algorithm and network pruning, multiple 1D filters were realized with a decrease of the computational load. In
(Andersson et al., 1999) filter networks was presented as a generalization of the
tree-structured decompositions used for the vast majority of filter banks including wavelet transforms. The technique presented, allowed realization of 2D filter
sets with only a fraction of the computations required compared to conventional
filtering techniques such as standard convolution. This was accomplished by applying a local search method to ensure the closest fit between the output of a filter
network and the desired frequency responses. Filter sets for 3D was produced in
(Paper V) using the same basic technique and will be reviewed in this chapter,
which also includes more recent improvements.
Filter networks are in the following restricted to be single-rate1 systems and target
computationally efficient realizations of overcomplete linear transforms to be used
for signal analysis. The possible computational gain is of course highly dependent
on the transformation in mind, i.e. far from all linear transformations motivate the
1

Single rate systems do not sub-sample the data to be processed.
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use of filter networks. Filter networks typically target ’true’ multi-dimensional
filter sets, e.g. filter sets where the desired filters are not Cartesian separable and
have at least 2 spatial dimensions. For such filter sets, there are three fundamental
properties of filter networks, which make them computationally efficient:
Low Redundancy: The network structure allows a single sub-filter to contribute to several output nodes. The basic idea is to exploit possible similarities between the filters in the set of desired frequency responses and to
reuse intermediate results stored in the nodes of the network as much as
possible in order to reduce redundant computations.
Sparsity: Since the computational load is more or less proportional to the
number of filter coefficients, the use of sparse sub-filters further decrease
the load. For a filter to be accurately realized with only a few filter coefficients the desired filter must be sufficiently smooth. To gain from the
use of sparse sub-filters, convolution software which exploits the sparsity is
required (Wiklund and Knutsson, 1996).
Sequential Convolution: In a sequence of sub-filters (see chapter 6), preceding and succeeding sub-filters can act as interpolators and thereby can
contribute to smoothness. Hence, a sub-filter sequence allows an improved
sparsity. Filter networks will inherit this property, since sub-filter sequences
constitute a special case of a filter network where the structure is restricted
to be a sequence with only one output node.
The research presented here is mainly focused on the development of the local
search method to ensure a close fit to the desired frequency responses. This presumes a qualified guess of what the network structure should look like and what
sparsity constraints to impose on each sub-filter. The approach presented in (Ahn
et al., 1998) does not require such a guess, since it starts from a fully connected
network with non-sparse filters and use pruning to finally obtain an efficient filter network. Another approach in the same direction was presented in (Langer
et al., 2005), where a genetic algorithm was used to search for the optimal sparsity
pattern for small 2-dimensional filter networks. Such approaches require a very
efficient local search method, since one must run the local search method several
times in order to evaluate the performance of a large number of filter networks before finding an efficient one. For filter sets producing multidimensional filters, it
is prohibitively time-consuming to evaluate more than a few filter networks since
there are no local search methods currently available that are efficient enough. It
is however possible to improve an existing solution by these techniques, but the
initial guess of network structure and sparsity is still critical for the performance.
The choice of network structure is treated in more detail in Sec. 7.3. Let us start
out by reviewing the graph representation.

7.2 Graph Representation
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For large filter networks it is convenient to represent a filter network using the
graph representation described in (Paper VI). It makes use of basic graph theory
available in any text book on discrete mathematics, see e.g. (Biggs, 1986). With
adjacency matrices, the objective function for design of filter networks can be
viewed as a generalization of the objective function derived for a sub-filter sequence. However, the main result of Paper VI is the mathematical representation
of a filter network with generic network structure. This representation facilitates
analysis of the problem characteristics and algorithm structure.
Filtering using a filter network can be described by a signal propagating through a
structure of sub-filters. The Laplacian pyramid in Fig. 7.1 is an early example of
a filter network (Burt and Adelson, 1983). The network output are the image convolved with the two realized filters F̃1 , F̃2 , which are obtained by first convolving
the image with a sequence Gaussian sub-filters H1 , H2 . Then the frequency responses F̃1 , F̃2 are formed by differences of Gaussian filters, i.e. the intermediate
results stored in node 1, 2, 3 are reused. The frequency responses of the output
nodes are given by
F̃1 (u) = 1 − H1 (u),


F̃2 (u) = H1 (u) 1 − H2 (u) .

H1

(7.1)
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Figure 7.1: The Laplacian pyramid represented as a directed acyclic graph.

As illustrated in Fig. 7.1, it is natural to describe a filter network with a directed
graph. By prohibiting cycles, the graph representation is restricted to finite impulse response filters.
Let the directed acyclic graph G = (S, H) with nodes Sµ ∈ S and the set of
arcs H ⊆ S × S describe a general filter network. An arc (Sµ , Sν ) ∈ H is
then a sub-filter and the nodes can be viewed as memory buffers containing the
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intermediate filtering results for a signal propagating through the graph structure.
When several arcs enter the same node the result is the sum of the filter responses
from all sub-filters acting on the signal present in the preceding nodes.
A pair of nodes Sµ , Sν of a graph G is said to be adjacent, when (Sµ , Sν ) is an
arc. The entire graph can then be described by an adjacency matrix B, with the
elements:

1, (Sµ , Sν ) ∈ H
Bµν =
(7.2)
0, (Sµ , Sν ) ∈
/H
A path P = (S̃, H̃) ∈ G is defined by
S̃ = {S0 , . . . , Sl },

H̃ = {(S0 , S1 ), (S1 , S2 ), . . . , (Sl−1 , Sl )},

(7.3)

where S0 , . . . , Sl defines a sequence of distinct nodes such that Sµ−1 and Sµ are
adjacent for all i = 1, . . . , l. The length of a path P is equal to the number of arcs
in P. Since an element Bµν can be interpreted as the number of paths of length 1
from node Sµ to node Sν , the entire adjacency matrix describes all paths of length
1 between every pair of nodes. Furthermore, each element of the matrix B k is
the number of all paths of length k between the corresponding pair of nodes. The
path matrix P is the sum of all such matrices and hence describes the number of
all paths between every pair of nodes, i.e.
P =

∞
X
k=0

k

B =

l
X

Bk ,

(7.4)

k=0

where l is the maximal path length. Instead of just saying that a relation (Sµ , Sν )
exists, let us denote the signal content present in these nodes by Sν (u), Sµ (u)
and specify their relation by the equation
Sν (u) = Hi (u)Sµ (u).

(7.5)

Here the transfer function Hi (u) is the frequency response of the sub-filter between node Sµ and node Sν . By labeling each Bµν by its sub-filter frequency
response Hi (u) each element Pµν then represent the transfer function between
the pair of nodes Sµ and Sν . With this labeling, a path of length l is equivalent to
a sub-filter sequence of the same length.
Recall the small network example in Fig. 7.1. The labeled adjacency matrix B is
for this particular graph given by


0 H1 0
1
0
0 0 H2 −1 1 


0
0 −1
B=
(7.6)
0 0
,
0 0
0
0
0
0 0
0
0
0
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where for instance the sub-filter H2 between node 2 and node 3 appear as the element B23 . With the enumeration of the nodes used here B is an upper triangular
matrix, since the graph is acyclic. It is, for instance, not allowed to go from node
3 to node 2. The path matrix for the same graph is


1 H1 H1 H2 1 − H1 H1 (1 − H2 )
0 1
3
H2
−1
1 − H2 
X


k

.
1
0
−1
P =
B = 0 0
(7.7)

0 0

k=0
0
1
0
0 0
0
0
1

Here each element of P is the transfer function between the corresponding nodes,
like for instance, the product of the sub-filter frequency responses H1 (u)H2 (u)
is the transfer function between node 1 and 3. Of particular interest is of course
the transfer functions between the input node and the output nodes. The realized
filters F̃1 , F̃2 are in this example presented by the elements P14 and P15 . From the
construction of P it is also easy to see the relation between sub-filter sequences
and filter networks. An output node of a filter network is the sum of all sub-filter
sequences between the input node and this output node.

7.3 Network Structure and Sparsity
A filter network is determined by its network structure and its internal properties.
The choice of network structure typically involves choosing the number of nodes
and the maximal path length. The internal properties comprise the number of nonzero coefficients for each sub-filter and also their spatial positions. The choice of
structure is closely linked to the internal properties and also highly dependent on
the requirements to the filters to be designed. In general, the potential efficiency
of a filter network increases with the path lengths since sub-filters can be decomposed recursively with fewer and fewer filter coefficients. The price to pay is a
somewhat larger spatial support caused by the sequential convolution. This effect
can to some extent be counteracted by the use of the spatio-temporal regularization described in Sec. 5.3. Moreover, the results accumulated from convolving all
sparse sub-filters should produce dense filters in order to avoid aliasing.
Due to the lack of a generic strategy for choosing the network structure and its
internal properties, it is important to exploit prior knowledge about the set of
desired filters as much as possible. Therefore, let us study the ideas behind design
of filter networks for local structure analysis and image enhancement, i.e. filter
sets which contain polar separable filters. By definition, a polar separable filter
can be expressed as a product
F (u) = R(ρ)D(û),

(7.8)

where ρ and û are polar coordinates such that u = ρû. The radial function
R(ρ) is a rotationally symmetric filter and the directional function D(û) is a filter
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sensitive to the signal orientation. Recall from chapter 2 that all filters of a filter set
for local structure analysis using Riesz transforms have the same radial band-pass
function. Such a filter set can be written as
{F1 (u), . . . , Fo (u)} = {R(ρ)D1 (û), . . . , R(ρ)Do (û)},

(7.9)

where Dk (û) are polynomials of degree mk in û. Since the radial function R(ρ)
is shared by all filters, sub-filters contributing to this radial band-pass filter then
contribute to all output nodes of the filter network. Therefore, it is reasonable to
spend a larger amount of computational resources, i.e. non-zero filter coefficients,
on the radial function. A naive approach would be to first design R(ρ) and then
design all directional filters Dk as individual sub-filters. However, the reason for
introducing the band-pass filter R(ρ) in the first place was that the directional
functions were hard to realize with small spatial support.
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Figure 7.2: Left: A polar separable filter set formed by the directional functions D̃k
and radial functions R̃k , where each R̃k is a linear combination of the basis
functions Gi . Right: The sum of the basis functions Gi is a weighted low
rank approximation with rank n producing a 3D filter.

Observe that all directional functions Dk are different from each other. A reformulation of the same idea as above is then to spend as little computational resources
as possible on the directional functions, which leads to the approach used here.
This approach is based on the relation between Riesz transforms and directional
derivatives (see chapter 2), i.e. the desired filter set can be rewritten as follows
{F1 (u), . . . , Fo (u)} = {ρ−m1 R(ρ)D1 (u), . . . , ρ−mo R(ρ)Do (u)}. (7.10)
With the use of central differences, directional derivatives Dk (u) can be realized
very efficiently. As a consequence, the radial functions ρ−mk R(ρ) are no longer
the same for all desired filters. To compensate for different factors ρ−mk and
the approximation errors introduced by the central differences, a set of band-pass
filters G̃i are produced. These set of filters are then linearly combined such that
R̃k (u) =

n
X
i=1

αki G̃i (u) ≈ ρ−mk Rk (u),

(7.11)
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where the scalar values αki are associated with sub-filters represented as dotted
arcs in Fig. 7.2. Such sub-filters have only 1 filter coefficient located in the origin.
In addition to the filter set for local structure analysis, the image enhancement
presented in Sec. 4.3 also require a filter set for synthesis of the adaptive filter.
This filter set is also polar separable and the radial function has high-pass characteristics, apart from the low-pass filter required. The directional functions Dk are
polynomials of the same degree. Either a separate filter network is produced for
this filter set or the number of filters G̃i , producing a basis for rotationally symmetric filters, is increased in order to span both the radial functions required for
local structure analysis and synthesis of the adaptive filter. The network structure
used for producing G̃i are in this dissertation based on either a recursive decomposition of the Fourier domain using image pyramids or low-rank approximations.
The Laplacian pyramid is a classic example producing a set of radial band-pass
functions. This type of scale pyramids are widely used (see e.g. Simoncelli et al.
(1992); Do and Vetterli (2005)), where the frequency domain is recursively decomposed into sub-bands with lower and lower frequencies. In its original formulation the Laplacian pyramid is a multi-rate system, but conversion between
single and multi-rate systems can be accomplished (see e.g. Mallat (1999) and
references therein).
?
??
??
?
 ? ?
??  ??
??
?
?
 ?
 ? ??? o ?
?? o?o?o ??
? o ?
?
oo?o ??? ???
 ?woo ???
?
??
?
?
??
?? ??? ??? ???
?
?
?
?






   zw

    z

   

$   

'$  

)'$  

*)'$  

*)'$ 

+*)' 



















F̃1

F̃2

F̃3

F̃4

F̃5

F̃6

F̃7

F̃8

F̃9

Figure 7.3: A filter network for local structure analysis in 3D.

Weighted low rank approximations is another approach which can produce efficient realizations of a single filter (Twogood and Mitra, 1977). By analogy to
rank-one approximation, where a d-dimensional filter is decomposed into a sequence of d one-dimensional sub-filters, a low rank approximation is the sum of
a few such sub-filter sequences as illustrated in Fig. 7.2. In 2D, the singular value
decomposition can be used to generate such a decomposition of a single filter.
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However, to be efficient a few dominant singular values are required, i.e. the desired filters must be nearly Cartesian separable. Typically, smooth rotationally
symmetric filters can be realized efficiently with this technique, whereas off-axis
anisotropic filters are likely to generate too many singular values.
Putting it all together yields a network structure as the one shown in Fig. 7.3
producing a basis which spans the same space as the first and second order Riesz
transform in 3D. Observe that G̃i , R̃k and D̃k are never formed explicitly. They
are only introduced here in this section to explain the thoughts behind the design
choices made. The only information passed on to the local search method are the
spatial constraints imposed on each sub-filter, the network structure, the desired
frequency responses and an initial point.

7.4

Least Squares Filter Network Design

In the previous chapter, a sub-filter sequence was presented as an approximate factorization of a single filter. For a tree-structured network this is still true, but the
different realized filters share common factors, since most sub-filters contribute
to several output nodes. With a graph structure the desired filter set is decomposed into a sum of sub-filter sequences, where also filters in parallel branches
can contribute to the same output node.
To find the realization {F̃1 (u), . . . , F̃o (u)}, corresponding to the output nodes
of the network, which is as close as possible to the desired frequency responses
{F1 (u), . . . , Fo (u)} this is formulated as a sum of least squares, i.e.
min

o
X
k=1

kεk (u)k2 =

o Z
X
k=1

U

2
Wk (u) Fk (u) − F̃k (u) du.

(7.12)

Since the choice of the weight functions W (u) most often reflect the expected
signal and noise characteristics (see Sec. 5.3), it is natural to choose W1 = . . . =
Wo = W . One exception is when one or a few filters are significantly more
difficult to realize. Then it can be of interest to weight the filters differently in
order to avoid solutions where the errors are concentrated to the filters which are
most difficult to realize. An appropriate choice of scalar values t1 , . . . , to such
that Wk = tk W for k = 1, . . . , o is in that case a remedy to this problem.
Let us denote the input node and the output nodes of the filter network by Sin
and S1 , . . . , So receptively, where Sk corresponds to the realization F̃k (u). Since
the result of several arcs entering a node is the sum of their transfer functions, the
realization of Fk can be written compactly as the sum of all paths p entering Sk :
F̃k (u) =

X

Y

p∈Pk i: Hi ∈p

Hi (u)

(7.13)

7.5 Implementation
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Here, each path p defines a sub-filter sequence Hp1 , . . . , Hpl . The set Pk denotes
the set of all paths between the input node Sin and the output node Sk defined by

Pk = p ∈ G : p is a path between Sin and Sk .
(7.14)

With the network structure and its internal properties pre-defined problem (7.12)
can, in the same way as described in Sec. 5.3, be reduced to the least squares
problem
min

o
X
k=1

kbk − b̃k k2 ,

(7.15)

where the vectors bk , b̃k ∈ Rm are obtained by uniform sampling of the frequency
responses Fk (u), F̃k (u). As in the previous two chapters Ai , xi are the individual characteristics of each sub-filter Hi . The vector b̃k is then the l:th degree
polynomial in xi defined by
X
b̃k =
(Ap1 xp1 ) ◦ . . . ◦ (Apl xpl ),
(7.16)
p∈Pk

where u ◦ v denotes the component-wise product of the vectors v and v and the
index set {p1 , . . . , pl } points out all the sub-filters involved to form the path p.
The characteristics of the multi-linear least squares problem (7.15) are similar to
the design problem associated with sub-filter sequences in the previous chapter.
Since it suffers from the same multi-extremal nature any local search method will
be sensitive to the choice of initial point. Generalization of the approach used to
generate robust initial points presented in Sec. 6.4 is not straightforward, since
the frequency responses here can not be written as a product of the frequency responses of every sub-filter. In (Andersson et al., 1999) and (Paper V) the filter
networks were designed using alternating least squares (see Sec. 6.3.1). This approach is however not efficient enough, when trying to realize larger filter sets.
This is because each iteration becomes computationally expensive not only in
terms of the number of computations, but also in terms of memory consumption.
These were the main motivations for the development of the local search method
described in the next section.

7.5 Implementation
In non-linear least squares, the Jacobian matrix is the key tool to exploit the special structure of such problems. It is used for computing the gradient, but more
importantly it also allows efficient computation of the exact or approximate Hessian matrix of the function to be minimized. This fits nicely into the framework
for filter network design, since it is fairly easy to derive and compute the Jacobian
matrix.
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Let us denote the objective function
o

ψ(x1 , . . . , xq ) =

1X
kr k (x1 , . . . , xq )k2 ,
2

(7.17)

k=1

where r k = bk − b̃k ∈ Rm and q is the total number of sub-filters.
For non-linear least squares the gradient can be expressed in terms of the residual
vector r = [r 1 , . . . , r o ]T ∈ Rmq and the Jacobian matrix J :
∇ψ = J T r

(7.18)

The partial derivatives of r with respect to x defines the Jacobian matrix, i.e.


∂r1
∂r1
·
·
·
∂xq
 ∂x. 1 .
.. 
..
..
J =
(7.19)
. 

,
∂rk
∂rk
∂x1 · · ·
∂xq
where J T J is a good model of the Hessian, when either residuals r are small or
when the r is nearly linear, i.e. when the second order derivatives of r are small.

Now, let us make use of the graph representation to derive the partial derivatives
necessary to compute the Jacobian matrix. The contribution of a single sub-filter
to a specific output node can be studied using the path matrix P introduced in
Sec. 7.2. Let us consider the expression
P (u) = P0µ (u)Pµν (u)Pνk (u),

(7.20)

where P0µ is the transfer function from the input node Sin to node Sµ and Pνk
is the transfer function from node Sν to the output node Sk . The transfer function P (u) is then the contribution to the output node Sk from all paths that pass
through the sub-filter (Sµ , Sν ) as illustrated in Fig. 7.4.
Let us denote this sub-filter Hi , with individual characteristics Ai , xi . Uniform
sampling of the frequency domain reduces P (u) to
p = pik ◦ (Ai xi ),

(7.21)

where pik ∈ Rm corresponds to the product P0µ Pνk . The partial derivatives
is then given by:
∂r k
∂
=−
b̃k = −diag(pik )Ai
∂xi
∂xi

∂rk
∂xi

(7.22)

As shown experimentally in Sec. 6.5 the introduction of symmetry constraints
can help to reduce the number of design variables and hence also the number
of local minima. Another way to accomplish this is to introduce dependencies

7.6 Experiments
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Figure 7.4: All paths (drawn as solid arcs) from the input node that pass through the
sub-filter (Sµ , Sν ) and contribute to the filter F̃3 .

between different sub-filters. In contrast to the alternating least squares approach
previously used, this approach allows such dependencies. Suppose that the filters
x1 , . . . , xn are related to the filter xi by xj = C j xi for j = 1, . . . , n. Using the
k
same notation as before, the partial derivatives ∂r
∂xi now becomes
X
∂r k
∂
=−
b̃k = −diag(pik )Ai −
diag(pjk )Aj C j
∂xi
∂xi

(7.23)

j6=i

This might seem as an insignificant improvement but it can in practice be very
important since the number of design variables and local minima is large. For the
same reason it is also important to impose symmetry constraints on the individual
sub-filters whenever possible (see Sec. 5.4). Similar to design of sub-filter sequences, regularization of each individual sub-filter helps to prevent undesirable
scaling of the problem.

7.6 Experiments
A number of filter network realizations has been produced for local structure analysis and image enhancement related to the work presented in this dissertation.
Since the difference between a conventional filter set and a realization with filter
networks can be made arbitrary small by increasing the number of filter coefficients, the difference in performance is often insignificant. In general, the networks are designed such that they have essentially the same fit to the desired frequency response as a FIR filter set. However, since filter networks typically have
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a slightly larger spatial support they are expected to be less accurate for noise-free
data but on the other hand less sensitive to high levels of noise.
The performance of the network, presented in (Paper V), was evaluated by extracting the dominant orientation of a local structure tensor field estimated from
synthetic data. An angular root mean square (RMS) measure was computed by
s
1 X
∆ϕ = arcsin
kvv T − eeT k2 ,
(7.24)
2n
Ω

where e is the eigenvector corresponding to the largest tensor eigenvalue and v
are the unit vector corresponding to the true orientation for each signal sample.
The approximation errors are summed over a region of interest Ω with n samples.
The synthetic data and more details on the experiment are found in the paper. This
evaluation was later reviewed in (Einarsson, 2006), using the same filter network
realization and the same data but implemented more efficiently, i.e. a different
convolver was used. These results are shown in Tab. 7.1 and are consistent with
the results in (Paper V).
Table 7.1: Comparison of angular RMS between filter networks and standard convolution
before and after tensor averaging, the latter denoted (LP).

Input SNR
∞
10
0

FIR
0.6◦
4.0◦
13.6◦

Net
1.7◦
4.2◦
13.7◦

FIR (LP)
0.55◦
1.5◦
4.8◦

Net(LP)
1.5◦
1.8◦
3.9◦

As expected the conventional FIR filters are better on noise-free data, whereas
for moderate and high noise levels the difference is insignificant. In local structure analysis it is also customary to average the tensor field. The decrease of the
angular RMS after tensor averaging indicates that the errors are not caused by a
rotational bias.
Table 7.2: Comparison of computation time between filter networks and convolution.

Volume size
width × height × depth
128 × 128 × 128
192 × 192 × 192
256 × 256 × 256
320 × 320 × 320
384 × 384 × 384
448 × 448 × 448
512 × 512 × 512

FIR
filters
23.9s
80.5s
192.2s
376.3s
655.6s
1049.8s
1580.6s

Filter
network
0.82s
2.84s
6.4s
12.4s
21.2s
34.0s
51.8s

Speed-up
factor
29.3
28.4
30.0
30.5
30.9
30.9
30.5

The evaluation in (Einarsson, 2006) also included another filter network, produced by the author of this dissertation, with a Cartesian separable structure (see

7.7 Discussion
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Fig. 7.2). This network has 168 non-zero filter coefficients and was evaluated
with respect to speed. The tests were carried out in Windows XP on a desktop PC
with a 3.2GHz Pentium 4 processor and 1 GB of RAM memory. The results are
shown in Tab. 7.2. In terms of number of multiplications the computational gain
113
is 9 · 168
≈ 71, compared to the corresponding FIR filter set with 9 filters of size
11 × 11 × 11. The now 2 year old prototype implementation showed a reduction
of the computation time by a factor 30 compared to standard convolution.

7.7 Discussion
In this chapter least squares design of filter networks was presented. As opposed
to the previous chapter the work here has been mainly focused on efficiency of the
filtering. Target applications typically use large filter sets and have high demands
on both performance and computation time. In particular 3D filter sets has been
studied where filter networks can make an important difference. As demonstrated,
the use of filter networks produce realizations of 3D filter sets which significantly
reduce the computational load of filtering.
The most recent efforts, spent on the local search method, is an important improvement since optimization of large 3D filter sets and 4D filters was infeasible
with the previously used alternating least squares procedure. The efficient search
method also facilitates the user interaction necessary to provide an initial guess
which produce a good filter network. How to optimally choose the network structure and the internal properties remains an open question. The local search method
does, however, optimize a typical 2D filter set in a few seconds which enables exploration of this search space associated with the internal properties in reasonable
computation time.

8
Review of Papers

The papers included in the second part of this dissertation are here introduced
and they appear in the order that best matches the dissertation outline. The papers
cover most of the material presented in chapter (2-7). Some chapters provide more
details than the presentation in the corresponding paper, whereas some chapters
provide more brief presentations.

8.1 Paper I: On Geometric Transformations of Local
Structure Tensors
Geometric transformation of a local structure tensor fields requires knowledge
about the covariant or contravariant nature of the tensors and the tensor estimates.
In this context local structure and orientation are reviewed. The article demonstrates how a tensor field, estimated from an ultrasound image, is transformed
from a polar coordinate system to a Cartesian coordinate system. It is also shown,
how shape measures by eigenvalue analysis can be extracted without transforming the tensor field. This is accomplished by taking into account the metric tensor
expressed in polar coordinates.

8.2 Paper II: Estimation of Non-Cartesian Local Structure Tensor Fields
Estimation of non-Cartesian local structure was presented at the Scandinavian
Conference on Image Analysis (SCIA) in Aalborg. The paper concerns adaptation
of filters for estimation of local structure tensor fields in non-Cartesian coordinate
systems without resampling. Experiments were performed on synthetic data by
measuring an angular root mean square error of the dominant orientation. In the
presence of noise, the presented approach provides more accurate estimates compared to estimation after resampling. The approach also requires less amount of
processing.
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8.3

Chapter 8. Review of Papers

Paper III: Efficient 3-D Adaptive Filtering for Medical Image Enhancement

Adaptive filtering using filter networks was presented at IEEE International Symposium on Biomedical Imaging (ISBI) in Arlington. The paper illustrates the use
of volumetric processing for medical image enhancement. The paper presents the
method known as adaptive anisotropic filtering which is based on local structure
analysis. The method consists of three steps, estimation of local structure, tensor
processing and reconstruction. Post-processing was applied to volumetric data
acquired with T1-weighted magnetic resonance imaging, magnetic resonance angiography and computed tomography. The results from post-mortal volumetric
computed tomography of the orbit, acquired at different radiation doses, indicate
that the processing used allows for a decrease in radiation dose.

8.4

Paper IV: Approximate Spectral Factorization for
Design of Efficient Sub-Filter Sequences

The article presents an approach for efficiently solving the multi-linear least
squares problem associated with design of sub-filter sequences. To deal with
the multi-extremal nature of this problem, the presented approach first solve
for an initial point by reformulating the original problem to a conceptually
close problem. The solution found constitutes a good initial point for further
refinement using a local search method and reduce the risk of finding insufficient
local solutions. In comparison to alternating least squares started from randomly
generated initial points, experiments show that the presented approach is more
robust and provides better local solutions. It also reduces the computation time,
because in order to get comparable results one must run alternating least squares
a sufficiently large number of times.

8.5

Paper V: Filter Networks for Efficient Estimation of
Local 3-D Structure

Filter networks used for estimation of local 3D structure was presented at the
IEEE International Conference on Image processing (ICIP) in Genoa. Compared
to standard convolution, the filter network realization produce a filter set with the
computational load reduced by a factor 50. This paper presents the first graphstructured filter network, which is optimized using a least squares design criterion
and produces a 3D filter set with sparse sub-filters. The efficiency and precision
of the filter network are compared to standard convolution and FFT-based convolution.

8.6 Paper VI: A Graph Representation of Filter Networks
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8.6 Paper VI: A Graph Representation of Filter Networks
The graph representation, presented in Joensuu at the Scandinavian Conference
on Image Analysis (SCIA), constitutes a general framework for filter network
design that incorporates many already existing methods for decomposition of FIR
filters. The previous requirement of a layered network structure in (Knutsson
et al., 1999) was removed. The representation incorporates the network structure
in the objective function and compared to the majority of related formulations the
graph is not restricted to have a tree-structure. The graph representation facilitates
analysis of the filter network design problem and its characteristics.

9
Summary and Outlook

In this dissertation a framework for multidimensional filtering has been presented
and discussed. The applications covered are local structure analysis and image
enhancement. This chapter concludes the first part of this dissertation and presents
possible directions for future work.

9.1 Future Research
• The filter networks presented here produce efficient realizations of 3D filter
sets with a reduction of the computational load up to a factor 70. Future
work on implementation will hopefully narrow the gap between this theoretic gain and the actual gain in terms of computation time. Future work
in this direction also includes searching for the hardware acceleration techniques best suited for implementing filter networks.
• It would be desirable to make the filter network design process less dependent on the initialization. The sparsity patterns for all sub-filters constitute
a huge search space and combined with the network structure it becomes
even larger. To be able to explore this search space in reasonable computation time the multi-linear least squares problem must be solved more
efficiently. The global search method generating robust initial points for
sub-filter sequences is one step in this direction.
• The multi-linear least squares problem associated with design of sub-filter
sequences has similar characteristics to the problem of filter network design. The smaller degree of freedom in its structure makes it a good problem for evaluating methods for network pruning as well as global and local
search methods intended for filter networks. The sub-filter sequences are
in themselves interesting and can be seen as a generalization of low-rank
approximation, i.e. they can produce efficient realizations of filters that are
not Cartesian separable.
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Chapter 9. Summary and Outlook
• This dissertation is one result of two research projects with the goal to produce high speed filtering of multidimensional signals in high quality medical image enhancement applications, where the filter networks for local
structure analysis and adaptive anisotropic filtering is the main contribution.
This work will not end by this dissertation and evaluation of the results produced with this technique is a continuous process conducted in cooperation
with clinical experts. Filter networks for 3D scale-adaptive enhancement
and enhancement of volume sequences (4D) are apparent directions for future work.
• The approach presented for a geometrically correct description of local
structure in non-Cartesian coordinate systems is not only intended for the
limited number of people working with local structure tensors. Quite recent
technologies in imaging produce tensor fields which are physical measurements such as diffusion tensor MRI and strain tensors in elastography. Processing of such tensor fields are therefore less developed, in particular for
non-Cartesian coordinate systems. Processing in warped coordinate systems, in general, requires the use of multiple scales to take into account the
spatially varying metric. Therefore it is another possible application where
filter networks can be a useful tool.
• The perspective, where local structure is the metric of a vector representation for local phase and orientation, was presented as a review with no
apparent application. These representations allow, for instance, local phase
models to be used in diffusion and variational formulations such as the Beltrami framework. Such a signal model is believed to experience different
characteristics and can therefore be an interesting alternative to the widely
used piece-wise constant signal models. For this purpose the maximally
localized quadrature filters can be used to ensure small time steps.

There is still a lot of work to be done on filter network design and its applications.
So far only a fraction of the range of target applications has been studied. Research on this topic can be carried out at many different levels, virtually anything
in between approaching the challenging optimization problem and implementing real-time multidimensional filtering with state-of-the-art hardware acceleration techniques.
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Farnebäck, G. (2002). Polynomial Expansion for Orientation and Motion Estimation. PhD thesis, Linköping University, Sweden, SE-581 83 Linköping,
Sweden. Dissertation No 790, ISBN 91-7373-475-6.
Felsberg, M. (2002). Low-Level Image Processing with the Structure Multivector.
PhD thesis, Institute of Computer Science and Applied Mathematics, ChristianAlbrechts-University of Kiel, Germany.
Felsberg, M. and Jonsson, E. (2005). Energy tensors: Quadratic phase invariant image operators. In DAGM 2005, volume 3663 of LNCS, pages 493–500.
Springer.
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University, Sweden, SE-581 83 Linköping, Sweden. Dissertation No 284,
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Sweden. SSBA.
Huang, J. and Mumford, D. (1999). Statistics of natural images and models. In
Proceedings of IEEE on Computer Vision and Pattern Recognition (CVPR’99),
pages 541–547.
Jones, M. N. (1985). Spherical Harmonics and Tensors for Classical Field Theory. Research Studies Press.
Kimmel, R., Sochen, N. A., and Malladi, R. (1997). From high energy physics to
low level vision. In Scale-Space Theories in Computer Vision, pages 236–247,
London, UK. Springer-Verlag.
Kingsbury, N. (2001). Complex wavelets for shift invariant analysis and filtering of signals. Journal of Applied and Computational Harmonic Analysis,
10(3):234–253.
Knutsson, H. (1982). Filtering and Reconstruction in Image Processing. PhD
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