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Preface
The size and complexity of local area and wide area networks are continually
growing and so do the requirements of high availability. Today we rely on the
technology and it should always work. Network management is therefore getting
more and more important. Network management includes: monitoring and
isolating faults, measuring performance, configuring the resources, making sure
the network is secured and more.

Since in the early 1990s the management has typically been done with SNMPv1
or CMIP and using the client/server model. SNMPv1 is insecure, CMIP is
complex and the traditional centralized paradigm is no longer sufficient to
handle the management requirements of large networks.

As the demands for security and flexibility increases, new ways to manage
networks are needed. This research tries to find out how a network management
system should function, what management protocol to use, how to enhance the
flexibility and how to make the system more secure. The main target platform
for the resulting network management system is Solaris and GNU/Linux and
should be developed using C or C++. Although Java is not intended as the
implementation programming language, it is still not ignored in this work. There
are interesting Java solutions for network management and perhaps Java as a
programming language is in discussion for implementation later on.

This Document’s Audience
Anyone who wants to know more about network management are welcome to
take part of this document. You are expected to have knowledge of how
networks work. This thesis report can not explain everything from the very
basics, so some knowledge about TCP/IP is good, especially to get a full
understanding of theSecuritychapter. TCP/IP knowledge is not required for the
other parts of the document, but as it is about managing networks, one should
know what networks are, what they do and why we use them.
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Preface

Tools Used When Making This Document
This document has been written with DocBook. DocBook is a DTD for either
SGML or XML, SGML being the one used in this document, but the differences
are small. DocBook specifies only contents, not layout. You use stylesheets to
get the layout you want. What is good with this is that you can choose any
stylesheet you want for your document and the layout is changed. The most
common DocBook package is OpenJade, which can be found at [OJADE]. The
use of SGML also makes DocBook very portable, the source of this document
can be read by any operating system.

There are also a number of images in this document. Most of them are drawn
with the toolDia, which can be found at [DIA]. There are a few images that are
copied from other web pages and permission for using them is granted by the
copyright holders. Thanks toSunandNetQoSfor allowing me to use them.

Others Involved in This Work
This assignment or thesis was assigned to me by Erik Forsberg at a company
POSS (Portable Open Software Solutions) in Sweden. He’s also been my
supervisor, given me ideas and provided lots of feedback. I have also had an
examiner, Viiveke Fåk, who also has been providing me with some feedback.

Outline of This document
This chapter serves as an introduction to the entire document. A brief description
of the remaining chapters follows.

Chapter 1 Introduction
The reader gets introduced to this thesis.
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Preface

Chapter 2 Network Management Basics
This chapter Introduces the reader to Network Management. It explains what
network management is, why it is used and why it is needed.

Chapter 3 Network Management Details
So know we know what network management is. But how do we make one?
What services must it provide? This chapter discusses how to build a network
management system and how it should solve the system’s tasks. The ideas here
mainly come from the author himself.

Chapter 4 Security
When it comes to computers, security is mostly involved in some way and
network management is no exception. The chapter explains what security is,
why it is needed in a network management system and how to implement it.

Chapter 5 Network Management Protocols
Three different network management protocols are described, those that are
most common today. You get to know how they are designed and how they work
in a network management system.

Chapter 6 Enhanced Network Management
Technologies

This chapter examines what other network technologies, other than protocols,
that can be useful in a network management system. To make a good network
management system you need more than just a good protocol, especially if the
system should provide high flexibility and availability.
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Chapter 7 Existing Software for Network
Management

When you develop something you might not have to develop every part of the
system from scratch. There might be software packages available that can be
used in the new system. Tree different software packages, that can help in
building a network management system, are described here.

Chapter 8 Discussion and Conclusions
Chapter 8 forms a summary of the former chapters. It also presents what
protocols, technologies, software and programming languages that has been
chosen to the network management system designed in this work.

Chapter 9 Design
A detailed design specification of a complete network management system, the
way the author thinks it should be, is presented here. This is the final result of
the thesis.

Appendix A List of Acronyms
A list of acronyms used in this document.

Appendix B List of Free Tools for Network
Management

A list of free network management software that can be used to sniff networks,
check status of network elements and other network management related
software.

iv



1 Introduction
Networks are of growing importance and have become critical in the business
world. Networks are getting more and more complex and heterogenous, i.e.
different types of networks (computer networks, telephone networks, mobile
cellular networks and others) are working together. It is not just the public
networks that grow and gets more complex, but also within organizations.
Organizations want to take advantage of the technology and they build complex
networks. As the networks become larger and more complex and heterogenous,
the costs rise. In spite of the networks being complex, the demands are still very
high, they should or must work 24 hours a day. It is a big challenge to have all
services running and offer good quality of service (QoS). This is why network
management systems are needed. They discover faults and errors in networks
and sometimes correct them, they discover performance issues, they secure the
network, they ease the configuration of the network and more. This makes one
able to catch network failures before they are too critical. In short, a network
management system monitors the health of the network. If something goes
wrong, network engineers are alerted and the problem is hopefully fixed before
the network users notice any problems.

1.1 Assignment
The goal of this thesis is to design a flexible and secure network management
system (NMS) that is distributed (increases scalability and reliability) and
includes most features a good network management system should have. The
system should fit in both small companies and enterprises. The system should be
divided into separate packages or modules so that one can choose what services
to use. The Network management systems that exist today are often expensive,
proprietary, complex, lack important features (such as security) or are
centralized.

Network management includes management for charging users by traffic usage,
but that will not be a part of this thesis. During this work mostly internal use in
companies have been in mind, i.e. companies that wants network management
systems to manage their networks and lighten up the burden of the network

1



Chapter 1 Introduction

engineers. As users typically have free access to the internal network and often
also to the Internet, no investigation about charging is made in this thesis, but
because of the flexible design there should be no problem to add this later on.
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2 Network Management Basics
This chapter is an introduction to network management. It explains what
network management is, who needs it and why.

2.1 Why is There Network Management?
There are several types of networks, some of them transport data. The two main
networks that can transport data are the computer networks and
telecommunication networks. The telecom networks are very reliable. You can
call anyone, anytime, from anywhere to anywhere in the world and be almost
sure that you get connected to the destination. The computer networks are not
equally reliable because of several things. Computer technology is more
complicated than telephone services. Computer communication is mostly packet
switched and there is therefore no guarantee that you get a certain amount of
bandwidth. The telecommunications network, however, use circuit switched
messages and therefore guarantees a certain amount of bandwidth. Further, the
telephone industry all over the world has been monopolistic and
single-vendored. This is not the case anymore (e.g. 1984, AT&T split up in the
US and there were all of a sudden 1500 telephone service providers) and the
telecommunication networks are also multi-vendored and heterogenous with
complexity increasing because of new services are being developed. Computer
networks were multi-vendored from the start. The computer technology also has
more rapid standardization processes and development cycles compared to the
telecommunication (where ITU-T is the standardization organization).

Figure 2-1illustrates the complexity of computer technology and as the
computer networks, telecommunication networks and also mobile cellular
networks are merging, the complexity grows even more. For example, one can
browse the Web using the telephone wires and one can dial someone from a
computer.

3



Chapter 2 Network Management Basics

Figure 2-1. Complexity due to that everything should work together.

A network can be very complex and it must often perform well and be secure.
But how can one know about the health of a network? How can one know that it
performs well and that it is secure? One solution is to do these checks manually.
For example, one can ping the network devices to get their respond times. One
can manually scan the network for security vulnerabilities. This will be tedious
and error prone work, especially in a large network. Maintaining a network
includes very many tasks and performance and security checks must be made
regularly. This is why network management is needed. Introducing a network
management system to a network automates most of the network management
tasks and makes other tasks easier to perform. If there was only one network, for
instance the computer network, we would still need network management. But
due to the complexity and that people have high demands (everything should
always work), network management gets more and more important.

2.2 Who Needs Network Management?
Almost any enterprise makes use of an internal network. If a company connects
its computers together in a network environment, then a management system is
probably needed. When a network fails, or shows poor performance, the costs
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Chapter 2 Network Management Basics

can be enormous, productivity of employees can suffer, dissatisfaction among
users and customers could cause other problems. If cost of ownership, reliability,
performance and availability matter, an organization will probably need a
network management system.

2.3 What is Network Management?
Managing a network device could for instance be to check the status of a printer
- is it out of paper? Is it functioning? For a device, for instance the printer, to be
manageable it must have anagentrunning. An agent is a software process
listening for messages. When the agent receives a message it performs the action
described by the message.

International Organization for Standardization (ISO) divides network
management into five areas: fault, configuration, performance, security and
accounting management. These are described below.

2.3.1 Fault Management
Whenever a service or network device fails, the management system shall detect
the fault, find the cause and report the failure. In some cases the management
system can also restore the service automatically, but most often a network
operator has to fix the fault manually. The goal of fault management is to
increase the network reliability, discover failures as quickly as possible so a
network operator can fix the problem, hopefully even before the network’s users
notices there is a problem.

2.3.2 Configuration Management
Configuration management is the process of gathering data from the network
and modifying the setup of the network devices. It also involves storing the
obtained data and producing reports based on the data.

5



Chapter 2 Network Management Basics

2.3.3 Security Management
Security management enables the network engineer to control access to services
with the purpose of protecting sensitive information from unauthorized access.
That is according to Conroy et al. [CON96]. But it should also include
protection against unauthorized modification and addition of information.
Unauthorized addition of information can lead to DoS in form of full disks for
instance. The information can also confuse users and it might even be used by
some service and cause unexpected problems. Subramanian [SUB00] means that
security management also includes other areas such as physical security. In this
thesis security management is considered the former definition. This is because
physical security is not possible to affect from a network management
application and possibly the network management engineers are not part of the
company whose network they manage and might, therefore, not know about the
physical protection. However, operating system security and physical security
still has to be maintained. If anyone can reach the computer and remove the disk
drive and get the sensitive information that way, the security management can
not prevent unauthorized access. All aspects of computer security has to be
applied to have a secure system - more information about security can be found
in Chapter 4. Security management is thus a part of security, but it does not
cover the whole security area.

2.3.4 Performance Management
Performance management involves making sure that the network always is
accessible so users can use it efficiently. It involves monitoring the utilization
and error rates of network devices and ensuring that the capacity of the links and
devices is good enough to always offer good performance to the user. With the
monitored data the network engineers can determine utilization trends and then
extend the capacity if needed. They can isolate a performance problem to a
certain device and hopefully solve it before any users notices any performance
issues. The data can be used to predict peak network utilization; knowing that,
you can choose at what times to make the daily scan for software bugs.

6
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2.3.5 Accounting Management
Accounting management enables the network engineer to measure the usage of
network resources. The collected data can be used to check how much traffic
every user has caused and what resources they have used. The engineer can
setup and check user quotas for resources, determine costs and bill users. This is
typically used in the telecommunication networks where all users have to pay for
the telephone calls they make.

2.4 Network Management Architecture
The structure that all network management architectures use are basically the
same. The main components are:managed devices, agents, network
management protocolsandmanagers.

2.4.1 Managed Devices
Managed devices run software that enables them to send alerts, be configured
and monitored. Managed devices can be anything on a network that has the
ability to run an agent. More and more devices are nowadays running agents, for
example, there are washing machines running agents. This means that managed
devices can be routers, switches, printers, servers, workstations, PDAs, mobile
phones, microwave ovens, DVDs and so on. And if they have agents, they can be
managed.

2.4.2 Agents
Agents are software running on a device. They mostly act as servers, responding
to requests about their status, but they can also send alarms when they want to
warn about something. As the years go by, agents will get more and more
sophisticated and the picture of them just behaving as servers is changing slowly.

Often the manufacturer of the managed device provides agents to their products.

7
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2.4.3 Network Management Protocols
Protocols describe the way systems (hardware or software) can communicate. If
people speak different languages they do not understand each other. If two
devices communicate using different protocols they will not understand each
other either. So if a management application wants to manage a device, the
manager application and the agent on the device have to use the same protocol.
Applications are easy to develop, but the agents are often static and knows only
one protocol. That makes the choice of protocol critical for both the application
and the agent. There are several network management protocols in use, SNMP
and CMIP being two of them.

2.4.4 Managers
Manager is the application that gets information from agents and informs the
network engineers of the status of the network.

2.4.5 A Simple Network Management System
A small and simple network management system typically looks like inFigure
2-2. It consists of the four components described above: managed devices,

8



Chapter 2 Network Management Basics

agents located on every device, protocols and a manager.

Figure 2-2. A simple network management system.

2.5 Network Management Technologies
To manage a network there are different distribution models to choose from,
different protocols and software to use. SNMPv1 has been the most widespread
protocol in the Internet world and CMIP has been trying to find acceptance in the
Telecommunication world. SNMPv1 offers no security and CMIP has not found
the broad acceptance, mostly due to its complexity and large memory needs.
Shortcomings of both these protocols have made the world look for alternatives.
As the Internet and telecom networks are merging, it would be desirable to use
network management software that handles them both transparently and equally
well. There are several candidates for becoming the new management protocol
or technology of choice: SNMPv3, CMIP, JMX, WBM, WBEM and Mobile
agents. These are individually discussed inChapter 5andChapter 6.

Java has been a popular programming language for a couple of years. It is
platform independent, objects can be sent from one computer to another, code
can be sent from one computer to another and be executed on the destination. A

9
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consequence of platform independence is that more and more devices ship with
a Java Virtual Machine (JVM). Any Java program can communicate with any
Java-enabled (has a JVM) device if they are connected to a network. The other
two aspects (sending objects and code on the network) increase flexibility and
are crucial when working with mobile agents. Sun Microsystems offers Jini
Technology, which is based on Java. It makes network management more
flexible as one can easily see what services the network offers. Jini is discussed
in Section 7.2. Jiro is another Java software from Sun Microsystems. Its intention
is to make a distributed automated management system. Today’s management
systems can only monitor the status of devices. This way is a reactive way and
Jiro provides a more proactive approach. Jiro is explained inSection 7.3.

10



3 Network Management Details
This chapter discusses fault, configuration, security and performance
management in further detail. Accounting management is not included since it’s
not a requirement for this thesis to implement it. After knowing what network
management really is, one can discuss the features a network management
system should have. Usable features and distribution models are also discussed.

3.1 Fault Management
The primary goal of fault management is to keep the network running without
any failures. To achieve this, fault management involves the work to
continuously detect, log, isolate and fix the cause of network problems.

Detecting faults can be done in two ways, logging critical network events or
polling network devices. Most managed devices can send a notification if
something goes wrong. Solely relying on such events will, however, not
guarantee that the device is functioning. If the device fails it might be unable to
send the event. The device might also be capable of only reporting certain kinds
of failures. Because of that polling is a good complement. Polling means higher
bandwidth usage and if there are many devices and low bandwidth on the
network, polling should not be used too frequently.

Depending on the size of the network, carefully choosing what faults to monitor
can be very important. In a small network the network operator may have time to
fix every fault that occur. In larger networks there might only be time to
investigate the most critical faults and then it is important to configure the
network and devices to only notify the network management system of the
critical events. If one or more devices are non-configurable, a filter in the
management system could filter out the not so important events. The events are
saved in the database, but the client filters out the unimportant events and the
network operators can easier grasp the situation.

The form in which the fault is reported is also an important issue. The network
operators can be notified in several ways: pictures, text, bells and maybe even
vibrations from a pager or mobile phone. A picture is probably the most
effective way and certainly in combination with different colours meaning
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different faults. Longer text messages explaining what happened and what can
be done to restore the service can be good if the network operator is not familiar
with the network or if the network is large. If the network operators not always
look at the screen, bells can be helpful.

3.2 Configuration Management
The goals of configuration management are to monitor and store network and
system configuration information. This information can for instance be version
numbers of installed software or how the devices are configured. When a
problem occurs, the configuration can be searched for clues that may help
solving the problem.

Devices that are manageable can also be configured, i.e. there are parameters
that can be changed. For example, a device can be told to shut down or to change
a firewall rule. Being able to configure the devices enhances the network
operators’ control over the network. If the configuration data is stored, then it is
easy to track changes and see what is different in the current configuration
compared to the stored configuration. In some situations it could even be good to
automatically update network configuration with a stored one.

A Database Management System (DBMS) has many advantages over storing in
common ASCII text files. A DBMS is also very efficient when sending reports.
You might want information about a device and if it is stored in a database it is
very easy and fast to find compared to using simple text files. Configuration
report is not as critical as fault reports, but sometimes it is necessary, for
example when finding duplicate network addresses. XML has become popular
and it is a structured language for data where the data is stored as text. XML has
the advantage of being just text, so the data is easily transfered between
management systems and can be read on any platform, no database is needed. A
negative side of XML is that it takes more disk space than databases. Also,
searching in databases is much faster than searching in text files.

Configuration data should be confidential. Information about the network and
the setup of the devices can cause harm in many ways if it comes in the hands of
a malicious person. For instance, a third party could monitor what software is
running on the devices. If any of those have a security hole, the third party can
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use this information to gain access to the network. If the configuration data was
encrypted, this would not happen.

3.3 Security Management
The goal of security management is to control access to network resources so
that the network cannot be sabotaged and sensitive information cannot be
accessed without appropriate authorization.

Security management consists of:

• Identifying the sensitive information to be protected.

• Finding the access points.

• Securing the access points.

• Maintaining the secure access points.

Identifying the sensitive information means determining what sensitive
information there is on the network and on which hosts it resides. Most services
use or offers sensitive information, but there are also services that offer harmless
information. When the sensitive information is identified, the next step is to find
out how users can access it. This could, for example, be done by port scanning
the resources. The result of this is that you know every access point there is to
sensitive information. When you know this, the access points can be secured.
The security can be applied by:

• Encrypting the traffic.

• Restricting what traffic can flow on the network, using packet filters.

• Authentication to services.

Usernames, passwords, configuration and other sensitive data flowing on the
network should be encrypted and if someone eavesdrops on the wire, the
encrypted information would be useless.

The network management system itself can contain sensitive information. When
determining the access points to a data network, you should also include the
network management system.
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When the access points are secured they have to be maintained. New security
bugs appear constantly and you need to check if your network is vulnerable.
There are programs that scan networks for security vulnerabilities and if the
network engineer does this every now and then, the risk for intrusion is much
smaller. New software patches might be released and installing those as soon as
possible is also an important issue when it comes to maintaining the security of a
network.

3.3.1 Firewalls
Using firewalls (packet filters) you can restrict the traffic flow and only allow
certain hosts or certain services in a LAN to be used from outside the firewall. If
a device wants to filter packets and protect itself from unauthorized access from
inside the LAN, it is easiest and mostly enough to trust the user and/or host
authentication protection. Computers and other more sophisticated network
devices can use packet filtering, but it gives the network engineers much more
configuration to do and possible headache as well. Packet filtering should only
be used by the firewall. If there is no firewall protecting the LAN, host
authentication (see below) on every device can do a part of the job that packet
filtering does. A firewall makes good protection if right configured and having
one or more between the organization’s network (the managed network) and the
public network (the Internet) is close to mandatory.

3.3.2 Authentication
If an unauthorized user tries to access a service, a report can be made and sent to
the network engineers. Statistical reports can be created that shows how many
authentication failures there are every week. If there are many failures maybe
something should be done, perhaps the firewall rules are not strict enough.
Perhaps there is a service they try to use that should not be available. Reports
can be very useful. More about authentication is found inSection 4.1.4.
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3.4 Performance Management
The goal of performance management is to measure various aspects of network
performance so that the network performance can be maintained at an acceptable
level. Performance management involves three main steps:

1. Gather performance data on variables of interest.

2. The gathered data is analyzed to determine normal levels.

3. Appropriate performance thresholds are determined for each important
variable so that exceeding these thresholds indicates a network problem
worthy of attention.

By analyzing the monitored data one can make graphical representations of the
utilization of a network device or link, either it could be in real time or from a
historical perspective. Line graphs, bar graphs and pie graphs can give a quick
and good picture of how the network is used. Utilization is just one parameter to
measure, sometimes error rates, processor usage and other parameters are useful
too. Monitoring what network protocols are being used can give extra ideas of
what is causing the problems.

Setting thresholds that triggers an action gives a network management system
important functionality. If a network device would exceed any of the thresholds,
it could notify the network engineers with an alarm or flashing a light.

3.5 An Advanced Network Management
System

In Figure 2-2, a simple network management system is illustrated. This can be
enough for small offices. Organizations of middle and large sizes have more
devices and thus a more complex system, then a more advanced management
system is needed. An advanced system needs services such as logging,
transactions, event handling, lookup service, monitoring service, authentication
service and proxies. These can not belong to the manager (the network
management client), because these services has to be available 24 hours a day.
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Important services may also need to be replicated if anyone fails. Other benefits
gained from having every service available on the network round the clock is
that no events or failures are missed and several managers can be used at the
same time and they can share the logs and the other services. Not all of these are
always needed though, the needs are individual to each case. A transaction
service is probably a service seldom used in many management systems, but
could be very valuable for some enterprises. But using all these services makes a
complete, flexible and secure distributed network management system. This
network management system can look like inFigure 3-1.

Figure 3-1. An advanced network management system.

3.5.1 Logging
A logging feature is necessary for a good network management system. One
should always be able to look back and see what happened on the network
yesterday or last week. Logs make it possible to create reports once a week that
summarizes the important events, such as how much traffic has flown on the
network and other interesting information.

3.5.2 Transaction
It is sometimes desirable to tell a device "Change the status of these four
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variables to this. If one can not be changed, none should be changed". This is
what transaction means, either all or nothing. This service is probably seldom
used, but can be very valuable on some occasions. Also to consider, if a
transaction is being performed, another parallel request must not change any of
the values (in the agent) that the transaction is about to either set or read. Let us
say a transaction includes "set value X to 1" and "set value Y to 2". If the X
value is set and a parallel action changes permissions so value Y can not be set,
then we should not have set X either. An easy solution would be to save the
value of X before trying to set Y and then set X to the old value if setting Y fails.
But then, if another parallel request reads the value of X, then he got the number
1 instead of the old value. Because of this reason, transactions have to lock the
values it wants to set and read. A transaction can also involve several devices. If
a value can not be set on one of the devices included in the transaction, none of
the values on the other devices must be changed either.

3.5.3 Event Handler
An event handler receives events on the network and makes appropriate actions.
If the event handler were built-in into the manager, the network engineers would
have no idea what happened on the network while they were at home during the
night or the weekend, when the manager was not running. When the event
handler receives an event it can either act intelligently and try to fix the problem
(if it was a problem) without interaction from the network engineers or it could
send information about the event to the log service or it could forward the event
to the network manager application or a combination of these. Today, most
problems must be fixed by network engineers. With intelligent servers one can
try to find out what the problem is causing an event and fix it. This will probably
be more common in the future as AI research makes progress. An example
where a problem can be fixed without interaction from an engineer could be the
following scenario: A network scan finds a security hole in a service provided by
one of the computers in a network. When the vulnerability is found, it uses an
update utility to get the latest security upgrades for the software that had the bug.
It then logs in to the computer and upgrades the software. After that an event is
sent to the event handler that tells it that the problem was fixed.

When an event handler gets a critical event it informs the manager. If the
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manager does not acknowledge there is problem, the event handler can regularly
remind the manager about the critical event. This way an event is never
forgotten.

3.5.4 Lookup Service
When a manager application boots it wants to know what devices there are on
the network. One possible solution is to make a broadcast ping and see what
answers it gets. Probably the application also wants to know what services are
provided by the devices and asks every device individually. Another better
solution is to have a lookup service that registers all the devices and their
services and interfaces. When a manager wants to know what devices or services
there are on the network, it only needs to ask the lookup service.

3.5.5 Monitoring Service
This works like an RMON (seeSection 5.4for more information) but with some
added features. Instead of being a MIB (seeSection 5.1.5) it is an ordinary
program (non-GUI) running and inspecting traffic. It can send events to the event
handler if there is suspicion of intrusion, performance problems or any other
kind of problem. Traffic is also stored in a database and the Monitoring Service
is thus offering a Traffic Statistics Service at the same time.

3.5.6 Authentication Service
Most often no one should be allowed to do anything on a device if not
authenticated. Most management protocols use authentication of some form, so
why use an authentication service? An enterprise network can contain thousands
of devices or more and maintaining passwords on all these devices demands a lot
of work. A solution to this is to have an authentication server, for example
Kerberos, that handles the authentication between users and devices. Then the
network manager only needs to authenticate to the authentication server and the
server will handle the rest of the authentications.
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3.5.7 History Service
For configuration management, it is desirable to have a history of setups for all
devices. Whenever a network engineer changes the setup of a device, the new
setup should be recorded. This would provide functionality similar to CVS; it
would be possible to retrieve old setups, to trace what have been changed and
who has changed it etc. This is valuable when, for example, one has detected
performance problems. One can check if the configuration was changed recently
and restore an old configuration to see if that solves the performance problems.
History should be stored on a central server, so any other service or client can
get the history information anytime they want. The disadvantage with using
history is that all configuration traffic must go through a middleman. All
configuration traffic is first sent to the history service, which then forwards it to
the managed device. Alternatively, the client can duplicate its messages, sending
them both to the History Service and to the device.

This way of storing configuration history has limitations though. If one manually
configures a device or configures it with another network management client,
history will not be saved. Only configurations done from network management
clients, following the design inChapter 9, are stored in history. A possible way
to go around this is to regularly poll the devices and see if anything has changed.
This causes lots of traffic (polling every possible managed object on every
device), too much to be recommended and designed for in this thesis.

3.5.8 Proxies
Proxies can be useful in several ways. A proxy can be used to translate a
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protocol to another protocol, seeFigure 3-2.

Figure 3-2. Proxy converting SNMP to CMIP.

Proxies can also be useful when the management protocol lacks security. Let us
say a manager on a network A wants to communicate with a device on network
B and the device only knows a protocol that does not use any encryption. Then a
proxy can be used on network B that can receive encrypted traffic from the
manager and forward unencrypted traffic to the device. This does not make the
communication encrypted all the way to the device, but it protects from
eavesdropping on all networks between A and B.Figure 3-3shows how this
works.

Figure 3-3. Proxy decrypting AES-encrypted SNMPv1 traffic.
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3.6 Distribution Models
Centralized management has been the most common distribution model. It is the
simplest and most intuitive model to use. However, the demand for better
management systems are growing. They need to be flexible, robust, efficient and
scalable. The bandwidth and number of network devices are constantly
increasing, different networks and systems are working together, more and more
services are offered to customers. Because of the demands getting higher, the
centralized model is not good enough for large or complex networks. Small
companies with for instance three printers, two routers and 30 computers might
still make it with the centralized way though.

To decentralize the management,mid-level managersare used. The top-level
managers delegate tasks to the mid-level ones, which means less used bandwidth
and distribution of computer power and storage. Robustness can be increased
with redundancy and flexibility can be improved by dynamically adding and
removing services from the agents.

ISO enumerates four management distribution models:

• Centralized

• Weakly distributed

• Strongly distributed

• Cooperative

Centralized management consists of two levels, one single top-level manager
and the agents (devices). If the managers (both top-level and mid-level) are
approximately as many as the agents, it is called cooperative management. In
between these two are weakly and strongly distributed management.Table 3-1
describes how this classification is made in numbers,m being the number of
managers,n the total number of elements (top- and mid-level managers +
agents).
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1 = m centralized management
1< m� n weakly distributed

management
1� m< n strongly distributed

management
m≈ n cooperative management

Table 3-1. Classification of distribution models by numbers.

Figure 3-4illustrates the differences of the the models in another way, with a)
centralized, b) weakly distributed, c) strongly distributed, d) cooperative
management.

Figure 3-4. Different distribution models.

Centralized and weakly distributed management systems typically use strictly
vertical delegation of tasks, that is the managers only delegate tasks to managers
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a level below them. In strongly distributed and cooperative management the
mid-level managers also delegate tasks to each other on the same level, so there
is no clean hierarchy. Dynamic delegation of management tasks is possible with
weakly distributed management, but is more convenient and efficient with
strongly distributed or cooperative management.
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4 Security
Network management exists because of the ability to connect computers and
build networks. If a company connects its computers into a network we have a
LAN. If the whole world connects its computers together we have the Internet.
This provides amazing opportunities, but not without risk. When connecting a
computer to a LAN or the Internet you also make yourself open to several types
of attacks. To protect oneself from these attacks, one has to know what security
is and what security precautions can be taken.

In a network management system there are lots of information flowing.
Depending on the system the information can be of little interest, but in many
systems there are information flowing that must not be exposed to any other than
the network management administrators. Even if a network management system
resides in a LAN with a firewall to the Internet (belonging to a company or
institute), security precautions must be taken. This is because many intrusion
attempts are being done from the inside, by employees or by someone from
outside being just temporarily on the inside.

A network management system does not have to be isolated to a LAN, one
might want to manage servers being located all around the globe. Security
precautions should be taken in a LAN, but it is even more important and close to
mandatory to have a good security solution if the network management system
involves servers outside the LAN. In a LAN there is a limited amount of people
that can and want to harm the company. On the Internet you open yourself to the
unknown, having no idea who might want to hack the company’s servers.

Firewalls and Virtual Private Networks (VPNs) together provide a good security
solution. They complement each other and solve many of the security issues
current in a network management system.

This chapter describes networking and security in detail. To really grasp
everything you need to know networking and encryption basics. If there is an
abbreviation you have no idea of what it means, there is a big change you find it
in Cryptography and Network Security by Stallings [STA99].
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4.1 What is Security?
According to Gollman [GOL99] security mainly is defined by confidentiality,
integrity and availability, while Mann [MAN00] thinks about security as
confidentiality, integrity and reliability and Black et al. [BLA00] as
confidentiality, authentication, integrity, access control and non-repudiation.
There is no single definition of security, the definition used in this work is a mix
of the mentioned ones:

• Confidentiality : prevention of unauthorized disclosure of information.

• Integrity : prevention of unauthorized modification of information.

• Availability : prevention of unauthorized withholding of information or
resources.

• Authentication: prevention of faking ones identity.

• Non-repudiation: prevention of the ability to deny having been part of a
transaction.

How these are addressed by a VPN is explained inSection 4.3.1.

4.1.1 Confidentiality
When information flows on the network it can be eavesdropped. If the
information is not encrypted someone else can sniff the network and read the
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information.

Figure 4-1. Eavesdropping by a third part.

If you just browse the web this might not be a problem, maybe you do not care if
someone knows that you have visited CNN’s web site to read the news. But if
you are using your bank’s website and make transactions, you probably do not
want anyone else to be able to sniff your secret code to the bank account. To
prevent someone from getting the code, the code must be encrypted.

4.1.2 Integrity
Even for data that is not confidential, one must still take measures to ensure data
integrity. For example, you may not care if anyone sees your monthly orderings,
but you would certainly care if the numbers were modified. Data integrity
ensures that transactions are not modified.

4.1.3 Availability
If an organization connects its LAN to the Internet, it will probably require the
Internet to always be available. A LAN usually has a firewall as its only entry
point. This is a critical point of failure and also when it comes to availability. If
the firewall is not functioning as it should, the users will not be able to reach the
Internet. Denial of Service (DoS) is the most common attack to make a service
unavailable. DoS can, for example, be when someone is sending numerous of
Internet packets to a certain host. The receiving computer will get so many
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packets to process it can not manage them all and it will start to drop them. It
will also drop packets coming from friendly users and the computer can not
serve the users as it was meant to do. Even if the computer can manage all these
packets, the connection might get saturated and it would not be possible to send
any other packets. If availability is very important to a LAN, then DoS can be
disastrous. But DoS attacks of this kind are mostly harmless and only affects the
availability during the attack. Afterwards most gets back to normal. But DoS can
also include filling disk space and abuse of other resources. Authentication is the
best method to prevent abuse of resources as only authorized users should be
able to use them. Having secondary services (redundant services on other servers
offering the exact same functionality and having the same data) and building a
distributed system is a good way to preserve availability. Then if a service fails
for some reason, another can take over without any loss of functionality.

4.1.4 Authentication
Security precautions like encryption and integrity checks, making no one able to
read or modify the information, will not help if the parties can fake their
identities and pretend they are trusted users. Authentication is the process of
verifying that someone is who she claims to be. Authentication is very important
and can be performed in several ways:

• User authentication

• Host authentication

• Key authentication

User authentication is the most used authentication method and typically
involves username and password. You use it, for example, when logging in to a
UNIX or Windows NT workstation. Because username and password gives
access to a service, they should be encrypted.

Host authentication is done without interaction from the user. It allows or
disallows certain hosts to use a service. The service checks the source address in
the IP header of the network packet (in an IP based network) and compares it
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with the entries in a database. If the address is listed as "not allowed", then the
service can not be used and the user authentication process never needs to take
place. Host authentication is often used in combination with user authentication.
The source address can be faked so even if it is known that a certain user uses a
certain IP address, user authentication should be used too. Host authentication is
better used for disallowing hosts rather than allowing.

Another way to authenticate is key authentication. A key authentication system
provides both host authentication and user authentication with the added
advantage of not having to rely completely on the destination host, although here
a key server is used and it is a critical service and it has to be relied on instead.
More about key authentication can be found in various books, for example
[STA99].

4.1.5 Non-repudiation
With the above mentioned security precautions, one can safely log in to a bank’s
website and make transactions. Confidentiality prevents disclosure of the code to
the bank account. Integrity guarantees that the transaction really will be the
amount you wanted. No one can change the amount unnoticed. Availability
measures assure you that the website is always available. Authentication
prevents anyone except the owner from using the bank account. But still there is
a weakness in this transaction, from the bank’s point of view. The bank account
owner must not be able to withdraw a certain amount of cash and then be able to
deny the transaction. The owner must sign the transaction, leaving no way to
deny it. Digital Signatures is the electronic world’s replacement for pen-based
signatures. More information about digital signatures can, for example, be found
in [STA99].

4.2 Firewalls
A firewall is a system (often a router or PC) that protects trusted networks from
untrusted networks. The trusted networks could, for example, be LANs of an
organization and the untrusted network could be the Internet. A firewall is
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typically used by a company to protect its local area network from abuse by users
on the Internet. Bellovin et al. [BEL94] lists the following goals for a firewall:

1. All traffic from the inside (the LAN) to the outside (the Internet), and vice
versa, must pass through the firewall. This is achieved by physically
blocking all access to the local area network except via the firewall.

2. Only authorized traffic, as defined by the local security policy, will be
allowed to pass.

3. The firewall itself is immune to penetration. This implies the use of a trusted
system with a secure operating system.

A firewall defines a single choke point that keeps unauthorized users out of the
protected network and prevents potentially vulnerable services from being used
from the outside. A firewall is a must for a LAN to become secure, but it can not
make it secure alone. It needs help from, for example, virtual private networks.

There are different types of firewalls and as with the definition of security, there
is no single worldwide definition of what a firewall is. According to Stalling
[STA99] there are three types of firewalls:

• Packet-filtering firewall

• Circuit-level gateway

• Application-level gateway

A firewall does not necessarily belong to just one of the categories, a firewall can
have functionality combining two or three of them.

4.2.1 Packet-filtering Firewall
The packet-filtering firewall is the most common firewall. It can be seen as a
traffic cop. The firewall administrator chooses what machines an outsider can
see (on the inside) and the services on those machines with which she can
communicate. She also chooses what machines on the Internet an internal user
can see and what services that can be used. This is done by allowing or
disallowing certain traffic to pass from one side to the other. This filtering of
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traffic can be applied at IP and TCP/UDP level, that is the filtering can be based
on source IP, destination IP, source port, destination port and protocol. A firewall
can thus, for example, allow FTP (port 21) passing through, while blocking
Telnet (port 23).

As the firewall is the only entry point to the local area network, all traffic to the
Internet or to the LAN can be monitored and logged. When certain patterns in
traffic are discovered alarms can be triggered. This is essentially what a packet
filtering firewall is about. It can not prevent abuse from users inside the LAN and
it can not perform miracles. If a malicious host fakes its IP address, disallowing
certain source IP addresses will not guarantee that the incoming IP packets
belong to friendly hosts.

4.2.2 Circuit-level Gateway
When host A, which is outside the firewall, wants to communicate with host B,
which is inside the firewall, a circuit-level gateway first checks whether to allow
the communication or not. If the communication is trusted, then the firewall sets
up two TCP connections, one between host A and the gateway and one between
the gateway and host B. Once the two connections are established, the firewall
typically relays TCP segments from one connection to the other without
examining the contents.

A circuit-level gateway provides another security function, it is aproxy server. A
proxy server is a firewall that uses a process called address translation to map the
incoming IP addresses to a "safe" IP address. This address is associated with the
firewall from which all outgoing packets originate. Because of this, a
circuit-level gateway is often used by users wanting to be anonymous on the
Internet - the users will be masqueraded as the proxy server. An example of a
circuit-level gateway implementation is the SOCKS package, version 5. It is
defined in RFC 1928.

4.2.3 Application-level Gateway
Like a circuit-level gateway, an application-level gateway (also called a proxy
server) intercepts incoming and outgoing packets, runs proxies that copy and
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forward information across the gateway, and functions as a proxy server,
preventing any direct connection between a trusted server or client and an
untrusted host. However, the proxies that an application-level gateway runs
differ in two ways from the proxies that a circuit-level gateway uses:

• The proxies are application specific.

• The proxies can filter packets at the application layer of the TCP/IP model.

Application-specific proxies accept only packets generated by services they are
designed to copy, forward and filter. For example, only a Telnet proxy can copy,
forward and filter Telnet traffic. If a network relies only on an application-level
gateway, incoming and outgoing packets cannot access services for which there
is no proxy. For example, if an application-level gateway ran FTP and Telnet
proxies, only packets generated by these services could pass through the firewall.
All other services would be blocked.

Application-level gateways can also restrict specific actions from being
performed. For example, the gateway could be configured to prevent users from
performing the FTPput command. This command lets users to copy files to the
FTP server. Prohibiting this action can prevent serious damage of the
information stored on the server.

A disadvantage of application-level and circuit-level gateways compared to
packet-filtering firewalls, is the additional processing overhead, which is the
result of having two connections for each peer-to-peer communication. An
advantage with the application-level gateway is that it is more secure than pure
packet-filtering firewalls. If there is no Telnet proxy, no Telnet traffic can be
routed, you do not have to add any filtering rules specifying this. In addition, it is
easy to log and audit all incoming traffic. This makes it possible to, for instance,
block e-mails that are infected with a certain virus.

Example of a firewall protecting a LAN is shown inFigure 4-2.
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Figure 4-2. Firewall protecting a network.

4.3 Virtual Private Network
A virtual private network is a way to simulate a private network over a public
network, such as the Internet. This private network can consist of any computers
connected to the Internet or it can just simply connect computers in a LAN.
VPNs make these private networks secure, through encryption, authentication,
packet tunneling and firewalls.Figure 4-3illustrates a VPN consisting of a
dial-up client and a LAN. All communication between the dial-up client and the
LAN is encrypted and authenticated. With VPN technology one can build virtual
private networks of any computers on the Internet and the communication will
be secure. One can also use VPN isolated inside a LAN. It can be useful for a
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network management system.

Figure 4-3. Example of a Virtual Private Network.

According to Virtual Private Network Consortium [VPNC] there are three major
protocols for VPN. They are:

• IPSec

• L2TP

• PPTP

[VPNC] also thinks IPSec will be the dominating protocol in the near future. As
it is a very good idea to use IPSec in a network management system, it is briefly
explained in the next section. It is out of the scope for this thesis to investigate
how secure IPSec is, but it is discussed briefly so you know what it is and how it
works.

4.3.1 IPSec
IP packets have no inherent security. It is relatively easy to forge the addresses of
IP packets, modify the contents, replay old packets and inspect the contents.
Therefore, there is no guarantee that IP packets received are from the claimed
sender, contain the original data that the sender placed in them, nor that they not
were inspected by a third party. IPSec is a framework of open standards
addressing these security issues, that is it ensures private communications over
IP networks. Based on standards developed by the Internet Engineering Task
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Force (IETF), IPSec ensures confidentiality, integrity and authenticity of data
communications across IP networks and provides replay protection and
non-repudiation. IPSec is integrated into the TCP/IP-stack and provides
encryption at the network layer - a figure of the TCP/IP-stack can be found in
glossary undernetwork reference modelsin Glossary. The encrypted packets
look like ordinary IP packets and can easily be routed through any IP network,
without any changes to the intermediate equipment. The only devices that know
about the encryption are the end points. Official information about the IPSec
architecture can be found in RFC 2401.

4.3.1.1 IPSec Modes

IPSec is operating in the network layer. It takes the original IP packet, processes
it and makes a new one. IPSec supports two modes of operation,transportand
tunnel.

Transport Mode

In this mode IPSec operates in the end points and encryption will therefore
protect the packets all the way between the two parties.

Figure 4-4. IPSec in transport mode.

The two communicating parties’ computers must have IPSec integrated into
their TCP/IP-stacks. IP packets are divided into a header and a data part. In
transport mode, only the IP data is encrypted, the original IP header is left intact.
This mode only adds a few bytes to each packet. It also allows devices on the
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network to see the final source and destination of the packet and an attacker can
perform some traffic analysis.Figure 4-5shows how an IP packet is processed in
transport mode.

Figure 4-5. IPSec tunneling in transport mode.

Transport mode does not work very well with firewalls. As both TCP and
application data is encrypted through the firewall, there is no way for the firewall
to use any kind of filters other than at IP level, that is the source and destination
IPs. A Packet-filtering firewall and a circuit-level gateway would loose much of
their functionality and an application-level firewall would not work at all.

Tunnel Mode

In tunnel mode the entire original IP packet is encrypted and put in a new IP
packet. This is calledtunneling. This allows routers to act as IPSec proxies and
the end points do not have to have IPSec integrated into their computers. See
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Figure 4-6.

Figure 4-6. IPSec in tunnel mode.

For example, let us say that users A and B wants to communicate with each
other and that they are on two separate LANs separated by the Internet. When A
sends information to B the information will leave A unmodified and
unencrypted. When it reaches the LAN’s router/firewall (which knows IPSec),
the firewall encrypts the packets (even the IP header) and adds a new IP header
which tells the tunnel end points (router A and B). It then sends the modified
packets to the router/firewall on the LAN where B resides. The router/firewall
will decrypt the data and the original IP packets that A sent will be sent to user
B. The advantages with this is that:

1. The only computers that must have IPSec installed are the routers/firewalls.

2. Traffic analysis can not be performed, the packets on the Internet will only
say router A and B in the header, it does not unveil the IP addresses of the
end points, that information is encrypted.

The disadvantage is that the security is not used end to end, information flows
unencrypted on both LANs.Figure 4-7shows how the IP packets get processed
by the firewall.
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Figure 4-7. IPSec tunneling in tunnel mode.

Tunnel mode works perfectly with firewalls. In tunnel mode, the firewall will
decrypt the traffic and it can therefore also analyze the packets and make full use
of its features. All three firewall types can be used in this mode.

4.3.1.2 IPSec in Details

The standards define Authentication Header (AH, RFC 2402) to provide data
integrity and authenticity of data and Encapsulating Security Payload (ESP, RFC
2406) to provide confidentiality, data integrity and authenticity of data. Key
management and security associations (SA, RFC 2408) are handled by Internet
Key Exchange (IKE, RFC 2409). Depending on what security measures one
want to take, one can use the appropriate combination of these functions.

Authentication Header

AH ensures integrity and authenticity of data. It also provides an optional replay
protection. If replay protection is used, it is established by the receiver when a
security association is established. AH uses a keyed hash function to make a
signature of the data. Digital signature technology is not used, according to
Cisco [IPSEC] it is too slow.

Encapsulating Security Payload

IPSec handles encryption at IP level using ESP to protect the confidentiality,
integrity and authenticity of of the IP packets. ESP can also provide replay
protection. ESP was designed to support almost any encryption algorithm, DES
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being the most common one. ESP supports some authentication, partially
overlapping with AH.

The IP header includes information of what protocol (e.g. TCP, UDP) the packet
includes. Instead of TCP or UDP it can also be ESP. Because ESP is just another
protocol, ESP can be transported on any IP network.

Security Association

IPSec provides many options for performing network encryption and
authentication. The two communicating parties must determine exactly which
algorithms to use (for example DES for encryption and SHA for integrity). After
deciding algorithms the two parties must share session keys. All these security
parameters make a Security Association. IPSec does not itself have a mechanism
for creating such an association, it relies on IKE to do this work.

Internet Key Exchange

IKE creates an authenticated, secure tunnel between two parties and then
negotiates the Security Association for IPSec. IKE is generic enough to be used
to define SAs other than those for IPSec. To encrypt the tunnel both parties have
to share a common session key, Diffie-Hellman is used for this. IKE supports
several methods for authentication. The two parties have to agree on one of them.
The methods generally implemented into IPSec is, according to Cisco [IPSEC]:

• Pre-shared keys: The same key is pre-installed on each host. IKE hosts
authenticate each other by computing and sending a keyed hash of data. If the
receiving host is able to create the same hash using its pre-installed key, it
knows that both parties mush share the same secret, thus authenticating the
other party.

• Public key cryptography: Each party generates a pseudo random number
and encrypts it with the other party’s public key. The ability for each party to
compute a keyed hash containing the other party’s number, decrypted with the
local private key, authenticates the parties to each other. With this system one
party can deny it took part in the exchange. RSA is the public key algorithm
that is typically used.
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• Digital signature: Each party digitally signs data and sends it to the other
party. This method is similar to public key cryptography, but this method also
provides non-repudiation. Non-repudiation means that one party can not deny
it took part in the key exchange.

4.3.1.3 IPSec Security Algorithms

IPSec does not define the specific security algorithms to use, but provides an
open framework for implementing standard algorithms. Implementations of
IPSec will use:

• Diffie-Hellman for exchanging keys between hosts on the network.

• public key cryptography for signing the Diffie-Hellman exchanges to
guarantee the identity of the two parties and avoid man-in-the-middle attacks.

• bulk encryption algorithms for encrypting data. DES is the most common
algorithm, but there is also IDEA, Blowfish and RC5.

• keyed hash algorithms, such as HMAC, combined with traditional hash
algorithms such as MD5 or SHA.

• digital certificates signed by a certificate authority to act as digital ID cards.

DES is the most common encryption algorithm, but it is not the most secure one.
DES uses a key to encrypt the traffic. The key can be found by trying every
possible key until it succeeds to decrypt the data. When it is found it can be used
to decrypt all the traffic been encrypted with this key. On average, half of all
possible keys must be tried to achieve success. How long it takes on average to
search the key is dependent on the length of the key. DES is using a relatively
short key, 56 bits.Table 4-1is taken from [STA99], it shows average time to do
exhaustive key search.
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Key size Number of
alternative keys

Time required
at 1
encryption/ µs

Time required
at 106

encryptions/ µs
32 232 = 4.3 × 109 231 µs = 36

minutes
2 milliseconds

56 256 = 7.2 × 1016 255 µs = 1142
years

10 hours

128 2128 = 3.4 × 1038 2127µs = 5.4 × 1024

years
5.4 × 1018 years

Table 4-1. Average time required for exhaustive key search.

For each key size, the results are shown assuming it takes 1µs to perform a
single encryption. This is, according to Stallings [STA99], a reasonable speed
for today’s computers. For a 56-bit DES encrypted message, it would take 1142
years to break it with a single computer. By distributing power the time can drop
severely. Last column in the table shows that DES is not very safe. One might
not have 106 computers available, but the table at least shows that the time for
exhaustive search can be dropped to times that can not be considered safe. DES
was once cracked in 22 hours and 15 minutes by Distributed.net [DNET]. If
3DES (168 bits) and AES (128, 192 or 256 bits) are implemented in the IPSec
software, they should be used instead of DES. Information about AES can be
found on the AES official homepage [AES].

4.4 A Secured Network Management
System

The idea behind a firewall/VPN combination is to use the firewall to keep
unwanted visitors from entering the network, while allowing VPN users through.
This is done by first disallowing all traffic through the firewall. Then specific
ports are opened in the firewall allowing the encrypted VPN traffic to pass by. If
VPN is used right and the firewall is secured, then users will have a hard time if
they try to attack the network.
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In a network management system it would be recommended to use transport
mode. This makes the data flow secure all the way to the end points. But this
also makes one having to install IPSec on every host where a network
management services or clients reside. Hopefully operating systems will start to
ship with IPSec when it becomes widespread. Solaris 8 ships with its own IPSec
implementation. It is working, but it is not complete yet. See Solaris Product
Line [SOL] for more information.

The network management system this thesis proposes uses IPSec for security. To
get confidentiality one could instead use SSL, for authentication one could use
Kerberos. What makes IPSec the recommended solution is because:

• IPSec provides a complete security solution in one package. One does not
have to depend on several security solutions and try to get them to work with
each other.

• Many other encryption software works at application level (e.g. SSL) and
every application must be modified to add the security. IPSec works on IP
level and encrypts the traffic transparently from the application’s point of
view, no security have to be added to the application. This eases the design
and implementation of the network management system.
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Figure 4-8. A network management system secured by a firewall and VPN.
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5 Network Management Protocols
VPN solves encryption and the other security precautions between the services.
Most devices being managed today are dumb and do not know how to use IPSec
or SSL. The communication from and to the devices will not be encrypted,
unless the management protocol itself provides it. Therefore, the security
implemented in the protocols are still important and they are described for each
protocol mentioned in this chapter.

5.1 SNMPv1
The Simple Network Management Protocol (SNMP, RFC 1157) was introduced
1990 and has since then been the management protocol that has dominated the
network management market. It allows for management data to be collected
remotely from devices and applications and for devices to be configured
remotely. Most network devices today have SNMP MIBs and agents that know
the SNMPv1 protocol.

SNMPv1 uses UDP (RFC 768)for exchanging messages between manager and
agent. UDP is connectionless and uses a minimum amount of resources, but is
unreliable. An SNMP agent listens on UDP port 161 for SNMP messages. When
it receives one it checks the password (called a community name). If the
password is correct, the agent will try to process the request. Description of a
request follows in next section.

5.1.1 SNMP request
SNMPv1 provides four operations - two to retrieve data, one to set data and one
for a device to send a notification:

• get, which is used to retrieve specific objects.

• get-next, which is used to retrieve objects by traversing the MIB tree.

• set, which is used to modify objects.
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• trap, which is a notification triggered by an agent.

The operations are embedded within SNMP messages. The format of a message
is:

Figure 5-1. An SNMPv1 message inside.

The version field specifies the SNMP version number, which is 0 for SNMP
version 1. The community is a string identifying the password for either
retrieving or modifying data. The SNMP PDU contains the operation. For get,
get-next and set operations, the SNMP PDU looks like this:

Figure 5-2. The SNMP PDU inside.

The type field specifies if the operations is get, get-next or set. reqid is a unique
integer used to identify the request. When an agent responds to a message it will
send the same reqid. This allows the management system to send multiple
requests at a time and correlate the responds when they arrive. The variable
bindings field contains the list of managed objects (RFC 2358) to perform the
operation on. If the operation is set, then the variable bindings field also contains
the values to set the objects to.

5.1.2 SNMP trap
A trap is a message that an agent sends. For example, a device can be told to
send a trap (notification) when the disk space is nearing capacity, or when a user
failed to log on to a host. This way the agent gets a little intelligence and you do
not need to poll the managed object specifying the disk space every once in a
while to see when the disk is out of space, it will tell you. The agent must be set
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up with the address of the station so it knows where to send the SNMP trap
message.

5.1.3 Authentication
The only authentication supported is the community name. Mostly there are two
communities defined by an agent, one for all the managed objects that can be
read, the other for objects that can be modified. A community can be any
collection of managed objects within a device’s MIB with an access mode of
read-only or read-write applied to the whole community. There can be more
communities, how many is up to the implementation. This community name or
password is not encrypted so eavesdropping will quickly reveal it.

5.1.4 SMI
Structure of Management Information (SMI, RFC 1155) is a set of rules for
specifying the management information that a device maintains. Every data
value that can be remotely collected from a device are managed objects. SMI
rules are used both to name and define these managed objects. All the objects are
arranged in a tree structure. An object’s location in the tree identifies how to

47



Chapter 5 Network Management Protocols

access the object.Figure 5-3shows the top of the tree.

Figure 5-3. The SNMP PDU inside.

The sysUpTime object is identified as 1.3.6.1.2.1.1.3. Most often you find the
managed objects in the 1.3.6.1.2-branch. This identification is called an
OBJECT IDENTIFIER and is used to access objects within a MIB. Only leaves
can be accessed, the mgmt node can not be accessed.

5.1.5 MIB
The Management Information Base (MIB, RFC 1156) is a definition of the
information accessible on a device through a network management protocol. The
information consists of managed objects and every managed object has a value
which can be read or set. If a device supports MIB, one knows what information
can be collected from it. Devices can have properties that are not included in
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MIB and therefore vendor-specific MIBs exist. They are mostly extended
versions of MIB, so MIB data can be collected and also vendor-specific data.

MIB is a virtual information store. The MIB does not store information, it just
tells what data can be collected. When a manager asks an agent for some data,
the agent uses the device’s software or hardware to get the data. This
information is not stored in a central database.

5.1.6 SNMPv1 today
Estimating the usage of a protocol is not very easy, but when most books and
web pages say "SNMPv1 is the most widespread network management
protocol", one probably should believe it. In a few years, SNMPv1 probably will
leave the crown to SNMPv3, but of course it is only speculations.

5.2 SNMPv2
The lack of many good features in SNMPv1 resulted in a work on SNMPv2
(RFC 1441). The new version was, however, no big success. There were
significant efforts on the security, but the lack of consensus resulted in security
being dropped from the final specification. For SNMPv2, security is still based
on community names and the system architecture is essentially the same as for
version 1. Further, version 2 is not backward compatible with version 1.

SNMPv2 defines a new operation,get-bulk. Its purpose is to retrieve portions of
a table. This is similar to walking through a table with repeatedget-next
commands. SNMPv2 also introducesInformmessages, which is similar to traps.
The problem with traps though, is that they are unreliable (UDP is unreliable).
Inform can be seen as an SNMPv2 trap that can be retransmitted if it does not
get acknowledged.

SNMPv2 added new capabilities to the SNMP protocol. In January 1996, RFC
1902 updated SMI to be used with SNMPv2, SMIv2. Another MIB was also
added, it was named MIB-II (RFC 1213) and is located in the 1.3.6.1.2.1-branch.
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5.2.1 SNMPv2 today
SNMPv2 (RFC 1441) is a step between SNMPv1 and SNMPv3. If it is widely
spread is hard to tell. Stalling [STA99] says all three versions of SNMPv3 are in
active use. Various websites mean that SNMPv1 still is de facto standard and
that SNMPv2 is ignored waiting for SNMPv3. Because of the relatively small
changes from SNMPv1 and the uncertainty of the usage, SNMPv2 is not
described in further detail.

5.3 SNMPv3
SNMPv3 (RFC 2570) addressed two major areas, administration and security.
Another major goal was to have a modular architecture. For instance if new
security protocols are developed, they are now easy to add without having to
release a new version of the protocol. What was called managers and agents in
SNMPv1 are now called entities.

5.3.1 Architecture Overview
An SNMP entity contains two parts, an engine and applications.Figure 5-4
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shows an entity and its modular structure.

Figure 5-4. SNMPv3 entity architecture.

5.3.1.1 Entities

As you can see from the figure, the engine is made of the following modules:

• Dispatcher

• Message Processing Subsystem

• Security Subsystem

• Access Control Subsystem

The dispatcher handles sending and receiving messages. When it receives a
message it determines what version of SNMP it belongs to and sends the
message to the appropriate Message Processing Subsystem. The Message
Processing Subsystem is itself divided into three modules as you can see in
Figure 5-5. New modules are easily added if wanted.
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Figure 5-5. SNMPv3 subsystem architecture.

If the dispatcher determines the version to 3, then the message is sent forward to
the SNMPv3 Message Processing Model. The dispatcher is also responsible for
sending the final PDU to the applications. Messages look different among the
different versions of SNMP and therefore the data are being extracted differently
from the messages. The SNMPv3 Message Processing Model handles the
messages it knows about and therefore it extracts only the SNMPv3 messages.
When extracted, the data portion of the message is sent to the Security
Subsystem for decryption and authentication. The Security Subsystem also
handles encrypting of data. The module structure of the Security Subsystem
looks like inFigure 5-6.

Figure 5-6. SNMPv3 security subsystem architecture.

As SNMPv3 is backward compatible with SNMPv1 and v2 it has both a User-
based Security Model (USM, RFC 2574) for processing SNMPv3 messages and
a Community-based Security Model for processing SNMPv1 and v2 messages.
The module structure makes it easy to add another security module if wanted.
When the data is extracted the PDU is sent to the appropriate application. Then
we have the Access Control Subsystem. It is responsible for determining if a
managed object can be accessed. There is currently only one access control
model, but others can be defined in the future. SeeFigure 5-7for the structure of
the Access Control System.
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Figure 5-7. SNMPv3 access control subsystem architecture.

The View-Based Access Control Model (RFC 2575) decides what user can
access (read or set the state) a certain managed object. This model is called by an
application when an object is to be accessed.

5.3.1.2 Applications

SNMPv3 applications (RFC 2273) is not what we usually call applications, they
are applications internal to SNMPv3 entities. They respond to received SNMP
messages, generate notifications and more. Five types of applications are
defined:

1. Command Generators - generate SNMP commands to read or set data.

2. Command Responders - answer commands and provide access to data.

3. Notification Originators - initiate trap messages.

4. Notification Receivers - receive and process trap messages.

5. Proxy Forwarders - forward messages between SNMP entities.

5.3.2 Security
When an SNMP request or notification message is sent between entities, one of
the entities isauthoritative. Mostly the authoritative entity is the one that
responds to a request, what in SNMPv1 was called an agent.

An SNMPv3 message contains header, security parameters and data. The data
portion contains among other things an SNMPv2 PDU.
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Figure 5-8. SNMPv3 message format.

What is interesting in a security point of view in the header are msgFlags and
msgSecurityModel.

• msgID (message identifier) is an integer value uniquely identifying every
message. This is used for matching requests with responds. It can also be used
as a delay protection, which is discussed inSection 5.3.2.5.

• msgFlags (message flags) is a 1-byte value that contains three flags (1 bit
each): reportableFlag, authFlag and privFlag. reportableFlag determines
whether the message can cause a report to be generated. authFlag indicates if
authentication is used for the message. If it is set one of the two Security
Models will be used. If it is not set no authentication is needed. privFlag
indicates whether encryption is used. If the flag is set, then one of the possible
encryption algorithms are used.

• msgSecurityModel (message security model) is an integer value that shows
what Security Model that should be used for the message. The sender and
responder must use the same Security Model when processing it.

The security parameters are specific to the security model being used. For the
user-based security model there are six parameters.

• msgAuthoritativeEngineID is the ID of the engine of the authoritative entity.
This is among other things used for producing the encryption key.

• msgAuthoritativeEngineBootstells how many times the entity has rebooted.
This is just together with msgAuthoritativeEngineTime to protect against
maliciously delayed message.
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• msgAuthoritativeEngineTime is the number of seconds since the engine last
rebooted.

• msgUserNameis a username which tells who you are. This is the same kind
of username that is used when you log on to multi-user systems like
GNU/Linux, Solaris or Windows NT/2000.

• msgAuthenticationParametersis a string representing a MAC. If a
calculated MAC matches with the MAC specified by this parameter, then the
message is authenticated.

• msgPrivacyParameterscontains an 8-byte string that represents a "salt"
value which is used by encryption algorithms.

5.3.2.1 Authentication

When the User-based Security Model is used, authentication allows an entity to
verify from whom the message is and to check if it is altered. Authentication
also involves checking timestamps, which is a protection against delayed and
replayed messages. More about the timestamp protection is further discussed in
Section 5.3.2.5. The non-authoritative entity uses a secret key to create a
fingerprint of the message it wants to send and then the authoritative entity also
calculates a fingerprint (with the same authentication key). If they match, the
message is authenticated. HMAC-SHA-96 and HMAC-MD5-96 algorithms are
used to make the fingerprints.

5.3.2.2 Confidentiality

Only the data portion (not header or security parameters) of the message can be
encrypted. The encryption algorithm mostly used is CBC-DES. Discussion of
AES for SNMPv3 is in Internet Draft [AESID]. Because of the modular
structure, another algorithm that offers stronger encryption can be added. DES is
no longer considered very secure. The time to do exhaustive search decreases
with faster computers and with the technology of distributing computer power
and 56-bit keys are too small today.
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5.3.2.3 Integrity

Authentication uses a secret key to produce a message authentication code
(MAC) for the message. This MAC is included in the request message and the
authoritative entity produces its own MAC from the message and compares it to
the MAC included in the message. If they do not match, message got corrupted
or someone has altered the message and it is discarded.

5.3.2.4 Availability

SNMPv3 has no defense against DoS attacks. One possible attack is forging
reports without authentication. This can make the receiving SNMP engine take
inappropriate actions. If for instance a report saying that an intrusion was made
in a firewall, then the SNMP engine could possible be programmed to take this
firewall down. This and other scenarios can cause big problems.

5.3.2.5 Capture, Replay and Delay

For a message to be authenticated it must be received within a certain time
space. It should not be possible for someone to capture an SNMPv3 message,
hold it for two days and then send it. This is handled with the help of msgID,
msgAuthoritativeEngineBoots and authoritativeEngineTime. It is the
non-authoritative engine’s duty to learn the engineBoots and engineTime of the
authoritative engine. When it learned theses value it will need to keep track
those. Future messages will contain the non-authoritative engine’s idea of what
the values are. When a message is sent to the authoritative engine the values are
checked if they match its own values. If the values are within a time window of
150 seconds, then it is valid. The non-authoritative engine’s idea of engineBoots
must be exactly the same as the authoritativeEngineBoots value, otherwise it is
non-valid and discarded.

Non-authoritative engines also checks the time window when receiving
messages. If the non-authoritative engine’s idea of engineBoots is greater than
msgAuthoritativeEngineBoots or if those are equal but engineTime differs more
than 150 from authorativeEngineTime, then the message is considered non-valid
and is discarded.
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These precautions prevent messages from being replayed after more than 150
seconds, but there is still the possibility that they are replayed within the 150
seconds interval. This is prevented using msgID, which is found in the header of
the message. msgID is unique for every message and when the non-authoritative
sends a request it puts the msgID of the message in the cache. When it gets a
reply with a matching msgID it removes that msgID from the cache. So if the
message is replayed, the cache contains no entry with such a msgID and it is
considered non-valid and is discarded.

Without authentication, someone could capture a message and change the values
of msgID, engineTime and engineBoots and send it. Therefore these checks are
not performed when authentication is not used.

5.3.2.6 Key management

Secret keys are used for both authentication and privacy and both the
non-authoritative and authoritative entities share the same keys. Each entity
sending a request has a username and a password that it they use for
authentication and privacy. The password is converted (by two different
algorithms) to two keys, which is are used for authentication and privacy
respectively.

There might be many devices in the network and the user probably does not
want different passwords for every device, but you still do not want the whole
network compromised if an intruder got the hold of only one key. This is
prevented by each authoritative entity having different keys for the same user. By
using the snmpEngineID of the authoritative entity, a key can be generated that
is unique for a certain user and a certain authoritative entity.

The encryption algorithm used is CBC-DES. The CBC-DES keys are created in
a similar way as the authentication keys were made.

It is a good policy to change the password every now and then. SNMP allows
keys to be set remotely. First a new password is chosen. Then a new key is
created and a delta is calculated by using the old and the new password. Also a
random value is generated. The delta and random values are transferred to the
authoritative entity, which by the delta and random value can calculate the new
key. These two values can be sent without encryption, because the new key can
not be calculated from those values if the old key is not known. To me it looks
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like this is not a good protection. You can continue trying to crack an old key. If
you after a long time success and discovers the password of a user, you can
create every single key that has been used until today. This makes a
non-authorized person able to be authenticated as that user, without having to
know the password.

5.3.3 Performance
SNMPv3 needs more bandwidth than SNMPv1 because of the encryption.
SNMPv3 is not used as much as SNMPv1 yet and it is hard to tell exactly how
much larger the traffic is with SNMPv3 instead of SNMPv1. The encryption of
the message needs more computer power, so network traffic is not the only issue.
But computers have much power today, so if not the traffic is very heavy a
computer will not have any problems with the encryption. Network traffic is
more critical.

As have been explained inSection 5.4, very much bandwidth can be saved if
polling is made close to the managed network devices. This is valid for SNMPv3
or for any other network management protocol. Especially when encryption is
used, much bandwidth can be saved. For some information it is just enough to
monitor the traffic flowing on the network.

5.3.4 Limitations
SNMP in general can only do what the MIB says it can do and the MIB is static.
Only values from the MIB can be monitored. The flexibility is therefore not very
good (not talking about its modular structure). If you find out a new way to
discover intruders, you can not add a process that does this. Another limitation
are the traps. Traps are not available for all the managed objects, only for some.
Data monitoring is somewhat possible with RMON (seeSection 5.4), but if you
want more advanced monitoring, this is not possible with SNMP.
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5.3.5 Configuration
SNMPv3 uses an access control model named View-Based Control Model. With
the use of this different users can get different accesses to different managed
objects.

5.3.6 SNMPv3 today
Various web pages say "SNMPv3 is not as wide-spread as SNMPv1". However,
Cisco Systems has full SNMPv3 support in their operating system IOS version
12.0(3)T. Based on the fact that SNMPv1 lacks several important features and
that a large company like Cisco Systems now supports SNMPv3, one would
guess that SNMPv3 will be the new de facto standard some time in the future,
but exactly when this happens no one knows. As SNMPv3 is backward
compatible with SNMPv1, a company does not have to be afraid it will lose
earlier customers because they ship SNMPv3 with their hardware.

5.4 RMON
Remote Network Monitoring (RMON, RFC 1757) is an addition to the SNMP
standards (SMI, MIB, SNMP). It defines a remote monitoring MIB that
supplements MIB-II and provides the network engineers with lots of useful
information that MIB-II does not provide. The information in the RMON MIB
can be accessed using the ordinary SNMP operations. An SNMP-enabled device
can, with MIB-II, learn about the traffic in and out of the device, but can not
learn about the traffic on the LAN as a whole. An RMON agent monitors the
network inpromiscuous mode, that is it analyzes every packet on the LAN, not
only the traffic meant for itself. The captured traffic can be used for statistics,
checking performance etc. The monitor can also store packets or partial packets
for later analysis. Filters can be used to drop packets, based on their content or
type, allowing the monitor to ignore irrelevant traffic. As a monitor only can see
packets in its own Ethernet LAN, there has to be an RMON device in each
subnetwork. The monitor can be a standalone device whose whole purpose is to
monitor and analyze traffic.
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The use of RMON devices has several advantages. One advantage is that each
RMON device monitors the local network segment and does necessary analysis.
RMON monitors all the traffic on the network, but it can also poll other devices
on the same network. If an abnormal condition is detected, it sends an alarm (or
event). Because the polling is local to the subnetwork, other networks are not
affected by the extra traffic issued by polling. This reduction is especially true
for the segment in which the network management system resides, as all the
monitoring traffic would otherwise converge there. The polling being local also
makes the information gathered more reliable. Monitoring packets, such as
(ICMP) pings, may get lost in long-distance communication, especially during
heavy traffic. Such losses can be interpreted as the host is down. RMON pings
locally and has less chance of losing packets, thus increasing monitoring
reliability. According to a report from Cisco [CISRMON], RMON significantly
increases productivity for network administrators and increases availability for
users. The larger the network, the larger the gain in both productivity and
availability.

In the network management solution presented in this work, the RMON is used
and is integrated into the Monitoring Service.

RFC 1757 lists five design goals of RMON:

• Offline operation: Polling is a way to get information from a device, typically
done by a manager. But polling may cease if there is a communication failure
or if the manager fails or goes offline. If one of these happen, fault,
configuration, performance and security information should still be collected.
The RMON must function even if the other parts of the network management
system is offline.

• Proactive monitoring: RMON devices should continuously run diagnostics
and keep records of network statistics even if the network is not experiencing
problems. If a failure occurs, the monitor may be able to notify the manager of
the failure and provide the manager with information useful in diagnosing the
failure.

• Problem detection and reporting: RMON devices should be able to detect
problems in themselves. When a part of the device is malfunctioning, it
should notify the network manager about the problem.

• Value added data: RMON devices should keep useful statistics about the
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network even though those statistics are not used for finding out network
problems. For example, host traffic can be monitored to see which host is used
most often. These statistics are not otherwise accessible to a network manager
that is connected to another subnetwork and they can be used to assist
planning for future network expansion.

• Multiple managers: A network management system may have more than one
manager. Reasons for having more than one could be improved reliability or
the ability to perform different functions in different parts of an organization.
The monitor should be configurable to deal with more than one manager
concurrently.

RMON introduces a feature calledaction invocation. SNMP provides no
specific mechanism for issuing a command to an agent to perform an action. The
only capabilities of SNMP are to read and set managed objects. RMON uses the
SNMPSetoperation to issue a command. RMON specifies a number of objects
that, if the value of them are changed, triggers a certain action.

RMON2 is an extension to RMON. Both use MIB-II, but RMON uses SMIv1
and RMON2 uses SMIv2. RMON works on Link layer and below, while
RMON2 operates on Network (IP) layer and above. This adds lots of new
information that can be used by a network management system. RMON and
RMON2 are incorporated into MIB-II with a subtree identifier of 16, the full
path being 1.3.6.1.2.1.16. Ten groups where added to RMON and nine to
RMON2. The extended MIB tree is:

61



Chapter 5 Network Management Protocols

Figure 5-9. RMON tree.

Most of the new groups are concerned with the collection of traffic statistics. But
there are a four groups that deal with alarms, filtering and capturing of packets:

• alarmgroup

• filter group

• eventgroup

• Packetcapturegroup

5.4.1 Alarm Group
This group functions similar to the alarm function in the Monitor Service.
Thresholds can be specified for certain managed objects; if they are crossed an
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alarm is generated and sent to the manager. For example, if an RMON device
receives more than 100 CRC errors (the threshold) in any 3-minute period (the
sampling interval), an alarm could be generated. The alarm group consists of a
table. Each entry in the table specifies a particle variable to be monitored, a
sampling interval and threshold parameters. After an alarm is generated, another
such event will not be generated until the sampled value has fallen below the
threshold and risen above it again.

5.4.2 Filter Group
The filter group allows a network manager to configure the RMON device to
observe selected packets on a particular interface (subnetwork). There are two
kinds of filters,data filterandstatus filter. The data filter allows the monitor to
screen packets that match or fails to match a certain bit pattern. The status filter
can screen packets based on the status of them (for example, valid, CRC error,
etc). The filters can be combined using logical AND and OR operations. The
stream of packets that passes both filters are called achanneland a count of such
packets is maintained. The channel can be configured to generate an event (one
of those one finds in the event group) when packets pass through the channel.
Finally, the packets passing through a channel can be captured if this is specified
in the capture group.

5.4.3 Event Group
The event group controls the generation and notification of events. An event is
triggered by a condition located somewhere in the MIB and can trigger an
action, cause information to be logged and cause SNMP traps.

5.4.4 Packet Capture Group
The packet capture group is a post-filter group. It captures packets from each
channel generated by the filter group. The group consists of two tables, which
specifies the details of the buffering function. If the tables are configured to
allow the channel data (output from filter), the data will be buffered (stored).
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5.5 CMIS/CMIP
SNMP has a widespread deployment. However, "many people feel that the
protocol suite that may be best able to satisfy network management needs is the
OSI network management protocol Common Management Information
Service/Common Management Information Protocol (CMIS/CMIP)". This is
quoted from Conroy et al. [CON96]. CMIS defines the general services provided
by each network device for network management. CMIP is the protocol that
implements the CMIS services. A basic difference between CMIS/CMIP and
SNMP is that a CMIS/CMIP agent is smarter than an SNMP agent and can
perform more tasks. SNMP was designed to place the burden of management on
the manager, allowing the agent to remain simple. CMIS/CMIP distributes this
burden more equally, but as a consequence the devices also need more resources
and capabilities. CMIS/CMIP are similar in many ways, this includes the use of
MIBs.

5.5.1 CMIS
CMIS has defined three classes of services: management association,
management notification and management operation. Management association
services are primarily used to establish and release connections between
manager and device, but also between managers. Management notification is
similar to SNMP traps. Management operation services are split into six
services:

• M-GET

• M-CANCEL-GET

• M-SET

• M-ACTION

• M-CREATE

• M-DELETE

The M-GET service is analogous to an SNMP get request. M-CANCEL-GET is
used to cancel an M-GET request. M-SET is similar to SNMP set request, which

64



Chapter 5 Network Management Protocols

allows to modifying the data on a network device. M-ACTION is used to
perform a desired action on a device or manager. The actions performed are
relative to each specific device. M-CREATE is used to create a managed object
and M-DELETE deletes one. One or all of these classes of services can be
implemented. If small amounts of resources are available, just management
notification could be implemented.

5.5.2 CMOT
CMIS/CMIP is designed to run on an OSI protocol stack. The Common
Management Information Services and Protocol over TCP/IP (CMOT) is
CMIS/CMIP running on a TCP/IP stack. CMOT was an attempt to spread
CMIS/CMIP from the Telecommunications world to the Internet world, but most
vendors jumped on the SNMP bandwagon instead.

5.5.3 Problems with CMIS/CMIP
CMIS/CMIP is a bit more sophisticated than SNMP, but there are problems with
CMIS/CMIP. It requires a large overhead and is difficult to implement. Both
problems result from the fact that CMIS/CMIP is designed to run on an OSI
stack. Moreover, the standardization of the protocol was slow. Terplan [TER01]
writes "Few CMIP-based management systems are shipping." and "Few
CMIP-based agents are in used.". Few books describe CMIS/CMIP or CMOT
and no articles about CMIP have been found during the research of this thesis.
No security features have been found either.
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6 Enhanced Network Management
Technologies

SNMP and CMIP are simple and typically centralized management protocols.
WBM (Section 6.2) and WBEM (Section 6.3) show other solutions. But SNMP,
CMIP, WBM and WBEM assumes the devices are just ’dumb hardware’ with
static capabilities. There are technology providing dynamic and intelligent
agents though. Mobile Agents is an interesting area that takes the object
orientation paradigm to a higher level. Mobile Agents can be used for network
management, but the area is relatively unexplored.

6.1 Mobile Agents
Mobile agents (MAs) are programs that can be dispatched by a client for
execution on a remote server. Mobile agents are not an implementation or
protocol, it is an infrastructure or framework. To implement mobile agents you
can use any protocol and any programming language, the choice is up to the
programmer. There are a couple of implementations of the mobile agents
framework, for instanceAglets[AGLETS] from IBM, Tryllian [TRYL] and
Grasshopper[GRASS].

6.1.1 Framework Overview
The framework consists of four major components, shown inFigure 6-1.

1. The manager application

2. The Mobile Agent Server (MAS)

3. Mobile Agent Generator (MAG)

4. The Mobile Agents (MA)
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Figure 6-1. The mobile agents based network management infrastructure.

6.1.1.1 Manager Application

The manager application has a user interface of some kind that shows the status
of different network devices. It can monitor the progress of any MA and can
dispatch another. From this application the user has control over the whole
network management process.

6.1.1.2 Mobile Agent Server

On every managed device (when using this MA concept) there is a Mobile Agent
Server. The MAS takes care of MAs it receives from the network and executes
them. The framework does not depend on security and can do without it. If
security is to be used, the MAS should have the biggest responsibility, because it
executes programs (MAs) that can come from anyone. For MA framework to be
secure, the MAS needs to be able to authenticate users and decide whether the
code should be executed or not. The MAS can itself collect management data,
but a better idea is to let the MAS only deal with security and execution of the
MA and let the real data collection to another protocol like SNMP.
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6.1.1.3 Mobile Agent Generator

There must be someone or something that creates these MAs. MAs can be
written by users that are interested in monitoring some important status or they
can be generated by other programs. These MAs are stored in a repository where
the application can use the one it needs. Because of this flexibility - being able to
run new programs on any network device - the functionality to accomplish
management tasks of a constantly changing network environment can by
dynamically extended.

6.1.1.4 Mobile Agents

Mobile Agents are programs, but they also contain their state. When an MA gets
back to the manager, after being on the network, the manager wants the
information that the MA retrieved and the MA therefore needs state information.
An MA can do one half of its work on one device and do the other half on
another device (as it does inFigure 6-1). Probably it wants to save the state from
the first half to be able to know where to begin the work on the other device.
This is another reason for MAs to also contain state.

6.1.2 Security
Mobile Agents is only a framework and therefore you can not say that it uses
128-bits encryption or something like that. The security is up to the
implementation of the framework. Mobile Agents opens a new big security
threat though, because of its ability to execute code. There must be protection
from unauthorized access, no unauthorized person should be able to run a
program on the device. Even if the protection against intruders is good, there is
still a security threat from inside. The author of a MA might make a mistake and
the program might not do what she thought it would do. The MAS should
therefore be able to give different users different permissions and maybe there
should be operations that not even the most privileged user could use. If the
agent language supports self-modification, the authentication test might be of no
use, since the MA then can transform itself from a nice to a mean program at
runtime.
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MAs are executable programs and it is convenient if the programs are platform
independent. Java is a popular programming language that offers platform
independent bytecode and most of the implementations of the Mobile Agent
framework that exist today (and that I know of) are developed in this language.
Java MAs are Java bytecode traveling around the network being run on the
different devices.

6.1.3 Performance
If Java is the implementation language, the performance is probably a little bit
poorer than if the language code can be compiled to binaries. Java bytecode is
interpreted and is therefore executed somewhat slower. There are different ways
to handle the Mobile Agents. Arao et al. [ARA98] identifies three alternative
agent code transfer schemes:

• push - MA code is sent from a code repository to all the managed devices
prior to MA transfers.

• pull - MA code is loaded by the network device from a repository when the
MA arrives.

• migrate - MA code is sent from one non-repository network device to another.

The migrate code scheme is the most popular one. This scheme means that all
MAs contains both the code that is to be executed on a network device and the
state. In network performance, the size of the MAs have a key role. Code size is
typically larger than state and the larger code size, the larger MA and the heavier
IP traffic. In spite of this, the migrate code scheme is the most popular one.

6.1.4 Limitations
Mobile agents are dynamic and intelligent, thus needing a flexible platform.
Objects must be able to be sent between nodes in the network. C and C++ alone
do not support this, but with the help of Corba 3 [CORBA3] it is possible. Java
has support for sending object through the use of RMI. This limits the use of
mobile agents somewhat. Corba 3 might not be available for any programming

70



Chapter 6 Enhanced Network Management Technologies

language on any platform and one might not want to use Java. However, there
are no limits regarding the mobile agents framework, just the implementation.

6.1.5 Advantages
Mobile Agents framework has many advantages.

• It is easy to modify existing management functions. MAs can be deleted and
added at any time.

• Only relevant information is sent on the network and therefore network traffic
is reduced. Let us say we use an SNMP management and the manager wants
the interface usage of a device, which you calculate by
(bitsafter-bitsbefore)/time. The SNMP manager then needs to poll two values
(make two get requests). An MA can be sent polling the values locally,
calculating the result and only the data rate is returned to the manager, thus
decreasing bandwidth use. The more values that are to be polled, the more
bandwidth is saved by using Mobile Agents.

• The accuracy when calculating the data rate (bitsafter-bitsbefore)/time by
polling is non-deterministic. With SNMP polling you need first to do a get
request to get bitsbefore value and then another get request to get the bitsafter
value. Heavy IP traffic can cause the bitsafter value to be delayed by seconds
and the time value will be wrong. Because MAs are run locally, the time is
known and the accuracy is close to perfect.

• Lower overhead when collecting values from multiple managed objects.
When authentication and privacy is used, the data rate example can show
more advantages with mobile agents. In the MA case, the device only has to
authenticate once and both computer power and network traffic use is
decreased. The more polls, the more overhead. MAs mostly do not need as
many polls as for instance SNMP management.

• A manager application can launch an MA, disconnect, and collect it during
next connection session.

• An MA can visit several devices before returning to the manager application.
This saves bandwidth, especially if the devices are on other segments than the
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manager.

6.1.6 Disadvantages
Mobile agents does not only mean improved flexibility, there are also
advantages:

• An MA typically contains both code (program) and state. This puts extra
traffic on the network.

• Being able to execute code opens new security issues.

• MA means complex software. It requires lots of work to get a solid mobile
agents platform.

6.2 Web-based Management
In Web-based management (WBM), Web servers are embedded in the network
devices. One can use a Web browser to browse the configuration and status of
the device and also to configure it.

Web servers are more intelligent than SNMP agents and can be more
sophisticated. WBM uses a centralized model and suits for small offices, whose
management requirements are not that big. By using management applications
you can enhance the WBM and, for example, filter out unwanted information. If
there are devices on the network that use SNMP, then a Web agent can be used
as a proxy.Figure 6-2shows the WBM architecture.
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Figure 6-2. Embedded Web-Based Management.

A benefit of WBM is that it is easy to use, you only need a Web browser and
devices with Web agents. It is also very portable, thus there are Web browsers
for most platforms. WBM today only suits smaller offices though. One reason is
the simple client/server model that is typically used and that makes it centralized
and non-scalable. Another reason is that the communication (responds) always
results in HTML files, due to the use of HTTP GET/POST requests. If you want
to analyze the results you need to parse the HTML files. XML grows in
popularity and technologies like SOAP and XML-RPC that uses XML over the
HTTP protocol would probably enhance WBM systems and a distributed model
would fit much nicer than when using HTTP/HTML.

HTML and HTTP are not well suited for polling, as they require a human to
push a reload button to retrieve information and update the web page. Likewise,
HTML/HTTP are not designed for accepting traps. While a Java applet may be
written to emulate pushing the reload button or to achieveserver pushfor trap
notification, this is a workaround solution attempting to make HTML/HTTP do
tasks for which they were not designed.

To be able to encrypt the network traffic between the Web browser and the Web
agent, the Web agent must be able to use SSL.
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6.3 Web-based Enterprise Management
There are many standards for managing networks: SNMP, CMIP, WBM etc.
Web-based Enterprise Management (WBEM) is an initiative by Desktop
Management Task Force (DMTF) trying to integrate all these standards. This
makes the protocol used transparent to the management applications. WBEM
consists of five components: Web client, Common Information Model Object
Manager (CIMOM), CIM schema, specific management protocol providers and
protocol-specific agents.Figure 6-3shows the architecture.

Figure 6-3. WBEM architecture.

A client can send requests to any agent, using the same protocol with all the
agents, the xmlCIM protocol. The client communicates with the CIMOM, which
then transforms the request to the agent-specific protocol. When CIMOM
receives messages from the clients, it uses the information from CIM schema to
determine which protocol the managed object belongs to and switches the
message to that protocol provider. The CIM schema enables applications from
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different developers on different platforms to describe management data in a
standard format so that it can be shared among a variety of management
applications.

WBEM is an architecture, not an implementation. Implementations exists
though. Sun Microsystems has released a Java WBEM and implemented
CIMOM with Java Management Extensions and Microsoft has its CIMOM
implementation called Windows Management Instrumentation (WMI).

6.4 Java Management Extensions
Java Management Extensions (JMX) defines an architecture, APIs and the
services for network management in the Java programming language. JMX runs
on most Java-enabled devices. For a device to be Java-enabled, it needs to run a
Java Virtual Machine that can interpret Java bytecode.

Almost anything can be managed using JMX: applications, services or devices.
For something to be manageable it needs to embed a managed object server and
make some of its functionality available as one or several Manageable Beans
(MBeans) registered in the object server. JMX provides a standard way to enable
manageability for any Java based application, service or device.

6.4.1 Architecture Overview
The architecture is divided into three levels:

1. Instrumentation level

2. Agent level

3. Distributed services level

Figure 6-4shows this architecture.
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Figure 6-4. JMX architecture.

6.4.1.1 Instrumentation Level

A JMX manageable resource can be an application, a service, a device, a user
and so forth. The instrumentation of a given resource is provided by one or more
MBeans. MBeans are Java objects that follows some design patterns and the
JavaBeans component model. If the MBean to a given resource is registered to
the MBean server (on the agent level) then the resource can be managed by a
management application.

MBeans are designed to be flexible, simple and easy to implement. Developers
of applications, services or devices can make their products manageable in a
standard way without having to understand or invest in management systems.

6.4.1.2 Agent Level

The agents control the resources and make them available to remote
management applications.
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This level makes use of the instrumentation level, in order to define a
standardized way to manage JMX manageable resources. The JMX agent
consists of an MBean server and services for handling MBeans.

Managers access an agent’s MBeans and use either adaptors or connectors to
communicate with the MBean server. The protocol adaptor gives a
representation of MBeans in a non-JMX compliant protocol. For example, an
SNMP manager that uses the SNMP protocol can manage JMX-enabled devices.
Then the manager communicates with the MBean server through an SNMP
protocol adaptor. The connector interface is used with JMX compliant
applications. Various protocols that are Java compatible can use the connector,
this includes protocols like Corba, RMI, HTTP and others.

6.4.1.3 Distributed Services Level

The distributed services level provides the interfaces for implementing JMX
managers. This level defines management interfaces and components that can
operate on agents or hierarchies of agents. These components can:

• Provide an interface for management applications to interact transparently
with an agent and its JMX manageable resources through a connector.

• Expose a management view of a JMX agent.

• Distribute management information between JMX agents and managers.

• Summarize management information coming from several JMX agents.

• Provide security.

The components can cooperate with each other to provide distributed, scalable
management functions, making the JMX managers appear as mid-level
managers.

The adaptors and connectors offer authentication and encryption.

JMX is just a specification, not an implementation. There are a few
implementations. Sun Microsystems offers two implementations: JMX
Reference Implementation and Java Dynamic Management Kit (JDMK). JDMK
offers more features (like an SNMP manager API) than JMX, but JMX
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Reference Implementation is free and a JDMK developer license is 6000 US
dollars (at the moment of this writing). There is also OpenJMX.
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7 Existing Software for Network
Management

If there is good software that suits your needs, it is probably a good idea to use it
in your system. Developing the piece of software is time consuming, there
always enters bugs in the code and maybe the existing software solution is much
better than the one you come up with. Also, existing software are well tested and
oftenly work very well. So if there are any good software one can make use of in
the network management system, one should consider doing so.

7.1 Syslog
GNU/Linux, FreeBSD, Solaris and many other UNIX-like operating systems use
syslogfor logging, any kind of logging. It starts at boot time, reads a
configuration file and then runs continuously. Individual programs that need to
have information logged send the information to syslog. This centralizes the
logging. The programs do not need their own logging policy, they are all free to
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use syslog.

Figure 7-1. The syslog system logging utility.

Any program can generate a syslog message and a message contains:

• Program name

• Facility

• Priority

• Actual log message

Program name is the name of the program that generated the syslog message.
Facility specifies what caused the message. It is more generic than program
name. There are a number of possible facilities;kernmeans that the kernel
generated the message,usermeans that it was generated by a user,authmeans
the message was generated by a security or authorization-related process.mark
is a syslog internal facility used to generate timestamps. There are also other
facilities likemail, ftp, lpr. Priority is the severity of the message. Hein et al.
[HEI01] lists them:
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Priority level Meaning
emerg Emergency condition such as system

crash, the system is unusable.

alert Condition that should be corrected
immediately, such as a corrupted
system database.

crit Critical condition, such as a hardware
error.

err Ordinary error.

warning Warning message.

notice Condition that is not an error, but
possibly should be handled in a special
way.

info Informational message.

debug Messages that are used when
debugging programs.

Table 7-1. Syslog priorities.

The log message itself is in the generated message. A syslog entry can look like:

Jan 18 08:19:25 topcat sendmail[505]: [ID 702911 mail.info]

starting daemon (8.9. 3+Sun): SMTP+queueing@00:15:00

sendmailis the program that generated the message, the facility ismail andinfo
is the priority level. The actual log message is the last part of the message.

As can be seen inFigure 7-1, syslog not only centralizes the logging on a
computer, it centralizes the whole network logging process. Syslog can be
configured to send the generated messages to another computer, allowing every
syslog message on the network to be stored on a single computer. This can both
ease administration and improve the security. To be able to track log events, the
timestamps must be valid. Timestamps tell when the message was generated, but
they also tell in what order the events occurred. The clocks on the network’s
computers should therefore be synchronized, which can be done withrdate
(remote date),timed(time server daemon) orntp (network time protocol).

The syslog daemon listens on UDP port 514 for syslog messages. As UDP is a
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connectionless protocol, there is no guarantee that syslog messages sent to the
network syslog daemon will arrive. Under heavy traffic they can be lost. A
network management system can therefore not entirely rely on syslog, but it can
be a good complement. The Event Handler presented in this work can listen on
UDP port 514 and log these events. But as syslog has other ways to represent the
priority and timestamp of the message, the NMSWP must know that the event
was triggered by syslog. If it knows that, it can transform the syslog priority and
date to priority and data that the network management system understands.
Syslog does not provide any security. No authentication is made, allowing
anyone to send the network syslog daemon messages. A malicious host could try
a DoS attack or send faked messages, confusing the network engineers. Syslog
neither provides confidentiality, allowing anyone that monitors the traffic to see
what events are sent on the network.

7.2 Jini
Jini technology comes from Sun Microsystems [SUN] and ties together
machines on which Java objects are running. It enables the objects to work
together as they were on a single computer. The objects can be activated,
tracked, can communicate with each other and be managed. A user can access
all the services on the network in a location-transparent fashion.

Jini provides alookup serviceallowing services to be found. A mechanism
calleddiscovery/joinis used to achieve this. When a device joins a Jini-enabled
network, it uses the discovery protocol to find a lookup service. When one is
found it uses the join protocol to add its services to the lookup service. When the
device leaves the network (by being removed, being unreliable or shut down), its
services are removed from the lookup service. The lookup service can also send
requests to make service providers register. The lookup service serves as a
repository of services and the entries are objects. These objects can be
downloaded as a part of a lookup operation and act as local proxies to the service
that placed the code into the lookup service. If no lookup service can be found, a
client could usepeer lookupinstead. In such situations, the client can send
requests to service providers. They will then attempt to register with the client as
though it was a lookup service. The client can then select the services it wants to
use.
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Jini uses a feature calledleasing. When a service registers itself to a lookup
service a time value is a part of the information being stored. The time value
decides for how long the service will be available to the network. After the
specified time the service will be removed from the lookup directory. If the
service wants to remain available it has to renew its registration. If a service fails
for some reason, the lease soon expires and the registration will be dropped. This
is how it handles failures. Services that fail are automatically removed from the
lookup directory and another server offering the same service will be used
instead, and this is transparent to the user.

Services can communicate with each other by using a service protocol, which is
a set of interfaces. The Jini system defines a small number of such protocols
which define critical service interactions.

Communication between services are accomplished using Remote Method
Invocation (RMI). RMI is the way Java makes remote procedure calls. It is
similar to Corba, but only works for Java.

The client is most at security risk in the Jini environment. The client brings an
external object into its address space and runs it using all of the permissions that
it has as a process running in an operating system. So it will run under the
permissions of a particular user, in a particular directory, with user accesses to
the local file system and network. It could destroy files, make network
connections to undesirable sites and download images from them, start processes
to send obnoxious mail to anyone in your address book, and generally make a
mess of your electronic identity!

Security can be handled in different ways. You can grant permission only for
certain activities, such as socket access at various levels on particular ports, or
access to certain files for reading, writing or execution. You can grant access to
only particular hosts, domains or subdomains. You can require digital signatures
attached to code. The service is probably started and associated with a user. To
lower the risks, the service should be run by a user that does not have any critical
privileges like for instance being able to delete any file on the device. These
security precautions can be used in any combination. Digital signatures attached
to the code is the best protection for the client, but all the other mechanisms
mentioned above can be used.
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7.3 Jiro
Jiro implements an infrastructure for creating integrated and automated
management software in a distributed, cross-platform environment. Jiro makes
use of Jini technology for allowing services come and go in the network. Jiro can
be used for management in general and network management included.

Jiro introduces a middle tier of management between the client/GUI and other
Java-based agent technologies such as JMX and JDMK. This middle tier is
where the automation of management can take place, seeFigure 7-2.

Figure 7-2. Jiro architecture.

Jiro divides a management environment into domains. Each domain has only
one shared management server (a Java virtual Machine running the Jiro services)
that represents the domain as a whole. Other, private management servers can
host management services that are specific to their hosts. The servers can be
replicated to achieve higher availability. Together the domain server and private
servers form anintradomainfederation. The shared management servers can
also communicate with each other in a strictly hierarchical fashion to form an
interdomain federation. This federation of management servers and hosted
services is the key to the scalability and reliability of the Jiro technology.

Jiro provides some static management services, the base services of Jiro that are
always present. They include transaction, controller, logging, events, scheduling,
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lookup and security. They are available for use by the clients and services
belonging to a management domain.

• Transaction service is a Jini transaction manager serving a particular
management domain.

• Controller service provides for the reservation of ownership within the
management domain. This allows a single point of control for management
and helps prevent inconsistent configurations.

• Log service can log decisions and state changes.

• Event service provides a set of topics to which management services can post
and listen. This allows management services to react to both changing
conditions in the environment and decisions that other management services
have made.

• Schedulingservice allows management services to perform periodic or
scheduled operations, such as polling.

• Lookup service registers and locates static and dynamic Jiro services
available in the management domain.

• Security service provides control over access to managed resources.

The Jiro technology and JMX complement each other. In general, Jiro focuses
on the manager side, while JMX/JDMK focuses mainly on the agent side.Figure
7-3shows how Jiro and JMX/JDMK complements each other.
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Figure 7-3. Jiro and JMX working together.

Each managed resource provides management interface to the management
domain. The management interface is a FederatedBeans component which
supplies an interface from its associated resource to the domain’s management
lookup service (provided by Jini). This interface is then available to all other
resources and clients within the domain.

Resources that use existing management protocols can be integrated into the Jiro
environment, such as WBEM and SNMP. Included in the Jiro package is also an
SNMP API that makes it easy to develop SNMP manager clients.

7.4 UDDI and WSDL
Universal Description Discovery and Integration (UDDI) is a specification for a
lookup service. Web Services Description Language (WSDL) can be used to
specify a web service interface. These two technologies complements each other
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and together they offer a service similar to Jini. Jini works best in a Java
environment. UDDI and WSDL, however, is built entirely on XML and is
therefore programming language independent. .NET [NET] is an architecture
from Microsoft which includes this lookup feature of web services and it is
using UDDI and WSDL. Mono [MONO] is an initiative to move the .NET
platform to GNU/Linux and other operating systems. DotGNU is an initiative of
the FreeDevelopers [FREED] to make a free alternative to .NET. It is still in
discussion phase, but it will probably use UDDI and WSDL, too. UDDI and
WSDL are relatively new on the market, but because of XML’s popularity and
its use in .NET and other software, UDDI/WSDL will probably be a safe and
good choice. Adopting it for network management systems might enable a
network management integration in a DotGNU or .NET environment.
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8 Discussion and Conclusions
There are many management protocols, technologies, software packages and
programming languages to choose from. Which are chosen in this thesis are
described in this chapter.

8.1 Protocols
Most devices provide SNMP agents and as SNMP has been and still is the
dominating management protocol, new management systems should support this
protocol. SNMPv1 has weaknesses, especially security weaknesses. SNMPv3
adds many security features and is modularized and easily extended. The future
of SNMPv3 is uncertain, but probably it will become the new de facto standard
of network management protocols.

SNMPv3 and SNMP generally, is centralized and inflexible. SNMP agents are
static, what they offer can not be changed or easily browsed. CMIP and DMI are
also static, not very well adopted and will probably not be in the future either.
Instead of static agents, dynamic, flexible and intelligent agents are desired. This
is where we are today; dynamic and intelligent agents are being discussed and
developed, but they are early in research and development and it takes a while
until the technology is mature. Intelligent agents do not rely on management
protocols, but introduces the concept of services. This is discussed in the section
Section 8.2.1. To support SNMP and other protocols as well, both old and new
ones, one can use a proxy that receives one protocol and translates it to any
other. CIM (used in WBEM) is such a proxy protocol and is accepted and well
adopted in the management world. There are converters that converts SNMPv1,
SNMPv3, CMIP etc into CIM and the other way around. The design inChapter
9 assumes there is a central protocol for the network management system, a
protocol that is understood by managers and that can be converted to any other
management protocol. This protocol is referred to as Network Management
System Wide Protocol (NMSWP). One can invent a new protocol, but CIM is
the recommended choice of NMSWP.
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8.2 Technologies
Besides protocols there are also a few technologies available for network
management. This section discusses whether they suit for network management
or not.

8.2.1 Mobile and Intelligent Agents
Mobile and intelligent agents provide services which anyone can browse and
use. Services that a device/agent provides can be deleted or changed and services
can be added, but only by authorized users of course. This new way of thinking
about services suits fine in network management and is supported by JMX. If a
network engineer wants a device to provide another service, she develops the
service and sends it to the device and when browsing the device’s services one
can immediately see and use the new service. This adds enormous flexibility to a
network and a network management system should support this so it can be
plugged in, even if it is not implemented or used at the moment. But Mobile
Agents adds complexity and demands more advanced security precautions.
Mobile Agents is immature though. It needs more research, but the time will
come for Mobile Agents and network management systems will benefit from
them. A complete framework for this will not be used/designed for in this thesis
though.

8.2.2 WBM and WBEM
Web-based Management and Web-based Embedded Management can be good in
small offices, where one manually can check the condition of the web server
once in a while. It is a centralized model and builds around web pages. It is hard
to make a nice graphical interface for a network management system in a web
browser. WBM is not a good solution for a secure distributed network
management system. WBEM is more sophisticated; it uses CIM so one can
manage SNMP-enabled devices and CMIP-enabled devices by only knowing
one protocol. But otherwise WBEM has the same disadvantages as WBM, so it
is not recommended either.
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8.2.3 Solution
None of the technologies discussed are used in this design, although CIM, which
is part of WBEM, is recommended as the NMSWP. The technologies used is
invented from scratch and builds a distributed middleware that any client can
use. How the system functions is described inSection 9.2. SNMP, CMIP and
DMI devices can be integrated into the network management system, but also
intelligent/dynamic software like JMX or applications.

8.3 Programming Language
The choice of programming language does not affect the choice of network
management protocol or design. There is one thing that Java has been able to do
that has been impossible with other programming languages (that the author
knows of) and that is the possibility to send objects through the network.
Sending objects is necessary when dealing with mobile agents. A Java client can
be used to construct an MA and send it to a device. The MA can then appear as
an ordinary service. This isolates the use of Java (when working with mobile
agents) to the client and devices, it does not have to be used for the other parts of
the network management system. But Java is not longer the only way to send
objects through the network. Corba 3 [CORBA3] introduced a mechanism to
send objects through the network and as Corba is not programming language
specific any programming language having Corba 3 support can do this. This
makes one able to implement Mobile Agents with, for example, C++ too (C or
C++ are the intended languages for this network management system).

8.4 Software
Large and mid-large network management systems have to be distributed to
work well. There are software packages that offers distributed services. Reuse of
existing software is in many cases preferable. The software discussed here fall
short though. Jini and Jiro together are good software and offer lookup service,
event logging, transactions, security, replication and more and builds distributed
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middleware that would make a good base for a network management system.
But high license costs and the case that they are Java packages makes them no
good for the solution described in this thesis. UDDI/WSDL offers a lookup
service, but the technology is too new to be recommended and used here.

Syslog is a utility for centralizing logging. Syslog is a good compliment to
SNMP as intrusion detection systems, for instance, can send messages to syslog
when someone tries to break in to the system. The network engineers will
immediately be notified about the attempt. The design presented inChapter 9
supports syslog.

8.5 Services
All services mentioned inSection 3.5together make a complete network
management system. The services function equally well in a simple NMS where
only SNMP is used as they do in a system with intelligent Java agents. The
Transaction Service though, would probably suit best in a simple NMS. A
transaction is best performed if it can be performed by the agent itself. A Java
agent, for example, has the capability to handle transactions. However, if one
wants a transaction to span over several devices, a Java agent would need a
Transaction Service as well. SNMP agents do not have the same capabilities as
Java agents have and there must be a Transaction Service handling the
transactions. Then all manager to agent transaction requests must take the detour
through the Transaction Service. A Transaction Service would have to trust that
all management traffic went through this service. If a device is managed
manually or if another program for managing networks are used, the Transaction
Service will not be used and we can not fully rely on it. The Transaction Service
is complex and not often used, therefore it is not designed for in this thesis.

The NMS solution this thesis presents makes use of IPSec. Therefore, the
Authentication Service does not have to be either designed for or implemented;
IPSec has its own authentication system. IPSec needs authentication policy and
data stored somewhere though, so the Authentication Service can be seen as the
storage for IPSec authentication policy and data.
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8.6 NOIMIS
The services and clients in the system must be able to communicate with each
other and they must know how to communicate. There are several ways to
communicate: pure sockets, Corba, SOAP, RMI etc. There must be an easy way
for a service to store the information describing how to communicate. The
solution presented and used in this work is the Network Object Identifier Method
Invocation String (NOIMIS). It is an ordinary string and by parsing it one can
communicate with sockets, Corba or whatever and only one string has to be
stored to be able to communicate.

A NOIMIS consists of four parts. The first part specifies what protocol to use.
The first part can, for example, be "socket://" or "corba://". The second part, the
NOI, identifies the network object, residing somewhere on the network, that
knows how to handle the request. The protocol and NOI part result in, for
example, "socket://193.12.214.34:56/" and
"corba://www.bank.org/BankAccount" respectively. This string uniquely
identifies the receiving object. To be able to locate the services one adds a third
part, the MIS, the result being "socket://193.12.214.34:56/withdrawMoney" and
"corba://www.bank.org/BankAccount?withdrawMoney". To be able to specify
how much money to withdraw one adds the last part in the NOIMIS, the
parameters, resulting in
"socket://193.12.214.34:56/withdrawMoney#account1#4000" or
"corba://www.bank.org/BankAccount?withdrawMoney#account1#4000". The
last part (which could be considered as a part of the MIS) consists of an arbitrary
number of parameters, every parameter separated with a ’#’ mark. With
NOIMIS one can specify a remote method invocation with a string. This is used
in every service and manager in the network management system presented in
this work, making it flexible and easy to change the way to communicate. A
NOIMIS can also be used for SNMP operations, for example
"snmpv3://132.11.23.52/set#1.3.6.1.2.1.4.21.1.3.9.1.2.3#9" specifies an
SNMPv3 set operation on the managed object 1.3.6.1.2.1.4.21.1.3.9.1.2.3 on
device with IP address 132.11.23.52 and the object value would be set to 9.

libNOIMIS is a library that receives a NOIMIS and actually performs the action
described by it. When the Event Handler wants to communicate with a manager,
the Event Handler first passes the manager NOIMIS (that the Event Handler has
stored) to the NOIMIS library. The string is then parsed and the request is sent to
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the manager.

8.7 Network Management
How can you know that the protocols, technologies and services discussed here
actually solves everything a network management system should solve? There
are five management areas, each having separate goals. If those goals are
achieved, we can say that the network management system presented in this
work is a well working network management system.

8.7.1 Fault Management
The goals are to detect, log, isolate and fix network errors. Errors are detected by
traps from devices and Monitoring Service (e.g. RMON). The core services in
the network management system can fail themselves. Distributed functionality in
every service handles this and can report about failures to the manager (through
the Event Handler). The errors are logged by the Event Logging Service. They
are easily isolated by checking who triggered the trap (or other event). The event
message also says why the event was triggered. The Event Handler has
NOIMISes specified for all events that can happen. If an event happen, the
NOIMIS tells what network object and what method should be called. This
NOIMIS can point to a method trying to fix the actual problem, so there is the
possibility to automatically fix network errors without interaction from network
engineers.

8.7.2 Configuration Management
The goals of configuration management is to monitor and store network and
system configuration information. Getting information of what software a
computer has installed is easily done with SNMP, with the command:

$ snmpwalk hostname communitystring

host.hrSWInstalled.hrSWInstalledTable.hrSWInstalledEntry.

hrSWInstalledName
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A network management system’s primary goal is to detect faults, but when they
occur it is good to know how the devices are configured. It is also good to know
how they have been configured. If one changes the value of a managed object on
a certain device and performance keeps decreasing after that, then it would be
good to know the old value of the managed object to be able to restore it.

8.7.3 Security Management
The goal of security management is to control access to network resources so
that the network cannot be sabotaged and sensitive information cannot be
accessed without appropriate authorization. The security solution recommended
in this work is IPSec. IPSec provides confidentiality, integrity authentication and
non-repudiation. Together with a firewall, this solution will provide good
protection. All communication between the core services are encrypted and
authenticated, allowing a network management system to manage computers all
over the world. Many of the devices (printers, switches etc) that are managed can
not use IPSec. Because of that, SNMPv3 should be used whenever possible.
When managing a computer or another device that can install software IPSec
can be used.

8.7.4 Performance Management
The goal of performance management is to measure various aspects of network
performance so that the network performance can be maintained at an acceptable
level. This is mostly handled by the Monitoring Service. It continuously
monitors the network for performance issues and sends events when
performance problems are detected. Regular reports can be sent to the network
engineers that shows how much traffic flows on the network and when the peaks
are.
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9 Suggested Design
This design is intended for a complete network management system. The
services that are designed are those mentioned inSection 3.5. The management
system is divided into modules and it is quite appropriate to have every service
as a separate module, thus we have the following modules: Event Logging,
Lookup, Event Handler, Monitoring, Protocol Proxy and History. The client may
not be defined as a service, but there should be a Client module too. As was
explained inSection 8.5Transaction and Authentication are not designed for.

All services inherent from DistributedService class, including the clients. All
services also (excluding clients) inherent from ReportProducer class.

Figure 9-1. Inheriting from DistributedService and ReportProducer.

The DistributedService class provides replication, recovery and fault tolerance.
This means the services can be replicated, that one service can take over if
another fails and other usable features important for availability. There is only
one DistributedService class and it fits all services. If a service wants something
to be handled differently, it can override the methods it inherits from
DistributedService.

The interfaces for the services are described with tables. The tables describe
what methods there are in every interface. All types are in italics.
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9.1 Security
Using IPSec, the system will be protected from many possible attacks. IPSec is
very good in the sense that no modification of the software is needed. The
network management system can be designed and implemented as if there are no
security threats. Traditional encryption software like SSL can be used if IPSec
for some reason is not wanted. Encryption, authentication and all other security
precautions are then handled by the network adapters. This makes the design
(except the network adapters) flexible, light and unaware of any security
precautions, even if other security solutions than IPSec is used.

Every service can be reachable through the network and the design allows any
kind of protocol to communicate with them. A service can also be used as a local
library, no network communication is then needed. Network adapter classes
handles the protocols and there is one adapter class for each protocol that is
supported. If the client wants to use Corba to communicate with the Lookup
Service, it talks to the CorbaAdapter class in the Lookup Service and it forwards
the requests to the Lookup class.

All services should be remotely configurable. To not allow anyone to configure
them, the client/manager must authenticate itself. If an agent does not support
trap authentication, the IP address of the sender can be checked to see if belongs
to an authorized user. That is also considered as authentication, but is not as
reliable as user/password or digital signatures.

9.2 Overview
This section describes how the network management system is designed in a
higher level. In the next section every class is described in detail.

The design can be divided into three layers: Client, Distributed Management
Services and Resources - seeFigure 9-2. The Distributed Management Services
layer can be seen as middleware - a layer of software between clients and
resources providing functionality whose complexity is hidden behind a set of
APIs. It is a complete set of distributed services for managing a network. The
client layer involves anyone/anything that wants to make use of the middleware
(except the devices). The well defined API makes the middleware easy to use.
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The Resources layer includes all devices the middleware is communicating with.
A resource does not have to be a physical device, it can also be a property in an
application (although the application has to run on a device).

Figure 9-2. The network management system architecture.

9.3 Design of Modules
The overview inFigure 9-2shows how the design is divided into layers. The
layers themselves consist of modules. Every service in the Distributed
Management Services layer is a module. The client layer consists of only one
module. The Resource layer is just there to show the devices, it does not really
contain any modules. Every module consists of a number of classes. The
modules and classes are described into such detail that a software developer can
implement this network management system without having expert knowledge
in the network management field.

All modules in the system has to store information on disk. What every module
has to store is described in each module section by a subsection calledStorage.
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The communication among the classes in each module follow a pattern. The
pattern is shown inFigure 9-3. All communication go downwards in the figure.
A client issues a request to the modules’ main class. The main class then
forwards the request to appropriate classes. At the bottom there is always a
Storage class as all the modules store some information.

Figure 9-3. General structure and communication among the classes.

The figure assumes the client makes a local request, that is no network
communication is needed. Services that wants to be available on the network use
Network Adapters, the class structure would then be:

Figure 9-4. General structure among the classes, network adapters added.

9.3.1 Lookup Module

9.3.1.1 Requirements

The Lookup Service’s task is to:

• Keep track of all the devices/services on the network that offers a service.
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• Offer the management client a description of how to communicate with a
service

• Show the client the topology of the devices (optional requirement, but which
will be designed for).

There are two ways to keep track of what devices/services are available. One
way is to let the devices register themselves when they get plugged into the
network. The other way is to regularly send broadcast messages (for instance
ping) on the network to see what devices respond. If a device responds, the
Lookup Service has to find out what services the device offers. The former is the
most effective method, but that requires intelligent agents. SNMP agents are
unintelligent and therefore require the second method. Both methods are
supported by this system/design.

Figure 9-5shows the steps involved when a service is used. The last step (3) is
not part of the lookup process.

Figure 9-5. The steps in a Lookup service.

9.3.1.2 Security

The lookup process involves several steps and if the service is to be totally
secure, authentication has to be performed in every step andFigure 9-5are
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changed into this:

Figure 9-6. The steps in a Lookup service with authentication.

1. The first step is to register the services in the Lookup Service’s database.
When a service wants to register itself it must authenticate. This protects
from non-authorized registering and also protects from DoS. If
authentication is not used in this step, anyone could register how many
services she would like and the resources (e.g. disk space and RAM) on the
Lookup Service could easily be made unavailable. The first step (to register
the service) can also be made by the Lookup Service itself. But if it wants to
know what services a device offers it has to authenticate itself. This protects
devices from revealing their services to unauthorized users.

2. The Lookup Service authenticates itself to the client. This way the client
knows it is talking to an authorized service, a non-malicious host.

3. The client authenticates itself for the Lookup Service. The Lookup Service
then knows it is talking to an authorized client. It also gives the Lookup
Service the ability to show different services to different users and that
disables certain services for certain users.

4. The client makes use of a service. This step is not involved in the lookup
process, but is there to show a whole service-use process.

The authentication steps are handled by the VPN. If IPSec is not used, the
authentication steps has to be implemented in the network management system.
This design assumes IPSec is used and all the authentication steps are handled
by the VPN, they are transparent to the network management system.
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If Corba or RMI are used there could be more security steps involved. When a
client performs a lookup on the Lookup Service, the Lookup Service will return
a proxy object. When the proxy object is executed, how can you know that the
proxy came from the device/service you actually want to use? This can be solved
with certificates. The service can sign its proxy object before it is sent to the
Lookup Service and give a certificate to a Key Manager. When the client wants
to use the proxy, the client can check with the Key Manager if it is a valid one.
This design does not allow proxies (because of the added security complexity).

9.3.1.3 Storage

The Lookup Service’s core is really just a database containing information about
every device and service on the network. For the service to be useful, mechanism
like join/release and discover are added. The database contains information of
what services are available and what they can perform. It also contains a
description of how every service can be used. The tables areLookup, NOI, MIS
andGraph. Lookup tabled is defined by three fields:

• A unique node number.

• The name and model of the device that offers the service. Example: "HP
LaserJet 2000dse".

• IP address of the device.

NOI:

• A unique node number. It is used by the Lookup table to find NOIs belonging
to a certain network node.

• A unique method number. It is used by the NOI table to find the MISes
belonging to a certain network object.

• Domain of which the service belongs to. A domain is just a name of a group
to which any service or client can join. It could, for example be, the string
"admin".

• The name of the service. Example: "Printer".
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• A description of the service. Example: "A colour 600dpi printing service".

MIS:

• A unique method number.

• A description of the method. Example: "Prints an A3 poster on an A4 printer
(4 pages)".

• A parameter specification, describing what parameters the service can use.
Example: "int int int,string[] string". The service can then be called either
using three integers or string[] as the first argument and string as the second.

• A boolean telling whether the usage of a service should be logged by the
History Service.

The last table describes the topology of the network:

• A node number in the network.

• The number of a node that the node in the mark above communicates with.

This table shows how the devices in the network communicate, e.g. 1→ 2, 1→
5, 5→ 2. This builds a three node network where node 1 points to 2 and 3 and
where 5 points to 2.

The ER-diagram of the database looks accordingly:
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Figure 9-7. ER-diagram for the Lookup database.

9.3.1.4 Classes

The Lookup Service’s core consists of seven classes: Lookup, Join, Discover,
Info and Storage. There are also adapter classes that handles the communication
with the client. The Lookup class is a spider among the classes, all client
requests are sent to it and are then forwarded to the appropriate classes. The
class structure looks like in the figureFigure 9-8.

Figure 9-8. The class structure and communication for the Lookup module.
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Lookup Class

This is the main class, the spider of the lookup classes. It receives requests from
clients (or actually from the network adapters) and make appropriate actions.
The methods included are shown inTable 9-1.

Method Parameters Return value Description
getEventHandler - stringcontaining a

noimis
Gets the NOIMIS
of the closest
Event Handler on
the network.

getHistory - stringcontaining a
noimis

Gets the NOIMIS
of the closest
History Service on
the network.

getLogging - stringcontaining a
noimis

Gets the NOIMIS
of the closest
Logging Service
on the network.

getMonitoring - stringcontaining a
noimis

Gets the NOIMIS
of the closest
Monitoring
Service on the
network.

getProtocolProxy - stringcontaining a
noimis

Gets the NOIMIS
of the closest
Protocol Proxy on
the network.

getSearchWords - string[] containing
all searchwords

Gets available
keywords to use
for searching
services.
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Method Parameters Return value Description
getService hashtablesearch string[] containing

the service info
Making a
directory search. If
there are several
matches the
Lookup Service
will return the
primary service.

registerServices stringdomain,
stringname,string
description,string
device,stringnoi,
string[] mis,
string ip

int describing
status of the call

Registers a service
(method) to the
Lookup directory,
making it available
to users. The
saveHistory entry
is set to false by
default.

registerServices stringdomain,
stringname,string
description,string
device,stringnoi,
string[] mis,
stringparameters,
boolean[]
saveHistory,string
ip

int describing
status of the call

Registers a service
(method) to the
Lookup directory,
making it available
to users. Every
mis has a
corresponding
saveHistory.

searchService hashtablesearch string[][] making
a table of the
result

Making a
directory search,
the result will be
matching services
and info about
them.

unregisterDevice stringdevice int describing
status of the call

Disables and
removes all
services belonging
to a certain device.
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Method Parameters Return value Description
unregisterDevice stringdevice,

stringdomain
int describing
status of the call

Disables and
removes all
services belonging
to a certain device
and domain.

unregisterService stringnoimis int describing
status of the call

Disables and
removes a service
from the Lookup
directory.

Table 9-1. Methods in Lookup class.

Join Class

This class handles the join/release feature. If a device wants to register itself to
the Lookup Service, the Lookup class will get the request and it will forward it
to the Join class.

Method Parameters Return value Description
join stringdomain,

stringname,string
description,string
device,stringnoi,
string[] mis,
string ip

int describing
status of the call

Adds a service to
the Lookup
Directory.

releaseMethod stringnoimis int describing
status of the call

Removes a service
from the Lookup
Directory.

releaseNO stringnoi int describing
status of the call

Removes a
network object
(and its services)
from the Lookup
Directory.
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Method Parameters Return value Description
releaseAll stringdevice int describing

status of the call
Removes all
services from the
Lookup Directory
that belongs to a
certain device.

releaseAll stringdevice,
stringdomain

int describing
status of the call

Removes all
services from the
Lookup Directory
that belongs to a
certain device and
domain.

Table 9-2. Methods in Join class.

Discover Class

Most devices can not advertise themselves, therefore regular broadcast discovery
messages have to be sent on the network to find certain devices and services. The
Discover class handles this process. The regular broadcasts can be scheduled
with help of the Scheduler class (Section 9.3.8.2).

Method Parameters Return value Description
checkProtocol int protocol,string

ip
boolean
describing
whether the
specified protocol
is available or not.

Checks whether a
device with a
certain IP supports
CMIP, SNMP or
whatever protocol
is specified.

checkServices string ip string[][]
describing what
services are
available

Checks what
services a device
offers.
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Method Parameters Return value Description
getTopology - string[][] building

a matrix
describing the
network topology

Gets the network
topology and
returns it to the
client. The entries
in the matrix
contain an IP
address if the two
nodes (row,
column) are
connected, empty
if not.

ping string ip boolean
describing
whether device is
alive or not.

Asks the network
what devices are
available

Table 9-3. Methods in Discover class.

Info Class

This class is invoked when a client wants information about services and how to
use them. This is the class that the clients/managers will always use (by going
through the Lookup class) and query.

Method Parameters Return value Description
getSearchWords - string[] showing

what searchwords
are available

Gets available
keywords to use
for searching
services.
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Method Parameters Return value Description
searchService hashtable

searchWords
string[][] making
a table of the
result

Making a service
search, result will
be services
matching the
search criteria and
info about them.

Table 9-4. Methods in Info class.

LookupStorage Class

All classes in this module stores information. The information can be saved in
any format, database, XML etc. This class contains methods to get certain parts
of the stored information and hides the storage from the user.

Method Parameters Return value Description
addServices stringdomain,

stringname,string
description,string
device,stringnoi,
string[] mis,
stringparameters,
boolean[]
saveHistory,string
ip

int describing
status of the call

Adds a service to
the database.

addTopology string[][] nodes int describing
status of the call

Adds the network
topology (graph)
to the database.

getSearchWords - string[] describing
what searchwords
are available

Gets available
keywords to use
for searching
services.
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Method Parameters Return value Description
getServices - string[][]

describing the
available services

Gets info about all
available services.

getServices hashtablesearch string[][]
describing the
available services

Making a search in
the database, result
will be a table
with the matching
services and info
about them.

getTopology - string[][]
describing the
network topology

Gets a table with
two columns, IP
%rarr; IP.

removeService stringnoimis int describing
status of the call

Removes a service
with a certain
NOIMIS.

Table 9-5. Methods in LookupStorage class.

9.3.1.5 Collaboration Diagrams

A collaboration diagram showing what happens when a client wants to register
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itself to the Event Handler is shown inFigure 9-9.

Figure 9-9. Collaboration diagram of what happens when a client wants to
use a service.

Another collaboration diagram is shown inFigure 9-10. It shows what happens
when a device registers itself to the Lookup Service.

Figure 9-10. Collaboration diagram of a device registering itself.
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9.3.2 Event Handler Module
The Event Handler module and service takes care of all traps and events on the
network. When the Event Handler gets an SNMP trap, it will check in its
configuration and see to whom to forward the event to; it could be a manager, a
logging service or any other service that supports the protocols and API the
Event Handler is using for forwarding events. Beside traps, the Event Handler
can receive different events from manager applications or services. The
Monitoring service can for instance send an event when it detects intrusion
attempts. Clients can send events to acknowledge they have taken care of a
network failure that earlier was reported by the Event Handler. The Event
Handler can make use of the Scheduler help class to regularly remind managers
about events they have not yet acknowledged.

If syslog support is wanted for this module, the Event Handler must have a
daemon listening on UDP port 514, receiving syslog messages. When a message
is received, priority and date has to be adjusted to fit into the network
management system, then it can forward the event to the Event Handler class for
processing.

9.3.2.1 Requirements

The Event Handler’s task is to:

• Receive traps from devices/services and act according to what it is configured
to do. Mostly they are forwarded to managers/clients who have registered
themselves to the Event Handler.

• Receive events from managers and other network management services (e.g.
Event Logging Service, Monitoring Service etc) and act according to what it
is configured to do.

9.3.2.2 Storage

This module stores information specifying what should happen or who should be
notified when receiving a certain event/trap. This could for example be stored in
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a database. A database would have the tables Events, Receivers and Domains.
The following information needs to be stored in Events:

• A unique integer ID identifying the entry.

• A string identifying what event it is.

• A number specifying the priority of the event.

• A number telling if and how the event should be acked.

• An integer referring to an entry in the Domains table.

In Domains it is specified what domain should be notified about what event. The
table would look accordingly:

• A unique integer ID identifying the entry.

• The domain that wants to be notified about the event.

• A group (subdomain) in the certain domain that all will get notified of a
certain event. A common group will be "managers", all managers in the same
domain should be notified of the same event.

Receivers specifies what managers and services that belong to a certain domain
and that have registered that they want to be notified of certain events.

• A unique integer ID referring to an entry in the Domains table.

• The NOI of a receiver, makes it possible to communicate with it.

The ER-diagram of the database looks accordingly:
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Figure 9-11. ER-diagram for the Event Handler database.

9.3.2.3 Classes

The Event Handler module consists only of the classes EventHandler and
Storage. There is also the use of various protocol adapters that makes the Event
Handler able to use any protocol for communication. The class structure is very
simple and looks like in figureFigure 9-12.

Figure 9-12. The class structure and communication for the Lookup
module.

EventHandler Class

This is the main class. It receives traps and events from devices and clients and
then make appropriate actions.
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Method Parameters Return value Description
ackEvent int eventId - Tells the Event

Handler that an
event has been
acknowledged.
This information
is forwarded to the
Event Logging
Service and online
clients. eventId is
the ID of the event
in the Event
Logging Service.

addEvent string
nmswpEventId,
stringdomain,
stringgroup,
stringpriority,
stringack

int describing
status of the call

Adds an event that
every manager in
the specified
domain and group
should be notified
of.

eventOccured string
nmswpEventId,
string timestamp

- Tells the Event
Handler that an
event occurred.

getSearchWords - string[] containing
the search words.

Tells the manager
what search words
are available.
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Method Parameters Return value Description
registerEvent
Receiver

string receiver,
stringgroup,
stringdomain

int describing
status of the call

Registers a
receiver, it will
then get events
when they occur.
When managers
are offline, there is
no need to try to
send them events,
but the
configuration
should still last
when they log out
from the system.
Receiver is
specified by a
NOI.

removeEvent string
nmswpEventId

int describing
status of the call

Removes every
event entry
matching with
nmswpEventId.

removeEvent string
nmswpEventId,
stringdomain

int describing
status of the call

Removes the
domain from the
certain event. The
domain will no
longer be notified
about the event.

removeEvent string
nmswpEventId,
stringdomain,
stringgroup

int describing
status of the call

Removes the
domain and group
from the certain
event. The
domain/group will
no longer be
notified about the
event.
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Method Parameters Return value Description
searchEvents hashtablesearch string[][] making

a table containing
the search result

Searches the Event
Handler service
for certain event
entries, the result
is a table that
contains the result.

unregisterEvent
Receiver

string receiver,
stringdomain,
stringgroup

int describing
status of the call

Unregisters a
receiver. The
receiver will be
removed from
storage and will
not be notified
about any events.
This is typically
used when a
manager goes
offline.

Table 9-6. Methods in EventHandler class.

EventStorage Class

This is not the same class as used in the Lookup module, but has the same
purpose, to be an abstract layer (interface) that hides how the information is
stored.

Method Parameters Return value Description
addEvent string

nmswpEventId,
stringdomain,
stringgroup,
stringpriority,
stringack

int describing
status of the call

Adds an event to
the database.
Receiver will be
notified about the
event (specified by
nmswpEventId).
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Method Parameters Return value Description
addReceiver stringdomain,

stringgroup,
stringnoi

int describing
status of the call

Adds a receiver to
the database.
Receiver will be
notified about the
events that belongs
to its own domain.

removeDomain stringdomain int describing
status of the call

Removes a domain
from the database.

removeEvent string
nmswpEvent

int describing
status of the call

Removes an event
from the database.

removeReceiver string receiver int describing
status of the call

Removes the
receiver from
database.

Table 9-7. Methods in EventStorage class.

9.3.2.4 Collaboration Diagrams

A simple collaboration diagram illustrating what happens when a client wants to
register itself to the Event Handler is shown inFigure 9-13.

Figure 9-13. Collaboration diagram for a scheduled poll.
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9.3.3 Event Logging Module

9.3.3.1 Requirements

The Event Logging Service’s task is to log important events on the network.
Most (if not all) log requests come from the Event Handler.

9.3.3.2 Security

A logging service can easily be a victim of a DoS attack if anyone can write logs
to it. Therefore authentication is necessary when issuing requests to this service.
The traffic between Event Handler and Event Logging Service is mostly not top
secret and if there are performance issues encryption does not have to be used.
However, the Event Logging Service gets to know almost everything that
happens on the network. The less outsiders know about the network the better.
Therefore, traffic to the Event Logging Service should be encrypted if possible.

9.3.3.3 Storage

The information storage is the core of this service. All requests the Event
Logging Service gets are either to store information in the database or to retrieve
stored information. The database contains information about what events have
been taken place and if they have been acknowledged. When a manager comes
online it can ask the Event Logging Service if there are any events that have not
been acknowledged and then start to investigate those. In the database case there
are two tables: Events and Acks. Events contains:

• An ID that uniquely defines the database entry.

• NMSWP ID that uniquely defines the event.

• A number telling whether the event should be acked and what ack is required
(there are two types of acks). The available acks are "event notified" and
"error fixed" and they are integer constants in this class. Both types of acks
can be required.

• A timestamp describing when the event occurred.
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• A number telling what priority the event has.

• A message describing the event.

• IP address of the device causing the event.

Acks:

• An ID referring to the ID in the Events table.

• An event message specified by a string that describes the event.

• A timestamp that specifies when the event occured.

• The type of the ack. It can either be "event notified" or "error fixed".

• The name of the person who acked the event.

The ER-diagram is shown in figureFigure 9-14.

Figure 9-14. ER-diagram for the Event Logging database.

9.3.3.4 Classes

The Event Logging module makes use of the classes EventLogging and Storage
and various network protocol adapters. The class structure is shown in figure
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Figure 9-15.

Figure 9-15. The class structure and communication for the Event Handler
module.

EventLogging Class

The EventLogging class gets requests from outside (local or through network
adapters) and calls methods in Storage class to either store information to the
database or retrieve information.

Method Parameters Return value Description
getAcks - string[][]

describing the
acks

Gets information
about all logged
acks.

getAcks string timestamp string[][]
describing the
acks

Gets information
about all logged
acks logged after a
certain time.

getAcks stringsooner,
string later

string[][]
describing the
acks

Gets information
about all logged
acks logged within
a certain time
interval, sooner or
later being
timestamps.

getAcksByEvent string
nmswpEvent

string[][]
describing the
acks

Gets information
about all logged
acks belonging to
a certain event.
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Method Parameters Return value Description
getAcksByEvent string

nmswpEvent,
string timestamp

string[][]
describing the
acks

Gets information
about all logged
acks belonging to
a certain event
occurring at a
certain time.

getAcksByEvent string
nmswpEvent,
stringsooner,
string later

string[][]
describing the
acks

Gets information
about all logged
acks belonging to
a certain event
occurring within a
certain time
interval, sooner or
later being
timestamps.

getEvents - string[][]
describing the
logging events
table

Gets information
about all logged
events.

getEvents string timestamp string[][]
describing a part
of the logging
events table

Gets information
about all events
logged after a
certain time.

getEvents stringsooner,
string later

string[][]
describing a part
of the logging
events table

Gets information
about all events
logged within a
certain time
interval, sooner or
later being
timestamps.

getEventsByIP string ip string[][]
describing the
events

Gets information
about all logged
events
corresponding to a
certain IP address.
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Method Parameters Return value Description
getEventsNotAcked- string[][]

describing events
not been
acknowledged

Gets information
about the events
that not yet have
been
acknowledged.

getEventsNotAckedstring timestamp string[][]
describing events
not been
acknowledged

Gets information
about the events
that not yet have
been
acknowledged and
that occurred after
a certain time.

getLastAcks int numberAcks string[][]
describing the
acks

Gets information
about the last acks
that have been
logged.

getLastEvents int numberEvents string[][]
describing a part
of the logging
events table

Gets information
about the last
events.

logAck stringeventId,
string
ackedByWho,
string timestamp,
stringmessage,
string type

int describing the
status of the call

Adds an ack entry
to the Event
Logging Service.
eventId is an ID
referring to an
event in the Events
table.

logEvent int nmswpEventId,
int priority, string
timestamp,int ack,
string ip

int specifying an
ID

Adds a log event
entry into the
Event Logging
service. The ID of
the event (in the
database) is
returned.
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Method Parameters Return value Description
logEvent int nmswpEventId,

int priority, string
timestamp,int ack,
stringmessage,
string ip

int specifying an
ID

Adds an event
entry to the Event
Logging Service,
where message is
logged instead of
the NMSWP’s
own description of
the event. The ID
of the event (in the
database) is
returned.

Table 9-8. Methods in EventLogging class.

LoggingStorage Class

Method Parameters Return value Description
addAck stringeventId,

string
ackedByWho,
string timestamp,
stringmessage,int
type

int describing the
status of the call

Adds an ack entry
to database.

addEvent int nmswpEventId,
int priority, string
timestamp,int ack,
stringmessage,
string ip

int describing the
status of the call

Adds an event
entry to database.

getAcks - strings[][]
describing the
acks

Gets information
about all acks in
database.
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Method Parameters Return value Description
getAcks string timestamp string[][]

describing the
acks

Gets information
about all acks in
database that
occurred after a
certain time.

getAcks stringsooner,
string later

string[][]
describing the
acks

Gets information
about all acks in
database that has
been logged
within a certain
time interval,
sooner or later
being timestamps.

getAcksByEvent string
nmswpEvent

string[][]
describing the
acks

Gets information
about all acks in
database
belonging to a
certain event.

getAcksByEvent string
nmswpEvent,
string timestamp

string[][]
describing the
acks

Gets information
about all acks in
database
belonging to a
certain event
occurring at a
certain time.

getAcksByEvent string
nmswpEvent,
stringsooner,
string later

string[][]
describing the
acks

Gets information
about all acks in
database
belonging to a
certain event
occurring within a
certain time
interval, sooner or
later being
timestamps.
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Method Parameters Return value Description
getEvents - string[][]

describing the
logging events
table

Gets information
about all events in
database.

getEvents string timestamp string[][]
describing the
logging events
table

Gets information
about all events in
database logged
after a certain
time.

getEvents stringsooner,
string later

string[][]
describing the
logging events
table

Gets information
about all events in
database logged
within a certain
time interval,
sooner or later
being timestamps.

getEventsNotAcked- string[][]
describing events
not been
acknowledged

Gets information
about the events in
the database that
does not have a
corresponding ack
entry.

getEventsNotAckedstring timestamp strings[][]
describing events
not been
acknowledged

Gets information
about the events
that yet not have
been
acknowledged and
that occurred after
a certain time.

getLastAcks int numberAcks string[][]
describing the
acks

Gets information
about the last acks
been logged.
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Method Parameters Return value Description
getLastEvents int numberEvents string[][]

describing the
logging events
table

Gets information
about the last
events.

Table 9-9. Methods in LoggingStorage class.

9.3.3.5 Collaboration Diagrams

A simple collaboration diagram illustrating what happens when the Event
Handler wants to log an event is shown inFigure 9-16.

Figure 9-16. Collaboration diagram showing when Event Handler logs an
event.

9.3.4 History Module
There are two ways to design a History Service. The first option is that the
clients send all messages to a History Service which analyses the messages and
then forwards them (unchanged) to the device. If the analysis shows that the
message will change a parameter (e.g. SNMP set), then the action will be stored
in history. The History Service would then need a database containing what
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actions on what managed objects that should be recorded. The other option is to
add another column to theLookuptable in the Lookup Service, where each entry
contains either 0 or 1. 1 would mean that when the client uses the service, it
should send the request to the History Service. The second option moves the
configuration from the History Service to the Lookup Service. The second
option allows the service that registers itself to the Lookup Service to tell if its
actions should be recorded or not. The first option has the advantage that all
management messages can be recorded. A database containing what operations
should be recorded or not allows the network engineers to configure the History
Service to record certain messages, even messages that will not change any
parameter (e.g. SNMP set).

This document recommends the second option. It does not allow detailed and
remote configuration; a certain operation on a certain managed object on a
certain device can not be specified, but this would probably not be used very
often anyway - the History Service’s primary goal is to store configurations.
Adding a column to theLookuptable, the client will know when to send a
message to the History Service and when not to.

9.3.4.1 Requirements

The History Service’s task is to:

• Record the NMSWP messages that are sent to it.

9.3.4.2 Storage

The History Service stores:

• The NOI of the owner of the managed object.

• The NMSWP ID of the object.

• The value of the object.

• The timestamp of when the object was modified.
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The ER-diagram of the simple database is shown inFigure 9-17.

Figure 9-17. ER-diagram for the history database.

9.3.4.3 Classes

This module is quite simple. It consists of the classes History and Storage. The
structure of the classes are shown in figureFigure 9-18.

Figure 9-18. The class structure and communication for the History module.

History Class

This is the module’s main class. It gets management messages from one of the
network adapters and checks with theStorageclass if the messages should be
recorded. If is should be recorded,Storagestores part of the message in database.
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Method Parameters Return value Description
Method Parameters Return value Description
history string

nmswpEvent
int describing
status of the call

Asks Storage to
save the NMSWP
event.

Table 9-10. Methods in History class.

HistoryStorage Class

Method Parameters Return value Description
saveHistory stringnoi, string

nmswpEventId,
stringvalue

int describing the
status of the call

Saving a message
to the database.

Table 9-11. Methods in HistoryStorage class.

9.3.4.4 Collaboration Diagrams

In Section 9.3.4two ways to design the History Service was mentioned. One of
the solutions requires the History Service to know where to forward the
message. The History Service gets simpler if it just stores history and nothing

132



Chapter 9 Suggested Design

else, so the other solution is recommended and it is shown inFigure 9-19.

Figure 9-19. A collaboration diagram showing how to use the History
Service.

Every message is duplicated; one message is sent to the History Service and one
is sent directly from the client (using a local Protocol Proxy) to the device. When
the client asks about information of the service it wants to use it also gets to
know if the messages should be recorded by the History Service.

9.3.5 Protocol Proxy Module
Protocol Proxy module converts Corba, SNMP, CMIP etc into a protocol that
every service understand. It can also reverse the process and convert this
protocol to SNMP, CMIP, DMI and others. The proxy can also be used as an
encryption/decryption proxy.

As SNMP and CMIP describe events and traps in different ways, we would have
to have duplicate entries in the database describing what to do if it receives an
SNMP trap and what to do if it receives a CMIP trap. Having a protocol
converter, one only needs one entry in the database. Having a central protocol
also makes the client lighter; it does not have to know all possible management
protocols, it just needs to know this very protocol.

When a manager wants to send a request to an SNMP-enabled device, it uses
NMSWP instead. The manager puts together the request and sends it to the
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protocol proxy. The proxy disassembles the message, converts it to an SNMP
request and forwards it to the device. If there is the desire to convert SNMP to
CMIP, one first converts SNMP to NMSWP and then converts NMSWP to
CMIP.

9.3.5.1 Requirements

The Protocol Proxy’s tasks are to:

• Convert NMSWP to another protocol like SNMP, CMIP and Corba.

• Convert protocols like SNMP, CMIP and Corba to NMSWP.

• Decrypt messages that are encrypted and forward them to other device. The
decryption part is handled by the network adapter, so the design will not show
any decryption functionality.

9.3.5.2 Security

Just converting between different protocols needs no security (Chapter 4).
Anyone will be able to convert CMIP messages to SNMP messages, no harm
can be done in this process.

The proxy can also be used as an encryption proxy. A client might want to send
requests to an agent that is not able to handle encrypted traffic. The client then
sends encrypted requests to the Protocol Proxy instead, which then decrypts and
forwards them to the agent. This way the traffic is encrypted between the client
and protocol proxy, but not between the protocol proxy and the agent.

As all configuration information can be valuable to crackers, the information
should be encrypted. IPSec can do this and it is transparent to the proxy (as the
encryption is made in network layer).

9.3.5.3 Classes

This module is not very complex when it comes to what it actually does. It
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consists of a class ProtocolProxy and various classes representing SNMP, CMIP
etc. The structure of the classes are shown in figureFigure 9-20.

Figure 9-20. The class structure and communication for the Protocol Proxy
module.

ProtocolProxy Class

All client queries go through this class. First a network adapter receives a
request from the network. It forwards the request to ProtocolProxy, which in turn
forwards the request to the class that knows how to handle it, for instance an
SNMPv1 request is forwarded to the SNMPv1 class.

Method Parameters Return value Description
convert string from, string

to, string
nmswpEvent,
string receiver

stringbeing a
NOIMIS, is the
converted message

Converts for
example an
SNMPv1 request
to CMIP (with a
middle step of
converting to
NMSWP) and is
forwarded to
receiver.

Table 9-12. Methods in ProtocolProxy class.

SNMPv1 Class

There is one class for each protocol that is able to convert to NMSWP and this is
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one of them. This class includes methods both for converting SNMPv1 to
NMSWP and for converting NMSWP to SNMPv1.

Method Parameters Return value Description
convertFrom
NMSWP

string
nmswpEvent

stringcontaining
the new SNMPv1
package

Converts an
NMSWP request
to an SNMP
request.

convertToNMSWPstring
snmpv1Event

stringcontaining
the new NMSWP
package

Converts an
SNMPv1 request
to an NMSWP
request.

Table 9-13. Methods in SNMPv1 class.

9.3.5.4 Collaboration Diagrams

A client might only know the SNMPv3 protocol, but wants to configure a device
that only knows SNMPv1. The collaboration diagram shown inFigure 9-21
shows how a proxy converts the client’s SNMPv3 get request to an SNMPv1 get
request and forwards the new message to the device.

Figure 9-21. Collaboration diagram converting SNMPv3 to SNMPv1.
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9.3.6 Monitoring Module
This module or service is constantly capturing all data traveling on the network.
A filter chooses what data to analyze and statistics are being saved in a database.
That makes one able to see network performance and usage. Data being saved
also helps in detecting DoS attacks, intrusion attempts etc by, for example,
analyzing patterns in traffic. Most of the capturing is done by RMON, but this
design also has similar functions, thus allowing the network engineers to
monitor and analyze packets that RMON does not support. This could for
instance be advanced security checks.

This module also makes regular requests to network devices for checking status.
To be able to collect statistics about how the network devices do one has to
regularly poll values (managed objects) from devices. For instance if one wants
to know when, during a day, a device is mostly used, one can check (poll) the
usage every 5 minutes and get a nice diagram showing exactly when the peaks
are. To regularly and automatically poll in certain intervals we make use of the
Scheduler class, which is described inSection 9.3.8.2. Polling is also useful
when SNMP can not send traps. If the SNMP agent can not send a trap for a
certain managed object one can poll the desired managed object regularly and
check if it is within specified limits.

9.3.6.1 Requirements

Monitoring’s task is to:

• Partly work as a sniffer or probe and capture network traffic. If the captured
traffic show any problems of any kind, it can send events to the Event Handler.

• Regularly poll certain values (managed objects) from agents and send events
to the Event Handler if the polled values show there are problems.

• Regularly send statistic reports, to the manager, based on the data collected by
the capturing and polling.
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This service must be remotely configurable, one must be able to set filters and
choose what traffic patterns will cause events and also what managed objects to
poll and how often. When analyzes show there is an intrusion attempt taking
place, this module can send an event to the Event Handler explaining what is
happening.

9.3.6.2 Storage

Data is constantly captured and some of it are stored. The storage medium can
later be scanned for finding performance issues, security violation attempts, but
also just to show statistics of traffic or device behavior.

There is a schedule telling when to poll or make a report and how to do it. This
information is stored in a database. Data is polled from different network
devices, that information is also stored in this database. When a value is polled it
can be compared to a threshold value and if it is on the wrong side of the limit,
events can be sent to the Event Handler. The threshold values are specified in the
database. The database includes three tables. Statistics table:

• NMSWP ID, identifying what event is stored.

• A value specifying the status of the event.

• A timestamp specifying when the value was collected.

Threshold table:

• A unique integer ID, identifying the entry in the table.

• NMSWP ID, identifying the event.

• Threshold type, being a number telling if the type is ’>’, ’≥’, ’<’, ’≤’ or ’=’.
’x < y < z’ is solved by having two entries.

• Threshold value, specifying what value the NMSWP status should be checked
against.

• Receiver of the event if ever triggered, specified by a NOIMIS.

Filter table:
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• A unique integer ID, referring to the ID in the Threshold table.

• An integer telling how many times in a row the event should occur before an
event is triggered. Spontaneous events can be filtered out.

• The number of seconds that must pass between events if they should not be
reported. If an event happens after another (same kind of event) within the
specified time period, the Event Handler will be informed.

The ER-diagram for this database is accordingly:

Figure 9-22. Monitor database showing only the polling part.

9.3.6.3 Security

Only authenticated users should be allowed to configure this service. Monitoring
sends information about devices, performance and security alerts and other
information. There is no critical information flowing from Monitoring service,
but it tells security vulnerabilities and condition of the system. This information

139



Chapter 9 Suggested Design

is valuable to someone trying to make intrusion attempts, so communication
between Monitoring service and Event Handler should be encrypted, but there is
always the option to turn it off to gain performance.

9.3.6.4 Classes

This module consists of the classes Capture, Statistics, Performance, Security,
Monitoring, Storage, Polling and network specific classes. Ethernet, IP, TCP and
UDP are protocols very common in the TCP/IP suite. When working in a
common LAN environment these are the protocols used and classes in this
modules are named after them. They are only used in the capturing process. The
methods of Capture, Performance, Security and network specific classes are not
described here. They are too complex to be investigated here. The structure and
communication of the classes is shown in figureFigure 9-23.

Figure 9-23. The class structure and communication for the Monitoring
module.

Capture Class

This class is responsible for capturing all traffic on the network. It then sends the
packets to the Ethernet class for analyzing. It has a main method that will start
the process of capturing network packets. How capturing is done is specific for
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every operating system and it is also very complex, this class’ methods are
therefore not described.

Network Specific Classes

To make an understandable example of the data flow in this module, the network
specific classes Ethernet, IP and TCP are used. Capture class receives all packets
on the network. They are then forwarded to the Ethernet class. It knows the
structure of the Ethernet packets and knows how to interpret the bits. The
packets get analyzed and then the configuration is checked to see what should be
done with the packets. The packets could be passed to the Statistics class for
storage or could be sent to either Security or Performance for security and
performance analyzes. When this is done the Ethernet class passes the packets
over to the IP class for further analyzing the content. Only the IP class knows
how to interpret the IP header in the packets. Depending on configuration the IP
class can determine where to forward the packets. The possible destinations are
the same as for Ethernet. The same procedure is applicable to TCP.

Statistics Class

When Ethernet, IP or TCP holds a packet that would be interesting to store for
statistic purposes, they can send it to the Statistics class and it will store the
interesting parts of the packet in a database.

Method Parameters Return value Description
getStatistics - string[][]

containing the
statistics

Gets all statistics
available by this
service.

getStatistics string[]
nmswpEvents

string[][]
containing the
statistics

Gets all statistics
belonging to a
certain event.
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Method Parameters Return value Description
getStatistics string[]

nmswpEvents,int
timestamp

string[][]
containing the
statistics

Gets all statistics
belonging to a
certain event and
occurred in a
certain time
period.

getStatistics string[]
nmswpEvents,int
sooner,int later

string[][]
containing the
statistics

Gets all statistics
belonging to a
certain event that
occurred in a
certain time
interval.

getStatistics int timestamp string[][]
containing the
statistics

Gets all statistics
produced after a
certain time.

getStatistics int sooner,int later string[][]
containing the
statistics

Gets all statistics
produced in a
certain time
interval.

Table 9-14. Methods in Statistics class.

Performance Class

Various packets can be forwarded to this class. It will analyze the packets and
see if there are any performance issues on the network. If there are any problems
it can send events to the Event Handler.

Security Class

Similar to Performance its purpose is to analyze the packets, but it is looking for
certain security patterns rather than performance patterns.
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Monitoring Class

The manager of the network management system must be able to read the
statistics gathered by this service and also be able to set configurations; what
packets should be stored into statistics, what should be the threshold for this
parameter, for what values should events to the Event Handler be sent etc. The
manager/monitoring service communication is handled by this class, with help
of various protocol adapters.

Method Parameters Return value Description
addThreshold string

nmswpEventId,
string type,string
value,string
receiver,int
timesInARow

int describing
status of the call

Sets a threshold
for nmswpEventId
specifying at what
limit to trigger an
event.

getStatistics - string[][]
containing the
statistics

Gets all statistics
available by this
service.

getStatistics string[]
nmswpEvents

string[][]
containing the
statistics

Gets all statistics
belonging to a
certain event.

getStatistics string[]
nmswpEvents,int
sooner,int later

string[][]
containing the
statistics

Gets all statistics
belonging to a
certain event that
occurred in a
certain time
interval.

getStatistics stringsooner,
string later

string[][]
containing the
statistics

Gets all statistics
produced in a
certain time
interval.

getThresholds - string[][]
containing the
thresholds

Gets all threshold
information
available in this
service.
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Method Parameters Return value Description
getThresholds string[]

nmswpEvents
string[][]
containing the
thresholds

Gets all thresholds
belonging to a
certain event.

removeThreshold string[]
nmswpEventIds

int describing
status of the call

Removes
threshold from an
NMSWP id.

Table 9-15. Methods in Monitoring class.

Polling Class

This class handles everything about polling. When Scheduler notices that a
managed object should be retrieved, it tells the Polling class about this. After
that, the Polling class polls the value and puts it into database for statistics. It
also checks the value against what it should be and if the value is out of bounds
it can inform the Event Handler about this.
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9.3.6.5 Collaboration Diagrams

A simple collaboration diagram for polling is inFigure 9-24

Figure 9-24. Collaboration diagram for a scheduled poll.

9.3.7 Client Module
A client is (preferably) a graphical user interface (GUI), a manager for a network
management system, getting information about everything of interest that
happens on the network. It get events when a device is down, when performance
is poor and when intrusions are detected. The GUI notifies the network
engineers in some way; blinking icons, continuously changing colours etc.
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9.3.7.1 Requirements

The Client’s task is to:

• Get events and acks from the Event Handler.

• Check the Logging Service for logged events and acknowledges.

• Send chosen messages to the History Service.

• Show the events and acks in the GUI. The presentation of the events should be
obvious to the network engineer. An error event must easily be detected and
colours and blinking should not be used in a way that it gets irritating to look
at the screen.

9.3.7.2 Classes

This module consists of many classes. The GUI is not described in detail, but
some suggestions are made here. A GUI designed in an object oriented language
usually have lots of classes; menu, button, every single widget is typically a
class. What GUI classes the Client module should contain are not described
here, but classes likeGUINode, MainMenu, NodeMenu, WorkingArea,
NetworkGraph, StatusDialogandHistoryDialogwould probably be convenient.
The menus and dialogs inherent from the generic menu and dialogs that exist in
the GUI toolkit of choice. The non-GUI part of the module consists of the
classesClient, NodeandEvents. The structure and communication of the
non-GUI classes is shown in figureFigure 9-25.

Figure 9-25. The class structure and communication for the Client module.
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Client Class

This is the main class and it provides the API for the module. All Event Handler
queries go through this class. First an adapter receives a request from the
network. It forwards the request to Client, which in turn performs appropriate
actions.

Method Parameters Return value Description
ack int eventID,int

ackType
int describing the
status of the call

Tells the client that
an
acknowledgment
of an event has
been made (by
another clients).

event int eventId,string
nmswpEvent,
stringpriority, int
ackType,int
eventID

int describing the
status of the call

Tells the client that
an event has
occurred. ackType
specifies what type
of
acknowledgment
is required for the
event.

remindEvent int nmswpEvent,
int priority

int describing the
status of the call

Tells the client that
an event earlier
occurred that has
not yet been
acknowledged.

Table 9-16. Methods in Client class.

Events

When Client class gets an event from the network, it informs the Event class
about it. The Event class stores (in memory)eventID, nmswpEvent, priority,
ackType, statusandtrigger. Status specifies whether an event has been "notify"
acknowledged or "resolved" acknowledged. Trigger specifies who triggered the
event. Mostly this will be a node (device).
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When an error is fixed an the eventID and its corresponding information do not
have to be stored anymore, then it is stored in a history. This acts like a cache, the
events are also stored in Event Logging Service. As it is just a temporary cache,
the history should be rather fresh. A time can be set, specifying how old history
is stored in the cache. This time value is shared by both Node and Events class.

Method Parameters Return value Description
ack int eventID,int

ackType
int describing the
status of the call

Something has
acknowledged an
earlier event. This
class changes the
status of the event.

event int eventID,int
nmswpEvent,int
ackType,int
priority

int describing the
status of the call

A certain event
with a certain
priority and
eventID has
occurred. The
event requires an
ack of a certain
type, specified by
ackType.

getStatus int eventID int containing the
status

Gets the status of
an earlier event
with the ID
eventID.

Table 9-17. Methods in Events class.

Node Class

This class stores a node’s status and some other information about it, for instance
the model of the device and its IP address. When a user wants to use a service,
the GUINode informs the Node class, then the Node class forwards the request
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to the Client class, which then uses the NOIMIS to send the request to the
specified service. Node has a list of eventIDs specifying what events have not yet
been acknowledge to the level required ("notify" or "resolved"). If Node wants
to know the status of an eventID, it can ask Events class.

When an error is fixed and the eventID does not have to be stored anymore, then
it is stored in a history. This acts like a cache, the events are also stored in Event
Logging Service.

Method Parameters Return value Description
event int eventID,string

message
int describing the
status of the call

Informs the Node
about an event.

getDeviceInfo - string[][] forming
a table containing
information about
the device

Gets a history of
events and acks
belonging to this
node (device).

getEvents - int[] containing
eventIDs

Gets the eventIDs
current for this
node. This is
typically used by
GUINode.

getHistory int last string[][] forming
a table containing
information about
the events and
acks.

Gets the last
events and acks
belonging to this
node (device), the
number of events
and acks to get are
specified by the
parameter last.

getIP - stringcontaining
an IP address

Gets the IP
address of this
node.

getNoimis - int describing the
status of the call

Gets the NOIMIS
of this node.
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Method Parameters Return value Description
getStatus int eventID int describing the

status of the event
Gets the status of
the specified
event.

statusChanged - int describing the
status of the call

Informs the node
that its status has
changed.

Table 9-18. Methods in Node class.

9.3.7.3 Collaboration Diagrams

The collaboration diagram inFigure 9-26shows an example of what happens
when the Client module gets an event from the Event Handler.

Figure 9-26. Collaboration diagram showing when the client receives an
event.

Another collaboration diagram is shown inFigure 9-27. It is an example showing
what happens when the Client module gets an ack from the Event Handler.
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Figure 9-27. Collaboration diagram showing when the client receives an
ack.

9.3.8 Various Classes

9.3.8.1 DistributedService

All services (including the clients/managers) inherent from this class. This
makes the services distributed. A distributed system can be quite complex, but
here only the API is shown, not the internal methods.

Method Parameters Return value Description
send stringnoimis int describing the

status of the call
Performs a
request, forwarded
on the network.

Table 9-19. Methods in DistributedService class.
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9.3.8.2 Scheduler Class

There are several tasks that need a scheduler. All tasks that should be done
automatically at certain times need a scheduler that starts the task. For instance,
the Polling module can automate different tasks. Once every minute (could be
second, it is up to the implementation) a schedule is scanned to see if there is
some device that should be polled. This can be done any time around the hour
without interaction from any user. The functionality is similar tocrontab(that
various UNIX systems use), but Scheduler has the ability to make remote
invocations instead of local commands. As it is good to use standards and
unnecessary to reinvent the wheel, Scheduler uses the same way as crontab to
specify when certain tasks should be performed.

Scheduler should be able to:

• Regularly run arbitrary commands and make function calls (locally).

• Regularly make remote method invocations.

Method Parameters Return value Description
add stringmonth,

string
dayOfMonth,
stringdayOfWeek,
stringhour,string
minute

int describing the
status of the call

Adding an entry to
the schedule.

getAll - string[][] making
a table describing
the whole current
schedule.

Getting the
schedule.

remove int entry int describing the
status of the call

Removes the nth
entry (specified by
the parameter
entry) in the table.

Table 9-20. Methods in Scheduler class.
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9.3.8.3 NOIMIS Class

This class has the knowledge of how NOIMIS works. If a service wants to know
the IP of a receiver it can use this class, if it wants to communicate with another
service or manager it uses this class. NOIMIS is able to:

• Parse and extract information from a NOIMIS.

• Make the method invocation specified by a NOIMIS.

Method Parameters Return value Description
getIP - stringcontaining

the IP address of
the network object

Gets the IP of the
NOI.

getMethod - stringcontaining
the method in the
NOIMIS

Gets the method
specified by a
NOIMIS.

getNOI - stringcontaining
the NOI of the
NOIMIS

Gets the NOI from
the NOIMIS.

getParameters - string[] containing
the parameters

Gets the
parameters in the
NOIMIS.

NOIMIS stringnoimis - The Constructor,
wanting a
NOIMIS string as
an argument.

send - int describing the
status of the call

Sends an NMSWP
message, specified
by the internal
NOIMIS.
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Method Parameters Return value Description
toNMSWP - stringcontaining

an NMSWP
message

Converts the
NOIMIS object to
an NMSWP
message.

Table 9-21. Methods in NOIMIS class.

9.3.8.4 ReportProducer Class

Reports can be very valuable for network engineers. Automatically getting a
summary of traffic, performance and security once a week can give a good
understanding about the network, how it is used etc. But it is also important that
reports are short and well written, otherwise it will just be something the network
engineers throw in the trash. Reports can be of any medium, e-mail, paper,
instant message etc. This class includes all methods for producing good reports.

ReportProducer should be able to:

• Regularly make reports and send them to clients.

• Be configured remotely. A client should be allowed to specify what
parameters a report should contain.

Method Parameters Return value Description
changeSchedule stringmonth,

string
dayOfMonth,
stringdayOfWeek,
stringhour,string
minute

int describing the
status of the call

Sets the interval,
which specifies
how often the
report should be
sent.

154



Chapter 9 Suggested Design

Method Parameters Return value Description
changeSettings string[] keys,

boolean[]values
int describing the
status of the call

Changes the
settings according
to the key→ value
mappings. If one
specifies a value to
false, the
corresponding key
will not follow the
nextcoming
reports.

getSettings - string[] containing
the settings

Gets the report
settings. The client
should be able to
change what the
reports should
contain.

makeReport - string[][]
containing the
report

Makes a report, a
summary of
relevent events and
sends it to online
clients. The report
is a table (with two
columns) with
name→ value
mappings.

send string[][] report int describing the
status of the call

Sends the report to
a client.

Table 9-22. Methods in ReportProducer class.

155



Chapter 9 Suggested Design

156



A. List of Acronyms

AES Advanced Encryption Standard
API Application Programming Interface
CBC Cipher Block Chaining
CIM Common Information Model
CIMOM CIM Object Manager
CMIP Common Management Information

Protocol
CMIS Common Management Information

Service
CMOT CMIP Over TCP/IP
CORBA Common Object Request Broker

Architecture
CRC Cyclic Redundancy Check
CVS Concurrent Versions System
DES Data Encryption Standard
DMI Desktop Management Interface
DMTF Desktop Management Task Force
DoS Denial of Service
DVD Digital Versatile Disc
HTTP Hypertext Transport Protocol
ICMP Internet Control Message Protocol
IEEE Institute of Electrical and Electronic

Engineers
IETF Internet Engineering Task Force
IP Internet Protocol
ISO International Organization for

Standardization
ITU-T International Telecommunication

Union - Telecommunication
Standardization Sector

JDMK Java Dynamic Management Kit
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JMX Java Management Extensions
LAN Local Area Network
MA Mobile Agent
MAC Message Authentication Code
MIB Management Information Base
MIME Multi-Purpose Internet Mail

Extensions
NMS Network Management System
NMSWP Network Management System Wide

Protocol
OSI International Organization for

Standardization
OSS Operations Support System
PDA Personal Digital Assistant
PDU Packet Data Unit
PING Packet Internet Grouper
QoS Quality of Service
RFC Request For Comments
NOIMIS Network Object Identifier Method

Invocation String
RMON Remote Monitoring
RPC Remote Procedure Call
RSA Rivest, Shamir and Adleman
SHA Secure Hash Algorithm
SMI Structure of Management Information
SNMP Simple Network Management Protocol

SOAP Simple Object Access Protocol
SSL Secure Sockets Layer
TCP Transmission Control Protocol
TMN Telecommunications Management

Network
UDP User Datagram Protocol
USM User-based Security Model
VACM View-based Access Control Model
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WBEM Web-Based Enterprise Management
WBM Web-Based Management
WMI Windows Management

Instrumentation
XML Extensible Markup Language
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B. List of Free Tools for Network
Management

Ethereal Ethereal Open Source
Ethereal is a network
protocol analyzer for
Unix and Windows.

http://www.ethereal.com

libsmi A library to access SMI
MIB information.

http://www.ibr.cs.tu-
bs.de/projects/libsmi/

MRTG A tool to monitor the
traffic load on network
links.

http://people.ee.ethz.ch/~oetiker/
webtools/mrtg/mrtg.html

NeTraMet NeTraMet provides a
valuable tool for
analysing network traffic
flows, and should prove
to be of interest to anyone
interested in network
monitoring, capacity
planning, performance
measurement, etc.

http://www2.auckland.ac.nz/
net/NeTraMet/

ntop A tool that shows the
network usage, similar to
what the populartop
Unix command does.

http://www.ntop.org

Scotty A Tcl-based network
management toolkit.

http://wwwhome.cs.utwente.nl/
~schoenw/scotty/

NetSNMP Various tools relating to
the Simple Network
Management Protocol.

http://net-
snmp.sourceforge.net/
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Glossary
Cracker

Someone who knows how to break into a system and does not care if it is a
crime.

CVS

Concurrent Versions System (CVS) is a program that lets a code developer
save and retrieve different development versions of source code. It also lets
a team of developers share control of different versions of files in a
common repository of files.

Kerberos

Kerberos is a secure method for authenticating a request for a service in a
computer network. Kerberos lets a user request an encrypted "ticket" from
an authentication process that can then be used to request a particular
service from a server. The user’s password does not have to pass through
the network.

Library

A software package with functions you can use from other software.

Middleware

A collection of software between clients and resources providing
functionality whose complexity is hidden behind a set of APIs.
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network reference models

OSI TCP/IP
7 Application Application

6 Presentation not present in this
model

5 Session not present in this
model

4 Transport Transport

3 Network Internet

2 Data-Link Host-to-network

1 Physical

Table 1. The OSI and TCP/IP reference models.

Peer

Another word for host.

Ping

Ping is a basic Internet program that lets you verify that a particular IP
address exists and can accept requests. Ping is used diagnostically to ensure
that a host computer you are trying to reach is actually operating. Ping can
also be used with a host that is operating to see how long it takes to get a
response back.

Port scan

A port scan is a series of messages sent by someone to learn which
computer network services the (scanned) computer provides.
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Server push

Server Push is a technology pioneered by Netscape and implemented
natively in the Netscape Navigator browser. When a browser accesses a
Web page to obtain an image, the image is returned to the browser with a
header which contains information about the content of the image. This
header is in a format called MIME and is understood by all browsers. The
MIME information allows the browser to interpret the format and content
of the data.

Sniffing

Sniffing is when you monitor all the traffic flowing on the network, not just
the traffic that are meant for yourself.

Trap

A trap is a warning or error message that is sent when an unexpected or
unallowable condition occur.

Tunneling

Tunneling is the process of putting one packet inside another. In IPSec an
encrypted IP packet is put inside another IP packet.
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