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Abstract
Data can be found everywhere, for example in the form of price, size, weight and colour of all
products sold by a company, or as time series of daily observations of temperature, precipitation,
wind and visibility from thousands of stations. Due to their size and complexity it is intrinsically
hard to form a global overview and understanding of them. Information visualization aims at
overcoming these difficulties by transforming data into representations that can be more easily
interpreted.
This thesis presents work on the development of methods to enable efficient information
visualization of multivariate and time-varying data sets by conveying information in a clear and
interpretable way, and in a reasonable time. The work presented is primarily based on a popular
multivariate visualization technique called parallel coordinates but many of the methods can be
generalized to apply to other information visualization techniques.
A three-dimensional, multi-relational version of parallel coordinates is presented that enables
a simultaneous analysis of all pairwise relationships between a single focus variable and all
other variables included in the display. This approach permits a more rapid analysis of highly
multivariate data sets. Through a number of user studies, the multi-relational parallel coordinates
technique has been evaluated against standard, two-dimensional parallel coordinates and been
found to better support a number of different types of task.
High precision density maps and transfer functions are presented as a means to reveal structure in large data displayed in parallel coordinates. These two approaches make it possible to
interactively analyse arbitrary regions in a parallel coordinates display without risking the loss
of significant structure.
Another focus of this thesis relates to the visualization of time-varying, multivariate data.
This has been studied both in the specific application area of system identification using volumetric representations, as well as in the general case by the introduction of temporal parallel
coordinates.
The methods described in this thesis have all been implemented using modern computer
graphics hardware which enables the display and manipulation of very large data sets in real
time. A wide range of data sets, both synthetically generated and taken from real applications,
have been used to test these methods. It is expected that, as long as the data have multivariate
properties, they could be employed efficiently.
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Chapter 1
Introduction
Due to the rapid advances in computer technology more data are produced today than ever before,
from statistical data gathering, automated measurements and simulations. While this allows
access to more and higher resolution data, users have to deal with data having a large number of
items, variables and time steps. Visualization is the process of forming a mental image and is
often a valuable tool when analysing such large and complex data. Information visualization is a
research area which centres around aiding users in their efforts to explain and explore data using
advanced, interactive techniques. A key challenge here is to find new, intuitive representations
and mappings of data that facilitate interactive exploration by users.
This thesis describes a number of new techniques to perform efficient visualization of large,
multivariate, time-varying data. These new techniques principally build on a well-known visualization technique called parallel coordinates that enables the representation of multivariate data
in a two-dimensional display. Methods for improving standard, two-dimensional parallel coordinates, as well as new graphical representations, are presented and evaluated through controlled
user experiments. Though the majority of the contributions are related to parallel coordinates,
many of the proposed methods can be generalized to other information visualization techniques.
The purpose of this chapter is to introduce the nature of the data and the problems associated
with its visualization. This will make it apparent how the contributions of the work address these
issues. The next section of this chapter discusses multivariate data and gives definitions used
throughout this thesis. Section 1.2 gives an overview of common techniques for representation
of multivariate data. Section 1.3 discusses parallel coordinates in detail. In section 1.4, common
forms of evaluation with respect to information visualization are discussed. Finally, this chapter
discusses some of the most important research challenges and outlines the main contributions of
the publications included in this thesis.
The remaining chapters include the following. Chapter 2 describes current research with respect to large multivariate and time varying data. Chapters 3, 4 and 5 present the main contributions of this thesis. The last chapter then presents a summary of the contributions together with
conclusions and suggestions for future research. The rest of this thesis contains the appended
publications.
5
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Table 1.1: A multivariate data set with two data items representing two cars (rows), each consisting of four variables (columns).
Horsepower
153
102

1.1

Doors
5
3

Weight
1865
1234

Country
Sweden
France

Multivariate Data

In this thesis, a multivariate data item, d, is defined as d = {d1 , d2 , . . . , dN }, where di is a scalar
and N is the number of variables (N ≥ 2). A multivariate data set is then one comprising M
data items, instances of d, where M ≥ 2. The values of M and N vary widely depending on
the application area. An illustration of a multivariate data set containing only two data items can
be seen in table 1.1. The items here are cars where each is represented by a number of variables
(horsepower, doors, weight, and country) which describe different properties of the two cars.
Representing a multivariate data set in this tabular way, such that a data item (or simply an item)
corresponds to a row and each variable corresponds to a column, is common and the one used
throughout this thesis.
As seen in table 1.1 the variables of the cars are not of the same type. Horsepower and
Weight are continuous while Doors and Country are discrete. The discrete variables can, in turn,
be divided into ordinal (Doors) and categorical (Country). Categorical values are a special type
of variable since no ordering or similarity metrics are, typically, defined for this type of data.
Visualization of categorical data is a research area in itself and is not studied in this thesis.
The example data set illustrated in table 1.1 shows a data set which consists of values obtained
at a specific point in time. A multivariate data set may also be time-varying, meaning that the
data changes with time. In the case of a time-varying, multivariate data set, a requirement is that
there should be at least one multivariate data item at each of a number of time steps.
When analysing multivariate data, a range of features such as correlations, trends, clusters,
and outliers are of interest to study. A number of examples are presented using two-dimensional
scatter plots in figure 1.1. For a data set containing cars, for example, it might be of interest to
find the relationship, if any, between how much a car weighs and its horsepower. Figure 1.2a
shows a scatter plot representation of these variables. Another example could be, instead, that it
is of interest to study the price of a single car over a number of years, as illustrated by the line
graph in figure 1.2b. A final example could be to study differences in price for different makes
of cars, see the bar chart representation in figure 1.2c.
When a multivariate data set contains many items with respect to the available display area
for its graphical representation the image can become overcrowded resulting in visual clutter.
A cluttered image often makes analysis difficult and can cause the analyst to miss important
relationships in the data. Visual clutter in a scatter plot is shown in figure 1.3 where no apparent
structure is visible. Visual clutter is often particularly severe in representations of time-varying
data sets since the total number of data items increases with each additional time step, of which
there are often a large number.

1.1. MULTIVARIATE DATA
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(a) When two variables are positively correlated they increase or
decrease together.

(b) If one variable increases when
the other decreases the two variables are negatively correlated.

(c) Two clusters of items that can
be separated in both variables.

(d) An outlier is an item that does
not follow the general trend, as
shown by the lone item.

Figure 1.1: Examples of common relationships between two variables displayed in scatter plots.

If a multivariate data set contains many variables, an analysis can become time-consuming
since the number of possible comparisons between pairs of variables is N (N − 1)/2. For a data
set with 10 variables this yields 45 different pairs and for only twice as many variables, 20, 190
different pairs. Besides investigating the relationships between pairs of variables it is often of
interest to study relationships between many variables, something that obviously becomes more
difficult as the total number of variables increases.
In this thesis, a multivariate data set containing either too many data items or variables for a
visualization to be efficiently carried out using a chosen technique, is referred to as being large.
Depending on the application area, efficient can have different meanings. In general, representations that enable efficient information visualization are those which convey information about
data in a clear and interpretable way, and in a reasonable time.
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Weight

Price

Price

Horsepower
(a)

Car make

Year
(b)

(c)

Figure 1.2: (a) the relationship between the weight and horsepower is plotted for a number of
cars. (b) the price of a specific car is studied over a number of years. (c) the price of a number
of cars for a specific year is compared.

Figure 1.3: A scatter plot representation suffering from a high degree of visual clutter making an
analysis impossible.

1.2. MULTIVARIATE DATA REPRESENTATIONS

1.2

9

Multivariate Data Representations

This section will give an overview of common techniques for visualization of multivariate data.
Additional information with more technical details can be found in [HMS01, Spe07, WB97].
Dimensionality Reduction To facilitate analysis of multivariate data, dimensionality reduction can be employed to reduce the number of variables in the data set. This can be achieved
in many ways and techniques such as principal component analysis or self-organizing maps,
see [HTF01, HMS01, Koh97], are often used. Reducing the number of variables to two or three
enables a much easier representation using standard scatter plots or line graphs.
Scatter Plot Matrix A scatter plot matrix consists of a number of individual scatter plots.
Constructing a matrix of N (N − 1)/2 scatter plots allows the representation of all pairwise
relationships in the data, where N is the number of variables. Analysing relationships over a
larger number of variables than two is possible but, as discussed in [SR06], this requires a user
to combine information from many two-dimensional representations to form the mental image
of the multi-dimensional space. The same principle as exemplified with the scatter plot matrix
could, of course, also be used with other uni- or bivariate representations.
Iconic Displays Iconic displays are a set of techniques used for data representation and can
include one or several variables. The strategy is to map data values to different geometric properties such as size, shape, length or volume. This causes variations in the data to be reflected by
variations in the icons. Hence, a user might use this for visually identifying similar multivariate
data items by comparing the overall shape of the icons or to search for outliers by identifying icons that are substantially different from their neighbours. Besides geometric properties,
other features such as colour, transparency or texture can be used to convey additional features
in the data. Some examples of commonly used icons are star glyphs [SFGF72], stick figure
icons [PG88] and Chernoff faces [Che73].
Pixel-Oriented Techniques Pixel-oriented techniques [Kei96] map data values to coloured
pixels. For a data set having N variables the screen is partitioned into N sub-windows, one
for each variable. Inside each window the data values are then arranged according to some
sorting technique. The fact that only a single pixel is used for each value enables a simultaneous
representation of hundreds of thousands of values. On the other hand, using only a single pixel
for each value makes it difficult to see more complicated structures.
Table Lens The table lens [RC94] is a technique for visualization of multivariate data in
tables. The technique allows each column to be viewed as a histogram and enables several user
interactions such as sorting and searching. It uses a focus + context approach to distort the view
and so enables one or more focus regions.

CHAPTER 1. INTRODUCTION
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d1
d4
d3
d2

d5

Figure 1.4: A single data item displayed in parallel coordinates.

Parallel Coordinates The parallel coordinates technique [Ins85, ID90] makes it possible to
analyse multivariate data in a two-dimensional display. The variables of a data set are mapped to
parallel axes and a multivariate data item is displayed as a polyline that intersects the axes at the
values of the variables. Since many of the methods presented in this thesis are applied to parallel
coordinates, a more detailed description of the technique is given in the following section.

1.3

Parallel Coordinates

The parallel coordinates technique was developed by Inselberg for representation of hyperdimensional geometry [Ins85]. In 1990, Wegman suggested parallel coordinates as a technique
for analysis of multivariate data [Weg90], which is also how the technique is used in this thesis.
Since 1990, many extensions have been described in the visualization research literature and parallel coordinates is, today, one of the most commonly used techniques. Applications of parallel
coordinates exist in a wide range of fields such as statistics, chemistry, meteorology, biology, and
finance. Many interesting examples are found in [FPJJ05, GCML06, BS04, Eds03, tCMR07,
RWK+ 06].
In parallel coordinates, variables are represented on coordinate axes placed parallel and uniformly spaced. A multivariate data item is then represented as a series of points on the axes that
are positioned at the coordinate values of the data item. Two points on two adjacent axes are
then connected by a line segment. This results in a multivariate data item being represented in
parallel coordinates as a polyline. A parallel coordinates representation of a data item consisting
of five variables is illustrated in figure 1.4 where the item d = {d1 , d2 , d3 , d4 , d5 } is represented.
The scaling of each individual axis typically ranges from the variable’s minimum value at the
bottom to its maximum value at the top. Depending on the application, other types of scaling
might, however, be more appropriate [AA01].
When displaying a complete data set containing many data items, different types of relationships between the variables become apparent in the parallel coordinates display. Figure 1.5
illustrates, using two variables, how a positive linear relationship, a negative linear relationship

1.3. PARALLEL COORDINATES
A

11
B

A

B
(a) A positive linear relationship.

A

B

A

B
(b) A negative linear relationship.

A

B

A

B
(c) Two clusters.

Figure 1.5: Parallel coordinates (left) and scatter plots (right) showing common features in data.
The two-dimensional points in Cartesian coordinates map to lines in parallel coordinates.
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and a clustering appear in parallel coordinates. For each feature, the corresponding scatter plot
is also displayed. With a positive linear relationship (figure 1.5a), the lines do not cross between
the axes, which they do when a negative linear relationship is present (figure 1.5b). It is easy to
see in the parallel coordinates representation in figure 1.5c that the two clusters can be separated
in both variables. Using this system of parallel coordinates it is a simple task to add more axes,
thus enabling the analysis of relationships between many variables.
A multi-axis parallel coordinates representation supports a wide range of analysis tasks. Figure 1.6 illustrates such a representation for a number of data items with five variables (A–E). The
first task that is supported is analysis of relationships between items over all variables. This is
illustrated by the two items that are highlighted in brown. It is immediately apparent that they
share similar values for all the five variables in the data set. Looking at variables A through C
it can be seen that there exist two different three-dimensional clusters: one cluster consisting of
the four items with the highest values at those variables and another consisting of the four items
with the lowest values. Furthermore, since the lines cross between variables D and E, it is known
that they have an approximately linear negative relationship. Variables A and B can, on the other
hand, be identified as having a positive linear relationship. The task of identifying outliers is also
supported, one example being the strong outlier in the relationship between C and D. The outlier
is shown by the line going from the highest value on C (top of the axis) to the lowest value on D
(bottom of the axis). This is a quite different behaviour compared with the other lines that seem
to fit with a positive relationship.
The above examples illustrate some of the basic tasks supported by parallel coordinates. A
more detailed list of tasks, extensively discussed in [AA01], include:
• survey of distribution of characteristics over a set of data items
• comparison of individual characteristics of a data item to distribution of characteristics
over the set
• pairwise comparison of data items
• comparison of variables associated with a selected data item
• comparison of value ranges of variables
• comparison of variations of values of different variables
• looking for correlation between variables
• estimation of degree of similarity between data items
• assignment of data items to one of a number of classes
• multi-criteria evaluation of data items.

1.4. EVALUATION
A

13
B

C

D

E

Figure 1.6: A parallel coordinates representation of a data set with five variables. This representation supports a number of analysis tasks. Examples include the identification of the negative
relationship between variables D and E and the similar shape over all variables seen for the two
selected items (highlighted in brown).

To support these diverse tasks a single, static, representation rarely provides enough information. It is often necessary to interact with the representation in order to change the axis order,
perform filtering, highlight data items, etc. In such interactive visualization, the frame rate should
be high enough that the user feels that operations are carried out instantaneously, preferably at
20–30 frames per second. To achieve this it is often necessary to use graphics hardware acceleration to improve rendering performance. This is something that has a long history in the field
of scientific visualization but, with the increase in data size, has now become more and more
important in information visualization.
To conclude this section on parallel coordinates, a summary of its advantages are the following. Parallel coordinates has a long history within the visualization research community and is,
today, also starting to be accepted in various fields in industry. It is one of the few techniques that
enables representation of highly multivariate data as well as time-varying data. The relationships
(or patterns) formed in parallel coordinates have, over the years, been extensively studied and
are well-known to users in many fields. The technique supports a large number of tasks for both
analysis of relationships between data items as well as between variables.

1.4

Evaluation

Many new visualization techniques are developed within the information visualization community. These techniques are often the result of the efforts of a single or of a small group of
researchers. An important aspect of the development process is, however, often forgotten and
that is that the system should ultimately be operated by real users trying to analyse their data. It
is therefore of importance that the needs and prerequisites of the intended users are taken into
consideration during the development process.
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User studies offer ways to asses the performance of a visualization technique. Studies can
show that it is useful for some specific task, or according to some objective criteria. User studies
can also show that a new techniques is, according to some metric, better at solving a specific task
than previous systems. They can, of course, also show that the newly developed approach is not
advantageous, as compared with its predecessors. Such a ‘negative’ result is often neglected but
is of equal importance since it also adds to the knowledge base.
When it comes to evaluation of information visualization tools and techniques four main types
have been identified [Pla04]:
1. controlled experiments comparing design elements can, for example, compare colour schemes, slider designs or visual representations
2. usability evaluation of a tool focuses on the visualization tool as a whole, examines how
users work with it and reports problems so that designers can make adjustments
3. controlled experiments comparing two or more tools are common and often compare a
novel visualization tool with what is the state-of-the-art in the area
4. case studies of tools in realistic settings are the least common type of evaluation, studying
how users work with tools when performing real tasks in their natural environment.
If no evaluation is performed important aspects about a visualization tool or technique can be
overlooked or users might not be as efficient in performing tasks as might be possible.

1.5

Research Challenges

Information visualization is today an established discipline with extensive research and applications in both academia and industry. The standard techniques for visualization of multivariate
data often do not scale well with an increasing data size making the search for new representations a key task of information visualization research. The main research challenges addressed
in this thesis can be summarized as:
• to facilitate analysis of large data sets through visual representations
• to find mappings between data and graphical attributes such that structures and relationships can be easily detected, confirmed and understood
• to identify advantages and limitations of existing and new representations
• to provide interactive visual representations that can sustain an even and high frame rate,
particularly by exploiting the power of today’s graphics processors.
With the increase in data size and the growth in popularity of information visualization there
is a constant need for new representations. It is, however, not enough to simply develop new
representations of data without considering the mapping between data and the graphical attributes
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of the representation. Finding general, intuitive mappings that convey the right information is a
vital but difficult task.
It is important that new visualization techniques are evaluated in order to measure their performance. Evaluation has received some attention in the information visualization community in
recent years but more, carefully designed usability studies are needed to confirm advantages and
limitations of novel visualization techniques.
With the rapid increase in the size of data produced it is also becoming more and more
challenging to construct interactive visualization techniques that are able to sustain high frame
rates. An interesting research challenge is to develop rendering techniques that make use of the
graphics hardware available on commodity desktop and laptop PCs.

1.6

Contributions

This section presents a short review of the main contributions of each publication included in
this thesis. The author of this thesis is first author and main contributor of papers A,C–G. The
design of the user experiments in paper C was made in collaboration with Camilla Forsell and
Mats Lind. The theoretical description of the system identification process in paper F was made
by David Lindgren and Lennart Ljung. The author of this thesis is second author of paper B
which is first authored by Camilla Forsell, the main contributor.
Paper A This paper introduces three-dimensional, multi-relational parallel coordinates as a technique for multivariate data analysis.
Paper B The three-dimensional, multi-relational parallel coordinates representation developed
in paper A is evaluated through user studies, and compared with standard parallel coordinates for different types of tasks.
Paper C In this paper the three-dimensional, multi-relational parallel coordinates representation
is further evaluated with respect to noisy data sets. This paper also introduces a visual
quality metric, acceptable distortions of patterns, to be used in the evaluation.
Paper D The concepts of density maps and transfer functions to reveal cluster structures in large,
multivariate data represented in parallel coordinates are introduced in this paper.
Paper E This paper is an extended version of paper D which also studies density maps and
transfer functions with respect to multi-relational parallel coordinates. The paper also
presents a case study, illustrating the use of transfer functions in an exploratory analysis of
multivariate data. This paper might, preferably, be read before paper D.
Paper F A first attempt to use advanced visualization techniques in the system identification
process is presented in this paper.
Paper G The parallel coordinates technique is, in this paper, extended to support time-varying,
multivariate data. Efficient methods are presented that enable interactive analysis of large
multivariate data sets over long time periods.
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Chapter 2
Visualization of Multivariate and
Time-Varying Data
This chapter aims to give an overview of the current state of research with respect to visualization
of large, multivariate and time varying data. Since the majority of the contributions described in
this thesis are related to parallel coordinates this chapter will focus on extensions and improvements of this technique but will also, when appropriate, compare and discuss other visualization
techniques.
The remainder of this chapter is divided into three sections. The first section deals with
methods for reducing visual clutter and so revealing structure in parallel coordinates representations of many data items. The second section presents methods for facilitating analysis of data
sets with many variables. The final section relates to using parallel coordinates for analysis of
time-varying, multivariate data sets.

2.1

Approaches for Many Data Items

When it is necessary to represent far more data values than can be easily fitted into the available
screen area there is a risk that the display will become overcrowded. This, in turn, results in visual
clutter. One example of visual clutter was previously illustrated, in chapter 1, in a scatter plot
(figure 1.3). This is, perhaps, the research question in this area that has received most attention
during recent years, which is reflected by the large number of proposed methods [ED07].
Reduction of clutter in a parallel coordinates display can be achieved by using blending and
rendering semi-transparent lines. Using an appropriate transparency value (often described in
terms of its opposite property, opacity) it is possible to achieve the appearance of density in the
sense that regions with many overlapping lines appear more saturated than regions with fewer
overlapping lines. The effect of opacity is illustrated in figure 2.1 using the well-known cars data
set [AN07]. This data set contains only 392 data items (cars), each having values for six variables,
but even with such a small data set some cluttering exists. Figure 2.1a shows a representation
where each polyline is completely opaque and figure 2.1b shows a representation where each
17
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(a) Each polyline is rendered completely opaque.

(b) Each polyline is rendered with an opacity of 15%.

Figure 2.1: The effect of using opacity and blending in parallel coordinates.

line is rendered with an opacity of 15%. As can be seen, when using opacity some structures are
now more apparent (for example, the relationship between Acceleration and Weight) but some
are harder to see (for example, the few lines passing through the bottom of the Cylinders axis).
This is a common problem when using opacity with a direct line rendering so the opacity value
is often set to be user controlled so that the user can test a variety of different values.
Using blending and rendering of semi-transparent lines is just one of many proposed methods
for creating a parallel coordinates density representation. Other attempts are reported in [Hin87,
MW92, WL97, JTJ03, AdOL04]. While effective in creating density maps, many of these methods are based on a direct line rendering making them slow as the number of data items increases.
In addition, these methods also tend to be based on linear mappings between the line overlap and
the resulting colour, making structure less visible in either low or high density regions due to the
limited precision in graphics cards and monitors.
By filtering out unwanted data items, the visual clutter in the image may be reduced. This can
be done using simple sliders on the axes (see figure 2.2) or more sophisticated methods [HLD02]
can be used. Using an additional display, statistical information aiding the user in the analysis
process can be presented, see [EJC05].
Visual clutter may also be decreased by reducing the size of the data set. This can be achieved
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Figure 2.2: Filtering in parallel coordinates. Sliders are used to impose constraints on two of the
variables. The result is a filtering that only include the heaviest cars with 8 cylinders (in blue).

in many different ways but the goal of such a process is to reduce the complexity in the image.
Using the sampling technique a subset of the items is picked and used to represent the entire
data set. A common way of obtaining such a subset is by randomly picking a number of items
from the data set. More complex sampling strategies have been studied in [BS06a, BS06b] with
the main objective of constructing decluttered scatter plots.
Another way to reduce the data size is by clustering which is the process of constructing
groups (clusters) of data items such that the items that belong to the same cluster are similar and
that the different clusters are different from each other. Each cluster can then be displayed using
some representation. One common method is to use the cluster centroid as the representative for
all data items in that cluster. The clustering can be based on user selections [Sii00] or on automatic approaches. For the latter case many methods exist [HTF01]. Clusters can be exclusive,
meaning that an item belongs to only one cluster. Clusters can be overlapping in a way that a
data item can be a member of several clusters. In a probabilistic clustering an item belongs to
each cluster with a certain probability. Clusters can also have an hierarchical structure.
In the context of visualization of multivariate data, the combination of data reduction by clustering followed by representation with parallel coordinates has been found to often be effective.
One example of a successful approach in this area is described in [FWR99] which is based on hierarchical clustering. Other methods related to clustering and parallel coordinates are presented
in [WL97, JJTJ03, Nov04, AA04, NH06]

2.2

Approaches for Many Variables

Changing the order of the axes in a parallel coordinates representation often significantly changes
its visual appearance. In addition, since it is only possible to directly analyse the relationship
between two variables if they are mapped to two adjacent axes, an axis reordering might reveal
information that was not previously known about the data. It is, thus, of importance to have ways
of ordering the axes such that as much information as possible can be obtained.
There are several different approaches that can be taken to axis reordering. The first and
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simplest one is to allow users to rearrange axes. There are many ways of implementing such
interaction and one commonly used approach is that an axis is selected by clicking on it and then
dragged to a new position. When the axis is released at its new position, the parallel coordinates
representation is updated to reflect the change.
Manually arranging axes is time-consuming and it is difficult to keep track of which relationships have been investigated. A more structured way of axis reordering is to present only as many
instances of the parallel coordinates representation as are needed for every pair of variables to be
adjacent in at least one arrangement so that all pairwise relationships are displayed. As discussed
in [Weg90], the number of different views required is N2 for N even and N 2+1 for N odd, where
N is the number of variables in the data set. An example of three different views where all pairs
of the six variables of the cars data set are adjacent is illustrated in figure 2.3.
Instead of investigating all pairwise relationships present in a data set it can be of interest to
order the axes according to some feature in the data. For example, a user might be interested
in correlation and the axes can then be ordered in such a way that the strongest correlations are
seen. This type of reordering has been addressed, for example, in [PWR04] where axes can
be reordered with the aim of reducing clutter in parallel coordinates, scatter plot matrices, star
glyphs and dimensional stacking.
The axis-order limitation of parallel coordinates can also be addressed by changing the axis
layout to a circular, two-dimensional layout [TAS04]. This allows a simultaneous analysis of
the relationships between a focus axis and all other included axes. This technique was originally
used to analyse the relationship between a number of variables and time but can equally be used
on multivariate data sets that do not change over time.
Three-dimensional representations of parallel coordinates were first discussed in [WLG97]
and later extensions include [RWK+ 06, Fal02]. These techniques allow representation of more
variables simultaneously by exploiting an additional dimension but this can come at the cost of
distortion or an increase in visual clutter.

2.3

Approaches for Long Time Periods

The most obvious way to graphically represent data over time is by using simple line graphs.
For multivariate data over time, these graphs are, however, limited to a few tens of multivariate
data items. Research on more sophisticated visualization techniques for multivariate data have,
over the years, resulted in a large number of techniques [MS03, AMM+ 08]. Examples include
ThemeRiver [HHN00], which uses a river metaphor to represent thematic changes in large collections of documents, the Cluster Calendar View [WS99] which uses a calendar metaphor to
facilitate analysis of clustered, time-oriented data and the Spiral Graph [WAM01] visualization
technique which is designed for detection of cycles in data. Another popular technique for visual
exploration of time-varying, multivariate data is TimeSearcher 2 [BAP+ 05] which is limited to a
simultaneous representation of approximately ten variables.
The parallel coordinates technique has been used for representation of multivariate, timevarying data. Common extensions to the parallel coordinates technique to incorporate such data
include adding an extra axis to represent the time dimension, letting each axis represent values
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(a)

(b)

(c)

Figure 2.3: An example of three different parallel coordinates representations having different
axis arrangements such that all pairs of the six variables for the cars data set are seen adjacent
to each other.
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of a variable for different years, or to use one instance of the representation for each year. See,
for example [Eds03, GCML06, JJJF07]. Other attempts include using trend figures [ZLTS03]
or animation [BS04] to convey time. None of these techniques, however, scale well with an
increasing number of time steps.
Three-dimensional representations, as presented in [WLG97, RWK+ 06, FCI05, Fal02], can
be used for visualization of time-varying, multivariate data. With the additional third dimension
being used to represent time, the relationships between variables over time can be shown. The
use of the third dimension can, however introduce distortions that might limit the usefulness of
these representations.
The two-dimensional, circular representation presented in [TAS04] was developed for the
analysis of multivariate data over time. The focus axis is used to represent the time dimension,
allowing a simultaneous analysis of how the variables change over time.
Another use of parallel coordinates for the representation of multivariate data over time is
presented in [tCMR05, tCMR07] where multichannel EEG data is studied using methods such
as minmax plots and density maps in parallel coordinates.

Part II
Contributions
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Chapter 3
Multi-Relational Parallel Coordinates
This chapter presents the first major contribution of the work which has culminated in this thesis:
the development and evaluation of a three-dimensional technique for visual data analysis called
multi-relational parallel coordinates. The work described was originally published in the papers
included as A–C in part III of this thesis.
As previously discussed, parallel coordinates can be used to analyse both relationships between data items as well as relationships between variables. In standard parallel coordinates it is,
however, only possible to directly see the relationship between two variables if they are mapped
to two adjacent axes since there is no direct link between non-adjacent axes (see figure 3.1 where
the well-known cars data set [AN07] is displayed). Thus, in order to analyse all possible relationships, the user is required to carry out extensive interaction to re-order the axes manually or
through an automatic approach which permutes the ordering appropriately at the user’s request.
One frequently cited example of such an automated approach, which results in the minimum
number of permutations required, is described in [Weg90].

Figure 3.1: A standard parallel coordinates representation of the cars data set. Depending on
the position of a variable, the relationships with one or two other variables can be investigated.
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3.1

Circular Axis Arrangement

An attempt to deal with the axis-order limitation of standard parallel coordinates was made by
the development of multi-relational parallel coordinates. This technique was introduced in paper
A where it was used for visualization of clustered multivariate data items. In paper E it was
later extended with the techniques of high-precision textures and transfer functions (described in
chapter 4).
The multi-relational parallel coordinates representation is based on a circular axis arrangement, in a three-dimensional view, having the following features:
• a simultaneous analysis of the relationships between a single focus variable and all other
variables included in the display is possible
• the parallel axis configuration of standard parallel coordinates is preserved so that no distortions of relationships occur
• as in standard parallel coordinates, it is possible to analyse multivariate relationships between data items
• interaction with the representation is simple.
Given a multivariate data set with N variables, a multi-relational parallel coordinates representation is constructed by placing, in three-dimensional space, a single (focus) axis in the centre
of a circle and positioning the remaining N − 1 axes, equally separated, on its circumference.
Figure 3.2 shows an example of a multi-relational parallel coordinates representation of the same
cars data set as shown in figure 3.1. Using this multi-relational parallel coordinates representation it is possible to see all the relationships between the focus variable MPG (miles per gallon)
and the other five variables. In addition, since all axes are connected it is still possible to select
individual data items to see how they relate to each other for all variables.
Two main types of interactions can be performed with the multi-relational parallel coordinates representation. The first interaction is rotation that enables the user to view the representation from an arbitrary angle. The second way of interacting with the representation is by
changing the focus axis. This is achieved by simply clicking on one of the outer axes, making
that one switch places with the current focus axis. To put each of N variables in the centre
(making each the focus axis) to analyse all possible pairwise relationships in the data, requires
N different views. Actually, it is enough with N − 1 views but this means that one variable is
never put into the centre, having the effect that more information has to be remembered by the
user. Figure 3.3 again shows a multi-relational representation of the cars data set but now with
the Weight variable being the focus axis.
The multi-relational parallel coordinates technique has an obvious advantage over standard
parallel coordinates in that it is possible, in a single view, to display all pairwise relationships
between the focus variable in the centre and the other variables distributed around the circumference of the circle. In addition, as can be seen in figures 3.2 and 3.3, the use of a three-dimensional
representation preserves the parallel configuration of all axes, something not achieved by previous efforts using two-dimensional, circular representations [TAS04]. This is an important feature
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Figure 3.2: A multi-relational parallel coordinates representation of the cars data set. All relationships between the focus variable, MPG (miles per gallon), and the other five variables can
be simultaneously investigated.

since it prevents unwanted distortions of relationships which may result in longer analysis times
or even that users draw false conclusions about the relationships. Since a multi-relational parallel coordinates representation is rendered in a three-dimensional view, however, another misleading distortion caused by the perspective effect [Ell00] must be considered when using the
technique as a visualization tool (a typical perspective used in the multi-relational representation
is comparable with watching an object of approximately 10 cm from a distance of 50 cm). According to theory and empirical findings [TTN95, NTPT96, LBF03] it has been shown that as
long as the relationships formed between variables constitute patterns that have qualitative properties, there should be no significant misleading effect from the three-dimensional view (in this
context a qualitative property is defined as a property that is invariant under affine transformations [TN03, Tod04]). This corresponds well to the common use of parallel coordinates since it
is primarily used to analyse qualitative properties such as finding out which type of relationship
exists (rather than its exact strength), or searching for outliers or for clusters.
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Figure 3.3: A multi-relational parallel coordinates representation of the same cars data set as
shown in figure 3.2 but with the focus variable now being Weight.

3.2

Task-Based Analysis

To evaluate the performance of multi-relational parallel coordinates a user study was presented
in paper B. A number of participants used either standard parallel coordinates or multi-relational
parallel coordinates to solve two different tasks known to be well supported by standard parallel
coordinates. A data set with six variables was created for the user study. The data set was
constructed such that one of the variables gave five distinctly different relationships with the other
variables. These relationships were: a negative linear relationship, a negative linear relationship
with a discontinuity, and sinusoidal relationships with one, two, and three periods respectively,
see figure 3.4.
The first of the two tasks, the simple task, was to find one of the five possible patterns. The
second task, the complex task, was to find four out of the five patterns, hence one pattern had
deliberately been removed. This could only be accomplished by finding the one variable that was
included in all of the patterns. The assignment of variables to axes was randomized and figure 3.5
shows one such multi-relational parallel coordinates representation. The users were to solve the
tasks by interacting with the representations. Changing the focus axis in multi-relational parallel

3.2. TASK-BASED ANALYSIS

29

(a) A negative lin- (b) A negative lin- (c) A sinusoidal re- (d) A sinusoidal re- (e) A sinusoidal reear relationship.
ear relationship with lationship with one lationship with two lationship with three
a discontinuity.
period.
periods.
periods.

Figure 3.4: The five relationships used for evaluation of multi-relational parallel coordinates.

Figure 3.5: A randomized multi-relational parallel coordinates representation of the test data set
used in the study.

coordinates was done by simply clicking on one of the outer axes, thus making that axis the
new focus axis. Interaction with standard parallel coordinates was done by manual arrangement;
clicking on an axis and dragging it to a new position. When released, the view updated to reflect
the change in axis order. As an additional control condition, the automated axis permutation of
standard parallel coordinates, as introduced in [Weg90], was included. For the test data set with
six variables, three different parallel coordinates views are required in order to see all pairwise
relationships. The user changed between these views by a simple button click.
The results showed that there was no significant difference in time between standard parallel
coordinates with manual arrangement of axes and multi-relational coordinates to solve the simple
task. However, the search time for the complex task for multi-relational parallel coordinates was
approximately two-thirds of the time for standard parallel coordinates (23.9 seconds compared
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(a) 0% noise.

(b) 3% noise.

(c) 6% noise.

Figure 3.6: A negative linear relationship subject to different amounts of noise.

to 37.2 seconds). This result suggests that the distortion introduced by the three-dimensional
view was, as expected, not a hindrance for the analysis and that, as long as the task requires
the user to judge qualitative aspects of patterns, the multi-relational parallel coordinates should
be preferred over standard parallel coordinates for this type of task. Using standard parallel
coordinates with automatic axis permutation was the fastest in both tasks. According to the
subjective ratings obtained from the users, however, it was confusing not being able to control
how the axes changed. In addition, this type of permutation will be less supportive in more
complex tasks or as the number of variables increases.

3.3

Determination of Acceptable Distortions of Patterns

A key factor in the use of parallel coordinates, both standard and multi-relational, is the ability
to perceive patterns. To examine the usability of multi-relational parallel coordinates for pattern
recognition a user study was presented in paper C. The study introduced a visual quality metric,
acceptable distortions of patterns, to be used as an evaluation tool. The distortions were introduced by adding Gaussian noise with a mean of zero and standard deviation of σ. The level
of noise applied to a variable was defined as the ratio between σ and the range of the variable,
from now on referred to as the percentage of noise. This type of distortion was chosen since
a ‘real’ data set is likely to contain some type of distorting factor, such as measurement errors.
Figure 3.6 shows one example of distortions where a negative linear relationship is subject to
different amounts of noise.
The first part of the study aimed at finding the noise threshold (when discrimination between
patterns is no longer possible) for standard parallel coordinates. The second part of the study
aimed to examine how the number of variables included in a multi-relational parallel coordinates
representation affects this threshold value. The angle between adjacent axes on the circumference
of the circle gets smaller with an increasing number of variables. As can be seen in figure 3.5 the
viewing angle between variables A and C is quite small but the pattern can still be reasonably
accurately perceived. Three viewing angles were examined: 30◦ , 18◦ , and 10◦ , where the viewing
angle was defined as half of the angle between two adjacent outer variables. A viewing angle
of 30◦ corresponds to a multi-relational parallel coordinates display of seven variables (six outer

3.3. DETERMINATION OF ACCEPTABLE DISTORTIONS OF PATTERNS

(a) 7 variables.

(b) 11 variables.
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(c) 19 variables.

Figure 3.7: Three multi-relational parallel coordinates representations of 7,11, and 19 variables,
respectively.

variables and one focus variable), as shown in figure 3.7a. In the same way, viewing angles of
18◦ and 10◦ correspond to multi-relational parallel coordinates displays having 11 (figure 3.7b)
and 19 (figure 3.7c) variables respectively.
The study showed that the noise threshold for standard parallel coordinates was 13%. For
multi-relational parallel coordinates there was only a small change in the level of acceptable
noise (compared with standard parallel coordinates) down to an angle of 18◦ , corresponding to a
multi-relational parallel coordinates representation of a data set containing 11 variables. Thus a
multi-relational parallel coordinates representation of 11 variables should be, in terms of pattern
recognition, as efficient as a standard parallel coordinates representation since little information
is lost due to the narrowing viewing angle. Below 18◦ , however, there is a breaking point and
the narrowing angle hinders the recognition of patterns. This result suggests that having a multirelational parallel coordinates representation of more than 11 variables may require substantial
interaction, in the form of rotating the view, which in turn will increase the time required for the
overall analysis.
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Chapter 4
Revealing Structure in Cluttered
Representations
This chapter studies the extension of parallel coordinates as a visualization technique for large
multivariate data. These extensions, based on high-precision density maps and transfer functions,
were originally presented in papers D and E.
It is well-known that parallel coordinates does not scale well with an increasing data size.
Depending on the application, the upper limit on the number of data items that can be simultaneously and meaningfully displayed in a single parallel coordinates representation varies but
is, at the maximum, a couple of thousands. Putting more items into the display may introduce
clutter into the image and render the representation useless. Since it is common today that data
sets contain tens, or even hundreds of thousands of data items it has been of great interest within
the information visualization community to find ways to improve the parallel coordinates representation of large, multivariate data sets. This is indicated by the many extensions reported on
in chapter 2, many of which build on density maps [Hin87, MW92, WL97, JTJ03, AdOL04].
These techniques tend to either suffer from precision issues, making structure disappear, or slow
update rates because of the expensive direct line rendering on which they are based, making user
interaction with the representation time-consuming. Another way of reducing clutter in a parallel
coordinates display is to present abstractions of the data set. This can be achieved, for example,
by introducing a pre-processing step to cluster the data [FWR99, Nov04]. Displaying clusters in
parallel coordinates can greatly reduce visual clutter since all items in each cluster can be represented by, for example, the cluster centroid. On the other hand, this results in less details being
visible.
In general, there are a number of issues that need to be considered when creating a parallel
coordinates representation of large, multivariate data sets:
• the frame buffer (described in more detail in section 4.2) has a limited precision, often too
low to reveal all significant structure in the data
• different data sets and structures require different mappings, for example how density val33
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ues should be mapped to colours and opacities
• rendering hundreds of thousands of polylines slows the effect of user interaction.
These issues were first addressed in paper D for standard parallel coordinates by means of highprecision density maps and transfer functions. Later the same techniques were also applied, in
paper E, to multi-relational parallel coordinates.

4.1

High Precision Density Maps

Creating a parallel coordinates representation of a large, multivariate data set that reveals information about structure in data, as well as allowing interactive updates, is not feasible using
a direct rendering of lines. This is because a complete re-rendering of all polylines would be
necessary each time a user makes a change, for example in opacity or colour. What is needed is
a static representation that can be easily manipulated but does not need to be re-rendered. One
way of achieving such a representation is by using high precision density maps.
A high precision density map is used to store the complete information about how the lines
intersect in a parallel coordinates display. The density map can be seen as an image of the same
size as the parallel coordinates representation in which each pixel stores the information about the
number of lines intersecting it. The value of each pixel describing this number of intersections is
referred to as a density value. The density value is typically stored as an integer such that if no
line intersects a pixel a 0 will be stored, if one line intersects a pixel a 1 will be stored, and so on.
The density map must have a sufficiently high precision in order to store information about all
intersections present. Having access to this information, in particular the maximum intersecting
value, is necessary in order to carry out an appropriate normalization, ensuring that no structure
in the data is lost.
When constructing a high-precision density map from a large, multivariate data set the number of overlaps present may vary significantly; from just a few in some regions to several thousands in other regions. This large range of density values cannot be directly graphically represented by a linear mapping of density values to colours with assigned opacities since the limited
precision of graphics cards and monitors can result in significant colour quantization in regions
with few overlaps. A linear scaling, as described in [AdOL04], can be used to make sparse regions more visible but such a mapping is not likely to reveal all significant structure. To fully
explore a parallel coordinates representation of a large, multivariate data set, arbitrary mappings
are needed. This is made possible using transfer functions (TFs), allowing both for pre-defined
functions, as well as user-defined ones. To illustrate the use of TFs, a number of commonly
known functions such as linear, square root and fourth root functions are illustrated in figure 4.1,
together with their effect. The data set is courtesy of Statistics Sweden (SCB).
The concept of using high-precision density maps together with TFs has the benefit that the
size of the data set does not affect the interactivity when applying TFs (the result of applying a
TF is presented within milliseconds), only the time required to construct the initial high precision
density map. Highly interactive parallel coordinates representations can therefore be achieved of
multivariate data sets containing hundreds of thousands of data items.
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Instead of using a density map for the entire parallel coordinates representation it can be beneficial to separate the data items sharing common features into groups. This is commonly done
using a clustering algorithm, as described in chapter 2, an approach also employed in papers D
and E. Instead of constructing one density map for the entire parallel coordinates representation,
a separate density map is created for each cluster. The same TF can then be used for all clusters,
or different TFs can be used to explore the structure of each of the various clusters.

4.2

Graphics Hardware Limitations

The frame buffer comprises a number of different buffers such as colour buffers, depth buffer,
stencil buffer, and accumulation buffer [SWND05]. The only buffers that can be directly viewed
are the colour buffers, the other buffers are used to perform tasks such as antialiasing, stencilling
and other operations. The colour buffers contain values for red, green, blue, and alpha (opacity).
The density map is created by using graphics hardware to additively blend polylines in the colour
buffers. This is a fast operation and it is possible to construct density maps in a few tens of
milliseconds.
The standard number of bits per colour component in the colour buffers is usually only eight,
meaning that a maximum of 28 = 256 different intensity levels are at the user’s disposal. If
a parallel coordinates representation contains structures such that this number is exceeded then
there is a risk of structure being lost. This can be dealt with either by using an accumulation
technique or using high-precision floating point buffers. With an accumulation technique, the
high precision density map is constructed by rendering polylines in subsets so that the precision
is never exceeded. The final high precision density map is then a compilation of the subsets.
Before the high precision density map is displayed, a normalization is first performed followed by a mapping using a transfer function. This can be done either on the CPU, or more
efficiently, on the GPU using fragment shaders.
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Density

Opacity

(a) A linear TF is, for this data set, not a good choice since the large range of values in the
density map makes almost all but the most dense regions disappear in the display.

Density

Opacity

(b) Applying a square root TF puts more emphasis on low density regions but much structure
is still hidden.

Density
(c) Putting even more emphasis on low density regions by applying a fourth root TF reveals
much more structure.

Figure 4.1: Different TFs, describing the mapping from density values to opacities, are used to
reveal structures in a parallel coordinates representation.

Chapter 5
Representations of Time-Varying,
Multivariate Data
Time-varying, multivariate data sets exist in fields such as finance, meteorology and chemistry
amongst many others. Having simultaneous access to several time steps allows comparisons to
be made not only between the different data items for a single time step but also of temporal
trends over long time periods. This chapter presents methods for representation and analysis of
multivariate data over many time steps, methods originally introduced in papers F and G.
A time-varying, multivariate data set consists of one or several data items for each of a number of time steps, where each data item contains values for at least two variables. Graphically
representing such a data set is a particularly difficult task since the amount of data that may need
to be represented increases proportionally with the number of time steps. If the data set under
study is highly multivariate and contains many data items the amount of data that needs to be
processed and graphically represented on the screen may quickly become overwhelming. Due to
this, the number of techniques that can be used to create graphical representations of this type of
data are limited and typically application specific.
The visualization of time-varying data was approached, in paper F and [JLCL05, JLLC04],
from an application specific perspective by applying interactive visualization to the system identification area. This approach makes use of a large, semi-immersive stereoscopic display and
volume visualization to facilitate validation of complex mathematical models. Along with the
previously discussed work on high precision buffers and transfer functions in parallel coordinates a more general technique, based on temporal parallel coordinates, for visualization of
time-varying, multivariate data was later presented in paper G.

5.1

Interactive Analysis of Time-Varying Systems

A first attempt to apply advanced interactive visualization tools to a process having a history of
being mostly based on mathematical models is here studied. This process is commonly known in
the field of automatic control as system identification [Lju99] and here mathematical algorithms
37
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are used to build models of real world systems. A typical example is a model that describes the
relationship between the outflow and level for a number of connected water tanks.
The process of system identification can typically be broken down into the following steps:
1. select a model structure
2. estimate model parameters based on data sampled from a system and generate the model
residual
3. validate the model, see illustration in figure 5.1, and if the residual is satisfactory then
finish, else go to step 1.
The step that could potentially benefit most from interactive visualization is the third, model
validation, which is typically of an interactive nature. The data that needs to be analysed is timevarying, highly multivariate and typically constitutes non-linear relationships, making the model
validation time consuming and notoriously difficult.
In a time-varying system the relationship between ut and yt changes over time. It is rarely
possible to understand this change by studying the respective signals alone. Using a timeinvariant model, however, it is possible to describe the system well at one time instant and it
is therefore possible to see when new measurements do not match since this will give rise to
a large residual that can be observed. To completely investigate whether a model fits or not it
Noise

Input, ut

System
(discrete)

System output, yt

Residual, et

P

+
Model
Model output, ŷt

Figure 5.1: Model validation. The output, yt , of a system is compared to the output of a model,
ŷt . The difference between the two outputs is called the residual, et = yt − ŷt ; t = 1, 2, . . . , N .
The residual is examined and if it is found to be dependent only on the noise and not on the
input, the system identification process is complete since there is nothing more to model. ut and
et can, depending on the application, be either scalar or vector values.
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(a) One region with large residuals.

(b) Two regions with large residuals.

Figure 5.2: A three-dimensional representation together with several two-dimensional representations are used in an interactive application for model validation. The relationship between ut
and et is studied and it is clearly seen that there are regions with large residuals indicating that
the model does not fit well in those regions.

is often necessary to analyse multiple pairwise combinations of et , ut and yt (or any of their
time-lagged instances). To be able to interactively and visually inspect this type of data an interactive visualization system was developed using a commercial visualization software toolkit
called AVS/Express [Adv]. The visualization system was first developed for an ordinary desktop
PC but was also extended to a much larger semi-immersive stereoscopic display. The system uses
an interactive three-dimensional representation of pairwise relationships of et , ut and yt together
with several two-dimensional representations giving the user a flexible working environment, see
figure 5.2.

5.2

Temporal Parallel Coordinates

Using parallel coordinates for representation of time-varying, multivariate data is not a simple
task, as extensively discussed in chapter 2, and techniques such as using multiple representations, one for each time step, or additional time axes [Eds03, GCML06, JJJF07] all result in
overcrowded displays, which can also be slow to update since the techniques are based on a
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direct line rendering, resulting in time consuming analyses.
An important aspect to consider when extending parallel coordinates to support data with a
time dimension is how to be able to distinguish between values at different times. Figure 5.3a
shows a standard parallel coordinates representation of an example multivariate data set describing a number of cities, each having values for four variables. With this representation the relationships between the cities can easily be analysed. Figure 5.3b shows, on the other hand, a single city
sampled over four years and this representation is not as easy to interpret since there is no obvious way of knowing how the variables of the city have changed during the four years. Techniques
based on three-dimensional parallel coordinates representations [WLG97, RWK+ 06, FCI05] can
be used for this but they tend to suffer from cluttering or perspective distortion making it difficult
to compare values at different depths (time steps).

5.2.1

Representation of Temporal Changes

One way to represent changes in a parallel coordinates display is, instead of representing values
at time steps by drawing lines, to paint the entire region of change between two time steps using
a polygon. A simple illustration of this is seen in figure 5.4 where only two time steps are considered. Representing changes between more time steps is only a matter of adding more polygons
into the display, for example using blending. A result of using this approach is illustrated in
figure 5.5 where the two completely different sequences shown in figures 5.5a and d give rise
to two identical representations when created using lines (figures 5.5b and e). The representations created using polygons to reveal changes between time steps do, however, capture these
differences (figures 5.5c and f).
High precision density maps and TFs, as discussed in chapter 4, are used to map the number
of overlapping changes to opacity, as seen in figure 5.5. A density value is computed as before
but now represents the number of overlapping changes at a pixel during a certain time period.
An example of using density maps and TFs is seen in figure 5.6 where a single data item
consisting of two variables is shown for 200 time steps. The changes are immediately perceived
and it is easy to see that many small overlapping changes have occurred at the minimum and
Tax rates
City 1

Population

House price

Birth-rate

Tax rates
City 1, t3

City 2

City 1, t2

City 3

City 1, t4

City 4

City 1, t1

Population

House price

Birth-rate

(a) A parallel coordinates representation of four (b) A parallel coordinates representation of a single
cities.
city sampled over four years.

Figure 5.3: Using standard parallel coordinates to represent time-varying, multivariate data is
not intuitive since it is not obvious how the variables of the data items change over time.
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t2

t2

t1

t1

(a) Lines are used to represent the values of a data item
at two different time steps.

(b) A polygon is used to represent the region of change
between the two time steps.

Figure 5.4: A line rendering displays the values of an item at two time steps (a), while a polygon
rendering displays the change between the time steps (b).
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x

x

x

x
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(c)
x

x
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(d)

(e)

(f)

Figure 5.5: Two different sequences, (a) and (d), are represented by line renderings in (b) and
(e) and by polygon renderings in (c) and (f). Opacity is used to convey the number of overlapping
changes: from highly transparent (few overlaps) to opaque (many overlaps).

maximum values of the left variable while there have been many large overlaps covering the
entire range of the variable on the right. Information about where in time changes have occurred
are, however, not revealed with this technique. This can be conveyed by constructing a sense of
depth in the display and associating time steps with different depths. One intuitive mapping is
to let recent changes be represented by ‘fresh’ bright colours and older changes be represented
by ‘washed out’ greyer colours. This is achieved using the HSV colour model [GW02] with a
fixed hue and decreasing saturation and value components for older time steps. An illustration
of such a mapping of the previously illustrated data set (figure 5.6) is seen in figure 5.7a. In this
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(a) The result of
using the linear TF
in (c).

(b) The non-linear
TF in (d) emphasizes low density
regions.

Opacity

Opacity
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Density
(c)

Density

(a) Time directed
out from the display
towards the user.

(b) Time directed
into the display.

Figure 5.7: The data set in figure 5.6 now displayed with a depth cue technique revealing
where in time changes occur. Regardless of
viewing direction, the mapping between colours
and time is fixed such that recent changes map
to bright colours and older changes map to
greyer colours.

(d)

Figure 5.6: Density maps and TFs are used to
reveal overlapping changes between time steps.

display the time period is viewed from the end (time can be thought of as going in a direction
towards the viewer) and new changes, corresponding to polygons having a bright red colour, are
painted on top of older, greyer changes. In figure 5.7b the time period is instead viewed from the
beginning (time can now be thought of as going from the viewer into the display). Regardless
of view direction, the relationship between colour and time is always kept, meaning that new
changes are always represented by bright colours and older changes by greyer colours.
Using colours to create a sense of depth leading to representations such as those illustrated
in figure 5.7 requires information that cannot be directly extracted from the density map. This
is because a density value only contains, for each pixel, information about the total number of
overlaps for the entire time period. The use of a single density map is illustrated in figure 5.8a.
All changes occurring for the time period from ta to tb are, here, stored in a single density map.
In order to map different time intervals to different colours the density map is split into several
maps, each describing the number of overlaps in a certain sub-range of the time period. The
partitioning is made such that the number of time steps in each map is as balanced as possible.
The time period from ta to tb is thus divided into a number of sub-intervals, as illustrated in
figure 5.8b. The created maps can then be assigned different colours and composited [EHK+ 06]
to form the final representation.
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ta

tb

Density map
Density map
(a)

Density map

Density map

Density map

(b)

Figure 5.8: Using a single density map to store all changes occurring from ta to tb prevents
mapping of specific time intervals to different colours (a). Splitting up the density map into
several maps enables such a mapping (b).

5.2.2

Analysis of Temporal Structures

A temporal parallel coordinates representation, using density maps and depth cues, of a synthetic
data set containing 100 multivariate data items at each of 500 time steps is seen in figure 5.9. The
results of applying different TFs to a single density map are illustrated in figures 5.9a and b. This
is a simple and fast way of getting an overview of the combined results of the overlaps for the
entire time period. For a more detailed analysis the techniques for creating depth cues are applied
giving the results shown in figures 5.9c and d. A number of different structures can now be seen.
Some examples include the periodical pattern of the leftmost variable, the change in correlation
between the variables mapped to the second and third axes from the left, and the altering shape
of the clusters formed between the two variables mapped to the two rightmost axes.
Up until now the density map and depth cue techniques have been illustrated using polygons
to render changes between time steps. These techniques can also be applied to a traditional line
rendering. Figure 5.10 shows different renderings of a synthetic data set containing a single
multivariate data item over 2000 time steps. The top row shows traditional line renderings while
the bottom row shows renderings using polygons, all constructed using high precision density
maps and the depth cue technique. The different renderings include different numbers of items,
corresponding to different magnitudes of change between consecutive time steps. The smallest
changes occur in figure 5.10a and the representations based on lines and polygons both capture
the changes. Figures 5.10b–d show examples where fewer and fewer items are included in the
representations, ending with one containing only 40 items. This corresponds to a data set having
very large, abrupt changes between the time steps and, as can be seen, the polygon rendering is
superior at capturing this.
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(a) A TF is used to reveal the regions where most
overlaps occur.

(b) A TF is used that puts more emphasis on regions with few overlaps.

(c) Depth cues are used to convey time, here
considered to go towards the user making recent
changes appear over older ones.

(d) A representation of time where the time dimension now points from the user into the display,
making older changes appear on top of more recent ones.

Figure 5.9: A temporal parallel coordinates representation of a synthetic data set containing 100
multivariate items at each of 500 time steps.

(a) 2000 time steps.

(b) 500 time steps.

(c) 100 time steps.

(d) 40 time steps.

Figure 5.10: A comparison between line renderings (top row) and polygon renderings (bottom
row) for different strengths of changes between time steps. For small changes, both line and
polygon renderings reveal features in data adequately (a). As the changes become larger, the
polygon rendering is preferred over a line rendering since it better captures the changes (b–d).

Chapter 6
Conclusions
The major contributions of this work are described in chapters 3–5. This chapter begins by
summarizing these contributions and thereafter some of the key conclusions from the results are
presented. Finally, future research in the area of visualization of multivariate and time-varying
data is discussed.

6.1

Summary of Contributions

The major contributions described in this thesis are summarized as:
• three-dimensional, multi-relational parallel coordinates as a technique for visualization of
multivariate data
• evaluation of standard, two-dimensional parallel coordinates and three-dimensional, multirelational parallel coordinates for exploratory data analysis
• the use of high precision density maps to store information about structure in parallel
coordinates representations
• transfer functions as a means to reveal complex structure in parallel coordinates representations of large multivariate data sets
• temporal parallel coordinates for interactive analysis of large, time-varying, multivariate
data
• the use of interactive visualization to facilitate model validation in the application area of
system identification.
The three-dimensional, multi-relational parallel coordinates technique enables a simultaneous analysis of all pairwise relationships between a focus variable and all other included variables
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in the representation. Such an analysis is not possible in standard, two-dimensional parallel coordinates. In order to investigate how efficient the multi-relational parallel coordinates technique
is at supporting real user tasks, it has been evaluated, through a number of user studies.
High precision density maps and transfer functions have been used to explore large, multivariate data sets in parallel coordinates. These techniques make it possible to interactively
analyse arbitrary regions in a parallel coordinates display without risking the loss of structure.
The concepts of density maps and transfer functions were the basis for the introduction of
methods for efficient visualization of time-varying, multivariate data through the development
of temporal parallel coordinates. Methods for interactive visualization have also been applied to
the specific application area of system identification in order to facilitate validation of complex
mathematical models.

6.2

Conclusions

The contributions presented in this thesis have investigated several aspects of visualization of
multivariate and time-varying data. The three-dimensional, multi-relational parallel coordinates
representation has been demonstrated, through user studies, to be a good complement to standard,
two-dimensional parallel coordinates for visualization of multivariate data. The evaluations have
proven the effectiveness and efficiency of the technique in aiding users to perform common
analysis tasks. The user studies have, in addition, revealed important limitations that should be
addressed in future research.
The presented methods for generating and using high-precision density maps and transfer
functions are based on simple, easy to implement, concepts making them suitable for a wide
range of applications. Indeed these methods have been adopted and extended by other researchers.
Temporal parallel coordinates are used for representation of time-varying, multivariate data
and are based on efficient methods that enable interactive visualization of large multivariate data
sets over long time periods. This type of data has also been studied with respect to system
identification within the field of automatic control. The results indicate that these methods could
be beneficially used within many fields dealing with time-varying, multivariate data sets.
Though most of the methods described in this thesis are related to parallel coordinates they
can be generalized to be applied to other information visualization techniques.

6.3

Future Research

This thesis has presented many new extensions for parallel coordinates to approach large multivariate, time-varying data but the developments are by no means complete. The density map
technique, for example, creates many possibilities for superior analysis and interaction tools, and
is also directly applicable to numerous other graphical representations of data. Transfer functions have similar potential benefits for other information visualization tools. Three-dimensional
displays have been notoriously difficult to employ effectively within information visualization
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but two successful approaches, three-dimensional multi-relational parallel coordinates and the
compositing approach used in temporal parallel coordinates, have been presented in this thesis.
Guided by well-designed evaluations, many more can be achieved.
Many improvements have been proposed in the area of multivariate data representation in
recent years. It would be of great value to further evaluate all of these methods with respect to
real user tasks. For each particular representation, it is also necessary to find what types of task
are well supported by it, as well as to reveal advantages and disadvantages compared with other
visualization techniques. New methods and metrics to adopt when performing evaluation are
also needed.
Research also needs to be directed towards developing methods to measure the quality of
graphical representations, that is how much of the significant structure in the data is conveyed.
Having access to this information is vital for the user to be sure that their analysis is valid. An
attempt to define such a visual screen space quality measure was recently presented in [JC08].
This was, however, only a first step in developing a general framework for effective screen space
quality metrics so much research is needed in this area.
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