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Abstract
Over the last decades, integrated circuits have changed our everyday lives in a number of 
ways. Many common devices today taken for granted would not have been possible 
without this industrial revolution.

Central to the manufacturing of integrated circuits is the photomask used to expose the 
wafers. Additionally, such photomasks are also used for manufacturing of flat screen 
displays. Microlithography, the manufacturing technique of such photomasks, requires 
complex electronics equipment that excels in both speed and fidelity. Manufacture of such 
equipment requires competence in virtually all engineering disciplines, where the 
conversion of geometry into pixels is but one of these. Nevertheless, this single step in the 
photomask drawing process has a major impact on the throughput and quality of a 
photomask writer.

Current high-end semiconductor writers from Micronic use a cluster of Field-
Programmable Gate Array circuits (FPGA). FPGAs have for many years been able to 
replace Application Specific Integrated Circuits due to their flexibility and low initial 
development cost. For parallel computation, an FPGA can achieve throughput not 
possible with microprocessors alone. Nevertheless, high-performance FPGAs are 
expensive devices, and upgrading from one generation to the next often requires a major 
redesign.

During the last decade, the computer games industry has taken the lead in parallel 
computation with graphics card for 3D gaming. While essentially being designed to 
render 3D polygons and lacking the flexibility of an FPGA, graphics cards have 
nevertheless started to rival FPGAs as the main workhorse of many parallel computing 
applications.

This thesis covers an investigation on utilizing graphics cards for the task of rendering 
geometry into photomask patterns. It describes different strategies that were tried and the 
throughput and fidelity achieved with them, along with the problems encountered. It also 
describes the development of a suitable evaluation framework that was critical to the 
process.
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Rendering for microlithography on GPU hardware  1 Introduction

1  Introduction

 1.1 Background

Micronic Laser Systems AB is a world-leading manufacturer of laser pattern generators for the 
production of photomasks which are used in the manufacturing of semiconductor chips and displays. 
These writers need to render 2-dimensional geometric data into a pixel map and perform subsequent 
image processing algorithms at high speed. 

Micronic's current high-end laser pattern generators use clusters of Field Programmable Gate Array 
(FPGA) circuits. An FPGA consists of a large number of logical function units that can be dynamically 
configured to act as an arbitrary digital circuit. An FPGA can achieve very high performance due to its 
parallel nature. Since the configuration is so low-level, an FPGA of appropriate speed and size can be 
used to implement virtually any digital circuit.

The downside of this flexibility is that converting an algorithm from pseudocode into an efficient 
digital circuit requires a great deal of knowledge in hardware design. Even though high-level languages 
such as VHDL and Verilog can abstract this process somewhat, FPGA development still falls in the 
realm of hardware engineering rather than software development. Also, upgrading the system with a 
larger FPGA usually requires a major redesign of the data path.

Over the recent years, the processing power of graphics cards intended for computer games has 
escalated. While these are primarily focused at rendering 3d graphics, the process of rendering 2d 
primitives for photomasks is very similar. In addition, the ongoing trend of increasing the 
programmability of the graphics processing unit (GPU) have made these boards suitable for image 
processing algorithms as well. The low cost and relatively high performance of commercial off-the-
shelf graphics cards make GPUs an attractive alternative to specialized hardware for constructing the 
next generation of laser pattern writers.

 1.2 Problem description

To do a reasonable comparison of a GPU's potential, Micronic's Sigma7500 line of semiconductor 
writers were used as a reference. 

The problem description originally specified the following tasks to be performed.
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Rendering for microlithography on GPU hardware   1.2 Problem description

• Do a study of the existing rendering engine's design, data formats and performance. This rendering 
engine exists in two forms: as an FPGA-based hardware implementation (RASE) and as a software 
application emulating the former. (VSA)

• Develop an alternative rendering algorithm suitable for a GPU and incorporate it into VSA. Both a 
traditional rendering method and one based on area sampling shall be evaluated.

• Validate the lithographic similarity of the rendered image against the one generated by RASE or 
VSA. Tools for comparison are the programs rifdiff and rifcmp.

• Develop a method of measuring performance and use it to evaluate the performance. To be 
considered relevant, the geometry rendered must be similar to the geometry processed by RASE. 
Namely, it must be able to draw axis-aligned rectangles and trapezoids with a flat top and bottom.

• Suggest a way to support basic Boolean operations between images. (� paint�  and � scratch� )

• If time permits, study how other image processing and morphological algorithms could be 
implemented on a GPU. Examples of such operations are stamp distortion correction and line width 
biasing.

As is usually the case, these requirements were adjusted during the project to better solve the problem 
at hand.

 1.3 Scope

The scope of this thesis covers GPU-accelerated rendering of rectangles and trapezoids with a flat top 
and bottom into a grayscale pixel map using two different strategies to achieve high-quality anti-
aliasing. It does not cover the wider problem of optimizing the reading of geometrical data from disk 
and feeding it to the GPU.

 1.4 Method

To evaluate the performance and fidelity of GPUs, several different approaches to rendering have been 
investigated. To compare different rendering methods MichelView, a framework for viewing and 
benchmarking them, was developed. 
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Rendering for microlithography on GPU hardware   1.4 Method

Two fundamentally different approaches to rendering polygonal data with very high precision were 
implemented. The first one is based on the method used in Micronic's high end writer, the Sigma7500. 

This method renders black & white pixels to 8x8 bit patterns, using a dithering process known as pixel  

equalization to achieve a higher effective resolution in the final supersampled image. The second one 
uses area sampling to calculate the coverage of the polygon within each pixel. While the second method 
will give more exact results and require less memory bandwidth, it puts restrictions on the geometrical 
mask as it does not permit any geometrical overlap between polygons.

The performance of different rendering methods has been evaluated using the benchmarking tools of 
the framework, and their fidelity has been compared to both the Sigma7500 rendering and to an ideal 
rendering method.
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Rendering for microlithography on GPU hardware  2 Development

2  Development

 2.1 Study of the existing implementation

Even though the scope of this thesis is limited to rendering geometric data to grayscale pixels, a brief 
description of the entire photomask drawing process is in place. The photomask itself consists of a 
quartz plate coated with a chrome layer and a thin layer of photosensitive resist. This is exposed with 
either an electron beam or a laser beam. While electron beam pattern generators offer a superior 
resolution compared to laser pattern generators the writing process is much slower which reduces the 
efficiency of the photomask production process. This is the reason why Micronic specializes in 
developing laser pattern generators.

Once the photomask has been created, it is used repeatedly to transfer the pattern to a silicon wafer 
covered with photoresist. This process is done by a stepper, which moves the photomask around the 
wafer in an array pattern and passes light through it at different positions. When light passes through 
the photomask, the photoresist on the wafer is exposed and the pattern drawn on the photomask is 
replicated onto the wafer, resulting in an array of patterns on the wafer, representing one layer of the 
intergrated circuit.
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Rendering for microlithography on GPU hardware   2.1 Study of the existing implementation

The Sigma7500 is a pattern generator from Micronic for drawing advanced semiconductor patterns. It 
offers the speed of laser pattern generators while delivering almost the same quality as electron beam 
pattern generators do. The central part of this is the Spatial Light Modulator (SLM) chip. This chip 
consists of a 512x2048 array of microscopic mirrors that can be individually deflected. This enables a 
single flash of light to illuminate a million individual pixels. Varying the deflection of each mirror 
provides a means to control the thickness of a structure. This way,  a lower-resolution grayscale pixel 
map can be used to represent a black & white pattern of higher resolution.

The Sigma rendering and image processing pipeline is based around three central parts. An offline file 
conversion process, and online conversion process and the rendering and image processing itself.

First, the offline process splits the geometry from a MIC file into a FRAC_C file. The MIC file format 
is a vector format supporting rectangles, trapezoids, polygons, circles and nested hierarchies of the 
above primitives. The FRAC_C format contains only rectangles and trapezoids with a flat top and 
bottom. Additionally, these primitives are spatially sorted in the FRAC_C format, so that they can be 
processed in parallel by the data path processing channel elements without having to do random reads 
from the large disk file.

In the online writing process, each processing channel further subdivides each stream in real-time to 
distribute workload among several rendering units in the rasterizing engine (RASE). RASE consists of 
a cluster of 24 rendering units, each consisting of four FPGA circuits. 

Finally, the rendering units render the geometry into pixels and perform subsequent image processing 

functions on those pixels. The output from each rendering unit is then merged into a stamp, a 512x2048 
large grayscale pixel map where each pixel has a range of [0,64] . This stamp is loaded onto the SLM 
which is used to expose the resist on the quartz plate.

During the drawing process, there is an interval of ~500 microseconds between each SLM exposure. 
This puts a high requirement on the performance of the data channel and constitutes a large part of the 
manufacturing cost for the Sigma7500. Implementing this functionality on a GPU could significantly 
reduce this manufacturing cost. Additionally, a GPU-based system should at least theoretically allow for 
a painless upgrade of the system to a newer generation of graphics cards.
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 2.2 Extending VSA

The Virtual System Application (VSA) is a command-line application originally written to be used as a 
reference for the RASE system. VSA uses the TCL scripting language and reads files in FRAC_F 
format and outputs pixel maps in RIF format. FRAC_F is a format that represents the geometry data in 
the RASE's intermediate stage when the FRAC_C data has been split by the different CPU cores and is 
to be delivered to the rendering units. RIF is a proprietary bitmap format containing several stamps of 
of the mask, sorted into different rendering windows which partially overlap each other.

In line with the instructions given in the problem description, work soon began on extending VSA with 
a rendering algorithm that used OpenGL (see section 4.3) to draw the primitives. This initially seemed 
like an elegant way to test different rendering methods with minimal effort, and two rendering methods, 
full polygon clipping and approximative area sampling with implicit functions, were implemented into 
VSA. However, for several different reasons, this path turned out to be a dead end.

One of the problems with trying to extend VSA was the large source code. Merely getting it to build 
correctly on a fresh Ubuntu installation took more than a week of joint efforts. Moreover, running the 
make files would often produce an incorrect binary unless a � make clean�  command was run prior to 
building the source, forcing you to re-compile every source file whenever a change was made.

VSA outputs the rendered stamp in Micronic's proprietary RIF format. This format contains a collection 
of partially overlapping Rendering Windows (RW) each being 516x108 grayscale pixels in size. This 
partitioning of each stamp into several rendering windows was useful when developing the RASE and 
the dimensions of the RW were selected according to the throughput of each rendering unit in the 
RASE. However, the partitioning merely proved to be a drawback in this thesis work as the same 
partitioning was not suitable for a GPU.

The only program available at Micronic to view RIF files with is RIFplot, a Solaris program that could 
not be easily ported to GNU/Linux. VSA does provide a command for converting a single specified RW 
to a PNG file, but doing so for a stamp consisting of many RWs was awkward. Furthermore, it was 
soon discovered that the output PNG files were all in black and white rather than grayscale. This meant 
the PNG output was only useful as a crude preview.

An input plugin for the GNU Image Manipulation Program (GIMP) was then developed to be able to 
view the RIF files on Linux. But later on, it was discovered that VSA would sometimes write RIF files 
with corrupt grayscale values.
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Like in the case of RIF files, the only program available to view FRAC_F files is a Solaris viewer and 
the lack of a visual navigating tool to view the geometry also slowed down the development.

The rendering methods added to VSA were based on area sampling, and thus had a requirement of no 
geometrical overlap in the primitives. Unfortunately, the fracturing process that converts MIC files into 
FRAC_C files does in fact introduce geometrical overlap to compensate for seams in the pattern.

Many questions were raised when trying to get a grip on VSA's huge source code. But since the RASE 
development had mostly been done by a different company , there were no people at Micronic who had 
a complete understanding of VSA's internals. And the available documentation was limited.

In addition to all the above problems, the overall process of using a command line program with no 
graphical features was a very time-consuming process when many tests had to be done. Furthermore, 
there was no obvious strategy to do performance measurements without including the overhead from 
VSA. And even if a reliable method could be developed, using the FRAC_F format would be 
misleading as the conversion process had flattened the hierarchical structures, introduced overlap, split 
primitives into smaller ones and partitioned them in 516x108 windows, all of which would introduce 
unnecessary overhead in a GPU solution. 

After one and a half month had passed, there was a joint agreement between everybody involved that 
VSA should be abandoned in favor of a new framework to be developed, which would use MIC files 
directly. 

 2.3 Development of MichelView

After the sour lessons learned from the first month with VSA, I was determined to make a new 
framework in C++ that would speed up the development cycle in the long run, even if that meant 
spending a lot of time on the user interface. But rather than viewing the time spent on VSA as wasted, it 
had provided an insight into the features I considered necessary for a fast development cycle.

• Easy navigation �  It must be possible to select different stamps, move around and zoom in on 
interesting features. Time spent developing a good GUI will save development time in the long run.

• Instant graphics feedback �  The rendered stamp should be displayed in real-time when navigating in 
the stamp.
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• Quick method of comparing alternative rendering methods �  The framework should have an 
abstract interface that eases the process of writing a new rendering method, and the GUI must 
provide a convenient way to instantly switch between them and compare their results.

• Quick  method of benchmarking the performance �  The mean time for rendering a stamp should 
only be a mouse click away. The time spent on data transfer versus rendering  should be as easily 
obtained, and the results for each method should be listed to make comparisons between different 
rendering methods easy.

Of course, these requirements mainly apply to a research and development phase. When the software 
development shifts to maintenance of the code, command-line tools may be more suitable for 
automated test and verification. However, ideally the automated tools and GUI should be based upon 
the same code or even better, consist of the same program running in different modes.

The first decision to be made was deciding on a widget API for the GUI. As I had previous experience 
with using both Qt and GTKmm, they were the two candidates considered. Qt is a widget API 
developed by Trolltech available under both a GPL license and a separate commercial license. GTKmm 
is the C++ binding for GTK+ (see section 4.5) which is available under an LGPL license.

GTKmm was chosen due to the LGPL licensing that allows it to be used in proprietary software. 
Additionally, GLADE and LibGLADEmm offer an easy way to reshape the GUI without changing 
much of the program code, and this was considered important as the final look of the GUI was subject 
to change.

The first stage in the development of MichelView was to write code that would read the MIC file 
format. To keep things simple, the whole contents of a MIC file are read into CPU memory, limiting the 
maximum size to only a small fraction of a photomask. Additionally, all hierarchies are flattened when 
reading the file. This should definitely not be done in a final application as maintaining the hierarchies 
would likely give a major performance boost, but support for hierarchies was left out for simplicity.

The dimensions of a rendering window (loosely named � stamp size�  in the code) is set to 512x2048 
pixels, reflecting the size of an SLM stamp. However, this size is easily changed to any suitable 
dimension. For rendering without real-time concerns, it might be beneficial to keep the dimensions as 
high as GPU memory and numerical accuracy concerns will allow. At the current moment, rendering 
windows cannot overlap, and allowing this is important in a final application where further image 
processing might take place after the rendering is complete.
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Only a subset of the MIC file format is currently supported. More specifically, it is assumed that a MIC 
file will only contain rectangles and trapezoids. Layers are not supported either, although support for 
this would be easy to implement at a later stage.

Initially, different methods using area sampling were tested. The first two to be implemented were 
RenderMethodFullClipping and RenderMethodImplicitQuad. Soon, it was realized that the high 
concentration of axis-aligned rectangles among the primitives motivated a specific rendering method, 
RenderMethodImplicitRect, that restricted itself to those. Trapezoids remained an unresolved issue at 
this point.

Alhough the rendering methods that used area sampling delivered promising results, the question of 
whether the assumption of no geometric overlap could be made remained unresolved. A method that 
would allow overlap was therefore desirable. The one close at hand would be to mimic the dithering 
scheme used in the original RASE system. 

However, a faulty assumption that bit logic frame buffer operations were not possible in OpenGL had 
been made. It was therefore thought that Nvidia's CUDA (see section 4.4) was the only viable way to 
accomplish this task. A few weeks were spent on implementing a rendering method for dithered axis-
aligned rectangles that used CUDA.

A total of three CUDA kernels were evaluated. Two of them use one separate thread to draw each 8x8 
block of micropixels while the third one lets each thread loop over the 8x8 blocks to modify. Although 
the performance achieved was better than feared, it was still not half as fast as the equivalent area 
sampling method using GLSL. In addition, there were other awkward problems such as the lack of 
automatic clipping of primitives, and memory collisions between different multiprocessors that would 
require using no more than one multiprocessor to process each rendering window. 

Eventually, it was discovered that OpenGL could indeed easily support bit logic frame buffer operations 
via the glLogicOp function and the EXT_gpu_shader4 extension. The CUDA path was then abandoned. 
Still, CUDA might be more suitable than GLSL for performing image processing on the rendered 
stamp.

The CUDA code was then ported straight-on into GLSL code. This more than doubled the throughput, 
while having none of the disadvantages mentioned above.
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Now that support for axis-aligned rectangles existed in both area sampling and dithering form, it was 
time to tackle trapezoid support. Initially, supporting arbitrary quads had been considered, as a GPU 
normally renders arbitrary quads or triangles just as well as those with flat sides. However, the nature of 
the area sampling scheme nevertheless motivated such restrictions. 

Eventually, an area sampling rendering method for rendering trapezoids with a flat top and bottom was 
developed. This process was delayed, as mysterious bugs appeared when trying to output more than 32 
components in the transform feedback shader (see section 4.3.2). 

After submitting a post on the message boards at www.opengl.org , Pat Brown at Nvidia offered his 
assistance in investigating the problem. He eventually confirmed that it was a combination of bugs in 
the OpenGL driver and offered workaround solutions while the drivers were being  updated. After this, 
everything went smoothly.

Even though the trapezoid rendering was notably slower than the rectangle variant, the performance 
was well beyond the initial expectations. And since trapezoids are far less common than rectangles in 
semiconductor patterns, the decreased performance should be compensated for anyway.

Making a dithered trapezoid renderer proved to be much more straightforward than the area sampling 
one, for reasons explained in section 5.

page 10 of 60



Rendering for microlithography on GPU hardware   2.4 An overview of MichelView

 2.4 An overview of MichelView

The GUI of MichelView as of this writing is shown in figure 3.

1. Open �  This will read a specified MIC file to memory

2. Outlines �  Draws the outlines of the geometry on top of the rendered pixels.

3. Grid �  Draws the pixel grid on top of the rendered pixels.

4. Verify �  Draws incorrect pixels in either dark red (� wine stains� ) for errors > 0.5 or bright red 
(� blood stains� ) for errors > 1.0.

5. MiP �  Draws the micropixels of the stamp. For area sampling methods, this option is disabled.
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6. StampX & StampY �  Sets the stamp to be rendered.

7. Working �  Indicates whether there are any errors preventing the rendering method from working 
correctly, such as compiler errors in a GLSL shader.

8. Verify �  Indicates which rendering method has been selected as the reference method.

9. Name �  Displays the name of a rendering method.

10. Time/stamp(ms) �  Displays the mean time for rendering a stamp in milliseconds.

11. Time/stamp(IO) �  Displays the mean time for doing all I/O operations without doing any actual 
rendering calls.

12. Description window �  Gives a short description of the rendering method.

13. Parameters section �  Lists dynamic parameters for a specific rendering method.

14. Coordinates �  Displays the pixel coordinates that the mouse cursor is hovering at.

15. Macropixel shade �  Displays the value of the macropixel rendered by the selected rendering 
method.

16. Reference shade �  Displays the reference value of the macropixel. i.e., the value rendered by the 
rendering method currently set as the reference method.

17. Selected �  Displays the dimensions of the currently selected quad. (displayed in purple)

18. Debug data �  An arbitrary debug value for each rendered pixel that eases the developer's work.

Additionally, the following hotkeys exist.

• R �  Reloads and updates external dependencies for all rendering methods. Examples of such are 
GLSL shaders or tables stored on disk.

• V �  Sets the currently selected rendering method as the reference rendering method.

• H �  Hides/unhides all primitives except the currently selected one. As the same pixel will usually be 
covered by many different primitive, this is important to be able to inspect what shade a specific 
primitive has assigned to a specific pixel.

• I �  Provides detailed information on the currently selected primitive.
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Rendering for microlithography on GPU hardware  3 Theory

3  Theory
In the following sections, brief explanations of a number of important concepts often referred to in this 
thesis are given.

 3.1 Convex polygons from implicit line functions

Implicit surface functions are commonly used for Constructive Solid Geometry, popularized by the 
well-known metaballs effect. Somewhat less known, but equally useful, are their 2D equivalent, known 
as implicit curve functions. A good introduction is given in [Gustavson, 2006]. The principle is that any 
function written in explicit form

x , y  = x t  , y t 

can be written in implicit form, as

F x , y  = 0

Where F(x,y) > 0 on one side on the curve, and F(x,y) < 0 on the other. For a linear function, this 
means that

y =
dy
dx

xm

Can be written in implicit form as

F x , y  = AxByC

where

A = dy

B = −dx

C = m⋅dx

This describes a line dividing the space into two half-spaces where we can define one half to be filled 
and the other half to be empty. The distance to the boundary line can then be easily obtained by 
dividing the implicit function with the absolute value of its gradient

d =
F x, y

∣∇ F x , y ∣
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Furthermore, this enables us to describe a convex polygon with n edges as the intersection of n 

functions, each describing a line on the edge of the polygon

F x , y  = ∏
k=1

n

F kx , y  where F x , y   0 inside the polygon

This gives us an easy formula to determine if we are inside a convex polygon. In practice, we prefer to 
store the normalized version of a line by dividing the implicit function with its gradient as shown 
above. Figure 4 illustrates how the intersection of several half-spaces forms a polygon.

 3.2 Overestimated conservative rasterization

When a polygon is rasterized by the graphics hardware, a pixel whose center point is inside the polygon 
will be written, while a pixel whose center is outside will not. This is fine for normal applications, but 
as we wish to process all partially covered pixels as well, we need to expand the polygon to include the 
centers of all pixels that intersect the polygon's boundaries. For rectangles this is trivial, as each point 
just needs to be moved 0.5 units in x and y. But for general polygons, the solution is more complicated.

Hasselgren, Akenine-Möller and Ohlsson cover this problem in depth in [Hasselgren et al, 2005], where 

it is referred to as overestimated conservative rasterization. The general idea is that a polygon's optimal 
boundaries for overestimated conservative rasterization can be found by moving each boundary line 

along its closest worst-case semidiagonal of a pixel. A pixel has four such semidiagonals, extending 
from its center point to each of the four corners. 
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Figure 4: A triangle defined by three intersecting half-spaces
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The worst-case semidiagonal is always in the same qudrant as the line's normal. Therefore, for a 
boundary line described in the implicit form

F x , y  = AxByC

C should be modifed as follows

Cnew = C − V⋅A,B

Where V is the closest worst-case semidiagonal. We can then solve for the intersections of the moved 
boundary lines to obtain the new points defining the extended polygon. 

Furthermore, for trapezoids this process can be simplified as the top and bottom only need to be moved 
0.5 units up and down respectively to be moved along the worst-case semidiagonal, and only two out of 
four semidiagonals are possible candidates for the left and right sides.

[Hasselgren et al, 2005] also describes the problem that for acute angles, maintaining the same vertex 
count for the expanded polygon will render many redundant pixels. Their solution to the problem is to 
keep an axis-aligned bounding box for the polygon and discard a fragment that is outside of this 
bounding box.
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Figure 5: A triangle, its overestimated boundary and the semidiagonals defining it
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 3.3 Area sampling

During the past years, many approximative methods for anti-aliasing of partially covered pixels have 
been suggested. For this project however, approximate methods were not considered satisfactory. An 

exact method for anti-aliasing of polygons is area sampling. [Gustavson, 2006] 

This simply describes the process of calculating exactly how much of a pixel's area that is covered by a 
2D shape. In the case of an axis-aligned rectangle, solving for this is trivial as the pixel coverage is a 
linear function of the polygon's coordinates within the pixel (with the exception of being clamped at its 
borders). For a general polygon, this problem is much harder to solve exactly. The same calculations as 
in the axis-aligned rectangle case can still be useful, but will only be approximately correct.

There are two ways to view the area sampling process. In the first case, we initially view the pixel as 
being completely unfilled, and add the polygon's coverage to it. In the second case, we initially view it 

as being completely filled, and subtract the amount that is not covered by the polygon. The second 
approach has the advantage of allowing an easy way to combine the contributions from several 
boundary lines and allows geometry to be smaller than a pixel, but care must be taken to keep boundary 
lines from affecting pixels that they should not.
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Figure 6: Moving the right-side boundary line linearly affects the covered area  

in a non-linear way
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 3.4 Micropixels and pixel equalization

While area sampling is an exact scheme for calculating the pixel coverage, it has a drawback of not 
allowing any geometrical overlap due to the fact that we do not save any information on which parts of 
a pixel are covered. Currently, semiconductor pattern files fulfill this requirement, but this might 
change in the future. Furthermore, this assumption does not hold true for display patterns and low-end 
patterns. 

The original RASE system's approach to obtaining sub-pixel accuracy is to represent each grayscale 

pixel with an 8x8 block of black and white micropixels, the sum of these having a range of [0,64]. The 

ordinary grayscale pixels are consequently referred to as macropixels. Additionally, to achieve a higher 

effective resolution, a dithering scheme known as pixel equalization is used. This deals with the issue 
that if only the micropixels whose center point is inside a polygon are fully lit, there can be an either 
positive or negative difference between the integer sum of lit micropixels in the 8x8 block and the real 
sum that would have been obtained if grayscale levels for micropixels had been allowed. The solution 
that the RASE system uses is to remove and add micropixels among the partially covered pixels so that 
the error difference between the sum of lit micropixels and the true pixel coverage is minimized.

In addition to this, the pixel equalization algorithm also tries to spread out lit and unlit pixels more 
evenly along the edge. For continuous edges, this doesn't affect the grayscale values, but when the edge 
is part of a corner and pixels will be removed, spreading out the error difference prevents the pixel 
coverage error from growing beyond one micropixel at maximum. An example is shown in figure 8. 
Even though the unequalized 8x8 block is a better representation of the edge when viewed in isolation, 
the sum of its pixels produces a larger error when it is treated as part of a corner.
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Figure 7: Subtracting the non-covered area of boundary lines to combine several  

edges
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However, this part of the algorithm has been left out due to time constraints.

This obviously won't work for edges parallel with the axes, so for this special case, a set of predefined 
dithering patterns is used instead. This is illustrated in figure 9.
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Figure 8: Spreading out the error along the heigh of the 8x8 pattern gives a slightly  

more correct coverage when an 8x8 pattern is cut at a corner

Ideal coverage: 19 pixels Without equalization: 20 pixels With equalization: 19 pixels
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 3.5 Discretization of continuous functions

In all kinds of programming, it is common practice to improve performance by replacing complex 
functions with tables containing a finite number of samples taken from this function. This is especially 
true in graphics programming, where the texturing hardware provides an efficient way to access such 
tables. However, when introducing these kinds of optimizations, it is important to be aware of the errors 
introduced.

To illustrate the situation, let us examine the simple function f x = 5 x3 
2

for 0 <= x <= 7.

Suppose we wish to represent this function with a table of 8 samples taken at x = 0, 1, 2, 3, 4, 5, 6 and 7 
as shown in figure 10.
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Figure 9: The predefined patterns used for edge coordinates between 0.5 and 0.625
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When we access this table in place of the true function, we can only obtain exact values when x is 
exactly equal to a sample point present in the table. For any other values of x, we have to approximate 

the value of f(x) by using samples in the table. This is known as interpolation. 

The most straightforward interpolation scheme is nearest-neighbor interpolation, or simply no 
interpolation at all. This means that we choose the sample where the difference between the sample's x 
coordinate and the desired coordinate is the smallest. For our example function f(x), this would equal 
rounding x to an integer.
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Figure 10: The function f x = 5 x3 
2
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f x = f roundx

Obviously, this approximation may be a bad one. Especially in the case where we are near the threshold 
between two adjacent samples.

A generally much better interpolation scheme is linear interpolation, which approximates the unknown 
function curve between two sample points x0 and x1 with a straight line. For our example function, this 
is simply:

f x = f x0x1−x   f x1x−x0

However, even linear interpolation may be a bad approximation if samples are scarce and the derivative 
of the function changes significantly between the adjacent sample points. Additionally, for some types 
of discrete data linear interpolation might not make any sense, forcing us to resort to nearest-neighbor 
interpolation. An example of such data is storing 8x8 micropixel patterns in tables.

The original function f(x) can be viewed as a sampled table of infinite size. Therefore, while we can 
never fully eliminate the approximation error with a table of finite size, increasing the number of 
samples will make the approximation converge towards the true function. Using linear interpolation 
instead of nearest-neighbor interpolation will make the convergence faster, requiring less samples in the 
table. Thus, we have a trade-off between accuracy and memory usage where we can increase the table 
size until the error is considered negligible.

The situation gets more complicated when the data values at the tables need to be quantized as well. 
While such quantization might simply be motivated by memory concerns, it might also be enforced 
when the result is to be used as an input to hardware which expects heavily quantized data. A relevant 
example of such hardware is the SLM used in the Sigma7500, which expects grayscale values in the 
range [0,64].

Suppose that we quantize the output from our example function to integer values. If we were to use the 
true function, the quantized value would be:

f x = round f x

But when using a table, we will instead have the value:

f tablex  = round  f roundx
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The net effect here is that when we are close to the threshold between two candidate samples, a small 
difference in x may cause the table to give us an erroneous value. When the quantization is harsh, the 
difference between round(f(x) and round(f(round(x)) may be significant. In the case of our example 
function, an example of this is at x = 2.75.

f 2.75 ≈ 4.2014

f x = round f 2.75 = round 4.2014 = 4

f tablex  = round  f round2.75 = round  f 3 = round 5 = 5

It is important to realize that, in contrast to the previous situation, increasing the table size cannot 
reduce the size of the errors, only how frequent the errors are. 

As the errors only appear when we are near the threshold between two adjacent samples, it could be 
argued that it makes little difference which sample is chosen. But for display photomasks, it is very 
important that repeated array structures have no variation that can depend on the coordinates, which 
might be the case when using tables indexed with coordinates to obtain the macropixel shade. If such 
differences exist, they may result in a display with a visually distinguishable pattern. To avoid this, an 
intuitive solution would be to use an explicit quantization of the coordinates to a predetermined grid. 
This avoids the implicit quantization that will occur from the limited resolution of floating point, and 
which is much harder to control and predict the effects of.
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4  Technologies

 4.1 The graphics pipeline

While the capabilities of graphics cards have evolved significantly since their introduction to the 
mainstream market, the basic concepts remain unchanged. All successful graphics cards today use 
polygons, and vertices connecting these, as the fundamental drawing primitive. 

The general data resources of a graphics card are textures. These usually represent color, normals or 
other surface characteristics to be mapped over a polygon. But more generally, they can be viewed as 
lookup tables with interpolation operations for free.

The biggest change of this decade was the introduction of programmable shader units. This means that 
the operations done on vertices and fragments (candidate pixels) can be redefined through programs 
executing on the graphics hardware. These programs are known as shader programs or simply shaders. 
The two different types are vertex shaders and fragment shaders.

The fundamental stages of the graphics pipeline are the following.
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Figure 11: The graphics pipeline
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• Input assembler �  This stage fetches the vertices and polygon indices from GPU memory according 
to the format specified (triangles, quads, indexed triangles etc)

• Vertex processing �  Here, the vertices in the mesh are transformed by a predefined matrix known as 
the modelview matrix and assigned the appropriate colors depending on the current active light 
sources and material settings. Optionally (and as of today, typically) a vertex shader may be used to 
redefine the transformation and the color/other attribute assignments.

• Primitive assembly �  This stage assembles the polygons according to the vertex indices originally 
specified by the program, but now uses the vertex positions and attributes output by the vertex 
processing stage,

• Rasterization and interpolation �  This stage converts geometrical data into pixels to be processed by 
the fragment processing stage. Values such as position, color and user-defined attributes are 
interpolated across the polygon's pixels in a perspective correct manner.

• Fragment processing �  This stage assigns the interpolated color and z-coordinate to the color and z-
buffer. Optionally (and as of today, typically) a fragment shader may be used to redefine the color 
output, or discard this operation altogether on a per-pixel basis.

• Blending and logical operations �  This stage performs blending and bitwise logical operations 
between the processed fragment (source) and the pixel already in the framebuffer (destination), 
according to parameters pre-set by specific API functions.

A main characteristic of programming graphics cards today is the black-box approach where the 
graphics programmer only has a rough idea of how the graphics hardware works internally. Graphics 
cards are generally characterized by what high-level functionality they offer and what average 
performance this yields. This is in sharp contrast to FPGA development where the low-level 
architecture is heavily exposed both to assist the engineer and to promote the product. 

The downside of this scarce hardware information is that it puts a burden on the graphics programmer 
of having to experiment and measure performance to get an idea of how well a certain implementation 
performs.

The upside is that leaving the low-level details to GPU manufacturers allows for a painless upgrade to a 
newer system, as the same API can be used and the performance guidelines for GPUs will at worst 
slowly change over several different generations of graphics card.
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 4.1.1 GPGPU

The primary focus of the graphics pipeline in modern GPU's is to render three-dimensional objects 
constructed from vertices along with texture mapped and shaded polygons. The introduction of the 
programmable pipeline simply added more flexibility to this process.

However, the flexibility of the programmable pipeline also gave birth to a new application for graphics 
cards: General-Purpose computing on GPUs. ( GPGPU) GPGPU takes advantage of the fact that a 
GPU can be viewed as a parallel stream processor, executing the same operation on a large collection of 
data. Problems which are suitable for parallelization can thus be accelerated substantially by relatively 
cheap hardware. Typical applications are image processing and physics simulations.

 4.2 Geforce 8 series

The Geforce 8 series of cards were introduced on the 8th of November 2006 with the 8800 GTX model. 
It was the first graphics card to use a unified shader architecture. This essentially means that the same 
multiprocessors handle both vertex and fragment operations. Previous graphics cards had used separate 
processors for each task, requiring a programmer to balance their use to achieve optimal throughput. 

But even though there has been much talk about this change in hardware design, the graphics API:s 
used for games still split their work the traditional way into vertex and fragment shaders. The effect the 
unified pipeline has in these API:s is merely that aside from restrictions enforced by the API, the 
fragment and vertex shaders now have identical capabilities. However, in CUDA, Nvidia's recently 
introduced programming language for GPGPU applications, the division into vertex and fragment 
shaders has been removed.

Physically, a Geforce 8 GPU consists of a collection of multiprocessors, each having 8 ALUs. This is 
roughly equivalent to 8 scalar processors and characteristic of a Single Instruction Multiple Data 
(SIMD) architecture. In a Geforce 8800 GTX, the flagship of the Geforce 8 series, there are 16 such 
multiprocessors resulting in 128 scalar processors able to do shading operations simultaneously.

[Hart, 2006] gives a good overview of the extensions available to OpenGL on Geforce 8 series. The 
most significant extensions are listed below.
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• Improved shader capability �  Shaders now have true integer support and can perform integer 
operations such as bitwise logic operations and bit shifting. Textures can be indexed by true integer 
coordinates as well instead of normalized coordinates. Temporary variables are indexable. Textures 
and render targets can be treated as integers. As all instructions can be conditional, more complex 
code can be executed without breaking parallelization. These improvements in functionality apply 
to all shader stages.

• Geometry shaders �  One of the biggest drawbacks of the vertex shader is its inability to spawn new 
vertices. The geometry shader stage was added to remedy this problem. The geometry shader stage, 
if present, takes place after the vertex shader stage and receives the processed primitives. It either 
operates on points, lines or triangles and can optionally have access to neighboring primitives. For 
each primitive sent to the geometry shader, it can output a variable (but limited) number of output 
primitives, which may be points, lines or triangles. This makes the geometry shader very useful for 
things like silhouette extraction and isosurface polygonization. Nevertheless, there was no obvious 
use for the geometry shader during this thesis work.

• Attribute Interpolation control �  Any user-defined vertex attribute can optionally be interpolated 
with centroid interpolation, perspective-incorrect interpolation or flat interpolation (equivalent to 
no interpolation at all). Among these, flat interpolation is very useful to avoid having to duplicate 
data in the stream of vertex attributes.

• Instancing support �  The vertex shader can obtain an index of the specific instance, primitive and 
vertex index of the vertex to be processed. This allows rendering 1000's of instances of the same 
model in the same function call and selecting the appropriate instance-specific data within the 
vertex shader.

• Transform feedback �  Attributes output by a vertex shader can be directly recorded to a new section 
in the GPU's memory, allowing for a simple way to perform simple data expansion directly on the 
GPU.
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 4.3 OpenGL

OpenGL, documented in detail in [Shreiner et al, 2004] and [Shreiner et al, 2006], is a standardized 
graphics API for rendering 2D and 3D graphics on different platforms. Originally introduced in 1992 
by Silicon Graphics Inc., it is today used in applications of all scale, from professional graphics 
workstations to gaming consoles and hand-held devices. On the Microsoft Windows platform, OpenGL 
is a an alternative to Microsoft's DirectX for applications using 3D graphics, usually matching or 
exceeding the functionality and performance of the latter. On GNU/Linux systems, OpenGL is the 
standard solution for computer graphics today, hardware accelerated or not.

After its introduction in 1992,  the OpenGL specification was being maintained and updated by the 
OpenGL Architecture Review Board, an industry consortium consisting of key players in the industry. 
On 21st of September 2006, this responsibility was passed to the Khronos Group, which were already 
maintaining the specification of OpenGL for Embedded Systems.

Initially, OpenGL consisted of a carefully defined rendering pipeline with fixed functionality. In 2002, 
3Dlabs took a leading role in creating the specification of OpenGL 2.0, which introduced a 
programmable pipeline into OpenGL with the OpenGL Shading Language (GLSL) as the key 
component. A good introduction to GLSL is given in [J. Rost, 2006]. Although the main purpose of 
GLSL was to allow the programmer to create more advanced materials and perform simple animation 
of vertices on the GPU, it soon became a popular platform for for GPGPU applications.

GLSL programs traditionally consist of two parts: the vertex shader and the fragment shader. This 
partitioning reflects the fact that their tasks have traditionally been handled by different processors. 
While the GPUs of today have modified the architecture toward a unified pipeline where the same 
multiprocessors handle both tasks, this partitioning remains a useful concept in most graphics APIs.

The vertex shader is responsible for the transformation of vertices from the local coordinate space to 
view space. It then passes the transformed vertex and other relevant data to the rasterizer, which 
interpolates the data over the primitive so it will be correctly used by the fragment shader. (or by the 
fixed function pipeline if no fragment shader is processed) No new vertices can be generated by the 
vertex shader.

The fragment shader is responsible for calculating the final color of a pixel on the screen from data 
provided by the vertex shader. (or the fixed function pipeline if no vertex shader is present)
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The EXT_geometry_shader4 extension adds support for a geometry shader in the OpenGL pipeline. 
This is a new concept introduced in the newer graphics cards addressing the inability of the vertex 
shader to generate new vertices. The geometry shader, when present, receives primitives transformed by 
the vertex shader and can use these to output a variable (although limited) number of new primitives. It 
also has access to neighboring primitives.

 4.3.1 OpenGL texture coordinates

Traditionally, textures in OpenGL are accessed by normalized coordinates ranging from 0.0 to 1.0,  so 
that the discrete arrays of pixels can be viewed as continuous functions. Although the shader model 
available with Geforce 8 and later cards has introduced operators that can fetch data using 
unnormalized integer coordinates, it still makes sense to treat textures in a continuous manner for many 
applications. 

However, care must be taken here as it is easy to assume that the 0.0 denotes the first pixel and 1.0 the 
last. In reality, the centers of the first and last pixel are at 1/(2*n) and 1-1/(2*n), respectively. Figure 12 
illustrates this situation.

When normalized coordinates are used to index texture look-up tables, it is important to either 
compensate for this in the texture creation, or re-map the coordinates appropriately when accessing the 
texture.
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Figure 12: How normalized texture coordinates correspond to integer indexes
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 4.3.2 Transform feedback

A new OpenGL extension available with the Geforce 8 series is the NV_transform_feedback extension. 
This extension enables the output from a vertex shader to be recorded into a new buffer in GPU 
memory which can then be directly used by OpenGL. As OpenGL needs to have the data described in a 
format where each corner of a primitive is described by a separate vertex, there is a lot of redundancy in 
the format compared to the minimal possible format which would consist of just four numbers to 
describe an axis-aligned rectangle and six numbers to describe a trapezoid with a flat top and bottom. 

The transform feedback extension offered an easy way to do data expansion of this minimal format to a 
renderable one without resorting to CUDA, reducing the data transfers over the PCI express bus. 

For the trapezoid rendering, this extension was even more vital, as the transform feedback shader also 
computes the coefficients of the left and right edges in implicit form and pre-calculates the macropixel 
shades for the corners of the trapezoid when using area sampling.

 4.4 CUDA

CUDA (Compute Unified Device Architecture) is a programming language from Nvidia developed 
specifically for  GPGPU programming on the Geforce 8 series. Two good sources for information on 
CUDA are [Nvidia, 2007] and [Buck et al, 2007].
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Figure 13: Using transform feedback to expand compact rectangle format into a renderable one
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CUDA consists of a hybrid C compiler extended with keywords specific to CUDA that label certain 

functions to be executed in parallel by different threads. These functions, known as kernels, are 
compiled to a pseudo-machine code language suitable for the Geforce 8 GPU architecture and executed 
on the GPU through specific function calls. Inside these kernels, the id of a thread is used in 
calculations and to address different parts of the graphics memory.

Furthermore, a kernel is executed on a grid of thread blocks. A specific block is executed on the same 
multiprocessor and threads in the block can therefore easily share data with each other. A thread block 
has up to three dimensions of thread indices, which are used in the thread's calculations and memory 
accesses. To keep each multiprocessor of the GPU busy, the number of blocks in the grid should be as 
high as possible. 

Each multiprocessor in the Geforce 8 series has 8 ALUs, which run at a clock rate four times the rate of 
the instruction clock. For each instruction, 32 computations will be done and thus 32 threads will be 

executed physically in parallel by the same a multiprocessor. This is referred to as the warp size. Also 

relevant is the concept of a half-warp, since the device memory is clocked at half the ALU rate. This 
means that for optimal performance, there should be no memory collisions between the first and second 

half of a warp, which explains the coalescing guidelines. (mentioned later)

The benefit of choosing CUDA over GLSL for GPGPU tasks is that the programmer does not have to 
take the detour of describing the application in graphics rendering terms to be able to utilize the parallel 
processing power of the GPU, but can instead write the code in C. In addition, CUDA exposes many 
features of the Geforce 8 series architecture which cannot be explicitly used in GLSL, such as:

• Scattered writes �  Unlike GLSL, where the results from one fragment shader thread is written to 
exactly one pixel at a predetermined memory location, it is possible for any thread in a kernel to 
write to any location in device memory at any time, using standard C pointer semantics. However, 
to achieve optimal bandwidth, threads should still access memory in a strict access pattern when 

possible, which is known as coalesced memory access. Namely, thread N should access memory at 
location HalfWarpBaseAddress + N, where HalfWarpBaseAddress should be aligned to 
16*sizeof(type).

• Shared memory �  Each multiprocessor on the Geforce 8 series has access to 16kB of fast on-chip 
memory that can be accessed by every thread in the same block, allowing threads within a block to 
communicate with each other. To avoid access conflicts, these accesses should follow an access 
pattern similar to that for device memory.
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The drawback of using CUDA is obviously the reduced portability, as CUDA is only supported on 
Nvidia hardware at the time of writing. Additionally, the increased complexity and optimizing rules 
may result in a poor implementation being inferior to a GLSL one.

 4.5 GTKmm

GTK+, the Gimp utility ToolKit, is a widget API originally written to aid the development of GIMP 
(the Gnu Image Manipulation Program). GTK+ is the widget API used by Gnome. It also exists for the 
Windows platform. 

GTK+ itself is written in pure C, but has wrapper APIs for all popular programming language. One of 
these is GTKmm, the wrapper for C++, which was the widget API of choice for this thesis.

A valuable aid in developing GTKmm programs is Glade, a graphical program for composing widgets 
together and designing the visual apperance of your program. While Glade can generate C++ wrapper 
code for your program, it also provides a much powerful alternative by allowing you to load the Glade 
file at runtime with the Libglademm library and manually define callbacks for the different widget. 
There are two main advantages of this method compared to generating wrapper code. 

The first one is that in a complex program, you rarely have the situation that a minor widget should 
itself be responsible for interpreting its input signals. Rather, the signals get redirected to a higher level. 
It thus makes sense to redirect the signals to other callback functions than the default member functions 
of the widget.

The second advantage is that since widgets are accessed by their name when the callbacks are assigned 
you can redesign the GUI with only minor or no modifications in your code. This is very useful if the 
final look of the GUI is yet to be decided on.
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5  Overview of the different rendering methods

 5.1 Area sampling rendering methods

The following rendering methods use area sampling to calculate, for each pixel, how much of the 
primitive that covers it. This result is used for the intensity of the pixel. The blending functionality of 
the graphics pipeline is used to accumulate results from many polygons intersecting the same pixel. All 
these methods put a restriction on the input data, in the sense that white polygons may not intersect a 
white area, and black primitives may not intersect a black area. Today, semiconductor patterns fulfill 
this requirement, but this assumption might not always hold true in the future, in which case a 
preprocessing stage that removes the geometrical overlap would have to be added. If such a 
preprocessing stage will be costly, it might negate the benefits of the area sampling methods.

 5.1.1 RenderMethodFullClipping

This rendering method was the first one to be implemented. It uses a GLSL fragment shader to clip an 
arbitrary quad against the pixel's borders using the Sutherland-Hodgman algorithm. It then calculates 
the area of the clipped polygon to get the polygon's coverage of this pixel. Apart from numerical 
inaccuracies, this method is therefore exact for all non-overlapping quads, but suffers from very low 
performance. It was nevertheless very useful as a validation against which all the other rendering 
methods could be compared.

Interestingly, when this method was first added to MichelView, it was discovered that it would produce 
severe numerical errors that increased as a function of the X and Y coordinates of the covered pixel. 
After some thought, it was realized that the error came from a cancellation error of the following kind.

// Wholly inside  save endpoint 

if(p_start.x >= screenPos.x0.5 && p_end.x >= screenPos.x0.5)

{

...

}
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The solution to this issue was simply to subtract the screenPos variable from the initial points and 
rewrite the conditionals as:

// Wholly inside  save endpoint 

if(p_start.x >= 0.5 && p_end.x >= 0.5)

{

...

}

Even though the bug was quickly eliminated, it served as a good reminder about the pitfalls of floating 
point arithmetic.

 5.1.2 RenderMethodFullClippingSoftware

This rendering method performs the exact same process as RenderMethodFullClipping, but executes on 
the CPU using double precision floating point arithmetic. It was developed during a period of 
debugging apparent numerical errors, to eliminate the possibility of precision errors in 
RenderMethodFullClipping being the actual cause of the errors. But there are of course other 
advantages to having a high-precision software method as the definite verification method.

 5.1.3 RenderMethodImplicitRect

While shapes of many kinds are present in semiconductor designs, the vast majority consists of axis-
aligned rectangles. It thus made sense to implement a specialized rendering method for rectangles, as it 
would give a good estimation of the optimal performance that could be achieved. 

Due to the simplicity of all sides being axis-aligned, there is a linear  relation between the distance to a 
side and the coverage of a pixel. The coverage of a pixel can thus be calculated by clamping the 
rectangle's extents to the boundaries of the pixel.

bottomLow.x = clamp(x – screenPos.x,0.5,0.5)

bottomLow.y = clamp(y  screenPos.y ,0.5,0.5)
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topRight.x = clamp(x+width – screenPos.x,0.5,0.5)

topRight.y = clamp(y+height – screenPos.y,0.5,0.5)

area = (topRight.x – bottomLeft.x)*(topRight.y – bottomLeft.y)

To achieve optimal performance, minimizing the transfer over the slow PCI express bus is also 
desirable. This render method thus caches the data in a compact description where each rectangle is 
described by only four 32-bit floats giving the position and dimensions of the rectangle. It then uses a 
transform feedback shader that will expand the data into a format directly renderable by OpenGL. 
Additionally, this compact data could be cut in half by reducing the four 32bit floats to 16-bit integers, 
which would be just enough for a 512x512 pixel window. This optimization has been left out as the final 
demands on the rendering system are undecided at this time.

 5.1.4 RenderMethodImplicitQuad

This rendering method uses implicit functions, as described in [Gustavson, 2006], to render quads. 
Each side of the quad is described by an implicit function Fn(x,y) = Ax + By + C where Fn(x,y) > 0 at 
one side of the boundary line and Fn(x,y) < 0 on the other. The inside of the quad can then be described 

by the intersection of the four boundary lines, meaning that Fn(x,y) > 0 for n = 1..4. Furthermore, the 
orthogonal distance to a boundary line can be obtained by dividing Fn(x,y) with the absolute value of 
its gradient. 

d =
Fnx , y 

∣∇ Fn x , y ∣

For boundary lines parallel to the X and Y axes, this distance is directly proportional to the coverage of 
the pixel. Furthermore, if all boundary lines are of this kind (i.e., the primitive is a rectangle) then the 
coverage in a corner can be calculated as the product of the distance to the two lines making up the 

corner. The coverage a for a pixel can the be calculated with the following expressions.

d0 = clamp(F_0(screenPos.x, screenPos.y),0.5,0.5)

d2 = clamp(F_2(screenPos.x, screenPos.y),0.5,0.5)

dist02 = d0 + d2

d1 = clamp(F_1(screenPos.x, screenPos.y),0.5,0.5)
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d3 = clamp(F_3(screenPos.x, screenPos.y),0.5,0.5)

dist13 = d1 + d3 

a = dist02*dist13

This will give exact results for rectangles, and also works for primitives thinner than a macropixel. For 
arbitrary convex quads, the result will only be approximately correct, since the relationship between the 
distance and the area coverage is non-linear in this case and depends on the angle of the boundary line. 
While this is a decent approximation for aesthetic applications such as those mentioned in [Gustavson,
2006], it could have severe impacts on the quality of the photomask.

 5.1.5 RenderMethodImplicitQuadTexture

This method is an extension of RenderMethodImplicitQuad. It uses a two-dimensional texture to 
compensate for the non-linear relationship between the distance d to the boundary line and the pixel 
coverage. The two-dimensional texture is indexed with the distance and the angle of the boundary line 
and contains the appropriate area coverage. The quantization of the distance and angle are adjustable 
parameters, and bilinear filtering is used to limit the artifacts of the quantization.

One limitation of using a texture to get the area coverage is that unlike RenderMethodImplicitQuad, the 
distances to each boundary line cannot be easily combined to obtain the area coverage when more than 
one boundary line is present in a pixel, as the area coverages obtained from the texture for each 
boundary line will generally overlap, and therefore cannot be accumulated in a simple way. Another 
way to put it is that the filled half-planes defined by each boundary line overlap in the pixels of interest.

A solution that appeared reasonable was to simply negate the polarity of the area coverage. i.e., we 
assume that the initial state of the pixel is fully covered so that the area coverage is 1.0. Then, for each 

boundary, we check the texture to see how much of the pixel that is not covered. We then subtract this 

from the area coverage. This is all based on the assumption that unlike the previous case, the unfilled 
half-planes defined by each boundary line do not overlap in the pixels of interest.

Unfortunately, after the method was implemented, it was soon noticed that this assumption did not hold 
true. A basic example is shown in figure 14.
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As can be seen, the right side of the polygon has a boundary line that extends into pixel B. Since this 
extension of the line is not part of the polygon's border in that pixel, the pixel should really be left 
untouched by the right boundary line. For the neighboring pixel A, this will not matter since all the 
covered area will be subtracted from it anyway. But as the pixel at B has a portion that is covered by the 
polygon due to the intersection with the left boundary line, the result will be a pixel that has incorrectly 
been rendered too dark.

The only obvious solution to this problem would be to restrict the infinite boundary line to a finite one, 
and only apply the contribution from it if it intersects the pixel of interest. While this strategy might be 
worth investigating further, it would probably decrease the performance significantly. At this point, it 
might make more sense to revert to calculating the contribution from one boundary line the usual way 
and simply let RenderMethodFullClipping handle quads that are thinner than a pixel.

 5.1.6 RenderMethodImplicitTrapTexture

This was an attempt to get a reasonably fast single pass shader that would perfectly render trapezoids 
with a flat top and bottom. It uses the same method as RenderImplicitQuadTexture for calculating the 
negative contributions from the sloped sides, but classifies pixels into different sub-cases to avoid the 
problems mentioned in RenderImplicitQuadTexture. A few examples of possible sub-cases are shown 
below.
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RenderMethodImplicitQuadTexture
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The fragment shader resolves these situations by examining the attributes of the trapezoid and setting a 
coefficient for each edge that should affect the pixel coverage. The final pixel coverage is then 
computed as:

area = 1−CLeft 1−areaL−CRight 1−areaR−CTop1−areaT −CBottom 1−areaB

This correctly handles all pixels, with the notable exception of pixel corners, which are too complex to 
resolve with any simplicity. Therefore, the transform feedback shader pre-calculates the shades of the 
four corners, and the fragment shader then checks whether the currently processed fragment belongs to 
a corner. If it does, it assigns the pixel coverage the value of one of the corresponding corner, 
overwriting the (incorrect) value obtained from the expression above.

The method used for pre-calculating the corner shades is worth extra mention. Initially, shader code 
from RenderMethodFullClipping was used to obtain an exact value for any possible case. This degraded 
performance by a factor of 10, obviously due to the complex code breaking the parallelism and forcing 
threads to be executed serially.
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Figure 15: RenderMethodImplicitTrapTexture handles explicitly defined sub-cases

[subtract top, subtract left] [subtract left, subtract right] [topleft corner]



Rendering for microlithography on GPU hardware   5.1.6 RenderMethodImplicitTrapTexture

As a compromise, it was realized that if only the left or only the right side of a trapezoid is present in 
the same pixel, the pixel-coverage for the upper-right corner reduces to the three cases in figure 16.

In all of these cases, the pixel coverage can be obtained by calculating the area of the clipped polygon. 
The pixel coverage for the other three corners can be mapped to the three cases above by using 
symmetry. Thus, to avoid breaking the parallelism in  the code, all three cases can be calculated 
unconditionally after which the pixel coverage is assigned the correct result by examining the validity 
of the computed intersections. While this method performs a lot of redundant calculations, the 
performance loss is negligible compared to the performance loss from breaking the parallelism.

While this method will handle most trapezoids, it is easy to find cases where the assumption regarding 
the corners does not hold. A trivial example are triangles with an acute angle facing downward, indeed 
a very common case in photo-mask patterns. Deferring all such trapezoids to be processed by 
RenderMethodFullClipping might be suboptimal.

A brute-force solution is to compute the pixel coverage of one corner for all possible cases. As shown in 
figure 17, twelve such cases exist for the pixel containing the upper-right corner of the trapezoid.
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Figure 16: Three typical corner cases
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Figure 17: The twelve possible sub-cases for the upper right corner
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Again, the pixel coverage for the other three corners can be found by symmetry. Implementing this 
scheme obviously required a lot more instructions than the simplified three-case method, and it's not a 
safe bet whether it actually gives better performance than deferring the problematic trapezoids to 
RenderMethodFullClipping instead, and sticking to the 3-case version for the more common cases.

 5.2 Dithering rendering methods

The next collection of rendering methods all divide each pixel into an 8x8 block of smaller black and 
white pixels which are added together to produce a lower resolution of grayscale pixels in the range 
[0,64]. 

To get an even higher effective coordinate resolution, a dithering scheme known as pixel equalization is 
used which is taken from the original RASE system. The basic concept is that for each 8x8 block, 
simply filling every pixel whose center is within the border line neglects the pixels that would have 
been partially filled if grayscale values were allowed. 

To compensate for this, patterns of 8x8 pixels are precalculated for different intersections with an 8x8 
block and partially filled pixels are either set to  completely filled or completely empty in a manner that 
will make the integer sum of the fill pixels differ from the non-integer sum of filled and partially filled 
pixels by a maximum of 0.5.

 5.2.1 RenderMethodImplicitRectDither

This rendering method builds upon the RenderMethodImplicitRect method, but instead of storing the 
area coverage directly, it multiplies the area coverage by 8 and rounds it to an integer. This integer value 
is then used to index the following table of constant bit patterns:

{0x00, 0x10, 0x22, 0x92, 0xAA, 0x6D, 0xDD, 0xEF, 0xFF}

The value retrieved is then shifted by the lower three bits of the opposite coordinate. (i.e., the lower 
three bits of the Y coordinate for a horizontal edge and the lower three bits of the X coordinate for a 
vertical edge). The black and white pixel from the horizontal edge is then bitwise ANDed together with 
the pixel from vertical edge, producing the final pixel. The net result is that edges which lie between 
integer boundaries will be jagged according to their fractional position rather than simply having their 
position rounded to the nearest integer coordinate.
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The drawback of this particular render method is that it still uses grayscale pixels for each black and 
white pixel in the 8x8 block, resulting in 64 times as many pixels having to be processed by the 
fragment shader. It was nevertheless useful as proof-of-concept to get a first working implementation of 
this dithering strategy.

 5.2.2 RenderMethodImplicitRectDitherTexture

This method is functionally identical to the one above, the only difference being that instead of 
obtaining the resulting pixel by combining the result from the horizontal and vertical edges, this step 
has been precalculated and stored in a texture. The method shows a slight performance increase 
compared to RenderMethodImplicitRectDither. This can be attributed to both the reduced number of 
instructions in the shader and the fact that constant memory fetches are reported to be slower than 
texture fetches on the Geforce 8 series, unless every thread in a half-warp happens to read the same 
constant memory location.

 5.2.3 RenderMethodImplicitRectCUDA

This method is an attempt to use CUDA for rendering dithered rectangles to 8x8 blocks using logic 
operations, motivated by the erroneous assumption that bitwise logic operations are not possible in 
OpenGL. 

The kernel first reads the source data and stores precalculations into shared memory, using one thread 
of the block for each primitive. Then, the primitives processed are drawn one after another. In this 
stage, each thread reads/writes a single 8x8 block, using a bitwise AND between bit patterns from four 
different textures, representing the left, right, bottom and top sides. Reading the geometry is coalesced 
while modifying the framebuffer is not.

This (and the other CUDA rendering methods) have later been rendered obsolete by the discovery of 
GL_LOGIC_OP. 

The CUDA kernels do not take memory collisions between different multiprocessors into account, 
which results in the rendered image being erroneous in a few random 8x8 blocks. This could easily be 
remedied by having each multiprocessor render a different stamp. But as the CUDA-based rendering 
path was abandoned in favor of GL_LOGIC_OP, there was little reason to fix this issue.
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 5.2.4 RenderMethodImplicitRectCUDA_coalesced

This method is the same as RenderMethodImplicitRectCUDA, with the difference that reads/writes into 
the buffer of 8x8 blocks are coalesced as well. This is according to the guidelines given by Nvidia in 
[SC07], where it is recommended to let some threads do conditional memory accesses in favor of 
fulfilling the coalescing guidelines.

Surprisingly, this method gave lower performance than RenderMethodImplicitRectCUDA, which seems 
to indicate that the overhead for having a large number of dummy threads that do not access memory is 
bigger than the overhead for not using coalesced writes in this case.

 5.2.5 RenderMethodImplicitRectCUDA_OTPP

After the surprising result from RenderMethodImplicitRectCUDA_coalesced, this method was an 
attempt to do  things the totally opposite way, ignoring coalescing guidelines completely to reduce the 
complexity of the code by eliminating shared memory transfers. In this method, a single thread 
completely handles both the data access and the rendering of a single primitive, iterating over the 8x8 
blocks in the 8x8 framebuffer.

The resulting performance was lower than both RenderMethodImplicitRectCUDA_coalesced and 
RenderMethodImplicitRectCUDA. This seems to indicate that coalescing the reads/writes to the 8x8 
buffer, while not having the top priority that the guidelines from the CUDA documentation suggest, 
should not be ignored completely either. RenderMethodImplicitRect would appear to be a well-
balanced sweet spot in this case.

 5.2.6 RenderMethodImplicitRectDitherLogicOp

After it was discovered that OpenGL did indeed support bitwise logic operations this method, which 
uses a GLSL shader, was developed to replace the CUDA implementation. It soon showed to have 
superior performance to that of RenderImplicitRectCUDA. It has none of the drawbacks of the CUDA 
methods, such as lack of clipping and memory collisions. It does require a transform feedback shader 
just like RenderMethodImplicitRect, but this is negligible compared to the performance increase 
gained.
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 5.2.7 RenderMethodImplicitTrapDitherLogicOp

This is the dithering variant for trapezoids. It has much in common with 
RenderMethodImplicitTrapTexture, but uses a table of 8x8 bit patterns instead of a table of pixel 
coverage values. However, the fragment shader code for this variant is much simpler compared to 
RenderMethodImplicitTrapTexture, since no complex sub-cases exist. The resulting bitpattern is simply 
calculated from a bitwise AND of the four bitpatterns for each side, just like in 
RenderMethodImplicitRectDitherLogicOp. And since no special corner cases exist, the transform 
feedback shader is almost as trivial as for RenderMethodImplicitRectDitherLogicOp.

The 8x8 bit patterns for the left and right edges are read from a texture containing patterns for a given 
angle and distance to the macropixel, except for the case when the slope of the edge is completely 
vertical. If this is the case, the bit pattern is read from the same left and right edge textures as in 
RenderMethodImplicitRectDitherLogicOp. For optimal performance it would make more sense to bake 
these special-cases into the bit pattern texture for sloped lines. But at the time of this writing both 
rendering methods had minor accuracy errors that might stem from the texture indexing, and unifying 
these texture maps would make the source of these errors harder to track down in the future.

 5.2.8 RenderMethodRASE

This is a � rendering method�  that simply reads pre-rendered stamps of micropixels from disk. Its 
purpose is to allow easy comparison of the image rendered by the RASE with the ideal full clipping 
method.
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6  Results
In the following, the results obtained are described, both in regard to fidelity and performance. The 
scope of the evaluation was limited to evaluating the four candidate rendering methods considered to be 
worthy of further development: RenderMethodImplicitRect, RenderMethodImplicitTrapTexture, 
RenderMethodImplicitRectDitherLogicOp and RenderMethodImplicitTrapTextureDitherLogicOp.

The measurements were all done on a Desktop running Ubuntu 7.10 and the Nvidia 169.04 Beta driver. 
The desktop consisted of the following hardware:

 Dell Precision Workstation 690
 Intel® Xeon® 5150 (2.66 GHz, 1333, 4MB)
 4*1GB 533 MHz DDR2
 Asus GeFORCE 8800 GTX

 6.1 Fidelity

Although the evaluation of GPU:s was motivated by their throughput, achieving a correct result was a 
major priority that could not be compromised. The main guideline during the development of the 
different rendering methods was that no errors of more than +/-1.0 should be tolerated in the pixels, and 
these errors should only occur in a limited number of isolated points.

Methods for verification were integrated into MichelView at an early stage. These essentially rely on 
selecting one render method in the list as the perfect one against which all others should be compared. 
The � verify�  tool button then enables easy visual inspection of the stamp. Errors between 0.5 and 1.0 
are respresented by dark red pixels, while all larger errors are represented by bright red pixels.

In the following, the visual quality for the candidate rendering methods is illustrated with screenshots 
showing the occurrence of errors, and a note on why and where such errors appear. 
RenderMethodFullClipping is used as the reference method in all the comparisons. 

Three different patterns were used for measuring accuracy. The first one is a 16x16 snippet from an 
FPGA design, containing an average of 30,500 rectangles in each stamp. This pattern is referred to as 
pattern #1. 

The second one is a test pattern used at Micronic and contains tricky cases appropriate for evaluating 
the accuracy of a rendering method. This pattern is referred to as pattern #2. 
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Finally, the third pattern is a 2x8 snippet from a proprietary design, containing an average of 61,500 
rectangles/trapezoids in each stamp, both rectangle and trapezoids. This pattern is referred to as pattern 
#3. Since it is a proprietary design, no images can be shown of it.

RenderMethodImplicitRect and RenderMethodImplicitRectDitherLogicOp were only tested on pattern 
#1 since testing them on patterns containing trapezoids would be pointless.

 6.1.1 RenderMethodImplicitRect

The following image shows part of a stamp in pattern #1, at two different zoom levels. As can be seen 
in figure 18, the image produced by this rendering method does not have any errors > 0.5.
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Figure 18: Pattern #1 rendered by RenderMethodImplicitRect
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 6.1.2 RenderMethodImplicitTrapTexture

For a texture size of 256x256 and greater, pattern #1 does not show any errors > 0.5. Since pattern #1 
does not contain any trapezoids, a more interesting case study is pattern #2. Figure 19 shows that errors 
> 0.5 are not present here either.

page 47 of 60

Figure 19: Pattern #2 rendered by RenderMethodImplicitTrapTexture
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 6.1.3 RenderMethodImplicitRectDitherLogicOp

The following images show part of a stamp in the pattern #1.

We immediately notice that minor errors appear in many corners, and many of these also accumulate to 
major errors. This is not really surprising, as the bitwise AND between a vertical and horizontal 8x8 bit 
pattern leaves us no guarantees that the result will have the correct number of micropixels. 
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Figure 20: Pattern #1 rendered by RenderMethodImplicitRectDitherLogicOp
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This problem could be solved by instead using 2D textures, representing the bit pattern for two sides 
joining at a corner. We can then fix the problem by adding or removing certain micropixels in 
erroneous bit patterns. Designing an automatic algorithms to do this is a challenge, and one may 
possibly have to resort to performing this work manually. Additionally, since pixels have to be removed 
for certain patterns, it is possible that performing this fix will add seams in the rendered image. This 
could mean that an accuracy trade-off would have to be done between leaving some patterns unfixed or 
accepting seams inside some primitives.

Additionally, minor errors also show up when a rectangle is thinner than a micropixel.

 6.1.4 RenderMethodImplicitTrapTextureDitherLogicOp

Since rectangles are treated the same as in RenderMethodImplicitRectDitherLogicOp, pattern #1 shows 
identical errors.

For pattern #2, we notice a significant increase in minor errors compared to 
RenderMethodImplicitTrapTexture.
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RenderMethodImplicitTrapTextureDitherLogicOp

 6.1.5 Summary

Below are the fidelity results for pattern #1. � Max error�  is the maximum error in the photo mask. 
� Mean error�  is the mean error for all stamps, averaged over all non-zero pixels and then over all 
stamps. Major/minor errors is the percentage of pixels with an error > 1.0 and > 0.5, respectively. This 
is also averaged over all non-zero pixels and then over all stamps.
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Figure 21: Pattern #2 rendered by RenderMethodImplicitTrapTextureDitherLogicOp
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For the trapezoid rendering methods the dimensions given in parenthesis is the size of the texture used 
to convert the angle and distance into an area coverage or a bitmap pattern. Different sizes were tried to 
see how it affected fidelity and performance.

Also shown are the results when using the dithering methods to render an image with twice or four 
times the width and height and supersampling four or sixteen 8x8 blocks.

FullClippingSoftware is used as the reference. For all methods based on area sampling, 32-bit floating 
point is used for both the texture and and the frame buffer to get a good evaluation of the fidelity of the 
area sampling methods.

Fidelity results for pattern #1

Max 
error

Mean 
error

Major 
errors

Minor 
errors

ImplicitRect 0.0163 0.0007 0.0000% 0.0000%

ImplicitRectDither 2.9601 0.0938 0.6139% 2.4928%

ImplicitRectDither (2x2 SS) 0.6703 0.0392 0.0000% 0.0102%

ImplicitRectDither (4x4 SS) 0.2709 0.0185 0.0000% 0.0000%

ImplicitTrapTexture (64x64) 0.8230 0.0098 0.0039% 0.0000%

ImplicitTrapTexture (256x256) 0.1998 0.0021 0.0000% 0.0000%

ImplicitTrapTexture (1024x1024) 0.0625 0.0009 0.0000% 0.0000%
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And below are the figures for pattern #2. Since it contains many empty stamps, the figures are 
somewhat misleading.

Fidelity results for pattern #2

Max 
error

Mean 
error

Major 
errors

Minor 
errors

ImplicitTrapTexture (64x64) 0.6409 0.0030 0.0000% 0.0000%

ImplicitTrapTexture (256x256) 0.1195 0.0004 0.0000% 0.0000%

ImplicitTrapTexture (1024x1024) 0.0479 0.0001 0.0000% 0.0000%

ImplicitTrapTextureDither (64x64) 3.9242 0.0048 0.0307% 0.2343%

ImplicitTrapTextureDither (256x256) 3.4985 0.0036 0.0018% 0.0658%

ImplicitTrapTextureDither (1024x1024) 3.4985 0.0035 0.0017% 0.0340%

ImplicitTrapTextureDither (64x64, 2x2 SS) 1.4982 0.0019 0.0000% 0.0088%

ImplicitTrapTextureDither (256x256, 2x2 SS) 1.4376 0.0015 0.0000% 0.0004%

ImplicitTrapTextureDither (1024x1024, 2x2 SS) 1.4982 0.0015 0.0000% 0.0004%

ImplicitTrapTextureDither (64x64, 4x4 SS) 0.5470 0.0009 0.0000% 0.0000%

ImplicitTrapTextureDither (256x256, 4x4 SS) 0.5470 0.0007 0.0000% 0.0000%

ImplicitTrapTextureDither (1024x1024, 4x4 SS) 0.5470 0.0007 0.0000% 0.0000%

page 52 of 60



Rendering for microlithography on GPU hardware   6.1.5 Summary

And finally, here are the figures for pattern #3.

Fidelity results for pattern #3

Max 
error

Mean 
error

Major 
errors

Minor 
errors

ImplicitTrapTexture (64x64) 0.4842 0.0071 0.0000% 0.0000%

ImplicitTrapTexture (256x256) 0.1144 0.0011 0.0000% 0.0000%

ImplicitTrapTexture (1024x1024) 0.0445 0.0006 0.0000% 0.0000%

ImplicitTrapTextureDither (64x64) 3.4596 0.0694 0.9385% 3.1128%

ImplicitTrapTextureDither (256x256) 3.6681 0.0660 0.8914% 2.8672%

ImplicitTrapTextureDither (1024x1024) 3.6681 0.0653 0.8508% 2.6141%

ImplicitTrapTextureDither (64x64, 2x2 SS) 1.7218 0.0262 0.0709% 0.2022%

ImplicitTrapTextureDither (256x256, 2x2 SS) 1.7218 0.0256 0.0709% 0.1433%

ImplicitTrapTextureDither (1024x1024, 2x2 SS) 1.7218 0.0252 0.0709% 0.1508%

ImplicitTrapTextureDither (64x64, 4x4 SS) 0.3419 0.0105 0.0000% 0.0000%

ImplicitTrapTextureDither (256x256, 4x4 SS) 0.3000 0.0102% 0.0000% 0.0000%

ImplicitTrapTextureDither (1024x1024, 4x4 SS) 0.3000 0.0099 0.0000% 0.0000%

Again, we can easily notice that the area sampling methods give superior results while the dithering 
methods have both larger mean errors and a larger amount of errors > 0.5, originating from the harsher 
quantization that the bit patterns infer.

Another disturbing thing to notice is that the dithering methods give much worse results for trapezoids 
than for rectangles. The cause of this has not been investigated yet, but a plausible speculation is that it 
may be a consequence of not implementing the final step in the pixel equalization process mentioned in 
section 3.4, which spreads out lit and unlit pixels along the height of the 8x8 block to better 
approximate the true coverage when an 8x8 pattern is cut at a corner.
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 6.2 Performance

For performance measurements, pattern #1 and pattern #3 were used. Pattern #2 was not used at all 
here since it is not a production pattern but a test pattern. It contains very few polygons per stamp and 
using performance figures from it would be misleading.

Since the scope of this thesis was limited to evaluating the performance of the GPU, the CPU workload 
was not included when timing the rendering methods. For each rendering method, the data that should 
be uploaded to the GPU memory was prepared before starting the timing. Additionally, the time taken 
to read back the rendered pixel map to CPU memory was not included.

The following tables list the different mean times obtained for each rendering method for a particular 
test pattern. The mean time taken when no fragment operations are performed is listed as well, giving 
an indication of whether the rendering method is fragment-bound or I/O-bound.

Even though the rendering time was averaged over a number of stamps, the mean time showed 
considerable variation each time, probably due to other processes interrupting the rendering. The times 
specified in the tables are the minimum values from a series of retries, reflecting the guess that the final 
bare-bones operating system used on a laser pattern generator server would yield more optimistic 
results.
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Performance results for different methods

Pattern #1 Pattern #3

ImplicitRect 2.14ms (0.66ms) 3.99ms (1.29ms)

ImplicitRectDither 1.07ms (0.66ms) 2.27ms (1.36ms)

ImplicitRectDither (2x2 SS) 1.91ms (0.65ms) 3.54ms (1.34ms)

ImplicitRectDither (4x4 SS) 4.84ms (0.66ms) 7.13ms (1.24ms)

ImplicitTrapTexture (64x64) 5.40ms (2.47ms) 10.54ms (7.82ms)

ImplicitTrapTexture (256x256) 5.43ms (2.47ms) 10.99ms (7.97ms)

ImplicitTrapTexture (1024x1024) 5.40ms (2.47ms) 10.62ms (7.92ms)

ImplicitTrapTextureDither (64x64) 1.44ms (0.75ms) 4.68ms (4.27ms)

ImplicitTrapTextureDither (256x256) 1.44ms (0.75ms) 4.80ms (4.31ms)

ImplicitTrapTextureDither (1024x1024) 1.44ms (0.75ms) 4.90ms (4.29ms)

ImplicitTrapTextureDither (64x64, 2x2 SS) 2.63ms (0.76ms) 5.29ms (4.26ms)

ImplicitTrapTextureDither (256x256, 2x2 SS) 2.63ms (0.78ms) 5.30ms (4.75ms)

ImplicitTrapTextureDither (1024x1024, 2x2 SS) 2.63ms (0.75ms) 5.76ms (4.51ms)

ImplicitTrapTextureDither (64x64, 4x4 SS) 6.89ms (0.75ms) 10.95ms (4.64ms)

ImplicitTrapTextureDither (256x256, 4x4 SS) 6.89ms (0.75ms) 11.01ms (4.91ms)

ImplicitTrapTextureDither (1024x1024, 4x4 SS) 6.89ms (0.75ms) 10.96ms (4.81ms)

We notice that I/O constitues a large part of the mean time taken to render a stamp. If we take the 
average of 30,500 quads per stamp in pattern #1, this equals 488,000 bytes per stamp to be transferred 
to the GPU's memory for the ImplicitRect method. Our bandwidth would thus approximately be:

  (488000/(0.5e3))/1024³ = 0.9 GB/s. 

This is quite far from the theoretical peak bandwidth of 4 GB/s often quoted for both the PCI express 
v1.1 x16 bus, and the Geforce 8800 itself. Of course, this neglects the fact that the mean time for I/O 
also includes the transform feedback stage. When running a dummy render method that simply uploads 
the compact data directly to the card, the time spent on I/O was instead reported as 0.31 ms, giving the 
following bandwidth:
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(488000/(0.31e3))/1024³ = 1.46 GB/s. 

Curiously, trying the same on an Zepto Znote 6224W laptop with a 8600M GT graphics card actually 
gave better figures for the I/O performance. Namely 0.20 ms, giving a bandwidth of:

(488000/(0.20e3))/1024³ = 2.27 GB/s. 

This is very close to the actual maximum bandwidth reported by diagnostic programs, such as 
transferBench by Owen Harrison. (available at 
https://www.cs.tcd.ie/~harrisoo/transferBench/index.html) 

However, the bandwidth test program in the CUDA SDK allocates page-locked memory using the 
CUDA driver which enables it to achieve bandwidth figures of more than 3 GB/s. How to achieve the 
optimal bandwidth in a practical application thus remains an unresolved question.

The unexpected difference between the more powerful desktop and the less powerful laptop might be 
due to the fact that the 8M series of mobile graphics cards supports asynchronous memory transfers, a 
new feature in the die-shrinked Geforce 8 core. On the other hand, it may just have been a result of 
improved drivers. The desktop was running the 169.04 drivers while the laptop was running the slightly 
newer 169.12 driver.

page 56 of 60



Rendering for microlithography on GPU hardware  7 Conclusions

7  Conclusions
This thesis has presented two different approaches to rendering images for microlithography with high 
precision on Nvidia Geforce 8 GPU:s. Both of these approaches have their pros and cons regarding 
fidelity and performance. The results obtained indicate that commercial off-the-shelf graphics cards are 
a very competitive alternative to FPGA clusters for photomask writers, and it is my belief that GPU 
accelerated photomask writers will soon be the standard solution in the microlithographic industry. 

It is also my hope that the methods presented here might serve as an inspiration for other, seemingly 
unrelated, applications in the diverse field of computer graphics.

Additionally, this is the first attempt I know of where CUDA has been evaluated for polygon rendering. 
Although the performance of CUDA was clearly inferior to that of OpenGL, it was nevertheless better 
than expected. It is my hope that we will see a convergence between graphics and GPGPU API:s in the 
near future, where both types of GPU functionality will be exposed to the programmer.
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8  Future work
• One of the obvious future improvements is to implement image processing functionality on the 

GPU as well. This was originally intended to be included in this thesis if time allowed, but the 
initial detour into VSA and the later detour into CUDA made the remaining time too limited to 
accomplish this.

• Currently, layers in the MIC file and Boolean operations between them are not supported. But this 
would be trivial to add.

• As far as rendering is concerned, the most important improvement is to take advantage of the 
hierarchy in a MIC-file rather than flattening it. Apart from easing the burden on the CPU in a 
future complete implementation, this would also minimize the bottleneck of transferring the 
primitives across the slow PCI express bus. Since hierarchies can typically span over the entire 
photomask, care must still be taken to split the hierarchies into suitable chunks for the set stamp 
size.

• Currently, all the area sampling methods process a single channel per fragment, reading from a 
single-component texture and writing to a single-component framebuffer. However, GPUs have 
traditionally been optimized for reading and writing 32-bit 4-component RGBA vectors. It is 
therefore likely that switching to a 4-component texture and a 4-component framebuffer and 
processing a block of 2*2 macropixels in each fragment would increase performance.

The odds against a drastic improvement is that the Geforce 8 is a scalar architecture where separate 
arithmetic operations have to processed separately anyway, and the fact that most primitives in a 
stamp are small enough to fit within a thread block anyway.

• While the MIC file format defines several curved primitives such as circles and circular arc 
segments, these have traditionally been converted into polygons to simplify the rendering 
implementation. However, obtaining the distance of a pixel's center to the a circle's edge is just as 
simple as for a straight line. The real problem is determining the pixel coverage, which would either 
require very complex code or a massive look-up table. However, as the conversion of a circle into a 
discrete number of polygons is quite a rough approximation as well, it might be more beneficial to 
keep the circle's true representation and use an approximate anti-aliasing scheme like the one used 
in [Gustavson, 2006]. If this is the case, it might eliminate the burden of having to convert curved 
primitives into polygons, while possibly yielding equal or better results.
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• The area sampling methods all assume perfectly square pixels. This idealization is of course true for 
the digital image produced, but is itself only a rough approximation when the physics of the 
exposure process are considered. This essentially means that some efforts to achieve � perfect� 
rendering might be misguided. A more elaborate analysis on how a square pixel relates to the 
corresponding blob exposure on the photomask could provide more insight on where to focus the 
efforts of improving fidelity.

• Michelview has been an important tool for validation and benchmarking during the development 
process, and further development on it is highly motivated. Things on the to do-list are methods for 
efficiently viewing the whole photomask rather than a single stamp, and more elaborate methods for 
measuring error behavior in the rendering algorithms. Also, adding image processing functionality 
will require re-organizing the interface classes and GUI to accommodate different combinations of 
rendering methods and image processing methods. Finally, for scripted testing, the program should 
be able to run from the command-line with a set of parameters.

• During the benchmarking, readback of the rendered image has not been taken into account. In 
reality, this process might constitute a lot of the transfer overhead over the PCI express bus. An idea 
proposed during the thesis work was to use the DVI port of the graphics card to extract the image 
without overhead. This would require setting up a non-standard graphics mode appropriate for the 
task. On the other hand, the high-end Tesla server does not even include a graphics output, so this 
hardware-specific method would be limited to mainstream GPU products.

• A severe drawback of today's GPUs compared to CPUs are their lack of error detection mechanism. 
Radiation and interference may lead to transient errors affecting a single bit in the hardware. Such 

soft errors, while being extremely rare can have dire consequences if the error occurs in the 
geometry description. This problem has been covered in depth in [Sheaffer et al, 2006] and 
[Sheaffer et al, 2007]. A simple solution to detect these errors is employing spatial redundancy by 
using two GPU clusters calculating the same result, so that an error can be reported and the 
operation reissued whenever a mismatch occurs. Additionally, since the current RASE employs a 
four-pass rasterization to compensate for the heavy quantization inferred by the 8x8 micropixels 
patterns, this error check could perhaps be done for free when sampling the different passes.
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