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Abstract

The technical evolution during the past decade have escalated the use of
electronic devices, which are more common today than ever before. The
market is still growing rapidly and will continue to do so. The reason
for this is the increased demand for devices with integrated circuits. In
addition to the increased volume of production, the chips are also becoming
more complex which is also reflected in the requirements of the chip design
process.

An advanced chip that combines several different hardware modules
(cores) to form a complete system is called a System-on-Chip (SoC). It is of
great importance that these chips work according to expectation, although
it can be difficult to guarantee. The purpose of SoC testing is to verify
correct behaviour as well as for diagnosis and debug.

Complex systems lead to more and bigger tests which lead to increased
test data volume and test time. This results in a higher test cost and many
methods are proposed to remedy this situation.

This report proposes a method that minimises fail result data with a
real-time compression component embedded on the chip. The compressed
fail results can be saved on-chip and retrieved when needed instead of
during the test.

Furthermore this method will facilitate debug and diagnosis of SoCs.
A mask buffer is used to give the opportunity of choosing exactly which
cycles, pins or bits that are relevant. All other result bits are masked and
ignored.

The results are satisfying, the data is compressed to a much smaller size
which is easier to store on-chip. The method is simple, fast and loss-less.

Keywords : System-on-Chip (SoC) testing, test response compression,
diagnosis, debug, trace buffer
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Nomenclature

ATE Automatic Test Equipment

ATPG Automatic Test Pattern Generation

CUT Core Under Test

FIFO First in first out

IC Integrated Circuit

MISR Multiple Input Shift Register

SoC System-on-Chip

TAM Test Access Mechanism

XOR Exclusive OR
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Chapter 1

Introduction

This chapter will give a short description of what a System-on-Chip is, how
it is tested and why testing is necessary. It will also give a brief introduction
to compression in general.

1.1 System-on-chip

The base of modern electronic devices is the integrated circuit (IC) which
controls the device, this is also known as a microchip. Such circuits can be
everything from very simple to extremely complex, having one or multiple
functions.

These circuits can be treated as functional blocks (generally known
as cores) that serve a variety of applications [1]. Several cores can be
integrated to form a complete system, which can be placed on a single
die, making it a System-on-Chip (SoC) [2]. In a SoC the different cores
work together as a unified system which is simpler to integrate compared
to integrating all the separate cores.

See figure 1.1 for an example of a simple SoC with seven cores (proces-
sor, clock, video, sound and three memory cores).
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Figure 1.1: Simple SoC

1.2 SoC testing

Testing SoCs have earlier been something necessary but generally not pri-
oritised. Interest for testing has grown overtime and today it is of greater
importance. The reason is not only because of the increasing complexity
of the chips but also the importance of rivaling design, fears and near-
misses [3].

Each core in the SoC can be treated as its own system and they can
also be tested individually. If all of the components work as expected so
will the combination of them (the SoC).

1.2.1 Purpose of testing

An integrated circuit starts with a theoretical model that is designed and
tested thoroughly. Once this model is completed the next step is to create
the product. Each produced chip is tested in order to verify that it behaves
according to the model that was tested and verified earlier in the process.
This is necessary in order to minimise production errors.
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1.2.2 Test process

To identify irregularities and to stop broken products at an early stage
is not trivial. Each completed SoC is tested individually by sending in a
large amount of test data and checking that the produced response matches
the expected response. Once a chip is verified it is encapsulated into a
package and tested once more to make sure that the packaging did not
break anything.

The test data that is sent to the chip is called test stimuli. Each type of
chip requires one set of test stimuli and expected response corresponding to
that stimuli. This data is generated by automatic test pattern generation
(ATPG). ATPG uses the chip specification to generate relevant tests and
the data needed for those tests, in other words - test stimuli and expected
response.

This test data is commonly stored in an automatic test equipment (ATE)
which will send the data to the core under test (CUT). The produced
response is then compared to the expected response. If this comparison
differs, the result bit is set, which indicates a problem with the chip (see
figure 1.2).

0

0

1

1

XOR

0

1

0

1

EQ

0

1

1

0

Produced Expected Result

Figure 1.2: Comparison of expected and produced responses

However, this description is simplified, in reality there are more pa-
rameters which makes this process more complex, for example random /
unknown output data.

1.2.3 Scan chains

Each core that should be tested in the SoC is extended with one or more
shift registers that are used to easily shift in the test stimuli. These shift
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registers are called scan chains. They are used to set the core into the
correct state (the start state) in order to perform the test.

The scan chains can operate in two different modes, test mode and
normal mode. They are first set to work in test mode and the data is
serially shifted in to the core. When the data is in place the shift registers
are switched back to normal mode and the system clock applied.

When the response is produced the scan chains are set back to test
mode. The result is shifted out simultaneously as the test stimuli for the
next test is shifted in. This procedure is repeated until all tests are com-
plete.

More scan chains can work in parallel which will shift in the test stimuli
to the SoC faster. This can have a major effect on the time required to
shift in the test stimuli but it also requires extra inputs to the chip.

Figure 1.3: Simple overview of scan chains

The test stimuli is not necessarily divided equally on the scan chains.
Some chains may have to shift in more bytes than others.

1.2.4 Fail result

The test result (also known as fail result) for all the products that com-
pleted the test successfully can be discarded immediately since they are of
no relevance (no result bits are set). However the results from the chips
that generated incorrect data can be saved for debug / diagnosis if desired.
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1.3 Compression

The kind of compression referred to in this report is called data compres-
sion. It is the process of reducing the number of bits (the size) needed to
store various kind of data. All methods that reduce the size of any kind of
data can be categorised as data compression techniques.

These methods are based on describing the data using patterns, thus
using less space than originally. This can be achieved in different ways,
some are general techniques that works on all or most kinds of data, and
some are specific to certain types of data.

The best results are achieved when the compression technique is tailored
for the specific type of data. Such techniques can assume certain properties
of the data and use this advantage to compress the data more than a general
technique can. The downside to these techniques is their limited area of
usage.

It is also necessary that the receiver of the compressed data (decompres-
sor) is familiar with the compression technique. The decompressor needs
to revert the compression to get the original data.

1.3.1 Loss-less and lossy compression

Compression methods can be either loss-less or lossy. With loss-less meth-
ods no data is lost when compressed. The compressed data can always be
decompressed back into the exact same data as before the compression.

However with a lossy compression method the data may be altered dur-
ing the process, such compression methods generally also gives a higher
compression ratio. The alteration is often very subtle and considered neg-
ligible.

Example

The example in figure 1.4 shows a simple type of data compression. The
data is given as numbers (one per row) with a three digit integral part and
a eight digit fractional part.

The loss-less compression technique describes patterns of five or more
successive digits by placing a count in brackets before the digit that is
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repeated ([<count>]<repeated digit>). The decompressor can reverse the
technique to retrieve the original data, without alterations.

The lossy method simply rounds the number to the closest integer. This
results in lost information and the integer result can not be reverted to the
original data. The size is however significantly smaller than the loss-less
technique and the precision can often be good enough.

Both techniques are highly dependant on the properties of the data.
The loss-less method would not work if the data contained brackets by
default and the lossy method only works for numbers with fractional parts.

Original data Loss-less compression Lossy compression
280.00000000 280.[8]0 280
270.12345678 270.12345678 270
320.50000000 320.5[7]0 321
120.66666667 120.[7]67 121
120.12500000 120.125[5]0 120
140.90000000 140.9[7]0 141
250.99999999 250.[8]9 251
875.15000000 875.15[6]0 875
512.33333333 512.[8]3 512
101.50000000 101.5[7]0 102
Size (bytes): 120 Size (bytes): 93 Size (bytes): 30

Figure 1.4: Example of simple compression techniques - loss-less and lossy

1.3.2 Real-time compression

The most common use of data compression is with large (known) data sets.
The compression techniques find patterns in the data and describe these in
a more (size) efficient way.

In some cases it is necessary to compress the data as it arrives to the
receiver, in real-time, compared to normal compression where the entire
data set is known in advance. This is generally more difficult since only
a small part of the data (a chunk) can be examined at a time. If a data
pattern is split between two or more chunks the real-time compression
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method can not compress this pattern efficiently. This is because the fact
that it can not predict what data that will arrive in the succeeding chunks.

Real-time compression needs to compress each chunk of data before
the next arrives. Because of this time requirement real-time compression
techniques in general are less complex than normal data compression tech-
niques.

1.3.3 Compaction

Sometimes data is compacted instead of compressed. Compaction processes
the data into a much smaller size but with limited or no possibility to
reverse it to the original data. Instead the compacted result can be used
as an identifier for the original data, much like a hash value or signature.

It can be used to compare two sources of data since the compacted
result will most likely not be the same for the two data sets. This feature
can be used when testing SoCs. The expected response is compacted and
compared to the compacted produced response. This comparison will most
likely (but not guaranteed) show if the produced response differs from the
expected. It will not be possible to identify where in the SoC the problem
is, only if there is a problem or not.

Compaction is not suitable for the method proposed in this report since
the original data needs to be reproducible in order to use it efficiently.
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Chapter 2

Background

The increased popularity of system chips have affected the requirements of
the design process. The new, more advanced chips require better methods
for diagnosis and debug to facilitate the design creation.

When the design is complete and production is started each chip needs
to be tested to verify proper functionality. This type of testing is becoming
more common every day and also more complex. This results in higher
costs for testing due to production volume, longer test times and higher
data storage requirements.

Many techniques have been proposed to remedy these factors. Some
are possible to combine to achieve better results depending on the needs
for the chip in question.

2.1 Fail result compression

When testing many chips simultaneously the test input data (test stimuli)
remains the same for all chips of the same type. The fail result however, is
unique for each chip and it is sometimes desirable to store these results so
they can be used for diagnosis at a later point in time.

In such environments the fail result data will grow extremely fast and
introduce an extra cost for testing.
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2.1.1 Purpose

This report proposes a loss-less compression method that can be used to
minimise the fail result. This makes it possible to store the results on-chip
which gives the opportunity of retrieving the data when needed instead of
receiving it directly during testing.

Furthermore, the method is also useful for debug and diagnosis of chips.
These features are important in the design process of a new SoC.
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Chapter 3

Related Work

In this chapter related techniques are presented and discussed, some may
be combined with the method proposed in this report to further improve
SoC testing, diagnosis and debug.

3.1 Compaction using MISR

A common solution to reducing fail result volumes is to compact the re-
sults using a multiple input shift register (MISR). The CUT output will be
compacted by the MISR and compared to an equally compacted expected
response.

This will generally determine if the test failed or passed but in case of a
failure the compacted data is not sufficient to use for debug of the problem.

3.2 Storing compacted results on-chip

In an article by Poehl et al. [4] a method is proposed to compact the fail
result using a syndrome encoding (see 3.2.1). The compacted data (the
syndrome) is smaller than the original and can more easily be stored to an
on-chip memory. Thanks to the syndrome encoding the compacted result
can somewhat be reverted to the original result - but not always.
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This opens up the possibility to retrieve the compacted result from the
chip and in some cases successfully revert it to original data that can be
used for diagnosis. The technique is however not optimal for diagnosis and
debug since the syndrome data can only support a limited number of fail
bits per cycle and can not be guaranteed to give the correct original data.

The method that is introduced in this report will use loss-less compres-
sion, thus it will always be possible to revert the compressed data to the
exact original data. This will be more useful for debug and diagnosis since
it is of great importance that the original data is not lost.

Poehl also use a component that compares the expected response with
the produced response with regards to a mask flag. This technique is also
used in this report and described better in section 4.2.1.

Poehls method is proposed as one solution to growing fail result volumes
during mass production of SoCs, just as the method proposed in this report.

3.2.1 Compaction using syndrome encoding

When using syndrome encoding as compaction technique a type of truth
table is introduced which maps a specific result vector to a specific syn-
drome. The syndrome is a compacted (smaller) result and therefore it can
not be used to represent all possible result vectors.

In the article by Poehl [4] there are syndrome mappings for the result
sets with zero, one or two bits set. All other fail results are mapped to a
fully set syndrome vector.

See example 3.1 for a simple syndrome encoding which maps all fail
results that include zero or one bit set, the rest is set to a fully set syndrome
vector.

When reverting the compacted result it is possible to use the truth
table backwards, look up the specific fail result for a specific syndrome.
However the last syndrome in example 3.1 (111) represents many different
fail results. This makes it impossible to know what the original data was
and this is also the biggest problem with the article proposed by Poehl.
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Fail result Syndrome
000000 000
000001 001
000010 010
000100 011
001000 100
010000 101
100000 110
other 111

Table 3.1: Example of syndrome encoding

3.3 Abort-on-Fail Test

In some environments when an error is considered to be fatal it can be
useful to abort the testing when the first error occurs. In such setups the
ATE aborts the test when the first error is reported.

The ATE can normally stop the test almost immediately as it receives
notification that the test failed. However really fast ATEs may send some
additional cycles of test data before the test is aborted. The overhead
generated by the extra cycles is negligible [5].

This method is not practical for debug and diagnosis since only the first
error is noticed. It can however be useful in volume production when only
completely verified circuits are to be accepted and faulty circuits should be
discarded.

3.4 Compressing test stimuli

In the last years there have been much interest in reducing test data volumes
and there are many available methods for compressing test stimuli. It is
often that the compressed test stimuli is sent from the ATE to the chip and
decompressed on the fly by integrated decompressing circuitry.

Such methods can be combined with the method for compressing fail
results proposed in this report.
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3.5 Test data compression based on Huffman
coding

A method proposed by Jieyi and Jianhua [6] uses a method that is based on
Huffman coding to compress and decompress test stimuli. The purpose of
the method is to send less data to the chip, thus increasing the performance
of the data bus that transfers data from the ATE to the chip, the Test
Access Mechanism (TAM).

The method differs from traditional Huffman coding by using a longer
word in addition to the normal fix-length blocks to represent the data. The
don’t care bits in the test stimuli are chosen by an algorithm to form as
many of the longer word as possible, thus leaving less data to be represented
by the fix-length blocks.

This makes it possible to use a shorter length for the normal Huffman
blocks, resulting in less combinations and better compression, see example
3.2 [6]. The modified Huffman coding uses 23 + 1 combinations for the
blocks instead of 26 as normal Huffman coding.

Data sequence:
100111010100100111001011100111100111100111100111

Compressed with normal Huffman coding (6-length blocks):
<100111><010100><100111><001011><100111><100111><100111><100111>

Compressed with the proposed method (3-length blocks plus long word):
<100111><010><100><100111><001><011><100111><100111><100111><100111>

Table 3.2: Example of a method using a modified Huffman coding
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Chapter 4

Design and
Implementation

This chapter will present and discuss a new method to compress the test
response data - loss-less on-chip test response compression. This imple-
mentation will facilitate debug and diagnosis of SoC testing. The key to
achieving this purpose is to compress the fail results. This is useful in many
aspects while testing SoCs.

First some prerequisites will be presented, then each part of the design
is explained in detail and various implementation parameters are discussed.
Finally an overview of the complete implementation is shown and different
uses will be described.

4.1 Prerequisites

Normally when testing a SoC two set of data is required, expected response
that should be compared to the produced response and test stimuli that
should be sent to the chip. The test stimuli is expected to generate the
expected response.

The produced response is sent back to the ATE for evaluation where the
expected response is stored (see figure 4.1). If a specific bit in the produced
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response is the same as the bit in the expected response the test passed
and the result bit is not set. If the comparison differs the result bit is set.

0 1 0 1 0 1

0 00 01 1

0 0 1 0 1 1

0 11 10 1

CUTATE

Test stimuli

Eval.

Fail Res.

Figure 4.1: Basic testing scenario with an ATE

4.1.1 Unknowns and X-bits

SoCs can produce random, irrelevant and other output that is not possible
to determine in advance. Such bits are called ”unknowns” and can not be
compared to expected response since they are unpredictable.

To handle this problem so called X-bits are introduced to the expected
response. A comparison with an X-bit will always be okay, no matter what
the produced response is.

These bits should be used where the produced response is unpredictable
(unknown) to avoid the ”unknowns” in the produced response to flag an
error in the result. But it can also be used if a certain bit is irrelevant or
to filter out specific bits of interest.

4.1.2 Mask data

The proposed method will extend this scenario by using three sets of data
- test stimuli, expected response and mask data. All three of them will be
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sent to the chip and the evaluation will be done on-chip. The fail result
can either be stored on the chip or sent back to the ATE.

The mask data buffer will be the implementation of X-bits. There are
as many bits in the mask data as in the expected response. A mask bit
that is set represents an X-bit, in such cases it does not matter what the
corresponding expected response bit is - the comparison to the output data
will always be considered correct. See 4.2.1 for more information about
mask bits.

Figure 4.2 shows a simple example of a three buffer solution.

0 1 0 1 0 1

0 00 01 1

0 0 1 0 1 1

0 11 10 1

0 0 0 0 0 0

1 11 11 1

0 0 0 0 0 0

0 00 00 0

CUT

ATE

0 0 0 0 0 0

0 00 00 0

0 0 0 0 0 0

0 00 10 0

Mask buffer (X-bits)

Test stimuli

Fail result

1 0 0 1 0 0

0 10 00 1

0 1 0 1 1 0

0 11 00 0

Expected response Eval.

Figure 4.2: Testing scenario with separate evaluation component
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4.2 Result compression

Response

Stimuli Expected Mask

CUT Evaluation

Compressed resultsCompressor

Fail result

Figure 4.3: Result compression

Figure 4.3 introduces a new component, the compression component. The
ATE feeds test stimuli to the core, expected response and mask data to
the evaluation component. The fail result is finally sent to the compression
component which will compress the data and output the compressed result.

This data can be stored either on chip and/or sent back to the ATE for
analysis.

The compression component is described in detail in the upcoming sec-
tions.
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4.2.1 Masked bit handling

The chip generates one bit per output pin each clock cycle, this forms an
output vector (O). This vector is compared with the expected response (E)
and the mask data (M).

If the output were to be compared with the expected result directly
(ignoring the mask) a simple XOR gate would be sufficient. This would
give 0 for a match and 1 for a difference between expected and produced
result.

To include mask handling, a new cell is introduced that works as an
XOR gate with the addition of a mask flag (x-bit) - if the mask flag is set
the result is always 0 (comparison okay). If the mask flag is not set we have
the same logic as a normal XOR gate (see figure 4.4).

Comparer

Mask

Result

Produced response

Expected response

Figure 4.4: Compare cell (including mask flag)

The resulting vector (R) will show differences between expected and
produced response as a bit set to 1. The formula for this cell is:

Ri = (Mi OR Oi) XOR (Mi OR Ei).

The truth table for this formula is shown in table 4.1.

4.2.2 Results

The fail result vector (R) shows which output bits that did not match the
expected results, in these cases the resulting bit is set. Only the results
where an error is found is necessary to store because in case of an okay
match the resulting vector will be an all zero vector. If the result was a
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Mi Oi Ei Ri

0 0 0 0
0 0 1 1
0 1 0 1
0 1 1 0
1 0 0 0
1 0 1 0
1 1 0 0
1 1 1 0

Table 4.1: Truth table for the compare component

match the cycle counter is incremented and the fail result for that specific
cycle can be ignored.

Mismatch

When an error is found the cycle counter value is pushed into a first in first
out (FIFO) memory and then the counter is reset. This memory will hold
the relative cycle count to the next error, if this memory is empty no errors
were found.

A signal is sent to the ATE notifying that an error was found. The ATE
may ignore this and continue the testing without any change. The ATE
can also decide to stop the testing knowing that the chip will not work as
expected.

The resulting vector is pushed onto a FIFO vector memory, this will be
read in conjunction with the cycle counter memory, both will contain the
same amount of stored values.

4.2.3 Optimisation

The basics of the proposed method is that all results which include errors
are stored while the fail results that does not include errors are skipped.
The following sections will discuss how to enhance and optimise this prin-
ciple.
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Counter

The cycle counter needs to be big enough to store the relative cycle count.
The cycle count during testing can become very large, in the worst case
scenario the first (and only) cycle that shows a difference between expected
and produced response is the very last one. The relative cycle count for
such a scenario is the same as the total number of cycles in the test.

In the opposite case when the differences come quite frequently such a
big counter is a waste and the memory that stores the counter value is over
dimensioned.

To remedy this behaviour another solution is suggested. A smaller
counter is used and thus a smaller memory. If the counter overflows a zero
is stored in the counter memory. Since the counter memory shows the
relative cycle count to next error a value of zero is normally not possible.
The zero is only used to indicate that the counter was overflowed and that
the next cycle count should be used instead.

This breaks the one to one relationship between entry count in the
counter memory compared to the result vector memory.

Result vector split

It is often unnecessary to store the entire resulting vector. A result is
considered faulty if a single bit is set, even if there are hundreds of bits
in the output that are correct. To store the entire vector is in most cases
unnecessary and can be optimised.

Therefore the resulting vector is split into smaller vectors (sub vectors),
each of these are checked for differences. If an error is found only that
specific sub vector is stored, not the entire result vector. Each part has its
own vector memory and if more than one sub vector of the result contain
errors during the same cycle all of the faulty sub vectors are stored to their
own memories respectively and simultaneously.

Another memory showing which parts of the result vector that were
stored needs to be implemented as well. This memory shows which parts
that includes errors and also which memories to read from for each cycle
that contains an error.
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Figure 4.5: Result split into many smaller vector memories

Example (figure 4.5): The SoC in question has 16 output pins, pin
5, 14, 15 and 16 differs (R = 0000100000000111). All 16 bits would be
necessary to store if we were to store the entire vector. Instead the result
is split into four sub vectors consisting of 4 bits each. Only the second and
fourth part include differences and are stored into vector memory 2 and 4
(1000 and 0111). Another vector memory store which parts that included
errors, in this case the value 0101 is stored to indicate that the second and
fourth group included errors. This memory is called the split memory.

This solution will only use twelve bytes instead of the original 16 bytes.
This will save more or less space depending on different parameters and
environments. In some cases it may even use more memory than to store
the entire result vector without splitting it.

Round-robin

The result differences may sometimes occur on the same output pins in
most cycles that contain an error - the errors appear locally. In such cases
one of the vector memories would be filled much quicker than the others
thus creating an unbalance in the system.

A solution to this is to implement round-robin logic before the vector
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memory. A round-robin circuit decides which vector memory that the
result should be stored in. When the first difference is found the first part
is stored to the first memory, the last part to the last memory and so on.
When the second difference is discovered the round-robin circuits shifts one
step and the first part is stored onto the second memory and the last part
is stored onto the first memory.

Using this method the errors will more likely be spread equally to the
different vector memories. Worst case scenario is still that every single
error is stored in the same memory but the risk is much lower than without
round-robin.

4.2.4 Parameters and options

Mismatch flag to ATE

As discussed in 4.2.2 every mismatch is sent to the ATE, it may abort
testing, log or ignore this flag. Some implementations choose to continue
the entire test cycle to diagnose all errors and some choose to abort directly
knowing only the first mismatch.

Counter size

The optimal size of the counter depends on a couple of factors: how many
cycles there are between errors and the cost of the memory that will store
the cycle count.

A large cycle counter will not overflow easily and thus it will not be
necessary to frequently store zeroes (overflow marks) in the memory. This
will save memory space if only a few differences are found. But a large
counter also requires a larger memory that can store the higher count. If
the mismatches are frequent a large counter is unnecessary and a smaller
counter would save space and thus reduce the cost.

Result vector split

To optimise the storage of the result vector by splitting it into smaller parts
generally gives better results than to not split it at all. How many smaller
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parts the result vector should be divided into should be chosen differently
depending on the testing environment.

However most implementations benefit from a split into rather small
parts.

Result storage

The fail results can be stored on-chip if enough memory is integrated and
available on the SoC. This will make the solution independent of ATE
memory limitations since that memory will not be used. If this approach
is used the fail results can be retrieved from the chip when needed instead
of forcing them to be sent from the chip during testing.

Another option is to send the fail results directly back to the ATE
and store them there. The advantage is that no extra on-chip memory is
needed but the disadvantages are the limitations introduced with the ATE,
for example memory, speed and concurrency.

During volume production the same test stimuli and expected response
can be sent to all the chips that are tested, but the results needs to be
stored for every chip individually. This results in high memory and per-
formance requirements for the ATE. To store the results on-chip remedies
these requirements at the cost of the extra on-chip memory.

4.2.5 Overview

Figure 4.6 shows an overview of a complete implementation. In this ex-
ample the SoC generates ten output pins which are split into two smaller
parts of five bits each.
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Figure 4.6: Overview of the implementation

As described in section 4.2.3 we can see that values are pushed into the
counter memory when a difference is found and when the counter overflows.

The round-robin (RR) circuits that were discussed in section 4.2.3 are
represented as two RR blocks. These blocks divides the answers to the
two different vector memories. RR1 starts to store at VM1 and whenever a
difference is found it gets a signal (indicated as an arrow from the right into
the round-robin circuit) that tells it to switch to the next memory. The
RR2 circuit stores to VM2 initially and will always store to the opposite
memory compared to RR1.
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4.3 Appliances

This method can be used in volume production when there are large vol-
umes of chips that need to be tested. It will cut down on the memory
requirements thus making the test process cheaper.

The mask buffer can be used to isolate results, this makes it possible to
examine a specific cycle by masking the other cycles. The same principle
can also be used to isolate a certain pin, bit or a combination of these
alternatives. This facilitates and open great possibilities for debug and
diagnosis, especially during early development of a chip.

Figure 4.7: Stages in production where the proposed method is recom-
mended
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4.4 Implementation costs

Required components for an implementation differs depending on parame-
ters and size of the setup.

In a simple setup without result splitting only a vector memory that
can store an entire output vector and a counter memory is needed. The
sizes of these depends on the size of the result data.

A more complex setup that splits the result into smaller sub vectors still
uses the same counter memory but more memories are required to handle
the result split. The memory that stored the entire result vector needs to
be replaced by several smaller memories that each store a sub vector. A
new vector memory is introduced that stores the result split map and in
most cases this will cut down on the total memory requirements because a
smaller part of the result is saved.

The round-robin components can be used to divide the sub vectors
more equally between the different vector memories. A more equal split
minimises the memory volume thus reducing test costs.

4.4.1 Required components

A typical setup that uses result splitting will require these components (X
represent the split count):

• X + 1 OR gates

• X Round-robin components

• X Vector memories that can hold output pins / X bits each and store
as many vectors as possible result vectors (worst case).

• 1 Split memory, a vector memory holding X bits per vector and as
many vectors as possible result vectors (worst case).

• 1 Cycle counter with memory that can store as many counter values
result vectors (worst case).
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Chapter 5

Experimental Results

In this chapter the proposed implementation will be tested, with different
test data, and the results presented. A more thorough discussion about the
results will follow in the next chapter.

5.1 Test data

The results in this chapter are based on test result data for the ISCAS’89
s38584 circuit and two designs of industrial circuits provided by NXP Semi-
conductors.

The method proposed in chapter 4 takes the result of a SoC test (fail
result) and compresses it. The uncompressed size of the test data will be
compared to the size of the compressed result by calculating the compres-
sion ratio (see section 5.1.2).

The uncompressed result will also be referred to as the raw result.

5.1.1 Fail files

The test data used in this chapter is supplied from so called fail files. These
files contain the test result from a failed SoC test. Since this data is already
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tested there is no need to process test stimuli through a chip design but
instead focus on testing the proposed method.

NXP have developed a fail file generator that generates fail files from
an uncompressed SoC test result.

s38584 circuit

The test data for this circuit consists of seven different fail files. Each of
these files contains a test result from a faulty version of the s38584 circuit.

All of the test results are 190,500 bits long and each result is shifted out
from ten scan chains (see more about scan chains in section 1.2.3). A ten
bit vector is formed by taking one bit from each scan chain. These vectors
will be processed one at a time and gradually generate the compressed test
result (see appendix A for more details on the test data).

Industrial circuits

Eight fail files have been used for the two NXP designs, four per design.
Both of the designs utilise 50 scan chains to transfer data to and from
the chip. The test patterns consist of 1,089,000 to 5,692,500 bits each -
substantially larger than the s38584 tests (see appendix A for more details
on the test data).

5.1.2 Compression ratio

As mentioned earlier, the results will be compared using compression ratio
as measurement. The formula used for calculating the compression ratio is
as follow:

Compression ratio =
Uncompressed size

Compressed size

This gives a higher ratio for better compression compared to worse. A
compression ratio of 2 can also be read as 2:1 (two to one) and is interpreted
as the uncompressed size is twice as large as the compressed size.
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5.2 Parameters

It is necessary to choose the different parameters for the compression method
wisely. Setting the parameters differently can have a major effect on the
compression results.

The tests that follow in this chapter will test different parameters and
see how they affect the compression ratio of the test data.

5.2.1 Counter size

The compression method will use a counter to keep track of the relative
cycle count between errors as described in section 4.2.3. The size of the
counter should be chosen differently depending on the properties of the
data. Shorter test patterns will most likely benefit from a smaller counter
to save memory width. Whereas the counter should be larger for longer
test patterns where the relative count between errors is predicted to be
higher.

For the s38584 tests a four bit counter and an eight bit counter will be
used. The test patterns are fairly small and will yield better results with a
smaller counter, the tests with the larger counter is included to show how
the counter size affects the compression results.

The NXP tests will only use a four bit counter, the relative cycle count
is too small in the tests to justify a larger counter. The effect of the counter
size will be shown in the s38584 tests.

5.2.2 Result split

The result split technique that was presented in section 4.2.3 splits the
result vector into smaller pieces. For tests with few scan chains it may
be beneficial not to split the result at all, whereas a test with many scan
chains could benefit greatly from a high split count.

The s38584 tests are using ten scan chains, thus a ten bit result vector
will be compressed at a time. The tests will use different split counts to
compare the results. One setup will store the entire ten bit vector without
splitting the result at all, one will split it into two parts of five bits each
and the last one will split it into five parts of two bits each.
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The NXP tests have larger test patterns using 50 scan chains. The
compression method will compress vectors of 50 bits. These will be tested
without any splitting at all and split into two, five, ten or 25 parts.

5.2.3 Parameter name composition

As described in the previous two sections the tests will use different pa-
rameters to examine which are best suited for the test data used in this
chapter.

In the following results the different setups will be named with the split
count as the left part of the name and the counter size as the right part.

The left part will be specified with an S followed by the split count and
the right part will be specified with a C followed by the counter size in bits.
See table 5.1 for a complete listing of these names.

A split count specified as NS indicates that the result is not split at all,
the entire result is stored whenever an error is found. Also note that Cx is
used when the counter size is irrelevant and the result is the same for all
counter sizes.

Split count Counter size Name
No split 4 bits NSC4
2 4 bits S2C4
5 4 bits S5C4
10 4 bits S10C4
25 4 bits S25C4
No split 8 bits NSC8
2 8 bits S2C8
5 8 bits S5C8
10 8 bits S10C8
25 8 bits S25C8

Figure 5.1: Listing of names for the different parameter setups
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5.2.4 Architecture impact

The size of the counter does not affect the physical implementation much.
A smaller counter will require a smaller counter memory but it will most
likely need to store more overflow markers than a larger counter memory
would - thus needing a deeper memory.

The split count on the other hand will have a significant effect on the
architecture. See figure 5.2 to 5.4 for overviews of the different parameter
setups for the s38584 circuit. Notice that no split memory, no round-robin
components and only one OR gate is used when result splitting is not used
(figure 5.2).
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Figure 5.2: Implementation overview without vector split (NSCx)
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Figure 5.4: Implementation overview with a split count of 5 (S5Cx)

See section 4.2.5 for an explanation of these figures.

5.2.5 Tests

In the upcoming section a series of results will be presented. These will be
focused on determining which parameter setup that is best suited for the
s38584 and the two industrial circuits respectively.
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5.3 Results

The results of the tests are compared using compression ratio (see section
5.1.2). Each fail result is compressed using the different parameter setups.
The results are grouped together based on either test or parameters.

5.3.1 Compression ratio
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Figure 5.6: Compression results for the industrial circuits

Figure 5.5 and 5.6 shows the compression ratios for the different tests. Note
that the scale on the y-axis (compression ratio) is different for the two charts
- the tests of the industrial designs show much better results. Details about
the test data that resulted in these figures are shown in appendix A.

By looking at the chart for the s38584 tests (figure 5.5) it is clear that
the setups with a four bit counter performs better than the ones with an
eight bit counter. The higher capacity of the larger counter is not used and
it is spending unnecessary bits each time a counter value is stored.

There is also a significant advantage to the setups that use a result
vector split compared to the NSCx setups that does not. However, the
difference between the two different split setups in the s38584 tests is min-
imal. The reason for this will be referred to as inverted setups, read more
about this in section 6.1.1.
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The same behaviour is found in figure 5.6, the results for the S10C4
setup matches S5C4 just as S25C4 matches S2C4. The difference is that
the S10C4 and S5C4 setups show much better results than the other se-
tups.

The results differ substantially between the circuits, the compression
ratios are much higher for the tests of the industrial circuits. Read more
about this in section 6.1.4.

5.3.2 Result breakdown

In this section the compressed result will be examined in greater detail to
see how the result is divided between the different memories. A breakdown
of the result is useful in order to determine how big memory circuits that
are needed and how these scale relative to each other.

Figure 5.7 shows a breakdown of the sc1 ff35 test for the s38584 circuit.
This is tested with four different setups, S5C4 without round-robin, S5C4
with round-robin and also the S5C8 setup with and without round-robin
(the round-robin technique is described in section 4.2.3). The figure shows
how much of the total compressed size that is represented by each of the
seven memories (the sum will be 100%).

Counter share

As seen in figure 5.5 the setups with an eight bit counter perform worse
compared to the ones with a four bit counter. This can also be seen in the
breakdown chart (5.7) - the counter represents a higher share in the eight
bit counter setups than in the four bit ones.
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Figure 5.7: Result breakdown

The reason for the loss in performance with the eight bit counter is that
the relative cycle count between errors is fairly low. The four bit counter
accounts for about 36.1% of the total compressed result where the eight bit
counter represents about 52.6%.

Split memory

Each time an error occurs the split memory stores a vector and the counter
memory stores the relative count. For the S5C4 setup each counter value
uses four bits. The result is split into five parts, thus the split memory
stores a five bit vector each time.

This indicates that the split memory would normally store 5/4 = 125%
as many bits as the counter memory. This relationship can be seen in figure
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5.7, the counter memory uses about 36.1% and the split memory uses about
44.4% (about 25% more than the counter memory).

Round-robin effect

Another interesting aspect that can be seen in figure 5.7 is the effect of the
round-robin technique described in section 4.2.3.

The split between the five vector memories that each stores two bit sub
vectors is quite unbalanced when not using round-robin (noted as normal
in the figure). However, when using round-robin the split is close to equal
between the memories.

An equal split between five memories would result in exactly 20% per
memory, the statistics for the round-robin method is very close and only
differs from 19.4% to 20.3%.

The split between the memories when not using round-robin is unevenly
distributed and one memory will generally be utilised more than the others,
thus most of the memories will be over dimensioned. As shown in figure
5.7 the total memory volume requirement has decreased greatly by using
the round-robin technique.

The required memory volume is illustrated in the figure as areas en-
capsulated by dashed lines. It is clear that the round-robin results use
the memory volume more efficiently than the normal results. The memory
utilisation when using round-robin is nearly optimal.
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Chapter 6

Conclusions

6.1 Compression results

The results show that the compression method works well. The average
compressed data size is about a third of the uncompressed size for the
ISCAS’89 test circuit s38584. The industrial circuits shows even better
results with an average compression ratio of 16.3.

The results are satisfying since the method is fairly simple to implement,
cheap, fast and loss-less.

6.1.1 Parameters

The most appropriate setting for the s38584 test data proved to be a four
bit counter with a split count of either five or two. The results are very
similar for the two different split counts because they are inverted setups
to one another (read more about this later in this section).

Split counts of ten and five proved to give the highest compression ratio
for the industrial circuits. These are inverted setups to one another and
show very similar results even though the split into ten sub vectors performs
slightly better than a split count of five.

The following sections in this chapter will discuss why these param-
eters suits the data used in this report and what data would suit other
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parameters.

Peak compression ratio

The highest compression ratio achieved was 35.9 with the S10C4 parameter
setup for the vid1 sc1 ff88 test.

Inverted setups

Some parameter setups yield very similar results compared to another setup
for the same test data. For example in the s38584 tests, the S2Cx and S5Cx
setups basically have the same test results. This can be seen in figure 5.5.

The reason for this effect is that both setups generally need to store the
same amount of data whenever an error is found. They will only store the
same amount of data per cycle when a single sub vector of the result needs
to be stored, not if more than one sub vector contain errors. But since the
most common case is that only a single sub vector is faulty, the setups yield
very similar results.

When a single sub vector contains the errors the S2Cx setup needs to
store the sub vector of two bits and a split vector of five bits, a total of
seven bits. The S5Cx setup will store one sub vector of five bits and a
split vector of two bits - also a total of seven bits. Both setups will store
the same amount of bits for that error, thus being inverted setups to one
another.

The setup with a lower split count benefits from a simpler and cheaper
implementation - it will require fewer memory and round-robin compo-
nents.

However the setup with a higher split count will generally store less
overhead when more than one sub vector contain errors. A higher split
count results in shorter sub vectors than a setup with a lower split count.

Example: If the S2Cx setup needs to store two sub vectors it will
store four bits for the sub vectors and five bits for the split vector, a total
of nine bits. The S5Cx setup needs to store ten bits for the sub vectors
and two bits for the split vector, a total of twelve bits.
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6.1.2 Counter size

The four bit counter can hold a maximum relative cycle count of 15. Dif-
ferences occur relatively frequently in all of the tests that are used in this
report - the counter will rarely overflow. It will use four bits less space com-
pared to the eight bit counter every time a counter value is stored (every
time a difference is found or an overflow occurs).

In larger tests with many more test cycles the relative count between
errors may be higher. In such cases a larger counter will prove more efficient
and will make the compressed result smaller compared to a smaller counter.

A general rule for this is to use a smaller counter if it stores less than 50%
overflows. When it passes this limit and stores more than 50% overflows it
is more memory efficient to use a larger counter.

6.1.3 Split count

The results showed that the setups with result splitting had a clear advan-
tage compared to the NSCx setups that did not.

As discussed in section 6.1.1 different split counts will give different
benefits and disadvantages. A lower split count results in a simpler imple-
mentation whereas a higher split count may give better performance.

s38584

The result for a split into five parts for the s38584 tests gives a slightly
higher compression ratio than a split into two parts in most of the tests.
The former setup generally gains performance when more than one sub
vector need to be stored, it stores less overhead because of the smaller sub
vectors.

However the faulty bits may occur in such a way that benefit either one
of the two setups. This is proven with the sc5 ff19 test where the setup
that splits the result into two parts gives better results than the setup that
splits it into five parts.
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Industrial circuits

The two setups that showed the best compression for the results shown in
figure 5.6 are a split into ten and five parts. The setup that splits the result
into smaller parts (split count of ten) shows a little better performance
overall. As described in the previous sections (6.1.1 and 6.1.3) the reason
for this is the lower overhead when more than one sub vector need to be
stored.

6.1.4 Results

Even though the different parameter setups affect the compression ratio
greatly, it can be seen that all setups have a compression ratio greater than
one. This means that the compressed result was smaller than the raw size
for all tests.

The compression ratio is much higher for the industrial circuit than for
the ISCAS’89 s38584 circuit. The reason for this is the nature of the data -
the frequency of errors and the number of failed comparisons in the faulty
cycles. This shows that the compression method will perform differently
depending on the data characteristics.

6.2 Usage

The method proposed in this report is using a loss-less compression method
to store the test results. The method basically filter out unnecessary over-
head and only stores relevant results. The original (uncompressed) test
results can be reverted from the compressed results and used in different
situations. The purpose of compressing the data is to minimise the data
size in order to store the data on-chip with low memory requirements.

It can be used in early development of SoCs to facilitate the process
by isolating certain parts and diagnosing different scenarios. It can also be
used in volume production to identify problems, diagnose the chips and to
reduce test costs.
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6.2.1 On-chip storage

The compression will be useful when the fail results are stored on-chip,
this will eliminate the need of sending the results directly back to the ATE.
The compressed data will use less space and thus saving memory costs. The
round-robin technique balances the sub vectors into different memories to
minimise the required size of each memory.

The results can be fetched from the chip at any given point and used
for debug and diagnosis.

6.2.2 Diagnosis and debug

The use of a mask buffer makes it possible to isolate different cycles, scan
chains, bits or a combination of these. This is useful in the early stages of
development when a lot of errors may occur.
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