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Abstract 
To efficiently examine volumetric data sets from CT or MRI scans good 
volume rendering applications are needed. This thesis describes the design 
and implementation of an application programming interface (API) to be 
used when developing volume-rendering applications. A complete 
application programming interface has been designed. The interface is 
designed so that it makes writing application programs containing volume 
rendering fast and easy. The interface also makes created application 
programs hardware independent. Volume rendering using 3d-textures is 
implemented on Windows and Unix platforms. Rendering performance has 
been compared between different graphics hardware. 
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1 Introduction 
Volume rendering is a way of visualizing volume data [1]. Volume graphics 
is different from ordinary computer graphics, where geometries, such as 
lines or polygons are defined and drawn. Instead volume graphics are 
defined by volumetric data, a set of numerical values located in a three-
dimensional grid. Volume rendering is useful in many areas where a way to 
view three-dimensional data sets is needed. Examples of such areas are 
medicine, numerical simulations and non-destructive testing in industrial 
applications. This thesis deals with the design and implementation of a 
programming interface for volume rendering applications. The purpose of 
this application programming interface is to help the application 
programmer by making the volume rendering parts of a developed program 
easier to write. It also helps making the application program independent of 
what hardware is available. The interface therefore hides hardware 
differences, but without unnecessarily constraining the application 
programmer, providing useful functionality. When designing the 
application programming interface all this has been considered and in the 
implementation step a suitable volume rendering technique has been 
chosen, that meets the specific needs of the application concerning 
rendering speed and resolution. 

1.1 API Requirements 
There are many requirements that an application programming interface 
needs to meet that are essential for its usefulness. The requirements specify 
what functionality and hardware support is needed, but also other properties 
such as robustness and ease of use. This can only be achieved with an 
interface that is well designed. Two of the most important design 
considerations are the flexibility and extendibility of the interface. Adding 
new features or hardware support as well as changing parts of the 
implementation should be as easy and straightforward as possible. 

1.1.1 Functionality 
The interface must provide all functionality necessary to perform rendering 
of scenes containing both surface and volume graphics in such a way that it 
can be used in an application program. Features that need to be available 
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are for instance changeable transfer functions and the ability to handle 
multiple volumes in the same scene. It should also be possible to change the 
rendering resolution to gain speed when performing volume rendering on 
low-performance hardware. In short it is desired that the interface contain 
support for the following functionality: 

• Rendering of volumes and surfaces together 
• Dynamically changing transfer functions 
• Variable resolution 
• Handling of multiple volumes 

The interface should be easily extendable with new functions whenever 
desired. This is essential for the usefulness of the interface. 

1.1.2 Hardware support 
The interface provides support for several graphics hardware configurations 
that can be of interest for performing volume rendering. Since hardware 
support is important to achieve high performance the hardware determines 
which volume rendering method that should be used. One example of how 
certain hardware features lead to the use of a specific volume rendering 
method is hardware support for ray casting. Another example is hardware 
that can handle textures. This can be exploited in several different ways 
depending on what kind of textures and shaders are available. So far 
volume rendering with 3d-texture hardware has been implemented in the 
interface. This method is chosen since it can use the hardware available in 
several PC graphics cards. It can also be used on e.g. SGI Onyx2 and 
3Dlabs Wildcat (see section 2.6), since they too provide 3d-texture 
hardware support. Other hardware configurations that can be used for 
volume rendering that require more or less different implementation of the 
volume rendering part of the interface include ray casting hardware and 2d-
texture graphics hardware. The interface is not limited to support only this 
hardware or even to the two major volume rendering methods considered, 
ray casting and texture based volume rendering. In contrast it is totally 
extendible as new hardware as well as new kinds of hardware become 
available. 
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1.2 Thesis outline 
Section 2 describes the ideas behind the work of this thesis and introduces 
the concept of volume rendering along with several other important 
concepts. In section 3 the design of the interface is explained. It also 
contains information about the implementation of the chosen design. In 
section 4 the obtained results are presented. Section 5 discusses the results 
and the properties of the implemented interface. Some important 
conclusions are drawn in section 6. Appendices A and B contain a glossary 
and a complete description of the implemented programming interface. 
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2 Background 
Medicine is a good example of an area where the benefits of volume 
rendering technology is particularly obvious. In medical applications, data 
sets containing Computed Tomography or Magnetic Resonance Imaging 
image data need to be examined. The image data usually consists of three-
dimensional grids that can be visualized using volume rendering. 

Quite a few methods to perform volume rendering have been developed 
using a variety of hardware platforms [2,3,4,5,6]. The hardware often 
consists of systems dedicated to high performance computer graphics, but 
recent work has shown that systems of this kind are not necessarily needed 
even if interactive rendering speeds are desired [7]. 

To facilitate the creation of application programs using volume 
rendering an application programming interface is needed. 

2.1 Medical Imaging 
One of the more important applications for volume rendering is 
visualization of medical data. Three-dimensional medical data sets can be 
obtained in several ways; among the more important are Computed 
Tomography (CT) and Magnetic Resonance Imaging (MRI). 

2.1.1 Computed Tomography 
In Computed Tomography the patient lies still as an x-ray tube moves 
around the patient with an x-ray detector on the opposite side of the patients 
body [8]. The detected radiation is used to calculate cross section images of 
the patient. Put together into one data volume these cross section images 
make up a three-dimensional image of the patient’s body. 

2.1.2 Magnetic Resonance Imaging 
In Magnetic Resonance Imaging a strong magnetic field is used to create 
images of the human body [9]. It can be useful to examine parts of the body 
that are hard to examine using x-ray, mainly soft tissue. It can also be used 
to detect flows e.g. in the heart and arteries. The result is often a three-
dimensional data set. To be useful, it needs to be displayed in some way. 
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2.2 Application Programming Interface 
A programming interface is a set of well-specified routines created to 
facilitate the work of the programmer, by providing an environment where 
it is easier to create programs with any desired properties. The interface can 
provide means to make programs independent of available hardware or 
software or contain code for implementing functions that would otherwise 
have to be a part of the program. An application programming interface is a 
programming interface meant to be used when writing application 
programs. 

2.3 Volume Rendering 
Volume rendering is the creation of images from a three-dimensional data 
set, so that the information in the volume data is preserved. The difference 
between volume rendering and surface rendering lies in the form in which 
the input data is given. In surface rendering the objects that are rendered are 
defined by geometric primitives, such as lines and polygons. Rendering 
these geometric primitives is done by converting them into fragment or 
pixel data. This process is called rasterization. In volume rendering the data 
consists of a set of values where each value has an orientation in space. The 
data from the data set is in most cases translated into colors and opacity 
values. The data set can then be considered as a semi transparent volume 
that is depicted in a two-dimensional image. The function that determines 
how to translate each value in the data set to a certain color and opacity is 
called the transfer function. 

2.3.1 Transfer Function Properties 
It is very important to have the ability to decide with what color and opacity 
to draw a certain part of a given volume. In medical applications, such as 
when looking at data from MRI or CT scans, it is often beneficial to draw 
e.g. bones or internal organs with a certain color and opacity to see the 
useful information easier. This translation is performed by the transfer 
function. This is the reason why the transfer function is such an important 
part of the volume rendering procedure. 
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2.4 Volume Rendering Methods 
There are several different methods to perform volume rendering. The 
traditionally most widely used method is ray casting, but fast texture 
processing hardware has made it possible to develop methods to render 
volumes using texture based techniques. 

2.4.1 Ray Casting 
The algorithms for ray casting are based on the idea that rays are cast from 
each pixel in the image, through the volume (see figure 2.1). The color and 
opacity are integrated along each viewing ray to determine the color of the 
corresponding pixel. 

image data volume 

Figure 2.1: Ray casting 

One common way to perform the integration along the viewing rays is to 
use a summation of samples taken from the volume [10]. The samples are 
added up to decide the color of the pixel. The addition is done starting from 
the transparency formula (equation 2.1). 

( ) ( ) ( )( ) ( ) ( )iiiiiniout xxcxuCuC αα λλλ +−= 1,,  (2.1) 

One ray is cast for every pixel in the image, the pixel coordinates are 
described by the vector ( )jii vuu ,= . The parameter ( )iin uC λ,  is the color of 

the ray before considering a given sample and ( )iuλ,outC  denotes its color 

afterwards. Each sample point is defined by its coordinates, ( )kjii zyxx ,,= , 

and the sample color and opacity are denoted by ( ixcλ )  and ( )ixα  
respectively. The transparency formula determines how much of the 
previous samples that are to be considered compared to the current one. 
After all samples are considered equation 2.1 adds up to equation 2.2 that 
determines the color at the end of each ray, Cλ. 
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Note that the rays are cast in the z-direction, orthogonal to the x-y-plane, so 
only z changes between samples along each ray. In this equation, as in the 
previous on iu  and jv  are coordinates in image space, c  is the sampled 

color and 
λ

α  is the sampled opacity for each sample point. The color at the 
end of the ray, ( )0,, zyx jiλc , is set to the background color and the opacity, 

( )0,, zyx jiα , is set to 1. 

2.4.1.1 Projection 
When depicting a three-dimensional object in a two-dimensional image the 
depicted object needs to be projected onto the image plane. This can be 
done in two ways, using either orthogonal or perspective projection. To 
make an orthogonal projection, parallel projection rays are used to project 
the object onto the image (see figure 2.2). This results in the image of the 
object being the same size regardless of how far from the viewer it is 
located. 

Figure 2.2: Orthogonal projection of  a man and a cube 

When perspective projection is used all projecting rays pass through a focal 
point (see figure 2.3). Objects that are closer to the viewer will appear 
larger than objects far away. A perspective projection is often somewhat 
more complicated to achieve than an orthogonal projection, since it requires 
perspective computations. Perspective projection usually gives a better 
perception of the depth in the scene than orthogonal projection. A 
disadvantage may be the difficulty to compare the size of objects at 
different distance, due to the perspective view. 
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Figure 2.3: Perspective projection 

2.4.1.2 Shear-Warp 
One method of making the calculations more efficient when doing ray 
casting is to use what is known as shear-warping [5], which is performed in 
the following way; a cube containing the volume is considered as a set of 
slices, parallel to one of the sides of the cube (see figure 2.4). 

Figure 2.4: The volume data is considered as a set of slices. 

Ray casting can then easily be performed when the object is being viewed 
from an angle orthogonal to the slices, by adding up the values for the same 
plane coordinates in all slices. When the volume is viewed from any other 
angle, however, this is not possible unless a shear-warp is done. It works in 
the following way; rays are cast from an image plane through the sliced 
volume (see figure 2.5). 

Figure 2.5: The volume is viewed from an angle not orthogonal to the volume data slices 

If the rays are not orthogonal to the slices in the volume data the slices are 
moved with respect to each other so that all rays can be cast orthogonally 
through the volume (see figure 2.6). 
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Figure 2.6: The volume data slices are moved, sheared, with respect to each other so that the 
rays can be cast orthogonally. This shearing is performed along two axes, only one is 
displayed here for clarity. 

This is called shearing. Orthogonal ray casting is then performed, 
generating an image. The scale of the image coordinates is not correct, 
since the plane onto which the ray casting was done is not parallel to the 
image plane. The image is warped compared to the desired image. 
Multiplication of the coordinates of the image with a warp matrix gives the 
correct scaling. The warp matrix can also rotate the image at the same time, 
if that is desired. Using this technique will always result in an image with 
orthographic projection. To create a perspective image a method called 
shear-scale-warp [5] can be used. Shear-scale-warp is a volume rendering 
method that differs from shear warp only in that the slices of the volume are 
not only moved with respect to each other, but also scaled. This is done 
since perspective projection requires the rays to converge into a single 
point, but the shear warp algorithm requires that the rays are made parallel 
(see figure 2.7 and 2.8). This technique allows a perspective image of the 
volume to be created. 

Figure 2.7: Notice that the rays are not parallel. 
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Figure 2.8: Sheared and scaled volume. Notice that the distance between the rays has 
changed due to the perspective scaling. 

The reason that the shear-warp technique is more efficient than ordinary ray 
casting is that for each ray all samples will be taken at the same coordinates 
in the different slices. Thus there is no need for ray-coordinate calculations. 
Caching and pipelining can also be made more efficient, e.g. if one voxel is 
used to color more than one pixel, voxel values can be cached 
systematically. 

2.4.2 Texture Based Volume Rendering 
Texture based rendering can be divided in two categories, depending on 
whether two- or three-dimensional textures are used. Both methods have in 
common that the volume is depicted by drawing polygons. The coloring of 
the polygons is made using textures. The differences are mainly in the way 
these colors are retrieved from and stored in texture memory. A texture is 
an image that is drawn on a polygon, often implemented in the graphics 
hardware. This is traditionally used in computer graphics, where surfaces 
are drawn with textures e.g to make them look like a certain material. This 
hardware feature may, however, also be used for volume rendering, as 
described below. 

2.4.2.1 Rendering Based on 2d-textures 
When 2d-textures are used, the values from the volume are stored as three 
separate texture sets with three different orientations (see figure 2.9). As the 
volume is rotated, polygons are drawn parallel to the textures in the 
orientation in which the planes are closest to perpendicular to the viewing 
angle. This causes some artifacts to appear when the viewing angle is not 
perpendicular to the planes. It is particularly noticeable when the volume is 
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at the point of transition between two different orientations, i.e. rotated by 
45 degrees from one of the volume coordinate axis (see figure 2.10). 

Figure 2.9: The volume is data stored with 3 different orientations 

 
Figure 2.10: A CT image of a teddy bear rendered using polygons colored with 2d-textures. 
Note that all polygons are volume-aligned. An unusually low number of polygons are used, to 
make the artifacts clearly visible. 

2.4.2.2 Rendering Based on 3d-textures 
The algorithm that is used when 3d-texture support is present differs from 
the one using 2d-textures in that the volume is only stored with one 
orientation in texture memory. The polygons are always drawn 
perpendicular to the viewing angle, cutting through the volume in arbitrary 
angles (see figure 2.11). This means that the artifacts that sometimes appear 
when using 2d-textures due to the angle between the polygons and the 
viewing angle are avoided. 
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Figure 2.11: The 3-dimensional texture is sliced orthogonally to the viewing angle 

The polygons are colored by the hardware using the data stored in texture 
memory. In this process the hardware automatically performs three-
dimensional, or trilinear, interpolation. This means that the desired color 
value for any given point (x,y,z) is found by looking at the eight values that 
are stored closest to the point in texture memory. The correct value is then 
found by interpolating between these eight values (see figure 2.12). 

Figure 2.12: Interpolation. The value for the gray point is found using the eight closest points 
in the data grid. 
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Figure 2.13: A CT image of a teddy bear rendered using polygons colored with 3d-textures. 
Note that all polygons are drawn orthogonally to the screen. The same polygon density as in 
figure 2.10 is used, to make the artifacts clearly visible. 

2.4.2.3 Transfer Functions In Texture Based Volume Rendering 
An important issue when interactively examining volume rendered data sets 
is the ability to change the transfer function fast. This is necessary to 
examine different parts of a volume interactively e.g. by changing the 
opacity of the volume. When performing texture based volume rendering 
this can be achieved by changing the colors of the textures stored in 
memory. Unfortunately this method requires all textures to be recalculated 
for every change in the transfer function. Even though reloading the entire 
texture memory can be done, tests show that this causes such a significant 
overhead that it is impossible to render the volume with interactive frame 
rates while updating it. There are however other ways to achieve dynamic 
transfer functions when performing texture based volume rendering, e.g. by 
use of color tables or dependent textures. 
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2.4.2.4 Color Tables 
When color tables are used, the values stored in the texture do not directly 
represent color and opacity values. Instead the values are used as indices to 
retrieve the desired values from a color table. The relation between indexes 
and colors represent the current transfer function. To update the transfer 
function it is sufficient to make changes to the color table, there is no need 
to update the texture memory. This makes it possible to change the transfer 
function dynamically while rendering with almost no performance penalty. 
Unfortunately color tables are sometimes not available in hardware, at least 
not combined with 3d-textures (see section 2.6). Another problem is the 
size of the color table. For 16 bit volume data a complete color table would 
contain 216=65,536 entries. If the data is stored as four bytes for each table 
entry, with one byte representing red, green, blue and alpha values 
respectively, this means that the total size of the table is 262,144 bytes. 

2.4.2.5 Dependent Textures 
In volume rendering applications, another way to achieve dynamic transfer 
functions is to use dependent texture lookups. This is usually performed 
using 2d-textures. Values corresponding to the volume data are stored as a 
series of two-dimensional slices in texture memory, as for ordinary 2d-
texture rendering. The volume is rendered by drawing polygons. These 
polygons are, however, not necessarily placed in the same orientation and 
with the same distance as the volume data slices in texture memory. Instead 
they can be placed at a closer distance from each other or so that they are 
always orthogonal to the viewing angle, both resulting in less visual 
artifacts. The polygons are not colored directly by the values in texture 
memory. If a sample point is located between two slices the color and 
opacity values for that point are determined by obtaining two values, one 
from each of the two adjacent slices, from texture memory, s and t. These 
values are then used as texture coordinates to index a two-dimensional 
texture that contains the desired color and opacity for the sample point (see 
figure 2.14). This last step is similar to a color table lookup and is called a 
dependent texture lookup. The color in the dependent texture represents the 
interpolated color between the two slices; a tri-linear interpolation has been 
performed. This results in better image quality, since the rendering is not 
limited in orientation or slice density by the volume data in texture memory. 
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Another advantage is that to update the transfer function of the volume it is 
sufficient to update the dependent texture. This gives a smaller overhead 
and can be done at a much higher rate than what is possible when the entire 
data set has to be recalculated and updated. 

p 
t p s 

t 

s 

 a) b) c) 

Figure 2.14: A dependent texture lookup. a) The volume data is stored as slices in 2d-texture 
memory. A sample is taken at a point p. b)The texture values, s and t, are fetched from the 
two textures closest to the sample point p. c) The pixel value is found in a third texture, 
indexed by s and t. 

Another way to use dependent texture lookups to improve image quality is 
called texture-based pre-integrated volume rendering [6] and is 
implemented in a way similar to the dependent texture rendering described 
earlier. The volume is stored as before in 2d-texture memory and volume 
rendering is done by drawing polygons parallel to the textures. Here the 
polygons are considered as thicker slices with two sides, corresponding to 
two adjacent textures. The color and opacity values for each point of the 
polygon are determined by obtaining one value from each of the two 
adjacent slices from texture memory, s and t. These values are then used to 
do a dependent texture lookup. Here the color values in the dependent 
texture represent the colors that would have been obtained if ray casting 
integrations had been performed through the slice between the two textures. 
The values can be pre-calculated by integration or numerical estimation. 
The integration step gives a better image quality than drawing polygons 
without integration. The dependent texture technique results in higher 
rendering speeds than if integration were to be performed for each sample 
of the volume. 
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t 

t 

s 

 a) b) 

Figure 2.15: A dependent texture lookup used in pre-integrated volume rendering. a) The 
texture values, s and t, are fetched from two adjacent textures. b) The pixel value is found in 
a third texture. 

2.5 Scene Graph 
Graphical objects are often stored in a scene graph. A scene graph defines a 
scene by introducing and connecting nodes representing the 3d-objects in 
the scene. The scene graph is usually a directed acyclic graph (DAG). The 
leaf nodes define the objects that should be visible in the scene; surfaces, 
volumes, lights, etc. The objects are grouped together, eventually into an 
entire scene, by their parents. All information about how to draw a certain 
object, represented by a leaf node, can be found either in the leaf node itself 
or along the path to the leaf from the root node. 

Orientation Position, 
Normal 

Position, 
Direction 

Light SourceClip PlaneVolume Geometry 

Scene

Figure 2.16: The implemented scene graph tree structure 
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2.6 Graphics Hardware 
There are quite a few graphics hardware systems that are of interest when 
performing volume rendering. There are some systems providing hardware-
accelerated ray casting, such as the Mitsubishi Volume Pro cards. There are 
also several systems that support textures in such a way that they may be 
useful for volume rendering. 

Important performance figures when comparing different texture 
handling graphics hardware systems are polygon/s, pixel/s and texels/s. 
These performance figures are used to evaluate different parts of the 
rendering pipeline (see figure 2.17). Polygons per second is a measurement 
of the number of polygons that the hardware can draw in one second. The 
limitation lies in the transformation and rasterization of the vertex data. 
Pixels per second indicates the number of screen pixels that can be updated 
in one second. Texels per second is the number of texture samples that can 
be used in one second. The texture samples are used to color the pixels of 
the screen. In some architectures more than one texel can be used to color 
each pixel, via multi texturing or interpolation. In these architectures there 
is a need for high texture bandwidth, therefore the texel/s value is often 
higher than the pixel/s value. Multi texturing is an advanced feature that is 
very useful in some applications to create realistic computer graphics. It is 
available on the nVidia GeForce3, but not on the SGI Onyx2. 

All performance figures that are used in this section are the ones 
claimed by the manufacturer. For more details and approximate pricing see 
section 4.2. 

to frame buffer 
pixel data 

textures 

vertex data 
rasterization

texture assembly

Figure 2.17: The graphics rendering pipeline used by OpenGL 

2.6.1 High Performance Graphics Hardware 
Hardware created especially for demanding graphics applications often 
provide very high performance, unfortunately they are priced accordingly. 
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2.6.1.1 Volume Pro 
The Volume Pro card from Mitsubishi is a graphics processing PCI-card 
marketed by TeraRecon [11]. It performs volume rendering by ray casting 
in hardware, using a shear-warp rendering algorithm [2]. This is a fast but 
expensive way to perform volume rendering. Volume Pro 500 provides 
frame rates of up to 30 frames/sec rendering volumes with 2563 voxels. For 
Volume Pro 1000 the same frame rate can be achieved with volumes 
containing 5123 voxels. The volume data memory ranges from 256 MByte 
to 2 Gbyte. Volume Pro 500 can only process volume graphics and not 
surfaces. It always renders with orthogonal projection. Volume Pro 1000 
can combine volume and surface graphics and uses an algorithm with 
perspective projection. The volume pro card produces an image by doing 
the shearing and ray casting steps of the shear-warp algorithm. It has no 
display interface. To display the image it is loaded onto a PC-graphics card 
as a texture. The image needs to be warped and displayed; this is done by 
letting the graphics card draw a textured polygon on the screen. It is 
therefore not sufficient with just the volume pro card; there is also a need 
for an ordinary PC-graphics card. 

2.6.1.2 Onyx2 
The Onyx2 [12] is a graphics computer from SGI. It supports both 2d and 
3d textures, and can be equipped with up to 16 different pipes. Each pipe 
has a texture memory of 64 MB. This sets the limit for how large textures 
that can be used to represent the volume. The highest possible performance 
for one pipe is 10.9 million polygons/sec and the fill rate can be up to 800 
Mpixels/s. It is worth noting that the polygon performance does not 
decrease when 3d-textures are used. This feature makes it very useful for 
3d-texture based volume rendering. 

2.6.1.3 Wildcat 
The Wildcat graphics cards [13] from 3Dlabs are fast and powerful. The 
high performance is partly due to the pipeline architecture, with two 
completely separate pipelines. The separation in texture memory means that 
the actual memory limitation of the texture size is 32 MB rather than the 
total memory of 64 MB (for the Wildcat II 5110). The wildcat II 5000 has 
one single pipeline with 32 MB of texture memory. 
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2.6.2 Standard PC Graphics Cards 
There are a few standard PC graphics cards that may be suitable for volume 
rendering. To be useful it is desirable that the graphics cards have a high fill 
rate and that they support 3d-textures or that they can achieve similar 
rendering quality in some other way. The use of 2d-textures alone causes 
more artifacts than if 3d textures are used. 

2.6.2.1 GeForce3 
The nVidia GeForce3 [14] graphics-processing unit (GPU) supports 3d-
textures and 2d-textures, and can perform advanced shading and vertex 
manipulation. It also supports dependent texture lookups (see section 
2.4.2.5). The fill rate is 3.2 billion samples/s, given that four texture 
lookups are done for each pixel. This means that the actual fill rate is 800 
Mpixel/sec according to the manufacturer. At this point two potential 
problems have been identified when performing volume rendering through 
the use of 3d-textures on the GeForce3. The frame rates achieved are 
significantly lower than those achieved when 2d-textures are used. It is also 
not possible to use color tables to dynamically set the transfer function 
when implementing volume rendering with 3d-textures. The problems may 
be caused by the fact that the shaders are used to implement 3d-textures. 
This means that the shaders cannot be used for other color manipulations 
and it may also be the reason for the performance degradation. A dynamic 
color table, that provides support for dynamic transfer functions, can be 
achieved using dependent texture lookups. A volume renderer that uses a 
technique involving dependent textures is presented in detail in section 
2.4.2.5. This technique is useable since GeForce3 supports dependent 
texture lookups. The technique does not involve 3d-textures, it uses only a 
set of 2d-textures, but achieves quality similar to that of implementations 
using 3d-textures at a fairly high frame rate. Dependent texturing works 
well on the GeForce3 graphics card, but is not widely supported by other 
hardware. 

2.6.2.2 ATI Radeon 
The functionality and performance of the ATI Radeon GPUs [15] is similar 
to that of GeForce3: They both support 3d textures and dependent texture 
lookups. Like the GeForce3 GPU, the Radeon GPUs do not provide any 
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other means for implementing dynamic transfer functions, e.g. color tables. 
The maximum fill rate is 640 Mpixels/s or 2.4 Gtexel/s, and the GPU can 
handle 75 million polygons per second, all according to the manufacturer. 

 21



Design and Implementation of an Application Programming Interface for Volume Rendering 

2.7 Existing APIs 
There are several API:s for volume rendering that already exist today, their 
functionality and design has been studied, and their usefulness for this 
particular application has been evaluated. 

2.7.1 TGS 
TGS [16] has developed a volume rendering module to be used together 
with their graphics API Open Inventor. It supports mixing of volumes and 
opaque and transparent geometry graphics objects. It also supports 
rendering using 2D or 3D texture hardware as well as Volume Pro. It 
supports dynamical changes of the transfer function as well as different 
lighting modes and cut planes using a Scene Graph model. 

2.7.2 Open RM 
OpenRM [17] is an OpenGL based API for volume and geometry graphics. 
It supports 2D and 3D texture hardware and Volume Pro. It can implement 
different lighting methods and cut planes. It uses a Scene Graph model and 
is licensed under general public license (GPL)1. 

2.7.3 VolView 
VolView [18] is a Visualization system based on the Visualization Tool Kit 
(VTK). VTK is an open source graphics toolkit consisting of a C++ class 
library. VolView is commercially licensed. It supports rendering of volume 
and geometry objects using 2D or 3D textures and Volume Pro. It also 
supports dynamically changing transfer functions as well as lighting, cut 
planes and iso-surfaces. 

2.7.4 Voxelator 
HP's Voxelator [19] is an API for volume and surface graphics. It uses 
OpenGL and supports rendering using textures as well as Volume Pro 
hardware. 

                                              
1 GPL is a form of license that means that the program is free. All other programs that use it will 
be free and licensed under GPL as well. See www.gnu.org for more information. 
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2.7.5 VGL 
VGL [20] is an OpenGL based C++ library for volume rendering. It 
supports rendering of multiple volumes and geometry objects in the same 
scene. It also supports different lighting modes and cut planes using a Scene 
Graph model. 

2.7.6 Volumizer 
Volumizer [21] is an OpenGL based volume rendering API consisting of a 
C++ library. It is developed by SGI and can handle both volume and 
geometry graphics. Volumizer runs on Irix platforms. 
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3 Methods 
The interface is designed in an object-oriented model. It is implemented 
using C++ and OpenGL. 

3.1 API Design 
When designing the interface many aspects have been taken into 
consideration. The designed interface provides a convenient and useful 
environment for the programmer. To be useful both now and in the future 
adding new functionality to the interface has been made as straightforward 
as possible. Efforts have been made to minimize the number of limitations, 
if any, to what can be done using the structure of the interface. Many 
foreseeable applications have been considered when choosing the design. 

3.1.1 Scene Modeling 
To coordinate multiple volumes and geometry objects it is necessary to 
have a common, global coordinate system. The position and orientation of 
each object, including the camera and light sources will then be given in 
this common coordinate system. This follows the idea of the scene graph 
(see section 2.5) and is similar to the approach of several of the existing 
APIs. The designed scene contains an arbitrary number of volumes and 
geometries to be drawn and a camera. It also contains an arbitrary number 
of light sources. It is a central part of the interface that coordinates the 
drawing of all individual objects. 

3.1.2 Objects 
The modeling of the scene must contain some fundamental objects. These 
include the scene itself and the different parts that make up its contents, e.g. 
graphics objects, primarily volume and surface graphics, and light sources. 

Volume objects contain the volume data that is to be rendered. They 
also contain the orientation of the volume in the scene, the width, length 
and height of the volume and the type of the data as well as a transfer 
function. It also contains information about whether the volume should be 
drawn or not. 

Geometry objects contain a number of vertices and a number of indices 
to the vertices, specifying how to draw the geometry, and the orientation of 
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the object. Just like the volume it also contains information about whether 
the volume should be drawn or not. 

A camera object contains the orientation of the camera, its field of view 
angle and the near and far limits of the camera. By having this kind of 
camera object the viewing angle and position can be changed easily. 

The lights are used to define the lighting of the scene. A light object 
contains all parameters necessary to define the light. 

One or more clip plane objects can be put into the scene. Clip planes are 
used to remove parts of a volume, to see things that would otherwise be 
hidden inside or behind it. Clip planes are easily specified using their 
normal and the distance from the plane to the point (0,0,0) in the world 
coordinate system. 

The transfer function is used to find the color and opacity for a given 
sample value from the volume. Ability to set the transfer function in 
arbitrary ways and with arbitrary values is crucial to the usefulness of the 
interface, since this is such an important part of creating informative images 
from volume data. 

 26



Design and Implementation of an Application Programming Interface for Volume Rendering 

3.2 API Implementation 
The API is implemented in C++ and the graphics are created using 
OpenGL. The result is compiled into a DLL file for use on windows 
platforms. 

3.2.1 Drawing The Scene 
The geometries and volumes of the scene are drawn, starting with the 
geometries. This is necessary if volumes containing geometries are to be 
rendered, since the geometries will otherwise be invisible due to the depth 
test. The depth test makes sure that a polygon located behind an already 
drawn polygon is never drawn on top of it. This affects the volume 
rendering since the volume rendering method used is based on drawing 
polygons (see section 2.4.2). The fact that most polygons are partially 
transparent makes no difference; the only way to see one polygon thru 
another is to draw the transparent polygon on top of the one behind it (see 
figure 3.1 and 3.2). The depth test will always make polygons behind semi-
transparent polygons invisible. This also makes the order in which to draw 
the geometries and volumes important in some other cases, when volumes 
or geometries partially or entirely cover each other. In these cases it is often 
desirable to draw the objects back to front. This or any other order can be 
specified when calling the Draw function. 

Figure 3.1: Depth test. Both triangles are transparent, the first scene is drawn front-to-back 
and the second back-to-front. Notice that in the first case the square is covered by the 
triangle as if it were opaque but not in the second. 

Figure 3.2: rendering of a volume containing surface graphics. The sphere is to be rendered 
inside the volume and is drawn before the volume. The parts of the volume behind it will be 
invisible and the transparency of the parts of the volume in front of it will determine how 
much of the surface object will be visible. 
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The desired viewing angles of each individual object are obtained by 
multiplying together the orientation matrix of the camera and the 
orientation matrix of the object itself. This enables independent and 
arbitrary rotation, translation and scaling of all objects in the scene. 

3.2.2 Volume Rendering Method 
The implemented volume rendering method is based on 3d-textures, as 
described in section 2.3. The Volume data is stored as a 3d-texture. When 
the volume is rendered, a series of polygons are drawn. These polygons are 
drawn perpendicular to the viewing angle, cutting thin slices of the volume 
back to front. To have all polygons the right size the polygons are made the 
size of the window but cut to the appropriate size by six clip planes that are 
placed along each side of the volume. 

The GeForce3 GPU that was used contains 3d-texture hardware, but 
does not provide any color table. This means that to change the transfer 
function the data in texture memory needs to be updated. Linear scaling of 
the transfer function can be performed without updating texture memory. 
The implementation of the volume rendering lies completely within the 
Draw function of the volume object and is transparent to the application 
program. Changing the method or adding other methods is therefore easy. 

3.2.3 Drawing Geometries 
The geometry objects are described by vertex and index arrays. When 
drawing the geometry these are passed directly to OpenGL. This provides 
fast and efficient handling of geometries. 

3.2.4 Implemented Class Structure 
The interface is implemented using 13 different classes. The classes are 
CCamera, CClipPlane, CDataType, CDrawingContext, CGeometry, 
CGraphicsObject, CLight, CMatrix, CScene, CTexture, CTransferFunction, 
CVector and CVolume. See also figure 3.3, containing the design graph. 
For complete class descriptions, see Appendix B. 
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CDataType

CTransferFunction 

CMatrix 

CTextureCVector 

CGraphicsObject

CScene 

CGeometry
*

CCamera CVolume
*

CClipPlaneCLight 
* * 

Figure 3.3: The design graph for the programming interface. 

3.2.5 Dynamic Link Library 
To use the interface on windows 2000 the program code is compiled into a 
dynamic link library file (volAPI.dll). An import library file (volAPI.lib) is 
also created. The dynamic link library contains all functions and data 
exported by the application programming interface. The import library file 
contains information about what functions and data that are exported in the 
dll. [22] 

3.2.5.1 How to use the library files 
When creating an application program that uses interface functions a header 
file (volAPI.h) is included. The header file contains information about the 
functions and data that are provided by the interface. The dynamic link 
library file provides all interface functions. This can be used in two ways, 
using either run-time or with load-time dynamic linking. The two methods 
differ in the way the exported dll functions are loaded. When using run-time 
linking the function GetProcAddress is called from the application program 
to locate all functions in the dll file. If the linking is done at load time the 
import library file is used to determine which exported functions to load. 

3.2.5.2 Interface Updates 
If the implementation of a function in the interface is updated there is no 
need to recompile or make any changes to existing application programs. 
The only thing that needs to be done is to replace the dll file so that the 
application program loads the code for the updated functions instead. This 
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requires that the changes made to the functions do not affect the calling 
interface of the functions that are being used by the application program, 
only the internal implementation. If the interface is changed application 
programs may need to be re-written. New functions can be added without 
any problems. It is however not possible to remove or add attributes in any 
used classes without recompiling the application program, since this affects 
the memory required to store each object. This is a limitation if the overall 
class structure of the interface needs to be updated, but it causes no problem 
while making changes to the internal implementation of the algorithms of 
each class, e.g. adding support for new hardware or new rendering 
techniques. 
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4 Results 
The application programming interface has been successfully implemented. 
It meets the requirements on a programming interface in general as well as 
the specific demands that were set for volume rendering applications. 

4.1 Method 
Volume rendering using 3d-textures has been implemented in the way 
described in section 2.3. Making changes in the methods used or adding 
new methods corresponding to other hardware features is fairly simple and 
does not affect the application program at all. 

4.2 Hardware 
The hardware supported so far is graphics hardware that can handle 3d-
textures. The most extensive tests have been performed on GeForce3 based 
hardware. Adding functionality to support other hardware is straightforward 
and transparent to the user. Following is a short summary of the three 
hardware configurations on which performance tests have been made. 

4.2.1 Onyx2 
The Onyx2 that was used is equipped with an InfiniteReality2 (IR2) 
graphics subsystem containing four raster managers. It has a texture 
memory of 64 MB per raster manager. The raster managers convert 
geometric data to pixel data and perform the texture mapping. The per-
raster manager memory sets the limit for the size of the textures that can be 
used to represent the volume. The manufacturer claims that the fill rate is 
800 Mpixels/s in the current configuration. 

4.2.2 Wild Cat 
The WildCat 5110 graphics card has two completely separate pipelines. The 
total texture memory size is 64 MB, but the separation in texture memory 
between the pipelines means that the actual memory limitation of the 
texture size is 32 MB. The fill rate when using trilinear interpolation is 
claimed to be 332 Mpixels/sec. 
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4.2.3 Asus v8200 (nVidia GeForce3) 
Asus v8200 is a GeForce3 powered graphics card with 64 MByte of 
memory. This memory is not dedicated to textures. It is also used to store 
the frame buffer, reducing the amount of available texture memory. The 
claimed fill rate is 3.2 billion samples/s. This gives a theoretical fill rate of 
at least 800 Mpixels/s, given that four texture lookups are used to determine 
the color of each pixel. 
 
Hardware Texture Memory 

[MB] 
Fill Rate 
[pixels/s] 

Polygon rate 
[polygons/s] 

Approx. Price 
[euro] 

Onyx2 64 /RM 800 M 10.9 M 1,600,000 
Wildcat 32 /pipeline 332 M 15.2 M 2,000 
AsusV8200 64 800 M 31 M 200 

Table 4.1: The manufacturer specified data compared between the different hardware 
configurations. 

4.3 Performance Figures 
To compare the performance between different graphics hardware several 
tests of frame rate have been performed. The performance was measured 
for a set of test cases. All volume rendering tests were implemented using 
the developed programming interface. The first test was simply made 
drawing a geometric object consisting of small polygons and the three other 
tests involved volume rendering. 
 
Hardware Polygon Rate 

[Polygons/sec] 
Volume rendering 
[frames/s] 

Scene rendering
[frames/s] 

Fill rate 
[pixels/s] 

Onyx2 1.15 M 32.8 6.55 118 M 
Wildcat 1.59 M 23.2 2.69 100 M 
AsusV8200 1.93 M 2.9 1.6 100 M 

Table 4.2: Comparison between different hardware. The row polygons/sec contains values 
from test with a 1 million polygon geometric object. The volume rendering row contains 
values from a test where one volume was rendered. The scene rendering row contains 
performance values when rendering an entire scene consisting of two volumes and one 
geometric object. The fill rate row contains the actual measured fill rate while rendering a 
volume. 
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4.3.1 Test 1 - Polygons/second 
The first test consisted of drawing a solid torus, consisting of 1 million 
polygons. The result was calculated as frame rate * 1 * 106. There is a 
significant difference between the measured values and the values claimed 
by the manufacturers. This might partly be caused by the overhead of the 
program, but it probably also reflects the fact that manufacturers measure 
the total number of polygons “considered” but not necessarily drawn. If the 
polygons are disregarded, due to culling or otherwise, less time is taken 
than if the polygon were to be drawn. However, the culled polygons may 
still be counted as “considered”. This means that a test containing only 
culled polygons will run faster than a test where most polygons are drawn. 
Note that even in the test performed here many polygons are not drawn. 

4.3.2 Test 2 - Volume Rendering 
The second test involved rendering of a small volume. In this test the 
developed programming interfaced was used to do the rendering. Each 
frame consisted of 200 slices drawn and colored from a data volume of 128 
by 128 by 62 voxels stored in texture memory. A significant difference in 
frame rate between the high performance graphics hardware and the 
standard PC graphics hardware was found. 

4.3.3 Test 3 - Scene Rendering 
The third test was similar to the second test, but here a larger scene 
consisting of two volumes and one geometric object was rendered. One of 
the two volumes was the same as in test two and the second volume was 
somewhat larger, 256 by 256 by 128 voxels. The geometric object was very 
simple, consisting only of a few colored polygons. Compared to test two the 
difference between the hardware types decreased. This is probably due to 
the fact that the bottleneck is shifting somewhat from fill rate to texture 
memory handling. 

4.3.4 Test 4 - Fill Rate 
This is an important test, since the fill rate is an obvious bottleneck in 
texture based volume rendering. To make the test as realistic as possible the 
programming interface was used with only a small modification. The clip 
planes containing the volume were removed, so that all polygons covered 
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the entire window (see figure 4.1). This way the number of pixels rendered 
could easily be calculated as window height*window width. The fill rate 
was then calculated as: frame rate*window height*window width*number 
of slices. This test shows some remarkable results. The fill rate is similar 
between the three tested hardware types, with the Onyx2 having a 
somewhat higher value. Since the time to draw each frame can be 
approximated by equation 4.1 it is interesting that there is such a big 
difference in frame rate between the hardware when used for volume 
rendering. The results for polygon rate and fill rate even indicate that any 
difference should be in favor of the GeForce3. It is worth noting that the 
frame rate decreases for the Onyx2 and the Wildcat when the clip planes are 
removed, but increases for the GeForce3. A decrease would seem natural 
since more pixels have to be drawn without the clip planes, but apparently 
something differs between the hardware in the way the texturing is 
implemented. 
 

p
s

f
cswht w +=

***  (4.1) 

t=time taken to draw one frame 

h=height of the window 

w=width of the window 

f=pixel fill rate, measured in test four 

wc =average area of the screen covered by the polygons of the volume 

s=number of polygon slices drawn to render the volume 

p=polygon rate, measured in test one 
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Figure 4.1: The fill rate is tested by drawing textured polygons covering the entire screen. 
When the polygons are outside the texture they are not clipped, instead they are colored by 
repeating the texture. 
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5 Discussion 
The implemented programming interface contains functionality to create 
volume rendering applications. It also provides extendibility and 
robustness; thereby it meets all the initial requirements. 

5.1 Usefulness 
The interface contains all functions necessary to perform rendering of 
scenes containing volume and surface graphics in an application program. 
These functions include creation, dynamic changes and drawing of entire 
scenes containing volume and surface graphics objects, light sources, clip 
planes and camera views. 

5.2 Extendibility 
If, in the future, there is a need to introduce new functions or objects in the 
scene this can easily be done. All types of extensions can be made, e.g. 
adding support for additional data types or rendering techniques. 

All that needs to be done to introduce a new data type is to define it in 
the CDataType class and add appropriate functions in other concerned 
classes. Existing programs will retain their functionality and new programs 
can use the new data types. The same is true for adding new methods to a 
class. 

Changing the method of volume rendering, or adding new methods, for 
instance to take advantage of new hardware features, would only affect the 
CVolume class. It would be totally transparent to the application 
programmer. 

5.3 Robustness 
The functions of the interface will never read/write outside allocated 
memory. Problems can occur if wrong arguments are given, for instance if a 
given pointer to a sequence does not point to an allocated sequence of the 
correct length. Erroneous writes cannot be caused by this kind of errors, but 
reads may occur in some cases. This does not threaten the stability of the 
program, but may cause an undesired output. 
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5.4 Future Work 
The application programming interface is designed to be extendible, and 
there are many extensions that could be of use in the future. These 
extensions include additional rendering features as well as support for other 
hardware. 

5.4.1 Transparent geometries 
Geometries can already be specified as transparent, the only change needed 
to achieve an arbitrary mix of volumes and transparent geometries would be 
the addition of a Draw function that can draw all volumes and geometries of 
the scene at the same time. This is necessary since the depth buffer only 
gives the depth of the closest polygon drawn. Therefore it is not possible to 
draw anything behind some polygons, but not all, that have already been 
drawn in a certain area of the picture. If one polygon is to be partially 
visible through another, the polygon in the back needs to be drawn first. 

5.4.2 Additional Hardware Support 
It is impossible to foresee what hardware will be used in the future. It will 
however be easy to add support for it to the interface. If the new hardware 
causes new volume rendering methods to be used this will only involve a 
small addition in the CVolume class. 
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6 Conclusions 
The methods and existing software for volume rendering have been 
examined and the requirements for a useful application programming 
interface have been stated. A complete application programming interface 
has been designed to meet all specified requirements. Volume rendering 
using 3d-textures is implemented on Windows and Unix platforms. The 
programming interface is robust, useful and extendable. 

Rendering performance has been compared between different graphics 
hardware. Tests have shown the difference in rendering speeds between 
high performance graphics hardware and ordinary PC graphics hardware. 
Whether the achieved speeds are sufficient or not is subject to further 
evaluation. Interactive rendering speeds are important for applications to be 
useful. The speeds will however improve as the development in graphics 
hardware continues. 
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Appendix A - Glossary 
API (Application Programming Interface) 
An application programming interface is a set of well-specified routines 
created to facilitate the creation of application programs, by providing a 
good environment for the programmer. 
 
Artifacts 
Unwanted features in an image that appear when rendering are here referred 
to as artifacts. 
 
CT, Computed Tomography 
CT is a medical examination method, where an x-ray tube is used to create 
a three-dimensional image of the patient’s body. 
 
Dependent textures 
The use of values from one texture to index another texture is called 
dependent texturing; the second texture is called a dependent texture. 
 
Geometric primitives 
Geometric primitives are lines and geometric shapes that are used when 
defining surface graphics. 
 
MRI, Magnetic Resonance Imaging 
MRI is a medical examination method, where a strong magnetic field is 
used to create a three-dimensional image of the patient’s body. 
 
Pixel (Picture Element) 
The small points of different color that form an image. 
 
Projection (Orthographic/Perspective) 
A projection is a way of capturing a three-dimensional scene in a two-
dimensional image. Perspective projection makes objects farther away look 
smaller; orthographic projection makes objects at different distance the 
same size. 
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Rasterization 
The conversion between vertex data and pixels performed when rendering 
graphics objects is called rasterization. 
 
Rectilinear 
If the sample data of the volume is equally distributed along three 
orthogonal axes it is said to be rectilinear. 
 
Shear-Warp, Shear-Scale-Warp 
Shear-Warp is a fast way of performing volume rendering that also can be 
implemented in hardware. Shear-Scale-Warp is an extension of Shear-Warp 
that can handle perspective projection. 
 
Texel (Texture Element) 
The small points with different color and opacity that a texture consists of 
are called texels. 
 
Texture 
A texture is an image that is drawn on a polygon, often implemented in the 
graphics hardware, traditionally used in computer graphics. 
 
Transfer Function 
The transfer function determines how to translate each value in a 
(volumetric) data set to a certain color and opacity.  
 
Vertex 
A vertex is a point in 3d space, used when rendering surface graphics. 
 
Voxel (Volume Picture Element) 
3-dimensional pixels are sometimes referred to as voxels, meaning a three 
dimensional element with a color value. 
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Appendix B – Class Specification 
The design is implemented using the following class structure. It realizes 
the design and provides flexibility and expandability. The implementation 
preserves the robustness specified in the design, no function will perform 
any uncontrolled operations even if they are given an incorrect input. 
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CCamera 
The CCamera object contains all parameters necessary to set up the view of 
a scene. The functions in the camera object are used to set or get the 
parameters of the camera. No other functions are needed since the CScene 
object and the individual objects that are to be drawn set up the view using 
only the camera parameters. 

Orientation 
The orientation of the camera is stored as a CMatrix object. This matrix is 
multiplied by the orientation matrixes of each individual object in the scene 
to get the right orientation. In the current OpenGL implementation this 
means manipulating the model view and projection matrices. 

Near and Far Limits 
The near and far limits of the camera determine if there should be any 
limitation in the depth of the visible part of the scene. 

Field of View Angle 
The field of view angle is used to get the right perspective, depending on 
the window size and the distance to the viewer.  

CCamera 
Methods 
CCamera() 
virtual ~CCamera() 
void SetOrientation(CMatrix orientation) 
CMatrix GetOrientation() 
void SetFieldOfView(double fieldOfView)
double GetFieldOfView() 
void SetNear(double cameraNear) 
double GetNear() 
void SetFar(double cameraFar) 
double GetFar() 
Attributes 
CMatrix orientation 
double fieldOfView 
double cameraNear 
double cameraFar 

Figure B.1: The CCamera class. 
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CClipPlane 
One or more CClipPlane objects can be associated with a CScene object. 
The clip planes determine if any parts of the scene should be removed. No 
other methods than the ones used to set or get the parameters of the clip 
plane are needed since the CScene object sets the correct clipping by using 
the parameters of each clip plane. 

Normal 
The clip plane is defined by its normal in the scene coordinate system (see 
figure B.2). The normal is represented by a CVector. 

Distance 
The distance parameter determines the position of the clip plane by giving 
the closest distance from the point (0,0,0) in the scene coordinate system to 
the clip plane (see figure B.2). It is represented by a double precision 
floating point number. 

normal 

distance 

Figure B.2: The clip plane is defined by the normal and the distance to the coordinate system 
origin. 

Figure B.3: The CClipPlane class. 

CClipPlane 
Methods 
CClipPlane() 
CClipPlane(CVector normal, double distance) 
virtual ~CClipPlane() 
void SetNormal(CVector normal) 
CVector GetNormal() 
void SetDistance(double distance) 
double GetDistance() 
Attributes 
CVector normal 
double distance 
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CDataType 
The data type helps determining how many bytes that are used to store each 
value and how to handle the values. The data types supported by the API 
should be extendable. 

Data Type 
The data type is represented by an enumerate variable. At this point the data 
types a8 and c4f_n3f_v3f are specified. a8 is a volume data type and means 
that the values stored are 8 bit long and represent the alpha value. 
c4f_n3f_v3f is a vertex data type and it means that the value stored is 10 
floats long, the first four floats represent the color components red, green, 
blue and alpha. The next three floats represent the x y and z coordinates of 
the normal vector and the last three floats describe the coordinates of the 
vertex itself. 

CDataType 
Methods 
CDataType() 
CDataType(enum type) 
virtual ~CDataType() 
bool IsType(enum type) const 
Attributes 
type dataType 

Figure B.4: The CDataType class. 
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CDrawingContext 
A CDrawingContext object is used to specify how and where the scene is to 
be drawn. If an OpenGL context is set up by the application program this 
object contains only the width and height of the drawing area. 

Context Type 
The context type is an enumerate variable, specifying the type of the current 
drawing context. The current implementation is based on OpenGL and the 
only specified context type is therefore an OpenGL context. 

Window Width, Window Height 
The width and height of the window are needed to correctly draw the scene. 
If an OpenGL context is set up the only information necessary with the 
current rendering methods is the width-height ratio, but they may both be 
useful if other techniques are used. Therefore they are both included. 

Resolution Reduction 
The resolution may be reduced in order to achieve higher rendering speeds, 
for instande while moving a volume around or changing other parameters. 
This can be achieved in several ways, one way is to cast fewer rays while 
ray-casting. In the implemented 3d-texture based volume rendering method 
the resolution reduction is achieved by drawing fewer polygons. This gives 
a higher rendering speed but a less detailed image, with more visible 
artifacts. 
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CDrawingContext 
Methods 
CDrawingContext() 
CDrawingContext(enum contType contextType, int windowWidth,  

int windowHeight, double resolutionReduction) 
virtual ~CDrawingContext() 
void SetContextType(contType contextType) 
bool IsType(enum contType contextType) const 
void SetWindowWidth(int windowWidth) 
int GetWindowWidth() 
void SetWindowHeight(int windowHeight) 
int GetWindowHeight() 
void SetResolutionReduction(double resolutionReduction) 
double GetResolutionReduction() 
Attributes 
contType contextType 
int windowWidth 
int windowHeight 
double resolutionReduction 

Figure B.5: The CDrawingContext class. 
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CGeometry 
The CGeometry object defines a geometric graphics object in the scene. It 
contains methods for setting up the object and a Draw method for drawing 
it. The Draw method takes one argument, the current drawing context, 
specifying how and where to draw the geometric object. 

To create a geometric object first all vertex points are stored. Then the 
stored vertices are used to draw triangles by giving their index (see figure 
B.6). The triangles are culled using counter clockwise culling, this means 
that triangles will only be visible if their vertices are indexed in counter 
clockwise order from the current viewing perspective. 

p 
r 

q 

p 
r 

q 

 a) b) 

Figure B.6: a) The coordinates of the points p, q and r are stored in the vertices sequence. 
The vertices sequence contains {…,xp, yp, zp,…, xq, yq, zq,…, xr, yr, zr,…}, “…”indicates that 
there may be additional vertex information besides position coordinates, such as color, 
normal vectors or texture coordinates stored for each vertex. The vertices size is 3. 

b) The vertices p, q and r are used to create a triangle, the index sequence contains {0,1,2}, 
since this is the order in which the vertices are stored. The indices size is 3. If the vertices 
were stored in the order p,r,q the triangle would be invisible from this direction due to the 
counter clockwise culling. 

Vertices, Vertices Size 
The vertex data is stored as a sequence of floating point numbers. The 
number of vertices defined in the sequence is determined by the vertex size 
parameter. The total size of the sequence depends on the number of vertices 
and on the number of floating point numbers that are used to store the data 
for each vertex. This is specified by the vertex data type. 

Vertex Data Type 
The vertex data can be defined in many ways. The vertex data type 
describes on what form the vertex data is stored. The implemented form 
c4f_n3f_v3f means that the vertex data value consists of ten floating-point 
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numbers, the first four represent the color components red green blue and 
alpha. The next three floating-point numbers represent the x y and z 
coordinates of the normal vector for the object and the last three describe 
the coordinates of the vertex itself. 

Indices, Indices Size 
Geometric objects are always created by drawing triangles. The triangles 
are defined by giving index numbers to vertices in the vertex data sequence. 
The indices are stored as a sequence of unsigned integers. The length of the 
sequence is determined by the indices size parameter. 

Texture 
A texture may be used to color the geometric object; in that case the texture 
is stored as a CTexture object and texture coordinates are given for each 
vertex. 

CGeometry 
Methods 
CGeometry() 
CGeometry(const CGeometry &) 
virtual ~CGeometry() 
const CGeometry& operator=(const CGeometry&) 
void SetVertices(float* vertices, type vertexDataType, int verticesSize)
void SetIndices(unsigned int* indices, int indicesSize) 
void SetTexture(unsigned char* textureData, int width, int height) 
void Draw(CDrawingContext drawingContext) 
Attributes 
float* vertices 
CDataType vertexDataType 
int verticesSize 
unsigned int* indices 
int indicesSize 
CTexture texture 

Figure B.7: The CGeometry class. 
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CGraphicsObject 
A graphics object can be of two types, CGeometry or CVolume objects (see 
figure B.8). The graphics object contains the parameters and methods 
common to the geometry and volume graphics objects. 

Visible 
The visible attribute is implemented as a boolean that indicates whether the 
object is visible or not in the current scene. 

Orientation 
An essential part of building a scene is to define the position and rotation of 
all objects in the scene. In this implementation this is done using a number 
of four by four matrices that are multiplied together to obtain the orientation 
of each object with respect to the viewer. This is implemented using the 
OpenGL matrices. Each graphics object has its own orientation matrix, this 
way all objects can be rotated, translated and scaled independently. 

CGeometry CVolume 

CGraphicsObject 

Figure B.8: CGraphicsObject objects can be of two kinds - geometries or volumes. 

Figure B.9: The CGraphicsObject class. 

CGraphicsObject 
Methods 
CGraphicsObject() 
virtual ~CGraphicsObject() 
CMatrix GetOrientation() 
void SetOrientation(CMatrix orientation) 
bool IsVisible() 
void SetVisible(bool visible) 
Attributes 
CMatrix orientation 
bool visible 
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CLight 
A CLight object contains all necessary parameters to specify the light, 
along with methods to set and get their values. 

Ambient, Diffuse, Specular 
The ambient, diffuse and specular attributes determine the intensity of the 
different kinds of illumination from the light source. They are implemented 
as three sequences of four double precision floating-point numbers each. 

Position, Direction 
The position and direction of the light source are defined by the position 
and direction attributes. They are both stored as CVectors. 

Spot Exponent, Spot Cutoff Angle 
The spot exponent and spot cutoff are stored as two double precision 
floating-point numbers. These additional parameters are needed to specify a 
spot light source. 

Constant attenuation, Linear Attenuation, Quadratic Attenuation 
The attenuation attributes determine the attenuation properties of the light 
source. They are stored as double precision floating-point numbers. 
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CLight 
Methods 
CLight(); 
virtual ~CLight(); 
void SetAmbient(double ambient[4]) 
void SetDiffuse(double diffuse[4]) 
void SetSpecular(double specular[4]) 
void SetPosition(CVector position) 
CVector GetPosition() 
void SetDirection(CVector direction) 
CVector GetDirection() 
void SetSpotExponent(double spotExponent) 
void SetSpotCutOffAngle(double spotCutOffAngle) 
void SetConstantAttenuation(double constantAttenuation) 
void SetLinearAttenuation(double linearAttenuation) 
void SetQuadraticAttenuation(double quadraticAttenuation)
Attributes 
double ambient[4] 
double diffuse[4] 
double specular[4] 
CVector position 
CVector direction 
double spotExponent 
double spotCutOffAngle 
double constantAttenuation 
double linearAttenuation 
double quadraticAttenuation 

Figure B.10: The CLight class. 
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CMatrix 
The matrix contains a 4x4 matrix. The CMatrix object contains methods to 
set and get the values of the matrix. For orientation matrices the matrix 
values represent a translation, rotation and scaling with respect to the world 
coordinate system (see CGraphicsObject). 

Matrix 
The matrix values are stored in a sequence of 16 double precision floating-
point numbers 

CMatrix 
Methods 
CMatrix() 
CMatrix(double matrixValues[16]) 
virtual ~CMatrix() 
void SetValue(int index, double value) 
double GetValue(int index) 
void SetIdentity() 
void SetMatrix(double[16] matrixValues) 
void MatrixFetch(double[16] targetMatrix)
Attributes 
double matrix[16] 

Figure 3.11: The CMatrix class. 
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CScene 
The CScene object contains all graphics objects necessary to create a 
complete scene. It also contains methods to add and change objects in the 
scene. To draw the scene the function DrawScene is called. It takes five 
arguments, specifying the drawing context and the order in which to draw 
the objects of the scene. The drawing context is given by a 
CDrawingContext object. The DrawScene function applies the orientation 
of the camera and draws all geometry and volume objects of the scene in 
the order specified by its arguments. 

Geometries, Geometries Size, Volumes, Volumes Size 
The geometries and volumes attributes point to a sequence of CGeometry 
and CVolume objects respectively. The number of objects in the sequences 
is determined by the geometries size and the volumes size Both are stored 
as integers. 

Lights, Lights Size, Clip Planes, Clip Planes Size 
As for the geometries and volumes in the scene, the lights and clip planes 
are stored in sequences. The number of objects stored is defined by the size 
attributes. 

Camera 
The camera contains information about the current view of the scene, it is 
represented by a CCamera object. 

CScene

CGeometryCCamera CVolume CLight CClipPlane

Figure 3.12: The CScene object contains all the different parts of the scene. 
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Figure 3.13: The CScene class. 

CScene 
Methods 
CScene() 
virtual ~CScene() 
void DrawScene(CDrawingContext drawingContext, 

int* geometryIndices, int geometryIndicesSize, 
int* volumeIndices, int volumeIndicesSize) 

void Add(CVolume) 
CVolume* GetVolume(int index) 
void Add(CGeometry) 
CGeometry* GetGeometry(int index) 
void Add(CLight) 
CLight GetLight(int index) 
void Add(CClipPlane) 
CClipPlane* GetClipPlane(int index) 
void SetCamera(CCamera) 
CCamera GetCamera() 
Attributes 
CGeometry* geometries 
int geometriesSize 
CVolume* volumes 
int volumesSize 
CLight* lights 
int lightsSize 
CClipPlane* clipPlanes 
int clipPlanesSize 
CCamera camera 
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CTexture 
The CTexture object is used to specify a texture for a geometric object. It 
contains methods to set and get the necessary attributes. 

Width, Height, Rounded Width, Rounded Height 
The width and height of the texture are stored as integers. The width and 
height of a texture stored in texture memory must be an even power of two, 
the width and height are rounded upwards and stored as rounded width and 
rounded height. To color objects using only the part of texture memory 
containing texture data the texture coordinates are compensated by using 
the original texture size. This way the empty part of the allocated texture 
memory will never be indexed. 

GL Texture 
The gl texture attribute is an integer, which is associated with the texture 
when it is loaded into texture memory. After the texture is loaded this 
integer is used as a handle to the texture. 

CTexture 
Methods 
CTexture() 
CTexture(GLuint glTexture,  

int width, int height,  
int roundedWidth, int roundedHeight) 

virtual ~CTexture() 
int GetWidth() 
int GetHeight() 
int GetRoundedWidth() 
int GetRoundedHeight() 
GLuint GetTextureNumber() 
Attributes 
GLuint glTexture 
int width 
int height 
int roundedWidth 
int roundedHeight 

Figure 3.14: The CTexture class. 
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CTransferFunction 
The CTransferFunction object contains an array of values corresponding to 
the current transfer function. It is used to find the color and opacity for a 
given sample value from the volume. The values are retrieved by calling the 
GetByteAt function one or more times, depending on the value type of the 
transfer function. The transfer function can be updated by using the pointer 
to the current transfer function returned by the GetTransferFunction 
function. 

Value Type 
The value type specifies how many bytes are used to define each transfer 
function value and what they represent. The attribute is a CDataType 
object. 

Size 
The size of the transfer function, in bytes, is given by the size attribute. It is 
stored as an integer. 

CTransferFunction 
Methods 
CTransferFunction() 
CTransferFunction(const CTransferFunction &) 
const CTransferFunction& operator=(const CTransferFunction&) 
virtual ~CTransferFunction() 
void SetTransferFunction(unsigned char* values, CDataType valueType, int size) 
unsigned char* GetTransferFunction() 
unsigned char GetByteAt (unsigned int index) 
CDataType GetValueType() 
int GetSize() 
Attributes 
int size 
unsigned char* transferFunction 
CDataType valueType 

Figure 3.15: The CTransferFunction class. 
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CVector 
The CVector object is used to represent values with x, y and z components. 
The CLight and the CClipPlane objects use CVectors to store position and 
direction vectors. The CVector contains methods to set and get its values. 

X Component, Y Component, Z Component 
The CVector contains three double precision floating-point numbers, 
representing the x, y and z components respectively. 

CVector 
Methods 
CVector(double x, double y, double z)
CVector() 
virtual ~CVector() 
double GetXComponent() 
double GetYComponent() 
double GetZComponent() 
Attributes 
double xComponent 
double yComponent 
double zComponent 

Figure 3.16: The CVector class. 
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CVolume 
The CVolume class contains the data and functions needed to render a 
volume in a scene. 

Orientation 
The orientation of the volume is defined in a four by four matrix, that 
multiplied by the orientation matrix of the camera gives the orientation of 
the volume with respect to the viewer (see section 3.2.1). In this 
implementation the orientation of the volume is represented by CMatrix 
object, containing the 16 orientation matrix values. With this 
implementation it is possible to perform translation and rotation as well as 
scaling of the volume in the scene. The orientation can be accessed through 
the GetOrientation function and is set with the SetOrientation function. 

Width, Height and Depth 
Three numbers, specifying the width, height and depth of the volume data, 
define the size of the volume data. The size values are always positive 
integers and in the implementation they are stored as unsigned integers. In 
the current implementation the size values are only used when loading the 
volume data, and not when drawing the volume. 

Volume Data 
The volume data is stored as a sequence of bytes, with one or more byte 
representing each value depending on the volume data type. The size of the 
sequence is defined by the three size values of the volume and the number 
of bytes used to store each value of the volume. In the implementation the 
volume data set is assumed to be rectilinear. It can, however, be extended to 
handle irregular volumes, but this would require rewriting the Draw 
function of the volume. The data of the volume should be stored in depth 
major order, for the rendering to be done correctly. The volume data is set, 
either when creating the volume or with the SetVolumeData function. It can 
be accessed through the GetVolumeData function that returns a pointer to 
the sequence containing the volume data. This way the volume data can be 
updated without unnecessarily copying it. 
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Mask 
The mask is a sequence of bytes, containing one byte for each point in the 
volume. These values can be used to dim or remove parts of the volume 
while rendering it. The mask provides functionality similar to that achieved 
when using clip planes (see CClipPlane). It is, however, more flexible, 
since the areas that are removed can be of arbitrary shape. It also gives the 
possibility to dim parts of the volume, to get a better view of the interesting 
parts of the volume without making the rest of the volume completely 
invisible. The CVolume object contains a Boolean that tells whether the 
mask is enabled or disabled. This is controlled using the EnableMask and 
DisableMask functions. The mask is set with the SetMask function. 
GetMask returns a pointer to the current mask, enabling fast and simple 
modifications to the mask values. 

Color 
The color value makes it possible to draw the volume with a certain color 
and opacity. In the current implementation each pixel value is multiplied by 
the color value when being drawn. This gives the possibility to perform fast 
changes to the color and opacity of the volume. It does not provide the same 
flexibility as the transfer function however, since only scaling can be 
achieved. This scaling is individual for each of the four color channels. A 
change to the color value always affects the entire volume. The color value 
is represented by four double precision floating-point numbers, defining 
red, green, blue and alpha values respectively. 

Volume Data Type 
The volume data type defines how many bytes are used to store each value 
of the volume data. It is also used to determine how the volume data is to be 
interpreted and translated into color and opacity values. The volume data 
type is an object of the CDataType class. The volume data type is accessed 
and set via the GetDataType and SetDataType functions. 

Transfer function 
The transfer function object contains the current transfer function and 
provides the volume-rendering algorithm with the color data necessary, as 
described in section 2.3.1. The transfer function can be accessed through 
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the GetTransferFunction function, which returns a pointer to the current 
transfer function. This makes it easy to access the transfer function when 
updating the values. 

CVolume 
Methods 
CVolume() 
CVolume(int width, int length, int height, unsigned char* data) 
virtual ~CVolume() 
void Draw(CDrawingContext drawingContext) 
void SetSlices(int numberOfSlices) 
void SetTransferFunction(CTransferFunction) 
void EnableMask() 
void DisableMask() 
void GetColor(double[4] rgba) 
void SetColor(double[4] rgba) 
void SetColor(double r,double g,double b,double a) 
CTransferFunction* GetTransferFunction() 
unsigned char* GetVolumeData() 
void SetVolumeData(unsigned char* data) 
void SetWidth(int width) 
int GetWidth() 
void SetLength(int length) 
int GetLength() 
void SetHeight(int height) 
int GetHeight 
void Uninitialize() 
Attributes 
unsigned char* volumeData 
int width 
int length 
int height 
int   rounded_tex_width, rounded_tex_height, rounded_tex_length 
CDataType volumeDataType 
CTransferFunction transferFunction 
unsigned char* mask 
bool initialized 
int slices 
GLuint texture 
double color[4] 
bool maskEnabled 

Figure B.17: The CVolume class. 

 


