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Abstract 
 
 
 
In the research of developing arbitrary and unique virtual views from a real-world 
scene, a prototype of an interactive relief texture mapping system capable of 
processing video using dynamic image-based rendering, is developed in this master 
thesis. The process of deriving depth from recorded video using binocular stereopsis 
is presented, together with how the depth information is adjusted to be able to 
manipulate the orientation of the original scene. When the scene depth is known, the 
recorded organic and dynamic objects can be seen from viewpoints not available in 
the original video. 
 
 
 
 
 
 
Abstrakt 
 
 
 
I forskningen för att framställa godtyckliga och unika virtuella vyer av verkliga 
scener presenteras i denna avhandling en prototyp för ett system kapabelt att hantera 
film med dynamiskt innehåll genom att använda ett bildbaserat renderingssystem 
grundat på relief texturering. Utvecklingen av hur djupet i en scen erhålls samt hur 
denna information bearbetas för att kunna ändra orienteringen av scenen förklaras 
ingående. När djupinformationen väl är framtagen kan de filmade organiska och 
dynamiska objekten ses i vyer icke tillgängliga i den ursprungliga filmsekvensen. 
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Abbreviations 
 
 
 
2D – Two dimensional 
3D – Three dimensional 
7D – Seven dimensional 
BRDF – Bi-directional reflectance distribution function 
CG – Computer graphics 
GI – Global illumination 
HSV – Hue, saturation and value color space 
IBR – Image-based rendering 
IEEE-1394 – FireWire 
RGB – Red, green and blue color space 
Texel – Texture element 
VDTM – View-dependent texture mapping 
 
 
 
 
Dictionary  
 
 
 
Epipolar geometry – Measurement for stereopsis 
Correspondence – Matching pixels in binocular stereopsis 
Plenoptic function – 7D function describing light 
Lambertian surface – An ideal diffuse surface with a constant BRDF 
Disparity – Differences for describing depth 
Silhouette – The contours of an object 
Stereopsis – Stereoscopic vision 
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1 Introduction 
 
 
 
Image-based rendering is about creating views not available in the original 
photography. To make this possible, we need to know how the scene represented in 
the image is structured, which is best described by its depth. The recent interest in 
image-based rendering depends on the photorealism it is able to generate, without 
the huge processing time required to calculate shadows, reflections and surface 
properties. Since this information is already present in the photography, its structure 
is the only parameter demanded to generate a three-dimensional world. Why is this 
necessary then, when traditional computer graphics are able to generate extremely 
photorealistic images and animations? To generate photorealism using traditional 
CG, global illumination is necessary to implement to understand how light is spread 
and this process requires minutes and hours to accomplish. In image-based 
rendering, this information is already given. Traditional CG is used to recreate and 
resemble a real or imaginary scene, but if existing image data needs to be 
manipulated, by changing the camera position or rotation, or modifying the 
perspective or the timeline, image-based rendering fits perfectly as a solution. In the 
future, when digital-TV is used by the majority of all households, image-based 
rendering will become an important technology to manipulate the image content 
broadcasted on TV. Consider a basketball game shown on TV. Suppose the viewer 
is able to watch a replay in an elective view, independent of positions, rotations and 
zooming, by pressing on his remote. This would require millions of cameras placed 
on the basketball court to record all necessary views of all players, which is an 
impossible solution to carry out. Instead, by using a limited amount of static cameras 
shooting from outside the court, image-based rendering can be used to recreate 
unique views, not recorded by any cameras, required to generate optional views of a 
desired player at any time. The quality of the recalculated views might be lower than 
from those recorded by a camera, but the idea of this technology sets a new standard 
for computer graphics. Ten years ago, mathematicians had difficulties generating a 
photorealistic shadow thrown from a sphere and now they can recreate environments 
realistic enough to make everyone believe it is a photograph. How realistic can 
image-based rendering be in ten years? In this thesis we are looking at a system able 
of generating new views from a set of static input images. We are extending this 
system to handle dynamic image-based content, for example, a person walking 
around. At any time, we are able to watch this person from an arbitrary view within 
a specified area, depending on the amount of input data available. If this technique is 
enhanced to be able to use more complex scenes together with real-time and high-
quality output images, it can be a solution to the basketball vision described above. 
In the following sections, we explain how and why this diploma work was formed 
together with a short description on how this thesis is structured. 
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1.1 Background 
 
This diploma work was originally formed out of two projects currently running in 
Sweden and the other Nordic countries. In Virtual TV Producer – A pilot project in 
the use of interactive media [1], the goals are: 
 

• Further understanding regarding the use of image-based rendering 
combined with traditional broadcast and film viewing.  

 
• Demonstrate new creative concepts around image-based rendering and 

streaming, allowing controlled interaction between the user and the 
director. 

 
• Develop a short film to demonstrate the potentials on the new 

interactive media. 
 

 
In the other project, Industrilandskapet [2], the goals were set to: 

 
 

• Further understanding regarding the use of new media technology and 
the creative process in producing narratives.  

 
• Demonstrate new creative concepts around media technology – e.g. 

augmented reality, image-based rendering and allowing controlled 
interaction between the user and the director. 

 
 
Together with these goals, this diploma work was set to five months. The first 
period, consisting of eight weeks, was spent reading scientific papers about image-
based rendering. Since one request was to use cameras, the idea of producing a 
system using stereo cameras to create image-based renderings was formed ten weeks 
later. As this idea filled all the requirements from the destination projects, we 
proceeded with testing the system prototype to see if it would fulfill out thoughts. 
 
 

1.2 Paper organization 
 
To begin with, techniques and methods important for the development and 
understanding of this diploma work are explained in chapter 2. The following 
chapter introduces a prototype of a dynamic image-based relief rendering system 
together with its goals and requirements. In chapter 5, the pipeline of the system 
prototype is analyzed, explored and tested and the results are shown in chapter 6. 
Finally, conclusions about the system and future plans are discussed in chapter 7. 
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2 Related work 
 
 
Earlier work in image-based techniques has become the source for this diploma 
thesis. The first couple of months were used to study scientific papers, to perceive its 
meaning and quantity. Introduced in this chapter are some of the pioneering methods 
developed to create the expression and the genre of ‘image-based rendering’ (IBR). 
Some of them are utilized in our work while others are mentioned only in 
comparison with similar techniques. For the unwitting person, this section is formed 
to establish a base of knowledge in image-based rendering, sufficient to understand 
the process explained further on. To restrict the length of this chapter, only the most 
appropriate methods within each area are brought up. These interesting areas are: 
 

• Stereovision 
 

• Silhouette methods 
 

• Image-based object approximations 
 

• Texturing and rendering 
 
 
Out of these algorithms, methods and techniques, thoughts and ideas formed a 
concept for the system prototype introduced in chapter 3. Its technology is based 
strictly upon existing knowledge, but the combination of them, invented during this 
diploma work, have never been tested before. 
 
 

2.1 Stereo algorithms and systems 
 
Image-based rendering is based on the estimation of depth. A single image contains 
everything there is to know about the scene properties except two things, the 
geometry and the motion, if any. The depth of an image can be evaluated by several 
methods. A depth map could be painted by a human, in a level of precision 
determined by the eye. By using a laser scanner [3,4], the depth is approximated by 
the length of the laser ray hitting a surface, but such cameras are very expensive. If 
the geometry of the objects in a picture is known, they can be modeled in a 
computer and thereby representing the depth with a correctness depending on the 
details of the modeled objects [5,6,7]. If multiple images with slightly different 
views of the same scene are available, the depth can be calculated by matching 
features between those images [8]. All of these techniques generate depth with 
different performance and quality and depending on what the final purpose is, one 
method might be preferred in front of another. Is the application supposed to run in 
real-time or not? How many input images are available? Is the scene static or 
dynamic? On the following pages, the most relevant information about stereo will be 
explained, including expressions such as area-based-, edge-based-, feature-based-, 
intensity-based-, correlation-based-, model-based and filter-based stereo. 
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2.1.1 Stereopsis 
 
As declared before, a one-eyed view can not derive depth information because each 
light ray is independent of the others. If a scene is observed by two cameras, called 
binocular stereopsis, each point in space can be estimated by calculating the 
intersection of two rays. To understand the relationship between two cameras, the 
epipolar geometry in stereopsis [9] must be explained. 
 

Left image

Right image
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Figure 1: Stereopsis.  

 
C and C’ are the optical centers of the left and the right camera. The line connecting 
them is called the baseline. Each point P, seen by both cameras, and their 
corresponding rays to the both optical centers C and C’ define an epipolar plane. 
The intersection between an epipolar plane and the image planes creates the epipolar 
lines L and L’. Independent of where point P is positioned, the epipolar lines will 
always pass through the epipoles e and e’, which are the intersections of the baseline 
with both the image planes. The point P is projected onto the image planes in u and 
u’ respectively, where P must be within the ray CP for the left image and within C’P 
for the right. Since CP can be projected into the epipolar line L’, the projected point 
u’, which relates to u, must lie on L’. This reduces the region of finding 
correspondence between u and u’ in the right image from 2D to 1D. 
 

2.1.2 Linear stereo 
 
Used daily in photogrammetry or with computers to visualize stereo is the classical, 
linear stereo setup called canonical stereo [10]. In this case, the optical axes of C 
and C’ are parallel and orthogonal to the baseline, which makes the epipoles move 
to infinity, resulting in the epipolar lines being placed parallel to the image plane. 
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 Figure 2: Canonical stereo setup.  
 

The theory of finding correspondence using a canonical setup could be explained as 
follows. Two cameras are separated with the distance of 2h, where P(x,y,z) are all 
the points seen by both cameras (if occluded points are ignored). The projection of P 
into both image planes becomes Pr and Pl.  
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Figure 3: Depth estimation using canonical stereo.  

 
The centre of the x-axis is defined between the cameras and both images have their 
own coordinate systems, xr and xl. From this, the depth could be calculated as this 
setup forms equilateral triangles. 
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2.1.3 General stereo setup 
 
The general setup for stereopsis [11] uses non-parallel optical axes, in the case that 
the cameras are rotated.  
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 Figure 4: General stereo setup.  
 
The coordinate system from the left image can be converted into the coordinate 
system of the right by using a translation matrix t between the optical centers, where 
the coordinate systems are rotated with the rotation matrix R. If the origin is set to be 
in the optical center C, and K and K’ are the camera calibration matrices, the relation 
between the projections u and u’ onto the left and the right image can be described 
by Longuet-Higgins [12] equation, 
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which have the capabilities of capturing all the information available in an image-
pair, if the stereo correspondence is solved. Although this method is more 
complicated that the canonical, it is preferable in computer vision when searching 
for correspondence [11]. 
 

2.1.4 Rectification 
 
Most of the computer software capable of generating depth expects the stereo 
image-pair to be perfectly synchronized in orientation. A point or a similar line on 
the left image must lie on the same row on the right image. This is because the 
epipolar lines are supposed to lie horizontally because of the linear stereo setup, 
which reduces the correspondence matching to rows instead of areas. A problem 
occurs if the stereo-pair created using the general stereo setup runs with such 
software, since the epipolar lines no longer are horizontal. If the camera rotations are 
very small, the distortion might not be evident, but in the case it can be clearly seen, 
one of the images needs to be rectified. (Note that if the viewing parameters are not 
known before applying image rectification to find pixel correspondence, the process 
becomes altered, requiring correspondence before rectification can be completed, 
which makes it totally useless). 
 
 

C

C'

P

 Figure 5: Image rectification. 
 
 
When applying image rectification, the non-parallel epipolar lines will become 
horizontal and parallel. By using the Longuet-Higgins equation defined in 2.1.3, two 
matrices for rectifying the coordinates in the left and the right image are required, 
which can be estimated using a solution given by Ayache [13] that reduces the 
number of unknowns. 
 

2.1.5 Stereo correspondence 
 
So far, the techniques for recording in stereo have been introduced. To 
computationally derive depth from the images created out of these is a different area. 
In this section, the purpose is to put together the different techniques used to find 
correspondence, without reflecting on how they act regarding the quality and ‘setup’ 
of the input images. (As described earlier, image-pairs containing parallel epipolar 
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lines will be processed with the best result). There are many ‘property’-based stereo 
algorithms out today, which can cause a bit of confusion. Correlation-based stereo 
assumes that the corresponding pixels have the same intensity values and are 
sometimes referred to as intensity-based stereo. Area-based stereo belongs to 
correlation-based stereo and matches pixels in the right image with a predefined 
searching area to find the corresponding pixel in the left image by determine where 
the mean square error of the intensity is minimal. If correlation-based stereo 
(intensity-based) is a class of different methods, then feature-based stereo is another. 
This class of stereo correspondence algorithms uses characteristics in the image to 
match pixels in both images. Typical methods are edge-based stereo, which uses 
lines and points in edges to derive depth. Another technique that uses both edge 
characteristics from edge-based stereo and the structure from the original images are 
filter-based stereo (see 4.4.4), which convolves the input with a filter to remove 
noise and to enhance the picture properties. Model-based stereo [14] differs from 
other stereo methods in a way that it measures how the actual scene deviates from an 
approximate model, representing the objects, rather than trying to measure the 
structure of the scene without any prior information. Also, hybrids of these 
techniques are also available [15,16], using the benefits from each method.  
 
 

2.2 Silhouette methods 
 
Silhouettes are frequently used in computer graphics to separate foreground objects 
from the background. The problem with creating a silhouette is to define and 
segment the different areas, i.e. the background. The simplest method uses a single-
colored background that can be removed by threshold [17]. More advanced 
techniques built upon the same idea are the frequently used special-effects setup 
known as Blue Screen matting [18,19,43,44], where the scene contains of only one 
color not present in the cloths or the skin of the recorded individuals. A calibrated 
camera is then able to replace this single color with a new background. More 
advanced techniques are required if the scene is more advanced, that is, if there are 
foreground layers or high detailed background layers present. If the background 
elements and the camera are static, the silhouette of a moving object can be 
estimated by comparing the motion vectors [20,21] from two following frames in an 
animation. 
 
 

2.3 Object approximations 
 
In image-based rendering, all published articles deals with different types of 
techniques and methods for representing objects in new unique views. Geometric 
models are built to represent the orientation of simple, static objects. Volumetric 
presentations are used to cover the three-dimensional shape of dynamic objects and 
even the plenoptic function is used to understand the true shape of an object. 
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2.3.1 Geometric representation 
 
One way of solving the correspondence problem is to build the object geometry in 
the 3D space and attach the photographs to it. This method is non-automatic and 
requires artistic skills to recreate models from images. The benefits are the low 
amount of input images required to understand the geometry of the scene and the 
extreme correctness of object edges. Several commercial products use this type of 
image-based rendering [5,6,7] and the idea was developed by Debevec in [14]. This 
type of object approximation works only for static objects, such as facades or cars. 
 

2.3.2 Volumetric representation 
 
Not totally different from the method in 2.3.1 is the volumetric object presentation. 
The benefit of using volume data is that it can be estimated mathematically from a 
set of images (cameras) by calculating the intersection of rays. Most of the 
successful technologies built to achieve dynamic image-based content use some sort 
of volumetric representation. One of the most powerful methods available for 
rendering dynamic scenes is the Image-based Visual Hull system developed by 
Matusik et al. [22,23,24], a hardware system that creates a visual hull by projecting 
rays on the source images and comparing the intersections with the silhouette 
images. The visual hull is defined as the largest hull of an object, where the 
silhouettes define the real shape of the recorded objects and the number of cameras 
decides the quality of the visual hull. Another interesting technique, Virtualized 
Reality [25,26,27], built by Kanade et al., uses a dome consisting of fifty-one 
cameras to construct a full volumetric representation of any type of objects, static or 
dynamic. With a stereo-viewing system, Virtualized Reality allows the viewer to 
move freely in the scene, independent of the transcription angles used to record the 
scene. 
 

2.3.3 Plenoptic representation 
 
Images represent the real world. An image is created out of a sampling process, 
where the sampling function describes the energy radiance with a number of 
variables. This function is called the plenoptic function 
 

),,,,,,( tzyxP λθϕ  
 
and is seven dimensional. The radiance is described at a point x,y,z in space at any 
rotation θϕ,  for any wavelength λ at any time t. The plenoptic function is never 
used as a 7D function, since it would be impossible to reconstruct it. The Light field 
[28] and the Lumigraph [29,30,31] are different methods using the 4D plenoptic 
function to sample two-dimensional images. 
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2.4 Texture mapping 
 
Generating depth information using different correspondence algorithms, or 
approximating object volumes, are different methods of generating three-
dimensional worlds from non-3D input data. When a certain method is applied, the 
new, unique data (imagery) must be rendered with any technique possible of 
handling all the input information. For example, if we have an image stereo-pair and 
the scene depth extracted as a gradient depth map, how do we put those two things 
together to form a 3D illustration? 
 

2.4.1 View-dependent texture mapping 
 
VDTM was developed by Debevec et al. [32,33] and is a relatively simple but 
efficient texture mapping technique that uses projective texture mapping with 
several input images. Depending of where the viewer is looking, the input image 
taken closest to the viewer’s camera is selected as the most appropriate image and 
gets projected onto the model. The algorithm is able to blend textures from two or 
more photographs to create the best weighted texture in areas where no individual 
image is the most appropriate. VDTM can be executed in real-time, but requires 
some kind of geometry to project on, the more detailed and correct, the better 
quality.  
 

2.4.2 Relief texture mapping 
 
To avoid false depth- and bump map displacements, which traditional texture 
mapping applies, relief texture mapping was developed by Oliveira et al. [35] as an 
extension to the traditional texture mapping technique. Normally, the texture is 
projected on a flat polygon surface, where bumps can be created by simulating how 
light rays would break an uneven surface. As this method only affects the properties 
of the textured image in two dimensions, the bump mapping is faked but looks real 
if viewed orthogonally. If the polygon is rotated near 90 degrees, the simulated 
bumps would not represent a three dimensional surface anymore. The relief textures, 
on the other hand, uses real depth to displace pixels on the surface, according to a 
depth map, called the relief, which is stored together with the image. For every texel 
on the texture mapped polygon, a value is measuring the depth displacement from 
the reference polygon. If this value is zero, the texel is mapped on the surface, and if 
not, it is displaced in front or behind the polygon. This method minimizes the 
amount of polygons required to represent an object. For example, a human being 
could be relief textured with only six polygons and the result would be as good as if 
it was modeled with thousands of polygons. Using relief textures to create surfaces 
with true depth, a view-dependent texture can be established, where the depth map is 
used to warp the image texture according to the current view. The only disadvantage 
with the relief method is the difficulty of deriving depth. 
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3 System Prototype 
 
 
 
In this section, a prototype of an automatic real-time system using multiple static 
cameras to display unique virtual views of a dynamic relief-textured image-based 
object is presented. As this system is only a prototype and has not yet been 
developed, it is not possible to know if its performance will be enough to fulfill our 
requirements. Similar hardware systems, like the Virtualized Reality system 
developed by Kanade et al. or the Image-based Visual Hull algorithm created by 
Matusik et al. have been built before and therefore we assume the prototype 
presented in this section to be adequate for our purposes of use and to have enough 
CPU power to handle the pipeline flow. First, goals for building a dynamic image-
based rendering system are defined. Later, an overview of the system is presented 
and explained, together with a description of the hardware required to build it. 
 
 

3.1 System goals 
 
The reason for building a dynamic image-based rendering system is to simplify the 
process of presenting a full 360 degree view of a desired object with as few cameras 
as possible. If this is possible without using too many cameras, this image-based 
rendering technique can be used as a camera effect in a lot of different media areas, 
i.e. the TV and movie industry, on the Internet etc. When building such a system, 
some goals need to be determined. 
 

• A finite number of digital video cameras should be used as image input. 
In our system a maximum of ten cameras are needed to render all 
desired views of a recorded object. 

 
• The system should at least be semi-automatic but fully automatic is 

recommended. 
 

• High-resolution output images are preferable. As the input video is 
recorded at a size of 720x576 pixels (DV-PAL), the output should be 
the same, which would fit the DVD media perfectly. The experiments 
done in this work are limited to a resolution of 256x256 pixels. 

 
• High-quality rendering. The algorithm for generating new views from 

the input data needs to produce no, or very few, errors. 
 

• When used online, over the Internet for example, the rendering engine 
needs to perform well on the end machines. 

 
• The algorithms for producing the output data need to be optimized to 

handle the input data in real-time, where 15-25 frames per second are 
necessary. 
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The goals presented above are supposed to be used when building the ideal real-time 
dynamic image-based rendering system. All of these goals are not implemented in 
this diploma work yet, but are used as a reference for our system prototype, which 
theoretically will be built upon all these suggestions. 
 
 

3.2 System overview 
 
Here, the whole process of defining the staged scene, recording the dynamic objects 
and how they are developed in our system and viewed with an interactive virtual 
camera, is described. 
 
 

Real Scene + BlueScreen
(Sony Digital Video Cameras)

Recorded stereo video
(DV-PAL 720x576)

Relief Texturing
(OpenGL)

Virtual Camera Video stream with 
depth maps

Bounding Box
(1-6 polygons)

Relief Textured 
Bounding box

Unique virtual 
viewpoints

Recorded stereo video
(DV-PAL 720x576)

Removing background, 
creating silhouettes

(256x256)

Correlation-Based 
Stereo Depth Maps

(256x256)

Error removal, depth 
map smoothing

 
 

Figure 6: Prototype overview. A schematic view over the different stages
required in the process of rendering new views of an image-based object.
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3.2.1 Definition of a scene 
 
For the system presented in this thesis, not all types of scenes are useable. We are 
looking for staged scenes where the objects and the actions are bounded within a 
certain area. Also, scenes where the foreground objects easily can be segmented out 
of the background scene are desirable. Layers in the foreground should be cleverly 
used and the foreground layer, which is used by our system, needs to be the first 
layer of the foreground scene seen by the camera. The recording environment could 
be split up into different scenes. 
 

• The total scene, containing everything being recorded. This scene 
includes the background scene and the dynamic scene. The total scene 
should be lit with static lighting, uniform over time, preventing the 
relief renderer from producing non-seamless textures. 

 
Total scene = Dynamic scene + Background scene 

 
• Our system requires the background scene to be monochromatic. By 

using a blue screen [18] the dynamic scene can easily be extracted from 
the total scene, a step required by our algorithm for generating new 
views. The background scene is independent of time or has its own 
timeline. In the final compositions, a new desired background, static or 
dynamic, that gives more life to the output, can replace the 
monochromatic background. 

 
• The dynamic scene contains the objects we want to use in our system. 

Typically, it contains the actors and the objects associated with them, 
for example, a basketball player and the ball. This scene is time-
dependent and determines the timeline for the final output renderings. 

 
 

3.2.2 Recording the scene 
 
Our system uses two Sony DCR-PC4 IEEE-1394 [34] digital video cameras for each 
recorded input view. The circular distance between two neighboring views needs to 
be 90 degrees for the relief texture algorithm to work (see section 2.4.2 and 4.4.8), 
which gives us five different views and a total of ten video cameras to cover 360 
degrees of the scene, shown in figure 7. The top camera-pair might be considered 
unnecessary since the other four camera-pairs almost cover the entire object. This 
would reduce the amount of required cameras to eight without losing too much 
object information. Despite this theory, five camera-pairs would still generate a 
more accurate object representation and therefore, proper scene coordination would 
be preferable before deciding to choose the top camera-pair. Why this pair is 
important to use or not is based upon both its installation and the extra input data it 
generates for the final rendering. The four ground-based (or wall-based) camera-
pairs are effortless to set up, but the camera-pair at the top needs to be attached to 
the ceiling and making this with all the necessary measurements correctly adjusted is 
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hard and painful. If the scene coordination is set to not show much of the top parts of 
the recorded object, this view becomes unnecessary to shoot and therefore, four 
camera-pairs would be sufficient, simplifying both the filming and the relief 
rendering. 
 
 
 

 
 

Figure 7: Camera setup. By using this stereo setup, a full 360 degree view of an optional
object could be regenerated.  

 
 
Building a scaffold to hold the ten cameras, which would eliminate the problem of 
frequently setting up all the cameras correctly, could solve the problems with the top 
camera-pair. The two video cameras at each view are connected using the general 
stereo matrix (see 2.1.3) to be able to generate a depth map at each frame. 
 

3.2.3 System network 
 
All the digital video cameras in the scene are synchronized using an external trigger 
signal. When the cameras are recording, the video streams are directly transferred 
via IEEE-1394 to a computer. Each camera-pair is attached to a separate client, a 
dual processor PC running at 1500 MHz or higher, where the video streams are 
captured at a frame rate of 15-25 frames per second. The client is then processing 
each frame, described in section 3.2.4, and sends 30-50 images per second over a 
100 Mbit/s network to a central server. 
 
 

Images Size Depth maps Size Req. FPS BW(MB/s) 
15 256kb 15 64kb 15 4.8 
25 256kb 25 64kb 25 8.0 
N 256kb N 64kb N N(256+64)/1000 
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The table shows the amount of images and depth maps required for a certain frame 
rate and the bandwidth used when sending the data from the local clients to the 
central server. Since we currently are using uncompressed 32-bit TGA images, the 
bandwidth becomes enormously high and unable for a 100Mbit/s network to handle. 
On the other hand, this is easy to solve later on when a fully functional system has 
been built, by using compressed data. The central server also consists of a dual 
processor PC each running at 1500 MHz or higher. One CPU will handle a buffer of 
video frames and their attached depth maps, since the rendering engine needs to read 
new images from an image buffer each second to be able to generate motion. The 
second CPU will be used by the relief algorithm. As the relief engine only requires 
textures (video frames) and a displacement value for each pixel at each frame (depth 
maps), this is best solved using a dual processor PC. The central server uses a 
graphics card capable of running high-performance OpenGL applications at high 
resolutions. A GeForce3 500Ti has been tested and works fine. Finally, a screen and 
a steering wheel are attached to the system, for viewing and interacting purposes. 
 

3.2.4 System algorithms 
 
Each client connected to the digital video camera-pairs receives video data from the 
left and the right camera. First, the CPUs perform scaling and compression of the 
video streams, if necessary. Secondly the video stream from the left camera is used 
to separate the foreground (dynamic scene) from the background scene. This is 
resulting in an image-frame without any information regarding the background. 
From this frame, the silhouette is created. The silhouette and the image-frame are 
developed from the left camera only. Meanwhile, both the left and the right video 
streams are used to calculate a depth map at each frame. To make this possible it is 
very important that the camera-pairs are all synchronized in time and space. Suppose 
the timeline of the left camera is displaced by x milliseconds in relation to the right 
camera, the algorithm for generating depth maps from stereo images will compare 
two images with different viewpoints at different times, which will result in totally 
useless depth maps. Also, the image-pair created from the general stereo recording 
should be rectified (2.1.4) to generate parallel epipolar lines, which are important for 
the stereo correspondence. When a depth map is developed from each frame of the 
recorded video streams, the silhouette created from the same frame is used to 
remove all elements outside the actual object(s). 
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4 Experiments 
 
 
 
When the system prototype in chapter 3 seemed to be cleared out, algorithms to get 
it working needed to be examined, compared and developed. To start with, questions 
regarding existing techniques, hardware and pricing necessary for our system were 
frequently discussed. Without receiving definite answers, the practical experiments 
were set to be used as a survey for all our thoughts and questions. This kind of 
research was one of the preliminary tasks formulated in the beginning of this 
diploma work. That is to say, the mission described in this chapter was set to 
examine the possibilities of developing a ‘self-defined’ system, not to actually build 
it. In the forthcoming sessions of chapter 4, all practical tasks for testing the theory 
of our prototype are explained, as well as the procedure of thinking and planning its 
pipeline. To begin with, some problems that occurred during the practical moments 
are discussed and how they were taken care of. Secondly, details on how to render 
video with depth information in a 3D software are described. This is an important 
moment in the development of the relief-rendering engine [36] used by our system. 
Finally, the process of recording real video and how to mathematically extract depth 
information from it is explained and illustrated. 
 
 

4.1 Limitations and manual work 
 
Since no budget was defined for this diploma work, limitations arose and 
simplifications had to be implemented in the process of building and testing the 
system from chapter 3. Here are some limitations we ran into during the 
experimentation time. 
 

• Only two digital cameras were available during the period of this 
diploma work. The system presented here requires eight to ten cameras 
to cover the whole object in all directions. This limitation involved a 
restriction in the rotation of the object being recorded. For a dynamic 
object, only one view could be recorded. 

 
• The recording scene had to be built in an ordinary classroom, with 

cheap blue fabric for the single-colored background. The lighting of the 
room was not fully controllable either. 

 
• No stereo tripod for the camera-pairs could be purchased, forcing the 

tripod to consist of a couple of non-adjustable benches, making the 
cameras less accurate in the stereo measurements. 

 
• The development of the hardware configuration for the system 

prototype could not be executed. This is why our system is only 
presented as an idea and showed as a prototype in chapter 3. The main 
reasons why this has not yet been developed are declared below: 
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o More people are needed for that project. 
o A budget is a must, for hardware investment. 
o Stereo algorithms are not yet producing results at a rate of real-time. 
o Not enough time to develop such a system during a diploma work. 

 
 
By not having a functional system built up to manage the processing flow from 
recording a dynamic object to interactively view it in new views on a screen, various 
pipeline tasks had to be implemented manually. (Note that in a working system as 
the prototype introduced in this thesis, the work explained below is not necessary). 
 

• The recorded data from our two cameras were sent via IEEE-1394 to 
Video Capture 6.0 in Ulead MediaStudio Pro VE, where a video buffer 
was created. 

 
• As a result of the errors in the measurement of the stereo camera setup, 

the video stream recorded by the right camera had to be slightly 
translated in the X and Y position to fit the left stream. This was done 
with each frame in the video buffer using a macro in Adobe PhotoShop 
and might have affected the distortion of the epipolar lines to our 
benefit (making them lie more in parallel, which is preferable when 
approximating depth by correspondence). 

 
• A macro for creating a depth map for each frame in the video buffer 

had to be defined. 
 

• The video and depth map buffer input to the relief-rendering engine 
now need to be named with specified increasing filenames. This means 
that this process do not currently work for a frequently changing buffer. 

 
 

4.2 Creating rendered video, stereo and depth 
 
This session had to be implemented to supply the relief-rendering engine with 
perfectly generated video and depth information. Since this engine was developed in 
parallel to the work described in this thesis, it had to be frequently tested to fulfill 
our wishes. To begin with, we had to determine what type of object to be the most 
preeminent item to do our tests with. A simple primitive, as a cube or a sphere, 
would be too easy for the relief algorithm to recreate and a high-detailed tree would 
be too complex. As the purpose of this system is to generate organic objects in 
motion, a being would be the most regular thing to try out. To simplify the creation 
of the object, a free model [37] was chosen and modified. The 3D software was also 
used to create stereo image pairs used to test the stereo depth map algorithm. By 
trying out different stereo settings in a virtual environment, we could tweak the 
algorithm to match certain camera measurements. 
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Figure 8: Rendering overview. To be able to supply the relief
engine with pure depth maps, this pipeline had to be processed.  

 

4.2.1 Setting up a scene with a 3D software 
 
When setting up the scene virtually in a 3D package, its camera structure is 
supposed to remind from the one of a real scene. One huge benefit when using a 3D 
software, except the perfect measurements in depth and ordinary renderings, is the 
ease of placing the cameras. The theory of camera placement for our system 
prototype mentioned in 3.2.2 is the setting we want to apply here. When the object is 
loaded into the scene, we start by adding cameras. Instead of using two cameras to 
generate stereo in a 3D software, we rotate the object to a certain degree to generate 
stereo-paired images using only one camera, as an alternative of adding the right 
camera. (Note that this is the same as adding a right camera placed nearby the left, 
but useful only in 3D software where exact rotations of the object being recorded is 
possible and where no timeline is defined). This method decreased the amount of 
cameras used in the virtual setup to only five.  
 

4.2.2 Rendering video streams 
 
For the rendered video streams to work with the relief-rendering engine, some 
requirements need to be accomplished. 
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• The distance between a camera and the center point of the object need 
to be the same for all cameras to attain an equal zooming ratio of the 
recorded object when mapping it with the relief texturer. 

 
• The dynamic object being recorded can only be moved within a 

specified bounding box, equal for all cameras. This bounding box is 
later defined as the periphery used by the relief renderer. 

 
• The camera zoom should be minimized to be able to represent the true 

shape of the object from a specific direction. When using camera zoom, 
the perspective of the image increases and the shapes get deformed. As 
we want to render single views of the true shapes of the object, the light 
rays seen by the camera need to be parallel projected. This is a task 
impossible to implement in real life but possible in a virtual view by 
just replacing the perspective camera projection with parallel 
projection, or to render from a non-camera view (which always uses 
parallel projection). Another way to solve this problem is to simulate 
parallel ray casting. This is done by minimizing the camera zoom to 
cause almost parallel light rays seen by the camera and by moving it far 
away from the object, making it possible to record the whole bounding 
box. Again, this would not be possible if using real cameras in a real 
environment. 

 
• The background needs to be monochromatic with a color not present in 

the object, for the algorithm to remove it later on. To achieve the best 
result, the edges of the rendered video should not be antialiased. 

 
 
When all of the points above are realized, the video streams are rendered from all 
the five cameras and saved as 24-bit color images (with the background imbedded in 
an alpha channel) in the texture buffer for the relief rendering engine. 
 

4.2.3 Rendering depth maps 
 
This step can be executed using different techniques, depending on which software 
is used. Some software is able to directly generate a black and white depth image out 
of the modeled scene, while others need to texture the scene with a b/w gradient 
map. The depth range needs to be defined and equal for all cameras used in the 
scene. Typically, one would define the depth range from the camera lens to the 
infinity of the scene, but then the actual object depth would only be rendered with 
very few grayscales, which would be useless as a depth map when applied to the 
relief-rendering engine. Suppose the deepness of the recorded object is one meter 
and the scene depth is one kilometer, then the depth information of the object would 
only be represented by one color, in a 256-grayscale image. This method would only 
be useful when defining where in the scene (measured in the z-axis only) the object 
is located, not how its 3D shape is constructed. This is why the depth range of the 
total scene needs to be specified nearby the object. Also, all the rules defined in the 
previous section need to be applied when rendering depth maps, since the geometry 
and perspective of the depth image need to be the same as the ordinary rendered 
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image. Here, the depth is defined from the measures of the bounding box described 
in 4.2.2. As our object is less than one meter in depth, we defined the depth of the 
bounding box as a square with 2} .. {-2   Z ∈ . Those values were chosen to create a 
proportional size to the polygon box used by the relief renderer. With a defined 
depth range, the camera distance only influences the size of the object seen by the 
camera, not the levels of grayscales used in the rendered output image. When the 
depth range was defined, all objects within the square box were texturemapped with 
a black-to-white gradient texture, where the texture position was set to world 
coordinates and applied to the boundaries defined above. This means, if an object is 
moved within the bounding box, the depth intensity will vary depending on the z-
position of the object. When the objects are gradient-textured, they are rendered as 
8-bit grayscale images with edge antialiasing turned off and then saved in the texture 
buffer for the relief rendering engine to use with the rendered images from 4.2.2. 
 
 

 

 

 

 

 
 
 

 

 

 

 Figure 9: Rendered images and depth maps using 3D software. 
 

4.2.4 Rendering stereo image-pairs 
 
Before recording in stereo with real cameras, we rendered stereo image pairs in a 3D 
software to test the stereo depth map algorithm. This procedure has nothing to do 
with the rendering pipeline described in 4.2.2 and 4.2.3, but as this was a part of the 
practical moments and very important for the analysis of our system prototype, it fits 
in the ‘3D software session’ of this thesis. Here is how we proceeded. 
 

• Try our code for generating depth maps from stereo image pairs by 
generating stereo images by translating the right camera using the 
classic canonical stereo setup (see 2.1.2). 
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• If the canonical stereo setup would fail when trying to generate depth 
approximations, the general stereo setup (see 2.1.3) would be tested to 
generate stereo images. 

 
 
First, we used the canonical stereo setup, by translating the right camera in the 
positive x-direction. As this is the most used stereo setup, frequently used in 
photogrammetry and applied by computers generating anaglyph images for real-time 
stereo and very easy to set up, this technique was obvious to start with. These are the 
steps required to follow when using a canonical stereo rig. 
 

1. Translate the right camera in parallel (linearly) to the left camera and 
record the scene. 

 
2. Make sure the right camera is perpendicular to the parallel axis 

(baseline) drawn between the cameras. 
 

3. When the image-pairs are recovered, the right image needs to be 
adjusted to fit the position of the left image. This appears when the 
right image is recorded at a different viewing angle, as a result of the 
right camera being translated. 

 
 
We rendered stereo image-pairs with a left-to-right camera distance of X, where 

centimeters. None of those image-pairs produced a good depth 
map. As the camera distance X increased, the depth map quality decreased. This 
phenomenon can be mathematically explained. When using the canonical stereo 
setup, the right image is only translated in comparison to the left image. This might 
work fine when viewing in real-time on a monitor using stereo-glasses, because the 
small amount of translation is enough for our eyes to believe we are seeing object(s) 
in three dimensions. They are separated only a few centimeters to be able to 
engender depth in our vision. This is how the theory of stereo can be interpreted by a 
human. But when using a computer instead of a human to mathematically 
approximate depth, the prerequisites need to be changed. Our algorithm for 
generating a depth map is scanning the left and the right image for intensity 
similarities, with a pre-defined filter size to find the correspondent pixels. By this, 
the disparity of each pixel can be found and a depth map is able to be generated. If 
we are using the canonical setup, we are immediately restricted by the following 
criterions; if the distance between the left and the right camera is too short, the 
stereo-paired images will be too similar, since the translation is not affecting the 
appearance of the object to a degree useful for calculating its depth. As the stereo 
algorithm is searching for correspondence between the left and the right image, the 
disparity found at each searching block would be extremely minimal in majority, 
which would result in a too fuzzy depth map incapable of representing true depth. 

}10,8,6,5,4,2{∈X

The problem described above should be solvable by increasing the camera distance, 
which would increase the disparity levels between the corresponding pixels in the 
left and the right image. But this is not the case. When the right camera is translated 
too far, the object deforms since the camera perspective increases the closer to the 
edge of the lens it gets. The difference in perspective between the left and the right 
image complicates the process of finding the pixel correspondence. A canonical 
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stereo setup with a left-right camera distance not too short or not too long would 
probably be perfect and would most likely generate good depth maps, but we were 
not able to find that specific value. With this being told, it is not prescribed that a 
canonical stereo set up is not possible of determine depth mathematically, but we 
had more successful results with other methods. Without reaching any breathtaking 
results with the linear stereo setup, a more complete stereo method was put into 
practice, built upon the general stereo theory. To be able to view the object in two 
arbitrary but practically similar views simultaneously, without any larger difference 
between the perspectives of the two images, a simple translation is not enough. If the 
right camera is rotated around the object with a radius equal to the distance between 
the left camera and the object, the perspective would be constant since the object 
would be locked to the center of the viewing plane. (This also eliminates point 3 
described on previous page). By applying this method, a more usable object view is 
obtained because the slight rotation gives a better exposure of the object geometry 
than a canonical translation ever would, although the epipolar lines would become 
non-parallel. When using a 3D software to try this setup, an important simplification 
can easily be done. Instead of rotating the camera, which might be difficult (if the 
camera pivot vertex cannot be moved to the centre of the object), the object could be 
rotated instead since this is the same movement mathematically and geometrically. 
As explained in the beginning of this chapter, this reduced the total amount of 
cameras to only five (one per view), but requires a non-linear timeline, since the 
motion needs to be repeated for both the left and the right camera to be able to 
record it. As non-linear timelines are impossible in real life, this technique is only 
appropriate for a virtual setup. Different rotation values were tested to render stereo 
image-pairs and creating approximated depth maps. When the rotation was too 
small, similar problems as the ones described using the canonical setup occurred. If 
extremely long rotations were used, obviously the right view became too unique to 
find pixel correspondence. Our algorithm generated the best depth maps when the 
right camera was rotated six degrees, a value that would be used later on when 
recording real video from two digital cameras. 
 
 

4.3 Recording video in stereo 
 
When the rendered data had been used to tweak and modify different settings in our 
stereo depth map algorithm, those settings could be used when recording video in a 
real environment. The process of recording video for our dynamic image-based 
rendering system prototype was discussed in chapter 3, but different obstacles 
limited this solution (see 4.1). With only two cameras available, the virtual viewing 
boundary would be decreased and we would not be able to render fully three-
dimensional object representations. On the other hand, two cameras are enough if 
we only want to analyze the relief rendering technique in comparison with the 
process of using real video with generated depth maps. The result would probably be 
more astonishing if there were more cameras available, but in a scientific point of 
view, two cameras are mathematically sufficient for our analyzing purposes. As a 
result of our camera restrictions, the shooting was split up into two parts. 
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• Static recording. By using a static object, the camera stereo pair could 
first record in one view and then be manually replaced into another 
view. We used two views for this shooting. 

 
• Dynamic recording. When recording a moving object, the method used 

above was not possible and only one view could be filmed. 
 
 
By filming static and dynamic objects we can analyze both how the relief rendering 
will lap two texture-mapped polygons together into one object and how it will deal 
with the procedure of updating a texture on a mapped polygon to create an 
interactive animation. If we had an extra stereo camera pair, the static recording 
would not have been necessary. In the following parts, the setup of a temporary 
recording stage using as many of the requirements from 3.2.1 as possible, will be 
shown. Also, the installation of the stereo camera defined out of various tests in 
4.2.4, is explained. 
 

4.3.1 Setting up a temporary recording scene 
 
With the definition of a scene setup from 3.2.1 in the back of our heads, the total 
scene had to be constructed inside an ordinary classroom. Since the area of the room 
was less than 30m2 it had to be demarcated using only two walls, i.e. a corner of the 
room, because of the distances required between the object and the cameras. To 
define a background scene, a blue screen fabric was nailed on both walls and a 
similar blue fabric was put on the ground to encapsulate the ground with the 
background scene. By using a monochromatic background scene, the dynamic scene 
could easily be found by removing the background from the total scene, according to 
the equation below. 
 

Dynamic scene = Total scene - Background scene 
 
On the blue ground, a 4m2 area was defined as the dynamic scene, from the 
converging point seen by two orthogonal cameras, to control the recording position 
and to build a relationship in distance between the different viewpoints. When the 
scene was built and measured, the cameras needed to fit the scene correctly. 
 

 
Figure 10: Recording scene. Photographs showing the installation of the blue screen. 
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4.3.2 Stereo camera setup 
 
As told earlier, the tripod for the stereo cameras had to be created from a set of 
classroom benches only. This made the setup more inaccurate because of the rough 
measures as a direct result of the unsteady and indistinct tripods. Before setting up 
the stereo camera pair, two guidelines had to be followed. 
 
 

• The general stereo setup is the method to be used in the shooting. 
 

• The rotation θ  between the left and the right camera should be 6 degrees, 
according to previous stereo tests with our depth map algorithm. 

 
 
With this information to start with, the left camera was installed at a distance of r 
meters from the central point of the ground square area defined in 4.3.1. The most 
difficult task when using a non-parallel stereo camera setup is to install the right 
camera correctly. The view seen by this camera should have the object centered on 
the screen, as the left camera has, but with a small amount of object rotation applied 
to it. The distance from both cameras to the object is equal and instead of setting up 
the right camera using different angles, this could be solved linearly. 
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 Figure 11: General stereo camera setup. 
 
 
From figure 11, the right camera needs to be placed closer to the object, to achieve 
equal camera distances. From the position of the left camera, the z displacement of 
the right camera is calculated to 
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)cos1(cos θθ −=⋅−=∆ rrrz  

 
Similarly, the x displacement would be 

 
θsin⋅=∆ rx  

 
 
Consequently, we only need to define a value for the stereo rotation and a distance 
for the left camera, to be able to finish the complete stereo setup. Regarding the 
camera perspective and the parallel projection, the camera zoom were set to a 
minimum. Without knowing if the small amount of perspective would affect the 
quality of the depth approximation, we assumed the camera rotation to be small 
enough to engender almost parallel epipolar lines. Since this is mathematically 
incorrect, image rectification (see 2.1.4) should have been implemented at this stage, 
but the formless tripod caused small camera deviations in the stereo rig so the right 
video stream had to be manually adjusted anyway. 

∆x 

∆z 

 
 Figure 12: Stereo cameras. On this photograph, the cameras are measured and set up on the

tripod table, ready to record the dynamic object. Compare this image with figure 11 to see how
the cameras are installed using the general stereo theory. 
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4.4 Depth approximation 
 
When the stereo video have been recorded and sent as video streams to the computer 
client, our algorithms start processing the data to create useful video frames and 
information about the scene. The original video contains unnecessary information 
about background elements that has to be removed and the shapes of our image-
based objects need to be determined to be able to locate its position in the video 
streams. As the objects are filtered out of the original video, the process of 
estimating the depth of the scene is initiated. When the approximated depth map is 
generated, it is used together with the object frame to render unique views, using the 
relief-rendering engine. This session starts with a brief overview of the depth 
algorithm, followed by complete descriptions about all the steps from using original 
video streams to sending a finalized depth map and video frame to the rendering 
process of virtually viewing the object from an arbitrary view. Attached to this 
section is the algorithm code, written in Matlab and shown in Appendix A. 
 

4.4.1 Algorithm overview 
 
A summary of the algorithm pipeline is shown in figure 13. From the N stereo video 
cameras, we have 2N video streams, one taken with the left camera and one with the 
right. As the left camera is watching the scene from a straightforward view, the 
video produced by this camera has de best opportunities for establishing a default 
view of the recorded objects (since the right camera is rotated and sees the object 
from a viewpoint between the front and the side). From this camera the object video 
and silhouette will be created. As the scene is recorded with a blue screen 
background, both the silhouette and the ‘object-only’ frames are created rapidly. 
Simultaneously, both the left and the right video streams are segmented into frames 
and sent into our filter-based depth algorithm. At this stage, the frames can be 
downsized for optimization purpose, which will result in faster depth map 
approximations with lower quality. For each frame, each pixel from the left image is 
analyzed and compared with a certain area of the right image to find the pixel 
correspondence. With this known, the depth could be estimated for each frame. 
Since this mathematical method outputs a relatively unintelligent image, it needs to 
be retouched to fit the relief algorithm better. First, the depth map is sent to an 
algorithm for detecting unwanted noise, represented as black or white pixels with 
different sizes. This is done using edge detectors to locate the edges, where an edge 
could be thought of as noise and removed by pasting the intensity value of 
neighboring pixels. With the errors removed, the depth approximation of the image-
based object will not contain any noise or unnecessary holes, but disparities between 
contiguous object regions might be rendered with too sharp intensity variances, 
which will exaggerate the displacement of some object parts when applying the 
relief rendering. To solve this, the depth map is smoothened (and resized first, if 
downsized earlier for optimization purpose) and finally, the silhouette is added to 
remove approximated background depth elements. 
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Figure 13: Algorithm overview. 

 

4.4.2 Extracting background 
 
The first task of the two parallel algorithm processes from figure 13 is the extraction 
of the background appearing in the recorded video streams. Mentioned a couple of 
times before, we used blue fabric for all areas surrounding the object. By using a 
blue screen, it is assumed that >50% of the total image recorded by the camera is 
covered with one color when using a human being in the dynamic scene. Taking the 
median value of the first frame and expanding the boundary by a to fit the range of 
this color, the background could be removed from the image-based object. 
 
 
median(frame( ).leftimage) - a < Background < median(frame( ).leftimage) + a 0t 0t
 
 
Applying this to remove the background, the color space is supposed to be indexed 
by colors in any of the image color components.  Since the video stream is 
represented by RGB channels and therefore only contains different values of red, 
green and blue in each pixel, the color space needs to be converted to HSV, were 
each color is apparent in the color spectrum of the Hue-channel. The Hue-
Saturation-Value model was created by A. R. Smith in 1978 [38] and is based on 
intuitive color characteristics such as tone, tint and shade (adding white to produce 
different tints and black to acquire different shades). The 3D representation of the 
HSV model is derived from the RGB mode cube. If the RGB cube is observed along 
its gray diagonal a hexagon can be obtained, which corresponds to the HSV 
hexcone. The hue H is given by the angle about the vertical axis with red at 0°, 
yellow at 60°, green at 120°, cyan at 180°, blue at 240° and magenta at 300°, were 
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the complementary colors are 180° apart. In total, the hue runs from 0 to 360º. The 
saturation S is the degree of strength or purity and is defined from 0 to 1. Purity is 
how much white is added to the color, so when S=1, the purest color, without any 
white, is composed. The value V defines the amount of black, which relates to the 
brightness, and ranges from 0 to 1, where 0 is the black. There is no transformation 
matrix for RGB to HSV conversion, but the algorithm [39] can be expressed as: 
 
 

Assume that the RGB color space is normalized (0 ≤  R, G, B ≤  1). 
 
 

B) G, max(R,-B) G, max(R,
R-B) G, max(R,

=newR  

 

B) G, max(R,-B) G, max(R,
G-B) G, max(R,

=newG  

 

B) G, max(R,-B) G, max(R,
B-B) G, max(R,

=newB  

 
 

V = max(R, G, B) 
 

S =
B) G, max(R,

B) G, min(R,-B) G, max(R,  

 
 
 
Case 0: R = and G = ; B) G, max(R, B) G, min(R,
 H = 5 +  newB
 
Case 1: R = and GB) G, max(R, ≠ B) G, min(R, ; 
 H = 1 -  newG
 
Case 2: G = max(R, and B = ; B) G, B) G, min(R,
 H = 1 +  newR
 
Case 3: G = max(R, and BB) G, ≠ B) G, min(R, ; 
 H = 3 -  newB
 
Case 4: R = ; B) G, max(R,
 H = 3 +  newG
 
Otherwise: 
 H = 5 -  newR
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With this algorithm applied to each frame from the left video stream (implemented 
in Matlab as the function RGB2HSV), the background extraction algorithm scans the 
frame and removes all pixels within the defined background area. 
 

 
 

Figure 14: Background extraction. On the left image, the object is recorded in front of the blue
screen background. On the right image, the background has been removed.  

 

4.4.3 Creating silhouettes 
 
With the extraction of the background from 5.4.2 completed, it is very easy to create 
an object silhouette from the recorded video stream. The silhouette is needed for 
later use, when we need information about the original object shape to retouch the 
depth map before sending it to the relief renderer. For all pixels in the frame with the 
background being extracted, search for pixel values not equal to the new background 
color and replace those with the color of white. This method paints the image-based 
object white, creating a 2-colored silhouette, shown in figure 15. 
 

 
 Figure 15: Silhouette. The image on the right is the object silhouette of the picture to the left. 
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4.4.4 Filter-based stereo correspondence 
 
As soon as the video streams have been segmented into frames, a frame from the left 
and the right camera are used as an image stereo-pair for the input to the depth 
algorithm. Since binocular stereopsis is based on the cue of disparity, as the two 
cameras receive slightly different views of the three-dimensional world, this consist 
of differences in position and orientation or spacing of corresponding features in the 
two input images, which can be used to extract the three-dimensional structure of the 
recorded scene. The problem of finding the correspondence lies in the difficulties of 
matching pixels in the image stereo-pair, which becomes more complicated as the 
image geometry is deformed, contains noise or has different intensity values. As 
explained in section 2.1.5, several techniques have been developed to modify the 
image, giving it better properties such as less noise or stronger edges, which 
simplify the procedure of finding correlation between pixels in the stereo-pair. What 
differs the method used in this work from other techniques, like area-based stereo or 
edge-based stereo, is the improved preprocessing of the input images to enhance 
their surface properties. In area-based correlation, several difficulties may appear. 
When using two different viewpoints, the shading effects can result in brightness 
variations for non-lambertian surfaces. Another problem occurs at surface 
boundaries, where depth discontinuities complicate the correlation since the 
computed disparity is not guaranteed to lie within the range of disparities present 
within the region. Edge-based stereo algorithms may work fine if the edges are 
sufficiently close in orientation and have the same contrast properties across the 
edge, but the enormous number of false matches in correspondence deteriorates this 
technique. Also, the resulting depth map is sparse and generated with much 
interpolation, since the depth information is available only at edge locations. 
The method implemented in our system prototype uses filter-based stereo 
correspondence developed by Jones and Malik [40], a technique using a set of linear 
filters tuned in different rotations and scales to enhance the features of the input 
image-pair for better correlation opportunities. As the edges are derived from spatial 
filter outputs, the detection and localization of edges are an unnecessary method for 
solving the correspondence problem. Another benefit of using spatial filters is that 
they preserve the information between the edges inside an image. 
The bank of filters is convolved with the left and the right image to create a response 
vector at a given point that characterizes the local structure of the image patch. 
Using this information, the correspondence problem can be solved by searching for 
pixels in the other image where the response vector is maximally similar, a method 
investigated by Kass [41]. The reason for using a set of linear filters at various 
orientations, phases and scales is to obtain rich and highly specific image features 
suitable for stereo matching, with very few chances of running into false matches. 
First, the definition and the creation of different filters will be reviewed, followed by 
the matching process of finding the correspondence. Finally, the creation of depth 
maps is clarified. 
 
The set of filters Fi used to create the depth map consists of rotated copies of filters 
generated by 
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where n=1, 2, 3 and G is the nn
th derivative of the Gaussian function, defined as 
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The matching process was performed using different filter sizes to find the 
optimized filter settings, resulting in an 11x11-sized matrix with a standard deviation 
value σ  of 2. The number of filters used depends on the required output quality. 
Using all filters would result in a high detailed depth approximation, but the 
processing time would be immense. Testing different filters to optimize speed and 
output quality, the resulting filters consisted of nine linear filters at equal scale, with 
some of them rotated, as shown in figure 16. 
 

 
 Figure 16: Spatial filter bank. Image plots of the nine filters generated by copies of rotations of

Gaussians.  
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By analyzing the filters more thoroughly, the last three filters from figure 16 were 
excluded since they provided more time than quality. These filters can also receive 
the characteristics of similar operators used in computer vision for construing 
images by weighting their sum. For instance, the Laplacian of Gaussian filter, ∇ , 
is already present in the filter bank in the sense that it can be expressed as the 
weighted sum of the oriented filters G . The disadvantage of using one 
scaling level only is the loss of accuracy when matching pixels near object 
boundaries or at occluded regions. But again, using more scales, the rendering time 
will increase proportionally. 

G2

),(0,2 yxθ

 

 
 
 Figure 17: Response vectors. An illustration of how the response vectors will look like after

being convolved with different filters. In reality, a response vector never represents a whole
image. 

 
 
 
To search for pixel correspondence, an iterative process is created, scanning the left 
image horizontally, pixel by pixel, left to right, and seeks for similar intensity values 
inside a defined region surrounding the current pixel location. For each row, the set 
of linear filters are convolved with a region of the right image determined by its 
width and the height of the filter size, to create a response vector that characterizes 
the features of this row. At this row, a new response vector for each pixel is created 
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by convolving the filter bank with a filter-sized region from the left image. How the 
convolved response vectors for a whole image would look like is illustrated in figure 
17. (Note that the response vectors are only representing a small region of the image 
for each iteration of the correspondence process). 
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The convolving returns only those parts of the convolution that are computed 
without the zero-padded edges, which minimizes the response vectors and optimizes 
the whole process of finding the correspondence. As soon as the images are 
convolved with the filters, the matching process for finding the correlation is 
initiated. To restrict the searching area, a one-dimensional region needs to be 
determined. By using a small region, the corresponding pixels may not be found, as 
the equivalent pixel probably is located outside this region. On the other hand, if the 
region is too large, a pixel not related to that area might be thought of as correct. 
When the region is established, this is used to crop the response vector vi,right created 
from the right image. When the response vectors are defined at a given point, they 
need to be compared in some way to be able to extract some information about how 
the pixels are related. By calculating the length of their vector difference e, which 
will equal zero if the response vectors are identical, this can be used to solve the 
correspondence problem. This is done by taking the sum of the squared differences 
(SSD) of the response vectors, 
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where i is the amount of filters used and the pixel position (defined as k) containing 
the value closest to zero is saved. When the correspondence has been established, 
the disparity has to be defined to be able to create a depth map. For each pixel in the 
left image, we know the position of the matching pixel in the right image. To create 
a connection between this data, the depth value  for each pixel could be 
estimated by 
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 Figure 18: Stereo correspondence. The figure shows how the matching region is set up to

find correspondence.  
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where k is the horizontal position of the corresponding pixel and i is the current 
pixel position. The depth map is approximated with intensity levels depending on 
the size of the constant defining the size of the matching region and if a 
corresponding pixel is found to the left of current pixel i, the intensity is set to a 
value pointed to white, and vice versa, depending on the rotation of the image-pair. 
Consider the human in figure 19. Her pose is similar on (a) and (b), but the middle 
image (b) is rotated clockwise. On the right image (c), the first images (a and b) are 
layered together to show the displacement of her body (a red line shows edges from 
(a) and a green line for edges from (b)). What should be obvious, but might not 
always be though of, is that parts near the camera are rotated clockwise, while 
objects less close are rotated counter clockwise. Using this information, the 
geometric relationship of the disparity can be found. 
 

 
 Figure 19: Stereo correspondence. Depending on the location of the object, the depth will either

be represented as black (far away) or as white (close). Figure is sorted in a,b and c.  
 

 
Figure 20: Original depth map. Depth output from the filter-based
stereo algorithm. Errors in the background are apparent, as well as
on the object. 
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4.4.5 Locating errors and noise 
 
The primary depth map image generated by the filter-based stereo algorithm is a 
general approximation of the depth information regarding the objects inside the 
video frames. As this algorithm has no intelligence in form of knowing the structure 
of object connectivity or how the scene is designed, unpredicted outputs might 
appear. This happens when the algorithm estimates wrong values of the disparity 
and generates a pixel intensity value erroneous for that part of the image. The error 
might vary in size for different object poses in different frames, but the output is 
always similar, rendered as spots with brightness much lower or higher than the 
proper pixel value and often in black or white. Figure 20 shows a depth image 
rendered by the depth algorithm. The background contains several output errors 
since there is bad information available (single background color) for finding pixel 
correspondence at those areas. Analyzing the image more thoroughly, errors occur 
inside the depth representation of the image-based object as well. Some errors are 
very small and might be considered as noise while others contain several pixels, 
which we refer to as hard noise. For the human eye, single pixels with intensity 
values diverging from their neighbor pixels might not be unpleasant, but when the 
relief rendering engine interprets the depth information to create a smooth object 
surface, this type of noise will become obnoxious for the rendering output. For 
example, if some part of the nose of a human is approximated with an incorrect pixel 
value, this limb might be displaced to a point in space far away from the body, 
making the rendered image-based object look ridiculous. Consequently, the errors 
need to be removed before sending the depth maps to the relief renderer. As the 
errors create huge variations in the depth intensities (steep gradients), both the small 
and the hard noise can be interpreted as edges. Therefore, they can be found by 
convolving the image with an edge detection filter. Several filters were used to 
locate the depth map errors, such as the Roberts, Laplace, Prewitt and Sobel 
operators. The operator best suited for our needs turned out to be the Robinson 
filters 
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With the vertical and the horizontal Robinson filters defined, they could be 
convolved with the depth map d to find obvious edges in it, using the convolution 
formula for two dimensions, 
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Figure 21: Horizontal and vertical edge detection outputs. Hard noise and errors both inside
and outside the object are found with these operators. 

 
 
 
We now have two temporary depth map images, with the edges defined vertically 
and horizontally, shown in figure 21. From this, the edge magnitude of each pixel 
could be derived as 
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The result is shown in figure 22 and gives a better analysis of how the errors are 
structured. To be able to use this information cleverly, the pixels convolved and 
defined as positions of eventual errors need to be saved. Also, these pixels need to 
be easily accessed. By using a threshold value, we can decide which of the 
convolved ‘edge’-pixels that will belong to the error pixels in the original depth 
map, shown in figure 22. 
 

 
 

Figure 22: Weighted and threshold edges. On the left image, the magnitude of the edges is
calculated from figure 21. On the right, a threshold value determines which pixels belong to the
errors in the depth map. 
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With the positions of the erroneous pixels known, they are replaced by neighboring 
pixel values, which creates a smoother depth map, although not yet mathematically 
perfect, since it is only assumed that these pixels have the same properties as the 
invalid and replaced ones. On the other hand, the noiseless depth maps, shown in 
figure 23, will generate tremendously enhanced renderings when applied by the 
relief engine. 
 

 
 Figure 23: Enhanced depth map. This depth map contains fewer errors than

the original depth map shown in figure 20.  
 

4.4.6 Smoothing the depth map 
 
The output from the edge detection process is a more or less error free depth map, 
regarding the hole filling and the depth intensity interpretation. On the subject of 
intensity, it can fluctuate significantly over connected and contiguous surfaces over 
the object. Consider an arm or a leg being approximated by our depth algorithm. 
Depending on the rotation and position of this limb in space, its intensity ought to be 
represented by very few similar intensity values when positioned orthogonal to the 
z-axis, or by a gradient of intensity when positioned parallel to the same axis. Since 
the filter-based stereo depth algorithm searches for correspondence by pixel-to-pixel 
level of accuracy, no information about the object structure and its connectivity is 
considered when approximating the depth map. The solution to this seems to be a 
sort of an artificial intelligence learning what type of object is being scanning, which 
is a completely different research area, incongruous to comment in this thesis. 
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Instead, a more straightforward and uncomplicated process able to roughly solve this 
problem could be used. As some intensity values diverges in areas were they 
actually would be similar, the solution would be to decrease the higher values and 
increase the lower to create more similar intensities over that specific area, in other 
words, smoothing the image. This might generate an intensity value incorrect for the 
true depth of that part of the object, but applying this solution to the whole image, 
the displacement would act as an intensity threshold only. Here, the Gauss function 
is used again to generate a smooth depth map, defined as the well-known Gaussian 
blur filter [42]. We defined the Gaussian operator as 
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and convolved it with the depth map d to obtain the smooth result, seen in figure 24. 
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The input variables for this operation are the size ( )nn×  of the Gaussian filter and 
the standard deviation σ of the associated probability distribution, which is 
proportional to the size of the neighboring pixels on which the filter operates. The 
Gaussian filter is arranged in a way that pixels more distant from the center of the 
image filter have smaller influence and were pixels located σ3> away from the 
center do not affect the smoothing operator at all. Different filter sizes and standard 
deviations were tested to achieve a quick and generally good smoothing level of the 
depth map, making the depth displacement become more even at connected, 
adjacent regions of the image-based object when used by the renderer. 
 

4.4.7 Depth map cropping 
 
As a final step before applying the relief-rendering engine with an image texture 
together with its depth information, regions of the depth map not belonging to the 
recorded object must be removed. It can clearly be observed that disparities of the 
background have been approximated as well as for the object in front of it, shown in 
figure 20 and 23. As we have the pixel information on how the object is located in 
space, projected into the image plane as a silhouette, its depth intensities can easily 
be extracted from the unnecessary depth approximation of the background. By 
scanning the silhouette, the background pixels are found, which replace the 
background pixels in the depth map at those positions, resulting in a cropped depth 
map, perfectly suited for the image-based object texture, shown in the right image of 
figure 24. 
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 Figure 24: Image-based object with cropped and smoothened depth map. These are the final

textures that are sent to the relief rendering engine. The background of the depth map is
cropped using the same silhouette used to remove the background from the left image. 

 
 
 

4.4.8 Rendering 
 
The rendering process is technically described in section 2.4.2 and is not a part of 
the development process established in this diploma thesis. A fully functional 
application was written in C++ using OpenGL, created in parallel to this work by 
Claes Järvman [36] and modified to fulfill the criterion of our system prototype. 
Depending on the number of cameras used, the rendering requires a certain amount 
of polygons to represent the static or dynamic image-based object in new, exclusive 
views. N stereo cameras generating 2N video streams are sent to the system, which 
generates 2N images (N image-based object texture(s) + N depth map(s)), rendered 
using N polygon(s). That is, the number of polygons required for rendering equals 
the amount of stereo cameras used. The experiments done in this chapter used only 
N=1 stereo cameras as stated earlier, but a static example was recorded as well, 
pretending N=2. Because of the good depth information approximated with the 
filter-based stereo algorithm, the viewing angle was tested and set to from 
the center of the origin of the image-based object textured polygon box, visualized 
in figure 25. 
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Figure 25: Viewing angles.
Shows the maximum viewing
angles for a certain amount of
polygons used by the relief
engine. For one polygon, the
viewing angle is 90 degrees,
which makes the virtual camera
to move in 45 degrees in both
directions. Two polygons
results in a total viewing angle
of 180 degrees. 
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5 Results 
 
 
 
The resulting application consists of two demos. One shows a static representation 
of a person holding a rugby ball with separated legs. This application requires two 
input textures together with two depth maps, which are textured on two polygons. 
From two original views, with 90 degrees separation, new unique views can be 
created within 180 degrees, as shown in figure 25. The polygons are mapped with 
textures of size 256x256 pixels and the frame rate is good, showing ~15 frames/sec. 
The second demo is a dynamic representation of a person walking around. Textured 
on only one polygon, this restricts the viewing angle to 90 degrees. The amount of 
input data required depends on the frame rate. We used a frame rate of 20 
frames/sec, with a video buffer of 40 images and 40 depth maps. The relief engine 
had no problems with rendering a constantly updating image buffer and the 
animated sequence showed no indications of flickering. Below are some screenshots 
of the static (figure 26-30) and the dynamic (figure 31-32) demo applications. 
 

 
 

Figure 26: Static demo input data. Image-based object with extracted background and its
belonging depth maps. The top image is taken from the right side of the object and the bottom
from the front. 
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Figure 27: Static demo application. The left image shows the image-based object mapped
normally on the polygon. On the right image, the relief is applied, giving the object a real depth.
The view is rotated, showing the object in a new view more ’to the right’. 

 
 
 
 
 
 

 
 
 Figure 28: Static demo application. As in figure 27, this figure shows the original images on

the left, textured on two polygons. On the right image, the object is displaced by the relied
renderer, which gives depth to it. By watching the legs, it can be seen that the depth information
handles the image data correctly, by placing the right leg in front of the left. 
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 Figure 29: Static demo application. In this figure, the relief renderer combines the image data

and depth information from two different inputs. The white line separating the ball from the
hand is where the textures are stitched together. They do not fit perfectly, because the depth
maps have slightly different threshold values. By adjusting the brightness/contrast value, the
stitching might be tiled better. 

 
 
 
 
 
 
 
 

 
 
 Figure 30: Static demo application. Like in figure x, this represents a unique view of the static

image-based object in a view more ’to the left’. This also shows that the two input views from
figure 27 and 30 are able to generate arbitrary views within 180 degrees.  
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Figure 31: Dynamic demo application. This figure is a composition of the different
views generated with the relief renderer. The viewing angle is ~90 degrees. The
animation is frozen in time but not in orientation.   

 
 

 
Figure 32: Dynamic demo application. Another compilation of the dynamic image-based
object. Here, the animation is frozen at a frame where the depth is obvious. The right leg shows
a good example of how the depth information deforms the input data to be represented correctly
in space.    
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6 Conclusions and Future Work 
 
 
 
This diploma work started out as a research study in image-based rendering. The 
goal was to develop an image-based technique using video cameras, based upon 
existing or newly developed methods. By reading a lot of scientific papers, the idea 
of a relief rendering system able of processing dynamic image-based content was 
formed. This prototype can be considered as a solution to the problem given in the 
beginning of this diploma period, stated in section 1.1. Of course, the idea had to be 
tested to decide if it is realistic and logical. Before building the actual hardware, 
each step in the pipeline must be tested to see if the structure holds or not. By 
executing the system prototype in an ‘off-line’ process, we have produced results 
which would be equal to those produced by the real system, if it would have been 
built. The results are looking good and the system is able of generating new views 
within 180 degrees of the two static recording positions. The actual building of the 
hardware system requires time and a crew, which were not able during this period. 
Also, optimizations are required for the system to produce renderings in real-time. 
This work might be continued later on or be taken over by other diploma workers. If 
this work is continued, we have ideas and suggestions on what has to be changed 
and added. 
 
 

• To begin with, the system must be built. How this can be done is 
explained in chapter 3. This process requires up to ten digital video 
cameras, a complete recording scene and a computer network able of 
processing all the data. 

 
• The algorithm code is currently written in Matlab. This software was 

used to establish relatively quick results by using all the built-in 
computer vision tools available in this package. Now, when the 
algorithm is formed and developed, the conversion to C++ might be 
easier. The algorithms used in a real-time system must be written in 
C++, for optimization purposes. 

 
• In this thesis, the filter-based stereo correspondence algorithm is the 

only method examined and used. It would be necessary to compare this 
with different methods to be sure which one is the most excellent for 
our prototype. 

 
• The most important step is the optimization of the depth 

approximations. By using C++, this would decrease the calculation 
time enormously. By down-sampling the input data, the depth maps 
would be generated faster but with lower quality, although good 
enough for the system. So far, the algorithms work on the whole image, 
when generating depth, when removing errors and when smoothing the 
depth maps. By using the silhouette as a region boundary and applying 
the algorithms only inside this area, the process would become much 
faster. A recorded object only fills the screen by 30-50% normally, and 
if this information is used to restrict the region used by the algorithms, 
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the optimization would be huge. As the silhouette is easy to find, this 
must be relatively simple to solve. 

 
• The relief engine should be able to import real or virtual backgrounds. 

Now, the image-based objects can only be viewed on a single-colored 
background. 

 
• In the future, when the code is optimized and the computer power is 

increased, the resolution of both the input and the output data must be 
higher. 256x256 pixels are not enough to produce high quality film. 

 
 
If these suggestions are implemented, the system in chapter 3 would probably work. 
Another interesting technology suited for this type of system is laser scanners. It 
would be exciting to use a couple of those to derive depth, instead of using an image-
pair to estimate depth by correspondence. Anyway, our pipeline works, but the 
question is, will the system built on it work in real-time? 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 A diploma work by Niklas Bakos, Norrköping, 2002-05-08 
 
 
 
 
  __________________________________ 
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Appendix A – Matlab Code with Comments 
 
 
 
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%     
 
Depth Map Approximation from 
Correlation and Intensity-based Stereo Imagepairs 
using a Set of Linear Spatial Filters 
 
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%% 
 
clear all 
 
% Read and split an image-pair. Use one color channel for grayscale mode. 
fprintf (1, 'Reading input data...\n'); 
imagepair = imread(<<image-pair>>); 
x_middle = size(imagepair,2) / 2; 
image1=imagepair(:,1:x_middle,:); 
image2=imagepair(:,x_middle:2*x_middle-1,:); 
image1gray=image1(:,:,1); 
image2gray=image2(:,:,1); 
clear imagepair; 
 
% Resize the input image data for optimization purpose. 
scaling = 1; 
image1gray=imresize(image1gray, scaling, 'bicubic'); 
image2gray=imresize(image2gray, scaling, 'bicubic'); 
 
% Use the stereo image-pair to generate a depth map. 
fprintf (1, 'Creating depth map approximation...'); 
depth = depth(image1gray', image2gray'); 
 
% Use the left image to create an image silhouette. 
fprintf (1, 'Creating silhouette...\n'); 
[silhouette, newimage] = silhouette(image1); 
 
% Use the silhouette and the depth map to find and remove errors and background 
% elements. 
fprintf (1, 'Removing errors...\n'); 
fprintf (1, 'Smoothing depthmap...\n'); 
fprintf (1, 'Removing background elements...\n'); 
final = lessnoise(depth, silhouette, scaling); 
 
% Finally, write the depth map and the image containing no background to disk 
imwrite(final, <<depthmap>>); 
imwrite(newimage, <<newimage>>); 
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function depthmap = depth(image1, image2); 
 
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%               
User settings 
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%% 
 
maxdisp = 10;             & Amount of pixels used for finding correspondence      
filtersused = 1:6;         & Filters used (1-9)                                  
fsize = 11;                   & Size of the filter (11x11)    
fsigma = 2;                  & The value of sigma (used when creating Gaussian functions
       
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%% 
 
% Get image size. 
xsize = size(image1,1); 
ysize = size(image1,2); 
 
% Generate 1-9 filters according to [Jones&Malik]. 
filters = genfilts(fsize, fsigma); 
 
% Convolve input images with the gauss-filters and create normalized 
% response vectors with the function prenormalize. 
normalize_factors = prenormalize(image1, image2, filters); 
 
% Total filter used (1-9). 
numfilters = size(filtersused,2); 
 
% Create a surface boundary for the filter to operate within. 
frad = (fsize - 1) /2;  % Half the filter size 
 
% Create a default depthmap (containing zeros). 
imagesize = size(image1); 
depthmap = zeros([imagesize(1), imagesize(2)]); 
 
% Add a timer 
tic; 
 
% Start matching algorithm to find correspondence. 
% For every y-pixel within the defined surface, do the following… 
for pixel_j = 1+frad : imagesize(2) - frad; 
    
    clear T_filter_2; 
 
    % Define filter range. 
    ymin = pixel_j - frad; 
    ymax = pixel_j + frad; 
    yrange = ymin : ymax; 
         
    for i=filtersused 
        % Convolve image2 with all the filters (within a specific area), then add the 
         % belonging normalized response vector.  
        T_filter_2(:,:) = conv2(image2(:, ymin:ymax), filters(:,:,i), 'valid'); 
         filter_2(:,:,i) = T_filter_2(:,:)*normalize_factors(i,2); 
    end 
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  % For every x-pixel on the current row within the defined surface, do the following… 
    for pixel_i = 1+frad : imagesize(1) - frad; 
       
       % Define filter range. 
        xmin = pixel_i - frad; 
        xmax = pixel_i + frad; 
        xrange = xmin : xmax; 
 
        for i=filtersused 
           % Convolve image1 with all the filters (within a specific area), then add the 
           % belonging normalized response vector.  
            T_filter_1 = conv2(image1(xrange, yrange), filters(:,:,i),'valid'); 
             filter_1(i) = T_filter_1*normalize_factors(i,1); 
        end 
         
       & Define the correspondence search area (horizontal only!) 
        pixmin =  max(1 + frad, pixel_i - maxdisp) - frad; 
        pixmax =  min(imagesize(1) - frad, pixel_i + maxdisp) - frad; 
 
       & Find the correspondent pixels in image1 and image2 by analyzing the 
       & minimum error of the pixel intensity within a specific area defined by the  
       & correspondence search area from above. 
        k = minimum_error(filter_1, filter_2(pixmin:pixmax, :, :), numfilters); 
 
       & Assign a ‘depth’ value for each pixel in the image. 
        depthmap(pixel_i, pixel_j) = [k+pixmin-pixel_i+frad]; 
    end 
 
    & Print a dot for each completed row. 
    fprintf(1, '.'); 
end 
 
& End timer. 
toc; 
 
& Normalize and rotate depth map. 
depthmap = 1-((depthmap-min(min(depthmap))) / (max(max(depthmap)) - 
min(min(depthmap)))); 
depthmap = depthmap'; 
 
 
function gfilts = genfilts(filtsize, sigma); 
 
& This function generates nine filters based on rotations of derivatives and 
& crossproducts of Gaussians. 
 
& Filter range. 
xrange = -(filtsize-1)/2:(filtsize-1) / 2; 
xact = -filtsize+1 : filtsize-1; 
 
% Useful minimum bound. 
minpt = (filtsize-1)/2+1; 
maxpt = 3*(filtsize-1)/2+1; 
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& Define Gaussian functions. 
g0 = gauss(xact,sigma,0); 
g1 = gauss(xact,sigma,1); 
g2 = gauss(xact,sigma,2); 
g3 = gauss(xact,sigma,3); 
 
% Create 1st derivative Gaussian filters. 
gfilts(:,:,1) = g0(minpt:maxpt)'*g1(minpt:maxpt); 
gfilts(:,:,2) = g1(minpt:maxpt)'*g0(minpt:maxpt); 
 
% Create 2nd derivative Gaussian filters. 
gfilts(:,:,3) = g0(minpt:maxpt)'*g2(minpt:maxpt); 
posrot = (imrotate(g0'*g2,  120, 'bilinear', 'crop')); 
negrot = (imrotate(g0'*g2, -120, 'bilinear', 'crop')); 
gfilts(:,:,4) = posrot(minpt:maxpt, minpt:maxpt); 
gfilts(:,:,5) = negrot(minpt:maxpt, minpt:maxpt); 
 
% Create 3rd derivative Gaussian filters. 
gfilts(:,:,6) = g0(minpt:maxpt)'*g3(minpt:maxpt); 
gfilts(:,:,7) = g3(minpt:maxpt)'*g0(minpt:maxpt); 
posrot = (imrotate(g0'*g3,  45, 'bilinear', 'crop')); 
negrot = (imrotate(g0'*g3, -45, 'bilinear', 'crop')); 
gfilts(:,:,8) = posrot(minpt:maxpt,minpt:maxpt); 
gfilts(:,:,9) = negrot(minpt:maxpt,minpt:maxpt); 
 
 
function y = Gauss(x,sigma,d); 
 
% Define the default Gaussian function and its derivatives. 
 
z=x/sigma; 
g0=(1/(sigma*sqrt(2*pi)))*exp(-(z.*z) /2); 
 
if d == 0  
   y = g0; 
elseif d == 1 
   y = -(1/sigma)*z.*g0; 
elseif d == 2 
   y = (1/sigma*sigma)*((z.*z)-1).*g0; 
elseif d == 3 
   y = -(1/sigma*sigma*sigma)*((z.*z.*z)-3*z).*g0; 
else 
    error('Only 3 derivations available'); 
end 
 
 
function prenorms = prenormalize(image1, image2, filters); 
 
& This function creates the normalized response vectors used for the matching later. 
 
xsize = size(image1,1); 
ysize = size(image1,2); 
 
numfilters = size(filters,3); 
 
% Convolve image1 and image2 through all 9 filters. 
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for i=1:numfilters 
    response1a(:,:) = conv2(image1, filters(:,:,i), 'same'); 
    response2a(:,:) = conv2(image2, filters(:,:,i), 'same'); 
 
    % Reshape response vectors to fit input images. 
    response1 = reshape(response1a, xsize*ysize, 1); 
    response2 = reshape(response2a, xsize*ysize, 1); 
 
    % Normalize response vectors. 
    prenorms(i,1) = 1 / (max(max(response1)) - min(min(response1))); 
    prenorms(i,2) = 1 / (max(max(response2)) - min(min(response2)));     
end 
 
 
function k = minimum_error(filter_1, filter_2, numfilters); 
 
% Set initial error value (extremely high). 
min_error = 1000; 
 
% Search the defined area for correspondence… 
for point_i = 1:size(filter_2,1) 
  for point_j = 1:size(filter_2,2) 
 
     % Reshape filter2 to match filter1. 
      a = reshape(filter_2(point_i, point_j, :),1,numfilters); 
     % Get the sum of the squared differences of the individual filters. 
      err = sum((filter_1 - a).^ 2) / numfilters; 
 
     % Minimize the differences between pixel intensities of image1 and image2 to find 
     % the best correspondence. 
      if err < min_error 
         k = point_i - 1; 
         min_error = err; 
      end 
  end 
end 
 
 
function [slh, newimage1] = silhouette(image1); 
 
% This function generates an image silhouette from an input image. 
% Convert the color space to HSV to be able to extract a single color. 
hsvpic = rgb2hsv(image1); 
bgrm=hsvpic; 
 
% Assuming the majority of the image consists of one color (i.e. a blue screen), the 
% background color is found by calculating the median of the image. 
minbound=median(median(hsvpic(:,:,1)))-0.05; 
maxbound=median(median(hsvpic(:,:,1)))+0.05; 
 
% Remove the background by thresholding the image. 
for i=1:size(hsvpic,1) 
    for j=1:size(hsvpic,2) 
        if (hsvpic(i,j,1)>minbound & hsvpic(i,j,1)<maxbound) 
            bgrm(i,j,:)=0; 
        end 
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    end 
end 
 
nonbg=hsv2rgb(bgrm); 
slh=nonbg; 
newimage1=image1; 
 
% Create the silhouette 
for i=1:size(nonbg,1) 
    for j=1:size(nonbg,2) 
        if (nonbg(i,j) ~= 0) 
            slh(i,j,:)=1; 
        end 
    end 
end 
 
 
function B = lessnoise(B,S,scaling); 
 
% This function finds and eliminates noise and errors generated by the depth map 
% algorithm.  
 
% Define Robertson edge detection operators. 
H1=[1 1 1; 1 -2 1;-1 -1 -1]; 
H3=[-1 1 1; -1 -2 1;-1 1 1]; 
 
% Convolve edge detectors with depth map to find the noise and errors. 
b1=filter2(H1,B); 
b3=filter2(H3,B); 
bild1=sqrt((b1.^2)+(b3.^2)); 
 
% Normalize the convolved image 
bild1 = ((bild1-min(min(bild1))) / (max(max(bild1)) - min(min(bild1)))); 
 
% Remove eventual object edges and save only the noise and errors. 
for i=1:size(bild1,1) 
    for j=1:size(bild1,2) 
        if bild1(i,j) >0.07 
           bild1(i,j)=0; 
        else 
           bild1(i,j)=1; 
        end 
    end 
end 
 
% Use the information about error and noise position to repair the depth map by 
% adding pixel values from neighbor pixels. 
for i=3:size(B,1) 
    for j=3:size(B,2) 
        if bild1(i,j) ~= 1 
           B(i,j)=B(i-2,j); 
        end 
   end 
end 
 
% If the original image was rescaled, resize it to the default resolution. 
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B = imresize(B, (1/scaling), 'bicubic'); 
 
% Smooth the depth map by sending it to the blurring function. 
B = blurring(B); 
 
% Use silhouette to remove background elements from the original depth map. 
for i=1:size(S,1) 
    for j=3:size(S,2) 
        if S(i,j) ~= 1 
           B(i,j)=0; 
        end 
   end 
end 
 
 
function f2 = blurring(w); 
 
% Initialize the Gaussian blur function. 
n=11; 
sigma=2; 
filter1=d2gauss(n,sigma); 
 
% Convolve the depth map with the Gaussian blur filter. 
f1=conv2(w,filter1,'same'); 
 
% Normalize the blurred depth map and increase the brightness. 
f1 = 220*(f1-min(min(f1))) / (max(max(f1)) - min(min(f1))); 
f2=uint8(f1); 
 
 
function h = d2gauss(n,sigma) 
 
% Define the Gaussian blur function. 
 
for i = 1 : n  
    for j = 1 : n 
        u = [j-(n+1)/2 i-(n+1)/2]; 
        h(i,j) = (1/sqrt(2*pi*(sigma^2)))*exp(-u(1)^2/(2*(sigma^2)))* 
                    exp(- u(2)^2/(2*(sigma^2))); 
    end 
end 
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Appendix B – Matlab Functions 
 
 
 
 
CONV2 Two dimensional convolution. 
    C = CONV2(A, B) performs the 2-D convolution of matrices 
    A and B.   If [ma,na] = size(A) and [mb,nb] = size(B), then 
    size(C) = [ma+mb-1,na+nb-1]. 
    C = CONV2(HCOL, HROW, A) convolves A separably with HCOL 
    in the column direction and HROW in the row direction. 
    HCOL and HROW should both be vectors. 
  
    C = CONV2( ... ,'shape') returns a subsection of the 2-D 
    convolution with size specified by 'shape': 
      'full'  - (default) returns the full 2-D convolution, 
      'same'  - returns the central part of the convolution 
                that is the same size as A. 
      'valid' - returns only those parts of the convolution 
                that are computed without the zero-padded 
                edges. size(C) = [ma-mb+1,na-nb+1] when 
                all(size(A) >= size(B)), otherwise C is empty. 
 
 
DOUBLE Convert to double precision. 
    DOUBLE(X) returns the double precision value for X. 
    If X is already a double precision array, DOUBLE has 
    no effect. 
  
    DOUBLE is called for the expressions in FOR, IF, and WHILE loops 
    if the expression isn't already double precision.  DOUBLE should 
    be overloaded for all objects where it makes sense to convert it 
    into a double precision value. 
 
 
FILTER2 Two-dimensional digital filter. 
    Y = FILTER2(B,X) filters the data in X with the 2-D FIR 
    filter in the matrix B.  The result, Y, is computed  
    using 2-D correlation and is the same size as X.  
  
    Y = FILTER2(B,X,'shape') returns Y computed via 2-D 
    correlation with size specified by 'shape': 
      'same'  - (default) returns the central part of the  
                correlation that is the same size as X. 
      'valid' - returns only those parts of the correlation 
                that are computed without the zero-padded 
                edges, size(Y) < size(X). 
      'full'  - returns the full 2-D correlation,  
                size(Y) > size(X). 
  
    FILTER2 uses CONV2 to do most of the work.  2-D correlation 
    is related to 2-D convolution by a 180 degree rotation of the filter matrix. 
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IMROTATE Rotate image. 
    B = IMROTATE(A,ANGLE,METHOD) rotates the image A by ANGLE 
    degrees in a counter-clockwise direction, using the specified 
    interpolation method. METHOD is a string that can have one of 
    these values: 
  
         'nearest'  (default) nearest neighbor interpolation 
  
         'bilinear' bilinear interpolation 
  
         'bicubic'  bicubic interpolation 
  
    If you omit the METHOD argument, IMROTATE uses the default 
    method of 'nearest'. To rotate the image clockwise, specify a 
    negative angle. 
 
 
RESHAPE Change size. 
    RESHAPE(X,M,N) returns the M-by-N matrix whose elements 
    are taken columnwise from X.  An error results if X does 
    not have M*N elements. 
  
    RESHAPE(X,M,N,P,...) returns an N-D array with the same 
    elements as X but reshaped to have the size M-by-N-by-P-by-... 
    M*N*P*... must be the same as PROD(SIZE(X)). 
  
    RESHAPE(X,[M N P ...]) is the same thing. 
  
    RESHAPE(X,...,[],...) calculates the length of the dimension 
    represented by [], such that the product of the dimensions  
    equals PROD(SIZE(X)). PROD(SIZE(X)) must be evenly divisible  
    by the product of the known dimensions. You can use only one  
    occurrence of []. 
  
    In general, RESHAPE(X,SIZ) returns an N-D array with the same 
    elements as X but reshaped to the size SIZ.  PROD(SIZ) must be 
    the same as PROD(SIZE(X)). 
 
 
RGB2HSV Convert red-green-blue colors to hue-saturation-value. 
    H = RGB2HSV(M) converts an RGB color map to an HSV color map. 
    Each map is a matrix with any number of rows, exactly three columns, 
    and elements in the interval 0 to 1.  The columns of the input matrix, 
    M, represent intensity of red, blue and green, respectively.  The 
    columns of the resulting output matrix, H, represent hue, saturation 
    and color value, respectively. 
  
    HSV = RGB2HSV(RGB) converts the RGB image RGB (3-D array) to the 
    equivalent HSV image HSV (3-D array). 
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SUM Sum of elements. 
    For vectors, SUM(X) is the sum of the elements of X. For 
    matrices, SUM(X) is a row vector with the sum over each 
    column. For N-D arrays, SUM(X) operates along the first 
    non-singleton dimension. 
  
    SUM(X,DIM) sums along the dimension DIM.  
  
    Example: If X = [0 1 2 
                     3 4 5] 
  
    then sum(X,1) is [3 5 7] and sum(X,2) is [ 3 
                                              12]; 
  
 
UINT8 Convert to unsigned 8-bit integer. 
    I = UINT8(X) converts the elements of array X into unsigned 8-bit 
    integers. X can be any numeric object (such as a DOUBLE). The values 
    of a UINT8 range from 0 to 255.  Values outside this range are 
    mapped to 0 or 255. If X is already an unsigned 8-bit integer array, 
    UINT8 has no effect. 
  
    The UINT8 class is primarily meant to be used to store integer values. 
    Hence most operations that manipulate arrays without changing their 
    elements are defined (examples are RESHAPE, SIZE, subscripted 
    assignment and reference, the relational operators, and the logical 
    operators).  No math operations are defined for the UINT8 since such 
    operations are ambiguous on the boundary of the set (for example they 
    could wrap or truncate there). 
  
    You can define your own methods for the UINT8 (as you can for any 
    object) by placing the appropriately named method in an @uint8 
    directory within a directory on your path. 
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