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Sammanfattning 
Abstract 
Face detection is a classical application of object detection. There are many practical applications in 
which face detection is the first step; face recognition, video surveillance, image database 
management, video coding. 
 
This report presents the results of an implementation of the AdaBoost algorithm to train a Strong 
Classifier to be used for face detection. The AdaBoost algorithm is fast and shows a low false 
detection rate, two characteristics which are important for face detection algorithms. 
 
The application is an implementation of the AdaBoost algorithm with several command-line 
executables that support testing of the algorithm. The training and detection algorithms are 
separated from the rest of the application by a well defined interface to allow reuse as a software 
library. 
 
The source code is documented using the JavaDoc-standard, and CppDoc is then used to produce 
detailed information on classes and relationships in html format. 
 
The implemented algorithm is found to produce relatively high detection rate and low false alarm 
rate, considering the badly suited training data used.  
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Abstract 
Face detection is a classical application of object detection. There are many practical 
applications in which face detection is the first step; face recognition, video surveillance, 
image database management, video coding.  
 
This report presents the results of an implementation of the AdaBoost algorithm to train a 
Strong Classifier to be used for face detection. The AdaBoost algorithm is fast and shows a 
low false detection rate, two characteristics which are important for face detection algorithms. 
 
The application is an implementation of the AdaBoost algorithm with several command-line 
executables that support testing of the algorithm. The training and detection algorithms are 
separated from the rest of the application by a well defined interface to allow reuse as a 
software library.  
 
The source code is documented using the JavaDoc-standard, and CppDoc is then used to 
produce detailed information on classes and relationships in html format.  
 
The implemented algorithm is found to produce relatively high detection rate and low false 
alarm rate, considering the badly suited training data used. 
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1 Introduction 
Face detection in images is a classical application of object detection. The problem it presents 
contains several difficulties. There is an immense number of different sizes, shapes, 
reflections, textures, and colors of faces. Lighting conditions may vary. Also the position and 
orientation of the face may vary. Furthermore, faces are almost always partially obstructed by 
hair, glasses or other things. This put together makes the problem of face detection one of vast 
complexity, still waiting for a complete solution. 
 
The problem of face detection is not only a problem well suited for testing object detection 
algorithms, it is also one that has many practical applications. Face detection is the first step 
in more complex applications; face recognition, video surveillance, image database 
management, video coding.  
 
There are several approaches available for face detection. Skin color may be used for a first 
detection. Neural networks may be trained using a large number of examples. Also features, 
e.g. eyes, nose, and mouth, may be individually detected and then, if they can be combined to 
form a face, a detection is made. 
 
The goal of this master thesis work was to implement, train, and test a fast face detector. 
Additional goals were to write commented and easy-to-read code and that the code of the face 
detector was to be separated from that of the user interface, allowing the face detector code to 
be reused. 
 
This report presents the results of an implementation of the AdaBoost algorithm, used to train 
a strong classifier to be used for face detection. The AdaBoost algorithm is fast and shows a 
low false detection rate, two characteristics which are important for face detection algorithms. 
 
The classifier is built in a cascade to make the first layers very simple and fast. With 
increasing number of layers, the complexity of the layer increases, as does the accuracy of the 
detector. In this way, the mean number of operations for candidate regions is kept very low. 
 
The application is an implementation of the AdaBoost algorithm with several command-line 
executables that support testing of the algorithm. The training and algorithms are separated 
from the rest of the application by a well defined interface to allow reuse as a software library.  
 
The source code is documented using the JavaDoc-standard, and CppDoc is then used to 
produce detailed information on classes and relationships in html format.  
 

1.1 Outline of the Report 
In Chapter 2 the concept of boosting is described. The boosting algorithm to be implemented, 
AdaBoost, as well as the strong classifier cascade is described along with the main stages 
needed in the application of AdaBoost. The weak and strong classifiers are described in detail 
and the chosen weak classifiers are defined. Also the concepts of the computation efficient 
integral image and the squared integral image are introduced. 
 
Chapter 3 contains a description of the application; the different stages in the application, 
from training of the weak and strong classifiers through filtering the detected faces and finally 
the verification stage, and also the external libraries used in the implementation. 



5 

Chapter 4 contains a description of the stages in the implementation as well the inputs and 
outputs for each stage. 
 
Chapter 5 describes the training sets used. The content of each training set, as well as the 
number of individuals depicted and total number of images are presented. Both negative and 
positive examples are described as well as verification images and their ground truth 
information. 
 
The experimental results from the master thesis work are shown in Chapter 6. It consists of a 
description of the trained cascades used for testing, results for the different test sets for each 
of the cascades. It also contains example images from the test sets with marked detections. 
Additionally, receiver operator characteristics are computed for one of the cascades, by using 
a classifier bias. 
 
Chapter 7 contains conclusion drawn from this thesis work. 
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2 Object Detection Using AdaBoost 
The implemented algorithm is a variant of AdaBoost as presented in [2]. The learning process 
is slow, but once trained, the detection is very quick. The algorithm is applicable for any 
object recognition task, but here it will be used for face detection.  

2.1 Boosting 
Boosting refers to the general technique of combining several weak classifiers into one strong 
classifier with very high precision by training the strong classifier. The weak classifiers need 
only be a little better than random for this method to work. The basic idea is to let the weak 
classifiers take a “vote” on the outcome. Each classifier is then weighted according to its 
precision, so that the vote of a weak classifier with low precision becomes less important to 
the strong classifier, than that of a weak classifier with high precision.  

2.2 Algorithm Overview 
The algorithm uses three stages, two learning stages and one classification stage: 

• Learning: 
o Finding weak classifiers 

Weak classifiers are generated and trained. Each weak classifier is made up of 
one configuration of a simple rectangular feature classifier. By using brute 
force all weak classifiers are evaluated on the training set. The training set 
consists of equally sized, scaled pictures of faces, as well as images that do not 
contain faces. 

o Defining the strong classifier 
The strong classifier is trained using the training set. A strong classifier is 
made up of a number of weak classifiers. To form a strong classifier, weak 
classifiers are added until sufficiently low false detection rate is reached. In 
practice the number of weak classifiers added is determined by trial and error.  

• Classification: 
o Detection  

The weak classifiers are scaled to detect different sized faces and the strong 
classifier is applied to candidate regions of a picture.  

 
The above describes the training using the AdaBoost algorithm and the application of the 
resulting strong classifier. The application is not necessarily very fast. To increase processing 
speed, a number of strong classifiers are used. They are organized in a degenerate decision 
tree, the Attentional Cascade, where one strong classifier only processes the sub-images 
which were classified as faces by the previous strong classifier. The first strong classifier 
consists of only a few weak classifiers and is followed by strong classifiers of increasing 
complexity, making the average number of weak classifiers evaluated per rejected sub-image 
lower. 
 
The weak classifiers are treated in section 2.3, and how to combine them into strong 
classifiers in section 2.4. Section 2.5 describes how the strong classifiers are organized into a 
cascade, and, finally section 2.6 treats how to apply the cascade on images, i.e. how to 
execute the detection step. 
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2.3 The Weak Classifier 
For the AdaBoost algorithm to work, several weak classifiers are needed. To achieve this, 
features, that can be seen as simple geometric shapes are generated. The rectangles of the 
simple geometric shapes are the areas that the positive and negative sums are calculated over, 
to produce the scalar function that is the actual feature. Each feature is combined with a 
simple decision rule and trained to form the weak classifiers needed for the boosting.  
 
There are three types of weak classifiers used. Two-, three- and four-rectangle features. The 
rectangles are of equal sizes and adjacent. The two rectangle feature is used in horizontal as 
well as vertical orientation. Examples of the three types of features, as well as both 
orientations of the two-rectangle feature, are shown in Figure 1. 
 

 
Figure 1 Example features. Two rectangle feature, horizontal and vertical, three rectangle feature and 

four rectangle feature. 
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Figure 2 Example of a weak classifier applied to a sub-image region of the image. 

 
As shown in Figure 2, the weak classifier is applied to a sub-image region of the image. The 
sub-image is here shown by the rectangle around Uncle Fester’s head. The darker and lighter 
rectangles show the rectangles of the feature.  
 
The pixels under the feature’s dark rectangles are summed and subtracted from the sum under 
its white rectangle, and the result is compared to a value determined during training. Thus 
each weak classifier uses a simple step function to determine if the sub-image depicts the 
object: 

⎩
⎨
⎧ <

=
otherwise

pxgp
xh jjjj

j 0
)(,1

)(
θ

 (1)  

Where jg  is the feature function applied to sub-image x, jθ  is the threshold and jp  is the 
parity, which indicates the direction of the inequality sign as stated in [2]. 1)( =xh j  indicates 
that the sub-image x is a face. 
 
When applying the weak classifier to a sub-image, that sub-image is normalized to reduce 
sensitivity to different lighting conditions. The normalization is achieved by subtracting the 
mean of the sub-image and then dividing each pixel in the sub-image by the standard 
deviation. This can be done for the entire weak classifier after the application of the feature, 
achieving a normalized feature:  
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PiPij
Pij

Mmxg
xf

σ
−

=
)(

)(   (2)  
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Where Piσ  is the standard deviation of positive example i , M is the number of pixels in the 
sub-image, Pim  is the mean value. Normalization of negative examples and other sub-images 
that the feature is applied to is done analogously. This is gives us the normalized weak 
classifier: 

⎩
⎨
⎧ <

=
otherwise

pxfp
xh jjjj

j 0
)(,1

)(
θ

 (3)  

The training set contains grey scale images of equal size, typically 24x24 pixels. This format 
presents a considerable amount of feature combinations, it is still limited and all combinations 
can be examined. 
 
There is one set of positive examples ( }{ PiP xX = ) and one set of negative examples 
( }{ NiN xX = ). 
 
Further details on the training of the weak classifier are found in section 3.2. 

2.4 AdaBoost 
The AdaBoost algorithm aims to use several weak classifiers to combine them into one strong 
classifier. Here, a variant of AdaBoost for aggressive feature selection, as described in [2], is 
used to select the features best suited for the classifier, as defined in Table 1.  
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Table 1 The AdaBoost algorithm, which is used to train the strong classifiers. Table from [2]. 
• Given example images ),( , . . . ),,( 11 nn yxyx  where 1 ,0=iy  for negative and positive 

examples respectively. 

• Initialize weights 
lm

w i 2
1 ,

2
1

,1 =  respectively, where m  and l  are the number of 

negatives and positives respectively and ni ,...,1= . 
• Choose T  weak classifiers. 

For Tt  ..., ,1=  
1. Normalize the weights, 

      
∑
=

← n

j
jt

it
it

w

w
w

1
,

,
,  

so that tw  is a probability distribution. 
2. For each feature, j , train a classifier jh  which is restricted to using a single 

feature. The error is evaluated with respect to tw ,  

      ∑ −=
i

iijij yxhw )(ε . 

3. Choose the classifier, th , with the lowest error, tε . 
4. Update the weights: 

      ie
titit ww −

+ = 1
,,1 β  

where 0=ie  if example ix  is classified correctly, 1=ie  otherwise, and 

t

t
t ε

εβ
−

=
1

. 

• The final strong classifier is: 

      
⎪⎩

⎪
⎨
⎧

≥= ∑ ∑
= =

otherwise,0
2
1)(,1)( 1 1

T

t

T

t
ttt xhxh αα  

where 
t

t β
α 1log= . 

 
 
 
In each step the weak classifier jh  with the lowest error is chosen, i.e. the classifier which 
correctly classifies the largest number of example images. Each weak classifier may only be 
chosen once. 
 
This is repeated until T  weak classifiers are included in the trained strong classifier. In the 
implemented variant of the AdaBoost algorithm T  is known beforehand and input into the 
algorithm. 
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Figure 3 The weak classifiers in the strong classifier. 

 
The result is a strong classifier as depicted in Figure 3, where the sub-image is input to the 
strong classifier, and thus to its weak classifiers. The weak classifiers vote on the outcome to 
decide if this is a face or not. 

2.5 The Attentional Cascade 
To achieve efficient processing, the strong classifier will be implemented as a cascade of 
several strong classifiers, as shown in Figure 4.  
 

��� ������������

���� ���� ����

� 	 
 ������
������������

��������������
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Figure 4 The cascade of strong classifiers, figure after [2]. 
 
A sub-image must pass all classifiers in order to be accepted as a face. This leads to a very 
low number of classifiers being applied to each sub-image, since the vast majority of sub-
images are rejected by failing one of the first strong classifiers. The occurrence of faces in 
images is very rare; in fact it is rather close to zero, and thus the full cascade is very seldom 
applied to a sub-image.  
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The fact that a sub-image must pass all strong classifiers makes a high detection rate 
imperative. The total detection rate of the cascade is: 

∏
=

=
K

i
idD

1

 (4)  

Where id  is the detection rate of stage i  in the cascade and K  is the total number of stages. 
Thus to achieve a detection rate of 0.9 for a 10 stage cascade, each stage needs a detection 
rate of about 0.99.  
 
The false detection rate is given by: 

∏
=

=
K

i
ifF

1

 (5)  

Where if  is the false positive rate of stage i  in the cascade and K  is the total number of 
stages. To achieve a low false detection rate, each stage in the cascade needs only a very 
reasonable level. A false detection rate of 30% in each stage would yield a total rate of 

106 30.0106 ≈× − .   
 

2.6 Applying the Cascade of Strong Classifiers 
How to train the cascade of strong classifiers is described in 3.3. 
 
The result from the training is a complete cascade of strong classifiers, ready to be applied to 
any sub-image. To detect faces the image is scanned by selecting one sub-image at a time and 
then applying the cascade to classify the sub-image as a face or not a face. During the 
application of the cascade an integral image and a squared integral image are used, which 
makes the calculation of the sum independent of the size of the sub-image to be tested. 

2.6.1 Example 
To clarify how the trained cascade is applied to an image two examples are presented. 
 
The image at the top left of Figure 5 is being scanned for faces. In this process one sub-image 
at a time is selected and the cascade is applied to it, to classify it as a face or not a face. In the 
course of scanning the image, a sub-image is selected as shown. Then the weak classifiers of 
the first layer are applied to the sub-image to determine if it is a face or not. The first weak 
classifier is applied and the sum of the pixels under the dark rectangle is subtracted from the 
sum of the pixels under the light rectangle. This value is compared to the threshold value 
according to equation 1, the same threshold value that was determined during training of the 
weak classifier. The result is that the first weak classifier does not classify this sub-image as a 
face. The second and third weak classifiers are applied to the sub-image in the same way, and 
both of them classify the sub-image as a face. Then, with a two against one vote, the weak 
classifiers decide that the first strong classifier is to classify this sub-image as a face. Thus the 
sub-image is passed on to the second strong classifier.  
 
The procedure is repeated for the second strong classifier. All of the weak classifiers of the 
second and following, until the Nth, strong classifiers are applied to the sub-image and they 
take a vote on the classification. As long as a strong classifier classifies the sub-image as a 
face, which is the case in this example, it is passed on to the next strong classifier. The 
application of the weak classifiers of the second and following layers are not shown in Figure 
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5 for lack of space. Should all strong classifiers classify the sub-image as a face, the sub-
image is reported as a face detection. 
 

 
Figure 5 Example of the processing of a sub-image depicting a face. 

 
 
In Figure 6 we are half-way through the scanning, when the sub-image is selected, as shown. 
This sub-image clearly does not depict a face. The first strong classifier of the cascade is 
applied to the sub-image. This means the weak classifiers of the first strong classifier are in 
turn applied to the sub-image. The first weak classifier decides that the sub-image is a face. 
However, the other two weak classifiers do not classify the sub-image as being a face, making 
the vote two against one. Thus the first strong classifier does not classify this as a face. Since 
one strong classifier in the cascade has rejected the sub-image, it is classified as not being a 
face, by the entire cascade, and no further processing is necessary.  
 
Had this been a real trained cascade, each of the weak classifiers would have been assigned a 
coefficient, tα , during training with AdaBoost, which would determine how its importance in 
the vote for classification in the strong classifier, of which it is a part. This is, however, only 
an example and therefore that part is left out for simplicity. 
 

Face 
detected
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Figure 6 Example of the processing of a sub-image not depicting a face. 

 

2.6.2 Integral Image 
The integral image is a way of speeding up the calculations during the application of a 
cascade. The idea is to calculate the sums for the image only once. For each pixel a sum is 
calculated, as shown in Figure 7. Thus an integral image is created, as shown by Figure 8, by 
using the pixels in the image: 
 

∑
≤
≤

=

yj
xi

ijyx ap ),(  
(6)  

 
Where ),( yxp  is the sum of the pixels located in the area above and to the left of pixel (x, y) 
and aij is the pixel value at pixel (i, j). 

����� 

 
Figure 7 Each pixel in the integration image contains the sum of the grayed rectangle from the image. 

Figure after [2]. 
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Figure 8 The integral image is calculated from the image. 

 
Sums of the rectangles of the features are then calculated by looking up four of the pre-
calculated sums for the corners of the rectangle.  
 
The application of the cascade consists of a series of calculations of sums of rectangles. Using 
four points in the integral image any rectangle in the image can be calculated in constant time. 
In Figure 9 we can see that the sum stored in point p1 equals the sum of pixels in area A etc; 
in concept: p1 = A, p2 = A + B, p3 = A + C, p4 = A + B + C + D. Thus D = p4 – p2 – p3 + p1. 
 

*	*�

*" *$

� +

, -

 
Figure 9 The sum of pixels of a rectangle is calculated using four points in the integral image. Figure 

after [2]. 
 

2.6.3 Integral Image Squared 
During calculations there is also a need for the squared sum of the rectangles. This is to be 
used for calculating the standard deviation for the sub-images, which is then used to 
normalize the sub-image before applying the cascade. The integral image squared is 
calculated and used analogously with the integral image.  
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2.6.4 Scaling and Shifting 
The application of the cascade is not scale dependent. To allow detection of faces of different 
sizes the cascade is applied at different scales to sub-images of corresponding sizes to allow 
detections of faces of different sizes.  
 
When the cascade is applied to a sub-image, all features are scaled to fit the size of that sub-
image. To achieve efficient processing, integer coordinates for the corners of the rectangles of 
the feature are needed. These are produced by rounding off the coordinates using the nearest 
neighbor principle, at the time of application. The feature, and thus the cascade, can then be 
calculated in constant time by using the integral image.  
 
The smallest sub-image, which the cascade is applied to, is the same size as the positive 
training image size, 24x24 pixels. 
 
The cascade is also shifted around the image to test all sub-images in the image. The choice of 
shift step is expressed as a number of pixels of the positive training image size but in the 
current scale.  
 
E.g. if the cascade is scaled to 30x30 pixels and the shift step is 1.5, the resulting step in 
number of pixels in the image, which the cascade is being applied to is 1.5 * 30/24 = 1.875. 
The result is truncated to integer pixel numbers. 
 
Assuming that the scale step is 1.25 and the shift step is 1.5 we get the behavior described 
below. The cascade is first applied to a sub-image of size 24x24pixels at the top left of the 
image and the cascade classifies this sub-image as being a face or not. The next sub-image 
where the cascade is applied is located one pixel (1.5 pixels truncated to 1.0) to the right of 
the previous one. Next time we select a sub-image located 2 pixels to the right of the previous 
one (two times the shift step minus the last position, thus 2*1.5 – 1.0 = 2). The above is 
repeated until the right edge of the image is reached, which will mean that the next sub-image 
is located one pixel below the very first sub-image. This is the repeated pixel by pixel, row by 
row, until the bottom right corner is reached. Then the entire process is repeated for a sub-
image size of 30x30 pixels (scale step times sub-image size, thus 1.25 * 24x24 pixels = 30x30 
pixels). 
 
The sizes of the scale factor and shift step affect the calculation speed as well as the detection 
rate. Greater scale factor and shift step make the calculation faster, but also makes the cascade 
skip several potential faces. The fact that the training data is not perfectly centered and scaled, 
but varies a bit in size and position, makes it possible to make the scale and shift examine less 
than every combination of size and position. 
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3 Adaptations 
This Chapter describes the decisions and adaptations made to the algorithm or application as 
described in [2].   

3.1 Weak Classifier Combinations 
The number of weak classifiers used by Viola and Jones is 45396, whereas this 
implementation uses 54864 classifiers as described below. 

3.1.1 Two-Rectangle Feature Combinations 
In the 24x24 pixel sub-image used for training, the number of combinations, where each 
combination represents a weak classifier, is: 

,...3,2,1,0,...3,2,1,182161
,

24
2

24
2

2 ====∑ ∑ ∑
≤+

=
≤+

=

jiN
yx

xw
iw

yh
h

Hori
j

 
(7)  

The first sum represents the possible positions of the upper left corner of the feature, where 
241 ≤≤ x  and 241 ≤≤ y . The second and third sums represent the possible widths and 

heights of the two rectangles that will fit into the image sub-window. Figure 10 shows an 
example of a horizontal feature and illustrations of w , x  and y .  

 
Figure 10 Example of a horizontal two-rectangle feature. 

 
The vertical orientation represents the same number of combinations VertN 2  as the horizontal 
one. In total VertHori NNN 222 +=  combinations. 

3.1.2 Three-Rectangle Feature Combinations 
The three-rectangle feature consists of three rectangles on a row, where the two outer 
rectangles are white and the inner rectangle is dark or vice versa. Figure 11 shows an example 
of a three-rectangle feature. 
 
The number of combinations for the three-rectangle feature is given, in analogy with the two-
rectangle feature, by: 
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Figure 11 Example of a three-rectangle feature. 

 

3.1.3 Four-Rectangle Feature Combination 
The four-rectangle feature consists of four rectangles in a chessboard pattern. Figure 12 shows 
an example of a four-rectangle feature. 
The number of combinations for the four-rectangle feature is given by: 
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Figure 12 Example of a four-rectangle feature. 

 

3.1.4 Total Combinations 
The total number of combinations from all types of features: 

54864432 =++= NNNNTot   (10)  
 

3.2 Training the Weak Classifier 
As stated in section 2.3, each weak classifier consists of a feature ( jf ), a threshold ( jθ ) and a 
parity ( jp ). For any one weak classifier the feature ( jf ) is constant, thus remains the 
threshold and the parity.  
 
The feature produces a value when invoked on an example sub-image: 

NiNij
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yxf
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=
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  (11)  

Where jf  is the feature, Pix  and Nix is a (positive and negative, respectively) example to 
which it is applied and Piy  and Niy  are the resulting values.  
 
Each weak classifier needs only to be a little better than random to achieve a strong classifier 
by means of boosting [1]. Thus the performance of the weak classifier is not that important 
when using boosting and a very simple training method can be used.  
 
The parity is decided by using the mean values of the resulting values from the positive and 
negative examples: 

))mean()sign(mean( NkPij yyp −=  (12)  
Also the threshold is decided by using the mean values: 
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This would give a 75/25 bias toward the negative side to allow more sub-images to become 
classified as positives. The idea was to boost the detection rate, but it had little or no effect on 
the strong classifier compared to the 50/50 approach. 

3.3 Training the Strong Classifier 
The first layer is trained as shown in Table 1, using negative examples chosen at random from 
the negative images set, which contains images that are larger than the size of the positive 
examples, to allow several sub-images to be selected from it during training. The negative 
examples that were rejected by the first layer are then replaced by new negative examples, 
before starting the training of the next layer. Thus each strong classifier is trained using only 
the examples that were classified as faces by all previous strong classifiers, making false 
positive rate lower with each layer.  
 
For the first three layers the negative examples were chosen at random. The negative 
examples for the subsequent layers were chosen by scanning (i.e. exhaustively selecting each 
possible combination of sub-image size greater than or equal to 24x24 pixels and position) the 
negative example images and thereby choosing the first sub-image, which is not rejected by 
the incomplete cascade. All combinations of sub-image sizes and positions are scanned before 
continuing with the next negative image. 

3.4 Scaling and Shifting 
All test results use the scale factor 1.25. The size of the sub-image is truncated to an integer. 
All test results use the shift step 1.5, i.e. the cascade is applied at intervals equaling 1.5 pixels 
in the original scale but scaled up to the current size of the sub-image. Both these numbers 
were used successfully by Viola and Jones, see [2]. 
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4 Implementation 
The training stages and application of the cascade was implemented as a statically linked 
library. All usage of the library is done through the interface class FaceDetector.  
 
The weak classifier training stage, the strong classifier training stage, and the detection stage 
was implemented as small command line applications, with a few command line arguments, 
that used the FaceDetector library. 
 
The filter and verification stages were implemented as small stand-alone command line 
applications, which did not need the FaceDetector library.  
 
All applications and the library were implemented in C++. 

4.1 Application Overview 
The application has four stages: 

• Weak classifier training 
• Strong classifier training 
• Face detection 
• Filter 
• Verification 

Each stage produces a human-readable text-file, which is used in the next stage. This allows 
output to be inspected. It also gives the possibility to perform single stages, without restarting 
the entire calculation process. 
 
Formats and contents of the files types specified as input or output files are described in 
Appendix B. 

4.2 Weak Classifier Training Stage 
This stage generates and trains the weak classifiers using the positive and negative example 
images pointed out by the examples files.  
 
Input: 

• Positive examples file  
• Negative examples file 

 
Output: 

• Weak classifiers file 

4.3 Strong Classifier Training Stage 
The Strong Classifier Training Stage takes the weak classifiers file from the previous stage 
and uses it to train a cascade of strong classifiers. It applies the AdaBoost algorithm described 
in section 2.4 to build the cascade described in section 2.5. The examples files may or may 
not contain the same examples as for the previous stage. 
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Input: 
• Weak classifiers file 
• Positive examples file 
• Negative examples file 

 
Output: 

• Strong classifiers file 

4.4 Face Detection Stage 
A cascade of strong classifiers is applied to the test images at different scales to produce an 
output file specifying the location of all detected faces, as described in section 2.6.  
 
Input: 

• Strong classifiers file 
• Detection file 

 
Output: 

• Faces file 

4.5 Filter Stage 
When applying an object detection system to an image, there is usually a priori knowledge 
which is taken into account. E.g. the approximate distance to the objects is known and thus a 
bound can be put on the size of the objects in the image.  
 
In this application a generic filter is applied, which removes any detection, which covers at 
least 75% of the area of another detection and the greater sized detection differ less than 
100% in size from the smaller one. This reduces multiple detections of the same face. 
 
Input: 

• Faces file 
 
Output: 

• Faces file 

4.6 Verification Stage 
The Faces file is compared to the Faces ground truth file. Two conditions must be met in 
order for a face to be considered to be a correct detection: 

• Both eyes and the nose are inside the rectangle detection.   
• The detected face must be of a reasonable size. 

 
To check the last criteria the maximum vertical difference between the features in question, 
i.e. left eye, right eye and nose) and the maximum horizontal difference is calculated.  
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Where gx  and gy are the locations of the features from the ground truth file and  
} ,  , {,,,  ,  , noseeyerighteyeleftlkjilkji ∈≠≠ . The width, fw ,  and height, fh , of the face 

detection are used to test that the detection is not too large. If several detections of the same 
face exist, the duplicates are not considered to be false positives.  
 
Input: 

• Faces file 
• Faces ground truth file 

 
Output: 

• Detection rates file 

4.7 External Libraries 
To read image files the external Graphics Magick++ library [4] is used. This library contains 
all needed graphics functions for reading, writing and manipulating images. 
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5 Image Database 
The image database contains images used for training and verification from three different 
sources. These sources are specified in Appendix A. These were selected, out of the very few 
that were available, because of the relatively high number of included individuals and poses. 

5.1 Positive Examples Set 
The positive examples are used during the weak classifier training as well as during the strong 
classifier training.  
 
The training images are 24x24 pixels containing only a single face. The nose is approximately 
centered in the example images, but the location does, and should, vary a pixel or so. 
 
There are three different sets combined to form the training set used. The different sets are 
described below. 
 

5.1.1 The CMU Set 
This set originates from the Cohn-Kanade AU-Coded Facial Expression Database. It consists 
of 92 individuals in several facial expressions. For each facial expression, there is a sequence 
of images from normal to full facial expression.  
 

 
Figure 13 Example of cropping and scaling of positive example image. 

 
To adapt the images to this application, a cropping square is defined for each individual, as 
shown in Figure 13. It is then applied to all images associated with that individual, to produce 
images of only the head. In the sequences, the subjects move their heads slightly, which 
means that the heads are only approximately centered in the square.  
 
A subset of these images, were selected to be in the training set by a pseudorandom selection 
method. The purpose of this selection was to only select approximately three images from the 
image sequence for each combination of individual and facial expression. 
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5.1.2 The ORL Face Database 
The set contains 40 individuals in 10 images each with varying facial expressions, 
wearing/not wearing glasses, and lighting conditions.  

5.1.3 The Viola & Jones Positive Examples 
From [2] 100 positive examples were extracted. The other two sets of images are rather 
homogenous and the different characters of these examples were thought to give the total test 
set a bit of variation. 

5.2 Negative Examples 
This training set contains images of any size greater than 24x24 pixels. They may depict 
anything as long as they do not contain faces. Sub-images of size 24x24 pixels are then 
selected to be used as negative examples. 

5.3 Test Set 
The purpose of the test set is to provide images to apply the trained cascade to.  
 
The verification images used are the Frontal Face Images from the CMU/VASC Image 
Database. There are four image sets: A, B, C and Rotated. The sets contain 42, 23, 65 and 50 
images and 169, 156, 184 and 222 faces respectively. Sizes range from 60x75 pixels to 
2615x1986. 
 
Test sets A, B and C consist of images containing faces which are approximately upright. 
Some are slightly rotated or turned.  
 
The Rotated set mainly contains images which are rotated, although some images are upright. 
As the training set contains only very few upright images, the rotated faces are not expected 
to be detected. 
 
For all images in these test sets, there is a ground truth file, which identifies the position of all 
facial features. This ground truth file is used to calculate the detection rate and the false 
positive rate. 
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6 Experimental Results 
The testing was performed using three different test cascades and four different test sets. A 
number of batch-files were created that include the application of the cascades, the filtering of 
similar detections and the evaluation of the detection results, i.e. the Face Detection Stage, the 
Filter Stage and the Verification Stage. One batch file was produced for each combination of 
cascade and test set, in total 12 batch-files.  
 
For each of the test batch-files a number of key figures were calculated: 
Name Description 
Faces The actual number of faces, according to the ground truth file. 
Detections The number of detections, correct or incorrect, made by the cascade, but 

after filtering. 
Correct 
Detections 

The number of detections that found a face in the ground truth file. 

Incorrect 
detections  
(false positives) 

The number of detections that did not find a face in the ground truth file. 

Faces detected The number of faces in the ground truth file that were correctly detected 
at least once. 

Detection rate The ratio between number of detected faces and the actual number of 
faces in the image, i.e. Detection rate = Faces detected / Faces. 

False positive 
rate 

The ratio between the number of incorrect detections and the total 
number of applications of the cascade. 

 

6.1 Test Cascade 
To test the algorithm a cascade comprising 18 layers was trained. A second cascade of 22 
layers was trained by adding four new layers to the 18 layer cascade. Finally a third cascade 
of 26 layers was trained by adding another four layers to the second cascade. Thus the first 18 
layers are common to all three cascades and layers 19 through 22 are common to cascade two 
and three. The numbers of weak classifiers for each layer of the three cascades are shown in 
Table 2 .The training time was in the order of days.  
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Table 2 The summary of the number of weak classifiers for the layers of the three cascades. 
Layer 
Number 

Cascade 
One 

Cascade 
Two 

Cascade 
Three 

1 3 3 3 
2 5 5 5 
3 20 20 20 
4 20 20 20 
5 20 20 20 
6 50 50 50 
7 50 50 50 
8 100 100 100 
9 100 100 100 
10 100 100 100 
11 100 100 100 
12 100 100 100 
13 200 200 200 
14 200 200 200 
15 200 200 200 
16 200 200 200 
17 200 200 200 
18 200 200 200 
19 - 200 200 
20 - 200 200 
21 - 200 200 
22 - 200 200 
23 - - 200 
24 - - 200 
25 - - 200 
26 - - 200 

 
 

6.2 Test Results 
As can be seen in Table 3 the detection rates for the 18 layer cascade are fairly low, but as the 
test sets contain a lot of faces known to cause trouble for face detection algorithms, this is not 
to be taken that seriously. For example: only a fraction of the faces in the Rotated Set are 
upright, and thus eligible for detection for this application. Results from application of the 
cascade to images typical for each test set are shown in Figure 14. Each detection is shown as 
a square drawn with two lines, one red on the inside and one green on the outside, in the 
colour version of this report. This is to make the distinction between squares easier, in areas 
where there are several overlapping detections.  
 
Table 4 shows that the detection rate for the 22 layer cascade is even lower than that of the 18 
layer cascade. On the positive side, it can be noted that the false positive rate has improved 
with a factor of more than two for all test sets. Results from application of the cascade to 
images typical for each test set are shown in Figure 15. 
 
Table 5 shows that the detection rate is further decreased for the 26 layer cascade. Also the 
false positive rate is decreased, but not as much as between layers 18 and 22. 
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The detection rates are significantly lower than those shown by Viola and Jones [2]. The 
explanation is most likely that the training data used, is poorly suited for this type of training. 
The training data contained little variation in lighting conditions, background and different 
types of obstructions, such as sunglasses, hats etc. Symptoms of this can be clearly seen in, 
e.g. the bottom left image of Figure 16, where all faces with foreheads obscured by hair seem 
to go undetected. 
 
The cascade also seems to be suffering from overfitting. With each new layer in the cascade, a 
decrease in the false positive rate is expected, but here also the detection rate is decreasing at 
a disturbing pace, which may perhaps be credited to the great number of images with similar 
conditions. For each new layer, the cascade is increasingly worse at recognizing other faces, 
while the detection rate for faces used for training seem unaffected. This is illustrated in 
Figure 17 by the relatively hard to detect images used in training, which are detected by the 
26 layer cascade.  
 
To compensate the low detection rate a bias can be introduced; an offset which is added to 
each result of all applied features before the step function of the classification is applied. The 
result is that the detection rate increases, as does the false alarm rate, as seen in Figure 18. In 
this way the trained cascade reaches a detection rate of 0.984, while keeping the false positive 
rate at 0.0044. The down-side is that this also drastically affects the processing time. It is 
increased several orders of magnitude, making anything other than a very small bias useless 
in practical applications. This is a very blunt instrument, affecting the entire cascade with one 
single bias. Most likely it can be sharpened slightly by introducing individual biases for each 
layer. 
 
The speed of detection for the trained cascades is not impressive. On an Intel Pentium 4 
computer system running at 2.4 GHz, the 18 layer cascade applied without bias to test set A, 
needed on average 5.30 seconds per image. In total 8.05 million applications of the cascade.  
 
It is conceivable that the implementation could be optimized to the processing times shown by 
Viola and Jones. The most important factor is the weak classifier and the training data. An 
increase in processing speed would be achieved by a more precise weak classifier trained with 
more suitable training data. Boosting in general relies on a large number of weak classifiers 
being combined to one strong classifier, but the principle of the cascade makes the 
performance of the weak classifier much more important as only a few weak classifiers are 
active in each layer. This means that sub-images that could have been rejected by an early 
layer, is instead processed until rejected by a later layer, causing the processing time to grow 
with the increasing size and number of the layers.  
 
Furthermore the processing times shown by Viola and Jones applied to relatively small 
images (384 by 288 pixel), whereas this application allows sizes up to about 2000 by 2000 
pixels. By optimizing for a smaller image size, a smaller integer representation may be used 
and the source code could be made faster.  
 
Further processing time can be gained by making application specific assumptions about the 
size of the faces that are to be detected, e.g. by assuming that the size of faces in the images 
are between 36 and 100 pixels high.  
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Table 3 Detection results for each test set using a cascade with 18 layers. 
Test set Faces Detections Correct  

detections 
Incorrect 
detections  
(false 
positives) 

Faces 
detected 

Detection 
rate 

False 
positive 
rate 

Test Set A 169 524 82 463 61 0.361 0.000057 
Test Set B 146 248 44 204 41 0.281 0.000057 
Test Set C 183 1317 150 1167 108 0.590 0.000061 
Rotated Set 223 961 57 904 44 0.197 0.000071 

 
 

 
Figure 14 Examples from the test sets, using the 18 layer cascade. Each square signifies one detection. 

Top-left from Test Set A, top-right from Test Set B bottom-left from Test Set C and bottom-
right from Rotated Set.   

 



30 

 
Table 4 Detection results for each test set using a cascade with 22 layers. 
Test set Faces Detections Correct  

detections 
Incorrect 
detections  
(false 
positives) 

Faces 
detected 

Detection 
rate 

False 
positive 
rate 

Test Set A 169 225 46 179 38 0.225 0.000022 
Test Set B 146 107 29 78 29 0.199 0.000022 
Test Set C 183 622 92 530 76 0.415 0.000028 
Rotated Set 223 446 27 419 24 0.108 0.000033 

 
 

 
Figure 15 Examples from the test sets, using the 22 layer cascade. Positions according to above figure.   
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Table 5 Detection results for each test set using a cascade with 26 layers. 
Test set Faces Detections Correct  

detections 
Incorrect 
detections  
(false 
positives) 

Faces 
detected 

Detection 
rate 

False 
positive 
rate 

Test Set A 169 166 41 125 36 0.213 0.000015 
Test Set B 146 71 23 48 23 0.158 0.000013 
Test Set C 183 461 80 278 67 0.366 0.000020 
Rotated Set 223 296 18 278 17 0.076 0.000022 

 
 

 
Figure 16 Examples from the test sets, using the 26 layer cascade. Positions according to above figure.   
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Figure 17 Detections in original (before scaling and cropping) positive training images using the 26 

layer cascade and no bias. 
 
 
  



33 

 
Figure 18 The diagram shows correct detection rate versus false positive rate. 
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7 Conclusions 
The AdaBoost algorithm produces decent detection performance although the training set is 
all but ideal. That a performance on par with the Viola and Jones implementation could not be 
achieved with training set at hand was to be expected.  
 
The cascade shows signs of overfitting. The experimental results suggest that the trained 
cascade does not improve after layer 22. The detection rate starts to drop and the false positive 
rate decreases only slowly. When using images with common features, such as several images 
of the same individual, similar background or lighting conditions, a trained algorithm is 
expected to recognize the things common in the images. 
 
To improve the detection performance of the cascade the training of the weak classifiers could 
be improved. The implementation uses only a very simple training method, which may be 
improved by using e.g. a maximum likelihood method. 
 
The result would be further improved by a better training set. Images containing faces with 
different lighting conditions, poses, obstructions and with only one image per individual 
would most likely make a significant improvement.  
 
The processing time was less than impressive. Had the weak classifiers and the training data 
been better, the average number of applied layers in the cascade before rejection would have 
been lower, making the total number of instructions executed for each application of the 
cascade significantly lower. 
 
The AdaBoost algorithm together with the cascaded classifier is a powerful detection tool, but 
it is heavily dependent on the precision of the weak classifier and the suitability of the training 
data. With more varying training data the results would most likely have been a great deal 
better. 
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Appendix A 
In recognition of the long and hard work put into assembling image databases and ground 
truth data. 

CMU 
The Cohn-Kanade AU-Coded Facial Expression Database was collected at Carnegie Mellon 
University, and is available for computer vision algorithm development and testing only. 
These images are described in [6]. 

The ORL Database 
The image database was collected at Olivetti Research Laboratory. These images are 
described in [5]. 

CMU/VASC Image Database 
The image dataset is used by the CMU Face Detection Project and was provided for 
evaluating algorithms for detecting frontal views of human faces. This particular test set was 
originally assembled as part of work in Neural Network Based Face Detection. It combines 
images collected at CMU and MIT. 
 
Test Sets A, B, C and the Rotated Test Set. Test Set B was provided by Kah-Kay Sung and 
Tomaso Poggio at the AI/CBCL Lab at MIT, and Test Sets A,C and the rotatated test set were 
collected at CMU (by Henry A. Rowley, Shumeet Baluja, and Takeo Kanade). 
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Appendix B 

Positive Examples File 
The file contains path and filename of all positive examples images. Each filename is on a 
separate line. Any line starting with‘#’ is considered to be a comment and is thus ignored. The 
files pointed out must be of size 24x24 pixels in jpeg-format. They must also depict an 
instance of a face. Figure 19 shows an example of the file format. 
 
--- Example --- 
... 
c:\CMU\S11_anger_001_y24x24.jpg 
c:\CMU\S11_anger_002_y24x24.jpg 
#this is a comment, which will be ignored 
... 
--- Example end --- 

Figure 19 Example of positive examples file.  

Negative Examples File 
The file contains path and filename of all positive examples images. Each filename is on a 
separate line. Any line starting with‘#’ is considered to be a comment and is thus ignored. The 
files pointed out must be images of any size greater than 24x24 pixels. The negative examples 
must not contain faces. Sub-images are chosen at random from the negative example image to 
be used in the training. 

Weak Classifiers File 
The file contains the result of the training of the weak classifiers. Information is stored about 
the feature associated with the weak classifier, as well as the threshold and the parity. Each 
line starting with ‘+’ or a ‘-’ denotes a rectangle of the feature. The plus/minus before the 
brackets, states if the sum of the pixels in the rectangle is to be added or subtracted to produce 
the feature sum ( jf ). The numbers on the line are x and y coordinates for the vertices. The 
vertices of the rectangles are given in clockwise order top left, top right, bottom right, bottom 
left. The coordinates are at the “edges” of the pixels. The coordinates are furthermore 
normalized to be in the range ]1,0[  by dividing them by the example image height and width, 
respectively. The threshold ( jθ ) is in the interval ]1,1[−  and the parity ( jp ) is 1 or -1. 
Comments may only be placed in between weak classifiers. Figure 20 shows an example of 
the file format. 
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--- Example --- 
... 
#----------- 
Weak classifier: 
Feature: 
+ 2 4 2 10 7 10 7 2  
– 2 11 2 17 10 17 10 11 
Threshold: 0.14 
Parity: -1 
#----------- 
Weak classifier: 
Feature: 
+ 3 4 3 10 7 10 7 2  
– 3 11 3 17 10 17 10 11 
Threshold: 0.15 
Parity: 1 
... 
--- Example end --- 

Figure 20 Example of weak classifiers file. 

Strong Classifiers File 
This file specifies the strong classifiers, which are the result of the training. The format is 
much like the Weak classifiers file, but it also specifies where a new strong classifier starts as 
well as weight for all weak classifiers. Included is also the tα  (see Table 1) as Alpha value. 
Figure 21 shows an example of the file format. 
 
--- Example --- 
#----------- 
#----------- 
... 
Strong classifier: 
Weak classifier: 
Feature: 
+ 2 4 2 10 7 10 7 2  
– 2 11 2 17 10 17 10 11 
Threshold: 0.14 
Parity: -1 
Alpha value: 0.2345 
#----------- 
Weak classifier: 
Feature: 
+ 3 4 3 10 7 10 7 2 
– 3 11 3 17 10 17 10 11 
Threshold: 0.15 
Parity: 1 
Alpha value: 0.50123 
#----------- 
#----------- 
Strong classifier: 
Weak classifier: 
Feature: 
... 
--- Example end --- 

Figure 21 Example of strong classifiers file 

Detection File 
The format of this file is the same as the negative example input file. The images pointed out 
by this file may or may not contain faces. The images will be processed to detect where/if 
there are faces. 
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Faces File 
This file contains the detected faces in the images pointed out by the Detection file. The file 
name is followed by a detected face. Each detected face is described by a rectangle, i.e. x, y, 
width and height. Figure 22 shows an example of the file format. 
 
--- Example --- 
... 
File: C:\testimages\testimage1.jpg 
Face: 120 100 24 24 
Face: 150 125 30 30 
File: C:\testimages\testimage2.jpg 
... 
--- Example end --- 

Figure 22 Example of faces file. 

Faces Ground Truth File 
This file contains the location of the face features in the images. Each line contains the 
filename, location of left eye, right eye, nose, left corner mouth, center mouth and right 
corner-mouth in x and y coordinates. For this verification only left eye, right eye and nose is 
used. Figure 23shows an example of the file format. 
 
--- Example --- 
... 
voyager.gif 252.0 464.0 270.0 463.0 262.0 473.0 256.0 481.0 262.0 479.0 267.0 479.0 
voyager.gif 345.0 439.0 363.0 437.0 356.0 449.0 351.0 456.0 356.0 455.0 362.0 455.0 
puneet.gif 59.0 136.0 74.0 136.0 68.0 146.0 62.0 150.0 67.0 150.0 73.0 151.0 
... 
--- Example end --- 

Figure 23 Example of faces ground truth file.  

Detection Rates File 
This file contains the result of the detection test. Detection rate and false positive rate are 
calculated. 
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Appendix C 
Weak classifier A simple classifier which needs to be slightly better than a random 

guess. In this application it is based on rectangular features in an image.
Strong classifier A strong classifier is the result from a boosting procedure. In this 

application it is based on a linear combination of weak classifiers. 
Layer A layer is a part of the cascade, which accepts or rejects a sub-image as 

a face. In this application each layer is made up of one strong classifier. 
In this report layer and strong classifier are interchangeable. 

Cascade The cascade is a degenerate decision tree, which comprises several 
layers, where a positive decision from the first layer sends it on to the 
next layer. Thus a positive must be accepted by all layers, but a 
negative need only be rejected by one.  

Boosting The process of finding the best combination of a number of weak 
classifiers, to produce a classifier which is far better than the classifiers 
it is comprised of. 

Sub-image Part of an image. Usually refers to the region currently being examined 
or used for training. 

Positive example Image depicting the object. Used for training. 
Negative example Image not containing the. Used for training. 

jh  The jth weak classifier. 

jp  The parity of the jth weak classifier. 

jθ  The threshold of the jth weak classifier. 

jf  The feature of the jth weak classifier. Consists of a number of rectangles 
whose pixels are summed and then added or subtracted to produce a 
value. 

PX  The set of positive examples used for training. 

NX  The set of negative examples used for training. 

Pix  The ith positive example. 

Nix  The ith negative example. 
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en senare tidpunkt kan inte upphäva detta tillstånd. All annan användning av
dokumentet kräver upphovsmannens medgivande. För att garantera äktheten,
säkerheten och tillgängligheten finns det lösningar av teknisk och administrativ
art.
Upphovsmannens ideella rätt innefattar rätt att bli nämnd som upphovsman i den
omfattning som god sed kräver vid användning av dokumentet på ovan beskrivna
sätt samt skydd mot att dokumentet ändras eller presenteras i sådan form eller i
sådant sammanhang som är kränkande för upphovsmannens litterära eller konst-
närliga anseende eller egenart.

För ytterligare information om Linköping University Electronic Press se för-
lagets hemsidahttp://www.ep.liu.se/

In English

The publishers will keep this document online on the Internet - or its possible
replacement - for a considerable time from the date of publication barring excep-
tional circumstances.

The online availability of the document implies a permanent permission for
anyone to read, to download, to print out single copies for your own use and to
use it unchanged for any non-commercial research and educational purpose. Sub-
sequent transfers of copyright cannot revoke this permission. All other uses of
the document are conditional on the consent of the copyright owner. The pub-
lisher has taken technical and administrative measures to assure authenticity,
security and accessibility.

According to intellectual property law the author has the right to be men-
tioned when his/her work is accessed as described above and to be protected
against infringement.

For additional information about the Linköping University Electronic Press
and its procedures for publication and for assurance of document integrity, please
refer to its WWW home page:http://www.ep.liu.se/
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