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Abstract 
 
This thesis develops an algorithm for tracking the boundary of an airbag 
throughout an image sequence. The algorithm is designed to work even if various 
problematic features, e.g. objects in the background, are present in the image. The 
work is built on an existing commercially available image processing and analysis 
suite targeted at the automotive industry. The software suite runs on standard PC 
hardware. 
 
Firstly, improvements to the airbag tracking algorithm already available in the 
suite are considered. Testing reveals that these measures are not sufficient to 
overcome the problems posed by the problematic image sequences. 
 
A new tracking algorithm is then proposed. It consists of a Canny edge detector, 
optional steps to enhance feature detection by removing edges in the background 
and edges interior to the boundary of the airbag and finally an active contour. The 
role of the active contour is to produce a closed curve while imposing smoothness 
constraints on the detected boundary. The active contour is in each frame 
initialized by linearly extrapolating the contour from previous frames.  
 
The algorithm works very well and it is fast enough to run on slower machines 
than was initially targeted.  
 
 
 





 

 

 

 

 

 

Sammanfattning 
 
I detta examensarbete utvecklas en algoritm för följning av konturen hos en airbag 
i en bildsekvens. Algoritmen är konstruerad så att den fungerar även om det finns 
olika problematiska egenskaper i bilden, t.ex. objekt i bakgrunden. Arbetet bygger 
på ett existerande kommersiellt bildbehandlings- och analysprogram riktat mot 
bilindustrin. Programmet körs på standard PC-hårdvara. 
 
Först övervägs förbättringar av följningsalgoritmen som redan finns i programmet. 
Tester visar att dessa åtgärder inte är tillräckliga för att hantera de problem som 
finns i de problematiska bildsekvenserna. 
 
En ny följningsalgoritm föreslås sedan. Den består av en kantdetektor av Canny-
typ, möjlighet att förbättra egenskapsdetektering genom att ta bort kanter i 
bakgrunden och kanter innanför airbagens kontur och till sist en aktiv 
konturmodell. Syftet med den aktiva konturmodellen är att från den detekterade 
konturen få fram en sluten kurva belagd med jämnhetsrestriktioner. Den aktiva 
konturmodellen initialiseras i varje bild genom att konturen extrapoleras från 
föregående bilder.  
 
Algoritmen fungerar mycket bra och är snabb nog att köras även på långsammare 
maskiner.  
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1 Introduction 
This chapter describes the background and objectives for this thesis. A brief 
history of automotive safety and an introduction to some of the current and 
upcoming automotive safety devices is presented. This is followed by a 
description of how airbags work and a small section on high speed imaging of 
airbags. The chapter is concluded by an overview of the thesis. 

1.1 Background 
This thesis work has been done at a company that is one of the world leaders in 
motion analysis of video and high-speed digital image sequences. One of their 
software products is aimed towards the automotive industry. The product enables 
car manufacturers to track markers attached to the test subject or features of the 
test subject, analyze their motion in 2D, 3D or 6dof1 and display the data in 
various diagrams. It contains several tracking algorithms, one of which is the focus 
of this thesis; the airbag tracker. It is used to track the contour of the airbag as it 
inflates. From the contour a number of interesting parameters are calculated, such 
as area, center of gravity and maximum extent along the axes of a specified 
coordinate system. The current airbag tracking is based on a rather simplistic 
threshold segmentation process and thus suffers from poor performance when the 
input image is not “nice”, e.g. has a busy background or exhibits shading due to 
poor lighting. 

1.2 Objectives 
The objective of this thesis is to implement a new airbag tracking algorithm that 
performs better than the current one on problematic images. The algorithm should 
be implemented in C++ and integrated into the applications tracking framework. 
On current PC hardware (>2GHz) it is desirable that the algorithm does not take 
longer than 4-5 seconds per image. 

1.3 Automotive Safety 
The history of automotive safety stretches far back in time [1]. The earliest 
recorded fatality from an accident with a ‘horseless carriage’ was in New York 
City in 1899. Since then, many safety features have been invented and adopted by 
the automotive industry, from safety glass as standard equipment in 1924 Cadillac 
cars to anti-lock braking systems (ABS2) in the 1980’s. Not all safety devices have 
been accepted by the general public from the get-go. For instance, the first car to 
have seat belts, the 1950 Rambler by Nash-Kelvinator, was considered unsafe by 
most people because it needed seat belts. In 1959 Volvo introduced the three-point 
seat belt invented by Nils Bohlin [2] and was the first manufacturer to capitalize 

                                              
1 Degrees Of Freedom 
2 Anti Blockier System 
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on the market’s growing safety concerns. Today, safety is a big selling point and a 
high mark in the Euro NCAP [3] tests is a must to attract buyers. Although airbag 
research started in the late 1950’s [4], it was not until the mid 1980’s that airbags 
were offered as standard equipment in cars. In 1999 side curtain airbags were 
introduced by a number of car manufacturers. 
 
In a normal car today there are a large number of safety devices, both passive and 
active. Systems that protect the occupants in the event of a crash include safety 
glass, seat belts, seat belt pretensioners, head restraints, collapsible steering 
column, retractable pedals and airbags. The car itself is also built for crashing with 
large deformable zones, side impact protection systems, roll bars in the roof etc. 
Crash avoidance systems are also available such as ABS brakes and traction 
control systems.  
 
More and more airbags will fill the car. Autoliv are working on an inflatable carpet 
that will protect the lower part of the occupants leg [5]. Preventing injuries to out-
of-position occupants when the airbags are deployed is a hot topic [6]. Drive-by-
wire systems will allow the steering wheel and pedals to be completely retractable. 
Upcoming safety features in the area of crash prevention include vehicle and lane 
tracking to automatically brake or veer the car to avoid impact. Sleep detection 
systems and Breathalyzer locks are also part of crash avoidance. There is also on-
going research in the field of pre-crash detection [7], i.e. systems that predict 
crashes by judging the driver’s behavior. The various safety devices in the vehicle, 
such as seat belt pretensioners, airbags etc, can then be deployed before the actual 
impact. Vision enhancing systems providing among other things night vision will 
also make their way into consumer cars. 

1.4 Anatomy of an Airbag 
An airbag is a device designed to protect the occupants of a vehicle from impact 
injuries in crashes. An airbag system is comprised of crash sensors, an electronic 
control unit (ECU) and one or more nylon airbags with inflator units. 
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Figure 1: Typical airbag system 

The ECU gathers data from the crash sensors and determines if a crash has 
occurred. If so, it sends signals to the inflator units to deploy the airbags. Some 
systems regulate the speed of deployment depending on the severity of the crash.  
For an airbag to be useful, its deployment must be very rapid. This is 
accomplished by a series of chemical reactions [8]. The inflator unit contains 
sodium azide (NaN3), potassium nitrate (KNO3) and silicon dioxide (SiO2) along 
with an igniter. When sodium azide is heated to above 300ºC it decomposes into 
sodium metal and nitrogen gas (N2). The potassium nitrate then reacts with the 
highly reactive sodium metal. This second reaction produces potassium oxide 
(K2O), sodium oxide (Na2O) and more nitrogen gas. Then the potassium and 
sodium oxides react with the silicon dioxide and produce silicate glass, a safe and 
stable end product. The hot nitrogen gas produced in these reactions inflates the 
airbag in approximately 30-50 ms or in the case of small side-mounted airbags as 
little as 5 ms. The airbag then starts deflating before the vehicle occupant hits it to 
reduce injury. However, the increasingly common side curtain airbags can stay 
deployed several seconds to protect occupants if the vehicle rolls [9]. 

1.5 High Speed Imaging 
Traditionally, analog film cameras have been the kings of high speed imaging. 
This is however changing since fast digital cameras with CCD3 and CMOS4 arrays 
are now available in adequate resolutions. Digital imaging also has the advantage 
that no time is wasted on developing and scanning, image processing can be done 
instantly. Common cameras used for high speed imaging of airbag deployment 
typically are CMOS-based and have resolutions ranging from 512x384 to 
                                              
3 Charge Coupled Device 
4 Complementary Metal Oxide Semiconductor 
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1024x1024. A frame rate of 1000 frames per second is commonly used, which 
provides 30-50 images of the airbag inflation. For the smaller airbags with 
extremely rapid deployment up to 6000 frames per second may be required to 
achieve a similar resolution in the time domain. The exposure time can be as small 
as 4 µs thanks to electronic shutters. These short exposure times do however 
require very good lighting. 

1.6 Thesis Overview 
The outline of this thesis is as follows: 
 
Chapter 1 Introduction: 
Background and objectives are presented along with a look on automotive safety 
in general and airbags in particular.  
 
Chapter 2 The Current Tracking Algorithm: 
The current airbag tracking algorithm and the tracking framework of the 
application platform is introduced. Problems with airbag image sequences and 
minor improvements of the algorithm are discussed. 
 
Chapter 3 A New Tracking Algorithm: 
A new algorithm using enhanced edge detection and an active contour model (or 
snake) is proposed. The different parts of the algorithm are then described in 
detail.  
 
Chapter 4 Implementation and Results: 
The final algorithm and its user interface are presented together with sections on 
implementation details and the development system. A tracked sequence is shown 
followed by conclusions and future remarks. 
 
A note on the images used in this thesis: some images have been edited to conceal 
their origin at the request of the company at which the thesis was done. In the 
printed version, most images have been edited for contrast and clarity.
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2 The Current Tracking Algorithm 
This chapter describes the current tracking algorithm and some aspects of the 
tracking framework of the application platform. It also details some of the 
problems found in airbag image sequences. Finally, some improvements to the 
algorithm are discussed. 

2.1 Algorithm and Framework 
The tracking framework of the application platform allows the operator to use 
several different tracker types, such as correlation, quadrant symmetry and of 
course the airbag tracker. Tracking can be performed both forwards and 
backwards in either the red, green or blue color channel of the image or in the 
grayscale image.  
 
The airbag tracker has a center point which is placed initially by the user. In 
subsequent frames the center point is linearly predicted from the center of gravity 
of the airbag in previous frames.  
 
A specific portion of the image can be selected as a search area for the tracking 
algorithm. This search area has a width and height set by the user and is centered 
on the predicted center point mentioned earlier. The actual image used by the 
tracking algorithm is the intersection of the search area and the image extents. 
 
In most airbag sequences it can be assumed that the background does not change 
over time. This fact can be used to remove the background by using the absolute 
difference between the current image and a background image. The only pixels 
that have changed significantly should be those of the airbag. The user is able to 
select either the first image in the sequence or an image at a given time as the 
background image.  
 
To reduce noise sensitivity, a filter can be applied to the image (or the difference 
image). The available filter types are Gaussian and median, which are used to 
suppress Gaussian noise and salt-and-pepper type noise respectively. Both are 
available in a number of different kernel sizes. 
 
The resulting image is then segmented by thresholding with two threshold values. 
Pixels with light intensity between these values are kept. If the difference image is 
used, only one threshold is needed since the airbag cannot be too different from 
the background. Each cluster of connected pixels is considered an object and the 
object whose center of gravity is closest to the predicted center point is used. The 
boundary of this object is the result of the tracking. The boundary is represented 
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internally as chain code. The chain code has a starting point and a series of 
directions. Suppose the segmented object is as figure 2 shows. 
 

 

 
Figure 2: Chain code 

In this case the starting point of the chain code is (8,13). Where the starting point 
is located is of no relevance. If the chain code has clockwise winding, it becomes 
like this (R=right, L=left, U=up, D=down): 
 

R, R, D, R, R, D, D, D, D, L, L, D, D, D, D, L, L, L, L, U, L, L, L, U, L, U, 
U, U, U, R, U, R, U, U, R, R, R, R 

 
This is a compact representation of the boundary that also facilitates easy 
calculation of the object’s area and center of gravity. 
 
In the following images a typical setup before tracking is showed. The user has 
selected a search area in which the airbag fits and has chosen to use the difference 
image. The rectangle seen in the left part of the image is the search area. The 
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brighter a pixel is, the more different it is from the background. The detected 
boundary is overlaid on the image. 
 

 
Figure 3: Too high threshold setting 

In figure 3 the threshold value is set too high, resulting in unsuccessful 
segmentation of the image. 
 

 
Figure 4: Good threshold setting but still not good segmentation 

In figure 4 the threshold is set to a correct level, but the boundary detection is still 
not satisfactory since the light intensity of the white line in the background that is 
visible at the top of the image is not very different from that of the airbag. Filtering 
may be used to rectify this problem.  
 



The Current Tracking Algorithm 

 8

 
Figure 5: Successful segmentation 

In figure 5 a five pixels wide median filter is used to smooth things, which makes 
the segmentation successful.  

2.2 Problem Areas 
This algorithm would work very well in a perfect world, but the harsh reality is all 
but perfect. Airbag image sequences often exhibit one or more of the following 
features which present problems for the tracking algorithm. 
 
Busy Background: 
Aside from normal noise present in digital images there are usually more things in 
the image than the airbag. There may be stands or fixtures that the airbag is 
fastened to, electrical wires or letters and numbers for journaling purposes. There 
are also often painted grids behind the airbag to aid manual processing. Some of 
these problems can be eliminated by changes in the testing process, but in general 
a certain amount of background disturbances must be handled by the tracking 
algorithm. 
 
Particles: 
There is talcum powder or corn starch on the interior surface of the airbag to keep 
it lubricated. This, along with excess gases, is sometimes exhausted as the airbag 
is deployed. The exhausted material is, or appears to be, of approximately the 
same color as the airbag itself. This can make it hard to determine where the 
airbag ends and the exhausts starts 
 
Motion Blur: 
Despite the high frame frequency and short exposure times at which the images 
are acquired, they sometimes suffer from motion blur. This problem will diminish 
in the future, as more sensitive imaging sensors appear on the market. 
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Poor Lighting: 
Partly due to very short exposure times and partly due to bad testing procedures, 
the lighting conditions often produce less than perfect images. Ideally, the airbag 
should be uniformly lit from all directions producing images with high contrast 
and uniform light intensity across the airbag surface. In practice, most images 
exhibit areas where the airbag is unlit or self-shadowed, which yields very low 
contrast.  
 
Movement: 
In some cases there is movement over time, either in the camera or the airbag 
mounting platform. If this movement is known, or can be tracked by some means, 
it can be compensated for. If the unwanted motion cannot be compensated for, it 
will have a detrimental effect on any image processing which involves using the 
difference between images at different times. 
 

 
Figure 6: Grid in background 

 
Figure 7: Motion blurred edges 

 

 
Figure 8: Fixtures in background 

 
Figure 9: Exhausted particles 
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Figure 10: Non-uniform light intensity across 

surface 

 
Figure 11: Difference image with multiple 

problems 

 
In figure 11 image several problems can be seen, some of which are due do the 
difference image being used. Even if the background is of a different color than 
the airbag, it may have very similar intensity. This can be a problem as there is no 
provision for measuring color difference in the tracking framework. Other 
problems evident in this image are a moving electrical wire and shadowing of the 
background, both seen in the upper right corner of the search area. A certain 
amount of camera movement is also apparent, causing the metal fixtures to be 
visible in the difference image. 

2.3 Improving the Algorithm 
In accordance with the KISS5-principle, attempts were first made to improve upon 
and extend the current tracker’s algorithm. 

2.3.1 Other Filtering Methods 
Various filtering methods were tested to see if they could improve the 
performance of the tracking algorithm. Rank-filter variants (such as min and max 
filters), wiener filtering and bilateral filtering were tested. None of the tested filter 
algorithms were able to drastically improve the tracking results. 

2.3.2 Morphological Operations 
In some cases the errors introduced by bad lighting and busy background may be 
corrected by closing the binary image before segmentation. Binary closing is a 
morphological operation which can close holes in the image. Closing is equivalent 
to dilation followed by erosion. Dilation is an operation which essentially grows 
each object in the binary image, and erosion is the opposite process, i.e. it shrinks 
objects. Closing works by dilating the image so that holes disappear, and then 
eroding the image to return the objects to their previous size. In these operations a 

                                              
5 Keep It Simple, Stupid 
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structuring element is used. A common structuring element is the diamond-shaped 
element. 
 

 

1
1 1 1

1 1 1 1 1
1 1 1 1 1 1 1

1 1 1 1 1
1 1 1

1

 (1) 

 
The definition of dilation for binary images is [10]: 
 

1. Suppose that X is the set of Euclidean coordinates corresponding to the 
input binary image, and that K is the set of coordinates for the structuring 
element.  

2. Let Kx denote the translation of K so that its origin is at x.  
3. Then the dilation of X by K is simply the set of all points x such that the 

intersection of Kx with X is non-empty.  
 
The definition of erosion is analogous [11], but point 3 becomes: 
 

3. Then the erosion of X by K is simply the set of all points x such that Kx is a 
subset of X.  

   
In the following images closing has been performed with a diamond-shaped 
structuring element of size 15. The thresholds have been manually set to achieve 
optimal segmentation. 
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Figure 12: Closing that works 

In the upper left image of figures 12 and 13 the result of the segmentation can be 
seen as an overlay on the actual image. Closing seems to work reasonably well for 
the image used in figure 12. 
 

 
Figure 13: Closing is not always good 

In figure 13 it is apparent that closing is not the answer for all images, as the 
resulting airbag boundary is not even close to the actual boundary. 

2.4 Conclusion 
The current airbag tracking algorithm is afflicted with a number of problems. 
Although more advanced filters and morphological operations offer some 
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improvements to the algorithm, these improvements are only marginal. A more 
revolutionary approach is needed. 
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3 A New Tracking Algorithm 
This chapter begins by discussing the significant features of an inflating airbag. 
With these features in mind, a new algorithm is proposed. The specific parts of 
this algorithm are then explained in detail. 

3.1 Significant Features 
In order to find an effective airbag tracking algorithm, there is one question that 
needs to be answered: what are the significant features of an inflating airbag? 
When these features are recognized, the process of finding ways to detect or use 
these features can begin. Some of the significant features of an inflating airbag are: 
 
Approximately uniform color and light intensity across the airbag surface: 
This is the premise the current tracking algorithm is based on. As described 
earlier, segmentation by thresholding can be used to detect the boundary of the 
airbag in this case.  
 
Predominantly convex shape and non-rotational motion: 
This may allow for certain simplifications to be made. It can also help limit the 
region of interest. 
 
Static background: 
In most airbag image sequences the background is static. This can be used to 
remove things that are known to be background objects.  
 
The boundary is an edge: 
A good edge detector should be able to correctly detect the airbag boundary. 
However, there are plenty of other sharp edges in a typical airbag image. By using 
the previously mentioned significant features it may be possible suppress 
unwanted edges. 
 
The boundary is closed and not overlapping itself: 
If a model of the airbag boundary can be made, it should be possible to match it 
with the detected edges to further rule out false features. 
 
The airbag inflates at a more or less steady rate: 
This means that the approximate location of the airbag boundary could be 
predicted from the boundary in previous images. 

3.2 Algorithm Overview 
An algorithm that combines edge detection with an adaptable boundary model 
seems to be the ticket. An active contour [12], or snake, is an example of such a 
model that has been used in other similar applications [13]. The edge detection can 
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also be enhanced by using knowledge of the significant features of an inflating 
airbag. The basic outline of the algorithm is thus: 
 

• Detect edges 
• Enhance feature detection by removing edges that are not part of the airbag 

boundary 
• Fit an active contour to the remaining edges, using the predicted boundary 

as initial data 
 
The following sections will describe these steps in more detail. 

3.3 Edge Detection 
Edge detection has been a subject of research in computer vision for a long time. 
Some of the common approaches are 
 

• Operators approximating the first derivative 
• Operators using the zero crossings of the second derivative 
• Surface fitting operators 

 
An edge detector should have low error rate, i.e. it should miss few true edges and 
detect few false edges. It should furthermore produce only one response to one 
edge. Edge localization should also be good, i.e. the detected edge should not be 
too far from the true edge. 

3.3.1 The Canny Edge Detector 
One widely used operator designed with these criteria in mind is the Canny [14] 
edge detector. It works in multiple steps. 

3.3.1.1 Image Smoothing 
The image is filtered with a Gaussian filter kernel to reduce false edges due to 
noise. The 2D Gaussian distribution function is given by: 
 

 

2 2

2

2

1 2
2

x y

e σ
πσ

 +
− 
   (2) 

 
Since the 2D Gaussian distribution function is isotropic it is separable in to x and y 
components. Thus the filtering can be achieved by two 1D convolutions with a 
kernel calculated from the 1D Gaussian distribution function:  
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The size of the kernel used depends on how large errors can be tolerated. For 

1σ =  a kernel size of three is commonly used. 
 
 [ ]0.0965 0.1592 0.0965k =  
 
If smoothing was required not to change the overall amplitude of the image, the 
kernel would need to be scaled accordingly. Since only the normalized gradient of 
the smoothed image is used this is not necessary.  

3.3.1.2 Gradient Calculation 
The kernels used to calculate the gradients are taken from the derivatives of the 2D 
Gaussian distribution function in the x- and y-directions respectively. The x-
derivative of (2) is used to calculate the kernel for the x-direction. 
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For symmetry reasons, the kernel for the y-direction is simply the kernel for the x-
direction transposed. 
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The gradients are normalized before proceeding. 

3.3.1.3 Non-maximal Suppression 
Non-maximal suppression is a thinning process which aims to keep only those 
pixels that have a local maximum in the gradient magnitude. This is achieved by 
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comparing the gradient magnitude of each pixel to that of its neighbors (bi-linearly 
interpolated) in the direction of the gradient. If the pixel’s gradient magnitude is 
greater than both its neighbors, it is considered a maximum. The gradient 
magnitude of all non-maximal pixels is set to zero.   

3.3.1.4 Hysteresis Thresholding 
In the hysteresis thresholding step, two thresholds are used. Pixels with gradient 
magnitude below the lower threshold are set to zero. Between the two thresholds 
pixels are labeled as weak edges and above the high threshold as strong. A weak 
edge pixel that is not connected to a strong edge through a chain of weak edge 
pixels is removed.  
 

 
Figure 14: Original image 

 
Figure 15: Weak edges 

 
Figure 16: Strong edges 

 
Figure 17: Detected edges 

3.3.1.5 Canny Parameters 
The parameters used to control edge detection performance are not the thresholds 
themselves. Instead the amount of pixels that should be considered edges and the 
ratio between the two thresholds is used. Let’s call these two values pe (edge 
pixels) and rt (threshold ratio). The higher threshold th is chosen so that pe percent 
of the pixels have a gradient magnitude higher than th. This can easily be 
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calculated using a histogram of the gradient magnitude. The lower threshold tl is 
then given by rt times th. 
 

 
pe =1%, rt =0.2,  

th =0.078, tl =0.055 

pe =1%, rt =0.4,  

th =0.078, tl =0.031  

pe =1%, rt =0.7,  

th =0.078, tl =0.016 

 
pe =4%, rt =0.2, 

 th =0.19, tl =0.13 

pe =4%, rt =0.4,  

th =0.19, tl =0.075 

pe =4%, rt =0.7,  

th =0.19, tl =0.038 

 
pe =9%, rt =0.2,  

th =0.42, tl =0.30 

pe =9%, rt =0.4,  

th =0.42, tl =0.17 

pe =9%, rt =0.7,  

th =0.42, tl =0.084 

Figure 18: Effect of Canny parameters 

In figure 18 the effect of the parameters can be seen. By comparison, Matlab’s 
[15] default parameters are 30% and 0.4. In this image there is a lot of flat 
background, which makes 30% way off. It would be more appropriate for an 
image with a grid in the background. 

3.3.2 Removal of Unwanted Edges 
Based on knowledge and assumptions regarding the background, features of the 
airbag and the airbag’s approximate location, edges that are not part of the airbag 
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boundary can be removed. Three methods that remove background edges, internal 
edges or both have been tested.  

3.3.2.1 Removal of Background Edges 
Since the background is fairly static in most cases, it is possible to suppress edges 
present in the background to further enhance extraction of the desired features. To 
do this the following algorithm was implemented: 
 

• Perform edge detection in the current image 
• Perform edge detection in an image containing only background 
• For each edge pixel in the current image 

o Examine a small neighborhood (e.g. 3 by 3) in the background edge 
image 

o Weight the background edge strengths (gradient magnitudes) in the 
neighborhood with a Gaussian function 

o If the direction of the strongest background edge in the 
neighborhood is not sufficiently different from that of the current 
edge pixel, remove the current edge pixel 

 
From figures 19 and 20 it is evident that the algorithm is quite successful at 
removing the background edges. While certainly not perfect, most background 
edges are removed and the actual airbag boundary is fairly intact. Most of the 
breaks in the contour are due to the fact that the background grid is of the same 
light intensity as the airbag; there were simply no detected edges there in the first 
place. In the zoomed images of figures 21 and 22 a case where the edge has been 
erroneously removed can be seen. Here the direction of the airbag boundary edge 
coincides (within ±π/6 radians in this case) with the background edge. This can be 
rectified by using a narrower angle span, but this may mean that less of the actual 
background edges are removed. 
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Figure 19: Without removal of background edges 

 
Figure 20: Background edges removed 

 
Figure 21: Zoomed in detail of edge image 

 
Figure 22: Edge erroneously removed 

 
Ideally, the threshold values used for the background edge detection should be set 
separately to ensure optimum performance. This is due to the fact that 
thresholding is done on normalized data, which means the same edge may have 
different relative strength in the background image and the current image. In 
practice it works surprisingly well to use the same or slightly lower threshold as 
for the current image. 

3.3.2.2 Removal of Internal Edges 
When the background edges are removed, the remaining edges are the airbag 
edges. However, there are edges remaining that are not part of the boundary of the 
airbag. These come from creases in the airbag fabric, seams, shading or from 
writing on the airbag. It should be possible to remove these if it can be assumed 
that the outermost edges are the airbag boundary. A very simple algorithm was 
devised to accomplish this. It is explained below, together with illustrative figures.  
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Figure 23: Original edge image 

• For each row in the edge image 
o Find the two edge pixels that have minimum and maximum x-

coordinate (circled in the image below) 
 

 
Figure 24: First row-wise 

• For each column in the edge image 
o Find the two edge pixels that have minimum and maximum y-

coordinate (circled in the image below) 
 

 
Figure 25: Then column-wise 

• Keep only connected chains of edge pixels that contain the found pixels 
(circled in the image below) 
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Figure 26: Keep objects containing the circled pixels, remove all others 

 
The final image in figure 27 contains only the outermost edges. The internal edges 
that were ‘shadowed’, so to speak, have been removed. 

 
Figure 27: Final edge image 

This algorithm works well for images where the airbag boundary detection is 
good, as can be seen in these images from an actual airbag. 
 

 
Figure 28: Without removing internal edges 
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Figure 29: Internal edges removed 

Some internal edges remain due to holes in the boundary. For some column or row 
these remaining edges actually are the outermost. 

3.3.2.3 Weighting of Edge Strengths 
The edges that are interesting are the ones that are part of the airbag’s boundary. If 
an approximate location of it is known, it should be possible to weight the gradient 
magnitude of each pixel according to some function of the distance to the 
boundary. The approximate location of the airbag boundary could be a linear 
prediction made from earlier frames as will be shown later. The easiest way to 
accomplish the weighting of gradient magnitudes is to first create an image 
consisting of the approximated boundary and then calculate the Euclidean distance 
map (see Appendix) of it. The function used should be 1 where the distance is 0 
and monotonically decreasing with increasing distance. For instance: 
 

 ( , )d x ye λ−  
 
The shape of the weighting function is illustrated by figure 30. The original image 
is used as texture map for reference.  
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Figure 30: Shape of weight function at λ = 0.1 

The parameter λ is used to control how far away from the boundary edges should 
be suppressed.  
 

 
Figure 31: λ = 0.1 
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Figure 32: λ = 0.3 

Although weighting of edge strengths seems like a good idea, it doesn’t turn out to 
be so good in practice. The really troublesome non-wanted edges are those that are 
close to the airbag boundary. If those are to be suppressed, then the approximate 
location of the airbag boundary can’t differ that much from the actual location. 
This cannot always be guaranteed which makes weighting of edge strengths moot, 
at least when removal of background- and internal edges are used. 
 

 
Figure 33: Good approximate location 
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Figure 34: Bad approximate location 

3.4 Active Contour 
Active contours, or snakes, were first introduced by Kass, Witkin and Terzopolous 
[12]. An active contour is a curve that moves inside the image pulled by internal 
forces originating from the curve itself and external forces generated from the 
image data. The internal and external forces are designed to attract the contour to 
the desired features in the image while maintaining the contour’s smoothness. The 
traditional contour is a curve ( ) [ ( ), ( )], [0,1]x ys v s v s s= ∈v  that minimizes the 
energy functional: 
 

 
1 2 2

0

1 ( | ( ) | | ( ) | ) ( ( ))
2 extE s s E s dsα β′′ ′′′′= + +∫ v v v  (5) 

 
A curve that minimizes E satisfies the Euler-Lagrange equation: 
 
 ( ) ( ) 0exts s Eα β′′ ′′′′+ −∇ =v v  (6) 
 
This may be viewed as a force balance equation that can be divided into internal 
and external forces: 
 
 0int ext+ =F F  
 
The internal force ( ) ( )int s sα β′′ ′′′′= −F v v  controls the tension and rigidity of the 
contour and the external force ext extE= −∇F  drives the contour towards the 
desired features. Increasing α causes the contour to act in a similar way as a rubber 
band, i.e. it wants to contract. If the parameter β is increased, the contour resists 
bending, much like a metal ribbon. If β is zero the contour is allowed to form 
sharp corners. 
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3.4.1 External Forces 
The force field used should of course be able to attract the contour to the desired 
image features. It is also desirable if the field is strong even far away from the 
desired features so as to minimize initialization sensitivity. Almost any type of 
force field could be used for active contours, but there are some standard types 
that are more common. Three such fields are described here.  

3.4.1.1 Classic Forces 
These are the forces used by Kass et al in 1987. When using ext extE= −∇F common 
external energies include: 
  

 

2

2

( , )

( ( , ) ( , ))
ext

ext

E I x y

E G x y I x yσ

= − ∇

= − ∇ ∗
 (7)

 
 
where I(x,y) is a gray-level image and ( , )G x yσ  is a Gaussian distribution 
function with standard deviation σ . If the image is binary, such as the output of 
an edge detector, these energies can be used: 
 

 
2

2

( , )

( , ) ( , )
ext

ext

E I x y

E G x y I x yσ

= −

= − ∗
 (8) 

  
These forces have some drawbacks. They can only attract the contour over great 
distances if σ  is large, but that means bad edge localization. 

3.4.1.2 Gradient Vector Flow   
The gradient vector flow (GVF) field proposed by Xu and Prince [16] is designed 
to attract the contour from far away and also has the advantage that it can draw the 
contour to concave features. It is defined to be the field ( , ) [ ( , ), ( , )]x y u x y v x y=v  
which minimizes the energy functional: 
  

 
2 22 2 2 2( ) ( , ) ( , )x y x yu u v v f x y f x y dxdyε µ= + + + + ∇ −∇∫∫ v  (9) 

 
where  
 
 ( , ) ( , )extf x y E x y= −  
 
with extE  as in (7) and (8). Solving (9) gives rise to the generalized diffusion 
equations applied to the components of the gradient of f(x,y). The GVF-field can 
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thus be seen as a diffusion of the classic snake force field. The parameter µ is a 
regularization parameter that should be increased if the image is noisy. 

3.4.1.3 Distance Map 
Another means of expanding the reach of the force field was devised by Cohen 
and Cohen [17]. They used a Euclidean distance map (see Appendix) of a binary 
edge map as extE . The force field ext extE= −∇F  then has the desired properties. 
The distance map is very fast to compute compared to the GVF field; the 4SSED 
algorithm requires only four passes across the image.  

3.4.1.4 Comparison 
The following images show how these three force fields differ from each other. 
Figure 35 shows the original edge image. It is evident from the image of the 
classic field in figure 36 that its reach is very limited. The distance map field and 
the GVF field display similar qualities as both fields extend throughout the image. 
One weakness of the distance map field is visible, however. Where there is little 
change in the distance to a feature, such as along the midline of the ellipse, the 
magnitude of the field is near zero. The GVF-field behaves significantly better in 
this regard. 
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Figure 35: Edge map 

 
Figure 36: Classic field 

Figure 37: Distance map field 
 

Figure 38: GVF-field 

 
The ability of the GVF-field to draw the contour into concave areas can be readily 
seen in figure 42. Down the middle of the U-shaped figure the vectors of the GVF-
field point slightly downwards, drawing the contour down. The vectors of the 
distance map field on the other hand point only in the horizontal directions, and 
can therefore not pull the contour down into the concave part of the shape. 
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Figure 39: Edge map 

 
Figure 40: Edge map (zoomed in)  

 
Figure 41: Distance map field (zoomed in)  

 
Figure 42: GVF-field (zoomed in)  

 
Although the GVF-field clearly is the best in terms of contour attraction, it is not 
the obvious choice if the time taken to calculate the force fields is taken into 
consideration. The table below should shed some light on this. 
 

Resolution Classic Distance GVF (µ=0.2, 80 iterations) 
264x322 0.0759 s 0.0858 s 27.2578 s 
1024x1024 1.8453 s 2.0516 s 641.828 s 

 
These times were measured in Matlab using functions from the Image Processing 
Toolbox for the classic and distance map fields, and from Xu’s and Prince’s 
Matlab code [18] for GVF. The GVF calculations are probably disproportionately 
slow since they consist of a lot of loops, which are notoriously slow in Matlab, but 
even if the GVF-implementation would be a lot faster in C++ it is doubtful that it 
could be done faster than the postulated 4-5 seconds allowed for the algorithm. 
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3.4.2 Numeric Solving 
Equation (6) can be solved by considering v to be a function of time t.  Setting the 
partial derivative of v with respect to t equal to the left hand side of (6) yields the 
following equation: 
 

 
( , ) ( , ) ( , ) ext
s t s t s t
t

α β∂ ′′ ′′′′= + −
∂

v v v F  (10) 

 
To solve (10) numerically, it is discretized with the finite difference method. Then 
(10) can be written as: 
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 (11) 

 
 Construct a penta-diagonal band matrix A as follows. 

 
2 6 4 . . 4

4 2 6 4 . . .
4 2 6 4 . .

. . . . . . .

. . 4 2 6 4
. . 4 2 6 4

4 . . 4 2 6

α β α β β β α β
α β α β α β β
β α β α β α β β

β α β α β α β β
β β α β α β α β

α β β β α β α β

+ − − − − 
 − − + − − 
 − − + − −
 =  
 − − + − −
 

− − + − − 
 − − − − + 

A

 
(Note that this is for a closed contour. For an open-ended snake, the three elements 
in the upper right and lower left corners would be zero.) Equation (11) can now be 
rewritten as: 
 
 1 1 ( )n n n n

ext
+ +− = +V V AV F V  (12) 

 
Solving (12) for 1n+V  yields: 
 
 

1 1( ) [ ( )]n n n
ext

+ −= − +V I A V F V  (13) 
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This is iteratively solved until a termination condition is satisfied. 

3.4.2.1 Contour Interpolation 
If the distance between snaxels6 is too large it will have an adverse effect on the 
accuracy obtained. Should the distance between snaxels be small, there will be a 
lot of snaxels in the contour. This makes solving equation (13) very slow. To 
maintain accuracy while keeping the number of snaxels within reason, snaxels are 
removed or added depending on the distance to its neighbors. To reduce 
unnecessary adding and removing, there is some hysteresis in the process. Snaxels 
are removed when the distance is below the minimum value (e.g. 2 pixels) and 
added when the distance is larger than the maximum value (e.g. 5 pixels).When a 
new snaxel is added, its position is linearly interpolated from its neighbors.  
 

 
Figure 43: Adding snaxels 

This process can be seen in the figure 43. The contour is interpolated every five 
iterations. This is also the interval at which the contour has been drawn here. The 
reason it is not performed after every iteration is that when the number of snaxels 
in the contour changes, the matrix A needs to be rebuilt and factorized which is a 
time consuming step. 

3.4.2.2 Termination Condition 
The most obvious way to determine if the iterative process is finished is to use a 
fixed number of iterations. While this is simple, it is hardly efficient. In most 
cases, very few iterations are needed to reach a solution since the airbag boundary 
does not move very much from frame to frame. Instead some metric describing 
how much the contour has moved should be used. If the movement is sufficiently 

                                              
6 A snake element, a vertex in the polygon representing the active contour. 
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small, the solution is found. A straightforward way of measuring this is to 
calculate the average movement of a snaxel since the last iteration and terminate if 
it is less than some value. However, if only a small portion of the contour is 
moving the termination can be premature. A better way is to terminate if a certain 
percentage of the snaxels have moved less than some distance. 
 

 
Figure 44: Snaxels moving along contour 

Using the distance a snaxel has moved from its last position can be bad, as figure 
44 demonstrates. What has happened here is that some of the snaxels move along 
the contour in big enough steps so that the termination condition is not satisfied. 
Thus, a better distance to use is the distance to the previous contour as shown in 
figure 45. 
 

 
Figure 45: Distance measure 

The darker lines represent the distance the snaxel has moved and the lighter ones 
the distance to the previous contour.  

3.4.3 Initialization 
Even though the GVF-field and the distance map field provide attraction from 
large distances there are benefits to be had by having a good initial contour. The 
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solution will be found in fewer iterations and the risk of the contour getting stuck 
on false features is reduced. 
 
In the first frame the contour must be initialized by hand as there is no previous 
data to work from. The contour is initialized by using the mouse. Clicking in the 
image adds another snaxel to the contour. To finish, the user clicks near the 
starting snaxel. The contour is then interpolated as described above to distribute 
the snaxels evenly. 
 
In subsequent frames the initial contour can be predicted from the previously 
calculated contours. It is however not as straight-forward as it may seem to predict 
contours. To predict the contour, linear extrapolation can be used. There has been 
considerable research in the field of interpolation between polygonal shapes [19]. 
Since extrapolation is somewhat analogous to interpolation, the same ideas should 
work. The problem can be separated in two parts, the vertex correspondence 
problem and the vertex path problem. Consider two polygons, p1 and p2. The first 
problem consists of finding a matching vertex in p2 for each vertex in p1 according 
to some metric. There are several approaches to this problem, ranging from simple 
ones such as using the closest vertex to more advanced ones. The second problem 
deals with the path from a vertex in p1 to its corresponding vertex in p2. Several 
constraints can be put on this path, such as that the path may not intersect another 
vertex’ path.  
 
For this application the problem thus becomes finding a third polygon p3 by 
extrapolating the vertices along their respective path in a similar fashion as for 
interpolation. Since an airbag rarely rotates and is more or less convex, a simple 
algorithm should suffice. There is also little need for an exact extrapolation as the 
polygon p3 should serve as initial data only. The number of vertices in each 
polygon can thus be reduced to increase the speed of computation. The polygons 
produced from the chain codes stored in the tracker result are very dense, one 
vertex per pixel. However, this ensures that vertices are evenly distributed in the 
image domain. The following simple algorithm is used to predict the contour. 
 

• Construct two new polygons u and v by selecting n evenly distributed 
vertices from p1 and p2 respectively. 

• Align the two polygons so that the distance between their corresponding 
vertices is minimized. That is equivalent to finding the index j that 
minimizes this sum: 

 

 
1 1

0

, 0.. 1
n j n

cw k k j k k j n
k k n j

d j n
− − −

+ + −
= = −

= − + − = −∑ ∑u v u v  
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Since the winding can be different in the two polygons, i.e. one can be 
clockwise and the other counter-clockwise, the same must be done for this 
sum: 
 

 
1

0 1

, 0.. 1
j n

ccw k k j k k j n
k k j

d j n
−

− + − + +
= = +

= − + − = −∑ ∑u v u v  

 
• Linearly extrapolate each vertex. If u and v have the same winding: 
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If not: 
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• Filter the result to achieve a smoother contour. A simple five point 

averaging filter is used. 
 
This prediction algorithm can be seen in action below. The tracking was done in 
reverse, as can be seen by the timestamps in the bottom right corners of figures 46 
and 48. The small circles mark the start vertices of the polygons before 
permutation. In the second image (i.e. figures 48 and 49) it is apparent that the 
second step of the algorithm works, since it finds a good solution despite the start 
vertices being far apart. 
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P1P2P3 unfilteredP3 filtered  
Figure 46: Predicted contour frame 1 

 
Figure 47: Frame 1 zoomed 

P1P2P3 unfilteredP3 filtered  
Figure 48: Predicted contour frame 2 

 
Figure 49: Frame 2 zoomed 
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4 Implementation and Results 
This chapter starts by describing the development environment that was used 
throughout the thesis followed by a presentation of the final algorithm and its user 
interface. Implementation issues regarding speed are discussed and an example of 
a tracked sequence is shown. The chapter ends with conclusions and some remarks 
on future enhancements. 

4.1 Development Environment 
The computer system used for implementation and testing was a 3 GHz Pentium 4 
with 1 GB RAM. The operating system used was Microsoft Windows XP. 
Initially, parts of the algorithm were implemented in Matlab. When it was 
ascertained that the algorithm performed satisfactorily, it was integrated into the 
tracking framework in C++. Some parts were then added only in C++, mainly 
things regarding prediction. Microsoft Visual Studio 6.0 was used for C++ 
development and debugging.  

4.2 Final Algorithm 
The basic idea of the new airbag tracking algorithm was as follows: 
 

• Detect edges 
• Enhance feature detection by removing edges that are not part of the airbag 

boundary 
• Fit an active contour to the remaining edges, using the predicted boundary 

as initial data 
 
To detect edges the standard Canny edge detector was used. Three different ways 
of enhancing feature detection were tried: removing background edges, removing 
internal edges and weighting edge strengths. Of the three methods, the first two 
were very useful but the third proved too error-prone. 
 
For the active contour, three types of force fields were tested: classic, GVF and 
Euclidean distance map based. Being able to attract the contour from far away is a 
desired feature, but since the airbag boundary normally is convex, the ability of 
the GVF-field to attract the contour to concave features was deemed not worth the 
additional computational cost. The choice thus fell upon Cohen’s and Cohen’s 
distance map approach. 
 
The active contour was initialized by linearly predicting the contour from the 
previous frames. This was accomplished by aligning the contours and 
extrapolating each vertex along its path.  
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The final algorithm is thus: 
 

• Detect edges using the Canny edge detector 
• Enhance feature detection by: 

o Optionally removing background edges 
o Optionally removing internal edges 

• Fit an active contour with the gradient of a Euclidean distance map as 
external force to the remaining edges, using the predicted boundary as 
initial data 

4.3 User Interface 
There are quite a large number of parameters in this algorithm. If the user interface 
would allow all these parameters to be changed, it would probably be to daunting 
a task for the user to learn it. To minimize the learning curve for the user and to 
maximize usability, some parameters were hidden from the user and others were 
composited so that one user parameter controlled more than one actual parameter. 
The parameters that were hidden from the user were mostly ones that provided 
little improvement when changed. For these parameters, empiric testing provided 
good default values. Figure 50 is a snapshot of the actual user interface in the 
application. 
 

 
Figure 50: Graphical user interface 

A brief explanation of the parameters available to the user: 
 
Blur: 
The standard deviation σ used for the Gaussian kernels in the edge detector. 
 
Sensitivity: 
This parameter corresponds to the pe parameter in the Canny edge detector, but in 
a quadratic relation to allow for finer adjustment of small values.  
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Remove Background Edges: 
It can be set to off, or to use the first image in the sequence or an image at a 
specified time as the background image. 
 
Remove Internal Edges: 
On and off. 
 
Contour Smoothness: 
This actually controls two parameters, both α and β for the active contour, to 
reduce the complexity of the interface. The tension parameter α was set to one 
third of β after extensive testing. The contour smoothness determines the internal 
energy’s relative strength compared to the external. 
 
Update Contour Live: 
Since finding the equilibrium for the active contour can be slow, it is optional if 
this is done when changing the parameters. 
 
View Contour: 
The contour often obscures the detected edges. The user can hide it to get a better 
look at the edges. 
 
Since feedback is very important to get a feel for what changing a parameter 
actually does, the feature detection (and optionally the contour) is recalculated live 
when the user changes a parameter. To provide a good sense of how well edges 
are detected, the detected edges are displayed overlaid on the image.  
 
During tracking, the user can stop at any time if the contour should get stuck on 
false features and correct it.  
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Figure 51: Editing the contour with the mouse 

When the user has edited the contour, tracking is done again for the current frame 
with the edited contour as initial data. If the user wants to override this behavior 
and draw the contour manually without re-tracking, this can be done by holding 
the ALT key while editing.  

4.4 Speed Issues 
One of the design goals was that the new algorithm should not take more than 4-5 
seconds per frame for normal images on standard PC hardware. As always, the 
faster the better, so what has been done to enhance the speed of the algorithm? 
 
Keeping the number of snaxels in the contour down is the most important thing to 
increase speed. This is done by the contour interpolation step. This works on the 
pixel distance between snaxels, so for very large images it may be necessary to 
limit the total number of snaxels in the contour. This was however not 
implemented. It is also important to keep the number of iterations needed to find a 
solution as small as possible. Prediction is a big help here, but also a good 
termination condition that stops as soon as possible but not too soon.  
 
Another step that was taken was to minimize memory access times by using 
blocked [20] versions of all convolution type operations to allow for more cache-
friendly access patterns. This was able to speed up edge detection by a factor of 
two. 
 
On a normal airbag sequence of resolution 512x384 the algorithm takes 
approximately half a second per frame. A lot faster than 4-5 seconds, which means 
that slower computers than initially targeted can make use of this new and 
improved algorithm. 
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4.5 Experimental Results 
It is hard to portray tracking of complete sequences in a printed media. The images 
in figure 52 are excerpts from an automatically tracked airbag sequence. The 
sequence was tracked in reverse as that seems to produce better results. When 
tracking forward the rapid movement in the beginning of the sequence cannot be 
predicted since no earlier data exists.  
 

 

 

 
Figure 52: Excerpts from tracked sequence 

Some small errors can be seen, mostly due to the contour getting stuck on false 
features. In the last image, the edges are badly detected due to motion blur. This is 
a demonstration of an automatic tracking; in a real situation the user would have 
stopped and corrected the contour as soon as an error occurred. By doing so, near 
perfect tracking is possible in most of the sequences depicted in this thesis. With 
the old tracking algorithm it is impossible to accurately detect the boundary in this 
sequence. In figure 53 a comparison of the old and new algorithms is shown.  
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Figure 53: Algorithm comparison, old to the left, new to the right 
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In each image the settings for the old tracking algorithm have been tweaked to 
achieve as good results as possible, while the settings for the new algorithm have 
been left at the default values. It is clear that the new algorithm performs better in 
the more difficult images. In images which the old algorithm can handle the new 
algorithm may be less pixel accurate as is evident in the last pair of images, but 
this can easily be corrected by the operator.  

4.6 Conclusions 
All in all, this thesis has progressed well and produced an algorithm that works 
really well. While certainly not perfect, it is a significant improvement over the 
current algorithm. The work itself has been smooth, although the efforts to 
improve the current algorithm with morphological operations could have been put 
to better use exploring other means of enhancing the edge detection, seeing as 
those improvements were a dead end anyway. As always, hindsight is 20-20. 
Choosing the gradient of a distance map over GVF as external force for the active 
contour is currently a good trade-off between good force field properties and speed 
of calculation. That is however a decision that might have to be re-evaluated in the 
future as computers get faster.  

4.7 Future Enhancements 
Some issues still remain. The active contour tends to collapse when it becomes 
small. Adjusting the tension parameter α according to the size of the contour could 
be a possible way to circumvent this. There is also no detection of loops in the 
contour. This is not a big problem and a loop detection algorithm would probably 
be prohibitively slow. There may also be more ways to enhance the edge 
detection. For instance, the edge direction may be used to suppress edges that are 
not aligned in the same direction as the closest section of the predicted contour. 
The edge direction may also be used as an additional external force to increase 
attraction to edges with the ‘correct’ orientation [21]. When the 2D tracking is 
considered good enough the natural next step is to try to deduce the 3D shape from 
the image, for instance using some shape-from-shading [22] algorithm. 
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Appendix 

Euclidean distance map 
A distance map of a binary image gives the distance (and possibly direction) of 
each pixel to the nearest object pixel according to some metric. The distance map 
is produced from the binary image by a distance transform. Common metrics in 
image processing are city block, chessboard, and Euclidean.  
 

 
2 2
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CB p q p q
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For a long time, non-Euclidean metrics were used as to approximate Euclidean 
metrics. The reason for this was speed since a brute force Euclidean distance 
transform requires O(n2) time to compute if n is the number of pixels in the image. 
In 1980, Danielsson published his algorithm [23] called Sequential Euclidian 
Distance Transform, available in four-point and eight-point versions depending on 
the required accuracy. The four-points transform, 4SEDT for short, is computed in 
O(n) time and has a maximum error of 0.29 pixel units. The idea behind it is that 
the distance for a pixel can be deduced from that of its neighbors. To do this, the 
distance vector (|px-qx|,|py-qy|) is propagated through the image using four different 
masks. 
 

 
Figure 54: 4SEDT 

A signed version, 4SSEDT, was later introduced. The only differences are the 
weights in the mask, so that (px-qx,py-qy) is propagated instead. 
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Figure 55: 4SSEDT 

The transform is computed like this: 
 

• For each row, starting from the top 
o Scan the row to the right using mask 1  
o Scan the row to the left using mask 2  

• For each row, starting from the bottom 
o Scan the row to the right using mask 3  
o Scan the row to the left using mask 4 

 
In each step, the mask is centered on pixel p. If the (squared) distance stored for 
any pixel inside the mask added to the corresponding weight is smaller than that of 
p, p’s distance is updated. 
 

 
Figure 56: Binary image 

 

 
Figure 57: Corresponding distance map (4SSEDT) 
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