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Abstract

This report presents work done in the field of output error identifica-
tion, with application to spark ignition (SI) engine identification for
the purpose of air to fuel ratio control. The generic parts of the project
consist mainly in setting out the basis for the design of output error
identification software. Efficiency issues related to linear state space
models have also been explored, and although the software design is
not made explicit in this report, many of the important concepts have
been implemented in order to provide powerful abstractions for the
application to SI engine identification.
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conditions. The goal is to re-estimate models without utilizing a vir-
tual measurement which has been used successfully to estimate models
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the lack of excitation in the system input, shortcomings of the fuel dy-
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Chapter 1

Introduction

This chapter presents the background of the project, introduces the
engine to be modeled, defines the problem, provides a brief survey of
previous work, outlines the present report, and defines the notation.
The section on the engine is included here only to acquaint the reader
with the engine basics as early as possible, and may safely be skipped
or skimmed by readers who are already familiar with this topic.

1.1 Background

To accurately picture the background of the work described in this
report, it is necessary to first of all mention that this is a master thesis.
The work behind the thesis is only part of a larger project, and the
thesis itself is very much a recompilation of reports written for this
larger project.

1.1.1 Secondary Background

The project task is to find detailed models of an SI engine (called just
”engine” from here on) that can be estimated online under normal op-
erating conditions. Such models are of great economical importance
for the automobile industry thanks to emission requirements. On the
other hand, legislation of emission requirements is only (economically)
possible when the technique to follow the legislation is mature, so ad-
vances in engine technology is walking hand in hand with legislation

1



2 Chapter 1. Introduction

towards a cleaner environment.

No matter what other techniques are used in the engine and elsewhere
in the car to reduce emission levels, techniques like exhaust gas recircu-
lation, catalyst cleaning, lightweight construction etc, having accurate
models of the engine will always be necessary in order to make the com-
bustion itself as clean as possible. The cleanest combustion (at least in
the absence of exhaust gas recirculation!) is obtained when the mixture
of air and fuel contains 14.661 times as much air (mass) as fuel (mass).
Hence, there is a need for engine models that can be used both for
estimating (predicting) the amount of air charge in the cylinder, and
for computing how long the electrical pulses to the fuel injector (called
“fuel pulses” from here on) shall be in order to match the air charge.

1.1.2 Immediate Background

The main project is carried out at the Centre for Complex Dynamic
Systems and Control2 at the University of Newcastle, Australia, on
behalf of General Motors (called “GM” from here on). A substantial
survey of engine modeling had resulted in fairly detailed models of the
inlet manifold, the fuel path and the combustion subsystems. The gen-
eral structure is shown in Figure 3.2. All models are given in event
domain, where each event corresponds to the time of injection of some
cylinder in the 8 cylinder engine. Expressing the models in event do-
main is wise as it makes a few important delays in the system more or
less constant.

The data obtained from GM contains a synthetic air charge measure-
ment. Containing both the exhaust gas sensor’s voltage reading, as
well as an (equally delayed) estimate of the relative air to fuel ratio,
the data also implicitly contains an inverted sensor model. It was as-
sumed that the inverted model used by GM was accurate enough to
use the estimate in place of the raw voltage, and the estimate shall
be referred to as the “lambda measurement” from here on. Assuming
that the cylinders in each bank have the same distance to the respective
lambda sensors, constant pressure and temperature, and an ideal gas,
the delay from fuel injection to lambda sensor reading is a constant
in event domain. This delay has been previously estimated to be 16
samples (the exact meaning hereof will be defined in Section 1.2), so
together with the air charge signal, a virtual fuel measurement can be
constructed.

114.66 is called “the stochiometric ratio”.
2Formerly called Center for Integrated Dynamics and Control, CIDAC.
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With the virtual fuel measurement and air charge signal at hand,
all sub-models became completely isolated, and were successfully es-
timated and validated separately.[Welsh et al., 2003b,c]

1.2 Spark Ignited Internal Combustion En-
gines

This section gives a brief introduction to a spark ignited internal com-
bustion engine with 8 cylinders and port fuel injection. A good ref-
erence on internal combustion engines in general is Heywood [1988].
Of particular relevance for this report is the background study for the
main project, Welsh et al. [2002]. However, for the understanding of
the models used in this report, a brief introduction should suffice.

The engine under consideration has 8 cylinders. In each cylinder, a
piston moves back and forth, with the bottom end connected to the
crank shaft. In the top end of the cylinder, valves can open to let air
and fuel in or exhaust out. For a single cylinder, the engine operates in
cycles of four strokes, where each stroke corresponds to the movement
of the piston from one of its extreme positions to the other. Thus, the
crank shaft makes two revolutions per one engine cycle. The pistons
are connected to the crank shaft in such a way that their operations are
interleaved, so that torque is developed with a period corresponding to
a 90◦ rotation of the crank shaft.

Starting with the intake stroke, and in chronological order, the four
strokes are:

Intake stroke. During the intake stroke, the valve (or valves) con-
nected to the intake manifold is open in order to let air in, while
the piston moves towards the crank shaft center, such that the
volume in the cylinder increases. While air is being sucked in,
fuel is injected on the intake manifold side of the valve by a fuel
injector. The amount of fuel is determined by a digital controller.

Compression stroke. During the compression stroke, the valves are
closed while the piston moves back up the cylinder, being pushed
by the crank shaft. As the volume decreases, the mixture of air
and fuel is compressed. The engine’s compression ratio, defined
by the maximum cylinder volume divided by the minimum cylin-
der volume, is much related to how efficiently the engine uses the
fuel.[Heywood, 1988, ch 15.3.4] At the end of the compression
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stroke, a spark plug ignites the mixture of air and fuel, which
begins to develop an even higher pressure on the piston. (Deter-
mining the optimal timing of the ignition is a control problem in
itself.)

Expansion stroke. During the expansion stroke, the valves are still
closed, while the piston moves down the cylinder again, pushed
by the expanding gas. The work developed on the piston is about
five times larger than the work needed to compress the mixture
of air and fuel.[Heywood, 1988, ch 1.3] Via the piston, the work is
transfered to the crank shaft, usually measured by the developed
torque (the differential of the transfered work with respect to
crank shaft angle).

Exhaust stroke. During the exhaust stroke, the valve (or valves) con-
nected to the exhaust manifold is open in order to let the burnt
gases out while the piston moves up the cylinder again. The
crank shaft has by the end of this stroke rotated 720◦, and the
cycle starts all over again.

Dividing the 720◦ by the number of cylinders, 8, gives a 90◦ shift be-
tween the cylinders. It is assumed the sampling instants of the con-
troller and the measurements in the data set available for this project,
are defined by each time fuel is injected. Since “each time fuel is in-
jected” is not clearly defined, the exact meaning of a sampling instant
is assumed to correspond to the time a piston is in top position (i e
when the volume in the cylinders is at its minimum), and that fuel is
injected roughly in the middle of the intake stroke. Independently of
these assumptions, it is known that the sampling instants are somehow
synchronized with the engine cycle, and that each cycle corresponds to
8 samples. Thus, the sampling interval will change with the speed of
the engine. Let N be the engine speed in revolutions per minute, and
∆t be corresponding sample interval. Then

N · 360◦

60s
= N · 6◦/s

is the engine speed expressed as degrees per second. Hence the sample
interval, expressed in seconds, is determined by

∆tN · 6◦/s != 90◦ ⇐⇒

∆t
!=

15
N

s

Some time after the exhaust stroke, the exhaust gasses have moved
the short distance through the exhaust manifold to where the exhaust
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gas oxygen sensor is located. This is usually a sensor with binary
characteristics, telling whether there was too much or too little fuel in
relation to the air in the cylinder. However, the sensor also possesses
dynamics that are not negligible. The time constant of the dynamics
adds to the delay. Thus, the information about the mixture at sample
k is to be found in exhaust gas measurements about dλ samples later.
(This defines dλ.)

The timeline for a single cylinder is shown in Figure 1.1.

stroke
time

0 180 360 720 0
k − 1 k + 1 k + 3 k + 5 k + 8

k k + 2 k + 4 k + 6 k + 9
sample number

crankshaft angle

torque measurementignition

intakeintake
exhaust

stroke
time

180
k + 10 k + dλ

k + 11
sample number

crankshaft angle

exhaust measurement

compression

. . .

. . .

. . .

compression
expansion

. . . transport delay

exhaust . . .

sensor dynamics

Figure 1.1: Timeline describing the engine’s operation in a single cylin-
der.

1.3 Problem Definition

The problem addressed by the work in this report is to re-estimate the
previously developed engine models when the virtual air charge signal
is not available. Ideally the same models would turn out to still be
identifiable. However, it is well understood that this problem is much
harder than the preceding estimation. There are two obvious reasons
for this. First of all the number of parameters to be simultaneously es-
timated is much larger than before. Secondly, the division of air charge



6 Chapter 1. Introduction

by fuel becomes an internal nonlinearity, while the previously used con-
struction of a virtual fuel measurement allowed for the nonlinearity to
be dealt with as a simple data preprocessing task.

It was specified that an output error criterion and numerical search
for the minimum should be the method of identification. Software to
support the identification process was to be developed as needed.

A related task was to compare computational complexity of two differ-
ent methods of computing the gradient and Hessian of the output error
objective for time invariant linear state space models.

1.4 Previous Work

The problem of estimating models for model based engine control is not
new. Back in 1990, Melgaard took on the task, and later included it as
a case study of his PhD thesis. The observation was made that little
was written on the subject. The method used by Melgaard was to esti-
mate simple stochastic models using the maximum likelihood criterion.
The experiment setup was a controlled environment for identification
of the fuel dynamics subsystem (described in Section 3.1), with almost
constant air flow, and excitation in the system input. The results were
positive, but the experiment setup make the results inapplicable to the
current problem. [Melgaard, 1994]

A few years later, Turin and Geering showed that the main subsystems
that are identified in this report (see Section 3.1 for a description of
the subsystems) can be identified under certain circumstances. Pro-
vided excitation in the system input, lean operating conditions, and
given delays, it was shown that an extended Kalman filter can be used
for online identification. Again, the preconditions do not hold for the
problem at hand. [Turin and Geering, 1993]

A large part of this report is devoted to general results for output error
identification, presented in a way that defines a design of estimation
software. Important work in identification software has been carried
out by Ljung, resulting in the System Identification Toolbox, Sitb, for
Matlab. The software developed in this project uses the same data
representation objects as Sitb.

The investigation of the computational complexity of certain gradient
and Hessian computations, was based on results in Speedy et al. [1970].
There, the corresponding result for continuous time model structures
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is stated.

The author is not aware of previous work on what is here referred
to as generalized and higher order matrices and the related gradient
operator. However, it seems highly likely that these are just a very
basic representation of some kind of restricted tensors.

1.5 Report Outline

The rest of this report is structured as follows. The rest of this chapter
introduces most of the notation used in the report. Chapter 2 contains
background and general results on output error identification. The
model structures that were used in this project are presented in Chap-
ter 3, and the estimation results are given in Chapter 4. Conclusions
and proposals for future work are found in Chapter 5.

At the end, there are three fairly large appendices. Appendix A intro-
duces concepts related to higher order matrices and gradients, used in
the development of algorithms for estimation. Appendix B describes
work done on output error identification of general linear state space
models. Finally, Appendix C is a user guide and reference for the im-
plemented software.

1.6 Notation

This section defines various notation, some of which is conventional and
may seem obvious. Other definitions are included to make precise the
meaning of notation that would otherwise be vague or for which sev-
eral more or less standard conventions exist. Some definitions may by
compatible with, but not identical to, standard conventions, while still
others may even be incompatible with standard notation. Hence, the
reader is encouraged to skim this section in order to better understand
the rest of the report.

1.6.1 Concepts

This subsection aims to define all important concepts with enough de-
tail to avoid misunderstandings in the rest of the present report.
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• In this report, model refers to a set of equations that determines
a system’s outputs from its inputs.

• Model structure refers to a model that may have undetermined pa-
rameters.3 This means that whenever the system equations have
undetermined parameters, they shall be referred to as a model
structure, but when the system equations have no undetermined
parameters, they may be referred to either as a model or a model
structure, depending on the context.

• Models are typically obtained by assigning values to a model
structure’s undetermined parameters. This process is called in-
stantiation.

• When a model is obtained by instantiation, the structure it was
obtained from is called the model’s structure.

• The undetermined parameters must be ordered, so that a model’s
parameter values can be organized as a vector where the location
of a values in the vector determines what parameter it is associ-
ated with. Such a vector is called the model’s parameter vector.
Since a parameter vector implicitly defines a model when a model
structure is given by the context, the terms parameter vector and
model may sometimes be used interchangeably.

• A model structure’s undetermined parameters can be estimated
to yield a parameter vector that is optimal in some meaning. This
process is also referred to as estimating a model.

• A component based model structure, where no components have
input signals derived from their own outputs, is referred to as a
feed forward network (model structure).

• The components of a feed forward network model structure are
naturally referred to as the nodes of the network.

1.6.2 Task Specific Symbols

Two kinds of symbols are directly related to the problem at hand.

3 This definition is similar, but not the same as the more formal definition
in Ljung [1999]. However, wherever this definition applies in this report, Ljung’s
definition also applies.
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Context Defined Constants

When a certain state space system is given by the context, the following
notation applies:

• Nu is the number of inputs to the system.

• Ny is the number of outputs from the system.

• Nx is the number of states in the system.

When a certain data set is given by the context, the following notation
applies:

• Nk is the number of samples in the data set.

When a certain model structure is given by the context, the following
notation applies:

• Nθ is the number of parameters of the model structure.

Signal Naming Conventions

A few conventions are used to make signal symbols easier to relate to
what they stand for.

Many signal names are composed by letter with a subscript in lower
case. In such combinations, the main letters have the following inter-
pretations:

• “T”: temperature

• “P”: pressure

• “M”: mass

• “α”: angle

• “τ ”: torque

The subscripts give information about things such as physical location:
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• “y”: output signal.

• “m”: related to the inlet manifold.

• “e”: related to the exhaust gas.

• Mac is the mass of air charge.

• Mf is the mass of fuel.

• αth is the throttle angle.

• αsa is the spark advance.

Scaled signals have a raised asterix to the right. For example, τ∗y de-
notes the torque measurement after scaling.

For signals that are both predicted and found in the data sets, a bar
is put on the symbol that denotes data. For example, τ̄y is the torque
measurement data, while τy is the corresponding prediction.

Unfortunately, not all signals symbols are explained by these rules.
However, all signal symbols, whether possible to interpret by these
rules or not, are described in Section 3.1.2.

1.6.3 Model Structure Naming Conventions

Particular sub-model structures that need a compact way of referenc-
ing them, are given names on the form S#Nθv. Here, the sub-model
name is coded in the first letter (“S”) with the meanings listed below
(the meanings of the sub-model names are described in Chapter 3),
“Nθ” stands for a mathematical expression telling the number of unde-
termined parameters in the structure, and “v” is an optional string to
resolve name conflicts (it is rarely needed, and when needed it is either
“a” or “b” in this report).

• I : inlet manifold

• C : Combustion

• F : Fuel dynamics

• E : Exhaust sensor
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1.6.4 Functions

Notation 1.1 (Arrow notation). The arrow notation denotes a
function as a mapping from arguments to an expression. If a func-
tion, f , maps the variables x1, x2, . . . , xn to the value of the expression
“E(x1, x2, . . . , xn)”, then the following notation applies{

(x1, x2, . . . , xn) 7→ E(x1, x2, . . . , xn)
} 4

= f

where the braces around the arrow expression are not required when
the extent of the expression is clear from the context. The parentheses
around the argument list may be omitted when the list contains just one
item. However, the parentheses are still required when the argument list
is empty.

Notation 1.2 (Curry notation). For a function f of arity n, the
following notation applies for m ≤ n:

f(x1, x2, . . . , xm)
4
= (xm+1, xm+2, . . . , xn) 7→ f(x1, x2, . . . , xn)

As an example of curry notation, if f is a function of 5 arguments, then
f(1, 3) is the function (z, v, w) 7→ f(1, 3, z, v, w). This also means that
there is no difference between f(1, 3) and f(1)(3).

Notation 1.3 (Bullet notation). The meaning of an expression in-
cluding n instances of the “•” symbol, is defined as the function of arity
n that maps (x1, x2, . . . , xn) to the value of the expression when x1 is
substituted for the first “•”, x2 is substituted for the scond “•”, etc.
This generalizes the curry notation.

As an example of the bullet notation, with f defined as above, f(•, 3, •, 7, 0)
is the function (x, z) 7→ f(x, 3, z, 7, 0). Note that f(1, 3) = f(1, 3, •, •, •).
Notation 1.4 (Argument list delimited by square brackets).
For function arguments that act as sequence subscripts or array indices,
square brackets are used instead of parentheses.

For example, this means that the “time” argument of discrete time
signals is written within square brackets like this: τy[k].

Notation 1.5 (Function subscripts). Subscripts may be used on
matrix (vector) valued functions to denote component indexing.

Notation 1.6 (Function inverse). When a function has an inverse,
it is denoted using the superscript −1 on the original function. Thus
f−1 is defined by

f ◦ f−1 != I != f−1 ◦ f
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where I is the identify function (informally defined below).

Notation 1.7 (Function repetition). For functions that are map-
pings to their own domains, repetition of several applications of the
function is denoted as a power:

Tn 4
= T ◦ T ◦ · · · ◦ T︸ ︷︷ ︸

n repetitions of T

Negative powers denote repetition of the inverse.

1.6.5 Syntax and Operators

Notation 1.8 (Standard base vector). 1r denotes a vector of ap-
propriate size, where all elements are 0 except for the rth one, which is
1. This definition extends all the way to higher order matrices.

Note that the standard base vectors are often denoted er in the litera-
ture. However, the meaning of the notation er may not be clear from
the context, so 1r is preferred to avoid confusion.

Notation 1.9 (Forward shift operator). The symbol q is used to
denote the forward shift operator, which for functions of arity 1 is de-
fined as

q f
4
= [k] 7→ f [k + 1]

It is similarly defined for functions of higher arity, provided that only
one function argument is of index type (usually written within square
brackets). Then the q operator denotes forward shift in the argument
of index type.

The notation of repeated functions (operators) is very useful when a
denoting a signal delayed, say d steps:

(q−d Ty)[k] = Ty[k − d]

Notation 1.10 (Matrix pseudo inverse). The matrix pseudo in-
verse is denoted by the superscript † on the matrix.

For example, x := A†b yields the minimum norm x among the mini-
mizers of ‖Ax− b‖2.
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Notation 1.11 (Integer ranges). Integer ranges are denoted using
double dots; for i1 ∈ Z and i2 ∈ Z,

i1..i2
4
=

{
{ i1, i1 + 1, . . . , i2 }, if i1 ≤ i2

∅, otherwise

For example, 2..5 def= { 2, 3, 4, 5 }.

Notation 1.12 (Identity function, identity matrix). The identity
function, also called the null operator or identity operator, is denoted
I. This is also the notation for the identity matrix (having dimension
2).

Generalized Matrices

The notion of a matrix is given a generalized meaning. The most
important consequence of this is that for a vector, x, of size n and a
matrix, A, of size n × m, the multiplication xA is well defined and
basically equal to the standard expression X>A, where X is the n× 1
matrix containing the elements of x. See Appendix A for more details
on definition, properties, notation, etc.

Partial Derivatives

This subsection aims to remove ambiguities of standard notation. See
any introductory book on calculus for basic notation and definitions.

The notation of partial derivatives used here is presented by example.
Let f be a function of two arguments. Then

∂f(x, y)
∂x

denotes the function

(a, b) 7→ ∂f(x, y)
∂x

(a, b)

i e the function that returns the partial derivative with respect to the
first argument.

For a function, f , of n arguments

∂if
4
=
∂f(x1, x2, . . . , xn)

∂xi
(1.1)
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Note that

∂ x 7→ f(x)
∂xi

is non-sensical.

If f is a mapping to Rm, then so is ∂f(x,y)
∂x , where component i is

given by ∂fi(x,y)
∂x . The definition is extended to the obvious part of the

Jacobian matrix in case x ∈ Rn.

A generalized gradient operator is used and denoted by ∇. It unifies
gradients, Jacobians and Hessians, and provides concise notation. See
Appendix A for details on definition, properties, notation, etc.

Equality Like Constructs

Equality signs can have many meanings, so to avoid confusion the signs
are extended with different ornaments that serve to indicate what is
meant by the equality.

Definition of Example Meaning

=
√

(x+ 2)2 = |x+ 2| Rewriting equality; like a
trivially satisfied equation.

!= x2 + 4x+ 8 != 4
Equality requirement. This
is an equation with solution
x = −2.

:= (x+ 2︸ ︷︷ ︸
=:y

)2 + 4 Definition. This defines y to
be x + 2.

:= x := (y − 2)2 Defines x to be (y − 2)2.

def= y
def= (x+ 2)

Equal by definition. This
emphasizes that the rewrit-
ing equality uses a defini-
tion.

@· · · := @expr := (x+ 2)
Notational macro.
Here (x 7→ @expr) =
(x 7→ (x + 2)).

Note that y =: x+ 2 is an invalid expression. A fresh symbol must be
the only thing on the colon side of :=.
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1.6.6 Literal Expressions

A literal expression refers to a construct in words that may have a
meaning that is not readily understood from the words of the expres-
sion, and that doesn’t refer to a well defined concept (concepts were
defined above). The meaning of such expressions are listed below.

• By earlier in the project and similar constructs, it is referred to
work done in the engine estimation project prior to the work in
this master thesis.
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Chapter 2

Methods of Estimation

This chapter isolates the principles of model estimation, and what is
common for all estimation problems in this project, from the particu-
larities of individual model structures — the topic of Chapter 3.

2.1 Estimation and Validation Data

Several sets of data were collected and made available by GM. This
section describes these data sets in terms of what is known about the
operating conditions. However, the raw data also differs in what mea-
surements are available, and in the naming of signals. For example,
some sets have separate measurements for the two banks of the en-
gine, while others don’t make that distinction. (The 8 cylinders are
grouped into two banks, each bank having its own intake and exhaust
manifolds.)

Contrary to when models were estimated earlier in the main project,
the M̄ac “measurement” must not be used for estimation since it is
derived from other signals. Less clear is the nature of the torque data,
where two signals are available. One signal is called “torque voltage”,
the other called “torque”. As no restrictions are posed by GM, it
was decided to exclude the torque sensor from the engine model and
rely only on the signal called “torque”. However, it is also known
the chosen signal is not simply the inverse of the sensor characteristics
applied to the “torque voltage”, but actually a signal derived from other
measurements as well. This has severe implications on the quality of

17
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the torque model, in particular since the derived signal Mac probably
makes a major contribution to the torque signal. That is, it is very
likely that estimated models will merely be good models of the models
used to compute the derived signals, and not of the engine. Extremely
good validation results of the intake manifold and torque models earlier
in the main project affirm that this might be the case.

The data sets are described below:

data set #1 This data was collected using a gentle driving cycle. A
feed-back controller was used to control the fuel pulses. Feed-back
has both advantages and disadvantages here. The advantage is
that this makes the data set similar to real operating conditions.
The disadvantage is of course that it may result in models that
are closer to the inverse of the controller than the engine.

data set #2 This data set is similar to data set #1, but collected in
open loop.

data set #3 This data was collected using an aggressive driving cycle,
and in open loop.

data set #4 This data has steps in the fuel signal to enhance identi-
fiability. However, these conditions do not resemble normal driv-
ing conditions, making the data set unsuitable for the present
purposes for several reasons. First, using excitation to enhance
identifiability does not comply with the purposes of this project.
Secondly, the unusual nature of the input signal will implicitly
enlarge the validity range of estimated models, and there may be
a big performance cost in the validity range of real interest ac-
companied by just slight performance gain over the bigger range.

2.2 Principles of Identification

Many principles exist in the field of identification. They differ in the
type of models they estimate, the measure of model correctness (valid-
ity) used, and how to proceed in order to find models that are good
with respect to the validity measure. This section describes the prin-
ciple used here, output error identification, and makes a comparison
with other important principles.

The first subsection describes model structure classes. The following
subsection describes the performance measure and the estimation tech-
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nique of output error identification. The last subsection makes com-
parisons with alternative principles.

2.2.1 Model Structure Characterization

Model structures can be characterized in many ways. This section
gives a brief overview of some characteristics that are important for
this report.

Parametric

If a system has a structure that is described by equations containing a
fixed and data independent number of parameters, the model structure
is called parametric. Typically, the number of parameters is signif-
icantly less than the number of parameters used by non-parametric
model structures (defined below). Parametric model structures have
several advantages; the system representation is compact, the small
number of parameters is beneficial during estimation, as well para-
metric representations are often appealing because important system
properties are readily obtained from the parameter values. The most
important disadvantage is that the system may not have a parametric
representation, or it may be hard to find such a representation.

Non-Parametric

Typical non-parametric model representations describe the model by
samples of some sort, and are typically limited to linear, time-invariant
models. Very common are samples of the impulse response, or samples
of the system’s frequency response. Linear state space structures, where
the parameters and/or the states have no intended meaning, may also
be called non-parametric. Common to these model structures is that
they use many parameters, which are not very meaningful by them-
selves. On the other hand, the parameters often have similar meaning
to each other, and this can be an advantage in estimation because the
parameters can be estimated by a unified and often simple method.
Another advantage with non-parametric models is that they generally
can be extended to use more parameters, and given enough parameters,
they are often able to approximate systems that may be hard to fit into
a parametric model structure.

In this report, models of static functions are called non-parametric
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when the function definition uses many parameters with similar mean-
ing. A famous class of such function representations is feed-forward
neural networks. Such networks have been “trained” (i e estimated) to
acceptable performance in a range of applications.[Russel and Norvig,
1995] They appeal to many due to their similarity to the structure of
biological brains, and there exist a simple algorithm1 for computing
the gradient of the objective in output error identification (see Sec-
tion 2.2.2).

Continous Time Equations

Models that use differential2 equations in their system representations
are said to describe the system in continuous time. The advantage of
using such models is that many real world systems are well described by
differential equations. The disadvantage is that when data is collected
for estimation, it is always sampled, and numerical algorithms imple-
mented on computers deal only with sampled data. Hence, continuous
time model structures are not suitable for estimation. There are, how-
ever, cases when parameters of continuous time model structures can
be estimated with sufficient accuracy based on sampled data.

Discrete Time Equations

The equations of a discrete time model describe the evolution of a
system in discrete steps. The steps usually correspond to time steps,
and if the steps are equal in length, the model is said to be sampled at
a uniform or constant rate. Otherwise, sampling is said to be unequal.
In the case where sampling instants correspond to special events in the
system, the system is said to be described in event domain.

Discrete time models are often preferred when the application requires
the model equations to be used numerically. One broad and very im-
portant field of such applications is digital control.

Discrete time models also have the advantage that they are suitable for
identification based on sampled data.

1The back-propagation algorithm.
2With respect to time.
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Static Functions

There are also models that don’t use the notion of time. The system
output is at any time instant described as a static function of the system
inputs. These kind of functions may be part of both continuous time
and discrete time models.

2.2.2 The Output Error Criterion

The principle of output error identification is based on the idea that
the output from a good model should match the output from the real
system. To formalize this idea, suppose a data set of measurements
containing the system’s inputs and outputs is given. Call the inputs x
and the outputs y. Let M denote some model, and M(x) the output of
M given the input x. Let µ be an error measure (with matrix domain)
that maps the prediction residuals M(x) − y of size ( ( Nk, Ny ) ) to
a non-negative scalar. Then the output error criterion is that the best
model, M , is the one that minimizes µ(M(x)− y).

Often, µ is just a sum of squares, but there are many variations. For
example, the square can be replaced by absolute value or some other
non-decreasing function of the absolute value, but more importantly
µ may be given dynamic properties. For example, µ may filter the
residuals in order to pay less attention to errors in certain frequency
regions.[Ljung, 1999, ch 7.2] If initial states are neither known nor part
of the model structure, it can be useful to let µ treat the residuals
different depending on their index, such that transient errors due to
errors in the initial states don’t have too much impact on the criterion.
In case there are several system outputs, µ may put different weight on
residuals of different outputs.

Output error identification is to use this criterion when a model struc-
ture is given. Call the model structure F , and let F (θ) denote the
corresponding model with parameters θ. Then output error identifica-
tion of the system is to minimize µ(F (θ)(x)−y) with respect to θ. The
objective function in the minimization,

J(θ)(x, y) = µ(F (θ)(x)− y)

is referred to as the identification objective. The data arguments, x and
y, are usually assumed to be universal constants, and are not considered
arguments of either the identification objective or the models (in the
context of minimizing the identification objective). Thus,

J(θ) = µ(F (θ)− y) (2.1)
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is the definition that will be used from here on.

The minimization is often carried out using an iterative minimiza-
tion algorithm, such as Newton’s method, that may use the gradient
and Hessian of the minimization objective. Note that the gradient
∇{θ 7→ F (θ)− y} = ∇F , since the term ∇y vanishes. Hence,

(∇J)(θ) = (∇µ)(F (θ)− y)
[

π

]
(∇F )(θ) (2.2)

and

(∇2J)(θ) =
{

(∇2µ)(F (θ)− y)
[

π

]
(∇F )(θ)

} [
>
⊥
π

]
(∇F )(θ)+

+ (∇µ)(F (θ)− y)
[

π

]
(∇2F )(θ)

(2.3)

In case µ is just a sum of squares, i e with W below being a “positive
semidefinite diagonal” matrix of size ( ( Nk, Ny ), ( Nk, Ny ) ),

µ(ε) =
1
2
· ε ·W · ε (2.4)

Then3

(∇µ)(ε) = W · ε

and

(∇2µ)(ε) = W

Hence, for this choice of µ,

(∇J)(θ) = W · (F (θ)− y) · (∇F )(θ) (2.5)

and4

(∇2J)(θ) =

= {W · (∇F )(θ)}
[
>
⊥
π

]
(∇F )(θ) +W · (F (θ)− y) · (∇2F )(θ) =

= (∇>F )(θ) ·W · (∇F )(θ) +W · (F (θ)− y) · (∇2F )(θ) (2.6)

3Note that even though µ(ε) = 1
2
W · ε2, and ∇(ε 7→ ε2) = ε 7→ 2 · ε, the derived

rules for differentiation may not be used together with these observations directly,
since the order of multiplication is µ(ε) = 1

2
(W · ε) · ε. This is not to say that

(∇µ)(ε) = W · ε is in any way hard to derive, just it is easy to “do it” in the wrong
way.

4The second equality in Equation (2.5) follows since the matrices involved are of
dimension 2, hence the ordinary rule for the transpose of a matrix product applies.
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In other words, for the quadratic measure µ, the gradient and Hessian
of the identification objective, evaluated at θ, are readily obtained if
F (θ), (∇F )(θ) and (∇2F )(θ) are available. If some other measure µ is
used, then the expressions will be more complicated, but they will still
involve F (θ), (∇F )(θ) and (∇2F )(θ).

That F (θ) is as a higher order matrix may seem confusing. However,
if the predicted system output vector for the parameter vector θ at
sample k is given by ŷ(θ)[k], then the relation between F and ŷ is
simply

F[k,i] = ŷi(•)[k]
(∇F )[k,i] = (∇F[k,i]) = ∇(ŷi(•)[k])

(∇2F )[k,i] = (∇2F[k,i]) = ∇2(ŷi(•)[k])
(2.7)

where

∇(ŷi(•)[k])m(θ) =
∂ŷi(θ)[k]
∂θm

(θ)[k]

∇2(ŷi(•)[k])m,n(θ) =
∂2ŷi(θ)[k]
∂θn∂θm

(θ)[k]
(2.8)

Newton’s method and alternatives is described in later in Section 2.2.4.

Note that output error identification implicitly estimates the whole
state trajectory of the system. Therefore, this principle can be said
to perform joint parameter and state estimation, even in the case the
initial state is not parameterized. However, if the state trajectory it-
self is to be used over the initial samples, the initial state should be
parameterized in order to obtain sensible estimates.

2.2.3 Alternative Principles

The output error identification method predicts the system output
based only on system inputs. A generalization of this criterion is to
measure performance in prediction based on both system inputs and
outputs. If a model will be used for k-step prediction, then this is a
quite natural approach. Depending upon how the prediction is com-
puted, this criterion may also be easier to deal with in estimation. For
example, when µ is the sum of squared errors, estimating ARX models
is a simple least squares problem if the criterion is 1 step prediction
error and the right predictor is chosen [Ljung, 1999, ch 7.3], but is a
non-linear, non-convex minimization problem if the criterion is output
error.
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Note that prediction based methods need not always explicitly esti-
mate the state trajectory, since an implicit state estimate may be given
directly by the system outputs. This is the reason why the criterion
may be easier to deal with in estimation, but it also shows a weakness
of the method, namely that important information about the accuracy
of the state transition equations need not directly be measured by the
identification criterion.

In some situations, predictors that provide for easy estimation may be
hard to find. In other situations, a predictor that doesn’t provide for
easy estimation may be preferred over alternatives that would provide
for easy estimation. As an example of the latter situation, consider
the predictor based on a (possibly extended) Kalman filter for state
estimation.[Kalman, 1960] In this case, the state trajectory is explicitly
estimated. Further, it is even possible to estimate the noise covariance
matrices using this scheme, which is not possible by means of output
error identification. (For a good introduction to the Kalman filter in
Swedish, see [Gustafsson et al., 2001, ch 8].)

Very different principles are available for identification of dynamic non-
parametric model structures. However, such model structures are not
used in this report, and are therefore not discussed here.

2.2.4 Methods of Minimization

The task of minimizing the output error criterion is a tricky problem. It
is in general a non-linear, non-convex optimization problem, where dif-
ferent methods apply depending on the model structure, the cost func-
tion µ, computational limitations etc. For some model structures and
cost functions, the gradient and Hessian of the objective function can
easily be computed. In those cases, Newton’s method can be directly
applied to efficiently find a local minimum of the objective. However,
there are often many local minima, and it is generally impossible to
guarantee that a local minimizer is also the global minimizer. Having
said this about the local minima problem, the rest of this section will
explain Newton’s method and some of its variations that are relevant
for system identification.

Only unconstrained minimization will be considered here. This is
enough for most applications, including the present. It is, however,
an easy extension to deal with constrains on the parameters by the use
of interior point metods.[Boyd and Vandenberghe, 2004, ch 11]

Common to all minimization methods is that they successively improve
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an estimated parameter vector until some termination criterion is met.
Thus, they require an initial parameter vector estimate θ̂(0), and pro-
duce a series θ̂(1), θ̂(2), . . . of successively better estimates. Common
termination criterions include upper bounds on the norm of the gradi-
ent, the norm of the difference between one estimate and the next, or
the decrease in objective value from one step to the next.

The change from θ̂(k) to θ̂(k+1) is given by a scalar s(k) ≥ 0 times a
direction vector d(k). The algorithms proceed by computing the search
direction d(k), and then choose s(k) by approximate minimization along
the ray θ̂(k) + sd(k), s ≥ 0. Algorithms not only differ in how they
compute the search direction, but also provide different alternatives for
performing the approximate minimization. Two important methods
for the approximate minimization are backtracking search [Boyd and
Vandenberghe, 2004, ch 9], and quadratic interpolation [Speedy et al.,
1970]. The method used in this project was quadratic interpolation,
however the details will not be given here.

It now remains to explain how the search direction is computed. New-
ton’s method uses the gradient and Hessian of the objective function
to compute d(k). When the Hessian is positive definite, the chosen d(k)

is such that θ̂(k) + d(k) minimizes a second order approximation of the
objective function around θ̂(k). Let J be the objective function, i e
J(θ) = µ(F (θ)(x) − y). Then ∇J(θ) is the gradient at θ, and ∇2J(θ)
is the Hessian at θ. If ∇2J(θ̂(k)) is positive definite, the newton search
direction is given by d(k) := −(∇2J(θ̂(k)))−1∇J(θ̂(k)). This is guaran-
teed to be a descent direction, which is a highly desirable property of
d(k). This means that unless the gradient is zero, small enough s > 0
will make J(θ̂(k)+sd(k) < J(θ̂(k)). The method described above is then
extended using various heuristics in case the Hessian is not positive def-
inite, and the rest of this paragraph describes the choices made in this
project. To begin with, in case the Hessian is zero, the search direction
is defined as dk = −∇J(θ̂(k)). In order to define the method so that it
applies when the Hessian is not positive semidefinite but non-zero, the
pseudo inverse can be substituted for the real inverse. However, d(k)

would not be guaranteed to be a descent direction if the Hessian had
negative eigenvalues. To correct this, negative eigenvalues in the Hes-
sian are replaced by their absolute values, as described in Greenstadt
[1967]. Newton’s method, with the heuristics used here, is summarized
in Algorithm 1.

The basic form of Newton’s method assumes that the gradient and Hes-
sian of the objective can be computed for each θ̂. However, in many
applications, the Hessian is either too complicated or too costly to com-
pute. When the Hessian is too costly to compute at each iteration, the
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Algorithm 1 Newton’s method (with heuristics used in this project)
k := 0
loop
g := ∇J(θ̂(k))
H := ∇2J(θ̂(k))
(Make sure H is symmetric in case approximate update method is
used)
if termination criterion on gradient is satisfied then

break loop
end if
if H != 0 then
d(k) := −g

else
Compute orthogonal U and diagonal D such that UDU> = H
D′ := abs(D)
d(k) := −(UD′U>)†g = −U>D′†Ug

end if
s(k) :≈ argmin

s
J(θ̂(k) + sd(k))

θ̂(k+1) := θ̂(k) + sd(k)

if termination criterion on stepelngth is satisfied then
break loop

end if
k := k + 1
if k is so large that we get bored then

Report no-convergence failure
break loop

end if
end loop
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quasi-newton method provides a scheme where an approximate Hessian
is updated at each iteration, at a much lower cost than recomputing
the whole gradient.[Dahlquist and Björk, 2001, ch 11] When the Hes-
sian is too complicated to compute, derivative free methods provides
a means for approximating the gradient and Hessian without analytic
differentiation.[Dahlquist and Björk, 2001, ch 11] A special case of the
derivative-free methods is symmetric first and second order finite differ-
encing, which was used to some extent in this project, and is compared
with analytic differentiation in Appendix B for the case of a linear sys-
tem in state space form. When µ is a sum of squares, the Gauss-Newton
method can be used to approximate the Hessian at low cost.[Dahlquist
and Björk, 2001, ch 11] The Levenberg-Marquardt algorithm is a suc-
cessful and widely used heuristic modification of the Gauss-Newton
mehtod (see Marquardt [1963] for more details).

2.2.5 Error Measures Specific to this Project

The system to be identified in this project has two outputs, and the
cost function µ was typically of the form of Equation (2.4):

µ(ε) =
Nk−1∑
k=k0

w1ε[[k, 0]]2 + w2ε[[k, 1]]2 (2.9)

Here, k0 is the number of samples where transient errors due to errors
in initial states are allowed to die out before the criterion sets in.5 The
scalars w1 and w2 are the weightings applied to the errors in the two
outputs. With the exception of one experiment, w1 = w2 = 1.

The only other cost function used was the sum of absolute values, which
was only used once to show that bias could be reduced by change of
objective norm (see Section 4.5.1).

2.2.6 Implementation Considerations

This section describes the different criterions that apply for production
and prototyping implementations, and also how the different criterions
are addressed in this project.

Although the possibility of analytically differentiating the objective
function is seriously considered and explored for some model struc-

5Note that Nk is generally defined as the number of samples in the data set
determined by the context.
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tures, too many model structures were studied in this project for the
derivation and implementation of analytical differentiation algorithms
for them all. Hence, finite differencing is generally used when gradients
and Hessians are needed. However, when the Optimization Toolbox for
Matlab was used, no gradient or Hessian computations at all were
performed explicitly outside the toolbox’ minimization algorithm.

Although Newton’s method was implemented, the fact that analytic
partial derivatives were not implemented for most model structures
made Newton’s method (with finite differencing) inferior to methods
that don’t rely on user-implemented gradients and Hessians.

Convenience for Offline Prototyping

Large parts of this report describes work that aims at convenient proto-
typing of model structures. Here, convenient refers to the availability
of good abstractions, preference for existing multi purpose solutions
to tailored efficient solutions, priority to model structure development
time over estimation efficiency, etc.

Appendix C gives plenty of detail on how such convenience was achieved.

Since the convenience criterion implied that algorithms for solving the
sensitivity equations were not implemented for most model structures,
Newton’s method was in practice often replaced by the Levenberg-
Marquardt implementation of the Optimization Toolbox for Matlab.

Numerical Efficiency for Online Applications

A goal of this project was that model structure prototyping should re-
sult in a model structure to be used in production. In that setting,
estimation efficiency is very important, a consideration that has been
investigated in this project. Newton’s method has the potential to beat
the Levenberg-Marquardt algorithm if the gradients and Hessians can
be computed efficiently. This would affect the choice of method for
online-applications. Therefore, ways to analytically differentiate the
identification objective were explored in this project. Section 2.3 gives
an introduction to this topic, including general results, while the de-
tails of particular model structures are given in Chapter 3. However, al-
though software design is basically laid out by Section 2.3, Appendix A,
Chapter 3 and Appendix B, big parts of the implementation are not
finished. Hence, there are no results regarding whether or not Newton’s
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method actually beat the Levenberg-Marquardt algorithm.

Appendix B makes a comparison between different computation schemes
for the derivatives of the output error objective for state space systems.
This has direct application to the fuel dynamics model structure, but
is not directly applicable to the whole system since it is non-linear.

Section 4.4.3 compares two fuel model parameterizations (Equation (3.3)
and Equation (3.4)), and how the choice of analytical differentiation
versus finite differencing affects numerical properties of fuel model iden-
tification.

2.3 Principles of Analytical Differentiation

One algorithm proposed for minimizing the output error identification
objective is Newton’s method used with analytically differentiated gra-
dients and Hessians (as opposed to approximations based on finite dif-
ferencing).[Greenstadt, 1967] Thus, algorithms for the computation of
the gradient and Hessian of the identification objective are needed, al-
gorithms that shall be based on analytical differentiation.

Note that constraints on the parameters is a straight forward exten-
sion via interior point methods, once algorithms for the unconstrained
problem are defined.[Boyd and Vandenberghe, 2004, ch 11]

Differentiation of the output error criterion was introduced in Sec-
tion 2.2.2, where it was observed that the gradient and Hessian of the
predicted outputs must be computed (compare, for instance, Equa-
tion (2.6)). This section goes further by assuming that the model
structure equations describe the system in state space form. General
equations are derived with the goal of forming a basis for efficient al-
gorithms for component based model structures. Thus, general results
regarding composite model structures and parameter transformations
are included here, while the particularities of the model structures used
in this project are given in Chapter 3 (but not all possible model struc-
tures have been analyzed).

First, the principle is introduced by example. A state space structure
where the output is a given function of the state, is considered. How-
ever, although this structure may serve well to present the basic idea
of analytic differentiation, it is not suitable for the application at hand.
A less restricted relationship between state and output allows develop-
ment of the component-based algorithm, directly applicable to the feed
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forward network model structure of the engine. Finally, it is shown how
the well known chain rule can be used to handle parameter transforms,
and important applications thereof are described.

2.3.1 Introduction by Example

This section serves to introduce the idea. To assist in the clarity of the
example, notation is not very strict. However, it is all restated using
strict notation in the next subsection.

Let x and y be the estimation data, and assume that the following dis-
crete time, nonlinear, state space model structure, F , is to be identified:

x̂(θ)[k + 1] = f(x̂(θ)[k], u[k], θ)
ŷ(θ)[k] = h(x̂(θ)[k])
x̂(θ)[0] = x0(θ)

(2.10)

As noted in Section 2.2.2, the task is to compute not only F , but
also ∇F and ∇2F . Here, Equations (2.7) and (2.8) simplify this to
computing the gradient and Hessian of ŷ.

Notation 2.1 (First order sensitivity equations). The equations
for computing the gradient sequence [k] 7→ (∇ŷ)(θ)[k], are referred to
as the first order sensitivity equations.

Here, the first order sensitivity equations are obtained by differentiation
of Equation (2.10) (they are written using strict notation in the section
below):

∂x̂[k + 1]
∂θ

=
∂f

∂x̂[k]
· ∂x̂[k]
∂θ

+
∂f

∂θ

∂ŷ[k]
∂θ

=
∂h

∂x̂[k]
· ∂x̂[k]
∂θ

Notation 2.2 (Second order sensitivity equations). The equa-
tions for computing the Hessian sequence [k] 7→ (∇2ŷ)(θ)[k], are re-
ferred to as the second order sensitivity equations.

2.3.2 Algorithm, General Statespace Case

Here, the model structure is extended to allow parameters and current
input values in the output equation. In addition, the input may be
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dependent on θ, as a preparation for development of algorithms for
feed forward network model structures. When the input to one model
is the output of another model, it will merely be an estimate in the
equations of the former model, which motivates the notation û(θ)[k].
For now, it is assumed that û(•)[k], its gradient and its Hessian are
known for all k.

Introducing parameters and current input values in the output equation
of Equation (2.10) yields the new model structure equations:6

x̂(θ)[k + 1] = f(x̂(θ)[k], û(θ)[k], θ)
ŷ(θ)[k] = h(x̂(θ)[k], û(θ)[k], θ)
x̂[0] = x0(θ)

(2.11)

Differentiating yields the first order sensitivity equations (2.12) and
(2.13). Note that (∇x̂)(θ)[0] = ∇x0, obtainable directly by formal
differentiation of the defining expression for x0(θ), and that for k > 0,
(∇x̂)(θ)[k] can be computed by repeated application of Equation (2.12).
Once (∇x̂)(θ)[k] is computed for k ∈ 0..(Nk−1), the gradient sequence
[k] 7→ (∇ŷ)(θ)[k] is directly given by Equation (2.13).

(∇x̂)(θ)[k + 1] = (∂1f)(x̂(θ)[k], û(θ)[k], θ) · (∇x̂)(θ)[k]+
+(∂2f)(x̂(θ)[k], û(θ)[k], θ) · (∇û)(θ)[k]+
+(∂3f)(x̂(θ)[k], û(θ)[k], θ)

(2.12)

(∇ŷ)(θ)[k] = (∂1h)(x̂(θ)[k], û(θ)[k], θ) · (∇x̂)(θ)[k]+
+(∂2h)(x̂(θ)[k], û(θ)[k], θ) · (∇û)(θ)[k]+
+(∂3h)(x̂(θ)[k], û(θ)[k], θ)

(2.13)

Note that these, although they contain more terms than the sensitiv-
ity equations for the first algorithm, are not harder to solve since the
added terms are determined by analytical differentiation of f and h,
and multiplication with the “known” partial derivatives of the input
estimate.

Another step of differentiation yields the second order sensitivity equa-

6Note that the input data u is considered a global constant, so the dependency
of the estimates on input data is suppressed.
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tions (2.14) and (2.15).

(∇2x̂)(θ)[k + 1] =

=

 (∂2
1,1f)(x̂(θ)[k], û(θ)[k], θ) · (∇x̂)(θ)[k]+

+ (∂2
2,1f)(x̂(θ)[k], û(θ)[k], θ) · (∇û)(θ)[k]+

+ (∂2
3,1f)(x̂(θ)[k], û(θ)[k], θ)

 [
>
⊥
π

]
[
>
⊥
π

]
(∇x̂)(θ)[k]+

+(∂1f)(x̂(θ)[k], û(θ)[k], θ) · (∇2x̂)(θ)[k]+

+

 (∂2
1,2f)(x̂(θ)[k], û(θ)[k], θ) · (∇x̂)(θ)[k]+

+ (∂2
2,2f)(x̂(θ)[k], û(θ)[k], θ) · (∇û)(θ)[k]+

+ (∂2
3,2f)(x̂(θ)[k], û(θ)[k], θ)

 [
>
⊥
π

]
[
>
⊥
π

]
(∇û)(θ)[k]+

+(∂2f)(x̂(θ)[k], û(θ)[k], θ) · (∇2û)(θ)[k]+

+(∂2
3,3f)(x̂(θ)[k], û(θ)[k], θ)

(2.14)

(∇2ŷ)(θ)[k] =

=

 (∂2
1,1h)(x̂(θ)[k], û(θ)[k], θ) · (∇x̂)(θ)[k]+

+ (∂2
2,1h)(x̂(θ)[k], û(θ)[k], θ) · (∇û)(θ)[k]+

+ (∂2
3,1h)(x̂(θ)[k], û(θ)[k], θ)

 [
>
⊥
π

]
[
>
⊥
π

]
(∇x̂)(θ)[k]+

+(∂1h)(x̂(θ)[k], û(θ)[k], θ) · (∇2x̂)(θ)[k]+

+

 (∂2
1,2h)(x̂(θ)[k], û(θ)[k], θ) · (∇x̂)(θ)[k]+

+ (∂2
2,2h)(x̂(θ)[k], û(θ)[k], θ) · (∇û)(θ)[k]+

+ (∂2
3,2h)(x̂(θ)[k], û(θ)[k], θ)

 [
>
⊥
π

]
[
>
⊥
π

]
(∇û)(θ)[k]+

+(∂2h)(x̂(θ)[k], û(θ)[k], θ) · (∇2û)(θ)[k]+

+(∂2
3,3h)(x̂(θ)[k], û(θ)[k], θ)

(2.15)

By analytical evaluation of the partial derivatives of f and h, the sen-
sitivity equations may simplify in various ways for particular model
structures.
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2.3.3 Algorithm, Composite Model Structures

If a model structure has an internal structure, but is modeled by a single
state transition function f , many partial derivatives of f will be iden-
tically 0. However, using such information to ease the computational
load of evaluating the sensitivity equations is difficult.

If, on the other hand, the model structure is modeled as a composition
of smaller model structures, the structural zeros may, implicitly, be
exploited by the algorithm.

As described above, for any node, the input is sufficiently described
by û(θ)[k], its gradient and Hessian. The equations for the inputs are
either of the form

ûi(θ)[k] = uj [k]
∇ûi(θ)[k] = 0

∇2ûi(θ)[k] = 0

i e, the input comes from data, or

ûi(θ)[k] = ẑj(θ)[k]
∇ûi(θ)[k] = ∇ẑj [(θ)k]

∇2ûi(θ)[k] = ∇2ẑj(θ)[k]

where zj is an output of some upstream model. In either case, it follows
that û, ∇û and ∇2û are known for the node at hand.

In the algorithm for the feed forward network model structures, each
node is assigned its own states, inputs and outputs. Superscript indices
are used identify the nodes, hence denoted F i, where i is either the text
“u” or an index number. Superscript indices are also used to denote
which model structure the states, inputs and outputs belong to. For
example, x̂3 is the state estimate of F 3. The special notation Fu can
be thought of as a system that simply outputs the external inputs.
Subscript indices on model structures are used as an alias for indexing
on the corresponding output, i e F i

j = yi
j , and makes it possible to

write compositions only in terms of model structure symbols.

Introducing a new meaning of the mathematical composition operator
◦, a model structure composition is written as

F = Fn0 ◦ ( Fn1
y1

Fn2
y2

. . . Fnm
ym

) (2.16)

where m is the number of inputs to Fn0 .
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The feed forward network is built up by compositions such as Equa-
tion (2.16), so computing the gradient and Hessian of the whole network
is a matter of repeated application of the sensitivity equations derived
in Section 2.3.2, and wrapping the results in zeros. The wrapping in
zeros follows from the observation that for a node, F i, that only uses a
subset, { j1, . . . , jl }, of all parameters ∇F i is non-zero only where the
dimension 2 index is one of { j1, . . . , jl }, and the values are readily
obtained from the “local gradient” ( ∂i1 . . . ∂il

)F i. The Hessian of
F i is constructed analogously.

The only problem that remains to solve is the order of computation.
However, the order of computation can easily be determined by a top-
down scan of the network. Thus the composition itself is easily handled
for feed forward networks. Hence, the task of implementing a feed
forward model structure network for estimation can be reduced to the
task of simplifying and implementing the sensitivity equations for each
of the nodes in the network.

Note that the extension to more general network structures, with the
only restriction that they don’t contain algebraic loops, can be han-
dled by a computation scheduler of finer granularity together with
model structure implementations that generate the gradients and Hes-
sians step by step. However, the latter requirement will generally
make implementation more difficult, especially in the Matlab language
where more advanced programming paradigms, such as data generating
streams, are not supported.

2.3.4 Algorithm, Transformed Parameters

With the usual meaning of the composition operator, assume F 1 =
F 0 ◦ T , i e the model structure F is defined by the composition of the
model structure F 0 and a parameter transform T . From F 1 = F 0 ◦ T ,
it immediately follows that

ŷ1(θ)[k] = ŷ0(T (θ))[k] (2.17)

where ŷ0(ϕ) (substitute T (θ) for ϕ to get ŷ1(θ)) is determined by the
system equations of F 0

x̂0(ϕ)[k + 1] = f0(x̂0(ϕ)[k], û(ϕ)[k], ϕ)

ŷ0(ϕ)[k] = h0(x̂0(ϕ)[k], û(ϕ)[k], ϕ)

x̂0[0] = x0
0(ϕ)

(2.18)

Two ways of exploiting the transform in the algorithm are proposed.
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However, before presenting these algorithms, the use of parameter
transforms will be the topic of the first subsection.

Use of Parameter Transforms

Three different uses of parameter transforms make them an important
part of identification software.

First, parameter transforms allows the user to define specialized model
structures in terms of general ones. For example, the black-box linear
state space structure analyzed in Appendix B, may be used to define
arbitrary grey-box linear state space model structures via parameter
transforms.

Secondly, parameter transforms may be adopted to normalize the search
space in order to improve estimation performance. In some occasions,
parameter transforms may even help to avoid local minima problems.

Finally, parameter transforms can be used as a general tool for reducing
the dimension of the search space in order to obtain better convergence
at the cost of non-optimal results. For example, trivial affine trans-
forms (with trivial gradient and Hessians) may be used to estimate
only a subset of the parameters, while keeping the other parameters
fixed. Although this may not be the most efficient way, the improved
convergence may still make it a worthwhile approach.

The Identification Objective Level

In case F 1 is a component of a composite model structure, it is assumed
that the parameters that affect F 1 do not affect other components. Now
assume, without loss of generality, that F 1 is the complete model struc-
ture that is to be identified (in case F 1 is a component of a composite
model structure, it is always possible to find a parameter transform for
the complete model structure that makes the desired transformation
of the parameters to F 1). Thus, the identification objective may be
written as J1 = J0 ◦ T , where J0(θ) = µ(F 0(θ)(x) − y), and applying
the chain rule once yields the gradient of J1:

∇J1 =∇(J0 ◦ T ) =

=((∇J0) ◦ T ) · (∇T )
(2.19)

Using the product and chain rules yields the Hessian of J1 (note the
notation of product rule is simplified due to both (∇J0) ◦ T and ∇T



36 Chapter 2. Methods of Estimation

being of dimension 2):

∇2J1 =∇
[
((∇J0) ◦ T ) · ∇T

]
=

=(∇>T ) ·
[
∇((∇J0) ◦ T )

]
+
[
(∇J0) ◦ T

]
· (∇2T ) =

=(∇>T ) · ((∇2J0) ◦ T ) · (∇T ) +
[
(∇J0) ◦ T

]
· (∇2T )

(2.20)

This means that the transformation is easily handled if it is included
at the level of the identification objective. However, for feed forward
network model structures, this means that the algorithm is no longer
described on the node level.

The Sensitivity Equation Level

As noted above, it would be desirable to treat the parameter transform
entirely on the node level. i e, the algorithm must be able to solve
the sensitivity equations for the transformed system F 1, based on the
solution of the sensitivity equations for F 0. However, achieving this is
merely a question of applying the chain rule on Equation (2.17) instead
of on the identification objective.

The first order sensitivity equations become

(∇ŷ1)(θ)[k] = (∇ŷ0)(T (θ))[k] · (∇T )(θ) (2.21)

together with the first order sensitivity equations for F 1. Similarly, the
second order sensitivity equations become

(∇2ŷ1)(θ)[k] = (∇>T )(θ) · (∇2ŷ0)(T (θ))[k] · (∇T )(θ)+

+(∇ŷ0)(T (θ))[k] · (∇2T )(θ)
(2.22)

together with the second order sensitivity equations for F 1.

To keep the implications of the transformation local comes at a price,
though: The increase in operations required to compute the gradient
and Hessian of the identification objective is O(NkN

2
θ ) using this algo-

rithm, since the chain rule must be applied at each sample. Compare
this with the algorithm that handles the transformation at the identifi-
cation objective level. There, the increase in operations is only O(N2

θ ).

2.4 Validation

Model validation is an important part of system identification, and can
serve different purposes.[Ljung and Glad, 2004, ch 10.5] This section
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describes related issues in the context of the present project.

2.4.1 Cross Validation

Since the data sets are very large compared to what is manageable by
the estimation algorithm, there is no need to have any overlap between
estimation and validation data. Usually, about 10000 samples were
used for validation, which is more than was typically used for estima-
tion. However, because of limitations of the implemented estimation
framework, the samples for validation were usually taken from different
intervals within the same data set as the samples for estimation.

2.4.2 Measures of Signal Differences

To assign a scalar to the difference between a data signal, y, and the
corresponding prediction, ŷ, two different measures are used. The first
is called root mean square error, or RMSE for short, and is defined as

RMSE( y, ŷ ) = RMS( y − ŷ )

where RMS denotes the second moment about 0, which for a sequence
of length Nk is given by

RMS( y ) =

√√√√ 1
Nk

Nk∑
k=1

y[k]2

Note that the RMSE for a scaled signal, y∗ = ay + b (with a > 0), has
a simple relation to the RMSE of the original signal:

RMSE( y∗, ŷ∗ ) = a · RMSE( y, ŷ )

The other measure is called relative root mean square error, or RRMSE
for short, and is defined as

RRMSE( y, ŷ ) =
RMSE( y, ŷ )
stddev( y )

· 100%

where stddev denotes the standard deviation estimate, which for a
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sequence of length Nk is given by

stddev( y ) =

√√√√ 1
Nk − 1

Nk∑
k=1

(y[k]− ȳ)2

ȳ =
1
Nk

Nk∑
k=1

yk

Note that for a scaled signal, defined as above,

stddev( y∗ ) = a · stddev( y )

hence the RRMSE is not affected by variable scaling.

The RRMSE is often useful for comparisons between data sets and
between outputs with different signal powers. However, it is mislead-
ing for the output λy which is almost constant, which results in huge
RRMSE values even when the estimates of Mac and Mf are reasonably
good. For this output, the RMSE is used, and prediction errors of τy
will not be compared with prediction errors of λy.

2.4.3 Validation Measure

The system’s outputs are τy and λy, so a natural validation measure
would be based on RRMSE( τ̄y, τy ) and RMSE( λy, λ̂y ), as de-
scribed above. There are, however, reasons not to use these measures,
and rather validate models with Mac in focus. This is done by means
of estimating Mac both from the inlet model and from the combustion
model7, and then comparing the predictions with the M̄ac signal sup-
plied in the data sets. This measure and has several advantages over
system output error validation, some of which are listed below:

• Although a good fit in both system outputs was obtained when
using simulated data (see Section 4.2), ever since the move to
real data, it has been clear that the λy predictions bear little
resemblance of the corresponding signal in the validation data.
The errors in this signal will thus be large, while at the same
time not comparable with the errors in τy prediction.

• The error in the τy prediction itself doesn’t give a clear idea of
how modelling errors will effect control performance.

7The estimate from the combustion model is obtained by solving for Mac in the
model equation.
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• Mac is the key variable for control.

• The RRMSE values for the two Mac estimates are not only di-
rectly comparable, but can also easily be combined into a single
relevant value, as shown below.

2.4.4 Combining the RRMSE Values

The RRMSE values of the twoMac estimates are combined by assuming
that the residuals belong to a normal distribution with zero mean, and
treating the RMSE values as (slightly biased) estimates of the residuals’
standard deviations. Under these assumptions, the optimal weighting
of the two estimates can be used to compute the optimal standard
deviation of a combined estimate.

Let the two estimates be called ŷ1 and ŷ2, their RRMSE values R1 and
R2, and the corresponding residual variance estimates v1 and v2. Let
the standard deviation estimate of Mac be called σy.

The assumption that the residuals are zero mean signals implies that
the standard deviation estimate of the residuals are almost the same
as the RMSE values, but with Nk − 1 instead of Nk in the denom-
inator. The RMSE values are obtained from the RRMSE values by
multiplication with σy, so

v1 =
Nk

Nk − 1
(σyR1)2

v2 =
Nk

Nk − 1
(σyR2)2

and it is well known that the linear combination of the estimates that
minimises the resulting error variance around its mean is

ŷ =
v2

v1 + v2
ŷ1 +

v1
v1 + v2

ŷ2

The obtained variance is

v =
(

v2
v1 + v2

)2

v1 +
(

v1
v1 + v2

)2

v2 =

=
v1v2
v1 + v2

=
Nk

Nk − 1
σ2

y

R2
1R

2
2

R2
1 +R2

2
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and the RRMSE for the combined estimate follows:

R =

√
Nk−1

Nk
v

σy
=

R1R2√
R2

1 +R2
2

(2.23)

where the variance estimate had to be “biased” to obtain the RMSE
value in the RRMSE definition.

2.4.5 Scaling and Offsets of the Predictions

In order to be able to compare the estimated M∗
ac signal with the M̄ac

signal in the data sets, the estimated signal must be unscaled by an
unknown factor (note that scaling options were chosen to be consistent
with the pure scaling option for the internal variable Mac). It turns
out that besides scaling, the estimates also need to be offset to fit the
validation signal well. In some cases, this can be explained as a conse-
quence of not estimating the fuel model’s offset, but more importantly
it can be justified to do the offset anyway. The reason is that the effect
of offset errors in the model can be much reduced by the controller,
and hence we are more interested in how well the model works once the
controller has reduced the impact of offset errors.

However, a typical controller will only be able to compensate for one
offset error, and since there is only one unknown scaling of Mac in
the model (since there is only one Mac, even though there are two
estimates), we must apply the same scaling and offset to both estimates.
The scaling and offsets are computed by least squares minimisation of
all predictions equally weighted, using estimation data.
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Model Structures

The engine is modeled as a composition of four sub-systems. After
presenting the general picture, each of these sub-systems is described
along with possible variations. The sensitivity equations are stated for
at least one of the different variations of each sub-system. Thus, a
composition-based algorithm for computation of the gradient and Hes-
sian of the output error criterion can be applied. Finally, the complete
models that were used are presented.

3.1 General Picture

All previously estimated models (as defined in Welsh et al. [2003a]) have
the basic structure shown in Figure 3.2, which is a composition of four
sub-models. (An overview of the sub-models is given shortly.) Hence,
since the goal was to re-estimate the model structures used previously,
many of the models estimated in the work behind this report have that
structure too. However, there are exceptions, the most important be-
ing illustrated in Figure 3.1, where the exhaust sensor is assumed to
be more generally dependent on Mac and Mf , than only being a (dy-
namic) function of their ratio. All other deviations from the structure
in Figure 3.2 consist of external inputs to individual sub-models. For
example, the dynamic systems in the fuel dynamics and exhaust sensor
are not shown to be dependent on engine speed in the figures, although
models structures with such dependency are appealing from a physical
point of view, and are experimented with as extensions to the models
developed earlier in this project.

41
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Note that Figure 3.2 shows a feed forward network of model structures.
Thus the sub-models (or their structures) may be referred to as nodes
when this abstraction suits the presentation. The advantages of using
the feed forward network structure are described in Section 2.3.

The first sub-model, the inlet manifold, models the amount of air be-
ing charged into the cylinder. Although there is typically an air flow
sensor, it measures on average the air charge of all cylinders. Improved
estimates of air charge in each individual cylinder are still desirable
since this plays a key role in air-fuel ratio control.

The second sub-model, the mechanics of combustion, models the torque
generated during combustion of the air-fuel mixture. Since the torque
is very closely related to the air charge, and torque measurements are
available, the combustion model can be used to recover estimates of
air charge. However, there is a built-in delay of four samples from fuel
injection to torque measurement due to the operation of the engine,
so the estimates of air charge obtained from this model will be four
samples late. (Recall the timeline in Figure 1.1.)

The third sub-model, the fuel dynamics, models the amount of fuel that
will take part in the combustion reaction. The key input to this model is
the input signal to the fuel injectors. The principal dynamics to include
in the model are injector dynamics, immediate vaporization and wall-
wetting. “Immediate vaporization” refers to the amount of injected fuel
that is vaporized directly to take part in the next combustion. “Wall-
wetting” refers to the phenomenon that some of the injected fuel ends
up on the manifold walls, and is vaporized with a much longer time
constant compared to the immediate vaporization. The inverse of the
fuel model is used in feed forward control to compute an input signal
given the air charge estimate.

The fourth sub-model, the exhaust gas sensor (also called O2 sensor,
or lambda sensor), models the sensor that yields the λ̄y measurements.
The exhaust gas sensor gives a delayed (and poor) measurement of λ.
The physical sensor has binary characteristics [Heywood, 1988, ch 7.4],
but the data obtained from GM contains a preprocessed signal that is
assumed to be approximately linearized. The λ measurements are cru-
cial for feed back control [Heywood, 1988, ch 7.4], but the primary use
of the model is for estimation of the other sub-models. There is a trans-
port delay from the cylinder to the exhaust gas sensor that has a large
impact on control performance, but is less problematic in estimation as
long as the delay is known. Unfortunately, it is questionable whether
the delay can really be assumed known. The importance of this model
(structure) for estimation is described in detail in Chapter 4.
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The signal λ is just the air-fuel ratio (in scaled variables; an extra factor
is needed in case the variables are unscaled). This relation is modeled
by the unnamed division, which makes a 5th node in the model structure
network.

3 4

2

Q

λ

Maf

×
u

Exhaust Sensor

Inlet Manifold Combustion

Fuel Dynamics

Mf

Te Nαth

Pm

Tm

λy

τyMac

αsa

÷

τ
1

Figure 3.1: The most general model structure. The symbols denoting
the signals are explained in Section 3.1.2.

3.1.1 Sampling

All models are given in event domain, with the sampling instants de-
fined by the position of the crank shaft, as described in Section 1.2. Re-
call that the sampling interval, ∆t, is thus a function of engine speed,
N .

3.1.2 System Signals

The signals used to describe the system are classified as either primitive
or derived. Derived signals are (non-trivial) functions of signals in the
data set, and all other signals are called primitive.

Primitive Signals

The symbols denoting the inputs to the system in Figure 3.1 have the
following meanings.
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τy
1
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Inlet Manifold Combustion

Fuel Dynamics

Mf

Mac τ

αsaTe Nαth
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Figure 3.2: The simplified model structure. The symbols denoting the
signals are explained in Section 3.1.2.

Maf Mass air flow
Pm Manifold air pressure
Tm Manifold air temperature
αth Throttle angle
Te Exhaust air temperature
N Engine speed
αsa Spark advance
u Fuel pulse

Engine speed is considered an input because the dynamics of the vehicle
motion (which is directly related to engine speed) is of a totally different
time scale than the dynamics of interest here. Hence engine speed may
be considered a very low frequency, measured, disturbance. While its
nature is a little odd, engine speed is a very important input, since it
relates the sampling frequency to continuous time. Parts of the model
that are actually better described in terms of continuous time time
constants than in terms of event domain “time” constants, will thus
have a strong and nonlinear dependence on engine speed when forced
to be modeled in event domain. On the other hand, since engine speed
is of a low frequency, it is possible that models depending on it can
be re-estimated so frequently that engine speed is roughly constant for
any set of parameters in use.

Even though exhaust air temperature is not a physical input to the
inlet manifold, the signal is correlated with the mass air charge, and is
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hence considered as an input to the inlet manifold model block.

The symbols on the outputs have the following meanings.

τy Torque measurement
λy Exhaust O2 measurement

The symbols that neither denote inputs or outputs, have the following
meanings.1

Mac Mass air charge
Mf True fuel to cylinder times stoichiometric ratio
τ Engine torque
λ Relative air to fuel ratio

Finally, there are two signals that do not appear in Figure 3.1 at all.2

Pe Exhaust air pressure
M̄ac The virtual measurement of Mac

Derived Signals

From the primitive input signals, the following signals are derived in
order to simplify notation and emphasize the structure of the model
equations. The sub-system descriptions in following sections will ex-
plain the origin of those definitions.3

1Note that, as depicted here, τ is the same as τy since sensor characteristics
are not included in the model. However, when producing simulated data for early
evaluation of the method of estimation, noise sources were included in the model,
hence making τ different from τy.

2The signal Pe is listed because it is used by an experimental model structure
for the exhaust gas transport delay. See Section 3.5.4.

3A signal called X1 was also defined, but never used.
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Table 3.1: Delay values.

Symbol Value
dac 4
dsa 1
dλ 16

X2 PmN

X3 PmT
−1/2
m

X4 PmNT
−1/2
m

X5 P 2
mNT

−1
m

X6 PmN
2T

−1/2
m

X7 MafN
X8 N0.8T−0.8

m

X9 PeNP
−1
m

X10 N2(T−1
e + (1− cr)T−1

m )
X12 q−dsa δ
X13 (q−dsa δ)2

X14 (q−dsa δ)N
X15 (q−dsa δ)N2

X16 N2

The value of the delay dsa is given in Table 3.1.

3.1.3 Data Scaling

Although not shown in the pictures, common to all models are the
affine transformations of inputs and outputs that enhance interpreta-
tion of estimated parameter values [Glad and Ljung, 1997, ch 7.1], and
improve numerical properties of the minimization algorithm. This sec-
tion describes the choices regarding the transformations.

Because the signals Mac, Mf and λ have a quotient relationship, and
the exhaust sensor is a pure, given delay in many models, care must be
taken in the choice of scaling of these signals.4

As defined in Section 1.6, the symbol of a scaled signal shall be obtained
by addition of a raised asterix to the original signal. For example, P ∗m

4The reason we need to scale Mac and Mf is that the scaled signals are used
to compute “true” parameter values for the model’s blocks, so that simulated data
resembling real data can be generated.
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Table 3.2: Scaling criterions.

Criterion 1 Equation
Standard deviation stddev(y∗) = 1
Power mean(y∗2) = 1
Span max(y∗)−min(y∗) = 1
Radius max(y∗)−min(y∗) = 2
Offset only A = 1

Criterion 2 Equation
Mean mean(y∗) = 0
Median median(y∗) = 0
Extreme symmetry min(y∗) = −max(y∗)
Pure scaling B = 0
Positive values min(y∗) = 0
Negative values max(y∗) = 0

denotes some suitably chosen affine function of Pm.

The scaling of a signal is described by an affine function,

y∗ = Ay +B

A > 0

Different requirements can be posed to determine appropriate values
for A and B. As an alternative to specifying A and B directly, one can
pick one requirement from each part of Table 3.2. The scaling used
previously in this project corresponds to Span and Positive values for
every signal.

For most signals, Mean and Standard deviation is a good choice. The
exceptions here are the signals mentioned above, which are involved in
division. It is clear that one way of preserving the division relationship
between the three is to do Pure scaling on all of them. It is also clear
that the relationship between the scaled signals follows directly from
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the original relationship and the choice of scalings:

qdλ λ =
Mac

14.66Mf

=⇒

qdλ
λ∗

Aλ
=

M∗
ac

AMac

14.66 M∗
f

AMf

⇐⇒

qdλ λ∗ =
AλAMf

14.66AMac

M∗
ac

M∗
f

Now assume that we did Power scaling of all three signals. Then we
know that the following approximate equations would hold, since λ ≈ 1
in the data:

Aλ ≈ 1
AMf

≈ 14.66AMac

We would thus have the following approximate relationship between
the scaled signals:

qdλ λ∗ ≈ 1 · M
∗
ac

M∗
f

Motivated by the above, we pick the scalings as follows. λ is scaled
according to the Only offset criterion, Mac is scaled according to the
Power criterion, and the scaling for Mf is determined by the equation5

AMf
= 14.66AMac

The relationship between the scaled signals thus becomes

qdλ λ∗ =
M∗

ac

M∗
f

5Since Mf is only a virtual measurement, there is no need to first generate Mf ,
and then scale, but instead we can construct a virtual sensor for M∗

f based on M∗
ac

and λ∗. As a consistency check, we can scale the original virtual sensor’s output:

Mf
def
=

Mac

14.66 · qdλ λ
=⇒

M∗
f

def
= 14.66AMac

Mac

14.66 · qdλ λ
=

=
M∗

ac

qdλ λ
=

=
M∗

ac

qdλ λ∗
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Table 3.3: Scaling options.

Signal Criterion 1 Criterion 2
τ Mean Standard deviation
λ Pure scaling Only offset
u Pure scaling Power
Maf Mean Standard deviation
Pm Mean Standard deviation
αsa Mean Standard deviation
N Mean Standard deviation
Mac Pure scaling Power
Mf Pure scaling As explained in the text
Xi (for all i) Mean Standard deviation

The exact meanings of most scaling criterions are dependent on the
data used when solving the equations. The data used here was from
data set #1 (see Section 2.1), and the criterions chosen are listed in
Table 3.3. Note that the derived signals are scaled independently of
the signals that define them.

3.2 Inlet Manifold Models

Tm

1

Maf

Inlet Manifold

Mac

Te Nαth

Pm

The inlet manifold model structure used here was derived in Welsh
et al. [2003a, sec 2.2]. It is a low order polynomial approximation that
has proven to perform well in practice. It is linear in the parameters,
and to emphasize this structure and simplify notation of scaled signals,
the model structure is presented in scaled form, using derived signals
as inputs.
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3.2.1 General Structures

The most general form of inlet manifold model used is given by

M∗
ac = θ1(P ∗m) + θ2(P ∗m)M∗

af + θ3(P ∗m)P ∗m+

+ θ4(P ∗m)α∗ + θ5(P ∗m)X∗
2 + θ6(P ∗m)X∗

3+
+ θ7(P ∗m)X∗

4 + θ8(P ∗m)X∗
5 + θ9(P ∗m)X∗

6+
+ θ10(P ∗m)X∗

7 + θ11(P ∗m)X∗
8 + θ12(P ∗m)X∗

9+
+ θ13(P ∗m)X∗

10

(3.1)

Here, all θi are weighted sums of given interpolation base functions,
as in Equation (3.21). The definition of θi is a sum over ni terms,
where ni is a model structure property. Thus, each θi corresponds to
ni parameters to estimate. As soon as ni > 1 for some i, the model is
called (Pm-)scheduled.

This most general form is clearly a generalization of the case ni = 1 for
all i, i e all θi are constant. To make the generalization, a “scheduling
variable” has to be chosen. The choice here was based on the appear-
ance of scatter plots (with ∀i : ni = 1) showing the prediction error as
a function of one signal at a time, and a function-like relationship was
sought. Non-delayed input signals were preferred over internal, delayed
and output signals.

Note that even if the scheduled model structure looks complicated,
Equation (3.1) can be rewritten as an affine function of signals derived
from inputs. For example, consider the term θ2(P ∗m)M∗

af above, with
parameters c2,j to be estimated:

θ2(P ∗m)M∗
af

def=

 n2∑
j=1

c2,jb2,j(P ∗m)

M∗
af =

n2∑
j=1

c2,j

(
b2,j(P ∗m)M∗

af

)
i e, substituting this into Equation (3.1), and doing similarly with the
other terms, yields the affine combination. This simple structure allows
for efficient estimation once the derived signals are computed.

Other model structures are trivially obtained by removal of terms. In
the case ∀i : ni = 1, a bit of insight into this comes as a consequence of
the scaling of the input signals. Since they all are zero mean and equal
in power, the importance of the corresponding term in Equation (3.1)
is mirrored by the size of the corresponding coefficient. Following the
ideas behind the division of data into estimation and validation data,
the best model structure is simply the one with the estimated model
with best performance on validation data. The coefficient sizes can be
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used to guide the search for such a subset of terms in Equation (3.1).
Following ideas from statistics, the subset of preference would be deter-
mined by removal of insignificant parameters in a greedy search man-
ner, using all data as estimation data. This approach is based on an
assumption about normal distributed residuals, and the meaning of in-
significant is defined by setting a confidence level, and constructing a
stochastic variable that is F distributed under the hypothesis that the
term in question can be removed.

Here, neither of these methods were applied to any extent, but the light-
weight model structure referred to as I#2 was obtained by removal of
all but the three terms with the biggest coefficients.

3.2.2 Named Restrictions

The following special cases of the general structure are given names for
convenience later. The naming conventions from Section 1.6 apply.

I#2 This model structure has ni = 1 for all i, θ1 = 0.9284, and θi = 0
for i ≥ 4. The value for θ1 was obtained by identification using
the synthetic Mac data.

I#13×n Here the “n” in the name stands for a positive integer. This
model structure has ni = n for all i, and no fixed parameters.

3.2.3 Sensitivity Equations

In order to be able to estimate models within the framework of analytic
differentiation described in Section 2.3, sensitivity equations have been
derived for the following named structures.

I#13×n

Let Ri,j with i ∈ { 1, 2, . . . , 13 } and j ∈ { 1, 2, . . . , n } be the
regressors, i e the model output can be written as

ŷ1 =
∑
i,j

θi,jRi,j
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The sensitivity equations follow directly:

∂ŷ1(θ)[k]
∂θ

(θ)[k] = ( R1,1[k] R1,2[k] . . . R13,n[k] )

∂2ŷ1(θ)[k]
∂θj∂θi

(θ)[k] = 0

3.3 Combustion Models

λ
2

N

Combustion

τ

αsa

τyMac

The combustion model structure used here was derived in Welsh et al.
[2003a, sec 2.1]. Like the inlet manifold model, it is an approximation
that is linear in the parameters, and is presented similarly. The model
structure chosen in Welsh et al. [2003a, sec 2.1] is actually a restriction
of an even richer model structure derived in the same section. Parame-
ters that were found insignificant in the richer structure were removed,
yielding a model structure where all parameters have at least proven
significant in some sense.

3.3.1 General Structure

The most general form of combustion model used is given by

T ∗ = θ14(P ∗m) + 2.95 q−dac M∗
ac + θ15(P ∗m)(q−dac λ∗ − 1)+

+ θ16(P ∗m)(q−dac λ∗ − 1)2 + θ17(P ∗m)X∗
12 + θ18(P ∗m)X∗

13+
+ θ19(P ∗m)X∗

14 + θ20(P ∗m)X∗
15 + θ21(P ∗m)N∗+

+ θ22(P ∗m)X∗
16

(3.2)

Here, all θi are scheduled in the same way as in the inlet manifold model.
The value of the delay dac is given in Table 3.1. However, there is an
important difference between this model and the inlet manifold model,
and that is that the combustion model takes the internal signal λ∗ as
an input. Since this signal is similar to the constant signal 1, 1 has been
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subtracted to make the meaning of the coefficients θ15 and θ16 different
from that of θ14. One consequence hereof is that the importance of
the coefficients (coefficient functions) θ15 and θ16 is not mirrored by
their size relative to the other coefficients, since (q−dac λ∗ − 1) and
(q−dac λ∗ − 1)2 are far from power 1 signals.

Although not clear from the structure of this sub-model, it is not a
restriction to have a fixed coefficient for M∗

ac as long any offset on the
output of the fuel dynamics model is not fixed. Rather, if that is the
case, the whole model structure would be unidentifiable if the coefficient
of M∗

ac in Equation (3.2) were to be estimated. To see this, note that
a scaling of the coefficient of M∗

ac by a factor η, all the parameters of
the inlet manifold model by η−1, and the static gain and offset of the
fuel dynamics model by η−1, the outputs remain unchanged.

As for the inlet manifold model structure, a light-weight model struc-
ture was obtained by removal of all but four terms.

3.3.2 Named Restrictions

The following special cases of the general structure are given names for
convenience later. The naming conventions from Section 1.6 apply.

C#4 This model structure has ni = 1 for all i, and θi = 0 for i ∈
{ 15, 16, 18, 19, 20, 22 }.

C#7×n Here the “n” in the name stands for a positive integer. This
model structure has ni = n for all i, and θi = 0 for i ∈ { 15, 16 }.

C#7×n+2 Here the “n” in the name stands for a positive integer.
This model structure has ni = n for i /∈ 15, 16 , ni = 1 for
i ∈ { 15, 16 }, and no fixed parameters.

3.3.3 Sensitivity Equations

In order to be able to estimate models within the framework of analytic
differentiation described in Section 2.3, sensitivity equations have been
derived for the following named structures.
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C#7×n

Let I := { 14, 17, 18, . . . , 22 } for this subsection. Let Ri,j with i ∈ I
and j ∈ { 1, 2, . . . , n } be the regressors (except M∗

ac), i e the model
output can be written as

ŷ(2) = 2.95 q−dac M∗
ac +

∑
i,j

θi,jRi,j

The sensitivity equations follow directly:

∂ŷ(2)(θ)[k]
∂θ

(θ)[k] = 2.95 q−dac
∂M∗

ac(θ)[k]
∂θ

(θ)[k]+(R14,1[k]R14,2[k] . . . R22,n[k] )

∂2ŷ(2)(θ)[k]
∂θj∂θi

(θ)[k] = 2.95
∂2M∗

ac(θ)[k]
∂θj∂θi

(θ)[k − dac]

3.4 Fuel Dynamics

Mf3
u

Fuel Dynamics

The principal form of the fuel dynamics model mainly used here was
derived in Welsh et al. [2003a, sec 5.1]. It is a second order system
with two real and different stable poles. The locations of the poles
correspond to the two different time constants associated with direct
vaporization (short time constant) and wall wetting (longer time con-
stant). An offset on the input was removed since it is not identifiable
when there is also an offset on the output. The offset on the out-
put was kept in order to enable linearization at some other point than
u = Mf = 0. Higher order models were also evaluated in Welsh et al.
[2003a, sec 5.4], but discarded.

3.4.1 Basic Model

The basic fuel injection model is given by

M∗
f =

θ23 + θ26 q−1 +θ27 q−2

1 + θ24 q−1 +θ25 q−2
u∗ + θ28 (3.3)
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which is just a fully parameterized second order system followed by an
offset. However, an important alternative parameterization is given by

M∗
f = θ23(1− θ24)(1− θ25)

1 + θ26 q−1 +θ27 q−2

(q−1−θ24)(q−1−θ25)
u∗ + θ28 (3.4)

which is a restriction of the more general form as the poles are bound
to be real. Ignoring the offset on the output for a while, we can char-
acterize the other parameters in terms of linear system concepts: θ23
is static gain, θ24 and θ25 are the poles, and θ26 and θ27 are transfer
function numerator coefficients.

That the poles are bound to the real axis might seem like an unneces-
sary restriction, but it actually reflects the idea that the system have
two different time constants, one short associated with “immediate” va-
porization of the injected fuel, and one longer time constant associated
with wall-wetting.

State Space Representations

This section derives state space representations of a 2nd order system
with real poles (c f Equation (3.4) or Equation (3.3)) that will be used
to compare how the estimation algorithm is affected by the choice of
parameterization. In the comparison, both analytic differentiation and
finite differencing will be studied.

It is assumed that the presence of θ28 is irrelevant for the analysis, so
it is removed for clarity.

The first parameterization to write on state space form is the one of
Equation (3.4). The parameters and signals are renamed for clarity:

ŷ = g0
1 + b1 q−1 +b2 q−2

(1− p1 q−1 ) (1− p2 q−1 )
u (3.5)

This parameterization is in general identifiable up to pole numbering.

First rearranging a little,

ŷ =g0
1 + b1 q−1 +b2 q−2

1− (p1 + p2) q−1 +p1p2 q−2
u =

=g0

(
1 +

(b1 + p1 + p2) q−1 +(b2 − p1p2) q−2

1− (p1 + p2) q−1 +p1p2 q−2

)
u =

=g0u+
g0(b1 + p1 + p2) q−1 +g0(b2 − p1p2) q−2

1− (p1 + p2) q−1 +p1p2 q−2
u
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then using observer canonical form, leads to the state space

q x̂ =
(
p1 + p2 1
−p1p2 0

)
x̂+

(
g0(b1 + p1 + p2)
g0(b2 − p1p2)

)
u

ŷ =
(
1 0

)
x̂+

(
g0
)
u

(3.6)

Note that this representation uses coupled parameters to uncouple im-
portant system features. The coupled parameterization will be com-
pared with the uncoupled counterpart

q x̂ =
(
a1,1 1
a2,1 0

)
x̂+

(
b1,1

b2,1

)
u

ŷ =
(
1 0

)
x̂+

(
d1,1

)
u

(3.7)

Note that both parameterizations use the same number of parameters.
Also note that the model structure with uncoupled parameters spans
a larger set of models, since it can represent models with imaginary
poles.

Finally note that the parameter transform to get from one of these
representations to the other is non-linear. Had it been affine, the New-
ton algorithm’s convergence speed would not have been affected by the
parameter transform.[Boyd and Vandenberghe, 2004]

3.4.2 Per-Cylinder Model

As mentioned above, the two poles in the fuel model are meant to
model the two different time constants corresponding to vaporization
and wall wetting. These phenomena take place in each cylinder, so
to capture the nature of the model in mind, it is insufficient to utilize
a simple second order system. In addition, the fuel pulses should be
distributed among the 8 cylinders, and the resulting 8 M∗

f outputs
should be interleaved. The 8 systems should have the same parameters,
so the only real increase in complexity is that there would be 16 states
instead of 2. We call this model the per-cylinder fuel model. In contrast,
the basic model is referred to as a mean value model in the literature.

3.4.3 Named Restrictions

The following special cases of the general structure are given names for
convenience later. The naming conventions from Section 1.6 apply.
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F#5a This is the structure of Equation (3.3) with θ28 = 0.

F#6 This is the full structure of Equation (3.4).

F#5b This is the structure of Equation (3.4) with θ28 = 0.

F#4 As a special case of Equation (3.4), a zero and pole cancel, which
after re-parameterization yields the model

M∗
f = θ23(1− θ24)

1 + θ26 q−1

q−1−θ24
u∗ + θ28 (3.8)

F#3 One further specialization is obtained by removing the zero,
which corresponds to θ26 = 0:

M∗
f = θ23(1− θ24)

1
q−1−θ24

u∗ + θ28 (3.9)

F#2 Finally, by setting θ28 := −0.0136 we obtain the model structure

M∗
f = θ23(1− θ24)

1
q−1−θ24

u∗ − 0.0136 (3.10)

3.4.4 Sensitivity Equations

In order to be able to estimate models within the framework of analytic
differentiation described in Section 2.3, sensitivity equations have been
derived for the following named structures.

All Linear State Space Model Structures

In Appendix B, expressions and algorithms are derived for evaluation
of the sensitivity equations of the linear state space model structures
above. However, note that the algorithms are somewhat simplified due
to the assumption that the input is not dependent on the parameters.
On the other hand, it would be straight forward to extend the models
to account for parameter dependent inputs.



58 Chapter 3. Model Structures

3.5 Exhaust Sensor Models

λy
4

λ

Exhaust Sensor

The basic exhaust sensor model used here was derived in Welsh et al.
[2003a, sec 5.1], with the value of the current value of dλ first men-
tioned in Welsh et al. [2003a, sec 5.7]. Exhaust sensor dynamics were
motivated by time constants being provided by exhaust sensor manu-
facturers.[Welsh et al., 2003a, sec 5.7] It is well understood that such
dynamics are not easily described in the event domain since the time
constants belong in continuous time.

3.5.1 Basic Model

The simplest and most used exhaust sensor model is given by

λ∗y = q−dλ λ∗ (3.11)

The delay dλ corresponds to the time it takes for the exhaust gas to
leave the cylinder, and the transport delay from the exhaust valve to
the exhaust sensor. The value of dλ was estimated earlier in the project,
and is given in Table 3.1.

Even though the exhaust sensor has been modeled by the simple rela-
tionship of Equation (3.11) most of the time, many, more sophisticated
model structures have been studied.

3.5.2 Simple Dynamic Model

Another simple model used earlier in the project assumes that the
dynamic properties of the sensor have not been taken into account
in the construction of λy, and that the dynamics can be described
as a continuous time first order system with unit static gain. This
assumption was supported by GM, and a time constant of 50ms was
suggested by them. Notice that 50ms corresponds to 5 samples at an
engine speed of 1500rpm.
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Placing the zero of the discretized system at the origin, the resulting
equation is

λ∗y = (1− p1)
q−1

q−1−p1
q−dλ λ∗ =

1− p−1
1

q−p−1
1

q−dλ λ∗ (3.12)

where p1 is the discrete time pole. However, the continuous time time
constant of the sensor is probably independent of engine speed, which
means that the location of p1 should be modeled as a function of N .
One simple approach that addresses this problem is to give the model
equations in δ domain. However, although a predictor function for
such models was implemented (see Section C.7.3), it was never used
with this model structure.

3.5.3 Up and Down Time Constants

The exhaust sensor is known to have different time constants going up
and down. This can be modeled mathematically as

λ∗y[k + 1] =

{
p−1
1 λ[k] + (1− p−1

1 )λ∗[k − dλ], if λ∗y[k] > λ∗y[k − 1]
p−1
2 λ[k] + (1− p−1

2 )λ∗[k − dλ], otherwise

λ∗y[0] = λ∗y0

λ∗y[−1] = −∞
(3.13)

where p1, p2 are model parameters and λ∗y0 is the initial state. (λ∗y[−1] =
−∞ just determines what equation to use for the first iteration.)

This model structure was used, although still with engine speed inde-
pendent poles. (For the predictor implementation, see Section C.7.2.)

3.5.4 Variable Delay Models

The assumption that the delay dλ is static is motivated by geometric
reasoning: each cylinder ejects a certain volume of exhausts, and a
certain number of such volumes fits in the space between the cylinder
valve and the exhaust sensor location, and equally many samples are
required to push the exhausts from the cylinder valve to the sensor.
This argument has two striking weaknesses:

• The meaning of “the space between the cylinder valve and the
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exhaust sensor” is not well defined, and certainly not equal for
all cylinders.

• Even though the gas may not behave well (i e as an ideal gas),
it would be natural to assume that factors such as exhaust gas
temperature and pressure, and the number of particles resulting
from the combustion reaction, have some correlation with the
delay.

The first of these could partly be taken care of with detailed information
about the engine geometry and ignition order. Unfortunately, no such
information has been made available by GM.

The second weakness suggests that the value of dλ should be modeled
as a function of signals including Te, Pe, Mac and Mf . To develop a
model structure that takes these factors into account, the number of
particles resulting from the chemical reaction must be modeled, and
related to the corresponding volume of exhaust gases.

The number of particles resulting from the chemical reaction, Np, can
be modeled as

Np = CO2Mac

{
(1− ε)λ−1 + 1 + Ψ, if λ ≥ 1
(2− ε)λ−1 + Ψ, otherwise

where CO2 is the number of moles oxygen per unit Mac, ε ≈ 0.66 is a
fuel constant, and Ψ is 3.773 when the fuel is mixed with air.[Heywood,
1988, ch. 4.2] For λ ∈ [0.95, 1.05], the value selected by the case formu-
lation is in the range [5.09, 5.18], which can be regarded as a constant
for the task at hand. Hence, the much simpler equation

Np = C1M
∗
ac

may be used, where C1 is a new constant (recall that M∗
ac is related to

Mac by pure scaling).

To proceed, it is assumed that the ideal gas law can be used to model
the volume of the expanded gas, V , leading to the following model
structure:

Np = C1M
∗
ac

V =
NpRTe

Pe

dλ[k] = 6 + inf

 Z 3 K ≥ 0 : V(k mod 8) ≤
k+K∑
j=k

V [j]


(3.14)
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Here, Vi symbolizes the volume between the exhaust valve of cylinder i
and the sensor, and R is the constant in the ideal gas law. The constant
6 is the part of dλ associated with the mean delay from the intake stroke
to exhaust ejection. (See Figure 1.1.)

The equation for dλ may be overly detailed, and does not tell when
the value of dλ[k] can be determined, but is still possible to implement.
Such an implementation would require a dynamic number of states to
model the position of every “portion of exhaust gases” that have not
yet reached the sensor. Seeking a less demanding implementation, it
is assumed that V may be treated as constant for each k in the last
part of Equation (3.14). (This assumption would hopefully be justified
by frequency analysis of the signals that determine V .) The equations
now reduce to:

Np =C1M
∗
ac

V =
NpRTe

Pe

dλ[k] =6 +
⌈
V(k mod 8)

V [k]

⌉ (3.15)

The ceiling operation is just a consequence of the earlier equation, and
might as well be removed since it does not make sense any more. It
will, however, simplify implementation if the values of dλ are integer,
so we round the fraction rather than taking the ceiling value. If R is
included in the parameters, the following equation is obtained:

dλ[k] = 6 + round
(
V(k mod 8)Pe

C1RM∗
acTe

)
(3.16)

In principle, the only unknowns in here are the Vi. Assuming that these
are equal (as has been done before) but unknown, the following model
structure is obtained if the other constants are included:

dλ[k] = 6 + round
(
θV Pe

M∗
acTe

)
(3.17)

3.5.5 Two-Input Models

Above, it has been assumed that λ∗y is a (dynamic) function of λ∗, since
the sensor is called a “lambda sensor”. λ∗ is defined as follows,

λ∗ =
M∗

ac

M∗
f

and is the control variable. λ∗ is also an input to the combustion sub-
model. This situation is illustrated in Figure 3.2.
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A less restricted model structure has also been evaluated. Here, λ∗y is
assumed to be a dynamic function of M∗

ac and M∗
f , as illustrated in

Figure 3.1. The exhaust sensor dynamics in this picture are assumed
to have the internal structure shown in Figure 3.3. Note that although
the delay logically comes before the dynamics, it is irrelevant in what
order the operations are applied in the model.

λ∗y
fs(·, ·) q−dλHs(·)

M∗
f

M∗
ac λ

′

Figure 3.3: The exhaust gas sensor model structure. First a static
function that combines the two inputs, then a dynamic system without
delay, and finally a delay. As indicated by the signal symbols, this
figure defines the functions in terms of scaled variables. This figure
also defines the meaning of λ

′
.

In order to determine whether fs can really be expressed as a single
input function of the ratio between M∗

ac and M∗
f , the function is struc-

tured as follows:

T =

((
Mac

Mf

)
−→

(
Mac
Mf

Mac

))
(3.18)

fs = gs ◦ T (3.19)

If gs turns out to be independent of its second argument, it indicates
λ∗y can be predicted by λ∗ alone, as in Figure 3.2. In order to determine
whether gs is dependent on its second argument, gs is modeled more or
less non-parametrically by decomposition into base functions. Different
ways of doing that are described below. The question is answered by
searching the estimated model with best results in validation, and plot-
ting the predicted output versus the first input argument. The more
this plot resembles a function curve, the stronger indication that a func-
tion of just the first argument would be as good, which, in this context,
means that the function in the model should be totally independent of
the second argument.
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Polynomial Base Functions

For a given order, n, gs is decomposed as

gs(x, y) =
n∑

i=0

n∑
j=0

ci,jx
iyj

where ci,j are parameters to be estimated.

Gaussian Base Functions

For given grid dimensions, n1 and n2, let {x̄i}n1
i=1 be spread over the

range of values given as first argument to gs, and let {ȳi}n2
i=1 be spread

over the range of values given as second argument to gs. Define

{zi}i = {x̄i}i × {ȳi}i (3.20)

Let ri,j be given parameters for i ∈ 1..n1, j ∈ 1..n2. The decomposition
of gs is given by

gs(x, y) =
n1∑
i=1

n2∑
j=1

exp

(
− 1
r2i,j

∥∥∥∥(xy
)
− zi

∥∥∥∥2

2

)

The grid structure of Equation (3.20) is suitable for determining whether
gs is dependent of its second argument; if the function is not depen-
dent on its second argument, then estimated models with n2 > 1 will
not produce better validation results than the model estimated with
n2 = 1.

Interpolation Base Functions

Of the different parameterizations described, this is the one that takes
most advantage of the success story of neural networks. However, this is
just a one level network that relies on the strength of the input features.

This class of base functions {bi}n
i=1 is defined by

bi ≥ 0, for all i∑
i

bi = 1

∀i∃z(∈ R2) : bi(z) = 1
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where, in addition, each bi shall have finite support of small diameter.
The decomposition

gs =
∑

i

cibi

will then describe some kind of interpolation surface containing the
points {(zi, ci)}i, where zi satisfies bi(zi) = 1 for each i.

Alternatively, and more naturally, let {zi}i be given points spread over
the the set of points gs is to be approximated over, and construct base
functions to interpolate between those points. Here the {zi}i, were
chosen as in Equation (3.20) to simplify construction of base functions.
It is then natural to require that, for each z, only the functions centered
at the four corners of the smallest containing rectangle of the grid are
non-zero, and that only two functions are non-zero on any grid line. It
is also natural to consider the rectangle [0, 1]× [0, 1], and then map the
function values over this rectangle to any other rectangle in the grid,
and require that the four functions centered at the corners of the unit
square have analogous definitions to each other.

To proceed from here, let z1 = (0, 0), z2 = (0, 1), z3 = (1, 0), z4 = (1, 1),
and define w(z) =

(
b1(z) b2(z) b3(z) b4(z)

)>.6

One possible way to define w(z) is to define it as the optimal point of

minimize ‖w‖2
subject to 1>w = 1

z1
z2
z3
z4


>

w = z

w � 0

This definition has conceptual advantages and a clean structure without
parameters for the user to tune. Parameterized functions, on the other
hand, can yield other transition patterns over the interpolation surface,
and may be more efficient to compute. For example, let r1, r2, γ1 and

6Note that w> = w since w is of dimension 1. Also note that 1>w = 1 · w.
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γ2 all be positive parameters for the user to tune. Then define

ŵi =exp
(
−
(
‖z − zi‖2

r1

)γ1
)
·

·max
(

0,
[
1− exp

(
−
(

1− ‖z − zi‖2
r2

)γ2
)])

wi =
ŵi

1>ŵ

(3.21)

Here, the parameters values were chosen to r1 = 0.4, r2 = 4, γ1 = 2,
γ2 = 1.

3.5.6 Named Structures

The following special cases of the general structure are given names for
convenience later. The naming conventions from Section 1.6 apply.

E#0 This is the pure, fixed, delay, defined by Equation (3.11).

3.5.7 Sensitivity Equations

In order to be able to estimate models within the framework of analytic
differentiation described in Section 2.3, sensitivity equations have been
derived for the following named structures.

E#0

Although a delay has states in practice, the sensitivity equations can
be formulated and directly stated without (since the shift operator is
commutative with the gradient operator):

∂ŷ4(θ)[k]
∂θ

(θ)[k] =
∂λ̂(θ)[k]
∂θ

(θ)[k − dλ]

∂2ŷ4(θ)[k]
∂θj∂θi

(θ)[k] =
∂λ̂(θ)[k]
∂θj∂θi

(θ)[k − dλ]
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3.6 Division of Mac by Mf

Mac

Q
÷

×
λMf

This is the part of the model structure that isolates the non-linear char-
acteristics that are part of all model structure compositions. Further-
more, it is the only non-linear component of many model structure com-
positions. (Even though, for example, many non-linear exhaust sensor
model structures have been considered and separately estimated, they
have not been estimated as parts of the feed forward network defining
the complete model structure. It is that this non-linear node has been
estimated as a part of every complete model that makes it special.)

3.6.1 Named Structures

The following special cases of the general structure are given names for
convenience later. The naming conventions from Section 1.6 apply.

R#0

This is the division. No other alternatives exist for this part of the
model structure.

3.6.2 Sensitivity Equations

In order to be able to estimate models within the framework of analytic
differentiation described in Section 2.3, sensitivity equations have been
derived for the following named structures.
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R#0

The model structure is trivially described by the sub-system equation
(no local state)

h5(x̂5,Mac,Mf , θ) =
Mac

Mf

(3.22)

To derive the first order sensitivity equations, we note that

∂h5(x̂5,Mac,Mf , θ)
∂Mac

(x̂5[k],Mac(θ)[k],Mf(θ)[k], θ) =
1

Mf(θ)[k]
∂h5(x̂5,Mac,Mf , θ)

∂Mf

(x̂5[k],Mac(θ)[k],Mf(θ)[k], θ) = −Mac(θ)[k]
Mf(θ)[k]2

Since the output does not depend on a local state or any parameter,
the first order sensitivity equations for the output are simply

∂ŷ5(θ)[k]
∂θ

(θ)[k] =
1

Mf(θ)[k]
· ∂Mac(θ)[k]

∂θ
(θ)[k]−

− Mac(θ)[k]
Mf(θ)[k]2

· ∂Mf(θ)[k]
∂θ

(θ)[k]

The second order sensitivity equations are obtained similarly. Using

∂2h5(x̂5,Mac,Mf , θ)
∂2Mac

(x̂5[k],Mac(θ)[k],Mf(θ)[k], θ) =0

∂2h5(x̂5,Mac,Mf , θ)
∂Mf∂Mac

(x̂5[k],Mac(θ)[k],Mf(θ)[k], θ) =− 1
Mf(θ)[k], θ)2

∂2h5(x̂5,Mac,Mf , θ)
∂2Mf

(x̂5[k],Mac(θ)[k],Mf(θ)[k], θ) =2
Mac(θ)[k]
Mf(θ)[k]3
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the obtained equations are

∂2ŷ5(θ)[k]
∂θj∂θi

(θ)[k] =− 1
Mf(θ)[k]2

· ∂Mf(θ)[k]
∂θj

(θ)[k]·

· ∂Mac(θ)[k]
∂θi

(θ)[k]+

+
1

Mf(θ)[k]
· ∂

2Mac(θ)[k]
∂θj∂θi

(θ)[k]−

−


1

Mf(θ)[k]2
· ∂Mac(θ)[k]

θj
(θ)[k]−

− 2
Mac(θ)[k]
Mf(θ)[k]3

· ∂Mf(θ)[k]
θj

(θ)[k]

 ·
· ∂Mf(θ)[k]

∂θi
(θ)[k]−

− Mac(θ)[k]
Mf(θ)[k]2

· ∂
2Mf(θ)[k]
∂θj∂θi

(θ)[k]

Note that many of the partial derivatives in both the gradient and the
Hessian will vanish since each parameter belongs to at most one of the
subsystems that yield the predictions Mac and Mf .

3.7 Estimated Compositions

Out of the possible variations of the four sub-models, a few of the
combinations that have been estimated jointly have been selected for
inclusion in this report. These are described in Table 3.4. The rest of
this section aims to explain why the less complex alternatives domi-
nate the choices for some of the sub-models. A few early results that
lie behind the choices of sub-model combinations will inevitably need
presentation here, although this is not the chapter for results.

As described throughout this report, the fuel model and sensor dynam-
ics remain unidentified in detail. This has the problematic consequence
that the internal estimate of λ∗ bear so little resemblance with λ̄∗y (even
after application of the best known sensor models), that the constant
function 1 is likely to have at least as good fit. Unfortunately, it lies
within the range of many otherwise attractive model structures to pro-
duce λ∗y predictions more or less constant around 1, although it will be
intuitively clear that such models are not even close to correct.

The problem is less prominent the more λ∗y in estimation data varies.
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Table 3.4: Combinations of sub-models. In addition to what is shown
below, all structures use the model R#0 to model the static part of the
exhaust sensor. In the Name column, “p m” is an abbreviation for
“parameter model”, used to keep the table compact.

Name Inlet Combustion Fuel λ sensor
8 p m I#2 C#4 F#2 E#0
11 p m I#2 C#4 F#5 E#0
12 p m I#2 C#4 F#6 E#0
22 p m I#13× 1 C#7× 1 F#2 E#0
24 p m I#13× 1 C#7× 1+2 F#2 E#0
27 p m I#13× 1 C#7× 1+2 F#5b E#0
42 p m I#13× 2 C#7× 2 F#2 E#0

However, such data should only appear in controlled test environments;
not in a production car in use. Nevertheless, even if this means that
some parameters cannot be estimated during a real run, adequate esti-
mation of other parameters will require that the former are well known.
Thus it is still of interest to estimate these parameters once and for all,
using any data available. However, to do this one should use data col-
lected with the richest set of the best sensors available, which is not
the kind of data made available by GM to date, and this is why model
structures for that purpose are not included in Table 3.4

As can be seen in Table 3.4, all model combinations use the trivial
exhaust sensor model. The reason for this choice is that attempts to
identify the sensor dynamics, even while keeping the fuel model fixed,
have failed. The problem here is that very hard low pass filtering will
bring the λ∗y predictions close to 1, and hence the sensor dynamics
that will be estimated are also trivial. In other words, output error
identification of dynamic exhaust sensor models is deemed to fail and
as such shall be avoided altogether.

Also seen in Table 3.4, the only time the offset in the fuel dynamics
model is estimated is when the offset in the inlet manifold model is
fixed, and the offset in the combustion model is always estimated. In
particular the three offsets are never estimated at once. The reason is
that offsets in the inlet and combustion model can cancel out in the
torque prediction, while large offsets in the inlet and fuel models will
bring the λ∗y prediction close to 1. Hence, it is clearly not feasible to
estimate offsets in all three models at the same time. The solution
chosen in all but the 12 parameter model was to fix the offset in the
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fuel model. For this offset, 0 is a reasonable value, but other values can
be obtained by fitting the fuel model including the offset, while holding
the offset in the inlet model fixed, or while using M̄ac from the data
sets. In the 12 parameter model, the offset in the inlet manifold model
was fixed instead.



Chapter 4

Results

The results of the engine estimation part of the project can be divided
into three groups:

• Estimation using simulated data.

• Estimation of the whole system at once.

• Estimation of sub-models separately.

The second section of this chapter deals with the first group. The third
section deals with the second group. Much work has been aimed at the
development of improved model structures for individual sub-models,
and these models have been estimated using the synthetic M̄ac. This
is the topic of the following two, larger, sections. The final section
contains miscellaneous results.

That there is only one small section devoted to what ought to be the
main topic may seem inadequate. The reason is that estimation results
for the whole system are so critically dependent on the sub-models’
ability to predict data, which is the topic of the first section of this
chapter.

4.1 Error Analysis

Several observations support the theory that the sub-models’ ability to
predict data is critical. First, the results based on simulated data show

71
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that the estimation technique works well for a similar system (about as
similar to reality as a simulator based on the structures used here can
be).

Secondly, for the sake of fuel model estimation, the measurements λ̄y

might as well be replaced by the equation M∗
f = M∗

ac as long as the
optimal predicted λy resembles 1 as much as it resembles the λ̄y data.
The equation M∗

f = M∗
ac corresponds to an assumption about a perfect

controller used to generate the system input, and under this assump-
tion the inverse of that controller will be an optimal estimate for the
fuel dynamics. This, of course, makes estimation pointless and is not
surprising considering general results regarding closed loop identifia-
bility and the need for external excitation in the system input.[Ljung,
1999, ch 13.4] Hence, in order to estimate improved models, the model
structures for the fuel dynamics and the exhaust sensor must be very
accurate.

4.1.1 General

It is worth noting that even if RRMSE values for the fuel model (based
on reconstructed Mf data) and the inlet manifold model (based on the
virtual M̄ac) are very good separately, it does not imply a good fit in
λy predictions, more than that the prediction is about as close to 1 as
the data is. This is because M∗

f is more or less equal to M̄∗
ac in data,

but tiny residuals in these predictions can result in deviations around
1 in the λy predictions of the same size as the deviations around 1 in
the λ̄y data. This is further analyzed in Section 4.1.2,

Also evident is that exhaust sensor measurement noise, or inadequate
preprocessing of exhaust sensor measurements may produce misleading
results. It is assumed this is not the case. However, earlier work in this
project has, for example, indicated that the delay dλ being fixed is
a substantial simplification. Given the wide band nature of the λ̄y

measurements, such a simplification may cause as much of a problem,
as large measurement noise. This example is only meant to show how
easily the results are affected by weak exhaust sensor model structures,
and emphasize how important it is to seek the best possible model
structure.

Having said all that about how useless the λ̄y data may seem, it must
also be said that the signal is of great importance on a longer time
scale. The measurements λ̄y are of course a key measurement when it
comes to closed loop control of fuel injection. On that timescale (the
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feed-back timescale, which is significantly larger than the feed-forward
timescale), the measurements may either be used to correct offset errors
in the models, or be used in conjunction with a simple controller (a PI
controller, for instance) to handle offset errors in the models.

4.1.2 Error Propagation Analysis

In order to better understand the requirements posed on the sub-
models to guarantee usefulness of the λ̄y measurements, it is helpful
to make a simple error propagation analysis. Validation results earlier
in the project tell that the best intake manifold model obtained had an
RRMSE of about 0.8% [Welsh et al., 2002], and the best fuel dynamics
model had an RRMSE of about 5% [Welsh et al., 2003d]. As long as
the same model structures used then are used in the complete model
structure, better performance should not be expected when estimating
the whole model at once.1

Recall that the RRMSE values are the same for a scaled signal as
for the original signal (see Section 2.4.2). Hence, the RRMSE values
given above are valid for the signals M∗

ac and M∗
f . Thus the standard

conservative approximate propagation rule can be applied to estimate
the size of prediction errors in λ∗. The analysis is performed for a single
sample. Since M∗

ac ≈ M∗
f , the standard deviations of these signals is

approximated by a common value, s. Let ∆Mac
be the absolute error

in M∗
ac, and define ∆Mf

and ∆λ analogously. Denoting the RRMSE
values by RMac

and RMf
, and interpreting these values as representative

of typical relative errors, the following holds

∆Mac
≈ s ·RMac

∆Mf
≈ s ·RMf

Now, the propagation rule yields

∆λ / | 1
M∗

f

| ·∆Mac
+ | − M∗

ac

(M∗
f )2

| ·∆Mf
≈

≈ s

M∗
f

(RMac
+RMf

)

1The size of RMf
deserves a comment. Note that it is computed as the difference

between the predicted M∗
f and a virtual measurement. The virtual measurement

is highly dependent on the sensor dynamics used in the construction. Further,
inclusion of slow dynamics in the sensor dynamics, will amplify measurement noise
when the virtual measurement is constructed.[Welsh et al., 2003d] Hence, the sensor
model used when the best RRMSE was obtained for the fuel dynamics, did not
include dynamics of any kind, but was the pure, fixed delay. This indicates that
saying that the best fuel dynamics RRMSE value that can be expected (with the
fuel dynamics model structure used earlier) is about 5%, may be overly conservative.
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The ratio s
M∗

f
is typically somewhere around 0.5, but sometimes goes

lower than 0.2 or above 0.8. Using 0.5 yields

∆λ / 0.5 · (RMac
+RMf

) (4.1)

With the values given above, the conservative approximate error bound-
ary becomes

∆λ / 0.03

With the sensor model used earlier in the project (the pure, fixed delay),
the error ∆λ will at best propagate unchanged to ∆λy

.

4.1.3 Error Budgets

This section contains a very coarse discussion of the accuracy needed
from the different sub-models in order to make the λ̄y measurements
useful. Comparing the value 0.03 with the RMSE between λ̄y and 1,
typically a bit greater than 0.01 (obtained for estimation data chosen
from data set #1 ), the importance of better models in order to make
λ̄y really useful is obvious. Thus, the goal is to bring the RMSE of λy

down to less than 0.01.2

Looking at λ̄y data, it seems reasonable to allocate not more than 20%
of the total budget to errors in the exhaust sensor model, including
both static relationships, delays and low pass characteristics. Thus, let
the budget for the λ prediction be 0.008.

That λ̄y is closer to 1 than λy, may in part be explained by slow sen-
sor dynamics since such dynamics will suppress high frequency errors.
Therefore, the analysis will focus on the lower frequencies. By the na-
ture of Equation (4.1), it follows that an error budget should put similar
demands on the Mac and Mf predictions (or else the total error will
be dominated by the term with more generous requirements). Hence
the size of each of these errors need to be approximately 0.008 or less.
Since RMac

already is in this range, the important task is to reduce
errors in Mf prediction to the same size.

The meaning of “lower frequencies” can, for fixed engine speed, be de-
fined relative to the time constant of the lambda sensor. Assuming
N = 1500, the cut-off frequency relative to half the sampling frequency

2Note that an RMSE value of 0.01 is trivially obtained by the use of very slow
sensor dynamics.
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becomes approximately 0.064. A spectrum analysis shows that about
60% of the power in λ∗ − 1 falls below this cut-off. Here, λ∗ was taken
as predicted by the 22 parameter, using validation data from data set
#1 . Hence, the low frequency analysis is important. In addition, that
about 40% of the power falls above the cut-off corroborates the hy-
pothesis that sensor dynamics may be an important part of the model.
(Compare with the situation where almost all the power falls below the
cut-off; this would have falsified the hypothesis that sensor dynamics
is important.)

4.2 Method Performance on Simulated Data

The method of output error minimization was evaluated using simu-
lated data, and the 11 parameter model structure (see Table 3.4). To
generate simulated data, values for the 11 parameters were estimated
using the synthetic M̄ac, and Gaussian white noise added at various
points in the system. (In the end, the power of the noises would only
affect the validation values, but noise of reasonable power did not have
much impact on the estimated parameter values.) Using this model,
system inputs were taken from real data, and system outputs were
recorded.

The initial guess for the 11 parameters to be estimated were arbitrar-
ily set, all equal to 0.1, and the parameter estimates were recorded
after each iteration of the Newton algorithm. The final parameter esti-
mates had no significant deviations from the parameter values used to
generate the data, and the parameter trajectories shown in Figure 4.1
indicate reliable convergence.

4.3 Complete Models

This section contains the results from estimation of complete models.
Estimation of the model structures in Table 3.4 is covered in the first
subsection, while estimation of a few model structures not listed previ-
ously are covered in the second subsection.
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Figure 4.1: Parameter trajectories during estimation with simulated
data. Parameter values are plotted against iteration number.

4.3.1 The Model Structures of Table 3.4

Using 10000 samples for estimation and 10000 samples with no over-
lap for validation from data set #1, the model structures of Table 3.4
were estimated and validated. Here, the 11 parameter model struc-
ture had already been successfully applied on simulated data. Bigger
models based on earlier work are included for comparison with previ-
ous results. Since the new results for the bigger model structures are
negative, model structures even smaller than the 11 parameter model
structure were also included, just to show that the results get worse
again once the model structures become too simple, and thereby loosely
establish an appropriate model structure size. The results are shown
in Table 4.1.

The 24 and 27 parameter models use the internal variable λ∗y squared
in the combustion model. One problem with such models, is that a
quadratic equation with the poor estimate of M∗

f in the coefficients
must be solved to estimate M∗

ac (recall that λ∗ is just the quotient
between M∗

ac and M∗
f ). The equation will generally have two solutions,

which may even be non-real as long as the model is not perfect (which
it will never be). Thus, as a first step, the constant term in the equation
is adjusted to the closest value that will generate real roots. Secondly,
the solution is chosen based on experience. It has turned out to always
be the greater solution (in the meaning closer to +∞) which is correct.

Because the internal estimate of λ∗ is known to be poor, it is not used
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as an input during estimation, but is replaced with an appropriately
shifted version of the output λ̄∗y from data. As long as it is not required
that estimation use the most recent samples of each signal, this is a
technique that will work in an online situation as well. However, during
validation, the internal estimate is used. This is because the model will
be used for online estimation of M∗

ac, and the estimate would be far too
much delayed if it were to wait for λ to reach the sensor. Any form of
inverse sensor dynamics can of course be used to improve estimation.

The data set data set #3 was also used in tests, but produced poor re-
sults for the bigger models. This is shown in Table 4.2. Here, the model
structure with λ∗y in the combustion model obtains poor estimates from
the combustion side, and the model structure with scheduled parame-
ters is overfitted. When any of the estimates is poor, the RRMSE values
become somewhat misleading, like here, where the estimates from the
inlet model were actually quite good, but the scaling had to take into
account estimates from the combustion side as well. However, rather
than empirically tuning the scaling, it was found satisfactory just to
note that the models are of poor quality.

The reason, of course, why large models that were successfully esti-
mated and validated in earlier reports fail now, is that the internal
variable M∗

ac used to make sure that everything was approximately
right. It isolated the sub-models, so that, for example, errors in the
fuel model would have no effect on the estimation of the inlet model.
In addition, the output λ̄y was sometimes treated as a signal indepen-
dent of M∗

ac during validation, and it has been described above why it
is not treated as such any more, and the problems that follow.

Table 4.1: RRMSE values for M̄ac prediction. data set #1. The
validation measure is explained in Section 2.4.3.

Model Inlet Combustion Combined
8 parameters 10% 11% 7.4%
11 parameters 9.9% 11% 7.4%
22 parameters 2.2% 2.0% 1.5%
24 parameters 2.2% 2.0% 1.5%
27 parameters 2.8% 1.9% 1.6%
42 parameters 4.3% 4.3% 3.0%
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Table 4.2: RRMSE values for M̄ac prediction. data set #3. The
validation measure is explained in Section 2.4.3.

Model Inlet Combustion Combined
8 parameters 6.0% 21% 5.8%
11 parameters 6.0% 21% 5.8%
22 parameters 6.3% 13% 5.7%
24 parameters > 99% 51% 51%
27 parameters > 99% 51% 51%

4.3.2 Even Bigger Model Structures

The model structures listed in Table 4.3 were also estimated with both
3000 and 10000 samples from data set #1, however not every combina-
tion was tried. Naturally, the results were even worse than the results
for the 42 parameter model structure, and the conclusion drawn from
these experiments is that it is not beneficial to let all parameters be
scheduled.

Table 4.3: Big combinations of sub-models.

Name Inlet Combustion Fuel λ sensor
62 p m I#13× 3 C#7× 3 F#2 E#0
82 p m I#13× 4 C#7× 4 F#2 E#0

These results should be compared with the previously obtained results,
where the final model structure for the inlet manifold was the model
I#13× 10.

4.4 Fuel Models

Apart from stating the most successful fuel dynamics model structure
in terms of validation performance, this section contains results that
relate to efficient estimation.
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4.4.1 Fuel Model Order

The tests suggest that the simpler fuel model structures described above
are better than the fully parameterised 2nd order model which has been
used previously. On the other hand, tests performed on data with steps
in the fuel pulses show clearly that the fuel model does have some
dynamics. At the moment, the best fuel model structures are F#2 and
F#3, but the latter is only good when the offset in the intake model
structure is fixed.

4.4.2 Per-Cylinder Fuel Model

The per-cylinder fuel model idea applied to F#6 was evaluated on
data set #1 . The new model performed neither better or worse than
the mean value model. That such a big change had no effect on the
performance is another reason to believe that the fuel model structure
is not capturing anything but the most basic properties.

This idea was not applied to the simpler fuel model structures.

4.4.3 Convergence Speed

This subsection gives results on how estimation performance is affected
by the choice of parameterization and the choice between analytic dif-
ferentiation and finite differencing. The performance measure used is
the number of iterations required to pass a convergence test. The con-
vergence test consisted of a bound on the relative step length.

In the case of finite differencing, “∆θ” was tuned for the case with
uncoupled parameters. The tuning scheme used was to try different
values, and see for which values the number of iterations required was
low and the final estimate good. The values tried were separated by a
factor 4

√
10, and the results are shown in Figure 4.2. ∆θ was chosen as

10−5.75.

Besides looking at the number of iterations used, it is also illustrative to
examine the parameter trajectories over the iterations. These are shown
in Table 4.3, where one can also see the number of iterations used. For
the structures with coupled parameters, the coupled parameters were
transformed to their uncoupled counterparts before being plotted.

Even though the difference in the number of iterations between fi-
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Figure 4.2: Choosing ∆θ. Among the values that leads to a good final
estimate, we pick a value where the number of iterations required to
reach convergence is low.

nite differencing and analytic differentiation may not be astonishing,
it should be mentionned that in the simulations performed, the time
per iteration was about 5 times lower for analytic differentiation than
for finite differencing.

These results indicate that the parameterization of Equation (3.4) is
preferable to that of Equation (3.3). The principal benefits are that
the estimates converge faster, and that important system characteris-
tics can be read directly from the parameter vector. The former benefit
was shown empirically only for second order systems, while the latter
is merely a trivial observation that is valid also for, for instance, Equa-
tion (3.10).

4.5 Exhaust Sensor Models

All model structures in Table 3.4 use the trivial exhaust sensor model.
The reason why more expressive exhaust sensor model structures have
not been used is that the trivial one could not be shown inferior to
dynamic models in experiments performed earlier in this project. (The
sensor model was then used to retrieve λ∗, so that using also the virtual
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Structure Finite differencing Analytic differentiation

Uncoupled

0 10 20 30 40
−0.5

0

0.5

1

1.5

θ
1

0 10 20 30 40

−0.5

0

0.5

1

θ
2

0 10 20 30 40
−1.5

−1

−0.5

0

θ
3

0 10 20 30 40

−3

−2

−1

0

θ
4

0 10 20 30 40

1

2

3

4

5

θ
5

0 10 20 30 40
−0.5

0

0.5

1

1.5

θ
1

0 10 20 30 40

−0.5

0

0.5

1

θ
2

0 10 20 30 40
−1.5

−1

−0.5

0

θ
3

0 10 20 30 40

−3

−2

−1

0

θ
4

0 10 20 30 40

1

2

3

4

5

θ
5

39 iterations 35 iterations

Coupled

0 10 20 30 40
−0.5

0

0.5

1

1.5

θ
1

0 10 20 30 40

−0.5

0

0.5

1

θ
2

0 10 20 30 40
−1.5

−1

−0.5

0

θ
3

0 10 20 30 40

−3

−2

−1

0

θ
4

0 10 20 30 40

1

2

3

4

5

θ
5

0 10 20 30 40
−0.5

0

0.5

1

1.5

θ
1

0 10 20 30 40

−0.5

0

0.5

1

θ
2

0 10 20 30 40
−1.5

−1

−0.5

0

θ
3

0 10 20 30 40

−3

−2

−1

0

θ
4

0 10 20 30 40

1

2

3

4

5

θ
5

29 iterations 17 iterations

Figure 4.3: Four estimation procedures compared. Iteration number is
on the x-axis. Parameter values are on the y-axes.
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M̄∗
ac, a virtual measurement of M∗

f could be constructed.)

Unfortunately, all attempts to predict λ∗y based on λ∗, using the trivial
exhaust sensor model, have failed. However, the predictions seem to
fail in a somewhat systematic manner. A typical prediction is shown
in Figure 4.4. Therefore, the less restricted model structures described
in Chapter 3 were evaluated.

0 1000 2000 3000 4000 5000 6000 7000 8000 9000 10000
0.9

0.95

1
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1.15

Comparison for signal λ
y

data
estimate

Figure 4.4: Typical errors in λy prediction. (The signal is called λy

here, without the asterix, because unscaled variables are used in valida-
tion plots.)

4.5.1 Two-Input Models

To examine possibility of λ∗y being dependent not only on λ∗, but more
generally on both M∗

ac and M∗
f via the function fs, the fuel model, the

sensor dynamics (called Hs below), and the delay were fixed so that
M∗

f could be estimated from the input u, and λ
′
estimated by inverting

the sensor dynamics and the delay. (See Figure 3.3.) It is important to
notice that the computations that follow are heavily dependent on the
fuel model and sensor dynamics chosen. If, for instance, the real sensor
dynamics have two substantially different time constants depending on
whether the system is going up or down, and the fixed sensor dynamics
estimate has just one time constant, the estimated λ

′
will not be a

good estimate, and conclusions drawn based on the assumption that it
is a good estimate will be invalid. The results may also be obscured by
the preprocessing of the lambda sensor reading.

It would be desirable to estimate the fuel model and sensor dynamics
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along with the function discussed here, but that is not covered in this
report.

Having said all that, what remains are the three signals, and the task to
establish the function called fs in Figure 3.3. One interesting question
is whether the optimal estimate of fs can be written as a single input
function of the ratio between M∗

ac and M∗
f . The rest of this section

aims to answer that question using the non-parametric representations
of gs proposed in Section 3.5.5. (Recall how the estimated functions
can be interpreted.)

The transformed input data to gs is scattered in Figure 4.5. It shows
that the input space is reasonably covered in the region we are most
interested in.
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Figure 4.5: The two input arguments to gs during estimation.

The tests performed on the fuel steps data indicate that gs can be
described as a function of the first argument only. This is illustrated in
the validation plots given in Figure 4.6 and Figure 4.7. The latter has a
slightly better fit, “despite” its simpler appearance, which is an artifact
of over-fitting in the former. The fit gets even better for polynomials
of order 2, but order 1 is on the other side of optimum. It should be
mentioned, though, that the RMSE values differ only 1% among the
alternatives listed here. It is only with gross over-fitting that bigger
changes in fit result.

The best fit is obtained with gaussian base functions with only one re-
gion for the second argument. The estimated function is shown in Fig-
ure 4.8. The estimated function looks similarly biased at the end points
when compared to estimation data. Since this could be an artifact of
least squares, the search was repeated with 1-norm (instead of 2-norm,
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as is implied by least squares). Indeed, the bias at the end points de-
creased for the estimation data, however producing slightly negative
results for the validation data. The best fits were still obtained for
functions with little or no dependence on the second argument. Com-
pare Figure 4.9 with Figure 4.10 to see how the bias decreaces with the
change of norm in the objective.
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Figure 4.6: Gaussian base functions in a 7× 3 grid. (21 functions in
total.)

Polynomial, order 3

M
∗

ac

M̂
∗

f

λ

validation

prediction

0.84 0.88 0.92 0.96 1 1.04 1.08 1.12 1.16 1.2

0.88

0.92

0.96

1

1.04

1.08

1.12

1.16

1.2

1.24

Figure 4.7: Polynomial base functions of order less or equal to 3. (9
functions in total.)

4.5.2 Up and Down Time Constants

The idea of using different time constants depending on the direction
of change in the system input (defined by Equation (3.13)) was tested
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Figure 4.8: Gaussian base functions in a 7 × 1 grid. (7 functions in
total.)
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total.) Performance on estimation data. Estimated to minimize the
error’s 2-norm.
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Figure 4.10: Gaussian base functions in a 7 × 1 grid. (7 functions
in total.) Performance on estimation data. Estimated to minimize the
error’s 1-norm.

on data with fuel steps to avoid the problem discussed in Section 4.1.
Finding that the two estimated time constants nearly coincided and
were clearly too large, was of course a disappointment.

4.5.3 Variable Delay Models

The usefulness of the variable delay described by Equation (3.17) was
evaluated as follows. Assuming that the model structure is roughly cor-
rect, the parameter was estimated to yield delays as close as possible
to the value listed in Table 3.1. The worse fit obtained for estimation
data, the stronger indication that a variable delay of some kind should
be used. The results are shown in Figure 4.11 and Figure 4.12. The lat-
ter is a close-up, and shows that the deviations from any constant value
- even on average - may be substantial over thousands of samples, and
the section shown is quite representative for the whole of Figure 4.11.

As seen in the figures, the deviations here are about 4 samples, which
is in the same order of magnitude as the time constant of the sensor (c f
Section 3.5.2). Hence, taking the variable delay into account seems to
be of similar importance to taking the sensor dynamics into account.
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Figure 4.11: “Estimation performance” telling the usefulness of a vari-
able delay dλ. The bigger variations, the stronger indication that a
variable delay of some kind should be used.
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4.6 Miscellaneous

This section contains other results and observations that deserve a brief
comment.

4.6.1 Use of Different Weights in Error Index

Most estimation was done with equal weights to both outputs. Tests
were performed where the weight given to torque was 100 times the
weight given to λy. (100 times greater weight corresponds to a mag-
nification of the errors by a factor of 10.) This gave much better per-
formance in the inlet model’s Mac prediction, at the cost of the torque
model’s performance. The non-equal weights gave very poor results
when the estimation search started far from “the goal”.

4.6.2 Taking Advantage of the Optimization Tool-
box for Matlab

It turned out that using Newton’s method together with finite differ-
encing is inferior to the Levenberg-Marquardt method implemented in
the Optimization Toolbox for Matlab. For this method of estima-
tion, model structure implementation is very simple, since no partial
differentials are required; only predicted system outputs for a given
parameter vector. However, efficient implementation of the sensitiv-
ity equations may still turn out to be the better choice, provided that
model structure implementation is a manageable task.

4.6.3 Speed Improvement

The ltitr function was reimplemented (see Section C.7.1). The new
function is about 5 times faster than the “builtin” Matlab function for
small systems.3 Unfortunately, this function has never been a bottle-
neck (even though it accounts for a substantial part of the total number

3For a single input system and 10000 samples of input data, performance gain
was measured as a function of system size. Performance was measured in Matlab
using tic and toc. The time was measured over 100 calls in a loop, resulting in
total times of at least a second. For systems with 2 states, the implemented function
is 11 times faster. Increasing the number of states to 5, the gain is only a factor of
5, and with 20 states the advantage is marginal. For large systems, the “builtin”
function is more than two times faster.
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of floating point operations), so the speed gain in the whole estimation
procedure is barely noticeable.
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Chapter 5

Concluding Remarks

This chapter summarizes the report by restating the main results from
Chapter 4 and Appendix B, commenting on the generic results for
design of identification software, and proposing ideas for future work in
the area of SI engine identification under normal operating conditions.

5.1 Engine Identification

In the case of estimation of complete model structures, fairly small
model structures produce the best results. The reasons for this have
been shown to be much due to the shortcomings of the fuel dynamics
model, the exhaust sensor model, or the estimation data. That little is
known about how the available data was collected is a major problem,
and may even make some of the results void.

Although attempts to find better model structures for the fuel dynam-
ics and the exhaust sensor have not produced model structures with
improved performance, the investigations have resulted in useful under-
standing of the system. That a mean value fuel dynamics model of low
order is not outperformed by models with states associated with each
cylinder invalidates reasoning behind the fuel model itself, and what
was though to be a model with physical interpretation has turned out
not to be, instead a low order black-box model. Transformation of the
parameters of the fuel dynamics was shown to improve numerical effi-
ciency. Furthermore, analytic differentiation was shown to outperform
finite differencing both in terms of estimation convergence and in terms

91
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of computational workload.

The question whether the exhaust sensor may depend on M∗
ac and M∗

f

via a function other than forming the ratio, was explored. No better
function than the ratio was found.

It has been shown that modeling the variations of the transport delay
in the exhaust manifold may be as important for the exhaust sensor
models as the modeling of dynamic properties of the sensor itself.

5.2 Operation Counts

This section gives the conclusions drawn from Appendix B.

The usefulness of the results in Brown and Goodwin [1967]; Goodwin
[1968] are established for practical calculations. The cost expressions in
Brown and Goodwin [1967]; Goodwin [1968] are not directly applicable
in the discrete time case, since iterating step equations is not of the
same difficulty as solving partial differential equations. However, it
remains true that the use of the auxiliary variable here called λ is very
useful in terms of time complexity.

Even though approximate algorithms for the gradient and Hessian are
simple to implement, they do have a higher time cost than the exact
algorithms. On the other hand, their simplicity can be very useful in a
prototyping stage, where different model structures are evaluated.

The efficiency gain in using λ is low for sparsly parameterized struc-
tures. However, the improvement is an order of magnitude for densly
parameterized problems.

5.3 Software Design

Theoretical work described in this report sets the basis for the design
of software for output error identification of component based model
structures. Many of the important concepts are implemented, as de-
scribed in Appendix C. However, important parts of the software sys-
tem remain to implement; most notably algorithms for analytic differ-
entiation and related low level matrix routines. Variable scalings are
naturally included in model structures, and may be comuted from high
level specifications.
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It has been shown how structural properties of a component based
model structure design can be exploited by the minimization algorithm.
Parameter transforms are shown to be very useful in the estimation
process, and can be included in the software in different ways.

5.4 Proposals for Future Work

This section describes various ideas for the engine estimation part of
the project that may be explored in the future. Note that many of
these ideas may be evaluated jointly as well as separately, and that
good ideas may work only when combined with other good ideas.

5.4.1 Estimating Some Parameters Offline

The problems of identifiability are less prominent the more λ̄∗y in the
estimation data varies. However, such data should only appear in con-
trolled test environments, not in a production car in use. Nevertheless,
even if this means that some parameters cannot be estimated during
a real run, adequate estimation of other parameters will require that
the former are well known. Thus it is still of interest to estimate these
parameters once and for all. To do this one should use data collected
with the richest set of the best sensors available, which is not the kind
of data made available by GM to date.

5.4.2 Refining Scheduling

Although it would be time consuming, it may be beneficial to search
for a subset of the parameters that benefit from scheduling. For a start,
one could try to make only one variable at a time scheduled, and see
if any single parameter benefits from scheduling, and if so proceed to
find bigger subsets of parameters.

5.4.3 Elaborating the Two-Input Exhaust Sensor
Models

With the results of two-input exhaust sensor models in mind, the natu-
ral way to proceed would be to simultaneously estimate the fuel model,
the function gs(·, dummy) and the sensor dynamics. However, since
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the conclusions in Chapter 4 are so dependent on the assumption that
the sensor dynamics are known, one should also estimate gs as depen-
dent on both arguments. It is not clear how to parameterize gs, but
since the fits obtained above were so similar for grid based functions
and polynomial type base functions, grid based functions may be the
better choice thanks to their higher degree of flexibility.

5.4.4 Speed Dependent Exhaust Sensor Dynamics

The main reason why speed dependent sensor dynamics was not imple-
mented, was previously obtained negative results of attempts to com-
pute the inverse of (speed dependent) filter dynamics. [Welsh et al.,
2003d] On the other hand, the inverse filter will amplify measurement
noise, and this seems to be the main reason for the negative results.
This phenomenon is avoided in prediction, and hence nothing suggests
that speed dependent exhaust sensor models would not work in pre-
diction. In fact, speed dependence may be far more important to in-
corporate in the model than that the up and down time constants are
different. A natural way to model the dependency on engine speed is
to express the model equations in δ domain.

5.4.5 Variable Delay Exhaust Sensor Models

In this project, no experiments have been carried out to confirm that
variable delay exhaust sensor models perform better than models with
a fixed delay. However, rather than seeking better performance directly,
the following experiment should determine whether it is worthwhile to
include variable delays in the model or not.

Obtain an estimate of λ∗ using M̄ac and the best available fuel dynamics
model. Then partition the range of reasonable delay values into about
5 to 10 regions, and split the data set according to the estimated delay
given by Equation (3.17). Call this estimate of the delay the prediction
estimate. Then proceed to find the delay that minimizes the prediction
error for each sufficiently large contiguous part of each section of the
data, and call this estimate of the delay the posterior estimate. Hope-
fully, the posterior estimates turn out to be strongly correlated with
the prediction estimates.

If this experiment turns out well, it can also form the basis for correc-
tions of Equation (3.17). Then, the delay variations should be included
in all other models structures, possibly with a fixed value for the pa-



5.4. Proposals for Future Work 95

rameter θV .

5.4.6 Using the Lambda Sensor Voltage Reading

Depending on the procedure used by GM to construct the lambda sen-
sor reading, the signal may lack information or be otherwise disturbed
in a way that adversely affects the estimation of more sophisticated
sensor models. That this may be the case is apparent when different
up and down time constants are considered. The model then becomes
tricky to invert, so it should probably not be - and probably isn’t by
GM - attempted. On the other hand, output error estimation doesn’t
require the system to be inverted and can thus handle the more sophis-
ticated model structure in a better way.

This work would obviously be greatly enhanced if the currently used
sensor model would be available as a starting point for model develop-
ment.
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Appendix A

Generalized Matrices
and the Generalized
Gradient

This chapter introduces generalized matrices and a generalized gradi-
ent operator. The main benefits hereof are two. The first benefit is
that gradients, Jacobians, Hessians, etc, are given a unified notation,
and expressions involving these operators can often be written com-
pactly using the generalized matrices. The second benefit is that if
the gradient-like operators can be treated in a unified way in theory,
it provides important concepts for the design of computer software for
numeric computations.

The relation to tensors is not investigated here, but generalized matri-
ces may instead be viewed as a simplified concept, simple enough to
be introduced here, and powerful enough to improve notation a little.
Good notation for functions with matrix domain of dimension other
than 1 has potential usage, but seems hard to fit into the framework
of generalized matrices — maybe this problem would be better under-
stood with the use of tensors.
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A.1 Generalizations of Matrices

Generalized matrices will be convenient when describing differentiation
of identification objectives composed with parameter transforms.

A.1.1 Matrix Definition, Dimension, Size, Notation
and Examples

In order to get to the main definition, the notion of matrix size must
first be introduced. The size of a matrix is a finite list of natural
numbers.

Definition A.1 (Matrix). A matrix of size ( s1, s2, . . . , sn ) is
defined as a mapping

(0..(s1 − 1))× (0..(s2 − 1))× · · · × (0..(sn − 1)) 7→ R (A.1)

(The extension to complex matrices is left as an amusement for the
reader.)

Definition A.2 (Matrix size). A matrix has a size, which is a finite
list of natural numbers.

A matrix of size ( s1, s2, . . . , sn ) for n ≥ 2, is said to be a s1 × s2 ×
. . . × sn matrix. A matrix of size ( s ) is said to be a vector (matrix)
(of size s). A matrix of dimension 0 is said to be a scalar matrix.

Notation A.1 (Matrix size). The size of a matrix, A, is denoted

size(A)

Definition A.3 (Matrix dimension). The dimension of a matrix of
size ( s1, s2, . . . , sn ) is n.

A generalized matrix can have any natural number of dimensions. For
example, matrices of dimension 0 are equivalent to scalars, matrices of
dimension 1 are equivalent to vectors, and ordinary row and column
vectors are matrices of dimension 2, just like any ordinary matrix.

Notation A.2 (Matrix dimension). The dimension of a matrix, A,
is denoted

dim(A)
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Notation A.3 (Dimension and size of matrix valued function).
For a matrix valued function, dim and size denote the dimension and
size of the matrices that the function produces.

Notation A.4 (Set of all matrices of a given size). The set of all
matrices of size ( s1, s2, . . . , sn ) is denoted

Rs1×s2×...×sn

This extends the usual notation

Rn 4
= R× R× · · · × R︸ ︷︷ ︸

n repetitions of R

Note that even though, for example, the set R3×4 is equivalent (in the
bijection meaning) to R1×2×1×6, they are different. In particular, R,
R1 and R1×1 are all different sets.

Notation A.5 (Matrix Literal). A matrix of dimension 0 is equiv-
alent to a scalar, and can be denoted by that scalar. In this context the
scalar has the following meaning:

a ∼ [] 7→ a

A matrix of dimension n > 0 can be denoted by a vector (delimited
by parentheses, brackets, braces, or what ever suits the presentation) of
equally sized matrices of dimension n−1. The meaning of that notation
is defined by

A1

A1

...
An

 [i1, i2, . . . , id] = Ai1 [i2, . . . , id] (A.2)

As an example, a matrix of dimension 1 can be denoted using standard
vector notation:

a1

a2

...
an

 ∼ [i] 7→ ai ∼
(
a1 a2 . . . an

)
(A.3)

This looks familiar, but the matrix literal notation is not fully compat-
ible with standard notation. Had the vector above been written as a
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row instead of a column, it would have denoted the same generalized
matrix, although it would be considered a row matrix of dimension 2
by the standard convention. The notation definition also implies that
matrices of dimension 2 must be written with nested parentheses.

For a more complete example of the notation, let

A =





(
1
2

)
(

3
4

)
(

5
6

)





(
7
8

)
(

9
10

)
(

11
12

)





(
13
14

)
(

15
16

)
(

17
18

)





(
19
20

)
(

21
22

)
(

23
24

)




(A.4)

then A[0, 0, 0] = 1, A[3, 2, 1] = 24, and A[1, 1, 1] = 10.

Also note that[(
1 3

)(
2 4

)] =
[(

1
3

) (
2
4

)]
Notation A.6 (Selective Matrix Size). The size operator is ex-
tended so that an index range can be written as a subscript on the
operator. The meaning of the extended size operator is that it returns
the size only in the dimensions given by the subscript.

A.1.2 Generalized Matrix Transpose

Definition A.4 (Permutation Function). A permutation function,
τ , of arity n is defined by an ordering i1, i2, . . . , in of the range 1..n
as follows

τ



x1

x2

...
xn


 =


xi1

xi2
...
xin


Notation A.7 (Matrix Transpose). For a matrix, A, of dimension
n, and a permutation function, τ , of arity n, the generalized τ -transpose
of A is denoted

Aτ 4
= A ◦ τ

In this context, τ is referred to as a generalized transpose.
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Two special permutation functions are given their own names and sym-
bols.

Definition A.5 (Ordinary transpose function). The ordinary trans-
pose function or arity n, denoted “>”, is defined as a rotation:

>


x1

x2

x3

...
xn


4
=


x2

x3

...
xn

x1

 (A.5)

(Think of the symbol > as an arrow pointing in the direction of the long
jumping argument.)

Notation A.8 (Ordinary Transpose). In the notation

A>

the arity of > is implicitly defined as dim(A). For matrices of dimen-
sion 2, this is the standard matrix transpose.

The notion of inverse matrix transpose is useful, since for generalized
matrices, the transpose of the transpose of a matrix is generally not
the matrix itself.

Notation A.9 (Inverse transpose function). The inverse of the
transpose function > is denoted ⊥.

When the inverse transpose function is used as a transpose operator,
the operation is referred to as an inverse matrix transpose. Note that
for matrices of dimension 2, the inverse transpose is the same as the
ordinary transpose. Yet another permutation function that yields the
standard transpose for matrices of dimension 2 is given the following
notation:

Definition A.6 (Reverse transpose function). The reverse trans-
pose function or arity n, denoted “f”, is defined to reverse the order
of its arguments:

f


x1

x2

x3

...
xn


4
=


xn

xn−1

...
x1

 (A.6)

(Think of the symbol f as a reversed Ω.)
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A few examples should make the matrix transpose definitions clearer.
First consider the two compositions of matrix transpose and inverse
matrix transpose:(

A>
)⊥ def= A ◦ > ◦ >−1 = A = A ◦ >−1 ◦ > def=

(
A⊥
)>

(A.7)

The easiest way to remember the transpose may be to look at how the
arguments move around:

A>[in, i1, i2, . . . , in−1]
def= A[i1, i2, . . . , in−1, in] (A.8)

It is also convenient to know how the size changes with transposition. It
follows from the example above: If the size ofA is ( s1, s2, . . . , sn−1, sn ),
then the size of A> is ( sn, s1, s2, . . . , sn−1 ).

Note that

(Aτ1)τ2 def= A ◦ τ1 ◦ τ2
def= Aτ1◦τ2 (A.9)

and that the composed transpose function is easy to obtain from the
two parts. Hence, if a matrix B is assumed to be obtained by some
number of transpositions applied to a matrix A, then it can be assumed
without loss of generality that B = Aτ for some transpose operator τ .

Definition A.7 (Extension of Permutation Function). For a per-
mutation function, τ , of arity n, the permutation function τ ′ of arity
n+ 1 is defined as

(τ ′)j [i1, i2, . . . , in, in+1]
4
=τj [i1, i2, . . . , in], for j ∈ 1..n

(τ ′)n+1[i1, i2, . . . , in, in+1]
4
=in+1

When the transposition operators are attached on matrix valued func-
tions or function valued operators, they have a different meaning than
when attached on matrices.

Notation A.10 (Transpose of matrix valued function). For a
matrix valued function f , and a permutation function τ of matching
arity, the notation fτ is defined as

fτ 4
= •τ ◦f i e

fτ (x) def= (f(x))τ

Notation A.11 (Transpose of operator). For an operator, F , that
yields matrix valued functions, and a permutation function τ of match-
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ing arity, the notation F τ is defined as

F τ 4
= •τ ◦F i e

F τ (x) def= (F (x))τ i e

(F τ (x)) (y) def= (F (x)(y))τ

A.1.3 Addition and Multiplication by Scalar

A matrix may be added with a scalar.

Definition A.8 (Addition with scalar). For a matrix A and a scalar
t, addition is defined by

(A+ t)[i1, i2, . . . , in]
4
=A[i1, i2, . . . , in] + t

t+A
4
=A+ t

Similarly, a matrix may be multiplied by a scalar.

Definition A.9 (Multiplication by scalar). For a matrix A and a
scalar t, multiplication is defined by

(A · t)[i1, i2, . . . , in]
4
=A[i1, i2, . . . , in] · t

t ·A 4
=A · t

Notation A.12 (Multiplication by scalar). The product with scalar
t ·A = A · t may be written tA, as is customary.

A.1.4 Matrix Addition

Two matrices can be added if and only if they have the same size.

Definition A.10 (Matrix Addition). For two matrices, A and B,
of equal size, A+B is a new matrix of the same size, defined by

(A+B)[i1, i2, . . . , in]
4
= A[i1, i2, . . . , in] +B[i1, i2, . . . , in]

For two matrices of dimension 2, this is the standard matrix addition.

Theorem A.1 (Transpose distribute over addition). Transpose
operations are distributive over addition.

Proof. This is readily seen from definitions.
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A.1.5 Matrix Multiplication

Two matrices can be multiplied if and only if the size in the last di-
mension of the left matrix equals the size in the first dimension of the
right matrix. The size of the product is the size of the left matrix with
the last dimension removed, followed by the size of the right matrix,
with the first dimension removed.

Definition A.11 (Matrix multiplication). For a matrix, A, of size
( s1, s2, . . . , sdim(A)−1, σ ), and a matrix, B, of size ( σ, z2, z3, . . . , zdim(B) ),
A·B is a new matrix of size ( s1, s2, . . . , sdim(A)−1, z2, z3, . . . , zdim(B) ),
defined by

(A ·B)[i1, i2, . . . , idim(A)−1, j2, j3, . . . , jdim(B)]
4
=

4
=

σ−1∑
k=0

A[i1, i2, . . . , idim(A)−1, k] ·B[k, j2, j3, . . . , jdim(B)] (A.10)

For two matrices of dimension 2, this is the standard matrix multipli-
cation.

Notation A.13 (Matrix multiplication). The matrix product A ·B
may be written AB, unless both A and B are matrix literals.

The reason why the notation AB cannot be interpreted as a product
for matrix literals is that it would corrupt the matrix literal notation.

Notation A.14 (Transposing matrix multiplication). For ma-
trices A and B, and permutation functions τ1, τ2 and τ3, transposing
matrix multiplication is defined as the shorthand

A
[

τ1

τ3
π τ2

]
B = τ3

(
τ1(A) · τ2(B)

)
If a permutation function is left out from the notation, it is interpreted
as null (identity) operator.

Two examples of the transposing matrix multiplication that will be
useful later are

A
[

π

]
B =A ·B

A
[
>
⊥
π

]
B =

(
A> ·B

)⊥
The following rule generalizes the well known rule (AB)> = B>A> for
matrices of dimension 2.
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Theorem A.2 (Product transpose rule). For two matrices, A and
B, the following holds when either side is well defined

(A ·B)f = Bf ·Af (A.11)

Proof. It is easily verified that both sides are of the same size. Now,
consider an arbitrary element:

(A ·B)f[jdim(B), . . . , i2, idim(A)−1, . . . , i1] =

= (A ·B)[i1, . . . , idim(A)−1, j2, . . . , jdim(B)]
def=

def=
σ−1∑
k=0

A[i1, . . . , idim(A)−1, k] ·B[k, j2, . . . , jdim(B)] =

=
σ−1∑
k=0

Bf[jdim(B), . . . , j2, k] ·Af[k, idim(A)−1, . . . , i1]
def=

def=
(
Bf ·Af) [jdim(B), . . . , j2, idim(A)−1, . . . , i1]

Matrix multiplication is clearly not commutative, since not even mul-
tiplication of matrices of dimension 2 is commutative. However, the
associativity is stated by the following theorem.

Theorem A.3 (Associativity of Matrix Multiplication). For ma-
trices, A, B and C,

A · (B · C) = (A ·B) · C (A.12)

whenever both sides of Equation (A.12) are well defined, provided dim(B) ≥
2.

Proof. Note that A · (B · C) is well defined iff (A · B) · C is well de-
fined. Hence, let A be of size ( n1, . . . , nsize(A)−1, σ1 ), B be of size
( σ1, z2, . . . , zdim(B)−1, σ2 ), and C be of size σ2, o2, . . . , odim(C).
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Now, consider an arbitrary element:

(A · (B ·C))[i1, . . . , idim(A)−1, j2, . . . , jdim(B)−1, k2, . . . , kdim(C)] =

=
Pσ1−1

p=0

{
A[i1,...,idim(A)−1,p]·

(
(B·C)[p,j2,...,jdim(B)−1,k2,...,kdim(C)]

)}
=

=
Pσ1−1

p=0

{
A[i1,...,idim(A)−1,p]·

Pσ2−1
q=0

(
B[p,j2,...,jdim(B)−1,q]·C[q,k2,...,kdim(C)]

)}
=

=
Pσ1−1

p=0

{Pσ2−1
q=0

(
A[i1,...,idim(A)−1,p]·B[p,j2,...,jdim(B)−1,q]·C[q,k2,...,kdim(C)]

)}
=

=
Pσ2−1

q=0

(
C[q,k2,...,kdim(C)]·

Pσ1−1
p=0

{
A[i1,...,idim(A)−1,p]·B[p,j2,...,jdim(B)−1,q]

})
=

=
Pσ2−1

q=0

(
C[q,k2,...,kdim(C)]·

{
(A·B)[i1,...,idim(A)−1,j2,...,jdim(B)−1,q]

})
=

= ((A ·B) · C) [i1, . . . , idim(A)−1, j2, . . . , jdim(B)−1, k2, . . . , kdim(C)]
(A.13)

Remark A.4 (Associativity with Scalars). Notice that matrix mul-
tiplication is not defined for matrices of dimension 0, but in case any
of A, B or C would be a scalar (which is equivalent to a matrix of
dimension 0), associativity follows immediately from the definition of
multiplication of a matrix and a scalar. For example, assume B would
be a scalar. Then, A · C must be well defined size B · C is of the same
size as C, and it is readily seen that associativity obtains since both
sides equal B · (A · C).

It is easy to find examples that show that associativity may not obtain
when the dimension of the middle matrix is 1, for example:{[

0 1
][

1 1
]} ·

([
1
1

]
·
{[

1 0
][

1 1
]}) =

{[
0 1

][
1 1

]} ·
[
2
1

]
=
[
1
3

]
while ({[

0 1
][

1 1
]} ·

[
1
1

])
·
{[

1 0
][

1 1
]} =

[
1
2

]
·
{[

1 0
][

1 1
]} =

[
3
2

]

Although “unfortunate”, that associativity does not always obtain even
though both ways of grouping the multiplications are valid, the impli-
cations for the need of using parentheses in notation are not so severe.
The reason is that the grouping of binary multiplications in products
of several matrices will be implicit as long as there is only one way of
grouping that yields valid binary products. This leads to the following
notational convention:

Notation A.15 (Parentheses in matrix products). Parentheses
in matrix products are only required to be written out when more than
one way of grouping the binary multiplications exist.
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Remark A.5 (The Exception to Associativity). To further char-
acterize when associativity does not obtain, consider the case when both
(A · B) · C and A · (B · C) are well defined, and dim(B) = 1. Then
dim(A) ≥ 2 and dim(C) ≥ 2, because otherwise either A · B or B · C
would be of dimension 0. Let the sizes of A and C be as in the proof
above, and the size of B in the first dimension be r. If both sides of
Equation (A.12) be well defined, it follows that σ1 = r = σ2. It also
follows that ndim(A)−1 = r = o1.

Using the standard definitions for multiplication of matrices of dimen-
sion 2, this corresponds to a case when neither (A ·B) ·C or A · (B ·C)
is well defined, no matter which way B is oriented.

Extended matrix multiplication is not associative. To see this, consider
the familiar case of 2×2 matrices, and take the two rightmost matrices
to be the identity matrix:

(A
[

π

]
I)
[
>π

]
I = I>A>I = A>

A
[

π

]
(I
[
>π

]
I) = AI>I = A

(A.14)

Clearly, there are cases when A> 6= A, which shows that extended
matrix multiplication is not associative at all.

As an example of matrix multiplication, consider the quadratic form
x 7→ x>Wx, W> = W , written in somewhat sloppy 1 standard no-
tation. Using generalized matrices, the same quadratic form can be
written x 7→ xWx, without abusing concepts.

A.1.6 Miscellaneous

Notation A.16 (Matrix power). The notion of powers on matrices
are defined as the “syntactic sugar”

An is another notation for A ·A · · · · ·A︸ ︷︷ ︸
n repetitions of A

This expansion of An is very similar to
n∏

i=1

A

1By “sloppy”, it is meant that even though x is a vector, it is treated as a
(column) matrix of dimension 2. Similarly, the result is treated as a scalar, even
though it too is a matrix of dimension 2.
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but has the advantage that it need not be interpreted as(
n∏

i=1

A

)
Notation A.17 (Matrix of functions). For fi : Ra 7→ Rs1×s2×···×sn

for i ∈ 1..m,(
f1 f2 . . . fm

) 4
= x 7→ {[i0, i1, i2, . . . , in] 7→ fi0(x)[, i1, i2, . . . , in]}

Here, the parentheses around the functions may be replaced by any other
matrix notation construct.

Note that the definition above may be used recursively to define the
meaning of functions organized in general matrix notation.

Notation A.18 (Subscripts on matrix valued functions). Let
f : Ra 7→ Rs1×···×sn , then the meaning of a subscript list of length n
on f is defined by

fi1,...,in

4
=f(•)[i1, . . . , in], i e

fi1,...,in
(x) def= f(x)[i1, . . . , in]

(A.15)

The following definition allows a variation of the notation:

f(x)i1,...,in

4
= fi1,...,in

(x)

Theorem A.6 (Permuted subscripts). Let f be defined as above,
and let τ be a matching permutation function. Then

fτ
i1,...,in

= fτ(i1,...,in) (A.16)

where the meaning of the right hand side is that the subscript list is
mapped by τ at the notational level.

Proof. Let τ be defined by the permutation j1, . . . , jn of the range 1..n.
Then, for any x,

fτ (x)i1,...,in

def= fτ (x)[i1, . . . , in] def=
def=(f(x) ◦ τ)[i1, . . . , in] def=
def= f(x)[τ([i1, . . . , in])] =

=f(x)[ji1 , . . . , jin
] def=

def= f(x)ji1 ,...,jin

def=
def= fτ(i1,...,in)
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Theorem A.7 (Subscript multiplication). If f and g are matrix
valued functions such that f ·g is well defined, then the product is given
by

(f · g)i1,i2,...,idim(f)−1,j2,j3,...,jdim(g) =

=
σ−1∑
k=0

fi1,i2,...,idim(A)−1,k · gk,j2,j3,...,jdim(B) (A.17)

Proof. Follows readily from definitions.

Definition A.12 (The drop operator). The operator drop is de-
fined as the projection of the first argument to 1. In particular, drop
turns 1× n×m matrices into equivalent n×m matrices.

Definition A.13 (The undrop operator). The operator drop† is
defined by

drop ◦drop† != I (A.18)

A.2 The Generalized Gradient Operator

The main motivation for the development of generalized matrices was
to support the use of a generalized gradient operator, which is discussed
in this section.

A.2.1 Definition

Notation A.19 (Gradient operator). The generalized gradient op-
erator is denoted ∇, and shall be referred to as “the gradient operator”
from here on.

Definition A.14 (Gradient operator). For a function f : Ra 7→
Rs1×s2×···×sn , ∇f is a function from Ra to Rs1×s2×···×sn×a, where each
element is defined by

(∇f)i1,i2,...,in,j
4
= ∂jfi1,i2,...,in

(A.19)

Note that the gradient operator is not defined for functions from R.
However, it is clear that such functions can be handled by considering
the equivalent function from R1.
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Notation A.20 (Hessian operator). The operator ∇2 shall be re-
ferred to as “the Hessian operator”.

To compare this definition with the standard definitions of gradient,
Jacobian and Hessian, denote the corresponding operators g, J and
H. Then

g =∇ g : (Rn 7→ R) 7→ (Rn 7→ Rn)

J =∇ J : (Rn 7→ Rm) 7→ (Rn 7→ Rm×n)

H =∇2 H : (Rn 7→ R) 7→ (Rn 7→ Rn×n)

(A.20)

Here, ∇2 means ∇◦∇. The difference between scalar valued functions,
and functions that are vector valued, but where the vector happens to
be of size 1, must be emphasized. This distinction explains why the
gradient and Jacobian appears to be the same operation for scalar val-
ued functions, although the gradient usually produces a column vector
valued function, while the Jacobian produces a row vector valued func-
tion in this case. However, when applying ∇ as the Jacobian on such a
function, the function must be interpreted as a mapping to vectors of
size 1, and thus produces mappings to R1×n.

To obtain the “usual” gradient and Hessian operations when scalar
valued functions are misleadingly represented as mappings to vectors
of size 1, the following apply

g =drop ◦∇ g : (Rn 7→ R1) 7→ (Rn 7→ Rn)

H =drop ◦∇2 H : (Rn 7→ R1) 7→ (Rn 7→ Rn×n)
(A.21)

Definition A.15 (Omission of Index Type Arguments). The gra-
dient operator “omits” function arguments of index type. The meaning
of this is best described by an example.

For example, let f(x)[k] = Akx for x ∈ Rn, with Ak ∈ Rm×n. Then
(∇f)(x)[k] = Ak. Compare this with g(x, y) = A(y)x, for y ∈ R which
has a gradient of size ( m, n+ 1 ).

A.2.2 Example

To see how the ∇ operator and generalized matrices can simplify nota-
tion while still being stringent, consider the terms of order n in a taylor
expansion of a function f : Rm 7→ R around x0, evaluated at x:

1
n!

m−1∑
i1=0

m−1∑
i2=0

· · ·
m−1∑
in=0

∂nf(x)
∂xi1+1 ∂xi2+1 · · · ∂xin+1

(x) ·
n∏

j=1

(xij+1−x0
ij+1)
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(A.22)

which can be written more compactly as

1
n!
∇nf(x) · (x− x0)n (A.23)

A.2.3 Properties

The operator ∇ is, of course, linear, but the rules for function compo-
sition and multiplication may not be so obvious.

Theorem A.8 (Gradient of transpose). The following holds for
the gradient of a transposed function:

∇(fτ ) = (∇f)τ ′ (A.24)

Proof. Let the transpose function τ be defined by the ordering i1, i2, . . . , in
of the range 1..n, and f be a function from Rm to matrices of dimension
n. Then

(∇(fτ ))k1,k2,...,kn,j
def= ∂j x 7→ fτ (x)[k1, k2, . . . , kn] def=
def= ∂j x 7→ f(x)[ik1 , ik2 , . . . , ikn

] def=
def=(∇f)[ik1 , ik2 , . . . , ikn

, j] def=
def=
(
(∇f)τ ′

)
k1,k2,...,kn,j

(A.25)

The chain rule for differentiation can be written concisely for matrix
valued functions, as shown by the following theorem.

Theorem A.9 (Chain Rule). For matrix valued f , and g such that
f ◦ g is well defined,

∇(f ◦ g) =((∇f) ◦ g)
[

π

]
∇g def=

def=((∇f) ◦ g) · ∇g
(A.26)

(The verification of this is left as an exercise on definitions.)
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Remark A.10 (Chain rule with transpose). From the basic chain
rule, the extension to transposed functions follows immediately:

∇ ((f ◦ g)τ ) =∇(fτ ◦ g) =

=((∇(fτ )) ◦ g)
[

π

]
∇g =

=((∇f)τ ′ ◦ g)
[

π

]
∇g =

=((∇f) ◦ g)τ ′
[

π

]
∇g =

=((∇f) ◦ g)
[

τ ′π

]
∇g

(A.27)

Note that transposition of g need not be considered, since g is a mapping
to matrices of dimension 1.

Theorem A.11 (Product rule). The operation of ∇ on function
multiplication is given by

∇(f · g) =
(
(∇f)> · g

)⊥
+ f · (∇g) (A.28)

Proof. Let f : Ra 7→ Rs1×···×sdim(f)−1×σ and g : Ra 7→ Rσ×z2×···×zdim(g) ,
and consider element i1, . . . , idim(f)−1, j2, . . . , jdim(g), p of ∇(f · g). By
Equation (A.19), this is the partial derivative of

(f · g)(x)[i1, . . . , idim(f)−1, j2, . . . , jdim(g)]

with respect to xp:

(∇(f · g))i1,...,idim(f)−1,j2,...,jdim(g),p
=

= ∂p x 7→
σ−1∑
q=0

[
f(x)[i1, . . . , idim(f)−1, q] · g(x)[q, j2, . . . , jdim(g)]

]
=

=
σ−1∑
q=0

∂p x 7→
[
fi1,...,idim(f)−1,q(x) · gq,j2,...,jdim(g)(x)

]
=

=
σ−1∑
q=0

[ (
∂p fi1,...,idim(f)−1,q

)
· gq,j2,...,jdim(g)+

+ fi1,...,idim(f)−1,q ·
(
∂p gq,j2,...,jdim(g)

)]
(A.29)

Bottom-up analysis of the second term on the right hand side of Equa-
tion (A.28) gives

(∇g)q,j2,...,jdim(g),p
def= ∂p gq,j2,...,jdim(g) (A.30)
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and then

(f · (∇g))i1,...,idim(f)−1,j1,...,jdim(g),p
=

=
σ−1∑
q=0

[
fi1,...,idim(f)−1,q · ∂p gq,j2,...,jdim(g)

]
(A.31)

Similarly, bottom-up analysis of the first term on the right hand side
of Equation (A.28) gives

(∇f)i1,...,idim(f)−1,q,p
def= ∂p fi1,...,idim(f)−1,q (A.32)

and then(
(∇f)p,i1,...,idim(f)−1,q

)> = ∂p fi1,...,idim(f)−1,q (A.33)

Now, (
(∇f)> · g

)⊥
i1,...,idim(f)−1,j2,...,jdim(g),p

=

=
(
(∇f)> · g

)
p,i1,...,idim(f)−1,j2,...,jdim(g)

=

=
σ−1∑
q=0

[(
∂p fi1,i2,...,idim(f)−1,q

)
· gq,j2,...,jdim(g)

] (A.34)

and it is readily seen that adding the right hand sides of Equation (A.34)
and Equation (A.31) yields the right hand side of Equation (A.29).

Remark A.12 (Product rule notation). Note that the product rule
may be expressed with transposing multiplication:

∇(f · g) =(∇f)
[
>
⊥
π

]
g + f

[
π

]
(∇g) def=

def=
(
(∇f)> · g

)⊥
+ f · (∇g)

(A.35)

Note that the product rule applied to functions of dimension 2, together
with the product transpose rule, yields the familiar

∇(f · g) =
(
(∇f)> · g

)⊥
+ f · (∇g) =

=
(
(∇f)f · g

)f
+ f · (∇g) =

= gf · (∇f) + f · (∇g) =

= g> · (∇f) + f · (∇g)

(A.36)
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Theorem A.13 (Transposing product rule). The following holds
for the gradient of a transposing product:

∇(f
[

τ1

τ3
π τ2

]
g) = (∇f)

[
τ ′1>

⊥τ ′3
π τ2

]
g + f

[
τ1

τ ′3
π τ ′2

]
(∇g) (A.37)

Proof. The result follows from previous results:

∇(f
[

τ1

τ3
π τ2

]
g) def=∇ [(fτ1 · gτ2)τ3 ] =

= [∇ (fτ1 · gτ2) ]τ
′
3 =

=
[
(∇(fτ1))

[
>
⊥
π

]
gτ2 + fτ1

[
π

]
(∇(gτ2))

]τ ′3
=

=
[
(∇f)τ ′1

[
>
⊥
π

]
gτ2 + fτ1

[
π

]
(∇g)τ ′2

]τ ′3
=

=(∇f)
[

τ ′1>
⊥τ ′3
π τ2

]
g + f

[
τ1

τ ′3
π τ ′2

]
(∇g)

Higher Order Gradients

Let Γ(f, g, n) be defined as the (infinite) set of all expressions formed by
matrix addition, extended matrix multiplication, function composition,
and “primitives” on the form ∇mf or ∇mg with m ∈ 1..n.

It is now time to state the main result.

Theorem A.14 (Expression Closure). If h = f ◦ g, then ∇nh can
be written as an expression in Γ(f, g, n), derived using the properties of
∇ described in this section.

Proof. This is easily proven using induction. Starting from n = 0,
an expression for ∇nh is “f ◦ g”, which readily belongs to Γ(f, g, n).
The induction step follows by noting that the rules for gradient of
sums, extended products, and function composition, all can produce
expressions in Γ(f, g, n) given an expression in Γ(f, g, n). The details
are left as an amusement for the reader.

A.3 Higer Order Matrices

In order to support notation of functions with matrix domain, gen-
eralized matrices are further generalized. The generalization will be
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compatible with the definitions for generalized matrices, so the term
matrix shall refer to a higher order matrix. Thus generalized matrix
will be used to refer to a matrix that is not of higher order.

A.3.1 Higher Order Matrix Definition

The essence of the extension to higher order matrices is that the size
of a matrix is a finite tree, rather than a finite list, of natural numbers.
The good news is that the definition of a higher order matrix follows
directly from the definition of generalized matrices.

Definition A.16 (Higher order matrix). A matrix of size S, where
S is a finite tree of natural numbers with n branches at the first level,
is loosely defined as a function that takes n corresponding subtrees of
natural numbers as argument, and returns a scalar.

The following definition of matrix dimension is the same as for gener-
alized matrices.

Definition A.17 (Matrix dimension). The dimension of a matrix
of size ( s1, s2, . . . , sn ) is n. Here, each si may be a size tree in
itself.

Definition A.18 (Size structure). The size structure of a matrix is
defined at the syntax level as follows. If the size of a matrix A is S,
then the size structure of A is obtained by formally replacing all natural
numbers in S by the symbol •, and then remove all commas that used
to separate the numbers.

Although notation for higher order matrix literals is defined below, it
is so cumbersome that it probably will never be used anyway. The
notation is based on the observation that a matrix with size structure
S can be represented as the composition of a generalized matrix and a
flattening operator defined in terms of S.

Notation A.21 (Flattening operator). For a size structure S, flat-
tening operator ()S is defined to map a tree, S, that matches S on
the list obtained by substituting the values of S for the • symbols in S
with the commas reintroduced, and then remove all but the outermost
parentheses.

Notation A.22 (Matrix literal). For a generalized matrix A, and a
size structure S such that ()S matches A, notation for a higher order
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matrix is defined by

A︸︷︷︸
S

4
= A ◦ ()S (A.38)

It is readily seen that the notation above can be used to denote any
higher order matrix.

A.3.2 Transposition

Definition A.19 (Generalized transpose). For a permutation func-
tion τ of arity matching the matrix A, Aτ is defined exactly as in the
case of generalized matrices, i e

Aτ = A ◦ τ

The extension to higher order permutation functions and higher order
transposition is immediate. However the properties of such operations
will not be explored here.

A.3.3 Addition and Multiplication by Scalar, Ma-
trix Addition

These operations are defined analogously to the above definitions for
generalized matrices.

A.3.4 Matrix Multiplication

Two matrices can be multiplied if and only if the size in the last di-
mension of the left matrix equals the size in the first dimension of the
right matrix. The size of the product is the size of the left matrix with
the last dimension removed, followed by the size of the right matrix,
with the first dimension removed.

The definition of higher order matrix multiplication is obtained by “vec-
torizing” the matrices in the dimensions that are to be joined. Hence,
by construction, this generalizes the former definition of multiplication
since generalized matrices need not be vectorized.
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Notation A.23 (Index space). For a natural number n, define

indices(n)
4
= 0..(n− 1) (A.39)

For a size-like structure σ = ( s1, s2, . . . , sm ), define

indices(σ)
4
= indices(s1)× indices(s2)× · · · × indices(sm) (A.40)

where × denotes Cartesian set multiplication.

The definition of indices allows for the following reformulation of the
definition of matrix multiplication for generalized matrices:

(A ·B)[i1, i2, . . . , idim(A)−1, j2, j3, . . . , jdim(B)]
def=

def=
∑

k∈indices(σ)

A[i1, i2, . . . , idim(A)−1, k] ·B[k, j2, j3, . . . , jdim(B)]

(A.41)

Definition A.20 (Matrix multiplication). For matrices A and B,
such that the last size of A equals the first size of B, the product A ·B
is defined by

(A ·B)[i1, i2, . . . , idim(A)−1, j2, j3, . . . , jdim(B)]
4
=

4
=

∑
k∈indices(σ)

A[i1, i2, . . . , idim(A)−1, k] ·B[k, j2, j3, . . . , jdim(B)]

(A.42)

where the indices i1, i2, etc, and the common size σ, may be tree struc-
tures.

Theorem A.15 (Product transpose rule, restated). For two ma-
trices, A and B, both of dimension 2 or lower, the transposition rule
as formulated for generalized matrices still apply.

Proof. The result follows readily by replacing the sums over integer
ranges by sums over higher order index spaces, in the corresponding
proof for generalized matrices.

Notation A.24 (Transposing matrix multiplication). The earlier
definition of transposing matrix multiplication is extended to be appli-
cable also for higher order matrices. The definition is exactly the same,
except that the domain of the operator changes.
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Although not very important, since associativity does not obtain for
the more frequently used transposing multiplication operator, associa-
tivity of higher order matrix multiplication follows by analogy to the
generalized matrix case.

Theorem A.16 (Associativity of Matrix Multiplication, Re-
stated). For matrices, A, B and C,

A · (B · C) = (A ·B) · C

whenever both sides of Equation (A.12) are well defined, provided dim(B) ≥
2.

Proof. The result follows readily by replacing the sums over integer
ranges by sums over higher order index spaces, in the corresponding
proof for generalized matrices.

A.4 Gradient Operator, Revisited

Recall that the gradient operator was previously defined for functions
from Ra. In particular, the functions it was defined for had domain
of dimension 1. This section extends that definition to functions with
arbitrary matrix domain of dimension 1.

A.4.1 Definition

Notation A.25 (Gradient operator). The gradient operator for
functions with matrix domain of dimension 1 is denoted ∇, just like
the gradient operator for functions with ordinary vector domain.

For a scalar valued function, f , with domain of dimension 1 and size
S, and a generalized index I that matches the size S, the following
generalizes partial differentiation:

(∂If)(X)
4
= lim

t→0

f(X + t1I)− f(X)
t

(A.43)

The extension to matrix valued functions is immediate:

(∂If)J
4
= ∂I(fJ) (A.44)
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Definition A.21 (Gradient operator). For a function f : RSD 7→
RSR1×SR2×···×SRn , ∇f is a function from RSD to RSR1×SR2×···×SRn×SD ,
where each element is defined by

(∇f)I1,I2,...,In,J
4
= ∂JfI1,I2,...,In

(A.45)

A.4.2 Example

Consider the following well known example. Let f be defined by f(X) =
log det(X), i e f is a function from R(n×n) to R = R{}. The gradient of
f is, making abuse of notation2, written (∇f)(X) = − 1

2

(
X−1 +

(
X−1

)> ).
The point of this example is to show that the domain and range of (∇f)
is what one would expect; ∇f : R(n×n) 7→ R(n×n). Note also that, if
the domain is symmetric matrices, then we write (∇f)(X) = −X−1,
but (∇f)(X) · X = n 6= I. This is also what we would expect since
the natural operation to perform on (∇f)(X) and X is “inner matrix
product”, tr

[(
X−1

)>
X
]
.

A.4.3 Properties

The same properties that were stated for the gradient of functions with
vector domain, obtain for the gradient of functions with matrix domain.
The proofs hereof are analogous to the proofs above.

2The abuse lies in that a matrix of dimension 1 has no inverse. What we mean by
“X−1” here is obviously the “vectorization” of the inverse of the “unvectorization”
of X.
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Appendix B

Operation Counting

Time Complexity of
Output Error Gradient Calculations

for Linear State Space Models

B.1 Summary

The relevance of the results in Brown and Goodwin [1967]; Goodwin
[1968] to discrete time problems is established. To do that, the time
complexities of relevant discrete time algorithms for gradient and Hes-
sian calculations are derived. The resulting cost expressions are slightly
different to those in Brown and Goodwin [1967]; Goodwin [1968]. The
differences are explained within. The algorithms are also compared in
terms of time complexity with finite differencing algorithms.

In other words, this chapter is devoted to operation counts for gradient
and Hessian computations of the output error objective for linear state
space models.

The last two sections should be regarded as appendices of this appendix.
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B.2 Introduction

The output error identification method minimizes an error index with
respect to the parameters. Typical minimization techniques rely on
gradient calculations. (Some also uses the Hessian.) Three algorithms
for gradient calculations will be compared in terms of time complexity.

In order to be able to compute time complexity, we restrict ourselves
to a certain model structure, a linear state space model. We assume a
model of the following form:

x̂[1] = α(θ)
q x̂ = f(θ, x̂, u), f(θ, x̂, u) = A(θ)x̂+B(θ)u
ŷ = h(θ, x̂, u), h(θ, x̂, u) = C(θ)x̂+D(θ)u

where α, A, B, C and D are static matrices to be identified. θ is the
parameter vector, containing elements of the form Ar,c, αr e t c. The
elements of the matrices are either fixed or equal to a component of θ,
and each component of θ is used only once.

In what follows, u is a given sequence of inputs, and y is the corre-
sponding output measurements.

The size of the problem is defined by the following quantities:

Nx, The number of states.
Nu, The number of inputs.
Ny, The number of outputs.
Nk, The number of samples in the estimation data.
Nα

θ The number of unknown in α
NA

θ The number of unknown in A
NB

θ The number of unknown in B
NC

θ The number of unknown in C
ND

θ The number of unknown in D

B.2.1 Notation

As an example of how the notation described in the beginning of this
report may be used, we can repeat the model equations above more
appropriately like this:

x̂(θ)[1] = α(θ) (B.1)
q x̂(θ) = f(θ, x̂(θ), u), f(θ, x, u) = A(θ)x+B(θ)u (B.2)
ŷ(θ) = h(θ, x̂(θ), u), h(θ, x, u) = C(θ)x+D(θ)u (B.3)
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B.2.2 Formal notice

If we write out Equation (B.3) for an arbitrary index, k, it looks like
this:

ŷ(θ)[k] = h(θ, x̂(θ)[k], u[k])

Note that differentiating w r t θp, we get

∂ŷ(θ)[k]
∂θp

(θ)[k] (B.4)

which is different from

∂h(θ, x, u)
∂θp

(θ, x̂(θ)[k], u[k]) (B.5)

Equation (B.5) can easily be evaluated by analytical differentiation of
the function h. For example, if θp = Ar,c, then

∂h(θ, x, u)
∂Ar,c

(θ, x̂(θ)[k], u[k]) = 1rx̂c(θ)[k]

However, if we expand Equation (B.4)

∂ŷ(θ)[k]
∂θp

(θ)[k] =
∂h(θ, x̂(θ)[k], u[k])

∂θp
(θ, x̂(θ)[k], u[k]) =

=
∂h(θ, x, u)

∂θp
(θ, x̂(θ)[k], u[k])+

+
∂h(θ, x, u)

∂x
(θ, x̂(θ)[k], u[k]) · ∂x̂(θ)[k]

∂θp
(θ)[k]

we see that the expression contains Equation (B.5) as one of two terms,
and the other term contains ∂x̂

∂θp
, which is much harder to evaluate than

Equation (B.5).

B.2.3 Counting Details

Only floating point operations are counted. That leaves operations
related to program flow control and index manipulation uncounted.
Operations are divided into two groups, namely

• Additions and subtractions
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• Multiplications

The operation counts are organized in vector form as follows:

[ #± # · ]

None of the algorithms rely on either division or other mathematical
functions.

B.3 Gradient Computations

The three algorithms we compare are described in this section. The
output error measure used is the weighted sum of quadratic errors:

J(θ) =
1
2

Nk∑
k=1

Ny∑
n=1

wn(ŷn(θ)[k]− yn[k])2 (B.6)

The algorithms are to evaluate ∆J .

The first algorithm is finite differencing. The second algorithm is
straight forward differentiation of Equation (B.6) with respect to the
model parameters. The third algorithm uses an auxiliary variable and
is due to Brown and Goodwin.[Brown and Goodwin, 1967; Goodwin,
1968]

B.3.1 Algorithm G1

This algorithm is simply the symmetric finite differencing approxima-
tion

∂J(θ)
∂θp

≈ J(θ + 1p∆θ)− J(θ − 1p∆θ)
2∆θ

(B.7)

where ∆θ is a small constant. Choosing ∆θ is not trivial since, it must
be an order of magnitude smaller than the smallest steps the algorithm
takes, but not so small that numerical errors in the approximation for-
mula itself becomes dominant. However, choosing ∆θ is not the issue
here, and we assume that it is given.

The constant 1
2∆θ

can be precomputed, so we see that the number of
operations visible in Equation (B.7) is [ 3 1 ] per parameter. What
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remain are the evaluations of J . The number of operations visible in
Equation (B.6) (i e given ŷ(θ)), is [ Nk ·Ny 2Nk ·Ny ] to compute
wn(ŷn(θ)[k] − yn[k])2 for all n and k, and then [ Nk ·Ny − 1 0 ] to
sum it all up. That results in approximately

2 ·Nk ·Ny · [ 1 1 ]

operations visible in Equation (B.6) per evaluation of J .

To compute ŷ(θ) we just iterate the model equations, Equation (B.2)
and Equation (B.3). The operation count for Equation (B.2) is

(Nk − 1) ·Nx · [ Nx +Nu − 1 Nx +Nu ]

and the count for Equation (B.3) is

Nk ·Ny · [ Nx +Nu − 1 Nx +Nu ]

We thus have the total number of operations required to evaluate J(θ):

2 ·Nk ·Ny · [ 1 1 ] + (Nk − 1) ·Nx · [ Nx +Nu − 1 Nx +Nu ] +
+Nk ·Ny · [ Nx +Nu − 1 Nx +Nu ] ≈

≈ Nk · (2Ny + (Nx +Ny)(Nx +Nu)) [ 1 1 ] (B.8)

J(θ) must be evaluated twice per parameter, so the approximate total
number of operations for this algorithm is(

Nα
θ +NA

θ +NB
θ +NC

θ +ND
θ

)
· [ 3 1 ] +

+
(
Nα

θ +NA
θ +NB

θ +NC
θ +ND

θ

)
·

· (2 ·Nk · (2Ny + (Nx +Ny)(Nx +Nu)) ) · [ 1 1 ] ≈
≈
(
Nα

θ +NA
θ +NB

θ +NC
θ +ND

θ

)
·

· 2 ·Nk · (2Ny + (Nx +Ny)(Nx +Nu)) · [ 1 1 ]

(B.9)

B.3.2 Algorithm G2

Differentiating J(θ) w r t θp yields

∂J(θ)
∂θp

=
Nk∑
k=1

Ny∑
n=1

wn(ŷn(θ)[k]− yn[k])
∂ŷn(θ)[k]
∂θp

(θ)[k] (B.10)

Computing wn(ŷn(θ)[k]−yn[k]) for all k and n requires Nk ·Ny · [ 1 1 ]
operations. The reamining operation counts visible in this expression
are in order of(

NA
θ +NB

θ +NC
θ +ND

θ +Nα
θ

)
·Nk ·Ny · [ 1 1 ]
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(it turns out that some terms are logical zeros).

In Equation (B.3) for output n, we have

ŷn(θ) =
Nx∑
j=1

Cn,j(θ)x̂j(θ) +
Nu∑
j=1

Dn,j(θ)uj

and differentiating w r t θp we get

∂ŷn(θ)
∂θp

(θ) =
Nx∑
j=1

∂Cn,j(θ)
∂θp

(θ)x̂j(θ) +
Nx∑
j=1

Cn,j(θ)
∂x̂j(θ)
∂θp

(θ)+

+
Nu∑
j=1

∂Dn,j(θ)
∂θp

(θ)uj +
Nu∑
j=1

Dn,j(θ)
∂uj

∂θp︸︷︷︸
=0

(B.11)

For each θp, only one of the terms will be non-zero:

θp Equation (B.11)

Ar,c
∂ŷn(θ)
∂Ar,c

(θ) =
∑Nx

j=1 Cn,j(θ)
∂x̂j(θ)
∂Ar,c

(θ)

Br,c
∂ŷn(θ)
∂Br,c

(θ) =
∑Nx

j=1 Cn,j(θ)
∂x̂j(θ)
∂Br,c

(θ)

αr
∂ŷn(θ)

∂αr
(θ) =

∑Nx

j=1 Cn,j(θ)
∂x̂j(θ)
∂αr

(θ)
Cr,c

∂ŷn(θ)
∂Cr,c

(θ) = δ[n− r]x̂c(θ)

Dr,c
∂ŷn(θ)
∂Dr,c

(θ) = δ[n− r]uc

We see that no operations are used in the last two cases. The other
requires the computation of ∂x̂(θ)

∂θp
(θ). Once that is done, the result must

be multiplied with an appropriate value from C, and added, resulting
in [ Nk ·Nx − 1 Nk ·Nx ] operations per parameter. The number of
parameters involved here is Nα

θ + NA
θ + NB

θ , so the total number of
operations visible in Equation (B.11) is(

Nα
θ +NA

θ +NB
θ

)
· [ Nk ·Nx − 1 Nk ·Nx ] ≈

≈
(
Nα

θ +NA
θ +NB

θ

)
·Nk ·Nx · [ 1 1 ]

To compute ∂x̂(θ)
∂θp

(θ), we differentiate Equation (B.2):

q
∂x̂(θ)
∂θp

(θ) =

=
∂A(θ)
∂θp

(θ)x̂(θ) +A(θ)
∂x̂(θ)
∂θp

(θ) +
∂B(θ)
∂θp

(θ)u+B(θ)
∂u

∂θp︸︷︷︸
=0

(B.12)



B.3. Gradient Computations 127

with initial condition

∂x̂(θ)
∂θp

(θ)[1] =

{
1r if θp = αr

0 otherwise

Equation (B.12) is simplified in different ways depending on what kind
of parameter θp is.

θp Equation (B.12)

Ar,c q ∂x̂(θ)
∂Ar,c

(θ) = 1rx̂c(θ) +A(θ) ∂x̂(θ)
∂Ar,c

(θ)

Br,c q ∂x̂(θ)
∂Br,c

(θ) = A(θ) ∂x̂(θ)
∂Br,c

(θ) + 1ruc

αr q ∂x̂(θ)
∂αr

(θ) = A(θ)∂x̂(θ)
∂αr

(θ)

For any other θp,
∂x̂(θ)
∂θp

(θ) = 0.

If we neglect the addition of the driving signals (2 ·Nk in total), the op-
eration count for solving Equation (B.12) is Nk ·Nx · [ Nx − 1 Nx ] for
each parameter. The number of parameters for which Equation (B.12)
needs to be solved is Nα

θ + NA
θ + NB

θ . Hence the total number of
operations visible in Equation (B.12) is(

Nα
θ +NA

θ +NB
θ

)
·Nk ·Nx · [ Nx − 1 Nx ] ≈

≈
(
Nα

θ +NA
θ +NB

θ

)
·Nk ·N2

x · [ 1 1 ]

Summing up all approximate sub counts yield

Nk ·

[
Ny +

(
Nα

θ +NA
θ +NB

θ

)
·
(
Ny +Nx +N2

x

)
+

+
(
NC

θ +ND
θ

)
·Ny

]
·

· [ 1 1 ] (B.13)

B.3.3 Algorithm G3

This algorithm only differs from the previous one in the way it computes
partial derivatives with respect to the parameters in Equation (B.2).
For simplicity, in this section, we will only count the operations used to
compute these derivatives. The total number of operations is discussed
in Section B.5.

There exist (Brown and Goodwin [1967]; Goodwin [1968], see also Sec-
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tion B.7) sequences λj , j ∈ 1..Nx such that

∂J(θ)
∂θp

=
Nk∑
k=1

Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂θp
(θ, x̂(θ)[k], u[k]) (B.14)

Depending on the meaning of θp, the second factor takes different forms:

θp Second factor in Equation (B.14)

Ar,c
∂fj(θ,x,u)

∂Ar,c
(θ, x̂(θ)[k], u[k]) = δ[r − j]x̂c(θ)[k]

Br,c
∂fj(θ,x,u)

∂Br,c
(θ, x̂(θ)[k], u[k]) = δ[r − j]uc[k]

This simplifies Equation (B.14):

θp Equation (B.14)

Ar,c
∂J(θ)
∂Ar,c

=
∑Nk

k=1 λr(θ)[k]x̂c(θ)[k]

Br,c
∂J(θ)
∂Br,c

=
∑Nk

k=1 λr(θ)[k]uc[k]

Once λ is computed, the number of operations visible here is [ Nk − 1 Nk ]
per parameter, so the total number of operations visible in Equa-
tion (B.14) is

(NA
θ +NB

θ ) · [ Nk − 1 Nk ] ≈ (NA
θ +NB

θ ) ·Nk · [ 1 1 ]

λ is taken as the solution to

λ(θ)[Nk] =0

λi(θ)[k − 1] =
Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])+

+
Ny∑
n=1

wn(ŷn(θ)[k]− yn[k]) · ∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k])

(B.15)

Here,

∂fj(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k]) = Aj,i(θ) (B.16)

∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k]) = Cn,i(θ) (B.17)

(no operations used).

Computing wn(ŷn(θ)[k]− yn[k]) for all k and n still requires Nk ·Ny ·
[ 1 1 ] operations. The remaining operations in Equation (B.15) count

Nk ·Nx · [ Nx +Ny − 1 Nx +Ny ]
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Summing up for Equation (B.15) yields

Nk ·Ny · [ 1 1 ] +Nk ·Nx · [ Nx +Ny − 1 Nx +Ny ] ≈
≈ Nk · (Ny +Nx · (Nx +Ny)) · [ 1 1 ]

Adding with the operations visible in Equation (B.14), we get the ap-
proximate total for this algorithm:

Nk ·
(
NA

θ +NB
θ +Ny +N2

x +NxNy

)
· [ 1 1 ] (B.18)

B.4 Hessian Computations

B.4.1 Algorithm H1

This algorithm uses four offset evaluations of J(θ) for the symmetric
finite differencing approximation of each second order partial derivative:

∂2J(θ)
∂θP∂θp

≈

≈



0BBBBB@
− 1J(θ − 2 · 1p∆θ)+

+ 16J(θ − 1p∆θ)−−30J(θ)+
+ 16J(θ + 1p∆θ)−
− 1J(θ + 2 · 1p∆θ)

1CCCCCA
12∆2

θ
, if P = p0BBBBB@

1J(θ − 1p∆θ − 1P ∆θ)−
− 1J(θ − 1p∆θ + 1P ∆θ)−
− 1J(θ + 1p∆θ − 1P ∆θ)+
+ 1J(θ + 1p∆θ + 1P ∆θ)

1CCCCCA
4∆2

θ
, otherwise

(B.19)

As in the case of the finite differencing gradient calculation, the opera-
tions visible in Equation (B.19) is negligible. The number of operations
per evaluation of J is known to be approximately (Equation (B.8))

Nk · (2Ny + (Nx +Ny)(Nx +Nu)) [ 1 1 ]

and using the symmetry of the Hessian, neglecting the evaluation of
the central J(θ), the total number of operations is found to be approx-
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imately

[ (
Nα

θ +NA
θ +NB

θ +NC
θ +ND

θ

)
·

·
(
Nα

θ +NA
θ +NB

θ +NC
θ +ND

θ + 1
)]

2
·

4 ·Nk · (2Ny + (Nx +Ny)(Nx +Nu)) [ 1 1 ]

which we write like below to make comparison with other algorithms
easier:

Nk


NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ


T 

0 NH1,1 NH1,1 NH1,1 NH1,1

0 0 NH1,1 NH1,1 NH1,1

0 0 0 NH1,1 NH1,1

0 0 0 0 NH1,1

0 0 0 0 0



NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ

+

+
Nk

2


NA

θ · (NA
θ + 1)

NB
θ · (NB

θ + 1)
NC

θ · (NC
θ + 1)

ND
θ · (ND

θ + 1)
Nα

θ · (Nα
θ + 1)


T 

NH1,1

NH1,1

NH1,1

NH1,1

NH1,1

+

+Nk


NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ


T 

0
0
0
0
0

+

+0

where

Nk = Nk · [ 1 1 ]
NH1,1 = 4 · (2Ny + (Nx +Ny)(Nx +Nu))

Note that when this algorithm is combined with the approximate gra-
dient algorithm, the gradient is obtained at nearly no extra cost. In
fact, we can even use the better approximation formula at no extra
cost:

∂J(θ)
∂θp

≈

(
1J(θ − 2 · 1p∆θ)− 8J(θ − 1p∆θ)+
+8J(θ + 1p∆θ)− 1J(θ + 2 · 1p∆θ)

)
12∆θ

(B.20)
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B.4.2 Algorithm H2

To obtain a first expression for the Hessian, we differentiate Equa-
tion (B.10) once more:

∂2J(θ)
∂θP∂θp

=
Nk∑
k=1

Ny∑
n=1

wn
∂ŷn(θ)[k]
∂θP

(θ)[k]
∂ŷn(θ)[k]
∂θp

(θ)[k]+

+
Nk∑
k=1

Ny∑
n=1

wn(ŷn(θ)[k]− yn[k])
∂2ŷn(θ)[k]
∂θP∂θp

(θ)[k]

(B.21)

Here, we are familiar with the first order partial derivatives from Equa-
tion (B.11). These we need to differentiate once more, however before
we do, note that

∂2Cn,j(θ)
∂θP∂θp

= 0

∂2Dn,j(θ)
∂θP∂θp

= 0

∂uj

∂θP
= 0

hence

∂2ŷn(θ)
∂θP∂θp

(θ) =

=
Nx∑
j=1

∂Cn,j(θ)
∂θp

(θ)
∂x̂j(θ)
∂θP

(θ) +
Nx∑
j=1

Cn,j(θ)
∂2x̂j(θ)
∂θP∂θp

(θ)+

+
Nx∑
j=1

∂Cn,j(θ)
∂θP

(θ)
∂x̂j(θ)
∂θp

(θ) (B.22)

Here, the first sum vanishes unless θp is a parameter in C(θ) and θP

is not a parameter in C(θ) or D(θ). Likewise, the last sum vanishes
under analogous conditions for θP and θp respectively. As a result they
can not be non-zero at the same time.

Again, we are familiar with the first order partial derivatives (compare
Equation (B.12)). This time we note that

∂2A(θ)
∂θP∂θp

= 0

∂2B(θ)
∂θP∂θp

= 0
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hence

q
∂2x̂(θ)
∂θP∂θp

(θ) =

=
∂A(θ)
∂θp

(θ)
∂x̂(θ)
∂θP

(θ) +A(θ)
∂2x̂(θ)
∂θP∂θp

(θ) +
∂A(θ)
∂θP

(θ)
∂x̂(θ)
∂θp

(θ)

(B.23)

with initial condition

∂2x̂(θ)
∂θP∂θp

(θ)[1] = 0

Equation (B.23) is simplified in different ways depending on what kind
of parameter θp is:

θp θP q ∂2x̂(θ)
∂θP ∂θp

(θ)

Ar1,c1 Ar2,c2 @exprA,A

Ar1,c1 Br2,c2 or αr2 1r1
∂x̂c1(θ)

∂θP
(θ) +A(θ) ∂2x̂(θ)

∂θP ∂Ar1,c1
(θ)

Ar1,c1 other A(θ) ∂2x̂(θ)
∂θP ∂Ar1,c1

(θ)

Br2,c2 or αr2 Br2,c2 or αr2 A(θ) ∂2x̂(θ)
∂θP ∂θp

(θ)

Br2,c2 or αr2 other A(θ) ∂2x̂(θ)
∂θP ∂θp

(θ)

other other A(θ) ∂2x̂(θ)
∂θP ∂θp

(θ)

where a notational macro is defined for the large expression:

@exprA,A := 1r1
∂x̂c1(θ)
∂Ar2,c2

(θ)+A(θ)
∂2x̂(θ)

∂Ar2,c2∂Ar1,c1
(θ)+1r2

∂x̂c2(θ)
∂Ar1,c1

(θ)

Here, we see directly that ∂2x̂(θ)
∂θP ∂θp

(θ) will be zero (note initial condi-
tions) in all but the first two cases. Thus, at most one of the sums in
Equation (B.22) will be non-zero for any pair of parameters.

We are now ready to count the operations needed. We use the symme-
try of the Hessian, so the total number of parameter pairs to consider
is

Nθ · (Nθ + 1)
2

where we have introduced

Nθ = Nα
θ +NA

θ +NB
θ +NC

θ +ND
θ
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We split the cost of Equation (B.21) into two parts, relating to the two
terms. The first term will always be present, and has

Ny · [ Nk − 1 Nk ] + [ Ny − 1 Ny ] ≈ Nk ·Ny · [ 1 1 ]

visible operations per parameter pair, if the sum over k is pushed to the
right of wn. In addition to the visible operations, this term requires the
computation of ∂ŷ

∂θp
for all θp. This count is just a small modification

of Equation (B.13):

Nk ·
[(
Nα

θ +NA
θ +NB

θ

)
·
(
Ny +Nx +N2

x

) ]
· [ 1 1 ]

Summing up, the approximate operation count related to the first term
of Equation (B.21) is

Nk ·

 Nθ · (Nθ + 1)
2

·Ny+

+
[(
Nα

θ +NA
θ +NB

θ

)
·
(
Ny +Nx +N2

x

) ]
 · [ 1 1 ]

As we have seen, the second term takes different forms depending on
the parameter pair involved. For many cases the term is zero. The
other cases will be treated below.

θp = Ar1,c1 and θP = Ar2,c2

This is the only case on the Hessian’s diagonal where the second term
is non-zero. The number of parameter pairs to consider is

NA
θ · (NA

θ + 1)
2

and Equation (B.22) takes the form

∂2ŷn(θ)
∂θP∂θp

(θ) =
Nx∑
j=1

Cn,j(θ)
∂2x̂j(θ)
∂θP∂θp

(θ)

This expression has

Nk ·Ny · [ Nx − 1 Nx ] ≈ Nk ·Nx ·Ny · [ 1 1 ]

visible operations per parameter pair. Equation (B.23) takes the full
form:

q
∂2x̂(θ)

∂Ar2,c2∂Ar1,c1
(θ) =

1r1
∂x̂c1(θ)
∂Ar2,c2

(θ) + A(θ)
∂2x̂(θ)

∂Ar2,c2∂Ar1,c1
(θ) + 1r2

∂x̂c2(θ)
∂Ar1,c1

(θ)

(B.24)
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Here, ∂x̂
∂θp

(θ) is available as an intermediate result from the calculation

of ∂ŷ
∂θp

(θ). For the operation count, the driving signal may safely be
ignored since they use only 2 additions in every iteration. The domi-
nating cost is the multiplication with A(θ), and the cost becomes

Nk ·Nx · [ Nx − 1 Nx ] ≈ Nk ·N2
x · [ 1 1 ]

Once ∂2ŷn(θ)
∂θP ∂θp

(θ) is computed, the operations visible in Equation (B.21)
must be added. The count is then

[ Nk ·Ny − 1 Nk ·Ny ] ≈ Nk ·Ny · [ 1 1 ]

per parameter pair, if the first multiplication and subtraction are pre-
computed for all k and n (the cost to do that is negligeble).

The subcount for this section is
NA

θ · (NA
θ + 1)

2
·Nk · (Ny +Nx · (Nx +Ny)) · [ 1 1 ]

θp = Ar1,c1 and θP = Br2,c2

This case only differs from the previous in that there is only one driv-
ing signal in the iteration for ∂2x̂(θ)

∂Br2,c2∂Ar1,c1
(θ). Thus the number of

operations here is

(NA
θ ·NB

θ ) ·Nk · (Ny +Nx · (Nx +Ny)) · [ 1 1 ]

θp = Ar1,c1 and θP = αr2

This case is analogous to the previous one, so the operation count here
is

(NA
θ ·Nα

θ ) ·Nk · (Ny +Nx · (Nx +Ny))

θp = Ar1,c1 and θP = Cr2,c2

Here, the first two terms in Equation (B.22) are zero, so we have

∂2ŷn(θ)
∂θP∂θp

(θ) =
Nx∑
j=1

∂Cn,j(θ)
∂θP

(θ)
∂x̂j(θ)
∂θp

(θ) =

= 1r2
∂x̂c2(θ)
∂θp

(θ)
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Thanks to this sparse form the opeartions visible in Equation (B.21)
are reduced to

Nk · [ 1 1 ]

Thus, the subcount for this seciton is

(NA
θ ·NC

θ ) ·Nk · [ 1 1 ]

θp = Br1,c1 and θP = Cr2,c2

This case is analogous to the previous one. Subcount:

(NA
θ ·NB

θ ) ·Nk · [ 1 1 ]

θp = Cr1,c1 and θP = αr2

This case is analogous to the previous one (the third term in Equa-
tion (B.22) is now zero instead of the first). Subcount:

(NC
θ ·Nα

θ ) ·Nk · [ 1 1 ]

The count for the whole algorithm adds up to

Nk


NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ


T 

0 Ny +NH2,2 Ny + 1 Ny Ny +NH2,2

0 0 Ny + 1 Ny Ny

0 0 0 Ny Ny + 1
0 0 0 0 Ny

0 0 0 0 0



NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ

+

+
Nk

2


NA

θ · (NA
θ + 1)

NB
θ · (NB

θ + 1)
NC

θ · (NC
θ + 1)

ND
θ · (ND

θ + 1)
Nα

θ · (Nα
θ + 1)


T 

Ny +NH2,2

Ny

Ny

Ny

Ny

+

+Nk


NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ


T 

NH2,1

NH2,1

0
0

NH2,1

+

+0
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where

NH2,1 = Ny +Nx +N2
x

NH2,2 = Ny +Nx · (Nx +Ny)

B.4.3 Algorithm H3

This algorithm only differs from algorithm H2 in the way it computes
second order partial derivatives where none of the parameters is a pa-
rameter in C(θ) or D(θ).

The second order partial derivatives are computed as below.1

∂2J(θ)
∂θP∂θp

(θ) =

=
Nk∑
k=1

Ny∑
n=1


wn

Nx∑
j=1

∂hn(θ, x, u)
∂xj

(θ, x̂(θ)[k], u[k]) · ∂x̂j(θ)
∂θP

(θ)[k]·

·
Nx∑
i=1

∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k]) · ∂x̂i(θ)
∂θp

(θ)[k]

+

+
Nk∑
k=1

Ny∑
n=1

@du1

Nx∑
j=1

∂2hn(θ, x, u)
∂xj∂xi

(θ, x̂(θ)[k], u[k])︸ ︷︷ ︸
=0 here

·@du2

+

+
Nk∑
k=1

Nx∑
j=1

λj(θ)[k]ψp,P,j(θ)[k] =

=
Nk∑
k=1

Ny∑
n=1

wn
∂ŷn(θ)[k]
∂θP

(θ)[k]
∂ŷn(θ)[k]
∂θp

(θ)[k]+

+
Nk∑
k=1

Nx∑
j=1

λj(θ)[k]ψp,P,j(θ)[k]

(B.25)

1The two irrelevant notational macros are

@du1 :=wn(ŷn(θ)[k]− yn[k]) · ·
NxX
i=1

∂x̂i(θ)

∂θp
(θ)[k]

@du2 :=
∂x̂j(θ)

∂θp
(θ)[k]
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where λ is the same as in algorithm H2, and

ψp,P,j(θ) =
∂2fj(θ, x, u)
∂θP∂θp

(θ, x̂(θ), u)︸ ︷︷ ︸
=0 here

+

+
Nx∑
i=1

∂2fj(θ, x, u)
∂xi∂θp

(θ, x̂(θ), u)
∂x̂i(θ)
∂θP

(θ)+

+
Nx∑
i=1

∂2fj(θ, x, u)
∂θP∂xi

(θ, x̂(θ), u) · ∂x̂i(θ)
∂θp

(θ)+

+
Nx∑
i=1

∂x̂i(θ)
∂θp

(θ) ·
Nx∑

m=1

∂2fj(θ, x, u)
∂xm∂xi

(θ, x̂(θ), u)︸ ︷︷ ︸
=0 here

·∂x̂m(θ)
∂θP

(θ) =

=
Nx∑
i=1

∂2fj(θ, x, u)
∂xi∂θp

(θ, x̂(θ), u)
∂x̂i(θ)
∂θP

(θ)+

+
Nx∑
i=1

∂2fj(θ, x, u)
∂θP∂xi

(θ, x̂(θ), u) · ∂x̂i(θ)
∂θp

(θ)

(B.26)

Using the notation

χAr,c(p) =

{
1, if θp is Ar,c

0, otherwise

we get

ψp,P (θ) =
∑
r,c

(
χAr,c

(p) · 1r
∂x̂c(θ)
∂θP

(θ) + χAr,c
(P ) · 1r

∂x̂c(θ)
∂θp

(θ)
)

(B.27)

We see that at ψ is merely notation for already computed quantities,
and that at most 2 elements of ψp,P (θ)[k] are non-zero at any time.

We know that the cost to compute λ is

Nk · (Ny +Nx · (Nx +Ny)) = Nk ·NH2,2

To that we just have to add the operations visible in Equation (B.25),
keeping in mind the sparsity of ψ. Like last time, the sum over k is
pushed to the left of wn. Per parameter pair we get approximately

Nk · (Ny · [ 1 1 ] + [ 2 2 ] ) ≈ Nk ·Ny
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The whole algorithm’s operation count is now obtained as a modifica-
tion of the operation count for algorithm H2:

Nk


NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ


T 

0 Ny Ny + 1 Ny Ny

0 0 Ny + 1 Ny Ny

0 0 0 Ny Ny + 1
0 0 0 0 Ny

0 0 0 0 0



NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ

+

+
Nk

2


NA

θ · (NA
θ + 1)

NB
θ · (NB

θ + 1)
NC

θ · (NC
θ + 1)

ND
θ · (ND

θ + 1)
Nα

θ · (Nα
θ + 1)


T 

Ny

Ny

Ny

Ny

Ny

+

+Nk


NA

θ

NB
θ

NC
θ

ND
θ

Nα
θ


T 

NH2,1

NH2,1

0
0

NH2,1

+

+Nk ·NH2,2

where

NH2,1 = Ny +Nx +N2
x

NH2,2 = Ny +Nx · (Nx +Ny)

B.5 Discussion

B.5.1 Comparing Gradient Algorithms

The operation count for the first algorithm’s partial derivatives with
respect to parameters in Equation (B.2) is

Nk ·
(
Ny +

(
NA

θ +NB
θ

)
·
(
Ny +Nx +N2

x

) )
· [ 1 1 ]

and comparing this number with the count in the previous section is not
completely irrelevant for many reasons. First, estimating x̂[1] is rarely
of practical importance since the initial states are likely to change from
time to time. Further, for stable systems and large Nk the effect of



B.5. Discussion 139

x̂[0] on J(θ) is very small, so omitting this estimate doesn’t affect the
estimation of other parameters much. Secondly, the operations used
to compute partial derivatives with respect to parameters in Equa-
tion (B.3) is of lower order, so they don’t make a big difference for
large problems. It is also often the case that Equation (B.3) is known
beforehand. For example, the states may have physical meanings, some
of which are the measurements.

We see that both operation counts have the common factor

Nk · [ 1 1 ]

and the expressions to compare are

Algorithm Expression for total
G1

(
NA

θ +NB
θ

)
· 2 · (2Ny + (Nx +Ny)(Nx +Nu))

G2 Ny +
(
NA

θ +NB
θ

)
·
(
Ny +Nx +N2

x

)
G3 Ny +NA

θ +NB
θ +N2

x +NxNy

Note that if Equation (B.3) is not known beforehand, algorithm G3
will use Nk · [ 1 1 ] times(

NC
θ +ND

θ

)
· 2 ·Ny

operations just to compute the gradient with respect to parameters in
Equation (B.3), and the time complexity here may become dominant.
In that case, there would not be a big difference between the two better
algorithms.

To ease the comparison, assume NB
θ = 0. Then the cost per parameter

is

Algorithm Expression
G1 2 · (2Ny + (Nx +Ny)(Nx +Nu))
G2 1

NA
θ

Ny +Ny +Nx +N2
x

G3 1
NA

θ

(
Ny +N2

x +NxNy

)
+ 1

Let us compare the expressions in three different cases, representing

1. SISO system with very few parameters to estimate. NA
θ = 1,

Ny = 1 and Nu = 1.

2. SISO system with canonical form. NA
θ = Nx, Ny = 1 andNu = 1.

3. MIMO black box system. NA
θ ≈ N2

x , Ny ≈ x and Nu ≈ x.
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To make the comparison even simpler, we remove everything but the
dominant terms for large Nx.

Algorithm Expression in case 1
G1 2 ·N2

x

G2 N2
x

G3 N2
x

Algorithm Expression in case 2
G1 2 ·N2

x

G2 N2
x

G3 Nx

Algorithm Expression in case 3
G1 8 ·N2

x

G2 N2
x

G3 3

Tables B.1 and B.2 compare the algorithms for specific values of the
problem size parameters. Table B.2 both shows the values of the ap-
proximate operation counts derived here, and the actual number of
operations used.

B.5.2 Comparing Hessian Algorithms

When comparing the large expressions for the three algoritms’ opera-
tion counts, one must keep in mind the same things as in the previous
section. That is, the unknowns one wants to estimate are typically
found in Equation (B.2), and it is in the related cost we find the big
difference between the three methods. To get expressions that are eas-
ier to compare, let NB

θ = NC
θ = ND

θ = Nα
θ = 0. If we omit the

common factor Nk, and look at the cost per parameter pair, we see
that the expressions to compare are:
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Algorithm Expression

H1
8 ·Ny + 4 · (Nx +Ny)(Nx +Nu)

H2
Ny +

(
1 +

2
NA

θ + 1

)
· (Ny +Nx · (Nx +Ny))

H3
Ny +

2
NA

θ + 1
(Ny +Nx +N2

x)+

+
2

NA
θ (NA

θ + 1)
(Ny +Nx · (Nx +Ny))

Let us repeat the three case studies from the gradient comparison.

Algorithm Expression in case 1
H1 4 ·N2

x

H2 2 ·N2
x

H3 2 ·N2
x

Algorithm Expression in case 2
H1 4 ·N2

x

H2 N2
x

H3 2 ·Nx

Algorithm Expression in case 3
H1 16 ·N2

x

H2 2 ·N2
x

H3 Nx

Operations counts for specific values of the size parameters are listed
in Table B.3.

Table B.1: Problem sizes for operation counting.

Prob# Nk Nx Nu Ny Nα
θ NA

θ NB
θ NC

θ ND
θ

1 100 4 1 1 0 1 0 0 0
2 100 4 1 1 0 4 0 0 0
3 100 4 2 2 0 5 2 0 0
4 100 4 2 2 0 10 4 0 0
5 100 4 2 2 4 10 4 8 4
6 100 4 2 2 4 16 8 8 4
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T
able

B
.2:

O
peration

counts
for

gradient
algorithm

s.

A
lg

G
1

A
lg

G
2

A
lg

G
3

P
rob#

×
≈

×
≈

×
≈

1
5.36e+

03
5.40e+

03
1.78e+

03
2.20e+

03
2.18e+

03
2.30e+

03
2

2.15e+
04

2.16e+
04

6.84e+
03

8.50e+
03

2.48e+
03

2.60e+
03

3
5.57e+

04
5.60e+

04
1.27e+

04
1.56e+

04
3.28e+

03
3.50e+

03
4

1.11e+
05

1.12e+
05

2.52e+
04

3.10e+
04

3.98e+
03

4.20e+
03

5
2.39e+

05
2.40e+

05
3.35e+

04
4.46e+

04
1.23e+

04
1.78e+

04
6

3.18e+
05

3.20e+
05

5.14e+
04

6.66e+
04

1.33e+
04

1.88e+
04

A
lg

G
1

A
lg

G
2

A
lg

G
3

P
rob#

+
+

+
1

4.37e+
03

1.49e+
03

1.78e+
03

2
1.75e+

04
5.64e+

03
2.08e+

03
3

4.73e+
04

1.06e+
04

2.87e+
03

4
9.47e+

04
2.10e+

04
3.57e+

03
5

2.03e+
05

2.77e+
04

1.03e+
04

6
2.70e+

05
4.26e+

04
1.13e+

04



B.5. Discussion 143

T
ab

le
B

.3
:

O
pe

ra
ti
on

co
un

ts
fo

r
H

es
si

an
al

go
ri

th
m

s.

A
lg

H
1

A
lg

H
2

A
lg

H
3

P
ro

b#
×

≈
×

≈
×

≈
1

1.
34

e+
04

1.
08

e+
04

4.
27

e+
03

2.
22

e+
03

4.
27

e+
03

2.
22

e+
03

2
1.

10
e+

05
1.

08
e+

05
3.

02
e+

04
2.

21
e+

04
1.

26
e+

04
3.

18
e+

03
3

4.
50

e+
05

4.
48

e+
05

8.
75

e+
04

7.
09

e+
04

2.
84

e+
04

8.
51

e+
03

4
1.

67
e+

06
1.

68
e+

06
3.

01
e+

05
2.

69
e+

05
7.

12
e+

04
2.

42
e+

04
5

7.
40

e+
06

7.
44

e+
06

3.
65

e+
05

4.
59

e+
05

1.
35

e+
05

1.
11

e+
05

6
1.

31
e+

07
1.

31
e+

07
8.

94
e+

05
1.

04
e+

06
2.

51
e+

05
1.

90
e+

05

A
lg

H
1

A
lg

H
2

A
lg

H
3

P
ro

b#
+

+
+

1
1.

09
e+

04
3.

47
e+

03
3.

47
e+

03
2

8.
96

e+
04

2.
49

e+
04

1.
06

e+
04

3
3.

82
e+

05
7.

21
e+

04
2.

45
e+

04
4

1.
42

e+
06

2.
50

e+
05

6.
35

e+
04

5
6.

29
e+

06
3.

10
e+

05
1.

24
e+

05
6

1.
11

e+
07

7.
56

e+
05

2.
34

e+
05



144 Appendix B. Operation Counting

B.5.3 Discrete vs Continous Time

The motivation behind this analysis was to check how the results in
Brown and Goodwin [1967]; Goodwin [1968] are affected by adaption
to a real-world, i e discrete time, problem. The important difference
that becomes clear here is that in continous time, the cost to solve all
partial differential equations (approximately) is completely dominating
the cost of all additions and multiplications of signals, while in discrete
time, the cost of iterating all step equations may be of the same order
of magnitude as the cost of all additions and multiplications of signals.

The analysis also shows that no anomalies arises; the new equations to
solve/iterate are not so much more complicated than the old ones, so
that the total costs for the new algorithms are really the same or worse
than the costs for the corresponding old ones.

B.5.4 Exact vs Inexact Algorithms

As an illustration of the inexactness of finite differencing, Figure B.1
shows initial search directions for the problems defined in Table B.1.
However, as seen in this report, the analytic differentiation algorithms
are not only more accurate, but are also quicker to execute. The cost
we pay when using the exact algorithms is of course the time to de-
rive and implement the exact expressions. Here we have studied just
one possible, although quite general, structure. When this structure
no longer suits our needs, an approximate algorithm can be applied
immediately, while an exact algorithm will require some extra effort.

As an example, consider the case of estimating a fully parameterized
SISO 2nd order system in observer canonical form. Also assume we
know the poles are real. Here we are able to use the expressions and
implementations described, and in a test performed, the exact algo-
rithm outperformed the approximate by a factor in time per iteration.
The algorithms used about the same number of iterations.

Now add an offset on the output, being a parameter to estimate. This
is an affine structure, so it doesn’t immediately fit into the framework
here. To fit this structure into the linear state space model structure
assumed here, a constant input of 1 was added. This extended struc-
tured was used with the exact algorithm. The approximate algorithm,
however, did not use the extra input, and could easily use alternative
parameterizations; rather than using the transfer function’s 5 polyno-
mial coefficients, we used the fact that the two poles were real and
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isolated the two poles and the static gain as independent parameters.

The time per iteration in the exact algorithm was more than 6 times
shorter than that of the approximate algorithm. However, starting
from the same point (transforming the parameters as neccessary) the
exact algorithm converged in about 2/3 the number of iterations used
by the approximate algorithm. This shows that the flexibility of the
approximate algorithm is indeed valuable.

If exact expressions for the alternative parameterization had been de-
rived and implemented, we would expect the exact algorithm to out-
perform the approximate both in iteration speed and required number
of iterations. Even though it is not central to this report, we show
how to do this in the following section. For now, we just state the old
parameterization

q x̂(θ) =
[
θ1 1
θ2 0

]
x̂(θ) +

[
θ3
θ4

]
u

ŷ(θ) =
[
1 0

]
x̂(θ) +

[
θ5
]
u

and the transformation used was θ = T1(T2(Θ)), where T1 is the stan-
dard transform from the transfer function form

ŷ(ϕ) =
ϕ3 + ϕ4 q−1 +ϕ5 q−2

1 + ϕ1 q−1 +ϕ2 q−2
u

to state space form, and T2 transforms from the new parameters to
transfer function form. Combining the separate transformations,

T1(ϕ) =


− ϕ1

− ϕ2

ϕ4 − ϕ1ϕ3

ϕ5 − ϕ2ϕ3

ϕ3

 (B.28)

T2(Θ) =


− (Θ2 + Θ3)

Θ2 ·Θ3

Θ1 · 1−(Θ2+Θ3)+Θ2·Θ3
1+Θ4+Θ5

Θ1 · 1−(Θ2+Θ3)+Θ2·Θ3
1+Θ4+Θ5

·Θ4

Θ1 · 1−(Θ2+Θ3)+Θ2·Θ3
1+Θ4+Θ5

·Θ5

 (B.29)

we get the combination

T1(T2(Θ)) =


Θ2 + Θ3

−Θ2 ·Θ3

Θ1 · 1+Θ2·Θ3
1+Θ4+Θ5

·Θ4

Θ1 · 1−(Θ2+Θ3)
1+Θ4+Θ5

·Θ5

Θ1 · 1−(Θ2+Θ3)+Θ2·Θ3
1+Θ4+Θ5
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Thus, Θ1 is the static gain, Θ2 and Θ3 are the two poles, and Θ4 and Θ5

determines the zeros. The reason the zeros are not isolated as separate
parameters is that by doing so we would assume they also were real.

Exact Expressions for Transformed Parameters

The new function to minimize is J ◦ T . We get

∂J(T (Θ))
∂Θq

(Θ) =
Nθ∑
p=1

∂J(θ)
∂θp

(T (Θ))
∂Tp(Θ)
∂Θq

(Θ)

∂2J(T (Θ))
∂ΘQ∂Θq

(Θ) =
Nθ∑
p=1

(
Nθ∑

P=1

∂2J(θ)
∂θP∂θp

(T (Θ))
∂TP (Θ)
∂ΘQ

(Θ)

)
∂Tp(Θ)
∂Θq

(Θ)+

+
Nθ∑
p=1

∂J(θ)
∂θp

(T (Θ))
∂2Tp(Θ)
∂ΘQ∂Θq

(Θ)

Quite naturally, we see that whenever a row in the transform’s Jacobian
is all zeros, corresponding partials of J will be of no interest. Hence
the number of Hessian elements that need be computed is the square
of the number of non-zero rows in the transformation’s Jacobian. If
this is used, the problem of estimating a subset of the parameters,
while keeping the others fixed, can be solved as a simple parameter
transformation with very little overhead from zero-checking etc.

B.6 Conclusions

See Section 5.2.
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Figure B.1: Differences in the search directions between the finite dif-
ferencing and analytic differentiation algorithms. Each figure contains
the gradient obtained by finite differencing (solid or dashed) drawn rela-
tive to the gradient obtained by analytic differentiation (dotted, pointing
up). Under each figure is the relative length and angle in numbers.

Prob #1, (0.998∠0.000) Prob #2, (1.007∠0.005)

Prob #3, (0.807∠1.244) Prob #4, (2.860∠1.823)

Prob #5, (0.006∠1.569) Prob #6, (0.824∠0.691)
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B.7 Derivation of λ Equations

In this section we assume that θp is a parameter in Equation (B.2). In
particular, that allows us to use

∂x̂(θ)
∂θp

(θ)[1] = 0 (B.30)

and

∂ŷn(θ)
∂θp

(θ) =
∂hn(θ, x̂(θ), u)

∂θp
(θ) =

=
∂hn(θ, x, u)

∂θp
(θ, x̂(θ), u)︸ ︷︷ ︸

=0

+

+
Nx∑
i=1

∂hn(θ, x, u)
∂xi

(θ, x̂(θ), u) · ∂x̂i(θ)
∂θp

(θ)

(B.31)

Let λj , j ∈ 1..Nx be sequences, and let us introduce a new function Ĵ ,
given by

∂Ĵ(θ)
∂θp

(θ) =
Nk∑
k=1

Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂θp
(θ, x̂(θ)[k], u[k]) (B.32)

where the partial derivative can be obtained by differentiating Equa-
tion (B.2) for state j:

q
∂x̂j(θ)
∂θp

(θ) =
∂fj(θ, x, u)

∂θp
(θ, x̂(θ), u)+

+
Nx∑
i=1

∂fj(θ, x, u)
∂xi

(θ, x̂(θ), u) · ∂x̂i(θ)
∂θp

(θ)
(B.33)
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Substituting Equation (B.33) into Equation (B.32) we get

∂Ĵ(θ)
∂θp

(θ) =

=
Nk∑
k=1

Nx∑
j=1

λj(θ)[k]



∂x̂j(θ)
∂θp

(θ)[k + 1]−

−
Nx∑
i=1


∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])·

· ∂x̂i(θ)
∂θp

(θ)[k]




=

=
Nk∑
k=1

Nx∑
j=1

λj(θ)[k]
∂x̂j(θ)
∂θp

(θ)[k + 1]−

−
Nk∑
k=1

Nx∑
j=1

λj(θ)[k]
Nx∑
i=1

∂fj(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k]) · ∂x̂i(θ)
∂θp

(θ)[k] =

=
Nk∑
k=1

Nx∑
i=1

λi(θ)[k]
∂x̂i(θ)
∂θp

(θ)[k + 1]−

−
Nk∑
k=1

Nx∑
i=1

Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k]) · ∂x̂i(θ)

∂θp
(θ)[k] =

=
Nk∑
k=2

Nx∑
i=1

λi(θ)[k − 1]
∂x̂i(θ)
∂θp

(θ)[k]+

+
Nx∑
i=1

λi(θ)[Nk]
∂x̂i(θ)
∂θp

(θ)[Nk + 1]−

−
Nx∑
i=1

Nx∑
j=1

λj(θ)[1]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[1], u[1]) · ∂x̂i(θ)

∂θp
(θ)[1]︸ ︷︷ ︸

=0

−

−
Nk∑
k=2

Nx∑
i=1

Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k]) · ∂x̂i(θ)

∂θp
(θ)[k] =

=
Nx∑
i=1

λi(θ)[Nk]
∂x̂i(θ)
∂θp

(θ)[Nk + 1]+

+
Nk∑
k=2

Nx∑
i=1


λi(θ)[k − 1]−

−
Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])

 · ∂x̂i(θ)
∂θp

(θ)[k]

(B.34)
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Now we require that

∂Ĵ(θ)
∂θp

(θ) !=
∂J(θ)
∂θp

(θ) (B.35)

where ∂J(θ)
∂θp

(θ) (see Equation (B.10)) is simplified as follows due to
Equation (B.31):

∂J(θ)
∂θp

(θ) =

=
Nk∑
k=1

Ny∑
n=1


wn(ŷn(θ)[k]− yn[k])·

·
Nx∑
i=1

∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k]) · ∂x̂i(θ)
∂θp

(θ)[k]︸ ︷︷ ︸
=0, when k = 1

 =

=
Nk∑
k=2

Nx∑
i=1

 Ny∑
n=1

 wn(ŷn(θ)[k]− yn[k])·

· ∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k])

·∂x̂i(θ)
∂θp

(θ)[k]

(B.36)

Comparing Equation (B.34) with Equation (B.36), we see that Equa-
tion (B.35) holds if

Nx∑
i=1

λi(θ)[Nk]
∂x̂i(θ)
∂θp

(θ)[Nk + 1] != 0 (B.37)

and

λi(θ)[k − 1]−
Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k]) !=

!=
Ny∑
n=1

wn(ŷn(θ)[k]− yn[k]) · ∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k])

(B.38)

Equation (B.37) follows if

λj(θ)[Nk] != 0, for all j (B.39)

which we let define a single boundary condition for λ.
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Equation (B.38) is equivalent to

λi(θ)[k − 1] !=
Nx∑
j=1

λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])+

+
Ny∑
n=1

wn(ŷn(θ)[k]− yn[k]) · ∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k])

(B.40)

which gives us a way to iteratively compute the whole λ sequence.
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B.8 Derivation of Λ Equations

In this section we assume that neither of θp and θP is a parameter in
Equation (B.3). In particular, this allows us to use Equation (B.31)
again. Since the parameters may still be in α(θ), we don’t get Equa-
tion (B.36) here. Instead,

∂J(θ)
∂θp

(θ) =
Nk∑
k=1

Ny∑
n=1


wn(ŷn(θ)[k]− yn[k])·

·
Nx∑
i=1

∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k]) · ∂x̂i(θ)
∂θp

(θ)[k]


(B.41)

which we differentiate once more to get 2

∂2J(θ)
∂θP∂θp

(θ) =

=
Nk∑
k=1

Ny∑
n=1


wn

Nx∑
j=1

∂hn(θ, x, u)
∂xj

(θ, x̂(θ)[k], u[k]) · ∂x̂j(θ)
∂θP

(θ)[k]·

·
Nx∑
i=1

∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k]) · ∂x̂i(θ)
∂θp

(θ)[k]

+

+
Nk∑
k=1

Ny∑
n=1


wn(ŷn(θ)[k]− yn[k])·

·
Nx∑
i=1

∂x̂i(θ)
∂θp

(θ)[k]
Nx∑
j=1

@hxhess · ∂x̂j(θ)
∂θp

(θ)[k]

+

+ Ψp,P (θ)
(B.42)

2The notational macro is defined by

@hxhess :=
∂2hn(θ, x, u)

∂xj∂xi
(θ, x̂(θ)[k], u[k])



B.8. Derivation of Λ Equations 153

where3

Ψp,P (θ) =
Nk∑
k=1

Ny∑
n=1


wn(ŷn(θ)[k]− yn[k])·

·
Nx∑
i=1

@hxgrad · ∂
2x̂i(θ)
∂θP∂θp

(θ)[k]︸ ︷︷ ︸
=0, when k = 1

 =

=
Nk∑
k=2

Ny∑
n=1

@aux · ∂
2x̂i(θ)
∂θP∂θp

(θ)[k]

Differentiating Equation (B.33) yields

q
∂2x̂j(θ)
∂θP∂θp

(θ) =

∂2fj(θ, x, u)
∂θP∂θp

(θ, x̂(θ), u)+

+
Nx∑
i=1

∂2fj(θ, x, u)
∂xi∂θp

(θ, x̂(θ), u)
∂x̂i(θ)
∂θP

(θ)+

+
Nx∑
i=1

∂2fj(θ, x, u)
∂θP∂xi

(θ, x̂(θ), u) · ∂x̂i(θ)
∂θp

(θ)+

+
Nx∑
i=1

∂x̂i(θ)
∂θp

(θ) ·
Nx∑

m=1

∂2fj(θ, x, u)
∂xm∂xi

(θ, x̂(θ), u) · ∂x̂m(θ)
∂θP

(θ)+

+
Nx∑
i=1

∂fj(θ, x, u)
∂xi

(θ, x̂(θ), u) · ∂
2x̂i(θ)
∂θP∂θp

(θ)

(B.43)

3The notational macros are defined by

@hxgrad :=
∂hn(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])

@aux :=wn(ŷn(θ)[k]− yn[k]) ·
NxX
i=1

∂hn(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])
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which we rearrange and name:

q
∂2x̂j(θ)
∂θP∂θp

(θ)−
Nx∑
i=1

∂fj(θ, x, u)
∂xi

(θ, x̂(θ), u) · ∂
2x̂i(θ)
∂θP∂θp

(θ) =

=
∂2fj(θ, x, u)
∂θP∂θp

(θ, x̂(θ), u)+

+
Nx∑
i=1

∂2fj(θ, x, u)
∂xi∂θp

(θ, x̂(θ), u)
∂x̂i(θ)
∂θP

(θ)+

+
Nx∑
i=1

∂2fj(θ, x, u)
∂θP∂xi

(θ, x̂(θ), u) · ∂x̂i(θ)
∂θp

(θ)+

+
Nx∑
i=1

∂x̂i(θ)
∂θp

(θ) ·
Nx∑

m=1

∂2fj(θ, x, u)
∂xm∂xi

(θ, x̂(θ), u) · ∂x̂m(θ)
∂θP

(θ) =:

=: ψp,P,j(θ) (B.44)

Let Λj , j ∈ 1..Nx be sequences, and introduce a new function Ψ̂p,P ,
given by

Ψ̂p,P =
Nk∑
k=1

Nx∑
j=1

Λj(θ)[k]ψp,P,j(θ)[k] (B.45)
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Using the left hand side of Equation (B.44), we get4

Ψ̂p,P =
Nk∑
k=1

Nx∑
j=1

Λj(θ)[k]
∂2x̂j(θ)
∂θP∂θp

(θ)[k + 1]−

−
Nk∑
k=1

Nx∑
j=1

Λj(θ)[k]
Nx∑
i=1

@fxgradk ·
∂2x̂i(θ)
∂θP∂θp

(θ)[k] =

=
Nk∑
k=2

Nx∑
i=1

Λi(θ)[k − 1]
∂2x̂i(θ)
∂θP∂θp

(θ)[k]+

+
Nx∑
i=1

Λi(θ)[Nk]
∂2x̂i(θ)
∂θP∂θp

(θ)[Nk + 1]−

−
Nx∑
i=1

Nx∑
j=1

Λj(θ)[1]@fxgrad1 ·
∂2x̂i(θ)
∂θP∂θp

(θ)[1]︸ ︷︷ ︸
=0

−

−
Nk∑
k=2

Nx∑
i=1

Nx∑
j=1

Λj(θ)[k]@fxgradk ·
∂2x̂i(θ)
∂θP∂θp

(θ)[k] =

=
Nx∑
i=1

Λi(θ)[Nk]
∂2x̂i(θ)
∂θP∂θp

(θ)[Nk + 1]+

+
Nk∑
k=2

Nx∑
i=1

@aux · ∂
2x̂i(θ)
∂θP∂θp

(θ)[k]

(B.46)

Now we require that

Ψ(θ) != Ψ̂(θ)

and see that it holds if

Nx∑
i=1

Λi(θ)[Nk]
∂2x̂i(θ)
∂θP∂θp

(θ)[Nk + 1] != 0 (B.47)

4The notational macros are defined by

@fxgradk :=
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])

@fxgrad1 :=
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[1], u[1])

@aux :=Λi(θ)[k − 1]−
NxX
j=1

Λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k])
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and

Λi(θ)[k − 1]−
Nx∑
j=1

Λj(θ)[k]
∂fj(θ, x, u)

∂xi
(θ, x̂(θ)[k], u[k]) !=

!= wn(ŷn(θ)[k]− yn[k]) ·
Nx∑
i=1

∂hn(θ, x, u)
∂xi

(θ, x̂(θ)[k], u[k])

(B.48)

Perhaps a bit surprisingly, we see that

Λ = λ

is a solution.

Finally, ψ can now be evaluated using the right hand side of Equa-
tion (B.44), and together with Λ in Equation (B.45) we get Ψ̂ which
we substitute for Ψ in Equation (B.42) in order to get the Hessian
elements.



Appendix C

Software Documentation

A generic system for model estimation has been developed in order to
manage the engine estimation project, but not as part of that project.
This chapter contains a brief introduction to the code, both from a
programmer’s and a user’s perspectives. It is described how to select
estimation and validation data, how to set the guessed parameter val-
ues, and how to invoke the minimisation algorithm to obtain better
parameter values. It is also described how new models can be imple-
mented.

C.1 Background

The main reason to develop a new generic system was the need for
good abstractions for nonlinear models and an implementation based on
natural concepts. There was a need for good scalability both in terms
of the number of different models being developed and compared, and
in terms of model complexity. Although those needs are now satisfied,
the whole system is too large to be covered in a brief overview like
this, and thus only the parts that are most important to the engine
estimation project are described here.

157
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C.2 Quick Start

The following steps will show how to do estimation and validation when
all the default settings are satisfactory.

1. Make sure that the Matlab version is 6.5 or higher.

2. In Matlab, change working directory to the project root direc-
tory, and run the script setup found there.

3. Type

optimrun( engine12 )

to run the estimation of a model with 12 parameters. The op-
timization should terminate successfully after 398 major itera-
tions (just 2 iterations before the maximum number of iteration
is reached). Automatic validaton using system outputs will pop
up.

4. Type

M_ac_validate

to validate using Mac estimates.

C.3 Typical User Scenario

In this section, the commands issued by the user during a typical esti-
mation process are described. Besides the options available by means
of arguments to the commands (which are not many), many settings
must be set in source code. The most important of these changes are
also described here.

C.3.1 Choosing Estimation Data

To change the estimation (and validation) data to use, edit the script
setup. Below is a description of that file.

To make it easy to work with different data sets, the selection of data
is structured so that every raw data set is associated with a bank se-
lection (described shortly), one range of samples for estimation, and
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one range of samples for validation. The association is controlled by
the variable data selector, and the supported values are found in the
switch statement on line 42. In that statement, two variables are set.
The first one is called thedataloader, and should be set to a func-
tion returning raw data as an iddata object. Such a function (see
for example load cold) is typically heavily dependent on the function
readmeasurements smart which will not be described here.

Since the models developed here are not aware of the fact that there
are two different banks in the engine, either bank or the mean must be
chosen from the raw data sets. This is controlled by the variable called
thebankselection. Typical and self-explanatory values are ’left’,
’right’ and ’mean’.

In the next switch statement (on line 61), three more variables are set.
They are all global, and the first one, called nice range, determines a
base range for the whole data set returned from the data loader. The
other two, called est range and val range respectively, select ranges
for estimation and validation relative to nice range. The data selected
by nice range is stored in the global variable work data. Note that
the raw data may also be truncated in the data loader, so the member
variable SamplingInstants of the iddata objects should be examined
to determine the exact meaning of the range selections.

C.3.2 Estimating a Model

For simplicity, let the model to be estimated be fixed, say to engine12.
To fit the parameters of the model to the estimation data, the function
optimrun is called. The return value is not interesting, and the third
input argument will by default select real data over simulated data.
The only arguments of interest are the first two inputs. If a non-empty
is passed as a first argument, it will be assigned to the global variable
structure, which is the working model structure. If that global is set
as preferred elsewhere, it is safe to pass an empty matrix as the first
argument to optimrun.

The second argument is the guessed parameter values. If a non-empty
value is passed here, it will be assigned to the global variable th0. If
the function is called with less than 2 input arguments, th0 is assigned
a default value determined by the model structure. The value of th0
is then used as the guessed parameter values.

For example, we could type the following in Matlab to start the esti-
mation of the structure engine12, guessing that each parameter value
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should be around 0.1:

optimrun( engine12, repmat( 0.1, 12, 1 ) )

When called, the function optimrun will use the function scaledata
to select the desired signals from work data, and scale them according
to the model structure’s settings. Next, the estimation data is selected
according to est range, and the data is stored as numeric input and
output matrices for quick access. The function lsqcurvefit from the
Optimization Toolbox is then called to do the actual search. Infor-
mation about the search will be printed to the screen, and when the
search is finished, an automatic validation using system output will be
performed.

The estimated parameter values are stored in the global variable th.

C.3.3 Constructing a Model Object

A model structure and values for its parameters determines a model.
Here, models are created by model structure objects, and represented
by model objects. The model structure method to call is fix, so after
estimation, the command

m = fix( structure, th );

will create an object representing the estimated model.

C.3.4 Validating a Model

The selection of validation data is analogous to that of estimation
data, but once estimation data is specified, there is only the variable
val range that may be used to specify validation data. The data loader
and nice range are shared.

The function M ac validate takes a model object as an argument,
and plots the two (unscaled) Mac estimates together with the Mac

data found in the raw data sets. The model object defaults to fix(
structure, th ), the RRMSE values are returned, and a combined
performance value is computed and printed. Note that the unscaling
parameters will be estimated, so estimation data is used for this pur-
pose. Hence, the way data selection is organised now, it is not possible



C.4. Concepts 161

to use this validation mechanism when validation data does not come
from the same raw data set as estimation data.

C.4 Concepts

This section describes important concepts that lie behind the software
design.

C.4.1 Data

The notion of a data set is supported by taking advantage of the iddata
class of the system identification toolbox. Each signal in a data set
must be uniquely associated with a signal name. The notions of inputs
and outputs are not supported since they are not always well defined,
and changing this property for a signal usually requires extensive code
rewriting.

C.4.2 Models

The concept of a model, as defined in the introduction to this report,
is honored by the estimation software.

Note that if variable transformations are applied to the system’s inputs
and outputs, these are principally part of the models. However, it is
customary to isolate such transforms from the equations describing “the
transformed system”. To support this the issue of signal transformation
is isolated from that of model estimation by the possibility of defining
model structures that use transformed signals, and separately define
how the transformed signals are obtained from the original signals.
Hence, the term model as a software concept will refer to a model of
the transformed system.

C.4.3 Signal Transforms

Signal transforms are simply affine functions from R to R. The output
of a signal transform is customary named as the input extended with
the string “^{*}”. If the inputs to each transform in a list of transforms
is present in a data set, the list of transforms can be used to derive a
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data set of transformed signals from the original data set. The trans-
forms may also be inverted to produce signals in “the untransformed
system’s” domain. The signals in the derived data set will be named
by the transforms’ output signal names. Inverted transforms have the
names of inputs and outputs swapped, so there is no risk of applying
the wrong transform to any signal at any time.

Signal transforms may be computed by application of transform cri-
terions to data. They may also be specified directly, as they are just
affine functions.

Signal transforms are typically determined once early in the model
structure development process. This is automatically supported by
the affine function objects that can replicate themselves in constructor
notation, so computed transforms can easily be hardcoded.

C.4.4 Model Structures

The notion of a model structure, as defined in the introduction to this
report, is also honored by the estimation software.

C.4.5 Identification Objective

This concept emerges where model structures and models meet in the
process of model estimation. Given a cost function that computes a
scalar value from predictions and data, and a data set for estimation,
the identification objective is defined as the function from parameter
vectors to an output error cost.

C.4.6 Parameter Transformations

The notion of parameter transforms is supported at two levels, mirror-
ing two different purposes.

At the lower level, a parameter transform can be used to modify a
model structure. This is particularly useful when deriving specialized
models from generic models. For example, provided a generic linear
state space model structure, a variable transform may be used to ob-
tain a model structure of transfer function type by the mapping of
transfer function parameters to state space matrices. Likewise, alter-
native parameterizations of transfer function model structures can be
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obtained by suitable mappings. As another example, the user can fo-
cus on development of a very general model structure, and then use
parameter transforms to obtain restricted model structures. Compare
this approach with implementation of a separate model class for every
restriction that is to be evaluated.

At the higher level, a parameter transform can be used to redefine
the search space. This is done by composing an identification objec-
tive with a parameter transform. When the mapping is invertible, the
mapping typically serves to “normalize” the search space to avoid lo-
cal minima, improve convergence speed, or make the search algorithm
better conditioned. Mappings from search spaces of lower dimensions
typically serve to reduce the number of parameters to estimate at once.
For example, if some parameters have approximately known values,
these may be fixed by a transform in a first estimation round to get ap-
proximate estimates of the less known parameters. In a second round,
all parameters may be estimated at once, taking as initial guess the
estimate from the previous round.

Just like signal transforms are really just affine functions from R to
R, the parameter transforms are just twice differentiable, multivalued
multi variable functions.

C.5 Matlab Classes for Estimation

This section describes a selection of Matlab classes that are important
to the estimation software.

The most important topic of this section is to describe how the code
related to specific model structures and models is organised. Although
there are both objects representing model structures and objects repre-
senting models, the software is designed such that code that is specific
to a particular model structure is not spread out over several classes.
There is one class, modelstructure, for model structures, and one class
for each kind of model. The constructor of a model class can return both
model structure objects and model objects. In case a model structure
object is requested, the modelstructure constructor is called from the
model class constructor with arguments that define the model structure
for that class. Hence, all the code that is specific to a particular model
structure is gathered in the corresponding model class.
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C.5.1 Model Classes

Model classes inherit from modelbase.

A model class must define the following methods:

Constructor The user calls this function to create model structure
objects, and the function will be called internally to create model
objects. See below for more details.

subsref This method will typically be identical between classes.

predict This method predicts the system output given inputs. (Input
and output data are matrices.) See below for more details.

Any model class may also define the following methods:

ignorelength Override this method defined in modelbase to set the
number of samples in the beginning of the output that should be
ignored in the estimation objective.

experiment Similar to predict, but model errors and noise should
be simulated. (Input and output data are iddata objects.)

display Override this method defined in modelbase to make model
objects display nicely.

precompute Use this method to do parameter independent computa-
tions that are needed by predict. The two arguments are the
same as the first two of predict, and the returned value will be
passed as a fourth input argument to predict.

For the engine modelling problem at hand, model classes may also de-
fine the methods inlet M ac estimate and combustion M ac estimate,
that are used to validate the performance on Mac prediction. They use
iddata to represent inputs and return the estimate as a matrix.

The Constructor

The constructor for a model class must take two arguments, and may
take any number of extra arguments. It will typically use the number
of input arguments to determine whether it shall return a model struc-
ture or a model. If a model object is requested, all arguments will be



C.5. Matlab Classes for Estimation 165

assigned, and zero or one argument must then indicate that a model
structure is requested. When more than one parameter is needed to
specify the model structure, a cell array of parameters as the first ar-
gument is preferred over one parameter in each argument to keep the
distinction between request types clear.

Model Object Requested. When a model object is requested, the
first argument will be the structure object that is requesting the model
object. The second argument will be the parameter values, and all the
remaining arguments are user defined as described below. For model
classes that have any of the methods experiment, inlet M ac estimate
or combustion M ac estimate defined, the constructor should break
down and name the different parts of the parameter value vector, so
the code to do this is not duplicated. (The errors caused by different
parameter interpretations may be tricky to detect, so it is important
to prevent them. They can easily be confused with overfitting as they
typically result in bad performance during validation.)

Apart from that, the only responsibility of the constructor is to cre-
ate an object containing the information needed by methods such as
predict. If there is no experiment or Mac prediction methods defined,
the constructor may simply store the whole parameter vector as it is.

Model Structure Object Requested. If the argument count indi-
cates that a model structure is requested, the responsibility of the con-
structor is to set up the arguments required by the modelstructure
constructor. A user has 7 arguments to care about, 3 of which are
optional.

The required arguments are, in syntax order:

constructor This is the constructor to call in order to create model
objects.

guess Best known parameter values. These values will be the default
initial guess for estimation.

OutputScaling A cell array of affinefunction objects that defines
the names of, the order of and the scaling of the model’s outputs.

InputScaling Analogous to OutputScaling, but for inputs.

The optional arguments are
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estOrder A cell array of matrices. Currently not supported by the
optimrun estimation procedure. When testrun is used, this ar-
gument defines the order in which parameters are adjusted during
estimation.

lateargs A cell row array of objects to be passed back to constructor
in model object requests

aux This argument can be anything, and is stored in the member
variable aux of the model structure object. Since model objects
can access their model structure, they have access to this variable.

The predict method

The predict method must accept 4 arguments, namely

this The model object itself.

u The scaled system inputs as a matrix. Each column contains an
input signal, and the order of the columns is determined by the
InputScaling member of the model structure.

horizon The prediction horizon. Many models will only support infi-
nite horizon prediction, indicated by Inf.

u extra This argument will contain the value returned by the precompute
method.

Given these arguments, the method shall compute the predicted system
output, and return it as a matrix. Just as for the inputs, the matrix
contains one signal in each column, with the order among the columns
defined by the OutputScaling member of the model structure.

C.5.2 function base

The class function base serves as a base class for function-like objects.
The only member variables of a function base object is its input and
output arities, obtained by the methods by the self-explanatory names
nargin, moreargin and nargout (which is always 1).

Operations such as function addition, function transpose, etc, are de-
fined in general terms and overloaded on the standard operator sym-
bols.
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C.5.3 affine fuction

The class affine fuction defines mappings of the type x 7→ Ax +
b, with named inputs and outputs. The input arity is both 1, since
affine functions are mappings from vectors. The size of the domain and
codomain vectors are implicitly stored in the length of the input and
output name lists. All member data can be obtained using the get
method.

C.5.4 matrix

This class stores the data of and implements the operations on gener-
alized and higher order matrices.

A rudimentary input syntax is defined to translate Matlab arrays to
matrix objects, or to define uninitialized matrices of arbitrary size. To
create an uninitialized matrix of size S, where S is a tree structure of
natural numbers, do

matrix( S )

To initialize a new generalized matrix with data from a Matlab array,
do

matrix( ’dim’, dim, data )

where dim is the dimension of the new matrix. Generalized matrices
of dimension n can be created from matrices of dimension n− 1:

matrix( [], m1, m2, . . . , ms )

Here all the matrices mi must have the same size, and the new matrix
will have size s in the first dimension, followed by the size of the argu-
ment matrices. Certain higher order matrices can be defined similarly
by the syntax

matrix( {}, m1, m2, . . . , ms )

Here, a matrix of dimension 2 is created, with size s in the first dimen-
sion and the size of the argument matrices as the size in the second
dimension. General higher order matrices are constructed by grouping
dimensions of another matrix:

matrix( ’group’, S, m )
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Here, m is a matrix, and S is a size structure containing empty matrices
instead of sub-sizes.

Addition (and subtraction), multiplication, standard transpose, scalar
addition (and subtraction) and multiplication, are all overloaded on
standard operators.

Other methods are

itranspose Inverse transpose.

dim Dimension.

size Size.

subsref Element access.

subsasgn Element assignment.

drop Dimension reduction by projecting the first index to 1.

disp Just display the size.

display Display size and maybe the data.

show Display data.

This class is not mature. The input syntax may change in the future.
All methods are implemented in Matlab (slow), so the matrices are
not useful for applications at this stage. At the time of writing, the
subscripting operations only support access to individual elements.

C.5.5 D2fuction base

This is the base class for twice differentiable functions. The inputs
and outputs are unnamed, and the dimension (matrix size) of the do-
main and the domain are obtained via the methods input dim and
output dim. The set of twice differentiable functions is closed under
compose, addition and multiplication.

The calling conventions for a twice differentiable function, f , is:

Signature: [∇o1f(x) . . .∇omf(x)] = f( o, x )

where o is a Matlab vector of length m containing only the values 0,
1 and 2. For example, y = f( 0, x ); stores the function value at x,
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while H = f( 2, x ); accesses the Hessian. The point of accepting a
whole vector of orders, is to allow for efficient implementations when,
for example, both the gradient and Hessian are required for the same
x.

C.6 Matlab Functions for Estimation

This section provides brief descriptions of a selection of functions that
are directly useful for estimation tasks.

C.6.1 computedatascalers

Solve the equations that define the affine data transforms.

Signature: scalers = computedatascalers( data, methods )

data must be an iddata object.

methods must be a cell array. Each cell must in turn be a cell array of
the form { signalName offsetMethod scaleMethod outliers} and specifies
how the signal by name signalName shall be scaled. offsetMethod ,
scaleMethod and outliers are described below.

scalers will be a cell array of the same size as methods, containing the
computed affine functions.

The meaning of outliers is defined as follows. A data point x(i) is
considered an outlier if

abs(x(i)−mean(x)) > outliers ∗ std(x)

outliers defaults to 4. Outlier data is not taken into account when
determining the A and B parameters. Use ∞ to use all data.

The possible values for offsetMethod and scaleMethod are the alterna-
tives listed in Table 3.2. Use the help on computedatascalers to find
out the exact strings to use.

C.6.2 computedatascalers

Apply variable transforms.
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Signature: dataOut = scaledata( dataIn, scalers )

dataOut will contain only transformed versions of the signals of dataIn
that are transformed by some function in scalers. The signal names
in dataOut are given by the output names of the transforms. These
are typically the original signal’s name followed by an asterix. Thus
the names of the signals in dataOut will generally not overlap with the
names of the signals in dataIn.

C.7 Miscellaneous Matlab Functions

This section describes a selection of Matlab functions that have been
heavily used, or might otherwise be of general interest. They are pre-
sented in no particular order.

Where possible, default values of parameters are written in c style. For
example, if the default value of the second argument of myfun is 7, then
we may write

Signature: y = myfun( a, b = 7 )

Multiple return values are written in Matlab style, like

Signature: [ x, y ] = myfun( a, b )

or even like,

Signature: varargout = myfun( a, b )

meaning that the function may return various numbers of values.

C.7.1 ltiitr

Iterate time invariant linear state space equations. (Faster implemen-
tation of the built-in ltitr.)

Signature: x = ltiitr( A, B, u, x1 )

This function implements the iteration

x[1] = x1

x[k + 1] = Ax[k] +Bu[k]
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The last input is ignored in order to produce an output of the same
length as the input, with the meaning of indices preserved.

The implementation was made in the c programing language to allow
for fast execution, which is a necessity if this function is to be used in
output error estimation with large data sets.

C.7.2 uditr

Iterate state space equations, with different dynamics depending on
whether the output is increasing or decreasing.

Signature: x = uditr( Aup, Bup, Adown, Bdown, C, D, u, x1 )

This function implements the iteration

x[1] = x1

x[k + 1] =

{
Aupx[k] +Bupu[k], if y[k] > y[k − 1]
Adownx[k] +Bdownu[k], otherwise

y[k] = Cx[k] +Du[k], k ≥ 1
y[0] = −∞

The last input is ignored in order to produce an output of the same
length as the input, with the meaning of indices preserved.

The implementation was made in the c programing language to allow
for fast execution, which is a necessity if this function is to be used in
output error estimation with large data sets.

C.7.3 lditr

Iterate delta domain state space equations.

Signature: x = lditr( A, B, u, ∆t, x1 )

∆t is a signal of the same length as u, defining the inter-sample times.

This function solves the delta domain system equations.

x[1] = x1

δ(x,∆t) = Ax+Bu
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where the operator δ is defined by

δ(x,∆t)
4
=

qx− x

∆t

The solution is obtained by the iteration

x[1] = x1

x[k + 1] = x[k] + ∆t[k](Ax[k] +Bu[k])

The last input is ignored in order to produce an output of same length
as the input, with the meaning of indices preserved.

The implementation was made in the c programing language to allow
for fast execution, which is a necessity if this function is to be used in
output error estimation with large data sets.

C.7.4 funif and funifeval

Functional style if functions.

Signature: res = funif( pred, con, alt )

res is con if pred, or alt otherwise.

Note that all three argument expressions to funif will be evaluated
by Matlab before funif is invoked. In particular, the expression for
the one of con and alt that is not used will still be evaluated. This is
bad if the unnecessary evaluation is computationally costly, or if the
construct is attempted in some recursive constructs.

funifeval is a similar function, equivalent to the composition eval ◦
funif. Here con and alt should evaluate to expressions, only one of
which is evaluated.

C.7.5 cute

Evaluated cut.

Signature: g = cute( f, lst, . . . )
Here each lst must be either the empty list, or a one element list. The
number of arguments following f must be a valid input arity of f . The
empty lists marks a slot, i e an argument of g that is passed on to
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f . Elements in one element lists determine arguments that are always
passed to f by g.

Here is an example:

>> inc = cute( @plus, {}, {1} )
Function of arity 1
>> inc( 8 )
ans =

9

Note that cute is actually the constructor for the cute class. The
same functionality could have been implemented by means of seval
(see below), which would have been much less efficient.

C.7.6 indirect

Create indirect copy of object.

Signature: iobj = indirect( obj )

This function is best explained by a simple example sequence:

>> a = indirect( [ 1 2 2 ] );
>> b = a;
>> b( 2 ) = 3;
>> a
Indirect object:
/---------------

1 3 2
\---------------
>> a( :, : )
ans =

1 3 2
>> deref( a )
ans =

1 3 2
>> setref( a, 8 );
>> deref( b )
ans =

8
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C.7.7 apply

Function application.

Signature: varargout = apply( f, arglist )

Like feval2, but arglist is the argument list, rather than just the first
argument.

C.7.8 compose

Function composition.

Signature: g ◦ f = compose( g, f )

If f is a function, the composition is defined as usual.

If f is a list of functions, say f = { f1 f2 . . . fn }, then the composition
is defined as (g ◦ f)(x) = g( f1(x), f1(x), . . . , f1(x) ).

C.7.9 mmap and Friends

Functions for sequences.

For example, mmap is a cell array map:

Signature: varargout = mmap( f, varargin )

The number of output arguments is determined by the output arity of
f . All the arguments passed after f have to be cell arrays of equal size,
S. The number of arguments passed after f must match the input arity
of f . The size of each output argument is S.

The value with index i in output number j is defined as output number
j of f when applied to all the elements with index i of the cell arrays
following f .

Similar functions are amap (array map), cmap (column map) and mfor each
(like map, but without return value). Related functions for cell arrays
are mappend (append “lists”), functions for finding values (mmember),
finding elements that satisfy a predicate (mfind), filtering elements ac-
cording to a predicate (mfilter), and functions that treat cell arrays
as sets (both sorted and not sorted, and too many to be mentioned by
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name here). The functions amember, afind and afilter are analogous
functions for arrays. For sets of scalars, more efficient functions are im-
plemented for sorted arrays (aunion sorted, aintersection sorted
and adifference sorted).

C.7.10 feval2

Design patch for feval.

Signature: like feval

Like feval, except that the function called is always the first argument.
This is extremely useful when passing objects that have the feval
method to a function stored in a variable. This will fail if the function
is a function handle and feval is used.

C.7.11 seval

“seval” stands for “Scheme evaluate”. This function is the front end of
a large collection of functions and classes that serve to provide scheme-
like functionality in Matlab. It can be seen as a very powerful gener-
alization of inline.

Signature: varargout = seval( expr, tracemode = 0 )

Normally, just one value is returned, and when used as a generalization
of inline, that value is a function object.

The syntax and semantics of the expr argument is a too big of topic
to be covered here. Following are a few points that serve to make clear
important similarities and differences to standard scheme:

• Due to the fact that values are shared with the usual Matlab
environment, garbage collection is not possible.

• Standard library functions are not implemented.

• Variable names must be entered as strings in expressions.

• Composite expressions are written as Matlab lists, i e like “{”f”
”x”}”

• Constants can be written as “Const( matlab expr )”, where
matlab expr is any expression that evaluates to a single value.
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• With the exception of strings and lists, the wrapping Const( • )
can be omitted.

• Other expression types are entered as calls to the corresponding
Matlab class constructor. For example “Lambda( {’x’ ’y’},
{plus ’x’ ’y’ } )” corresponds to the standard scheme expres-
sion “(lambda (x y) (+ x y))”, except that the function to do
the addition is entered as a constant to seval since there is no
primitive plus function in the top environment. Note that com-
mas must be used to separate the parts of the constructor call.
Note also that the classes are written with uppercase initial. This
allows, for example, If and Apply (for set!) to be used without
conflict with Matlab keywords or other functions.

• Evaluation is CPS style. However, dynamic-wind is not imple-
mented.

• The only macro facility available is the possibility to write Mat-
lab functions that operate on other expressions.

The most important expression types and their syntax are listed in
Table C.1. Some expressions have alternative syntax, as listed in Ta-
ble C.2.1 Some of the predefined macros are listed in Table C.3.

Here is a simple example (the first statement has been split over several
lines to fit the physical dimensions of this report):

>> addn = seval( Lambda( {’x’},
Lambda( {’y’},

{@plus ’x’ ’y’} ) ) )
Function of arity 1
>> dec = addn( -1 )
Function of arity 1
>> dec( 8 )
ans =

7

1 Only constant values that are neither cell arrays or strings can be expressed
using the alternative syntax (which is just the value itself). Attempts to break this
rule will result in the constant being interpreted as a composite expression or a
variable, respectively.
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Table C.1: seval expressions and their scheme equivalents. Each
seval expression is listed to the left of and above the equivalent scheme
expression.

Apply( proc, arglist )
(apply proc arglist )

Begin( stmt, . . . , expr )
(begin stmt . . . expr )

CallCC( proc )
(call-with-current-continuation proc )

CallWValues( producer, consumer )
(call-with-values producer consumer )

Composite( proc, expr, . . . )
(proc expr . . .)

Const( value )
(quote value)

Expr( {’var’ . . .}, str )
none

Get( ’var’ )
var

If( pred, con, alt )
(if pred con alt)

Set( ’var’, expr )
(set! var expr)

Lambda( {’var’ . . .}, stmt, . . . , expr )
(lambda (var . . .) stmt . . . expr)
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Table C.2: Alternative seval expressions. Each seval expression is
listed to the left of and above the equivalent scheme expression. Note
footnote 1 on page 176.

’var’

var

val

val

{proc expr . . . }
(proc expr . . .)

Table C.3: Some predefined macros. Each seval expression is listed to
the left of and above the equivalent scheme expression.

let( {{’var’ val} . . .}, stmt, . . . , expr )
(let ((var val) . . .) stmt . . . expr)

let( ’fvar’, {{’var’ val} . . .}, stmt, . . . , expr )
(let fvar ((var val) . . .) stmt . . . expr)

letrec( {{’var’ val} . . .}, stmt, . . . , expr )
(letrec ((var val) . . .) stmt . . . expr)
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C.7.12 prettyprint

Displays a seval style object.

Signature: prettyprint( stx )

Here, stx is typically an object obtained by sevaling a Lambda expres-
sion.

With addn defined as above, we get

>> prettyprint( addn )
(lambda ( x )
(lambda ( y )
(<@+>
x
y)))

C.7.13 arrayref, cellref, fieldref

Specializations of subsref.

Signature: y = xref( obj, index, index, . . . )

Simply invokes subsref on obj with the type field set as

Function type field
arrayref ’()’
cellref ’{}’
fieldref ’.’

and the subs field as the list of all index arguments.

This provides a useful shorthand to the awkward subsref calls. These
functions also enable easy creation of selector functions if combined
with cute. For example:

>> third = cute( @arrayref, {}, {3} );
>> third( 10:15 )
ans =

12
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If this example seems trivial, note that selecting the third element of
the range 10:15 is not the point, but the point is that there is a function
that does the job, and that this function can be created in a clean way.

C.7.14 cangle

Continuous angle function.

Signature: [ arg, nfinal ] = cangle( z, ninit = 0 )

This function is meaningful only when z is a vector of complex numbers.

Like angle, but n2π is added to make the variation in arg as small as
possible, starting with n = ninit.

C.7.15 one

Create standard base vectors.

Signature: e = one( m, i )

If m is a single value, that’s the same as passing [ m 1 ]. One of the
two elements in the array m must be 1, so that m is the size of a row
or column vector.

If i is a singleton, e will be a matrix of size m with a 1 at index i, and
zeros elsewhere.

If i is a matrix, it must be either a row or a column vector. Each
element in i results in a standard base vector of size m, and the results
are concatenated. If i is a row vector, horzcat is used, otherwise
vertcat is used.

Example:

>> one( 5, [ 1 2 4 ] )
ans =

1 0 0
0 1 0
0 0 0
0 0 1
0 0 0
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C.7.16 shiftback

The backward shift operator.

Signature: y2 = shiftback( y, steps, mode = ’fill’, fill = NaN )

Note that backward shifting of a vector of discrete time samples is
the opposite of delaying the samples. Thus negative values of steps
“delays” the vector.

The argument mode can be either of

’rotate’ The resulting vectors will be of same length as y.

’truncate’ The resulting vectors will be shorter than y.

’fill’ Indices will be preserved, and fill is used to fill out undefined
values.

When steps is a vector of opposite orientation to y, the results of sep-
arate backward shift operations are concatenated to form a matrix.

When steps is a range, the operation is similar to toeplitz.

C.7.17 sizes

Generalized size function.

Signature: szs = sizes( x, dims )

This is like size( x, dim ), except that dim may be a row vector of
dimensions here, and the resulting sizes are put in a row vector.

Example:

>> sizes( randn( 5, 6, 7 ), [ 2 3 ] )
ans =

6 7

C.7.18 niceplotgrid

Choose nice subplot layout.
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Signature:
[ plotRows, plotCols ] = niceplotgrid( plotCount, plotAspectRatio )

plotCount is the number of subplots to fit in the current figure.

plotAspectRatio is the desired aspect ratio of each subplot. (The same
value applies to all subplots.)

plotRows and plotCols are the grid dimensions to be used with the
subplot command. The grid dimensions are dependent on the as-
pect ratio of the current figure window at the time of the call to
niceplotgrid.

C.7.19 legends

Define legends by the plot command.

Signature: legends( arg )

If arg is a string, it is added at the end of a list of legend strings.

If arg is a NaN, the legends’ state is reset.

If arg is a number, it determines the position of the legend to be drawn.

If str is omitted, the legend is drawn on the current plot via a call to
legend.

C.7.20 yaxis

Define range of the y axis of the current plot.

Signature: yaxis( ymin, ymax )

C.7.21 show0

Makes sure that 0 is in the range of the y axis of a plot.

Signature: show0(figh = gcf)
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C.7.22 mpscatter

Produce pdf scatter plot using MetaPost.

Signature: mpscatter( x, y, color, title, xlabel, ylabel, datanames )

x and y must have the same size, and have one data set in each column.

color is optional and defines the colors for each data set. One color per
column, and the r, g, b components in each of three rows. The empty
matrix yields default colors.

title, xlabel, ylabel and datanames are self-explanatory. They may
be simple LATEX strings, since they are put on the plot using the
btex. . . etex construct of MetaPost.

This function is useful when the data sets are large, and the “dots”
provided by the Matlab function scatter are either too clumsy or
just exhausting your machine. It may also be useful when good looking
results are important.

C.7.23 tmpnam

Return vacant file name in directory for temporary files.

Signature: [ filename, functionname ] = tmpnam(namebase =
’tmpnam temp ’, ext = ’’ )

Uses the global variable tmpnamdir that points to a directory where
temporary files are to be stored.

functionname is constructed as namebase followed by a number that
makes the file name unique in tmpnamdir.

The file name is constructed as functionname followed by ext, and
filename is the long version of the file name, including tmpnamdir.

C.7.24 storeobject

Alternative to save.

Signature: storeobject(retrievename, obj )
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After the call to storeobj, obj can be retrieved by calling the newly
created function called retrievename. obj can be accessed in that way
as long as the underlying files are not removed and the function called
retrievename is in the Matlab path.

C.7.25 matrix2str

Convert 2D matrix to constructor notation.

Signature: str = matrix2str( A, format )

A is the matrix to be converted.

format is the printf style format string, without the “%, that defines
the formatting of the elements of A.

str will be a string that evaluates to A modulo rounding errors due to
the chosen textual representation.

Example:

>> matrix2str( [ 1i 2+2i ; pi 0 ], ’.3g’ )
ans =
[ 0+1i 2+2i ; 3.14 0 ]

C.7.26 protectiddataname

Protects a string so that it can be used as a signal name in an iddata
object.

Signature: str2 = protectiddataname( str )

str2 may safely be used as a signal name.

C.7.27 unprotectiddataname

Undoes the operation of protectiddataname.

Signature: str = protectiddataname( str2 )
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C.7.28 sym subs

Like, sym/subs, but with one bug less.

Signature: res = sym subs( s, old, new )

This function works correctly even when old and new overlap.
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