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21st June 2004

—

LITH-IDA-EX–04/068–SE

—

http://www.ep.liu.se/exjobb/ida/dd-
d/2004/068/

Semantics and Implementation of Knowledge Operators in Approxi-
mate Databases

Semantik och implementation för kunskapsoperatorer i approximativa
databaser

Kristoffer Sjö
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Abstract

In order that epistemic formulas might be coupled with approximate databases,
it is necessary to have a well-defined semantics for the knowledge operator
and a method of reducing epistemic formulas to approximate formulas. In
this thesis, two possible definitions of a semantics for the knowledge operator
are proposed for use together with an approximate relational database:

• KI , based upon logical entailment (being the dominating notion of
knowledge in literature); sound and complete rules for reduction to
approximate formulas are explored and found not to be applicable to
all formulas.

• KII , based upon algorithmic computability (in order to be practically
feasible); the correspondence to KI on the one hand, and to the deduc-
tive capability of the agent on the other hand, is explored.

Also, an inductively defined semantics for a “know whether”-operator, Kw,
is proposed and tested. Together with a database that supports it, this
facilitates reasoning about knowledge not yet attained, which is of potential
use in knowledge-based planning. Finally, an algorithm implementing the
above is proposed, carried out using Java, and tested.

Keywords: knowledge representation, approximate database, knowledge op-
erator, know whether, algorithmic knowledge, knowledge-based plan-
ning.
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Chapter 1

Introduction

On knowledge in AI

An intelligent agent is an artificial system that is designed to work in some
environment, receiving data from its surroundings and making its own deci-
sions in an intelligent fashion, as a human might. Examples include vacuum
cleaner robots, autonomous surveillance aircraft, and web spiders.

When one sets out to construct agents that are to function intelligently in
complex environments, ultimately performing tasks such as a human might
perform, it becomes necessary to make use of knowledge representation tech-
niques. Rather than writing explicit programs (which must handle every
possible situation) or training adaptive algorithms (using scenarios that may
or may not resemble the actual situations the agent will find itself in),
knowledge-based techniques instead allow designers to make the agent reason
about its environment in abstract terms, just as a human would.

In this context, knowledge operators become instrumental. They make it
possible to express what is known in a given application domain. Formulas
containing knowledge operators are called epistemic formulas, “epistemic”
meaning “knowledge theoretical”.

This thesis is one attempt to provide a part of the mechanisms of ab-
straction that are necessary for reasoning about the knowledge of intelligent
agents. It discusses how statements of knowledge might be mechanically
reduced to statements that can in turn be interpreted by an actual com-
putational entity (namely, an approximate database). Also, it describes a
possibility for reasoning about potential knowledge, using a “know whether”
operator.

1



2 Introduction

Background

At the Artificial Intelligence and Integrated Computer Systems (AIICS) di-
vision of the Department of Computer and Information Sciences, Linköping
University, there are several projects that relate to this thesis; including:

• The TALplanner project, a temporal knowledge-based planner. Plan-
ning is one of the main applications of the Kw concept in particular.

• The WITAS Unmanned Aerial Vehicle project, a long-running and far-
reaching attempt to combine different areas of AI in a practical applica-
tion, namely, an autonomous helicopter. The complex environment and
tasks assigned to this UAV make it a prime benificiary of knowledge-
level abstractions.

In addition, there is diverse research into knowledge representation and plan-
ning in general.

The work done in this thesis was initially suggested by prof. Patrick Do-
herty of the Knowledge Processing Laboratory of AIICS, as part of the ongo-
ing research into logic-based planners and knowledge processing for WITAS.
Many of the basic ideas used herein are in some part drawn from [8].

Goals

The express goal of the work presented herein, has been to

• Provide a knowledge operator with a well-defined semantics.

• Provide a “know whether”-operator with a well-defined semantics.

• Create an implementation which utilizes the above, and is usable by,
for example, a knowledge-based planner.

For whom is this thesis intended?

This thesis is intended for those who are interested in the semantics of epis-
temic formulas when paired with an approximate relational database, as well
as those who wish to use the system constructed as a part of e.g. a planning
or deliberation architecture. Readers need to be familiar with general first-
order logic. Familiarity with databases, fixpoint calculus and approximate
relations will also be helpful.
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Structure of thesis

Chapter 2 describes the approach used during the creation of the thesis.
Chapter 3 fixes basic notation and syntax, as well as some general semantics
used in all subsequent chapters.

Chapter 4 introduces the approximate database as a logical entity, as
well as the entailment knowledge operator and the issues that arise with
is introduction. Chapter 5 adresses the issues of chapter 4, proposes the
algorithmic knowledge operator and points out what needs to be considered
in its usage.

Chapter 6 deals with the know-whether operator; only familiarity with
chapter 3, the approximate database and some definition of the knowledge
operator are necessary for this chapter.

Chapters 7 and 8 each bring chapters 4, 5 and 6 toghether in an imple-
mentation and a case study, respectively; chapter 9, finally, evaluates the
results of all the previous chapters.

Acknowledgments

I would like to thank Prof. Andrzej Szalas for his invaluable guidance and
critique concerning my work upon this thesis, as well as Martin Magnusson
for much constructive input on the theory, and his absolutely essential help
in implementing it.

Furthermore, thanks go out to Prof. Patrick Doherty for providing me
with this opportunity to work on my thesis and setting the process in mo-
tion; Sven Holmström and Seden Tezcan for their input on my presentation;
Andreas Häglund for his excellent opposition; Fredrik Olsson for his help in
giving this document a presentable appearance; and finally all the people
who came to my presentation in spite of it being a fine summer’s day.



Chapter 2

Method

2.1 Approach

The approach that was adopted in this work is basically the standard method
in applied logics:

1. A syntax was fixed for the operators to be introduced.

2. A logical representation of approximate databases was postulated.

3. A semantics for the operators was postulated.

4. The semantics was analyzed in terms of complexity (through reduction
rules) and apparent utility (providing approximate formulas able to be
posed as queries to an approximate database).

5. The results of step 4 were used in revising step 3, by adjustments or
amendments, until the result was satisfactory (here, two “branches”
were retained in the two different K operators).

6. The theory was implemented.

7. The implementation was tested.

The above approach ensures results (at least up to step 6) are applicable to
any approximate database that conforms to 2.

4



2.2. Delimitation 5

2.2 Delimitation

In the face of time constraints, focus was laid on the theoretical foundation:
semantics and proofs. Implementation according to the theory was performed
as far as the constraints allowed (meaning some shortcomings were inevitable,
see chapter 9). Implementation testing was subject to the same constraints as
implementation itself; however, functionality was obviously basically verified.

2.3 Validity

The validity of the theoretical results presented in chapters 4, 5 and 6 is given
by means of formal proofs, given the definitions in chapters 3 and 4.

Validity of implementation is both by its correspondence to the proven
theory, and, just as with any computer program, by testing (when it comes
to possible programming mistakes). Both bases of validation are present in
this thesis, though the second is somewhat limited in scope (see chapter 9).



Chapter 3

Basics

3.1 Syntactic conventions

3.1.1 Relations

A relation is a set of objects (or tuples of objects) which fulfil some criterion.
For an object, belonging to a relation is equivalent to satisfying a first-order
predicate. For example, x ∈ Green (where Green is a relation) is the same
as Green(x) (where Green is a predicate).

Herein, a relation symbol is generally denoted P , Q, R, with or with-
out indices. Relation symbols represent relations. Each relation symbol
has a corresponding arity, that is, a non-negative integer representing the
dimensionality of the corresponding set (or the arity of the tuple into the
corresponding predicate).

3.1.2 Approximate relations

Any ordinary relation, for example R, is in this thesis assigned a correspond-
ing lower approximation and an upper approximation.

The lower approximation is denoted by adding a superscript + to the re-
lation symbol; in the above example, the lower approximation is thus denoted
R+. Similarly, the upper approximation is denoted by adding a superscript
⊕ to the relation symbol; in this example producing R⊕. In relation to
the approximations, the original relation is referred to as the crisp or non-

approximate relation.

6



3.1. Syntactic conventions 7

The approximations are required to relate to the crisp relation in the
following way: Any tuple belonging to the lower approximation is required
to belong to the crisp relation, and any tuple belonging to the crisp relation
is required to belong to the upper approximation:

R+ ⊆ R ⊆ R⊕.

Figure 3.1 illustrates this.

The practical use of approximations may, for example, be to reflect that
an intelligent agent is able to positively classify some objects in its envi-
ronment and negatively classify some other objects, but that some remain
indeterminate.

¸ 9

R+ (Lower approximation of R)
R⊕ (Upper approximation of R)

R (Crisp relation)

o

Figure 3.1: Approximate relation

A few other approximations are used in this thesis, and are defined based
on the above two as follows.

The lower negative approximation of a crisp relation R is denoted R−

and is defined as −R⊕ (the complement of R⊕). This reflects for example
negatively classified objects.

The upper negative approximation of a crisp relation R is denoted R⊖

and is defined as −R+. This reflects for example objects not (yet) positively
classified.

The boundary region of a crisp relation R is denoted R± and is defined as
R⊕ − R+ (i.e. the difference of R⊕ and R+). This corresponds for example
to objects that have neither been positively nor negatively classified.
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3.1.3 Terms

A term is one of the following:

• a constant symbol, corresponding to an object in the domain.

• a first-order variable symbol.

Herein, constant terms are denoted c or ci. First-order variables are denoted
x, y or z.

A bar appearing on top of a term symbol indicates a (possibly unary)
tuple of terms of the indicated type; e.g. c̄ being a tuple of constant symbols
and x̄ a tuple of variable symbols.

3.1.4 Formulas

A general first-order formula (or simply formula) is denoted Ψ, with or with-
out indices, and is defined inductively in the following.

In these definitions, 〈Type〉 denotes an arbitrary expression of the syn-
tactic category Type. For example, each 〈Formula〉 represents an arbitrary
formula and each 〈Term〉 an arbitrary term (as defined above) and so forth;
{, 〈Term〉 . . . } means 〈Term〉 may occur from 0 to an arbitrary number of
times in sequence.

A 〈Formula〉 is one of the following:

• a boolean formula, namely True or False.

• an equality, on the form 〈Term〉 = 〈Term〉.

• an inequality, on the form 〈Term〉 6= 〈Term〉.

• an atomic formula (or simply atom), on the form
〈Relationsymbol〉(〈Term〉{, 〈Term〉 . . . }).
Here, 〈Relationsymbol〉 may include + or ⊕ etc. (If it does, it’s an
approximate atomic formula, otherwise a crisp atomic formula). The
number of terms is equal to the arity of the 〈Relationsymbol〉.

• a negation, on the form ¬〈Formula〉.

• a disjunction, on the form 〈Formula〉 ∨ 〈Formula〉{∨〈Formula〉 . . . }.

• a conjunction, on the form 〈Formula〉∧〈Formula〉{∧〈Formula〉 . . . }.
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• an implication, on the form 〈Formula〉 → 〈Formula〉.

• a universal quantifier, on the form ∀〈V ariable〉.〈Formula〉.

• an existential quantifier, on the form ∃〈V ariable〉.〈Formula〉.

• a least fixpoint, on the form
LFP 〈Relationsymbol〉(〈Term〉{, 〈Term〉 . . . }).〈Formula〉,
where 〈Formula〉 is positive with respect to 〈Relationsymbol〉.

• a greatest fixpoint, on the form
GFP 〈Relationsymbol〉(〈Term〉{, 〈Term〉 . . . }).〈Formula〉,
where 〈Formula〉 is positive with respect to 〈Relationsymbol〉.

An approximate first-order formula is a formula in which any atomic formulas
are approximate. Approximate first-order formulas are sometimes denoted
Φ.

3.1.5 Epistemic formulas

An epistemic formula is defined inductively in the same way as a general
formula, using all of the same schema as are used in the previous section
(with 〈EpistemicFormula〉 substituted for 〈Formula〉), plus the following
schema:

• a knowledge operator, on the form K(〈EpistemicFormula〉).

• a belief operator, on the form B(〈EpistemicFormula〉).

• a know-whether operator, on the form Kw(〈EpistemicFormula〉).

K, when working on a formula Ψ has the intended meaning of “It is known
that Ψ holds”. (For precise definitions, see chapters 4 and 5.)

Similarly, B(Ψ) means “It is believed that Ψ holds” and Kw(Ψ) “It is
known whether Ψ holds”.

3.1.6 Other syntactic conventions

Generalized ∨ and ∧

It is assumed that
Ψ1 ∨ · · · ∨ Ψn
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represents a disjunction with n disjuncts. The notation

∨

i=1...n

Ψi

is a shorthand notation of the same thing. The corresponding conventions
are assumed for conjunctions.

♮ and ♯

The character ♮ is a shorthand notation that represents either ¬ or nothing
(the empty operator). In a context where ♮ occurs in a generalized disjunction
or conjunction, it is assumed to hold one separate such interpretation for each
disjunct or conjunct, retaining it between deductive steps.

E.g. in the formula
∨

i ♮Ri(x̄) the ♮ represents either ¬ or nothing (the
empty operator), for each i.

In the same way, the character ♯ is a shorthand notation representing a
lower approximation (+) or a lower negative approximation (−).

E.g. in the formula
∨

i R
♯
i(x̄) the ♯ represents either + or −, for each i.

Whenever both ♮ and ♯ appear in the same context, it is assumed that
♮ represents the empty operator for those disjuncts or conjuncts where ♯

represents +, and, conversely, ¬ where ♯ represents −.

Free variables

Whenever a notation like Ψ(x̄) is used, x̄ represents a vector of all the free

variables in Ψ - i.e. those variables that are not defined under the scope of
any quantifier (these are referred to as bound variables). For example, in
the formula Ψ(x̄), there may be terms that are constants, bound variables or
functions, but no unbound variables except those present in x̄.

3.2 Semantic conventions

In the following, ≡ means “is defined to be”, while ⇔ simply means “is
equivalent to”.

The semantics of general first-order formulas are assumed to conform to
standard first-order logic (see, for example, [1] or [3] — and [9] for fixpoint
formulas), with the following additions:
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For any relation R, R+ ⊆ R and R ⊆ R⊕.

The domain, that is, the set of possible values of the variables, is denoted
D and considered to be finite.

We also make the Unique Names Assumption (UNA) and Domain Closure
Assumption (DCA):

UNA ≡ ∀i, j.(i 6= j → ci 6= cj) (3.1)

DCA ≡ ∀x.
∨

c∈D x = c (3.2)

where c, ci and cj are constants of the domain (D).

3.2.1 Models

Assume a fixed domain D.

A structure S consists of an interpretation for each relation symbol.1

An interpretation RS of a relation symbol R is a set of n-tuples, where n

is the arity of R.

A valuation s in a structure S is an assignment of an element of the
domain to each variable symbol: ∀x.

(

s(x) ∈ D
)

. The valuation of a tuple
of variables is the tuple of the respective valuations of the variables: s(x̄) ≡
(

s(x1), s(x2) . . . s(xn)
)

if n is the arity of x̄.

A structure S satisfies an atomic formula R(x̄) under a valuation s iff
s(x̄) ∈ RS . This is denoted S |= R(x̄).

Logical satisfaction then extends to general first-order formulas as per
standard first-order evaluation rules. The semantics of epistemic formulas is
the subject of the next three chapters.

A structure S is a model of a formula Ψ under a valuation s iff S satisfies
Ψ under s.

3.2.2 Entailment

A formula Ψ1(x̄) is said to entail another formula Ψ2(x̄) (denoted Ψ1(x̄) ⊢
Ψ2(x̄)) iff for all valuations, all models of Ψ1(x̄) are also models for Ψ2(x̄).

1For a more verbose introduction to models and the concept of entailment, see e.g. [1],
[3] or [7].



Chapter 4

Entailment as knowledge

When one is talking about knowledge in an intelligent agent context, one
very natural interpretation of the word is “follows from the agent’s data” —
in other words, entailment by the agent’s knowledge base. In this chapter
is examined the power of such a notion, when the knowledge base is an
approximate knowledge database.

4.1 Definitions

4.1.1 The knowledge base

Let

KB ≡ EDB ∧ IDB ∧ IC (4.1)

EDB ≡
∧

i=1...n

c̄∈R
+
i

R+
i (c̄) ∧

∧

i=1...n

c̄∈R
−

i

R−
i (c̄) (4.2)

IDB ≡
∧

i=1...m

∀x̄.
(

Fi(x̄) → R
♯

p(i)(x̄)
)

, p(i) ∈ {1, . . . , n} (4.3)

IC ≡
∧

i=1...n

∀x̄.
(

(

R+
i (x̄) → Ri(x̄)

)

∧
(

Ri(x̄) → ¬R−
i (x̄)

)

)

(4.4)

Here, Fi is an approximate first-order formula. n is the number of relations
in the database and m the number of rules. ♯ is either the qualifier + or −.
R+

i and R−
i , respectively (without argument) are sets of tuples.

12
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Explanation

• KB stands for “knowledge base”, and represents the abstract logical
interpretation of the contents of the actual database of the intelligent
agent whose knowledge is being modelled.

• EDB stands for “extensional database”, and represents facts explicitly
added to the agent’s knowledge by e.g. visual processing algorithms or
direct input.

• IDB stands for “intensional database”, and consists of a number of
rules, from which facts not present in EDB may be deduced.

• IC stands for “integrity constraints”, and are the constraints that make
sure KB does not violate the basic properties of approximate relations.

KB is assumed to be consistent.

CWA for approximate atoms

We also make the closed world assumption (CWA) for approximate atoms;
meaning, all approximate atomic formulas are considered false unless they
must be true in order to satisfy KB. Here, this simply means that any
approximate atomic formula is considered entailed by KB iff it is entailed
by EDB ∧ IDB (since IC is always satisfied when the approximate atoms
are false); furthermore: for any approximate atom not thus entailed, the
negation of that atom is considered entailed instead.

In effect, the approximate atomic formulas entailed are required to be as
few as possible while remaining consistent with KB (this is called minimiza-

tion of the approximate atomic formulas).

Note that this does not apply to crisp atomic formulas.

4.1.2 The entailment knowledge operator

Define the knowledge operator, KI , to mean “The knowledge base KB logi-
cally entails”, that is:

KI

(

Ψ(x̄)
)

≡ KB ⊢ Ψ(x̄) (4.5)

In other words, “for all valuations, all models for KB are models for Ψ(x̄)”.
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4.2 Semantics for simple formulas

4.2.1 Knowledge of atoms

Now, let us show that

∀x̄, i.
(

KI

(

Ri(x̄)
)

⇔ R+
i (x̄)

)

Fix x̄ by assuming an arbitrary valuation s, and let i ∈ {1 . . . n} be
arbitrary.

The minimization of R+
i (x̄) assures that either KB ⊢ R+

i (x̄) or KB ⊢
¬R+

i (x̄). In other words, R+
i (x̄) is either true for all models or false for all

models. As a result, R+
i (x̄) being true for any model means it holds for every

model.

It’s obvious (because of the IC (4.4)) that if it is the case that KB ⊢
R+

i (x̄), then KB ⊢ Ri(x̄) — thus,

R+
i (x̄) ⇒ KI

(

Ri(x̄)
)

(Since, as noted above, R+
i (x̄) means that KB ⊢ R+

i (x̄).)

Conversely, assume that KB ⊢ ¬R+
i (x̄), and that m is a model of KB

where m |= Ri(x̄):

m |= KB ∧ Ri(x̄)

KB ⊢ ¬R+
i (x̄)

Then the structure m′ that is identical to m except that m |= ¬Ri(x̄)
also is a model for KB — the change falsifies none of the conjuncts in KB.
And the existence of such a model means Ri(x̄) is not entailed:

∃m′.
(

m′ |= KB ∧ ¬Ri(x̄)
)

⇒ KB 6⊢ Ri(x̄) ⇔ ¬KI

(

Ri(x̄)
)

Thus,
¬R+

i (x̄) ⇒ ¬KI

(

Ri(x̄)
)

provided that there is some model m for KB at all (i.e. KB is consistent).
Consequently (and since i and x̄ were arbitrary),

∀x̄, i.
(

KI

(

Ri(x̄)
)

⇔ R+
i (x̄)

)

(4.6)

The corresponding result for negative facts:

∀x̄, i.
(

KI

(

¬Ri(x̄)
)

⇔ R−
i (x̄)

)

(4.7)

is shown analogically (see Appendix A).
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4.2.2 A Note on Non-Monotonic Rules

Rules that are non-monotonic, that is; whose body might be made false with
the addition of information to KB, are not expressively forbidden above;
however, with the KI definition used here, their effect on the KB is undefined
and they should be avoided. For example consider a KB containing the rule

¬P+(x̄) → Q+(x̄)

This rule would be interesting as it might be seen as a logical equivalent of
P+(x̄) ∨ Q+(x̄); or, viewed differently, as a default rule.

However, given the closure that is in effect on approximate atoms, ap-
proximate atoms are required to be minimized. With rules such as the above
one present in IDB, there is no unambiguous way to minimize these atoms:
Either Q+ is minimized (assumed to be false) and then P+ must be true; or,
P+ is minimized and Q+ must be true; neither choice can be claimed the
correct one.

Because of this, it is not recommended to use non-monotonic rules such
as the above in IDB. In the following, it is for simplicity assumed no such
rules are present.2

4.2.3 Knowledge of conjunctions of atoms

KI behaves as might be expected: it distributes over conjunction. (Recall
that, for each i, ♮ stands for either ¬ or the empty operator.)

∀x̄.

(

KI

(

∧

i

♮Ri(x̄)
)

⇔
∧

i

KI

(

♮Ri(x̄)
)

)

(4.8)

2The minimization might be made unambiguous through the introduction of “as-
symetry” in the IDB rules; that is, the body of the rule might for example receive priority
when minimizing — this should correspond to the actual computational mechanism used
by the database, e.g. forward-chaining.
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Proof: Fix x̄ by assuming an arbitrary valuation s.

KI

(

∧

i

♮Ri(x̄)
)

⇔

⇔KB ⊢
∧

i

♮Ri(x̄) ⇔

⇔
∧

i

(

KB ⊢ ♮Ri(x̄)
)

⇔

⇔
∧

i

KI

(

♮Ri(x̄)
)

Since x̄ is arbitrary, the proof is complete.

4.2.4 Knowledge of disjunctions of atoms

Binary case

∀x̄.
(

KI

(

P (x̄) ∨ Q(x̄)
)

⇔ KI

(

P (x̄)
)

∨ KI

(

Q(x̄)
)

)

(4.9)

Proof:

Fix x̄ by assuming an arbitrary valuation s.

When does KB ⊢ P (x̄)∨Q(x̄)? Obviously, either it is by virtue of either
entailing P (x̄) or entailing Q(x̄); or by entailing the disjunction regardless of
the disjuncts:

KB ⊢ P (x̄) ∨ Q(x̄) ⇔

⇔
(

KB ⊢ P (x̄)
)

∨
(

KB ⊢ Q(x̄)
)

∨

∨
(

KB 6⊢ P (x̄) ∧ KB 6⊢ Q(x̄) ∧ KB ⊢
(

P (x̄) ∨ Q(x̄)
)

)

(4.10)

Let us now show that the third option above is not, in fact, a possibility.

Assume KB 6⊢ P (x̄) and KB 6⊢ Q(x̄). By equations (4.5) and (4.6), this
is equivalent to ¬P+(x̄) ∧ ¬Q+(x̄).

Note that this holds irrespective of model, as noted previously.

Since ¬P+(x̄), there must be some model m for KB, such that

m |= ¬P (x̄)
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Because of the above-mentioned invariance, it must also be the case that

m |= ¬P+(x̄) ∧ ¬Q+(x̄)

Let m′ be the structure that is identical to m in all respects except that
m′ |= ¬Q(x̄). Then m′ is also a model for KB. The reason is that changing
¬Q(x̄) to be false in m′ will not falsify any of the (already true in m) conjuncts
of KB that do not contain Q(x̄), and the only one that does contain it (i.e.
contains the crisp relation), namely, the IC

(

Q+(x̄) → Q(x̄)
)

∧
(

Q(x̄) → ¬Q−(x̄)
)

will also remain true, as Q+(x̄) is false.

Thus, for any model m ⊢ KB ∧ ¬P (x̄), there is a model m′ ⊢ KB ∧
¬P (x̄) ∧ ¬Q(x̄). This means

KB 6⊢ P (x̄) ⇒ KB 6⊢
(

P (x̄) ∨ Q(x̄)
)

(And analogically for Q.) Now, equation (4.10) reduces to:

KB ⊢
(

P (x̄) ∨ Q(x̄)
)

⇔ KB ⊢ P (x̄) ∨ KB ⊢ Q(x̄)

or equivalently:

KI

(

P (x̄) ∨ Q(x̄)
)

⇔ KI

(

P (x̄)
)

∨ KI

(

Q(x̄)
)

Since x̄ was arbitrary, the proof is complete.

General case

Assume C to be a subset of {1, . . . , n} (where n is the number of relations
in the KB).

∀x̄.

(

KI

(

∨

i∈C

♮Ri(x̄)
)

⇔
∨

i∈C

KI

(

♮Ri(x̄)
)

)

(4.11)

Proof: The proof follows the same principle as for the binary case; see
Appendix A.

4.3 Semantics for complex formulas

Here are some results that hold for the operator KI .
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4.3.1 Approximate formulas

∀x̄.
(

KI

(

Φ(x̄)
)

⇔ Φ(x̄)
)

(4.12)

if Φ(x̄) is an approximate formula.

Proof: Because each atom in Φ is in approximate form and thus subject
to minimization, each atom has the same truth value for all models of KB.
Any formula combining these invariant relations must then also have the
same truth value for all models of KB.

4.3.2 Negation

Negations working on composite formulas are treated simply by “pushing”
them inward in the expected manner:

For all x̄:

KI

(

¬
(

Ψ1(x̄) ∧ Ψ2(x̄)
)

)

⇔ KI

(

¬Ψ1(x̄) ∨ ¬Ψ2(x̄)
)

KI

(

¬
(

Ψ1(x̄) ∨ Ψ2(x̄)
)

)

⇔ KI

(

¬Ψ1(x̄) ∧ ¬Ψ2(x̄)
)

KI

(

¬∃y.Ψ(x̄, y)
)

⇔ KI

(

∀y.¬Ψ(x̄, y)
)

KI

(

¬∀y.Ψ(x̄, y)
)

⇔ KI

(

∃y.¬Ψ(x̄, y)
)

KI

(

¬LFP X(ȳ).Ψ
(

X(ȳ)
)

)

⇔ KI

(

GFP X(ȳ).¬Ψ
(

¬X(ȳ)
)

)

KI

(

¬GFP X(ȳ).Ψ
(

X(ȳ)
)

)

⇔ KI

(

LFP X(ȳ).¬Ψ
(

¬X(ȳ)
)

)

KI

(

¬¬Ψ(x̄)
)

⇔ KI

(

Ψ(x̄)
)

(4.13)

4.3.3 Conjunction

∀x̄.

(

KI

(

∧

i

Ψi(x̄)
)

⇔
∧

i

KI

(

Ψi(x̄)
)

)

(4.14)

if each Ψi is any formula. This follows immediately from the definition of KI

and the properties of entailment.
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4.3.4 Universal quantifier

∀x̄.
(

KI

(

∀y.Ψ(x̄, y)
)

⇔ ∀y.KI

(

Ψ(x̄, y)
)

)

(4.15)

if each Ψi is any formula, and the domain for x̄ is finite.

Proof: For finite domains (which is assumed) ∀ can be equivalently ex-
pressed using conjunction. By (4.14), KI distributes freely over conjunction;
thus, this must be the case with ∀ also.

4.3.5 Disjunction

Approximate partition

∀x̄.
(

KI

(

Φ(x̄) ∨ Ψ(x̄)
)

⇔ Φ(x̄) ∨ KI

(

Ψ(x̄)
)

)

(4.16)

if Φ is an approximate formula and Ψ is any formula.

Proof: Fix x̄ by assuming an arbitrary valuation s.

If Φ(x̄) is true, then it is true for all models (as approximate formulas
have truth values invariant over models), thus the disjunction is true for all
models, whereby the equivalence holds for this case.

If Φ(x̄) is false, then it is false for all models, thus the truth value of the
disjunction is identical to that of Ψ(x̄) for all models. Then KI

(

Φ(x̄)∨Ψ(x̄)
)

reduces to KI

(

Ψ(x̄)
)

and the equivalence holds for this case as well.

The proof is then complete, as s was arbitrary.

Case of no opposite atoms

If Ψ1 and Ψ2 contain no opposite atoms — that is, no crisp atoms that
occur positively in Ψ1 occur negatively in Ψ2, and no crisp atoms that occur
positively in Ψ2 occur negatively in Ψ1 — then

∀x̄.
(

KI

(

Ψ1(x̄) ∨ Ψ2(x̄)
)

⇔ KI

(

Ψ1(x̄)
)

∨ KI

(

Ψ2(x̄)
)

)

(4.17)

Here, atoms are considered “the same” iff they use the same relation
symbol and any constant arguments are the same; that is, they cannot be
assigned different truth values between them in the same structure.
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Proof: Fix x̄ by assuming an arbitrary valuation s. Assume all atoms A

occuring in either Ψ1(x̄) or Ψ2(x̄) fulfil the following conditions:

Ψ1(x̄) positive wrt R ⇒ Ψ2(x̄) not negative wrt R

Ψ2(x̄) positive wrt R ⇒ Ψ1(x̄) not negative wrt R

Ψ1(x̄) negative wrt R ⇒ Ψ2(x̄) not positive wrt R

Ψ2(x̄) negative wrt R ⇒ Ψ1(x̄) not positive wrt R

This is equivalent to the requirements. Note that this means that any atom
both positive and negative in either one of the formulas must not be present
at all in the other.

Assume KB 6⊢ Ψ1(x̄) and KB 6⊢ Ψ2(x̄). This means there exists some
structure S1 |= KB ∧ ¬Ψ1(x̄), and some S2 |= KB ∧ ¬Ψ2(x̄).

Now consider a structure S3 which relates to S1 and S2 by the following:

For each atom R in either Ψ1(x̄) or Ψ2(x̄),

1. if R is only present in Ψ1(x̄), give it the same value in S3 as in S1. This
will not change the value of Ψ2(x̄). Similarly, if R is only present in
Ψ2(x̄), give it the same value in S3 as in S2.

2. if R is present in both formulas and has the same value in S1 and S2,
give it this value in S3.

3. if R is positive in both formulas and is interpreted differently in S1 and
S2, then give it the value False in S3.

4. if R is negative in both formulas and is interpreted differently in S1

and S2, then give it the value True in S3.

One of the above must be the case, due to the requirements.

Now, as S1 |= ¬Ψ1(x̄), and as none of the above four types of modifica-
tions to the structure have the ability to change Ψ1(x̄) from false to true, it
must be the case that S3 |= ¬Ψ1(x̄).

The same goes for Ψ2. Thus, S3 |= ¬Ψ1(x̄) ∧ ¬Ψ2(x̄).

Furthermore, none of the above modifications have the ability to falsify
KB if it is true to begin with. This is because the only part of KB which
contains R is the corresponding IC:

(

R+(x̄) → R(x̄)
)

∧
(

R(x̄) → ¬R−(x̄)
)
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For (1), the IC is not falsified in the structure whose value is adopted, thus
it is not falsified in S3 either. For (2), the same holds. For (3) and (4), since
R(x̄) has different values in S1 and S2, which both model KB, the R+ side of
the IC must be false and the ¬R− side true3, making the IC true no matter
the valuation chosen.

Thus, S3 |= KB ∧ ¬Ψ1(x̄) ∧ ¬Ψ2(x̄). This means that KI

(

Ψ1(x̄) ∨
Ψ2(x̄)

)

⇒ KI

(

Ψ1(x̄)
)

∨ KI

(

Ψ2(x̄)
)

.

The reverse is trivial. Since s was arbitrary, the proof is complete. Q.E.D.

Existential quantifier

A corollary to the above, based on the reduction of the existential quantifier
to a disjunction (which can be done, as the domain is finite) is:

∀x̄.
(

KI

(

∃y.Ψ(x̄, y)
)

⇔ ∃y.KI

(

Ψ(x̄, y)
)

)

(4.18)

if every atom in Ψ either occurs only positively, or occurs only negatively, or
has y as term.

Proof: Fix x̄ by assuming an arbitrary valuation s.

KI

(

∃y.Ψ(x̄, y)
)

⇔ KI

(

∨

y∈D

Ψ(x̄, y)
)

Now, as y is not common to any disjuncts, no atoms in Ψ with y as argument
are the same. If all atoms in Ψ only occur either positively or negatively,
or have y as an argument, then the result for disjunctions can be applied;
getting:

∨

y∈D

KI

(

Ψ(x̄, y)
)

⇔ ∃y.KI

(

Ψ(x̄, y)
)

And, since s was arbitrary, the proof is complete.

The most general case

However, without the assumption of no opposite atoms, the above doesn’t
work. In fact, it is manifestly not valid in general to distribute KI over
disjunction. The following example shows this:

KI

(

(

P (x̄)∧Q(x̄)
)

∨
(

R(x̄)∧¬Q(x̄)
)

)

6⇔ KI

(

P (x̄)∧Q(x̄)
)

∨KI

(

R(x̄)∧¬Q(x̄)
)

3Once again, this is the case for all models as R+ and R− are invariant across models.
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This can be seen if one for example assumes EDB ≡ P+(c̄)∧R+(c̄). Then the
left-hand side above is true (with c̄ substituted for x̄), whereas the right-hand
side is false.

How, then, to solve this dilemma? Well, unfortunately it is not possible to
solve completely in practice, because computing entailment is an intractable
problem in the general case[12].

In this particular context, though, there are a couple of reasonable as-
sumptions that may make life a lot easier; see chapter 5.

4.3.6 Fixpoints

Fixpoint formulas may be equivalently represented by infinite disjunctions/
conjunctions as follows ([9]):

LFP X(ȳ).Ψ
(

X(ȳ)
)

⇔ Ψ(False) ∨ Ψ
(

Ψ(False)
)

∨ . . .

GFP X(ȳ).Ψ
(

X(ȳ)
)

⇔ Ψ(True) ∧ Ψ
(

Ψ(True)
)

∧ . . .

In the case of a finite domain, the disjunction/conjunction is also fi-
nite, having no more disjuncts/conjuncts than the number of tuples possible
for the relation X given the domain size4. The reason is that if any dis-
junct/conjunct does not add a new tuple to the fixpoint, then no subsequent
disjunct/conjunct will either (which is in fact the reason fixpoint formulas
have that name).

With this requirement, it is the case that

KI

(

LFP X(ȳ).Ψ
(

X(ȳ)
)

)

⇔ LFP X(ȳ).Ψ′

(

KI

(

X(ȳ)
)

)

(4.19)

KI

(

GFP X(ȳ).Ψ
(

X(ȳ)
)

)

⇔ GFP X(ȳ).Ψ′

(

KI

(

X(ȳ)
)

)

(4.20)

if

KI

(

Ψ
(

X(ȳ)
)

)

⇔ Ψ′

(

KI

(

X(ȳ)
)

)

(4.21)

4Typically, |D|n, where |D| is the size of the domain and n the arity of ȳ.
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Proof: Greatest fixpoint

KI

(

GFP X(ȳ).Ψ
(

X(ȳ)
)

)

⇔ KI

(

Ψ(True)
)

∧ KI

(

Ψ
(

Ψ(True)
)

)

∧ . . .

Now, if (4.21) holds,

KI

(

GFP X(ȳ).Ψ
(

X(ȳ)
)

)

⇔ Ψ′
(

KI(True)
)

∧ Ψ′

(

Ψ′
(

KI(True)
)

)

∧ . . .

⇔ GFP X(ȳ).Ψ′

(

KI

(

X(ȳ)
)

)

Q.E.D.

Least fixpoint

LFP X(ȳ).Ψ
(

X(ȳ)
)

⇔ Ψ(False) ∨ Ψ
(

Ψ(False)
)

∨ . . .

Since in LFP X(ȳ).Ψ
(

X(ȳ)
)

, Ψ is required to be positive with respect to
X(ȳ), the above disjuncts grow “truer” to the right - that is, each disjunct
can only be true if the next disjunct is also true. Equivalently, each disjunct
can only be false if the preceding disjunct is also false.

Let

A(ȳ) ≡ the final disjunct of the disjunction

B(ȳ) ≡ the remainder of the disjunction

Assume ¬KI

(

A(ȳ)
)

, that is, there is a model m for KB where

m |= ¬A(ȳ)

Then, by the above

m |= ¬A(ȳ) ∧ ¬B(ȳ) ⇒

⇒ m |= ¬
(

A(ȳ) ∨ B(ȳ)
)

⇒

⇒ ¬KI

(

A(ȳ) ∨ B(ȳ)
)

Reverse the implications:

KI

(

A(ȳ) ∨ B(ȳ)
)

⇒ KI

(

A(ȳ)
)

⇒ KI

(

A(ȳ)
)

∨ KI

(

B(ȳ)
)

The inverse implication is trivial as usual. Thus, KI may be distributed
over the last disjunct and the remainder of the disjunction, and by induction
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(analogically with the GFP case):

KI

(

LFP X(ȳ).Ψ
(

X(ȳ)
)

)

⇔

⇔ KI

(

Ψ(False)
)

∨ KI

(

Ψ
(

Ψ(False)
)

)

. . . ⇔ LFP X(ȳ).Ψ′

(

KI

(

X(ȳ)
)

)

Q.E.D.

Finally, (4.21) is always possible to satisfy if X is only positively repre-
sented in Ψ(X). This can be proved inductively by noting that the transfor-
mation

KI

(

Ψ1(Ψ2)
)

⇔ Ψ′
1

(

KI(Ψ2)
)

can always be performed if the left-hand side is well-defined; whether Ψ1 is
a disjunction, conjunction, fixpoint or quantifier. Any negation can always
be cancelled out against another negation if Ψ1 is positive wrt X. (Only the
Kw-operator might disrupt this; that problem is treated in chapter 6.)



Chapter 5

An Algorithmic Notion of

Knowledge

5.1 Logical omniscience

The problems of generality that arose in chapter 4 are closely related to the
issue of logical omniscience: as long as knowledge is defined using logical
entailment, then the agent is considered to know precisely everything that
is a logical result of its data.5 In particular, it will know all first-order
tautologies. This is a problem for two reasons:

• No tractable, sound and complete algorithm can be constructed to
answer queries of KI knowledge on arbitrary first-order formulas, since
it must, as a special case, be able to prove all first-order tautologies.

• The KI notion of knowledge is inappropriate as a model of an agent’s
knowledge in any case, since no agent in practice will “know” all things
that follow from its data, as the agent also is unable to compute all
tautologies. This limits the usefulness of the definition.

There are many approaches to creating a knowledge semantics that avoids
the problem of logical omniscience. Generally, whatever notion of K is cho-
sen, one wants to preserve the soundness of the semantics with respect to
entailment (in other words, what is known does follow from data):

K
(

Ψ(x̄)
)

⇒ KI

(

Ψ(x̄)
)

⇔ KB ⊢ Ψ(x̄)

5“Logical omniscience” in the sense “knows all consequences of its data” is only one of
several related usages of the term. This one is by [2].

25
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while remaining as close to completeness as is possible. Moreover, if one is
building on some existing knowledge base it is reasonable to try and mirror
its expressiveness.

The following is a proposed semantics for a knowledge operator which
is here named KII . It is intended to be a sound and well-defined — but
incomplete — explicit representation of KI when knowledge is contained by
a KB as described in chapter 4.

5.2 Definitions

KII follows the general syntax for the K-operator, just like KI .

The semantics of KII is defined explicitly and inductively by a collection
of transformational rules which follow.

5.2.1 Rules that are sound and complete wrt KI

The following rules define KII working on atoms:

KII

(

R(x̄)
)

≡ R+(x̄) (5.1)

KII

(

¬R(x̄)
)

≡ R−(x̄) (5.2)

KII

(

∧

♮Ri(x̄)
)

≡
∧

R
♯
i(x̄) (5.3)

KII

(

∨

♮Ri(x̄)
)

≡
∨

R
♯
i(x̄) (5.4)

KII

(

∀y.♮Ri(y)
)

≡ ∀y.R
♯
i(y) (5.5)

KII

(

∃y.♮Ri(y)
)

≡ ∃y.R
♯
i(y) (5.6)

These definitions are equivalent to rules that are valid for KI (see chapter
4) and thus, if taken by themselves, define a partial semantics that is sound
and complete with respect to that of KI .

Furthermore:

KII

(

∧

Ψi(x̄)
)

≡
∧

KII

(

Ψi(x̄)
)

(5.7)

KII

(

∀y.Ψ(x̄, y)
)

≡ ∀y.KII

(

Ψ(x̄, y)
)

(5.8)

These rules are also just as with KI and reasonable intuitively.

KII

(

Φ(x̄) ∨ Ψ(x̄)
)

≡ Φ(x̄) ∨ KII

(

Ψ(x̄)
)

(5.9)
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if Φ is a formula that, by these inductive definitions, is well-defined as either
true or false (including any entirely approximate formula), while Ψ is any
formula.

KII

(

∨

Ψi(x̄)
)

≡
∨

KII

(

Ψi(x̄)
)

(5.10)

provided no two among the Ψi have any opposite atoms. (See (4.17).)

KII

(

∃y.Ψ(x̄, y)
)

≡ ∃y.KII

(

Ψ(x̄, y)
)

(5.11)

provided every atom in Ψ either appears only either positively or negatively,
or contains y.

KII

(

LFP X(ȳ).Ψ
(

X(ȳ)
)

)

≡ LFP X(ȳ).Ψ′

(

KII

(

X(ȳ)
)

)

(5.12)

KII

(

GFP X(ȳ).Ψ
(

X(ȳ)
)

)

≡ GFP X(ȳ).Ψ′

(

KII

(

X(ȳ)
)

)

(5.13)

where Ψ′ is defined by

KII

(

Ψ
(

X(ȳ)
)

)

⇔ Ψ′

(

KII

(

X(ȳ)
)

)

(5.14)

5.2.2 Disjunctions in general

So far everything corresponds to rules that hold for KI . However, obviously
not all cases are covered. Notably, ∃ and ∨ over arbitrary formulas are not
well-defined. (Negation can always be pushed into the formula, unless it’s an
atom, in which case it’s defined above.)

One possible method is to use the following (valid) rule for KI :

∨

KI

(

Ψi(x̄)
)

⇒ KI

(

∨

Ψi(x̄)
)

and make it an equivalence, defining KII over disjunctions in general:

KII

(

∨

Ψi(x̄)
)

≡
∨

KII

(

Ψi(x̄)
)

This is clearly a sound rule wrt the semantics of KI : KII will never be true
unless KI is.
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Still, arguably this makes KII rather weak; it will not “know” even the
simplest tautologies such as P (x̄)∨¬P (x̄). It also fails to “know” some truths
that are not tautologies but nevertheless entailed by the KB, such as
(

P (ā) ∧ Q(ā)
)

∨
(

¬P (ā) ∧ Q(ā)
)

when

KB ⊢ Q+(ā)

(Any approximate tautology is known, though, since KII

(

Φ(x̄)
)

⇔ Φ(x̄)
if Φ is approximate.)

Extending the above definition to cover existential quantifiers, semantics
for KII is attained which is well-defined for general formulas but weak, in
that many truths that are easily proved will not be “known”. In what way
can the above be improved?

5.3 The importance of the algorithm

If the knowledge one intends to represent is that of some underlying system
which has a certain expressiveness, this must be reflected in the knowledge
operator used6.

If there is some subset S of all first-order formulas, for which the agent
uses an algoritm A that, working on any Ψ ∈ S provides a sound and com-
plete (with respect to logical entailment) result:

(

A
(

Ψ(x̄)
)

7→ True
)

⇔KB ⊢ Ψ(x̄)
(

A
(

Ψ(x̄)
)

7→ False
)

⇔KB 6⊢ Ψ(x̄)

(A(Ψ) 7→ Ψ′ denotes an algorithm A working on Ψ, producing Ψ′) — then a
reasonable knowledge operator should be sound and complete wrt entailment
for the formulas in S.

KI is by definition sound and complete wrt entailment for any first-order
formula, and thus would correspond to an algorithm that has the set of all
formulas as S, which means it must be able to prove any tautology (as a spe-
cial case). Because no tractable such algorithm exists [12], and therefore no
intelligent agent can be using it, it can be argued that KI is not a reasonable
definition of knowledge for any actual intelligent agent.

6The algorithm-dependent concept of knowledge has been inspired by [2].
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5.3.1 Representing an “approximate formulas only” al-

gorithm

In the case of the algorithm A consisting of an underlying approximate
knowledge database that only accepts queries in approximate form, S ac-
tually consists only of approximate formulas. By (5.7 – 5.9) KII may be
freely distributed over all operators in such formulas without impairing com-
pleteness. Leaving the semantics of the knowledge operator undefined for
non-approximate formulas is, however, of course undesireable.

If one wishes to include general first-order formulas, the previously pro-
posed definition

KII

(

∨

Ψi(x̄)
)

≡
∨

KII

(

Ψi(x̄)
)

makes KII semantically well-defined for all first-order formulas (as ∃ can be
seen as a disjunction), and thereby for all epistemic formulas also (induc-
tively).

Of course, the knowledge semantics thus defined is not complete with
respect to entailment — still, it is both sound and complete with respect
to the algorithmic knowledge of the agent: for any formula the agent can
process, the KII operator is true iff the agent will actually be able to deduce
that its knowledge entails the formula.

What’s more: the knowledge semantics becomes sound and complete wrt
entailment for not only approximate formulas (that is, S) but for a greater
set of formulas, namely, those formulas for which there are valid reduction
rules for KI (Chapter 4) — specifically, those formulas where all disjunctions
(and existential quantifiers) allow distribution of KI .

5.3.2 Representing more general algorithmic knowl-

edge

If one wishes to further enlarge the set of formulas in S, it might be reasonable
to consider introducing more algorithms; for example, ones that are able to
prove first-order theorems of some limited size or form.

Note, however, that the introduction of new algorithms is to be regarded
as an augmentation of the agent whose knowledge is modeled — the knowl-
edge operator is only affected insofar it needs to be changed to reflect this in-
creased generality. New algorithms allow the agent to know things it couldn’t
before; the KII operator that models the agent’s knowledge should then be
adjusted to mirror this change.
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If, e.g. an algorithm is introduced that can detect that P (x̄) ∨ ¬P (x̄) is
a tautology, and that algorithm added to the general algorithm A that the
agent uses for any given formula, then it is reasonable to say that the agent
“knows” P (x̄) ∨ ¬P (x̄).

Then, it obviously becomes inappropriate to distribute KII over this par-
ticular disjunction, and the “incomplete” rule that was introduced:

KII

(

∨

Ψi(x̄)
)

≡
∨

KII

(

Ψi(x̄)
)

must, to make the semantics well-defined for all formulas, be replaced by
some alternative set of defining rules which take into account that disjunc-
tions now can be known without the disjuncts being known (as well as the
limitations that apply to this knowledge, due to the inevitable limitations of
the algorithm).

As long as the algorithms added are sound (never return truth for non-
entailed formulas), however, none of the basic rules (5.1 – 5.13) will be in-
validated in this manner. This is because they correspond transformations
that are both sound and complete for KI .



Chapter 6

Know Whether

In certain application, notably planning, it is useful to separate the notion of
“knowing” facts or formulas, and that of “knowing whether” they hold. In
planning, specifically, the planner might be in some planning state, where it
wishes to represent that the agent at the corresponding run-time state will
know whether a fact or formula holds — even though in the planning state
it is neither known to hold nor known not to hold.

For example, it may be of use to be able to represent that an agent
“knows whether” it’s raining, even though it neither knows that it’s raining,
nor knows that it’s not raining.

6.1 The standard notion

Bacchus and Petrick have in [4], [5] and [6] introduced an extra database of
explicit “know-whether” atoms, in effect adding another set of IC and EDB

statements:

EDB′ ≡
∧

i=1...n

c̄∈Rw
i

Rw
i (c̄)

IC ′ ≡ ∀x̄.
(

∧

i=1...n

Rw
i (x̄) → K

(

Ri(x̄)
)

∨ K
(

¬Ri(x̄)
)

)

In addition, they assume the obvious notion of “know-whether”:

Kw

(

Ψ(x̄)
)

≡ K
(

Ψ(x̄)
)

∨ K
(

¬Ψ(x̄)
)

But the KI operator is not appropriate in the above; it obviously cannot
reflect the fact that something is “known” without being explicitly known

31
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(i.e. entailed by the planning state KB). Also, the IC will cause problems
with respect to the closure that exists on approximate atomic formulas: when
the left-hand side is true, both right-hand side atoms cannot be minimized
— so which one will be? The behaviour is not well-defined.

Because of this, the proposed definition does not work, at least with KI

as knowledge operator.

What about the explicitly defined KII proposed previously? The fact
is: it, too, cannot be used to represent explicit “know-whether” and remain
sound, as Kw

(

Ψ(x̄)
)

needs to be able to be true even while KB 6⊢ Ψ(x̄) ∧
KB 6⊢ ¬Ψ(x̄), in order to be useful.

As a matter of fact, not only is there no semantics for a K-operator which
is sound while allowing the above; it also cannot be well-defined (even) for
atoms:

R+(x̄) R−(x̄) Rw(x̄) K(R(x̄)) K(¬R(x̄))
T F d/c T F
F T d/c F T
F F F F F
F F T ? ?

Table 6.1: Kw and K

(“d/c” stands for “don’t care” — i.e. the truth value has no importance
in these cases)

What should the ?:s on the fourth row be replaced by, if one wishes
Kw(R(x̄)) to hold for that case? Both cannot be false if K(R(x̄))∨K(¬R(x̄))
is to hold, and both cannot be true (it is not reasonable to assume a semantics
that allows contradictory facts to be known simultaneously), and if one is
allowed to be true and the other false, this means introducing an undesireable
assymetry and losing the intuitive sense of “knowing whether” R(x̄) holds.

I therefore propose an explicit, inductively defined semantics for Kw. This
has the advantages of being possible to implement in a straightforward man-
ner as well as avoiding the introduction of implicit disjunctive knowledge in
the KB. The proposed semantics is designed to correspond in practice to
that in e.g. [5]7.

7Where it is defined only for ground atoms.
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6.2 Definitions

6.2.1 Databases

EDB, IDB and IC are defined as in (4.2) – (4.4). Additionally,

KB ≡ EDB ∧ IDB ∧ IC ∧ WDB (6.1)

where WDB is the “extensional know-whether database”:

WDB ≡
∧

i=1...n

c̄∈Rw
i

Kw

(

Ri(c̄)
)

(6.2)

6.2.2 Semantics for atoms

Kw

(

R(x̄)
)

≡ R+(x̄) ∨ R−(x̄) ∨ Rw(x̄) (6.3)

Kw

(

¬R(x̄)
)

≡ Kw

(

R(x̄)
)

(6.4)

Note that this semantics is equivalent to that produced by the Kw oper-
ator used by Bacchus & Petrick (in relation to the contents of the database;
not in relation to the semantics of K).

6.2.3 Semantics for formulas

For composite formulas, the following definitions are proposed, together with
a brief intuitive explanation why they are reasonable.

Below, φ(x̄) means a formula that — by results from chapter 4 or 5, or
by any other formula of this chapter — always has a well-defined true/false
value; that is, it cannot be “unknown”. Ψ(x̄) is any formula.

Kw

(

¬Ψ(x̄)
)

≡ Kw

(

Ψ(x̄)
)

(6.5)

(Kw is symmetric with regards to negation; in other words, if it is known
whether something holds, it is known whether it doesn’t.)

Kw

(

φ(x̄)
)

≡ True (6.6)

(We wish K
(

Ψ(x̄)
)

∨ K
(

¬Ψ(x̄)
)

⇒ Kw

(

Ψ(x̄)
)

for all Ψ, even though the
reverse isn’t valid. φ(x̄) fulfils this by definition.)
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Kw

(

φ(x̄) ∧ Ψ(x̄)
)

≡ ¬φ(x̄) ∨ Kw

(

Ψ(x̄)
)

(The value of φ(x̄) is known. If φ(x̄) is false, the conjunction is known
to be false, and thus Kw should be true. If φ(x̄) is true, the conjunction
is equivalent to the second conjunct, so Kw of the conjunction should be
equivalent to Kw of the second conjunct.)

Kw

(

φ(x̄) ∨ Ψ(x̄)
)

≡ φ(x̄) ∨ Kw

(

Ψ(x̄)
)

(Similar to the above; if φ(x̄) is true, the disjunction is known to be true and
Kw should be true.)

General conjunction and disjunction

The greatest problem with an intuitive approach to defining Kw comes with
conjunctions and disjunctions in general. Consider the following table:

P (x̄) Q(x̄) P (x̄) ∧ Q(x̄)
1 – – –
2 – + –
3 – w –
4 – u –
5 + + +
6 + w w
7 + u u
8 w w w
9 w u ?
10 u u u

Table 6.2: Kw for conjunction

where “+” denotes a known true value, “–” a known false value, “w” that
the expression is neither known to be true nor known to be false, but that
Kw of the expression is true — and “u” that the truth value of the expression
is entirely unknown.

Line 9 is what causes trouble for intuition, for neither “w” nor “u” is
entirely accurate. If “w” is supposed to mean “the truth value of the ex-
pression is known to the agent at the corresponding run-time state”, then
at that run-time state, the agent will either know that P (x̄) holds, in which



6.2. Definitions 35

case it won’t have information enough to deduce whether the conjunction
holds or not — or it will know that P (x̄) doesn’t hold, in which case it will
have enough information. In other words, it can’t be decided whether Kw

holds for the conjunction or not — the conjunction might be “w”, it might
be “u”.

In the interest of a well-defined semantics for Kw, I therefore propose a
slightly different interpretation of the Kw operator: Rather than “the truth
value of the expression is known to the agent at the corresponding run-time
state”, it’s taken to mean “the truth value of the expression cannot possibly
be unknown to the agent at the corresponding run-time state”.

With this interpretation, the reasonable choice for Kw(P (x̄) ∧ Q(x̄)) on
line 9 above is “u”, not “w”, since there’s a possibility that the agent will not
have enough information at that run-time state to deduce the truth value of
the expression.

The semantics for conjunctions in full generality, then, becomes:

Kw

(

∧

i

Ψi(x̄)
)

≡ K
(

∨

i

¬Ψi(x̄)
)

∨
∧

i

Kw

(

Ψi(x̄)
)

(6.7)

or, in words: If it is known that any of the conjuncts is false, then Kw;
otherwise, if none of the conjuncts can be unknown, then Kw, otherwise
¬Kw.

The definition of Kw over disjunction is analogically

Kw

(

∨

i

Ψi(x̄)
)

≡ K
(

∨

i

Ψi(x̄)
)

∨
∧

i

Kw

(

Ψi(x̄)
)

(6.8)

In words: If it is known that any of the disjuncts is true, then Kw; otherwise,
if none of the disjuncts can be unknown, then Kw, otherwise ¬Kw.
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6.2.4 First-order quantifiers

Universal quantifier

If a finite domain is assumed, then for all x̄:

Kw

(

∀y.Ψ(x̄, y)
)

⇔

⇔Kw

(

∧

y∈D

Ψ(x̄, y)
)

⇔

⇔K
(

∨

y∈D

¬Ψ(x̄, y)
)

∨
∧

y∈D

Kw

(

Ψ(x̄, y)
)

⇔

⇔K
(

∃y.
(

¬Ψ(x̄, y)
)

)

∨ ∀y.Kw

(

Ψ(x̄, y)
)

(6.9)

If the K used distributes over ∨, or all atoms in Ψ contain y or are either only
positively represented or only negatively represented — then this reduces to

∃y.K
(

¬Ψ(x̄, y)
)

∨ ∀y.Kw(Ψ(x̄, y)) (6.10)

Existential quantifier

If a finite domain is assumed, then for all x̄:

Kw

(

∃y.Ψ(x̄, y)
)

⇔

⇔Kw

(

∨

y∈D

Ψ(x̄, y)
)

⇔

⇔K
(

∨

y∈D

Ψ(x̄, y)
)

∨
∧

y∈D

Kw

(

Ψ(x̄, y)
)

⇔

⇔K
(

∃y.
(

Ψ(x̄, y)
)

)

∨ ∀y.Kw

(

Ψ(x̄, y)
)

(6.11)

If the K used distributes over ∨, or all atoms in Ψ contain y or are either only
positively represented or only negatively represented — then this reduces to

∃y.K
(

Ψ(x̄, y)
)

∨ ∀y.Kw(Ψ(x̄, y)) (6.12)

Fixpoints

No semantics has been defined for Kw working on fixpoints, because of the
complexities that result from the semantics chosen for Kw over conjunctions
and disjunctions. Specifically, the Kw operator can not in general be pushed
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into the fixpoint body to produce a formula where Kw is working on every
instance of the fixpoint relation. This is because of the chosen semantics for
disjunctions and conjunctions, where some disjuncts and conjuncts end up
with only K working on them.

Thus the inductive approach used for K — see (4.19) and its proof —
fails for Kw.

Furthermore, any Kw operators inside a fixpoint formula body also dis-
rupt the above-mentioned inductive approach.

6.3 An attempt at a non-inductive definition

The previous section contains an inductive and explicit definition of Kw.
This makes it easy to implement in a straightforward manner; however, an
attempt to provide an interpretation of the operator that has a more intuitive
definition is desirable.

It was said above that Kw is intended to mirror the concept “It is not
possible that the agent at run time will be unfamiliar with the truth value
of the expression”. One possible formalization of this is to say that

Kw

(

Ψ(x̄)
)

⇔ ∀J.
(

KJ
(

Ψ(x̄)
)

∨ KJ
(

¬Ψ(x̄)
)

)

(6.13)

where J denotes an assignment of EDB facts for all atoms that are in WDB

(“explicitly known whether”) but not otherwise entailed by KB; that is:

For all i ∈ {1 . . . n}:

c̄ ∈ Rw
i ⇒ c̄ ∈ J(R+

i ) ∪ J(R−
i )

and KJ is the K operator that is the result of adding these assignments to
the current KB (whether K is KI or KII).

In other words: The agent “knows whether” an expression holds, iff for
all possible knowledges the agent might hold at the corresponding run-time
state, it would have knowledge of the expression — true or false.

How well does this notion match the one proposed previously? Well, as
it turns out, pretty well, but not perfectly.
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6.3.1 Simple formulas

It is easy to see that the defined semantics fulfils (6.13) for atoms:

Kw

(

R(x̄)
)

⇔ R+(x̄) ∨ R−(x̄) ∨ Rw(x̄) ⇔

⇔R+(x̄) ∨ R−(x̄) ∨ ∀J.
(

KJ
(

R(x̄)
)

∨ KJ
(

¬R(x̄)
)

)

⇔

⇔∀J.
(

KJ
(

R(x̄)
)

∨ KJ
(

¬R(x̄)
)

)

Symmetry for negation is obvious:

Kw

(

¬Ψ(x̄)
)

⇔

⇔∀J.
(

K
(

¬Ψ(x̄)
)

∨ K
(

¬¬Ψ(x̄)
)

)

⇔

⇔Kw

(

Ψ(x̄)
)

6.3.2 Conjunction

We’d like to know if it is possible to reconcile

Kw

(

Ψ(x̄)
)

⇔ ∀J.
(

KJ
(

Ψ(x̄)
)

∨ KJ
(

¬Ψ(x̄)
)

)

(6.14)

with
Kw

(

∧

i

Ψi(x̄)
)

≡ K
(

∨

i

¬Ψi(x̄)
)

∨
∧

i

Kw

(

Ψi(x̄)
)

(6.15)

Firstly, the right-to-left direction of (6.15):

K
(

∨

i

¬Ψi(x̄)
)

∨
∧

i

∀J.
(

KJ
(

Ψi(x̄)
)

∨ KJ
(

¬Ψi(x̄)
)

)

⇒

⇒∀J.

(

KJ
(

∧

i

Ψi(x̄)
)

∨ KJ
(

¬
∧

i

Ψi(x̄)
)

) (6.16)
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Proof:

Assume right-hand side is false:

¬∀J.

(

KJ
(

∧

i

Ψi(x̄)
)

∨ KJ
(

¬
∧

i

Ψi(x̄)
)

)

⇔

⇔∃J.

(

¬KJ
(

∧

i

Ψi(x̄)
)

∧ ¬KJ
(

¬
∧

i

Ψi(x̄)
)

)

⇔

⇔∃J.

(

¬
∧

i

KJ
(

Ψi(x̄)
)

∧ ¬KJ
(

∨

i

¬Ψi(x̄)
)

)

which contradicts the left-hand side:

K
(

∨

i

¬Ψi(x̄)
)

∨
∧

i

∀J.
(

KJ
(

Ψi(x̄)
)

∨ KJ
(

¬Ψi(x̄)
)

)

⇔

⇔K
(

∨

i

¬Ψi(x̄)
)

∨ ∀J.
∧

i

(

KJ
(

Ψi(x̄)
)

∨ KJ
(

¬Ψi(x̄)
)

)

since firstly,

∃J.

(

¬KJ
(

∨

i

¬Ψi(x̄)
)

)

⇒ ¬K
(

∨

i

¬Ψi(x̄)
)

(KJ always “knows” strictly more formulas than K).

and secondly,

∃J.

(

¬
∧

i

KJ
(

Ψi(x̄)
)

∧ ¬
∨

i

KJ
(

¬Ψi(x̄)
)

)

⇒

⇒¬∀J.
∧

i

(

KJ
(

Ψi(x̄)
)

∨ KJ
(

¬Ψi(x̄)
)

)

Q.E.D.

(6.17)

Thus, Kw is sound with respect to this interpretation: Whenever Kw

holds for a formula, the agent can be sure that it will hold enough information



40 Know Whether

in the corresponding run-time state to deduce the truth value of the formula.

However, the left-to-right direction of (6.15) can’t be reconciled with
(6.14) in general. This is illustrated by the following example:

Kw

(

P (x) ∧
(

P (x) ∨ Q(x)
)

)

Consider the case when Kw(P (a)) and there are no other facts. Then there
are two Js: P+(a) and P−(a). Then,

KJ
(

P (a) ∧
(

P (a) ∨ Q(a)
)

)

is satisfied when P+(a), and

KJ¬
(

P (a) ∧
(

P (a) ∨ Q(a)
)

)

is satisfied when P−(a). Still, the inductive definition gives

K
(

¬P (a) ∧ ¬
(

P (a) ∨ Q(a)
)

)

∨
(

Kw

(

P (a)
)

∧ Kw

(

P (a) ∨ Q(a)
)

)

which is false in this scenario.

The core of the problem is, as can be gleaned from the above example,
that it cannot be assumed that the truth values of conjuncts are affected
independently by the assignments J .

A more accurate, but less useful, interpretation of Kw might be “for any
assignment of positive or negative knowledge to the conjuncts directly (not
atoms), the agent will at run-time either know that the conjunction is true, or
know that it is false”. This interpretation is, however, both weaker and more
unintuitive. The stronger one discussed above is likely to be more interesting
in terms of planning, even though Kw is only sound, not complete, with
respect to it.

6.3.3 Disjunction

The above results are immediately applicable to disjunctions as well, if it is
noted that:

Kw

(

∨

i

Ψi(x̄)
)

⇔ Kw

(

¬
∧

i

¬Ψi(x̄)
)

⇔ Kw

(

∧

i

¬Ψi(x̄)
)

(6.18)

which allows us to treat the formula using the above results.
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6.3.4 First-order quantifiers

Since for finite domains ∃ and ∀ may be equivalently represented using dis-
junction and conjunction, respectively, the proposed Kw semantics over these
is consistent with the non-inductive interpretation to the same extent that
disjunction and conjunction are (i.e. sound).

6.4 A simple example

Here follows a very simple example to illustrate the main idea of usage for
the Kw operator in planning.

Suppose an intelligent agent is searching for a set of n different items,
Ik, k ∈ {1 . . . n} in m different locations: Lk, k ∈ {1 . . . m}. A planning
algorithm is trying to create a plan that will allow the agent to determine
which items are present and which are not. The planner has access to m

different actions, namely, searching in each location. Each of the actions will
reveal the presence or absence of each item Ik in that location.

Postulate a relation In(x, y), where x is an item and y a location, repre-
senting that item x is in location y.

6.4.1 Conditional planning without Kw

A conditional planner, not using Kw, might go about it like this:

1. Branch on possible actions, choosing one location to search: L.

2. Branch on possible outcomes of this action, choosing which objects are
found at L, adding either In+(x, L) or In−(x, L) for every item x to
the planning state knowledge base.

3. If ∀x.
(

K
(

∃y.In(x, y)
)

∨ K
(

¬∃y.In(x, y)
)

)

(that is, all objects are ei-

ther known to be in some location or known to be in none of the
locations), then this is a goal state.

4. Otherwise, repeat from step 1.

Note that the equation in step 3 reduces to

∀x.
(

∃y.In+(x, y) ∨ ∀y.In−(x, y)
)



42 Know Whether

Now, the total branching factor8 for the above algorithm is m · 2n. The
maximum recursion depth will obviously be equal to m, since in the worst
case the agent will have to look in all locations to reach the goal.

6.4.2 Planning with Kw

The following algorithm using Kw could be used to accomplish the task:

1. Branch on possible actions, choosing one location to search: L.

2. For all items x, add Kw

(

In(x, L)
)

to the planning state knowledge
base.

3. If ∀x.Kw

(

∃y.
(

In(x, y)
)

)

(that is, for all objects it is “known whether”

they are in some location), then this is a goal state.

4. Otherwise, repeat from step 1.

Note that the equation in step 3 reduces to

∀x.
(

∃y.In+(x, y) ∨ ∀y.Kw

(

In(x, y)
)

)

Here, the branching factor is simply m and the maximum recursive depth
is also m (in fact, the recursive depth is always m).

6.4.3 Comparisons

Even though the performance of the algorithms proposed above depends on
the search method adopted, the difference in branching factors indicates that
the Kw version is more efficient in this case. Its response to increasing n is
particularily advantageous.

It should be noted, though, that the number of “possible actions” de-
creases with recursion depth for both algorithms, and that “possible assign-
ments” for the first algorithm also decreases if the planner is clever enough
to ignore distinctions that do not affect the goal formula — however, at any
given depth, the branching factor of the Kw algorithm remains strictly the
smaller.

8The maximum number of directly subordinate recursive calls for any recursive call.
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It’s important to stress that since the semantics for Kw is not complete
wrt (6.13), there will be cases when algorithms dependent upon Kw will
fail to find goal states that the other type of conditional planning algorithm
finds. In this example, the Kw algorithm does not find any goal state until
it’s planned searching all locations. Still, there is no plan more efficient than
the one it finds — if the agent re-plans at each run-time step to account for
items found (otherwise it will keep searching even after it’s actually found
all items).

But in other cases, this algorithm might fail to find any goal state what-
soever, when in fact there is one. This can be attributed to the non-
completeness of Kw with respect to (6.13).

Therefore, an algorithm using Kw cannot be regarded as a perfect sub-
stitute for ordinary conditional planning9 but it is likely to prove a useful
complement, especially in some cases where conditional planning itself is
intractable.

9However, it is possible to create algorithms that, when unable to find goal states,
may go over to conditional planning by branching on formulas where Kw holds; such an
algorithm would find all goal states and be potentially far more efficient than flat-out
conditional planning.
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Implementation

7.1 Design

The theory presented in the preceding chapters has been implemented us-
ing Java10, and designed to work “on top” of an existing RKDB (rough
knowledge database), see [11]. This implementation, the “epistemic man-
ager”, is intended to work by reducing formulas/queries on an epistemic
form, using the theory — with different modes to represent different possible
semantics for K — and producing an equivalent query or queries on a non-
epistemic form (using the approximate language) that may be passed on to
the database.

7.1.1 Foundations of the epistemic manager

The epistemic manager builds upon a basic framework provided by Mar-
tin Magnusson [11]. This framework includes a class hierarchy for logical
formulas, the necessary constructors and other basic functionality for these
formulas, as well as a parser that may be used to convert a string into the
internal object-based representation of the formula. The reverse is also pos-
sible, creating a text string from the internal representation.

10For an introduction to the Java programming language, and some concepts that are
mentioned in passing in this chapter, refer to e.g. [13].

44
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7.1.2 The role of the epistemic manager

The epistemic manager is called by an outside module, such as a user directly,
or a GUI that puts together queries as specified by a user, or a planning
module that needs epistemic functionality to compute a plan. See figure 7.1.

The output of the epistemic manager is then intended to be posed as
a query to an instance of an approximate knowledge database such as the
RKDB implemented by Magnusson, or in principle any database conforming
to the constraints put forth in chapter 3.

Since the epistemic manager does not yet call the database by itself, the
responsibility of forwarding the processed query to the database falls on the
caller. The only guarantee of the epistemic manager is that it eliminates any
and all epistemic operators that prevent the database query mechanism from
functioning; the query might still be invalid with regard to the RKDB for a
number of reasons — for example, if the original formula was entirely crisp,
without any epistemic operators at all.

RKDB

Epistemic
manager

User
or

planning
software

or
GUI

-
¾

-
¾

Epistemic query

Approximate query

Approximate formula

Query result
(substitution)

-

Figure 7.1: Epistemic manager in use

7.1.3 Limitations of the design

During implementation, certain design choices have been made that are not
specifically required by the theory, but either facilitate calculations, or were
necessary due to time constraints. Possible suggestions for changes are to be
found in chapter 9.
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• Kw is not allowed to work directly on a fixpoint formula. The theory
of this situation has not been explored. The code throws an exception
if this is encountered.

• The epistemic manager does not call the database by itself; this must
be done by the calling module.

• The algorithm performs unneccessarily many recursions whenever K

occurs together with negation (doubling them in the worst case).

• The auxiliary functions perform redundant calculations in many cases.

7.2 Complexity

In order to analyze the time complexity of the main recursive function, it
can first be noted that each call either returns, or recurses once over each
subformula of the current formula, except for these cases:

• . . . K(¬ . . . — here there is first a full tree recursion done over the ¬
and then over the K, effectively doubling the calls (though not the
recursive depth).

• KI working on ∨ — here, the functions isTwoValued and hasOpposite-

Atoms come into play. If these give favorable results, the effect is again
one recursive call per disjunct.

• KI working on ∃ — here, again isTwoValued and hasOppositeAtoms

are called. Favorable outcome results in a single extra recursive step.

• Kw — once more isTwoValued is used. For conjunctive/disjunctive
subformulas, one new disjunction and one new conjunction are created
and recursed over, resulting in calls corresponding to twice the number
of original conjuncts/disjuncts. Quantifiers result in two extra calls.

isTwoValued is called at most once per operator or simple formula.

hasOppositeAtoms uses the auxiliary functions getPositiveAtoms and get-

NegativeAtoms, whose complexity is simply the size of the formula. It then
performs a one-on-one comparison over the sets of positive and negative
atoms, respectively.

auxSimplifyEpistemicFormula: Worst-case recursion depth is limited by
the size of the formula (N). Worst-case number of calls for any operator is
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limited by 2N , since each other operator may cause at most two recursions
that include this one. That means worst-case number of calls for the entire
formula is O(N2) — that is, limited by some polynomial of order 2. Time
complexity is the same, since no iteration is present in the function.

isTwoValued : Worst-case recursion depth is limited by N . Worst-case
number of recursive calls is limited by the size of the formula recursed over,
which is limited by N ; worst-case number of calls by auxSimplifyEpistemic-

Formula is limited by N2. Thus, worst-case number of calls in total is O(N3).
Time complexity is the same, since no iteration is present in the function.

hasOppositeAtoms : Comparison of atoms has a time complexity of the
number of atoms squared. Worst-case number of calls by auxSimplifyEpis-

temicFormula is O(N2). Thus, worst-case time complexity is O(N4).

In other words, time complexity for the entire algorithm is O(N4), that
is, polynomial in the size of the formula. Size complexity is simply O(N).

Clearly, hasOppositeAtoms will dominate time complexity in the worst
case. As it is only used when the KI semantics is evaluated, the choice of
semantics has a qualitative impact on complexity. This is only to be expected,
since full generality wrt KI is in fact intractable[12].

7.3 Algorithm

Outside access to the epistemic manager is through the function simplifyEpis-

temicFormula, which takes as argument the formula to be processed and the
mode — that is, which semantics is desired for K: KI or KII . The function
returns the processed formula with epistemic operators eliminated (with the
exception of Kw in front of atoms). It may also throw an exception to indi-
cate either that the formula was illegal, or that it cannot be processed using
the selected semantics. simplifyEpistemicFormula mainly initializes and calls
auxSimplifyFormula for the topmost operator.

The greater part of the work of the epistemic manager is done in the
auxSimplifyFormula function, which is recursive and returns the processed
version of the argument formula:

If formula is a negation,

push it into its subformula as per usual first-order rules

(including changing the approximations of approximate

atoms), except when the subformula is a K or Kw,

in which case the subformula must first be processed.
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If a Kw is working directly on an atom, however, the

negation is allowed to remain as-is (it constitutes a

special case, since there is no other way to denote the

complement to Kw the way there is for K on atomic

formulas.)

An exception is thrown if the subformula is Kw and

we are inside a fixpoint body (not allowed).

If formula is any simple formula,

it is returned as-is.

If formula is a B-operator,

it is simply re-interpreted as ‘‘not K not" and

recursed over.

If formula is a conjunction or disjunction,

recursion is performed over each conjunct/disjunct.

If formula is an implication,

it is re-interpreted as a disjunction and recursed

over as per above.

If formula is a first-order quantifier or fixpoint

formula,

recursion is performed over the body.

If formula is a K,

if subformula is a crisp atomic formula,

return corresponding lower approximation.

if subformula is a negation working on a crisp

atomic formula,

return corresponding lower negative approximation,

unless the atom is a fixpoint variable,

in which case K is removed and the atom

returned as-is.

if subformula is a negation working on Kw which

in turn is working on a crisp atomic formula,

just remove this K and return the result

(unless the atom is a fixpoint variable,
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which constitutes an error).

if subformula is any other negation,

recurse over subformula first, then

re-try processing this K.

if subformula is a K, Kw or B operator,

simply remove this K and recurse over

subformula.

if subformula is a conjunction,

distribute K over conjuncts and recurse over each.

if subformula is a universal quantifier,

move K into body and recurse.

if subformula is a disjunction,

if call mode indicates the semantics to be

used corresponds to K_I,

if any disjuncts are two-valued,

remove these from the disjunction under K

and place them in a new disjunction which

includes the remainder of the disjuncts,

still under K, and then recurse over

that K.

if no disjuncts are two-valued,

check for occurence of common atoms of

opposite signs; any disjunct thus

independent of the others can have K

distributed over it.

if no disjunct is either two-valued or

independent of the others,

distribution is impossible;

throw an exception.

if call mode indicates the semantics to be

used corresponds to K_II,

distribute K over disjunction regardless
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if subformula is an existential quantifier,

if call mode indicates the semantics to be

used corresponds to K_I,

if body is two-valued,

move K into body and recurse.

if body contains no atoms both positively

and negatively,

move K into body and recurse.

if neither of the above applies,

throw an exception

if call mode indicates the semantics to be

used corresponds to K_II,

move K into body regardless.

if subformula is a least or greatest fixpoint,

call auxSimplifyEpistemicFormula for the

body of the fixpoint, with the fixpoint

variable as argument. Return a new fixpoint

with the result of this call as new body.

if formula is a Kw-operator,

if we are inside a fixpoint body,

throw an exeption (not allowed).

if subformula is a negation,

simply remove negation and retry.

if subformula is two-valued,

recurse over subformula; if result is defined

(no exception),

return True

if subformula is an atomic formula,

if atomic formula is one of the active

fixpoint variables,

return True.

otherwise,

return formula as-is (it is queryable



7.3. Algorithm 51

as a special case).

if subformula is a conjunction,

create a new disjunction according to

definition: one disjunct representing

known falsehood of conjunction, the

other that every conjunct is ‘‘known-whether"

(as described by the theory);

recurse over disjuncts and return disjunction.

if subformula is a disjunction,

create a new disjunction according to

definition: one disjunct representing known

truth of disjunction, the other that every

disjunct is ‘‘known-whether"

(as described by the theory);

recurse over disjuncts and return disjunction.

if subformula is an implication,

transform into disjunction and retry.

if subformula is a universal or existential

quantifier,

create a new disjunction according to

definition: one disjunct representing

known falsehood/truth(respectively) of

quantifier, the other that body for

every interpretation of the variable is

‘‘known-whether" (as described by the

theory); recurse over disjuncts and

return disjunction.

if subformula is any simple formula other than

atomic formulas (i.e. a logical constant

or an equality/inequality),

return True.

if subformula is a fixpoint formula, throw

an exception (Not allowed)

The auxiliary function isTwoValued checks a formula to see whether it is
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on a form that guarantees it to be either known true or known false. It is
recursive and returns True or False as follows:

if formula is a negation,

it is two-valued iff its subformula is.

if formula is an atomic formula,

it is two-valued iff it is approximated.

if formula is a K, Kw or B operator,

it is two-valued.

if formula is a conjunction, disjunction or

implication,

it is two-valued iff all of its constituents are.

if formula is a first-order quantifier,

it is two-valued iff its body is.

if formula is True or False or an equality

or inequality,

it is two-valued.

Finally, the auxiliary function containsOppositeAtoms checks two formu-
las for occurences of conflicting atomic formulas; that is, the same atom
occuring positively in one formula while occuring negatively in the other.

First, for each argument,

get all positively occuring atomic formulas

and all negatively occuring atomic formulas.

Then, for each pair of positive atoms from the

first argument

and for each negative atom from the second

argument,

compare names.

if name is the same,

compare each term.

If no constant term has a counterpart

that’s a different constant term,

the atoms are ‘‘the same"; return true.



7.3. Algorithm 53

Repeat for negative atoms from the first and

positive from the second argument.

If no identical atoms are found,

return false.



Chapter 8

Examples

8.1 A simple case study

Here follows an example of how the epistemic manager might be utilized in
practice. The inspiration for the scenario is the WITAS UAV project, though
it might not be immediately applicable.

8.1.1 Scenario

Imagine an intelligent agent in the form of an unmanned aerial vehicle pro-
grammed for traffic monitoring. It has a camera and is equipped with image
processing software that allows it to pick out and classify objects it sees, such
as cars and sections of road, etc.

Furthermore, the UAV implements deliberative AI, in order to allow it to
plan its actions for information gathering according to its mission. Assume
its high-level knowledge is stored in an approximate relational database that
conforms to the definitions in chapter 4.

As part of its traffic monitoring mission, the UAV uses the following
logical theory, provided to it by its designers, describing the property of
breaking the traffic rules:

Illegal(c) ≡ IllegalSpeed(c) ∨ IllegallyParked(c) ∨ IllegallyStopped(c)
(8.1)

where c represents an object, e.g. a car, that exists in the UAV’s database.

A car is parked illegally if it is parked and it is in a no-parking zone:

IllegallyParked(c) ≡ Parked(c) ∧ ∃z.
(

In(c, z) ∧ NoParking(z)
)

(8.2)
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where In(c, z) signifies that car c is inside the zone z, and NoParking(z)
that z is a no parking-zone.

A car is stopped illegally if it is stopped, and it is in a no stopping-zone,
and it is not forced to stop because it’s behind another stopped car (though,
parking in a no stopping-zone is wrong even in this case):

IllegallyStopped(c) ≡ Stopped(c) ∧ ∃z.
(

In(c, z) ∧ NoStopping(z)
)

∧

∧
(

Parked(c) ∨ ¬∃c2.
(

InFrontOf(c2, c) ∧ Stopped(c2)
)

) (8.3)

where NoStopping(z) signifies that z is a no stopping-zone, and InFront-
Of(c2, c) that car c2 is just in front of car c.

8.1.2 Epistemic transformations

Positive

Straightforward and intuitive as the above theory is, it cannot be readily used
in conjunction with an approximate relational database; neither for queries
nor for deductive rules into IDB. For this purpose, KI can be utilized11:

KI

(

Illegal(c)
)

⇔KI

(

IllegalSpeed(c)
)

∨

∨ KI

(

IllegallyParked(c)
)

∨ KI

(

IllegallyStopped(c)
)

⇔

⇔IllegalSpeed+(c)∨

∨ IllegallyParked+(c) ∨ IllegallyStopped+(c)

The above holds if the three right-hand formulas are considered to be atomic,
using distribution over conjunction of atoms (4.9) and KI working on atoms
(4.6).

Since there are explicit definitions for the two latter disjuncts, it is also
appropriate to examine K working on these:

KI

(

IllegallyParked(c)
)

⇔Parked+(c)∧

∧ ∃z.
(

In+(c, z) ∧ NoParking+(z)
) (8.4)

11All results for KI in this section are equivalent to those for KII



56 Examples

by using the rule for moving KI into universal quantifier (4.15).

KI

(

IllegallyStopped(c)
)

⇔Stopped+(c)∧

∧ ∃z.
(

In+(c, z) ∧ NoParking+(z)
)

∧

∧
(

∀c2.
(

InFrontOf−(c2, c) ∨ Stopped−(c)
)

∨

∨ Parked+(c)
)

(8.5)

by using the rule for moving KI into existential quantifier (4.18) and KI

working on negation of atoms (4.7).

The above is usable in two ways:

1. The expressions provided in (8.4) and (8.5) are put in the IDB as rules
used to deduce truth for the approximate atoms IllegallyParked+ and
IllegallyStopped+

2. Alternatively, (8.4) and (8.5) are used directly in (8.1), to produce an
immediately queryable definition of Illegal.

The difference between the two above usages is that (1) creates two new
relations in the database, for which one might then add direct facts to the
EDB; thus, only the right-to-left direction of (8.4) and (8.5) is preserved in
this case. In contrast, (2) preserves these equivalences.

Also, in order to use (2), the rule for KI over disjunction of atoms cannot
be used in (8.1) (since the two last disjuncts are not atomic any more).
KI over general disjunction (4.17) must be used, noting that no atoms of
the disjuncts are opposite (Parked occurs in both but is only positively
represented; Stopped occurs positively and negatively but only in one of the
formulas).

Negative knowledge

Whether what is desired is to provide approximate rules for IDB, or to
construct a complex approximate query, the negative knowledge of Illegal

will also be of interest:

KI

(

¬Illegal(c)
)

⇔ IllegalSpeed−(c)∧

∧ KI

(

¬IllegallyParked(c)
)

∧ KI

(

¬IllegallyStopped(c)
)
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by the general rules for negation (4.13) (and subsequently, distribution over
conjunction). Then:

KI

(

¬IllegallyParked(c)
)

⇔∀z.
(

In−(c, z) ∨ NoParking−(z)
)

∨

∨ Parked−(c)

and,

KI

(

¬IllegallyStopped(c)
)

⇔

⇔∀z.
(

In−(c, z) ∨ NoStopping−(z)
)

∨

∨
(

∃c2.
(

InFrontOf+(c2, c) ∧ Stopped+(c2)
)

∧ Parked−(c)
)

∨

∨ Stopped−(c)

With the help of these transformations, it is possible to query the database
for both KI

(

Illegal(c)
)

and KI

(

¬Illegal(c)
)

.

8.1.3 Kw on Illegal

Say the UAV is trying to construct a plan for its information gathering, and
is considering some course of action during this planning. Since it is trying to
acquire information on the adherence of drivers to the traffic rules, its goal is
to be sure if a car is behaving correctly or if it isn’t. Kw, working on Illegal,
helps the UAV to decide whether its current plan will allow it to be sure of
this.

Probably, the UAV only has access to actions that provide knowledge
on a basic level, such as object position and speed — abstract-level knowl-
edge like IllegallyParked will be up to the KB to provide from lower-level
information.

The UAV will thus want to know if it “knows whether” a car is breaking
the rules:

Kw

(

Illegal(c)
)

⇔KI

(

Illegal(c)
)

∨ KI

(

¬Illegal(c)
)

∨

∨ Kw

(

IllegalSpeed(c)
)

∧ Kw

(

IllegallyParked(c)
)

∧

∧ Kw(IllegallyStopped(c)
)

by the definition of Kw over disjunction (6.8).
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Kw

(

IllegalSpeed(c)
)

is queryable as it is, but for the other formulas
further reduction is necessary:

Kw

(

IllegallyParked(c)
)

⇔ Parked−(c)∨

∨ ∀z.
(

In−(c, z) ∨ NoParking−(z)
)

∨ Kw

(

Parked(c)
)

∧

∧

(

∃z.
(

In+(c, z) ∧ NoParking+(z)
)

∨

∨ ∀z.
(

In−(c, z) ∨ NoParking−(z) ∨ Kw

(

In(c, z)
)

∧ Kw

(

NoParking(z)
)

)

)

Here, Kw is first distributed over disjunction, then over ∃ (6.12), and finally
over conjunction (6.7).

(It is apparent that formulas can grow quite a bit when Kw is used.)

In this manner, a query can be constructed which allows the planner to
tell whether it has, in fact, reached a state where it can judge c’s adherence
to the rules, without using conditional branching on all actions. (As noted
in chapter 6, it is not perfect in the sense that it’s complete, but nevertheless
useful and sound.)
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Conclusions

9.1 Summary of results

The following outlines the main accomplishments of this thesis:

• An abstract, first-order logic representation of an approximate rela-
tional database was proposed, using approximate relations and sepa-
rating knowledge into deductive “layers”: EDB, IDB and IC.

• A semantics for a knowledge operator (KI) for approximate relational
databases defined by logical entailment was developed and explored.
Complete and sound rules for reducing epistemic formulas based on this
operator were presented. Limitations to this approach were outlined,
including the problem of logical omniscience.

• A semantics for a knowledge operator (KII) defined by algorithmic com-
putability was proposed and defined through inductive rules. Its corre-
spondence to the KI operator, including soundness with respect to it,
was explored. The dependency of the semantics on the expressiveness
of the agent’s deductive algorithm was pointed out.

• A semantics for a “know-whether” operator (Kw) was proposed and
defined via inductive rules and the introduction of an extra component
to the database. A non-inductive interpretation was proposed and Kw

proven sound with respect to it.

• An implementation of the three proposed operators’ semantics was
completed and integrated with an existing approximate database.
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9.2 Shortcomings of this thesis

This paper is characterized by a broad and basic approach, rather than a
specialized and application-oriented one. Therefore it is only natural that it
comes short of its purposes in several areas.

• The application of the epistemic manager has been limited to ordinary
function testing. No complex or integrated scenarios have been used
to evaluate function or efficiency. Of course, the design is meant to
be used with large, complex formulas and there should be nothing
preventing such usage; however, more testing of the implementation
would be prudent.

• The KI semantics has likely not been explored to its fullest extent, even
within the limits of the approximate database context. Most likely,
there exist (tractable) methods that allow a greater subset of formulas
to be safely distributed over disjunction, for example.

• Terms that are functions have not been treated at all (although this is
the usual case when discussing databases).

• The proposed algorithmic knowledge concept, where semantics depends
on expressiveness of the agent’s deductive algorithms, has not been
implemented.

• The non-inductive interpretation of the chosen Kw semantics is not
satisfactorily generally applicable. Also, the instances where it is ap-
plicable have not been isolated.

• Kw is not fully defined when used in conjunction with fixpoint formulas.

• There was a prospective “believe-whether” Bw operator which could
not be reconciled with existing theory and had to be dropped.

• The algorithm as implemented, though polynomial in formula size,
leaves much to be desired in efficiency; improving it should not be
difficult.

• No attempt has been made to provide a semantics with respect to LCW
(Local closed world), which the underlying database supports (see [11]
and [10]).
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9.3 Possible improvements to this thesis

Given enough time, I feel the following points might be ironed out to improve
quality and generality of the work:

• Testing of concepts and extant algorithm might be carried out using
more elaborate and above all application-based scenarios.

• More general classes of formulas over which KI may be correctly dis-
tributed might be identified, reducing the class of formulas for which
the algorithm now throws exceptions.

• Function terms might be included in the theory and the implementa-
tion. There is no apparent reason why they could not easily be included
in the theory as it stands; however, time has not allowed such an at-
tempt.

• A mechanism might be implemented by which arbitrary algorithms
might be passed to the epistemic manager, in order to process formulas
for which the semantics of KII is not complete.

• Other interpretations than the proposed “for any assignment of facts to
Kw-quantified atoms, the formula will be either known true or known
false” one might be tried, in order to find one that corresponds to the
explicit semantics used herein. Alternatively, the semantics used might
be adjusted to more strictly correspond to the above interpretation.
Either way, it would be useful to examine precisely when the interpre-
tations coincide.

• There should be a consistent way of defining the semantics of Kw work-
ing on a fixpoint formula. Possibly something similar to the argument
by which Kw is defined inside fixpoint bodies might prove adequate.

• Further investigation might find a strict interpretation of “believe-whet-
her”, Bw, that would enable its use as a complement to Kw in e.g.
planning.

• It is conceivable that the present theory and implementation might
be easily adapted for use in conjunction with LCW. However, some
thought certainly needs to go into such an attempt.

• The algorithms as they stand might be improved in a number of ways.
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Notably, the duplicate recursion over subtress that results from consec-
utive K and ¬-operators might be eliminated through use of qualifying
function arguments (such as a “formula in the negative”-argument).

Also, the detection of opposite atoms that is performed during KI-
mode processing of epistemic formulas is potentially done many times,
redundantly. With some cost in space, tree structures might be built up
initially to store subordinate sets of atoms for this purpose. Moreover
this process might be optimized by actively selecting which branches
to test first, depending on size and number of atoms.

9.4 Recommended use of this thesis

9.4.1 Evaluation of epistemic formulas

The ability of transforming an epistemic formula into one merely using ap-
proximate (and crisp) relations provides a useful abstraction tool in knowl-
edge modelling for an agent using this type of knowledge base. It enables
researchers to see what a given, abstract knowledge structure will look like to
the approximate database, and whether the knowledge can be soundly (and
optionally, completely) gleaned by the agent using an approximate query.

9.4.2 Planning

In planning for intelligent agents, planning for acquisition of knowledge is a
big part. In [5], Bacchus &al propose the use of a “know-whether” database
where atoms are stored that the agent will have knowledge of at the planned
point in time.

Herein I have attempted to widen this concept to enable the agent to de-
duce similar “run-time corresponding knowledge” for more complex formulas.
The suggested use remains the same, however:

“Know-whethers” are used by the planner as a basis for deciding to per-
form conditional branching, and for planning in order to reach a state where
such branching might be correctly performed. The theory points out that if
“know-whether” is true for a formula, then with certainty the agent will have
enough information at the modelled point in time to make the appropriate
choice between the two conditional (plan-time) branches.
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Still, since the Kw semantics, though sound, is not shown to be com-
plete wrt the proposed interpretation, care needs to be taken that absence
of “know-whether” does not necessarily mean the agent will not possess the
necessary knowledge at run-time — it is possible to miss some plans in this
manner.

9.5 Areas of further study

9.5.1 Use in rough set theory

Though this paper is based on the concept of approximate relations, it does
not enter into the domain of rough set theory. It does not postulate any
elementary sets or elementary descriptors, using wholly logic-based — rather
than set-based — definitions and arguments.

Relating this work to rough set theory proper might yield some interesting
results. An important issue would be how to combine the elementary set view
on approximations with the underlying database, and how the limitations of
the latter are to be represented in the former.

9.5.2 Use with LCW

The study of knowledge representation using LCW and contextual closure
provides a powerful augmentation of the extensional and intensional databa-
ses that form the basis for the knowledge base used in this paper. Merging
that theory with the kind of epistemic reduction process presented herein
should provide interesting possibilities, considering for example the similar-
ities between Kw and LCW in that they facilitate hypothetical knowledge
modelling (in a sense, Kw is for plan-time what LCW is for run-time). Also,
since the approximate database the epistemic manager has been implemented
on supports LCW, this field is a natural next step.

9.5.3 Note on generality of the implementation

The system as designed builds heavily on the foundation provided by the
rough knowledge database system designed by Martin Magnusson at AIICS,
and is indeed intended to function as an additional layer on top of that
system. However, the core algorithm should prove portable and modular
enough to be used with other systems.
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Appendix A

Proofs

Knowledge of negation of atoms

∀x̄, i.
(

KI

(

¬Ri(x̄)
)

⇔ R−
i (x̄)

)

Fix x̄ by assuming an arbitrary valuation s, and let i ∈ {1 . . . n} be
arbitrary.

The closure on R−
i (x̄) assures that either KB ⊢ R−

i (x̄) or KB ⊢ ¬R−
i (x̄).

In other words, R−
i (x̄) is either true for all models or false for all models. As

a result, R−
i (x̄) being true for any model means it holds for every model.

It’s obvious (because of the IC (4.4)) that if it is the case that KB ⊢
R−

i (x̄), then KB ⊢ ¬Ri(x̄) — thus,

R−
i (x̄) ⇒ KI

(

¬Ri(x̄)
)

(Since, as noted above, R−
i (x̄) means that KB ⊢ R−

i (x̄).)

Conversely, assume that KB ⊢ ¬R−
i (x̄), and that m is a model of KB

where m |= ¬Ri(x̄):

m |= KB ∧ ¬Ri(x̄)

KB ⊢ ¬R−
i (x̄)

Then the structure m′ that is identical to m except that m |= Ri(x̄) also
is a model for KB — the change falsifies none of the conjuncts in KB. And
the existence of such a model means ¬Ri(x̄) is not entailed:

∃m′.
(

m′ |= KB ∧ Ri(x̄)
)

⇒ KB 6⊢ ¬Ri(x̄) ⇔ ¬KI

(

¬Ri(x̄)
)
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Thus,

¬R−
i (x̄) ⇒ ¬KI

(

¬Ri(x̄)
)

provided that there is some model m for KB at all (i.e. KB is consistent).
Consequently (and since i and x̄ were arbitrary),

∀x̄, i.
(

KI

(

¬Ri(x̄)
)

⇔ R−
i (x̄)

)

Q.E.D.

Proof for general disjunctions of atoms

Assume C to be a subset of {1, . . . , n} (where n is the number of relations
in the KB).

KI

(

∨

i∈C

♮Ri(x̄)
)

⇔
∨

i∈C

KI

(

♮Ri(x̄)
)

Proof:

When does KB ⊢
∨

i∈C ♮Ri(x̄)? Obviously,

KB ⊢
∨

i∈C

♮Ri(x̄) ⇔
∨

i∈C

KB ⊢ ♮Ri(x̄) ∨

(

∧

i∈C

KB 6⊢ ♮Ri(x̄)
)

∧ KB ⊢
∨

i∈C

♮Ri(x̄) (A.1)

Assume
∧

i∈C KB 6⊢ ♮Ri(x̄).

By equations (4.5) and (4.6), this is equivalent to
∧

i∈C ¬R
♯
i(x̄).

For every k ∈ C, there is a model for KB

mk |= ¬♮Rk(x̄) ∧
∧

Ri∈R

♮Ri(x̄)

where R is non-empty. (¬♮Rk(x̄) because KB 6⊢ ♮Rk(x̄) and R non-empty
because the disjunction must hold.)

Then, the model m′
k identical to mk in all respects except that

m′
k |=

∧

Ri∈R

¬♮Ri(x̄)
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is also is a model for KB. The reason is that none of the switched atoms will
falsify any of the (already true) conjuncts of KB that do not contain them
explicitly, and the only ones that do, those of the IC

(

R+
i (x̄) → Ri(x̄)

)

∧
(

Ri(x̄) → ¬R−
i (x̄)

)

will also remain true, as the R+
i (x̄) are all false for those i ∈ C for which

♮Ri ≡ Ri and the R−
i (x̄) are all false for those i ∈ C for which ♮Ri ≡ ¬Ri.

This means that (A.1) reduces to

KB ⊢
∨

i∈C

♮Ri(x̄) ⇔
∨

i∈C

KB ⊢ ♮Ri(x̄)

or, equivalently,

KI

(

∨

i∈C

♮Ri(x̄)
)

⇔
∨

i∈C

KI

(

♮Ri(x̄)
)

Q.E.D.
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Appendix B

Basic test cases

Here are documented a large number of simple example tranformations, as
performed by the simplifyEpistemicFormula function outlined in chapter 7.
The actual input and output of the function is an internal representation
format, which is readily converted to and from a string format. The follow-
ing are merely the string versions of the in– and output tested, tidied up
typographically to correspond with the format used throughout this paper.

To the left are the inputs and to the right of the 7→ arrow is the output,
followed by any comments on the result produced. The conversion has been
done using both the KI and KII modes of auxSimplifyEpistemicFormula.
Only where the output differs — namely, where the KI mode throws an
Unparseable exception — are both outputs included. Also, a few inputs
reduce to formulas that are undefined in the logic language that has been
defined; these throw Illegal exceptions.
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K working on atoms

K(P (x)) 7→P+(x)

— See (4.6).

K(¬P (x)) 7→P−(x)

— See (4.7).

K(P+(x)) 7→P+(x)

— P+ two-valued.

K(P−(x)) 7→P−(x)

— P+ two-valued.

K(P⊕(x)) 7→P⊕(x)

— P⊕ two-valued.

K(P⊖(x)) 7→P⊖(x)

— P⊖ two-valued.

K(P±(x)) 7→P±(x)

— P⊕ two-valued.

K(¬P+(x)) 7→P⊖(x)

— Negation pushed in first, producing P⊖.

K(¬P−(x)) 7→P⊕(x)

— Negation pushed in first, producing P⊕.

K(¬P⊕(x)) 7→P−(x)

— Negation pushed in first, producing P−.

K(¬P⊖(x)) 7→P+(x)

— Negation pushed in first, producing P+.

K(¬P±(x)) 7→P−(x) ∨ P+(x)

— Negation of P⊕ is the disjunction P+ ∨ P−.
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Kw working on atoms

Kw(P (x)) 7→Kw(P (x))

— Kw is allowed to remain in front

of atoms as a special case.

Kw(¬P (x)) 7→Kw(P (x))

— Negation inside Kw can always be removed (6.5).

Kw(P+(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(¬P+(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(P−(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(¬P−(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(P⊕(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(¬P⊕(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(P⊖(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(¬P⊖(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(P±(x)) 7→True

— Two-valued formula has known truth value (6.6).

Kw(¬P±(x)) 7→True

— Two-valued formula has known truth value (6.6).

71



K working on disjunctions and conjunctions

K(P (x) ∧ Q(x)) 7→P+(x) ∧ Q+(x)

— K distributes over conjunction (4.8).

K(P (x) ∧ ¬Q(x)) 7→P+(x) ∧ Q¬(x)

— K distributes over conjunction (4.8).

K(P (x) ∧ ¬P (x)) 7→P+(x) ∧ P−(x)

— K distributes over conjunction (4.8).

K(P (x) ∨ Q(x)) 7→P+(x) ∨ Q+(x)

— K distributes over disjunction of

atoms (4.9).

K(P (x) ∨ ¬Q(x)) 7→P+(x) ∨ Q¬(x)

— P and Q are not the same atoms (4.17).

K(P (x) ∨ ¬P (x)) 7→Unparseable using KI

— Formula is both positive and negative

wrt the same atom.

7→P+(x) ∨ P−(x) using KII

K(P (x) ∨ K(¬P (x))) 7→P−(x) ∨ P+(x)

— Second disjunct is two-valued (4.16).

K(P+(x) ∨ ¬P (x)) 7→P+(x) ∨ P−(x)

— First disjunct is two-valued.

K(P (x) ∨ ¬P⊕(x)) 7→P−(x) ∨ P+(x)

— Second disjunct is two-valued.

K(P (x) ∨ Q(x) ∨ ¬P+(x)) 7→P⊖(x) ∨ P+(x) ∨ Q+(x)

— Third disjunct is two-valued; of the

remaining disjuncts no atoms are

opposite; K distributes.

K(P (A) ∨ ¬P (x)) 7→Unparseable using KI

— Atoms are potentially opposite (x may be

interpreted as A).

7→P+(A) ∨ P−(x) using KII
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K(P (A) ∨ ¬P (C)) 7→P+(A) ∨ P−(C)

— Atoms are different due to UNA (3.1).

K(P (A, x) ∨ ¬P (C, x)) 7→P+(A, x) ∨ P−(C, x)

— Atoms are different due to UNA (3.1)

irrespective of interpretation of x.

K(P (A, x) ∨ ¬P (A, x)) 7→Unparseable using KI

— Depending on x, atoms are

potentially opposite.

7→P+(A, x) ∨ P−(A, x) using KII

K(P (x) ∨ ¬P (y)) 7→Unparseable using KI

— Depending on x and y, atoms are

potentially opposite.

7→P+(x) ∨ P−(y) using KII

K(P (x) ∨ ∀y.(¬P (y))) 7→Unparseable using KI

— Atoms are opposite for some y.

7→P+(x) ∨ ∀y.(P−(y)) using KII

K working on first-order quantifiers

K(∃x.(P (x)) ∨ ∀y.(¬P (y))) 7→Unparseable using KI

— Atoms are opposite for some y.

7→∃x.(P+(x)) ∨ ∀y.(P−(y)) using KII

K(P (x,A) ∨ ¬P (y,A)) 7→Unparseable using KI

— Depending on x and y,

atoms are potentially opposite.

7→P+(x,A) ∨ P−(y,A) using KII

K(P (x) ∨ ∃x.(¬P (x))) 7→Unparseable using KI

— Bound x potentially corresponds to

free x, making atoms opposite.

7→P+(x) ∨ ∃x.(P−(x)) using KII

73



K(∀x.(P (x)) ∨ ∀y.(¬P (y))) 7→Unparseable using KI

— For equal x and y, atoms are opposite.

7→∀x.(P+(x)) ∨ ∀y.(P−(y)) using KII

K(∃x.(P (x))) 7→∃x.(P+(x))

— Body of quantifier has no

conflicting atoms, see (4.18).

K(∀x.(P (x))) 7→∀x.(P+(x))

— K freely moves into universal

quantifier, see (4.15).

K(∃x.(¬P (x))) 7→∃x.(P−(x))

— Body of quantifier has

no conflicting atoms, see (4.18).

K(∀x.(¬P (x))) 7→∀x.(P−(x))

— K freely moves into universal

quantifier, see (4.15).

K(∃x.(P (x) ∨ ¬P (x))) 7→Unparseable using KI

— Body of quantifier has conflicting

atoms, see (4.18).

7→∃x.(P+(x) ∨ P−(x)) using KII

K(∀x.(P (x) ∨ ¬P (x))) 7→Unparseable using KI

— K moves into quantifier but

cannot be distributed over disjunction.

7→∀x.(P+(x) ∨ P−(x)) using KII
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Fixpoints

K(lfp X(x)(X(x))) 7→lfp X(x)(X+(x))

K(lfp X(x)(P (x) ∨ ∃y.(R(x, y) ∧ X(y)))) 7→lfp X(x)(P+(x)∨

∨ ∃y.(R+(x, y) ∧ X+(y)))

K(lfp X(x)(¬X(x))) 7→Illegal

— Fixpoint variable relation

must not occur negatively.

K(lfp X(x)(P (x) ∨ ∃y, z(y 6= z ∧ X(y) ∧ X(z) ∧ R(x, y) ∧ R(x, z)))) 7→

lfp X(x)(P+(x) ∨ ∃y, z(y 6= z ∧ X+(y) ∧ X+(z) ∧ R+(x, y) ∧ R+(x, z)))

K(lfp Elec(x)(Waterfall(x) ∨ Coalplant(x)∧

∧ lfp Hascoal(x)(Mine(x) ∧ Elec(x) ∨ ∃y.(Road(x, y) ∧ Hascoal(y)))∨

∨ ∃y.(Connected(x, y) ∧ Elec(y)))) 7→

lfp Elec(x)(Waterfall+(x) ∨ Coalplant+(x)∧

∧ lfp Hascoal(x)(Mine+(x)∧Elec+(x)∨∃y.(Road+(x, y)∧Hascoal+(y)))∨

∨ ∃y.(Connected+(x, y) ∧ Elec+(y)))

—Nested fixpoint calculation (Imagine towns that need to be electrified, using

either hydroelectric power or coal power, where coal mines need power to

produce coal for the coal plants).

K(lfp X(x)(X+(x))) 7→lfp X(x)(X+(x))

— X+ equivalent to K(X).

K(lfp X(x)(X−(x))) 7→Illegal

— X occurs negatively.

K(lfp X(x)(X⊕(x))) 7→Illegal

— X⊕ equivalent to ¬X− equivalent to

¬K(¬X), making reduction according to

theory impossible. Also, X⊕ is non-monotonic.
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K(lfp X(x)(X⊖(x))) 7→Illegal

— X occurs negatively.

K(lfp X(x)(X+(x) ∨ X−(x))) 7→Illegal

— X occurs negatively.

K(lfp X(x)(X⊕(x) ∨ X−(x))) 7→Illegal

— X occurs negatively.

K(lfp X(x)(P (x) ∨ ∃y.(R(x, y) ∨ X⊕(x)))) 7→Illegal

K(gfp X(x)(¬P (x) ∧ ∀y.(¬R(x, y) ∨ X(x)))) 7→gfp X(x)(P−(x)∧

∧ ∀y.(R−(x, y) ∨ X+(x)))

K(¬lfp X(x)(P (x) ∨ ∃y.(R(x, y) ∧ X(y)))) 7→gfp X(x)(P−(x)∧

∧ ∀y.(R−(x, y) ∨ X+(y)))

K(lfp X(x)(P (x) ∨ ∃y.(R(x, y) ∧ X(y)))) 7→lfp X(x)(P+(x)∨

∨ ∃y.(R+(x, y) ∧ X(y)))

¬K(lfp X(x)(P (x) ∨ ∃y.(R(x, y) ∧ X(y)))) 7→gfp X(x)(P⊖(x)∧

∧ ∀y.(R⊖(x, y) ∨ X⊕(y)))

— Complement of

the previous formula.

Kw(P (x) ∨ Q(x)) 7→P+(x) ∨ Q+(x) ∨ Kw(P (x)) ∧ Kw(Q(x))

— In accordance with (6.8).

Kw(P (x) ∨ ¬Q(x)) 7→P+(x) ∨ Q¬(x) ∨ Kw(P (x)) ∧ Kw(Q(x))

— Note that the negations go away within Kw.

Kw(P (x) ∨ ¬P (x)) 7→Unparseable using KI

— Opposite atoms hinder distribution

of implicit K.

7→P+(x) ∨ P−(x) ∨ Kw(P (x)) ∧ Kw(P (x)) using KII

Kw(P+(x) ∨ ¬P (x)) 7→P+(x) ∨ P−(x) ∨ True ∧ Kw(P (x))

— Implicit K can be distributed due to

two-valuedness of one disjunct. Note

that Kw(P+(x)) reduces to True.
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Kw(P (x) ∨ ¬P⊕(x)) 7→P−(x) ∨ P+(x) ∨ Kw(P (x)) ∧ True

— Implicit K can be distributed due to

two-valuedness of one disjunct.

Kw(P (x) ∨ Q(x) ∨ ¬P+(x)) 7→P⊖(x) ∨ P+(x) ∨ Q+(x)

∨ Kw(P (x)) ∧ Kw(Q(x)) ∧ True

Kw(P (A) ∨ ¬P (x)) 7→Unparseable using KI

7→P+(A) ∨ P−(x) ∨ Kw(P (A))∧

∧ Kw(P (x)) using KII

Kw(P (A) ∨ ¬P (C)) 7→P+(A) ∨ P−(C)∨

∨ Kw(P (A)) ∧ Kw(P (C))

Kw(P (A, x) ∨ ¬P (C, x)) 7→P+(A, x) ∨ P−(C, x)∨

Kw(P (A, x)) ∧ Kw(P (C, x))

Kw(P (A, x) ∨ ¬P (A, x)) 7→Unparseable using KI

7→P+(A, x) ∨ P−(A, x) ∨ Kw(P (A, x))∧

∧ Kw(P (A, x)) using KII

Kw(P (x) ∨ ¬P (y)) 7→Unparseable using KI

7→P+(x) ∨ P−(x)∨

∨ Kw(P (x)) ∧ Kw(P (y))

using KII

Kw(P (x) ∨ ∀y.(¬P (y))) 7→Unparseable using KI

7→P+(x) ∨ ∀y.(P−(y)) ∨ Kw(P (x))∧

∧ (∃y.(P+(y)) ∨ ∀y.(Kw(P (y))))

using KII

Kw(∃x.(P (x)) ∨ ∀y.(¬P (y))) 7→Unparseable using KI

7→∃x.(P+(x)) ∨ ∀y.(P−(y))∨

∨ (∃x.(P+(x)) ∨ ∀x.(Kw(P (x))))∧

∧ (∃y.(P+(y)) ∨ ∀y.(Kw(P (y))))

using KII
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Kw(P (x,A) ∨ ¬P (y,A)) 7→Unparseable using KI

7→P+(x,A) ∨ P−(y,A) ∨ Kw(P (x,A))∧

∧ Kw(P (y,A)) using KII

Kw(P (x) ∨ ∃x.(¬P (x))) 7→Unparseable using KI

7→P+(x) ∨ ∃x.(P−(x)) ∨ Kw(P (x))∧

∧ (∃x.(P−(x)) ∨ ∀x.(Kw(P (x))))

using KII

Kw(lfpX(x)(X(x))) 7→Illegal

— Kw not allowed to work

directly on fixpoint operator.

Kw(P (x) ∧ K(Q(x))) 7→Q⊖(x) ∨ P−(x) ∨ Kw(P (x)) ∧ True

— In accordance with (6.7).

lfpX(x)(Kw(X(x))) 7→lfpX(x)(Kw(X(x)))

— Kw allowed in fixpoint

as long as body remains queryable.

K(lfpX(x)(Kw(X(x)))) 7→Illegal

— Kw makes it impossible to

reduce body according to theory.

lfpX(x)(K(lfpY (x)(X(x) ∧ Y (x)))) 7→lfpX(x)(lfpY (x)(X+(x) ∧ Y +(x)))

— K allowed inside fixpoint body.
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