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In order to decrease the execution time and improve path quality, the planner
uses several heuristics to guide the planner. The heuristics are based on Rapidly-
exploring Random Trees, Probabilistic Road-maps and the gradient method.

For a normal household situation, this planner can construct a decent plan in
mere seconds on relatively slow hardware. Most times it finishes in a fraction of a
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This means that the planner has the ability to run in real-time. As a conse-
quence, the planner can handle a dynamic environment, inaccurate sensor readings
and an inaccurate physical robot model.
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Chapter 1

Introduction

Wheelchairs are very inconvenient to use and operate. Especially in an indoor
setting with narrow passages. It is often non-trivial to turn a wheelchair around
when located in a relatively narrow corridor, or move around a tight corner. This
is true even for non-motorized wheelchairs. When a motorized one is used, it gets
significantly more difficult to navigate. This is because the electric motors greatly
increases the size and weight of the chair. Also, it is harder to control it compared
to a hand driven one since the operator loses the direct access to the actuators
and is reduced to yanking a joystick. There are also persons who do not possess
the motor skills required to operate it well enough. For example a car crash victim
who has been paralyzed from the neck down. In this example the driver may need
to control the chair with his mouth which is certainly less than optimal.

A much better solution would be to allow the operator to give the chair some
simple voice commands (or point on a touch screen) and have the chair perform
the entire movement on its own. A person sitting and watching TV should be able
to quickly instruct the chair to move to the kitchen for example.

1.1 The problem

This problem can be divided into three separate components:

Navigation: Given a map, a start and end position, find a good collision free
trajectory connecting these two positions. The trajectory can be found from
the control input (to actuators), u, as a function of time.

Localization: Given a map and sensor readings, estimate the position of the
robot in the map. This is necessary for the robot to be able to trace the
given path without straying too far from it. The mapping algorithm also
needs to have a reasonable estimate of the location to be able to interpret
sensor data appropriately.

Mapping: Given a location and sensor readings, construct a map that accurately
describes the surroundings.

1
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2 Introduction

1.2 Purpose

The purpose of this thesis is to explore the navigation component of the problem.
The following list roughly illustrates what is intended with this thesis.

• Investigate several approaches to this problem.

• Develop a working software framework.

• Develop at least one reasonably working solution.

The following list states the assumptions made.

• The world is two dimensional and populated by obstacles described as poly-
gons.

• The robot’s geometry is represented by a two dimensional polygon.

• The robot knows its own location exactly at any point in time.

Observe that the robot’s physical model is not clearly defined. This is because we
want to be able to handle several different models.

The purpose never included an actual physical implementation. It is all done
and simulated in software. Any robot implementation has always been strictly
confined to the wish list (see Section 5.2).

1.3 Previous work

There are several existing wheelchair robot projects available. In [35] a real
wheelchair was constructed and was then used to roam a railway station as well as
the exhibition halls of Hannover Messe’96. This appears to be a rather complete
robot with local planning as well as global. It can handle velocity objects, that is
objects that have deterministic motions.

In [17] a method is presented that can be used by architects who want to
comply with the accessibility regulations.

This thesis takes on a similar approach as the one described in [12]. Most prac-
tical projects dealing with constrained robots make many rough approximations
and use very simplified robot models. The paper argues that it is better to have a
robot that can handle relatively arbitrary robot models. Many paths found with
older simpler methods are not acceptable. A robot approaching a narrow doorway
may not be able to pass through it if certain constraints (see section 2.1.2) limits
it. The paper proposes a way to use a more general algorithm which is guided by
a simple planner (A*-search). The conclusions drawn in the paper are very similar
to the ones reached in this thesis. They did not manage to provide a planner that
can operate in real-time although the planning time is only in the order of seconds.

Trahanias et. al. proposes in [40] a framework to use computer vision and user
aided navigation. The wheelchair navigation system consists of a global planner
finding collision free paths and a tactical planner that is activated if an unexpected
obstacle presents itself. The user selects the goal by indicating the target on a video
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feed from a camera on the platform. The navigator then tries to reach this target
without colliding. Whenever the line of sight or a new obstacle appears the tactical
planner takes over and performs some form of evasive maneuver.

A semi-autonomous wheelchair robot is introduced in [1]. This robot also uses
computer vision but as a means to find the orientation of the robot. It can handle
simpler local tasks like moving in a certain direction and following a person (also
greatly helped by the vision system) and so on. All without colliding of course. It
appears that it cannot handle global planning as is handled in this thesis.

Morere et. al. presents in [33] a structure for wheelchair robot control that
considers the robot and the user as part of the same system. That is, the user can
give direct low level (or high level) control instructions or he can help the system
performing high level instructions.

Aside from [12], I have not been able to find papers or algorithms properly
dealing with the problem that I have. That is, to construct a navigation system
that can handle relatively arbitrarily kinodynamic constraints in real-time.

1.4 Structure of this document

This is how I have chosen to structure the thesis.

Chapter 1: Presents the problem and a short overview of the field.

Chapter 2: This part explains most of the theory needed to understand the im-
plemented system. Concepts like configuration space, probabilistic road-
maps and non-holonomic constraints are covered here.

Chapter 3: Here the actual system is presented without digging to deep into
class hierarchies or programming language specifics.

Chapter 4: The results from the experimental evaluation are accounted for here.

Chapter 5: General discussion about the presented method and future extensions
and so on.
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Chapter 2

Theory

This chapter goes through all of the necessary theory required to properly under-
stand how the algorithms work. First is an introduction to the field of motion
planning. Later we come to the more specific topics.

2.1 Motion planning

Consider one of those robotic arms that are used in car manufacturing plants. The
robot’s purpose is to paint the car, do some welding or assemble car parts together.
In order to do this, the robot needs to access spaces inside the car skeleton that
seems very inaccessible. Thankfully, the robotic arm is very dexterous with a lot
of joints, and can move and twist quite a bit to get there. The problem, however,
is to actually construct the motion the robot should make to reach the right spot
from the right angle without hitting or destroying anything while doing it. Also we
would like to do this rather quickly. Motion planning tries to solve this problem.

Motion planning algorithms tries to find acceptable plans to make a certain
robot move from one position to another without colliding with the environment
or itself. There are other considerations as well that will be covered later.

There are many applications where motion planning research has been success-
fully applied. Manufacturing and assembly planning. Navigation of autonomous
robots like cars, submarines or satellites. In the entertainment industry for video
games and movies. There has also been some interesting applications in aiding
human designers creating environments where robots, humans or other agents are
supposed to operate in. An architect can use a path planning algorithm to figure
out if a building he is designing will comply with the accessibility codes imposed
by the government for the handicapped [34] for example. These are just a few
examples of what this field covers.

2.1.1 Configuration space

So how does one do this planning then? Let us look at the very simple robot
in Figure 2.1 as an example. It is a planar robot. That is, it exists only in two

5
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6 Theory

dimensions. It has two joints, one between the static base and the arm, and one
between the two arm segments. Both joints allow full 2π rotation. We also see
a bunch of obstacles that the robot is naturally not allowed to collide with. The
question now is: how do we get from (α0, β0) to (α1, β1)?
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Figure 2.1. A planar robot.

First we need to formalize the notion of position. We use the configuration
concept to do that. A configuration, q ∈ C, represents the state of the robot in
some sense. That is, any given configuration completely describes what points in
the workspace the robot occupies. C is called the configuration space for the robot
and is simply the set of all possible configurations that the robot can be in.

For our little toy robot the configuration space can be represented as

C = [0, 2π)× [0, 2π)
q = (α, β) ∈ C

where α and β are the angles for the two arm segments respectively.
The configuration space can now be partitioned into two subsets, one with all

the configurations that are collision free and one with all the configurations that
are in collision in the workspace. The collision free space is sometimes called the
free space, Cfree.

The motion planning problem has now been reduced to a path planning prob-
lem in C as is the case in many of the motion planning algorithms. All that has to
be done is finding a continuous curve from the start configuration to the end config-
uration. For our robot this can be done using very simple path finding algorithms
like A* ([37],[19],[18]) and such. This is possible because it is such a low dimen-
sional problem. Of course, when the number of variables in the configurations
increase, the number of dimensions of the configuration space increases as well.
The number of dimensions for C is often equal to the number of degrees of freedom.
For configuration spaces with more dimensions than four, the problem is not all
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that simple anymore since time complexity grows exponentially with dimension.
A robotic arm used in the industry has a larger number of degrees of freedom and
that complicates matters. This thesis will never deal with configurations higher
than three dimensions so this is not relevant.

The configuration space approach was first introduced in [31].

2.1.2 Kinodynamic constraints

The problem with the approach above is that just because you have found a
collision free path does not mean that the robot is actually capable of executing
that plan. Consider a car-like robot that you want to perform a parallel parking
with. The most obvious collision free path that does this is the straight line
from the start to the end configuration. While this is certainly collision free,
it is naturally not an acceptable plan for this robot. It cannot move sideways.
This is an example of a so called kinematic constraint. Kinematic constraints are
constraints on the velocity in the configuration space. That is, they constrain q̇.
In the car case, the lateral velocity cannot be anything but zero.

More formally, a robot which motion is constrained by a non-integrable equa-
tion of the form

f(q, q̇) = 0

is said to be non-holonomic and the constraint is called a non-holonomic or kine-
matic constraint.

Another type of constraint is dynamic constraints. Dynamic constraints limit
the acceleration of the robot in the configuration space. Again, for the car robot,
a dynamic constraint depends on the inertia. The car cannot stop on a dime. It
needs some braking distance. Dynamic constraints can be formally defined in a
similar manner as the kinematic constraints. If the the motion is constrained by
a non-integrable equation of the form

g(q, q̇, q̈) = 0

then it has a dynamic constraint.
A combination of both is called kinodynamic constraints.

2.1.3 Kinodynamic motion planning strategies

Kinodynamic motion planning strategies can be roughly divided into two-phase
planners and direct planners.

Two-phase planners first computes a path without concern for kinodynamic
constraints. Then they try to mold the resulting path in order to satisfy the
additional constraints. Two-phase planners have the advantage of being faster,
but at the price of completeness and robustness. Since they do not take special
care about the robots real behaviour the paths tend to be less than optimal and
often they look outright ridiculous to a human observer.

Direct planners on the other hand perform the planning taking the robots real
model into account. This means that the resulting paths tends to be better than
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those for two-phase planners. They are also a lot easier to program and they are
often more robust as well. All of this at the price of speed.

A very common type of direct planners is the tree planners where we build a
search tree from the start configuration to the goal configuration.

Laumond [26] investigates the feasibility of paths for car-like robots. He also
suggests a method for transforming holonomic paths into more feasible ones. He
does that by decomposing the entire path into a set of basic maneuvers. An
example maneuver is the one that transforms the current configuration to a con-
figuration that only differs in the angle. That is, the maneuver is equivalent to a
rotation of the robot, assuming we do not care about the extra motions. Each ma-
neuver has an associated bounding circle that has to completely collision free for
the maneuver to be possible. Another maneuver performs an equivalent sideways
translation and together with the rotation maneuver all motions are possible. The
resulting paths are not particularly optimal though.

Barranquand et.al. [3] discuss the concept of controllability in the presence
of obstacles. They also present an algorithm that uses dynamic programming
to solve the motion planning problem for car-like robots. The algorithm simply
expands a search tree from the start configuration and using heuristics such as
the distance metric in the configuration space and the number of reversals that
the robot makes. Every node expansion results in four new nodes. Two in the
forward direction and two in the backward direction. All of them using maximum
steering angle to the left and the right respectively. The algorithm is very simple
and computes very smooth and nice paths in reasonable amount of time but it is
nowhere near real-time performance.

In [21] the problem of having moving obstacles is dealt with. It expands on the
idea of configuration spaces by including the time as part of the robots state. The
state is then simply represented as (t, q). So the planner tries to find a feasible
path in state space instead of in just the configuration space. The method requires
that we know the motions of the obstacles in advance though.

2.1.4 Additional terminology

Complete: A motion planning algorithm is said to be complete when the planner
finds a solution whenever there is one.

Resolution complete: Roughly speaking, a planner is said to be resolution com-
plete when the planner finds a solution whenever there is one assuming the
resolution of the planner is fine enough. For example, a planner can make a
grid and then search amongst these cells using say A*-search. If the resolu-
tion of the grid is fine enough, it will find the solution (if it exists).

Probabilistically complete: A planner is probabilistically complete if the prob-
ability of finding a solution if one exists approaches one when the number of
iterations approaches infinity.

Admissible: A path is admissible if it satisfies all constraints. That is, if the
path is valid.
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Controllable: A robot is controllable when there always exists an admissible
path from q1 to q2 if a holonomic path exists.

2.2 Tree planner

For robots with a large number of degrees of freedom or robots with differential
constraints (holonomic and dynamic ones mostly) the motion planning problem
can become very computationally heavy. For holonomic planning in high dimen-
sional configuration spaces, probabilistic road-map (PRM) (see section 2.3) based
methods have been very successful in the past. A PRM planner tries to connect
the entire configuration space by placing a graph in the free space.

When the robot has kinodynamic constraints however, it becomes a lot harder
to connect the sampled milestones together. Straight lines do not work anymore.
It is also likely that two milestones in close vicinity of each other can not be
connected at all.

This is where the randomized tree based planners come. They are created in
the same spirit as the PRM planners. Like PRM, tree planners tries to connect
the entire configuration space with a graph structure. Often in a probabilistic
manner. The main distinguishing feature is that while PRMs are more general
graphs, tree planners use trees constructed by iteratively expanding smaller trees.

Each node in the tree has a configuration and each edge has a control input that
takes the robot from the parent node to the child. This representation means that
we can handle very general robot models. The only thing we need is really a model
that given a configuration and a control input generates a new configuration.

qnext = f(q, u,∆t)

The function f here represents the robot model. This is a very powerful represen-
tation that can embody virtually all interesting robots.

The basic tree planner algorithm is described in Algorithm 2.1.
The planner first selects (SelectNode()) one of the already existing nodes

in the tree for expansion. Then the planner selects an input somehow that will
generate a new node (ExpandNode()). Then the new node is added to the tree
along with the edge and its control function.

2.2.1 Rapidly-exploring Random Trees

What we need to do now is to choose a selection and expansion strategy for the
tree planner. A very common way of doing that is by using Rapidly-exploring
Random Trees (RRT) described in [27], [29], [39], [10] and [28]. The selection and
expansion methods are described in Algorithms 2.2 and 2.3. These procedures are
supposed to replace the SelectNode() and ExpandNode() in the tree planner.

In the RRT approach, we uniformly sample the configuration space (qrand) and
then we select the node that lies closest to the sample in terms of some distance
metric ρ(q1, q2). When that is done we look at all the control inputs and choose
the one that will take us the closest to the sample, also according to ρ.
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Algorithm 2.1 The general tree planner algorithm.

1: procedure TreePlanner(qstart)
2: n← 0
3: T ← ∅ . Initialize the tree.
4: Root(T )← qstart
5: while n < N do . Run for N iterations.
6: node← SelectNode(T )
7: (nodenew, u)← ExpandNode(node,∆t)
8: Add(T, (node, u, nodenew))
9: if nodenew ∈ GoalSet then

10: return ComputePath(T, nodenew)
11: end if
12: n← n+ 1
13: end while
14: end procedure

Algorithm 2.2 The RRT selection method.

1: procedure RRTSelect(T )
2: dmin ←∞
3: for all n ∈ T do
4: if ρ(qrand, n) < dmin then
5: dmin ← ρ(qrand, n)
6: nmin ← n
7: end if
8: end for
9: return nmin

10: end procedure

Algorithm 2.3 The RRT expansion method.

1: procedure RRTExpansion(node,∆t)
2: dmin ←∞
3: for all u ∈ U do
4: qnew ← Integrate(node, u,∆t)
5: if ρ(qnew , qrand) < dmin then
6: dmin ← ρ(qnew , qrand)
7: qmin ← qnew
8: umin ← u
9: end if

10: end for
11: return (NewNode(qmin), umin)
12: end procedure
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Finding the optimal control input is a problem of its own. If an explicit repre-
sentation is available, an analytic solution may exist. Otherwise the control space
can be sampled according to some sampling strategy, a path be traced for this
input during ∆t and then the path which ends up closest to the state sample de-
termines the “optimal” control input. Naturally, inputs that will cause the robot
to collide with an obstacle are unacceptable.

The RRT approach has a number of desirable properties.

1. It is biased to unexplored areas. A simple random walk has a tendency to
explore already explored regions of the state space.

2. The resulting tree is entirely connected, meaning that the robot can reach
every one of its nodes in a fashion that satisfies all global and local con-
straints.

3. It is probabilistically complete. Naturally it is not complete in the normal
sense but the probability of finding a trajectory (if one exists) goes to one
as the number of samples increases.

4. It is quite general and can handle more or less every interesting kind of robot.
Non-holonomic or otherwise.

5. It is relatively simple which means that it is easy to implement. It also
makes it relatively easy to do a performance analysis and make relevant
optimizations.

2.2.2 Optimizations

When it comes to performance, the biggest issue is the rate of exploration. The
RRT approach is by design biased towards unexplored areas, but there is a problem
with this in practice. The RRTs are only biased to unexplored regions of the
configuration space, not the free space, which is what we want. This behaviour is
acceptable in environments where there are no narrow corridors or narrow passages
between connected open spaces. Simply put, the basic RRT algorithm is not
suitable in situations where the exploration should be heavily biased in certain
directions.

There are several ways to deal with this problem. Bi-directional trees is the
simplest. The algorithm builds a forward tree from the start configuration and a
backward tree from the end configuration.

Another way is to calculate a collision tendency for every node in the tree.
The collision tendency represents how likely it is that the paths expanded from
this node will end up in collision. This way the exploration can be biased towards
collision free regions.

Finding the nearest neighbour is also a problem for performance although not
as severe as the exploration rate problem. There is a massive amount of algorithms
that deal with this. The ones considered in this thesis builds a second data struc-
ture along with the RRT itself. This structure is usually a balanced binary search
tree that partitions the space in some way. In order to fit a nearest neighbour
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search method to the RRT algorithm, the search structure should satisfy certain
criteria.

1. The search itself must be faster than O(n).

2. It should be suitable for quick incremental updating.

3. It must be able to handle the kind of configuration space topology that is
used in this thesis. That is, the orientation component of the configurations
“wraps around” at 2π.

The last performance issue being dealt with here is that of collision detection.
Fast and efficient collision detection is essential for most motion planning problems
and this is no exception. Especially when using the collision tendency we may
want to speed up the collision detection a bit. Collision detection is covered in
section 2.5.

Bi-directional searching

A very common optimization to graph searching that is well known in Artifi-
cial Intelligence for example, is to search both from the start and from the goal.
When the two trees meet we have a solution. Algorithm 2.4 shows the general
bi-directional tree planner. Connected() checks if the trees are now connected
and ComputePath() handles the actual connection.

Algorithm 2.4 The general bi-directional tree planner algorithm.

1: procedure TreePlanner((qstart, qgoal))
2: n← 0
3: Tf ← ∅
4: Tb ← ∅
5: Root(Tf )← qstart
6: Root(Tb)← qgoal
7: while n < N do . Run for N iterations.
8: node← SelectNode(Tf )
9: (nodenew, u)← ExpandNode(node,∆t)

10: Add(Tf , (node, u, nodenew))
11: node← SelectNode(Tb)
12: (nodenew, u)← ExpandNode(node,∆t)
13: Add(Tb, (node, u, nodenew))
14: if Connected(Tf , Tb) = true then
15: return ComputePath(Tf , Tb)
16: end if
17: n← n+ 1
18: end while
19: end procedure
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Collision tendency

The biggest problem in the RRT algorithm is to find the closest node to a given
random configuration. Finding a suitable metric is really the chief issue here. It is
important to understand that the distance between two configurations should in
some way represent how “costly” it is for the robot to move from one to the other.
For a non-holonomic robot this cost is impractical to compute accurately even in
the absence of obstacles.

The metric computation problem can be explained in terms of two subprob-
lems. What is the distance between configurations in an obstacle free configuration
space? How is obstacles accounted for? The collision tendency concept was intro-
duced in [9] as a way to deal with the latter one.

Each node, n, in the tree is assigned a collision tendency, σ(n), representing a
lower bound on how likely paths originating from the node are to eventually end
up in collision with the environment. New nodes are initialized to zero. These
collision tendencies are then used when trying to find the closest node in the tree.
Nodes with high collision tendency will have a lower likelihood of being selected
for expansion than nodes with low collision tendency.

The key to be able to compute the collision tendency is to discretize the input
control space. This is not a big problem in the wheelchair case since even a rela-
tively low number of possible inputs is enough to compute reasonable trajectories.
Let us say that the number of inputs be M . We then add an extra array of M
elements to each node in the tree. This array specifies what inputs have already
been tried from this node. The new collision tendency enhanced select and expand
strategies are shown in Algorithms 2.5 and 2.6.

Algorithm 2.5 Selection strategy for collision tendency enhanced RRT.

1: procedure CTSelect(T )
2: dmin ←∞
3: for all n ∈ T do
4: if ¬AllChildrenVisited(n) then
5: r ← Random() . Random number in [0, 1)
6: if r > σ(n) then
7: d← ρ(n, qrand)
8: if d < dmin then
9: dmin ← d

10: nmin ← n
11: end if
12: end if
13: end if
14: end for
15: return nmin
16: end procedure

When a node has been selected for expansion, all of its control inputs are
tried to see which one brings the robot closer to the random sample. Whenever
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Algorithm 2.6 Expansion strategy for collision tendency enhanced RRT.

1: procedure CTExpand(node,∆t)
2: dmin ←∞
3: for all u ∈ U do
4: if ¬Expanded(node, u) then
5: qnew ← Integrate(node, u,∆t)
6: if ¬ Collision(qnew) then
7: d← ρ(qnew , qrand)
8: if d < dmin then
9: dmin ← d

10: umin ← u
11: end if
12: else
13: Expanded(node, u)← true
14: UpdateTree(node)
15: end if
16: end if
17: end for
18: Expanded(node, umin)← true
19: return (NewNode(qnew), umin)
20: end procedure

Algorithm 2.7 Updates the collision tendency for a node in case of collision.

1: procedure UpdateTree(node)
2: p← 1/M
3: n← node
4: while n 6= nil do
5: σ(n)← σ(n) + p
6: p← p/M
7: n← Parent(n)
8: end while
9: end procedure
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an input leads to a colliding configuration, the collision tendency for the colliding
configuration’s parent is updated. Say that node i ends up in node j when applying
input u. Also, say that j is in collision. Then i’s collision tendency can easily be
computed as σ(i) = σ(i) + 1/M . Obviously, if all of i’s possible children are in
collision, σ(i) = 1 since there are exactly M children for each node.

Furthermore, i’s parent must also be updated and so on all the way down to
the root. This is what Algortithm 2.7 shows. After this update, σ(n) is simply
the ratio of confirmed collision paths (as opposed to children) to the total number
of paths from the node n.

Now that the collision tendencies have been computed they should be used.
The collision tendency, σ(n), comes into play when it is time to select a node for
expansion. A random configuration is selected as usual and an exhaustive search
for the closest node is performed through the tree. For each node in the tree
a uniform random number is compared with σ(n) to determine wether the node
should be considered at all through the search. If the node fails the test, it will
simply be ignored.

2.3 Probabilistic road-maps

Probabilistic road-maps (see Figure 2.2) are very common and promising in the
field of motion planning. In [24] the general version of the method is described. It
is a multi-query method, that is we first run a learning phase where a road-map is
placed in the configuration space and then we can use this precomputed road-map
to make multiple consecutive queries. In [22] is a formal treatment to the time
complexity of the algorithm. It turns out that the probability that the road-map
does not connect the space satisfactory decreases exponentially as a function of
the number of added nodes.

Figure 2.2. Example of a probabilistic road-map.
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The learning phase of the algorithm consists of two steps: construction and
expansion. In the construction phase the planner randomly selects configurations
from the configuration space and adds them to the road-map. It then tries to
connect the added node with nearby nodes already placed in the road-map. This
connection operation is performed by a local planner. After a preset number of
samples we usually end up with a road-map that is made up of several independent
and disconnected graphs. We want the planner to construct a graph that connects
the entire free space if possible. So we go on to the next step, the expansion step.
Here, we select existing nodes in the road-map and tries to create new nodes in
the immediate surroundings of the selected one. This has they effect of expanding
the graphs until the hopefully meet each other.

The query phase should ideally be relatively instantaneous. The general way
of doing it is to connect the start and goal configurations to the road-map using
the local planner and then finding a path is just a simple A*-search away.

The major components that will effect the performance and reliability of the
PRM planners are the chosen local planner and the sampling strategy chosen.

For robots with kinodynamic constraints the local planning can be as difficult
as the entire motion planning problem itself. The most common local planner is
therefore one that connects nodes with straight lines and then after the query,
the path it is smoothed to satisfy the constraints. Furthermore, PRM planners
usually have trouble with narrow passages in the configuration space and thus a
reasonable sampling strategy that picks configurations close to narrow regions can
help a lot.

The advantages of using a PRM planner is that it can handle configuration
spaces of high dimension in a very robust manner. A planner that places a grid
over the entire space will be slow and consume a significant amount of memory.
With a PRM planner we only sample as many samples as are needed (in theory).
However, the robustness comes at a price. The PRM planners are not complete.
This is not as bad as it sounds since they can be proven to be probabilistically
complete.

Another thing to think about is the density of the nodes in the road-map.
Many nodes means slower queries while few nodes leads to suboptimal paths being
generated.

2.3.1 Sampling strategies

Sampling strategies are probably one of the most important factors when con-
structing a PRM planner. In the following section we will see a few of those used
in this thesis.

The sampling strategy presented in [41] is a very good one, but it is also not
easily implemented so it will not be covered in detail here. It uses a randomized
approach to sample the medial axis of the configuration space. It does not compute
the medial axis explicitly but it instead retracts sampled configurations towards
the medial axis. Although this simplifies the method significantly, it is still difficult
to do.
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Gaussian sampling

Gaussian sampling is covered in [6]. The idea is to place a potential field around
all obstacles in the configuration space. Then we place samples in regions of high
potential with higher probability. Naturally we cannot literally compute the real
potential field so we use a probabilistic approach that integrates well with the
PRM planner. The algorithm is shown in Algorithm 2.8. The algorithm finds the

Algorithm 2.8 Procedure that samples the configuration according to a gaussian
potential field.

1: procedure SampleGaussian
2: loop
3: qrand1 ← RandomConfiguration()
4: if Collision(qrand1) then
5: qrand2 ← RandomGaussian(qrand1)
6: if ¬Collision(qrand2) then
7: return qrand2

8: end if
9: end if

10: end loop
11: end procedure

first sample that collides and then it samples another configuration according to
a Gaussian distribution with the first configuration as the mean.

This results in a lot of samples being placed just next to obstacles and in
particular inside narrow passages.

Bridge test sampling

Bridge test sampling is described in [20]. The idea is to sample two samples
so that both of them is in collision and the midpoint lies in free space. The
sampling strategy is covered in Algorithm 2.9. This approach is a bit different
than the Gaussian sampling because it will not generate as many samples. It will
concentrate better to narrow passages and corners while the Gaussian sampling
will generate samples close to obstacles even when there is no narrow passage.

Visibility-based road-maps

Visibility-based road-maps as introduced in [38] tries to reduce the size and com-
plexity of the roadmap. Ultimately we want the road-map to in some sense connect
the entire free space but we may not want the road-map to be unnecessarily com-
plex. The basic algorithm is shown in Algorithm 2.10.

The algorithm may seem intimidating at first but it is deviously simple. What
we would like to do is to place a minimum number of guard nodes that together
can see the entire configuration space. The guard nodes have the property that no
guard can reach any other guard using the local planner. This can be conceptually
be seen as if the guards don not have a line of sight to each other. Then we would
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Algorithm 2.9 Procedure that samples the configuration according to the bridge
test.

1: procedure SampleBridge
2: loop
3: qrand1 ← RandomConfiguration()
4: if Collision(qrand1) then
5: qrand2 ← RandomGaussian(qrand1)
6: if Collision(qrand2) then
7: qmid ← Average(qrand1, qrand2)
8: if ¬Collision(qmid) then
9: return qmid

10: end if
11: end if
12: end if
13: end loop
14: end procedure

like to connect these guards together using a series of connection nodes. All of
this is illustrated in Figure 2.3.
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Figure 2.3. Example of a visibility-based road-map. The filled circles represent the
guard nodes. The others are connection nodes.

It is not reasonable to compute this perfectly so we use a randomized approach.
All guard nodes are organized into components. The Guards set in the algorithm
is really a set of components. Components are simple sets of guards who are
connected together with connection nodes. The algorithm works by first picking
a random sample configuration in some way. Possibly using some of the above
sampling strategies. Then the components are searched for visible guards (max one
guard from every component). If no visible guards exist, the sample is added to the
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Algorithm 2.10 Visibility-based planner

1: procedure VisibilityPlanner
2: Guard← ∅
3: Connection← ∅
4: tries← 0
5: while tries < M do
6: q ← RandomConfiguration()
7: gvis ← ∅
8: Gvis ← ∅
9: for all Gi ∈ Guards do

10: for all g ∈ Gi do
11: if q ∈ Vis(g) then
12: if gvis = ∅ then
13: gvis ← g
14: Gvis ← Gi
15: else
16: Add(Connection, q)
17: CreateEdge(q, g)
18: CreateEdge(q, gvis)
19: Merge(Gvis , Gi)
20: end if
21: break
22: end if
23: end for
24: end for
25: if gvis = ∅ then
26: Add(Guard, {q})
27: tries← 0
28: else
29: tries← tries+ 1
30: end if
31: end while
32: end procedure



main: 2004-8-17 23:09 — 20(32)

20 Theory

guards as a simple component. If one visible guard exists, the sample is discarded.
If more than one is found, the sample is added to the set of connection nodes and
edges is added from it to each of the found guards. The found components are
also merged together into one component.

2.4 Gradient method

The gradient method [25] is the simplest of the algorithms used in this thesis. It
is also the fastest and the least general of them.

2.4.1 Assumptions

A very simple robot model is assumed. The robot is approximated by a circle and
is assumed to be holonomic (or be able to rotate on the spot). As a result, the
robot’s configuration space can be represented as the set of two dimensional center
positions of the circular robot, (x, y).

2.4.2 Algorithm

First the algorithm computes a scalar field over the entire workspace where every
point is assigned a value representing the cost of the optimal path from this point
to the goal region. When this is done, the robot can simply follow the negative
gradient in this field to reach the goal in an optimal way. This scalar field is called
the navigation field.

Of course, computing the navigation field in every point would be very expen-
sive. As a simplification the workspace is therefore discretized in a regular grid
and the cost is only calculated for the resulting sample points. Also the generated
path will go through these points.

Now, in order to compute the navigation field we need to define what the path
cost is. A path is nothing more than a sequence of vertices connected by edges.
Each edge and node has cost associated with it. For the edges the cost is simply
the Cartesian distance (dij) between the end points (i and j). To vertices we assign
an intrinsic cost In. If only Cartesian distances are used, then the robot will gladly
move arbitrarily close to obstacles (even through them). We would rather have
the robot favor paths that keeps the robot away from obstacles in some sense. The
intrinsic cost does this for us. The closer a point is to an obstacle, the higher In
is. The total path cost is now simply the sum of costs for all edges and vertices
that the path is made of.

pathCost =
∑

i

di +
∑

j

Ij

Now, to generate the navigation cost Nn for every node we use a linear pro-
gramming algorithm called LPN as shown in Algorithm 2.11. For each iteration,
LPN examines every point i in an active list. For each such point, LPN examines
each of the eight neighbour points j and computes the path cost for the path going
through the selected point.
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Algorithm 2.11 The LPN algorithm

1: procedure LPN(goalSet)
2: activeList← goalSet
3: while ¬Empty(activeList) do
4: nextActiveList← ∅
5: for all i ∈ activeList do
6: for all j ∈ neighbours(i) do
7: newCost← nCost(i) + ρ(i, j)+ iCost(j)
8: if newCost < nCost(j) then
9: nCost(j)← newCost

10: Add(nextActiveList, j)
11: end if
12: end for
13: end for
14: activeList← nextActiveList
15: end while
16: end procedure

If the newCost is cheaper than the cost already assigned to the neighbour,
then its cost is updated and the neighbour is added to a new active list that will
be used the next iteration. The algorithm continues until the active list is empty.
When the algorithm is started every point in the goal region is given a Nn of zero
and every other point is assigned infinity.

A problem left behind is how to compute the In for every point. Intuition tells
us that In should depend somehow on the distance to the closest obstacle point,
rn.

In = f(rn)

The function f should preferably be a decreasing function so that the intrinsic
cost is high close to obstacles and low far away from them.

Given a f , we still need to compute rn in some way. The gradient method
uses the LPN algorithm again to do this. This time however we initialize all In to
zero and treat the points in obstacles as the goal region. After the LPN i done,
Nn ≈ rn.

What remains is to trace the path and traverse it. This is a very fast algorithm.
Even for larger and more complex spaces, the algorithm generates a path in mere
seconds (often within a fraction of a second). It is also resolution complete. This
is at the expense of generality. For a more general robot this will not work.

2.5 Collision detection

Fast and efficient collision detection is essential for most motion planning problems.
In PRM and tree planners every sample will require at least one collision detection
and to connect two samples with a straight path will often require a large number of
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collision detections as well. It is easy to see that if we have a large and geometrically
complex workspace, the collision detection will take up a significant portion of the
time.

A very common approach to collision detection between complex objects is
to first simplify the objects’ volumes so that a simpler faster collision detector
can operate on them instead. These volumes usually bounds the objects. If the
collision detector sees that the bounding volumes do not collide, it knows that
the real objects cannot possibly collide either. If, however they do collide, the
algorithm will revert back to an exact slow collision detector. This way, only
objects close to each other will ever use the slow algorithm.

The most common bounding volumes are bounding boxes and bounding circles
(we will use the word “volume” even for two dimensions). Bounding boxes are
normally axis-aligned and are as a result very easy to check for collision. The
downside is that they cannot approximate the real geometry very well and the slow
checker will be used more often. Bounding circles are almost as fast and usually
fit the underlying geometry better. A variation on the axis-aligned bounding box
is of course the oriented bounding boxes. They can have any orientation and can
therefore provide a really tight fit to any volume. However, they are not as easy
to check for collision.

In this thesis we have a small robot and a large complex workspace. Putting a
simple bounding box around them both would be pointless since the robot i usually
inside the bounding rectangle around the map. The alternative is to divide the
workspace into many smaller components and compute bounding boxes for each
of them. This is not necessarily a good idea either since we will ultimately end up
with a lot of boxes instead. Time complexity-wise we have not changed anything.
The solution is to use a bounding volume hierarchy (BVH).

A BVH is essentially a balanced tree of bounding volumes (often spheres).
The bounding volume of the parent entirely encloses the union of the volumes
represented by its children. When two complicated bodies need to be tested for
collision their respective BVHs are tested against each other instead.

Another approach to collision detection is feature tracking (FT). This one
decomposes the polygonal representation of the objects into so called features.
These features are simply edges and vertices (and faces in case of 3D). As the
objects move, the method keeps track of which features on the two objects are
the closest. Under certain assumptions the algorithm takes constant time. Since
RRTs are built using incremental motions of the robot it seems reasonable to use
something like this. Worth mentioning is that it is quite possible to combine BVHs
with FT.

Another approach that is commonly used for configuration spaces of low di-
mension is to precompute a bitmap for the entire space. Every bit represents
wether the robot is in collision or not. This is naturally the fastest of all collision
detection algorithms out there but it has a few negative side effects:

1. It is slow to precompute.

2. It consumes a lot of memory.

3. It sacrifices accuracy.
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The first concern makes the need for a good collision detector even greater.

2.5.1 Bounding volume hierarchies

There are many existing schemes for hierarchical collision detection. The features
that distinguishes them from each other is the shape of the bounding volumes and
how the hierarchy is build from them.

Binary space partitioning (BSP) trees recursively splits the entire workspace
with general infinite planes. First a plane is is chosen that in some way splits the
volmume in half. Then each half space is in turn split in the same way. This
is an algorithm that is very common in computer graphics as a way to “sort”
the volumes in the scene. To find collision we must recursively traverse the tree
in a way so that all child spaces which the robot exists in are searched. One
shortcoming of this approach is that it is rather difficult to make the BSP tree
balanced since we have so many degrees of freedom.

Octrees also recursively splits up the entire workspace. In this case it splits it
into eight (four in 2D) smaller axis-aligned cubes. The splits are made through the
centers of the cubes. The algorithm keeps splitting until the current cube contains
as much underlying volume as is necessary for it to be considered a leaf. When a
query is made we perform a procedure which is very similar to that for BSPs. The
obvious shortcoming is that octrees has a rather large branching factor. In 3D it
has a branching factor of eight and in 2D it is four. Another perhaps more serious
problem is that there is no guarantee that the tree will be in anyway balanced and
this hurts performance.

K-D trees described in [4] are similar to octrees in the sense that they make
axis-aligned splits. However, instead of making three (two in 2D) simultaneous
splits per node, this algorithm one makes one. Usually we find the longest side
of the block and make the split across the center of that side. Like for octrees,
K-D trees are split up until the contained volume is decreased under a certain
threshold. This does not share the branching factor problem of the octrees but
the balancing one remains.

In order to have something that resembles a balanced search tree we want to
arbitrarily place the bounding volumes. Spheres is arguably the simplest of them.
In [23] an octree is generated over the entire workspace and a sphere is placed
around every cell. The tree is then the same tree as the octree except with the
corresponding bounding spheres as the nodes.

In [36] the leaf spheres is first placed on the boundary of the geometry. Then
the tree built from the ground up by pairing recursively pairing the nodes together
and by computing the bounding sphere for each pair. The advantage of this is that
spheres are easy to check for collision and that we get a reasonably balanced tree.

Yet another type of bounding shape is oriented bounding boxes (OBB) [14].
These boxes can have any arbitrary orientation and can give bounding shapes that
fit very tightly to the real geometry. The problem is of course that it is not trivial
to make a proper collision check between the OBBs. But the idea is that with
tighter fit the tree will be more shallow and therefore faster to traverse. Another
problem is that of making the recursive subdivision which will not be dealt with
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here.

R-trees in [16] provides simple variation to the binary trees. Each node in
the tree can only have a number of children that falls in a restricted range, m ≤
numChildren ≤ M . This property is added to make insertion and removal from
the tree easier. When a new bounding shape is included, the proper node to insert
it in is first found. If that will violate the range restriction, a balancing operation
must be performed. This is nice if we work in a setting where new volumes is
discovered continuously.

A very interesting take on the problem is s-bounds in [8]. This method is
primarily aimed at bodies created using Constructive Solid Geometry (CSG). That
is, volumes created by recursively applying various set-theoretic operations like
union or intersection on primitive bodies. Each body is represented as a tree of
nodes containing set operators that operate on its children. The collision detection
works by first forming a tree representing the intersection of the two involving
bodies. This means adding an intersection node that has each body as children.
The algorithm then constructs bounding boxes (or other volumes) for each node in
a bottom-up manner. Each nodes bounding box is created using the semantics of
the operator it represents, i.e. for union nodes the box is constructed by forming
a box around all the children’s boxes and for intersection nodes its created by
bounding the intersection of them.

Observe that although many of the above algorithms are in 3D, they are easily
reduced to 2D.

2.5.2 Feature tracking

Feature tracking methods decompose the geometry into features like vertices, edges
and faces. Then it keeps track of which features that lie closest. When a new
collision check is performed the algorithm checks wether the previous closest couple
is still a closest one. If yes, we are done, if no we do a graph search on the two object
until we find the new closest pair. If the geometry satisfies certain conditions, the
algorithm executes in O(1) time.

This approach was first introduced in [30] and later improved in terms of per-
formance and robustness in [32]. These algorithms work dividing the space around
each body into voronio regions, that is each region consists of all points that are
the closest to a specific feature (Figure 2.4). For any pair of features on two sep-
arate bodies we check wether the features are contained in the the other feature’s
voronoi region. If they both are then they are the closest pair. If not we move to
a neighboring feature on the violating body and test again. This assumes that the
geometry is convex and that bodies does not move fast relative to each other.

Guibas et. al. improved it even further in [15]. They realized that there is a
problem with coherency in the previous papers. If between incremental motions
the closest pair is changed a lot, the algorithms could take up significantly more
time. The graph searching simply has to be faster. So they presented an approach
that creates a hierarchy of bounding geometry called a Dobkin-Kirkpatrick hierar-
chy. Simply put the graph search is done in this hierarchy instead of in the feature
graph.
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There is also existing work that combines the BVHs presented earlier with
feature tracking. In [11] a framework called I-Collide is introduced that merges
the two concepts. It uses normal BVHs to represent the objects and the collision
detection is performed as usual between them. Then, when it is time to do the
real collision checking a feature tracking method is used. This all means that large
complicated and convex environments can be handled rather efficiently assuming
that there is some level of coherence between the objects.
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Figure 2.4. Voronoi regions for a simple triangle.
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Chapter 3

Navigation system

In order to perform the planning we need to define how the robot’s configuration
space is represented. There are of course several ways we can do this, taking many
different aspects of the robot into consideration. The tradeoff we need to make
in this situation is between accuracy of the physical model and performance of
the planning algorithm. If the robot uses a small number of state variables, the
planners execution times will generally be lower. However, the robot may not be
able to execute the plan correctly and control system may have to compensate for
that. We shift some responsibility from the planner to the system executing the
plan.

If a navigation system first finds a plan and then executes that plan by just
assuming that that it will work, it is said to be using dead reckoning. The common
problem with dead reckoning is that the error accumulates along the path and after
a while we cannot guarantee that the system is reasonably correct. This problem is
taken care of by using feedback. By making sensor readings from the environment
and then making corrections accordingly.

The system presented in this thesis assumes an already working localizer and
mapper. By repeatedly recomputing the plan in real-time during the execution
phase, the system will reduce this incremental error as well as adding the capability
of handling a dynamic environment.

3.1 Robot model

The robot model can be separated into several components.

1. The robot’s geometry.

2. The robot’s configuration space, C.

3. The robot’s control space, U .

4. The function that takes the robot from a given configuration to another
under the influence of a given control input.

27
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The wheelchair geometry is represented as a simple bounding two dimensional
polygon as shown in Figure 3.1. The polygon can have more or less any arbitrary
shape but for simplicity this one has been chosen.

Since the system requires good performance, the robot’s configuration space
has been chosen to be rather simple without being too simple. The robot’s con-
figurations are simply represented as a tuple, (x, y, θ), as shown in Figure 3.1.

PSfrag replacements

(x, y)

l

w

θ

Figure 3.1. The robot’s geometry and an example configuration.

Since the θ components “wraps around” every 2π, the topology of this config-
uration space will end up looking similar to the one in Figure 3.2. Because of this
odd space, we cannot use the normal Cartesian distance metric in this space. We
need to define our own. The problem also introduces some problem with nearest
neighbour searching that we need to account for.
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Figure 3.2. The topology of the robot’s configuration space.

The distance metric, ρ(q0, q1), is defined similar to the normal Cartesian metric
but with special care taken with the θ axis. The x and y components are handled
as normal. The distance between two configurations with the same x and y can
really be one of two possible values. One is the distance if we travel clockwise and
the other is if we travel counter clockwise. We choose the smallest one. Also, the
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θ component is scaled by a constant, k, in order to account for the difficulty for
the robot to rotate.

q0 = (x0, y0, θ0) (3.1)

q1 = (x1, y1, θ1) (3.2)

∆x = |x1 − x0| (3.3)

∆y = |y1 − y0| (3.4)

∆θ = |θ1 − θ0| mod π (3.5)

ρ(q0, q1) =

√
∆x2 + ∆y2 + k∆θ2 (3.6)

Next, we define the input control space for this robot. The control inputs are
quite simple. If ω1 and ω2 are the angular velocities of the left and right wheel
respectively and r is the wheel radius, the control inputs are v1 and v2. That is,
a control input is the two linear velocities for the wheel hubs.

v1 = ω1r (3.7)

v2 = ω2r (3.8)

The final part of the robot model is the path integration. Given a configuration,
q0 ∈ C, and an input, u ∈ U , compute the new configuration, q1, that the robot
will end up in after a certain time period, ∆t.

q1 = f(q0, u,∆t)

Figure 3.3 and (3.9) – (3.15) demonstrates the specifics of this integration.
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Figure 3.3. The motion that takes place using constant inputs under a certain amount
of time ∆t.
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vmid =
v1 + v2

2
(3.9)

r =
wvmid
v2 − v1

(3.10)

β = θ0 − π/2 (3.11)

γ =
vmid∆t

r
(3.12)

o = p0 −
(
r cosβ
r sinβ

)
(3.13)

p1 = o +

(
r cos (β + γ)
r sin (β + γ)

)
(3.14)

θ1 = θ0 + γ (3.15)

3.2 Framework

The theoretical framework for the control system of the autonomous wheelchair
can be seen in Figure 3.4.

Localization

Actuators

Mapping

Navigation

Sensors User

Planner Reactive

Perception

Driver

Input

Output

Figure 3.4. An overview of the wheelchair platform.

As we can see, it consists of four layers. The input layer provides the sensor
readings and the user input/feedback.

Localization and mapping belongs to the perception layer. This is where the
robot analyzes the sensor readings and determines its current configuration (the
localizer) and constructs a representation of the surrounding environment (the
mapper).

The driver layer handles the actual “intelligence” of the system. This is where
the navigation component resides. The navigation component takes sensor read-
ings from the input layer and the map from the the perception layer along with
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the estimated configuration and makes decisions accordingly. The navigator in
turn contains a planner and a reactive behaviour component. Entire plans are
generated by the planner while the reactive behaviour handles cases where the
computed plan does not seem to execute properly. For example when a previously
unknown obstacles appear right in front of the robot.

Finally, the output layer takes care of the actual steering of the robot. Making
simple path corrections and map the computed plan to real actuator inputs.

In this thesis, only the navigation component is covered. There already exists
mapping and localization methods that work in real-time and the user interface
depends a lot on the actual application. When it comes the actuation, care has
been taken to make sure that the computed plans are not too complicated to
translate into real motor inputs.

3.3 Navigation

The navigation system does most of its work in the planner component. A com-
plete and admissible plan is repeatedly computed using the current map and con-
figuration. It tries to run the planner as often as possible in order to reduce the
significance of any errors in the map, configuration or actuators.

The planner is essentially a tree planner that searches outwards from the start
configuration until the goal is reached. In order to achieve something that resem-
bles real-time performance, the planner is guided by some heuristics. A number
of heuristics is used here and they can be combined to work together so that a
weakness in one heuristic is compensated by the strength of another.

The framework in this thesis has the capability of combining and transparently
changing various strategies for one and another. Several tree planners, heuristics
and collision detectors are implemented and can be combined with a great degree
of flexibility which is good for evaluation purposes.

3.3.1 Main loop

The main loop (see Algorithm 3.1) of the navigator repeatedly computes a new
path. Below is a list of functions that serve as the interface between the navigator,
localizer, mapper and actuators.

• GetMap() returns the current estimated map from the mapper.

• GetConfiguration() returns the current estimated configuration from the
localizer.

• SetPlan() sets the current plan to execute for the actuators.

It is important to realize that the mapper, localizer and actuators operate in
parallel with the navigator so the functions above just pull and push data between
them and the navigator.

The TreePlanner() in the algorithm represents one of the tree planners
covered later.
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Algorithm 3.1 Main loop

1: procedure MainLoop(qgoal)
2: while q 6∈ GoalSet do
3: map← GetMap()
4: q ← GetConfiguration()
5: path← TreePlanner(q, qgoal)
6: SetPlan(path)
7: end while
8: end procedure

3.3.2 Tree planners

Two kinds of tree planners have been implemented for this thesis. The first one
is a normal forward single tree planner and the other is a bi-directional tree plan-
ner. These planners are quite like the ones in Section 2.2, except for some small
modifications that are wheelchair specific.

The main problem with the more general tree planner presented earlier is that
they do not take direction changes into consideration. By direction changes we
mean changes that switch the motion from forward to backward. We also want to
minimize the amount of backwards motion. The reason for this is that the human
operator does not like to travel backwards if it is not necessary. He will even prefer
a longer route than travel backwards.

Another problem is that of complicated maneuvers. Say that the wheelchair
is located in a narrow corridor like in Figure 3.5. It is too narrow to get from the
start to the goal without backing. This is a very difficult problem and admittedly
a rather artificial one.

The difficulty arises from the fact that we have a very narrow passage in the
configuration space located around the small turning area and that we can only
move through this passage by switching direction at very specific configurations.

The solution is to separate the robot’s control space into two partitions. One
containing only forward controls and one containing backward controls. Then we
alternate between those two spaces. We search forward for Nf iterations and if we
have not found a plan yet, we assume that it can not be found using just forward
motion and switch control spaces. Then we search backwards for Nb iterations
and so on until a total number of iterations, N , have been reached or we have
found a plan. This whole procedure is outlined in [34].

The general tree planner is shown in Algorithm 3.2 below. It is a bi-directional
planner that uses the direction switching method just described. In this algorithm,
U is the current control space, Uf is the forward control space, and Ub is the
backward control space. The rest is pretty straightforward and is already covered
in more depth in Section 2.2.

Note that it is possible to reduce this planner to a single tree planner easily by
simply doing nothing in the backward tree’s SelectNode and ExpandNode.

The last thing to discuss here is the Connect(Tf , Tb) function. It is responsible
for connecting the two trees together. Since this is a randomized planner, there is
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Start Goal

Figure 3.5. The robot must perform at least one direction change.

Algorithm 3.2 The tree planner used.

1: procedure TreePlanner(qstart, qgoal)
2: Tf .add(qstart)
3: Tb.add(qgoal)
4: U ← Uf
5: i← 0
6: j ← 0
7: while i < N do
8: if U = Uf then
9: if j ≥ Nf then

10: U ← Ub
11: j ← 0
12: end if
13: else
14: if j ≥ Nb then
15: U ← Uf
16: j ← 0
17: end if
18: end if
19: nodef ← SelectNodef (Tf )
20: nodeb ← SelectNodeb(Tb)
21: (nodenewF , uf )← ExpandNodef (nodef ,∆t)
22: (nodenewB , ub)← ExpandNodeb(nodeb,−∆t)
23: Tf .add(nodef , uf , nodenewF )
24: Tb.add(nodeb, ub, nodenewB)
25: if Connect(Tf , Tb) = true then
26: return GetPath(Tf , Tb)
27: end if
28: i← i+ 1
29: j ← j + 1
30: end while
31: return nil
32: end procedure
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really no way to guarantee that the two trees will actually meet precisely. There
is always going to be a gap between the two connecting nodes. If we use a single
tree planner, this is not really a problem since the robot will just end up in a goal
state that is not exactly what we want. If we use a bi-directional tree planner, we
will end up with a path that simply is not possible to traverse and that is more of
a problem.

The solution used here is to first find a pair of candidate nodes, one from each
tree, that are close enough to each other. Then we construct the sequence of control
inputs from the start to the goal while assuming that the two connection nodes
are in perfect connection. If the path generated by this sequence is admissible,
then they can be considered connected.

There are several ways to find the two candidate nodes. One is to try and
connect the last added nodes to each other, and another is to try to connect the
newly added nodes to all nodes in the other tree. The first one is faster but less
robust and the second one is slower but more robust. Both of them have been
implemented here.

3.3.3 Heuristics

The heuristics are represented by the SelectNode() and ExpandNode() func-
tions. In this thesis there are five heuristics present: a heuristic based on the
gradient method in Section 2.4, the RRT planner in Section 2.2.1, the collision
tendency method in Section 2.2.2, the PRM method in Section 2.3 and finally
a new composite heuristic that uses several of the other heuristics and switches
between them.

The RRT and collision tendency heuristics are implemented practically entirely
as they are presented earlier. They will not be covered further here.

Gradient heuristics

For the gradient heuristics we use the gradient method to compute a navigation
field using the start and goal configurations just like described earlier. The Gra-
dientSelect and GradientExpand are intended to replace the SelectNode
and ExpandNode respectively in the tree planner. The relevent pseudo code is
shown in Algorithms 3.3 and 3.4.

First the navigation field is computed (once for each planning). The results of
this step can be accessed through the NavigationCost(). The gradient heuris-
tics then selects the node with the smallest cost and expands it in the cheapest
direction.

PRM heuristics

When using the PRM heuristics, we first computes a path from the start to the
goal using the standard PRM technique. Again, once for each planning. The
selection and expansion strategies for this approach is more or less identical with
that of the normal RRT strategy. There is only one exception: qrand is not taken
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Algorithm 3.3 Selection strategy using the gradient method.

1: procedure GradientSelect(T )
2: dmin ←∞
3: nmin ← nil
4: for all n ∈ T do
5: d← NavigationCost(n)
6: if d < dmin then
7: dmin ← d
8: nmin ← n
9: end if

10: end for
11: return nmin
12: end procedure

Algorithm 3.4 Expansion strategy using the gradient method.

1: procedure GradientExpand(node,∆t)
2: dmin ←∞
3: qmin ← nil
4: umin ← nil
5: for all u ∈ U do
6: qnew ← Integrate(node, u,∆t)
7: d← NavigationCost(qnew)
8: if d < dmin then
9: dmin ← d

10: qmin ← qnew
11: umin ← u
12: end if
13: end for
14: return (NewNode(qmin), umin)
15: end procedure
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uniformly over the entire configuration space but is sampled uniformly from the
collection of path nodes in the precomputed road-map.

What this means is that the planner will essentially “climb” on the PRM
generated path like a vine. Of course, if the path cannot be traversed by the wheel
chair because of the additional constraints on it, the planner will end up in a dead
end.

Each of these heuristics have their own strengths and weaknesses. RRT plan-
ners are general and relatively complete but they are slow, do not necessarily
generate good paths and it is difficult to predict the performance (i.e. they are
very dependent on the problems complexity). Gradient planners are fast, optimal
and robust but they do not scale very well and their completeness is very weak.
Especially since we use a gradient planner only in 2D here. A PRM planner is
fast relatively complete and scales relatively well but is only semi optimal. What
we would want is to somehow combine these approaches together so that they
complement each other. This is what the composite heuristics are for.

The composite heuristics are very simple in concept and implementation. They
simply contain a collection of other heuristics and selects one of them for every
tree planner iteration according to some strategy. In this thesis, we just sample
the heuristics according to some distribution.

3.3.4 Collision detection

There are currently three forms of collision detection implemented. The first one
is a simple brute force collision detector. Each edge of the robot is tried for
intersection against every edge of every polygon in the map. This is the simplest
technique and naturally also the slowest. Its time complexity is O(n) where n is
the number of edges in the map and is directly related to the geometric complexity
of the map.

The second collision detector is the Bounding Volume Hierarchy scheme de-
scribed below. Because of its balanced binary tree properties, the time complexity
is not surprisingly approximately logarithmic, O(log n).

The third a fastest collision detector is the bitmap collision detector. We simply
place a grid over the entire configuration space and assign to every node a value
representing wether the robot is in collision or not. Then the collision detection
is simply a table lookup. Naturally this is a very fast method and runs in O(1).
The drawbacks is that it requires a significant amount of memory and takes a
long time to precompute. Consider the following example. Say that we have a
workspace of 300×300m and that we place a collision point every 10 dm and that
the orientation is divided into 100 discreet angles. This means that we have to
precompute 900 000 000 collision points. For a reasonable workspace we can do
1 000 collision checks per second and that means a total precomputation time of
900 000 seconds or roughly ten and a half days. This is quite a lot and in many
situations the BVH method is sufficient.
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Sphere hierarchy collision detection

The collision detection scheme used in this thesis will now be described closer. The
building algorithm consists of three parts: placement of leaf circles, partitioning of
these leaves into a binary tree and last the building of the actual hierarchy. After
that, we need to traverse the resulting hierarchy every time a collision check is
needed.

First the circles are placed on the boundary of the underlying geometry. Fig-
ure 3.6 illustrates how this is done. Note that the entire boundary must be covered.
Also note that only the boundary is considered. If the robot is entirely contained
inside the obstacle, it will not see a collision. These circles belong to the leaf set.
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Figure 3.6. Circles are placed so that they cover the entire boundary.

Next, the bounding circle hierarchy is computed in a bottom-up fashion accord-
ing to Algorithm 3.5. For each node in the tree we partition the leaf set into two
subsets of approximately the same size. Then a bounding hierarchy is constructed
for each subset. And finally it constructs a new circle enclosing the children. It it
not obvious how to do this however so two heuristics (lines 5 and 6) are used to
compute two separate circles and then the one with the smallest radius is chosen.
These two will be described later.

Now, the partitioning scheme will be explained. The algorithm is outlined
in Algorithm 3.6. To put it simple, the partitioning works by finding the width
and height of the tight bounding box around the leaf set and the average x and
y coordinate. It then divides the space across the longest side of the box at the
coordinate corresponding to the relevant average. Then it just separates the leaves
into one subset for each partition. This has the effect of approximately balancing
the final tree.

Now for the circle creating heuristics mentioned earlier. The first heuristic
takes the two bounding circles around each of the children and creates a tight
fitting circle around them. Figure 3.7 illustrates this further and (3.16) – (3.18)
shows the math involved.
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Algorithm 3.5 The algorithm that builds the bounding circle hierarchy.

1: procedure BuildHierarchy(leaves)
2: (subset1, subset2)← Partition(leaves)
3: child1← BuildHierarchy(subset1)
4: child2← BuildHierarchy(subset2)
5: parent1← BoundingCircle1(child1, child2)
6: parent2← BoundingCircle2(leaves)
7: if Radius(parent1) < Radius(parent2) then
8: Child1(parent1)← child1
9: Child2(parent1)← child2

10: return parent1
11: else
12: Child1(parent2)← child1
13: Child2(parent2)← child2
14: return parent2
15: end if
16: end procedure

Algorithm 3.6 The algorithm that partitions the leaves into two subsets.

1: procedure Partition(leaves)
2: (width, height) = BoundingBox(leaves)
3: (xavg , yavg) = Averages(leaves)
4: subset1← ∅
5: subset2← ∅
6: for all leaf ∈ leaves do
7: if width < height then
8: if leaf.y < yavg then
9: Add(subset1, leaf)

10: else
11: Add(subset2, leaf)
12: end if
13: else
14: if leaf.x < xavg then
15: Add(subset1, leaf)
16: else
17: Add(subset2, leaf)
18: end if
19: end if
20: end for
21: return (subset1, subset2)
22: end procedure
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e =
p2 − p2

‖p2 − p1‖
(3.16)

P =
p2 + r2e + p1 − r1e

2
(3.17)

R = ‖p2 − p1‖+ r1 + r2 (3.18)

The other heuristic is less exact but will sometimes produce a tighter fit. Al-
gorithm 3.7 show the procedure in detail and Figure 3.8 illustrates it. Notice how
the parent does not necessarily bound the child circles. The only thing we want
is for it to bound the underlying leaf circles so that makes sense.

Algorithm 3.7 The procedure that creates the second type of bounding circle.

1: procedure BoundingCircle2(leaves)
2: P← Average(leaves)
3: R← 0
4: for all leaf ∈ leaves do
5: d← | Pos(leaf)−P|
6: r ← d+ Radius(leaf)
7: if r > R then
8: R← r
9: end if

10: end for
11: return NewCircle(P, R)
12: end procedure

As it turns out, the first heuristics gives better results at the lower levels of the
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Figure 3.7. The result of the BoundingCircle1 procedure.
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tree and the second tends to do better closer to the root.

When the hierarchy has been build as a preprocessing step, we only need to do
the actual collision checking as outlined in Algorithm 3.8. The collision checking
works by recursively collision checking between the root of the subtree (root) and
the bounding circle around the robot (bc). If the root is really a leaf then we have
no choice but to do the real and slow collision checking. Notice that the robot is
represented by a single circle instead of a hierarchy of its own for simplicity. This
turns out to be no problem.

Algorithm 3.8 The bounding collision checking procedure.

1: procedure BoundingCollisionCheck(root, bc)
2: if Leaf(root) then
3: return RealCollisionCheck(Surface(root),Surface(bc))
4: end if
5: d← |Pos(root)−Pos(bc)|
6: if d < Radius(root)+ Radius(bc) then
7: if BoundingCollisionCheck(Child1(root), bc) then
8: return true
9: end if

10: if BoundingCollisionCheck(Child2(root), bc) then
11: return true
12: end if
13: end if
14: return false
15: end procedure
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Figure 3.8. The result of one the second heuristic circle creation. The solid circle
represents the parent and the dashed circles the children. The small circles are the leaves
that the parent should represent.
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3.4 Implementation

The program is implemented entirely in C++ and runs on Linux and Solaris.
Graphics and user input is handled by Simple Direct-media Layer (SDL) and with
an extra module SDL gfx.

The program is separated into two main components: the view and the model.
This can be seen in Figure 3.9. The view is responsible for all user input and all
graphics output. The user is able to draw any number of obstacle polygons and
to place the start and goal configurations. The very simple user interface can be
seen in Figure 3.10

The model is responsible for handling the actual computations and it is this
component that serves as the toplevel component for the navigator. The model
contains the map, the robot model (which includes its configuration space), the
actual tree planner, the selected heuristics and a chosen collision detector. All
of these components are hiding behind interfaces and can therefore be changed
easily. Though, only the heuristics and the collision detector actually have several
different implementations.

There are three kinds of collision detectors implemented: brute force, bounding
volume hierarchy and bitmap. There are four kinds of heuristics: gradient, RRT,
PRM and a random composite heuristic that can contain nested heuristics.

View

Model

Map

Heuristics Planner

Robot model

Collision detector

Figure 3.9. Overview of the entire system.

In Figure 3.11 we see the RRT and PRM heuristics in more detail. Both of
them contain a selected sampler that samples the configuration space in some
manner. Three samplers are implemented: uniform sampler, gaussian sampler
and bridge sampler (see Section 2.3).

The PRM heuristic also have a road-map. There are two kinds of road-maps:
a simple road-map and a visibility based road-map.

The user draws the map and places the configurations. This data is sent
to the model that initializes the collision detector and the heuristics. Then the
actual planner is started and eventually returns a plan. Now the model starts
traversing the plan. The planner can run in a separate thread so that the model
can continuously run the planner while the robot is traveling.
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Figure 3.10. The user interface.

PRM heuristicRRT heuristic

SamplerSampler

Collision detector

Road−map

Figure 3.11. Some of the heuristics in more detail.
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Experimental results

This chapter shows the results of a number of experiments. The experiments are
run on a laptop equipped with a Pentium II 366 MHz processor.

Unless indicated otherwise, the planner uses the bitmap collision detector, runs
for a maximum of 3 000 iterations and the number of forward and backward iter-
ations are 500 and 10 respectively.

4.1 Heuristics experiments

The heuristics implemented in this thesis are based the basic RRT approach, the
gradient method and PRMs. The first one we evaluate is the plain vanilla RRT.

For closed quarters, the RRT planner is quite fast. The problem in Figure 4.1(a)
was finished in 0.544 s. The problem with this approach however is that it provides
no means of actually making the path look good. In the figure we see that this
very simple planner tends to generate rather ugly paths sometimes and since this
is a randomized planner, we cannot make any guarantees about the simplicity of
the resulting path. I short, it is not a very robust planner in terms of good results.

In Figure 4.1(b) we see another example using the same planner. In this case
we have perturbed the start and goal configurations a bit and the result is a lot
worse. The example in the figure took 2.705 s to generate.

The reason for this bad behaviour is that the RRTs are expanding outwards
without any sense of direction in a random fashion. This means that the two trees
might connect to each other essentially anywhere in the configuration space. It
has no idea of what a good path is.

Next, we look at the PRM only planner. This planner has already computed
a road-map (see Section 2.3) in a preprocessing step. When the planner starts it
connects to the road-map and tries to follow it in a random fashion.

We run the same two planning exemples as previously. Figure 4.2(a) shows the
first example using this planner. The first example took 0.037 s to compute while
the second one did not complete at all. This is pretty representative of what we
get with this planner. The planner can be quite fast with reasonably good results
but the PRM only planner tends to get stuck. This is a result of only using a

43
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very small set of possible sample points. As a consequence of this, the PRM only
planner often does not give a result at all. It is difficult to estimate how likely it is
to fail by it seems that the failure rate for the these two examples lies somewhere in
the region of 20%. This is a serious problem and is partially solved by combining
it with the RRT approach. We will come to this later on.

The last of the simple planners is the one based on the gradient method. This
one computes a navigation field that it uses as a heuristic for both selection and
expansion of nodes.

Figure 4.2(b) show a successful planning using this planner. The planning time
was 0.111 s. The good thing about the gradient method is that when it actually
returns a result, is does so quickly and the result is usually very good. This can
be seen in the figure. The problem however, is that it usually does not return

(a) (b)

Figure 4.1. Representative planning examples using RRT only

(a) PRM only (b) Gradient only

Figure 4.2. Other simple planners.
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any result at all. The gradient method finds a path from the start to the goal
very quickly, but it has trouble to connect on its own. When it finds the goal, it
does not take the orientation into account. In order to connect it may have to
take a slightly longer route so that the robot comes in from a correct angle. It is
not obvious how the gradient method can be expanded to include this behaviour
except by using some form of randomization.

Now, we move on to the composite heuristics. That is, heuristics that combine
some of the properties of the above heuristics. Figure 4.3(a) shows an example
using the RRT and gradient heuristics together. Each iteration the the planner
randomly chooses between the two. In this case a uniform distribution is used.
It took 0.118 s to generate. Figure 4.3(b) shows the same planner but for a little
more difficult problem. As we can see, the path is rather good. However, the later
example took 1.469 s to compute. This is actually mostly due to the fact that we
need a direction reversal to execute the motion and the planner does not try to
reverse direction until it has run a certain number of iterations.

(a) RRT and gradient (b) RRT and gradient

(c) RRT and PRM (d) RRT and PRM

Figure 4.3. Composite heuristics.

Figure 4.3(c) and 4.3(d) show the composite planner consisting of RRT and
PRM. The first example executed in 0.222 s and the second in 0.475 s. Again, the
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paths look quite good and the execution time is rather dependable.

Before we leave this section, some things should be noted. Although, the plan-
ners seem quite robust it is always possible to make them fail even for problems
that they have solved before. This is an unfortunate consequence of using random-
ization when planning. We get better execution times but we sacrifice optimality
and completeness. It is generally very hard to estimate the expected execution
times. However, during the experiments we have seen that for most semi-hard
problems, the planner completes in about one second.

4.2 Change in direction

Some important parameters are Nf and Nb. The algorithm alternates between
forward and backward motion. Nf and Nb are the number of iterations that the
planner executes in each run. We want the robot to avoid backward motion as
much as possible, and when it happens the time it spends in this state should
be as short as possible. This suggests that we use a larger number for Nf and a
small number for Nb. The problem however, is that a large Nf means that plans
requiring a direction change will take longer to compute. Also, since the planner
spends a long time in forward motion the tree will have grown quite large meaning
that the planner might try to connect the two trees in a suboptimal way.

Figure 4.4(a) and 4.4(b) show a planning example using a large and a small Nf

respectively. In both cases, direction reversals are necessary. The first case ran in
1.114 s and the second ran in 0.099 s. The one with a smaller Nf clearly gives a
better result in this case.

(a) Large Nf . (b) Small Nf .

Figure 4.4. Planning with direction change.
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4.3 Collision detection

Three collision detection schemes have been implemented in this thesis. A brute
force collision detector, a bounding volume hierarchy collision detector and a
bitmap collision detector. Figure 4.5(a) and 4.5(b) shows the test cases used
for these schemes. The important distinction between the two cases is that the
first example has low complexity (i.e. few edges) while the second one has more
complexity. The same random number generator seed was used in all of the ex-
periments.

For the low complexity case, the brute force checker finishes in 2.224 s, the
BVH checker in 0.992s, and the bitmap checker in 0.189 s. That means that, the
BVH scheme has improved speed of the algorithm by a factor of 2 and the bitmap
scheme has improved it by a factor 12.

For the high complexity case, the execution times are 9.356 s, 1.360 s, and
0.136 s respectively. The factors of speed improvement are 7 and 70 respectively.

We see that the improved collision checkers are decreases execution time sig-
nificantly. We also see that as the complexity increases, the gain increases as
well.

Obviously the bitmap checker is the best performer here, but as we have already
said it sacrifices accuracy and memory footprint. Figure 4.5(c) shows the result
in the high complexity case using bitmap collision checking. As we can see, the
resulting path is a bit different than the others. In this case it happens to look a
bit better but that is just a coincidence. There are cases with very narrow passages
that the bitmap collision checker will not be able to handle because of the lower
accuracy.

4.4 Limiting the turning radius

Since the planner can handle quite arbitrary robot models, we can see what hap-
pens when we limit the turning radius for the robot. In the above cases the the
minimum radius have been w/2, where w is the width of the robot.

A larger minimum radius leads to smoother paths at the expense of longer
execution times. Figure 4.6(a) and 4.6(b) show both cases.
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(a) Low complexity using BVH or
brute force collision detection.

(b) High complexity using BVH or
brute force collision detection.

(c) High complexity using bitmap
collision detection.

Figure 4.5. Composite heuristics.
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(a) Small turning radius. (b) Large turning radius.

Figure 4.6. Planning using limitations on turning radius.
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Chapter 5

Conclusions and future work

This section summarizes the thesis, explains the conclusions drawn and present
areas of interest for future work.

5.1 Conclusions

In this thesis a randomized planner has been introduced for the purpose of planning
motions for autonomous wheelchair robots. The planner builds a tree starting in
the start configuration. It then extends the tree by randomly selecting a node
for expansion and randomly selecting a control input. Each node represents a
configuration and each edge represents the control input used to connects the two
configurations together. Furthermore, the planner builds a reverse tree starting
from the goal configuration and expands it backwards in time. When the two trees
connect a path is found.

The advantages of this tree approach is that the planner can easily handle quite
arbitrary robot models. If a path is found it is by necessity also admissible.

By using a randomized planner the thesis sacrifices optimality and completeness
in favor of lower execution times. The planner can scale to much larger and more
complicated configuration spaces than a normal more optimal A* based method
could.

In addition to using the obvious and simple RRT based approach, this thesis
also relies heavily on heuristics to help the planner to search in the right direction.
A PRM planner and a gradient method planner has been implemented that greatly
helps the planner to reach its goal. Both in terms of execution time and path
smoothness. Both planner finds paths that does not consider the constraints of
the robot and these paths are then later used to guide the tree planner.

The PRM heuristic is more robust and scales better than the gradient method
one. However, the gradient method is for smaller spaces much faster when it
actually finds a path. Also, the gradient method paths are much smoother. The
gradient method does not seem to be able to connect very well though.

The planner that seems to work best is the RRT and a visibility based PRM
planner.

51
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There are still some problems with this planner. While it can certainly return
good plans in under a second, there is also no guarantee that it will. This means
that we cannot guarantee real-time performance all the time. Another problem is
that of robustness. If the planner has found a good path, there is no guarantee
that the planner will find a similar one the next time the planner runs. The result
of this is that the robot may start to jerk around a bit when executing the plan.

5.2 Future work

There is plenty of work left before this can be used in a real wheelchair and this
section lists some suggestions of what that work could be.

Nearest neighbour searching: The nearest neighbour search is a problem where
given a set of points and an additional query point, find the closest point to
the query point. In this thesis we need constantly need to find the closest
configuration in the trees to a sample configuration. When the trees grow
large, the brute force algorithm will significantly slow the system down.

Most nearest neighbour searching techniques use space decomposition to
achieve this. They build an auxiliary balanced tree structure that allows
queries to be performed in O(log n) time complexity. In [2], [7] and [5]
approaches based on box decomposition are presented where the points are
divided and fat bounding boxes are placed around them. All of these allow
fast queries but insertion is rather complicated. We want to insert new
points quickly while maintaining the balanced properties. These papers use
topology graphs and dynamic trees to do this. Another approach is to extend
something similar to scapegoat trees in [13] to three dimensions.

Physical implementation: The planner in this thesis is software only. It has
not been implemented on an actual physical robot. Although, we do not
expect any serious problems doing this, it is nevertheless something that
should be done.

Path smoothing: Currently no path smoothing is performed at all. As soon
as a admissible path is found, it is immediately accepted as a result and is
returned. There are some existing randomized path smoother but it seems
difficult to execute them quickly due to the holonomic constraints on the
robot.

Progression sensitive heuristics: At this point the heuristics a chosen ran-
domly each iteration without concern of how well the planner is progressing
at the moment. It would be interesting to see if we can dynamically choose
heuristics based on for example the current distance to the goal.

Dynamic changing of turning radius: By using a a higher minimum turning
radius we can get much better paths. But this comes at a cost of complete-
ness and higher execution times. It would e better if we could choose the
turning radius dynamically as the planner progresses. In the beginning it
would prefer smooth motions and later it would accept less smooth motions.
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Connection strategies: One of the most serious problem encountered in this
work was that of connecting the two trees together. Given to relatively close
configurations, what control input and what time step should be chosen so
that they are connected properly?

Possible approaches include steering techniques or shooting techniques.

Mapping and localization: We have assumed that the robot knows its own
current configuration and its surroundings exactly. This is not true in reality.
Implementing a localizer and mapper together with putting the planner in
a physical robot would be a very interesting extension.
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Appendix A

Abbreviations

BSP: Binary Space Partitioning

BVH: Bounding Volume Hierarchy

FT: Feature Tracking

OBB: Oriented Bounding Box

PRM: Probabilitic Road-Map

RRT: Rapidly-exporting Random Tree
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