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Abstract

Traffic planning in a modern congested society is an important and time consuming
procedure. Finding fast algorithms for solving traffic problems is therefore of great
interest for traffic planners all over the world.

This thesis concerns solving the fixed demand traffic assignment problem (TAP)
on a number of different transportation test networks. TAP is solved using the
Frank-Wolfe algorithm and the shortest path problems that arise as subproblems
to the Frank-Wolfe algorithm are solved using the network simplex algorithm.

We evaluate how a number of existing pricing strategies to the network simplex
algorithm performs with TAP. We also construct a new efficient pricing strategy,
the Bucket Pricing Strategy, inspired by the heap implementation of Dijkstra’s
method for shortest path problems. This pricing strategy is, together with the
actual use of the network simplex algorithm, the main result of the thesis and the
pricing strategy is designed to take advantage of the special structure of TAP.

In addition to performing tests on the conventional Frank-Wolfe algorithm, we
also test how the different pricing strategies perform on Frank-Wolfe algorithms
using conjugate and bi-conjugate search directions. These test results show that
the updating shortest path calculations obtained by using the network simplex
outperforms the non-updating Frank-Wolfe algorithms.

Comparisons with Bar-Gera’s OBA show that our implementation, especially
together with the bucket pricing strategy, also outperforms this algorithm for rel-
ative gaps down to 10−6.
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Chapter 1

Introduction

1.1 Introduction to Traffic

In a modern urban region, a large amount of activity concerns the need for trans-
portation between different places in the transportation network. People and goods
are transported between different locations in the region and the transportation
infrastructure gives the inhabitants of the urban society possibilities to be a part
of the economical co-existence in and outside the region.

The expansion of the transportation system has given people the possibility to
move out from the centre of the city to its suburbs. This has led to an increased
dependency on the car and other transportation means, since people may work or
participate in other activities in the centre of the city while they live in the suburbs.
As this tendency of dependency of the transportation system has increased over
time, and it seems to be increasing rather than decreasing, several serious problems
caused by congestion have arisen.

Congestion causes major economical losses due to time delays. Congestion is
also bad for peoples health, since it contributes to the air and noise pollution. It
also contributes to an increasing amount of accidents. To be able to have a well
working urban society, it is important to put great effort into reducing the negative
effects caused by traffic and hence using the transportation system as efficiently
as possible. This could e.g. be achieved by introduction of traffic tolls in order to
bring people into travel at less congested times or into using public transportation
instead of travelling by car.

An increased traffic demand causes the infrastructure to go through continuous
expansions and improvements, and it is important that the investments put into
the system are made in such a way that an optimal benefit is achieved. To achieve
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this, different mathematical models can be used to simulate the current and future
behaviour of the transportation system. Some models give measures of the overall
capacity of the network while other models can give specific facts about some
critical links. The received information can e.g. be used to configure traffic tolls
for controlling the traffic flow or to evaluate potential effects of large investments.

The process of traffic planning [Pat94, chapter 1] can be divided into several
steps, such as goal definition, collection of data about traffic demand, assignment
of traffic to network routes and evaluation of the result. Often, a scenario based
procedure is used. A typical factor in a scenario is time, since it is reasonable to
assume that the traffic demand will vary over time. Different scenarios can also be
constructed to simulate traffic when potential changes are made to the network.

Traffic assignment [Pat94, chapter 1] is the part of traffic planning that assigns
traffic to routes in the existing traffic network. The routes can carry traffic between
different zones in the network, and between each couple of zones, there may exist
a traffic demand. The traffic assignment procedure as we consider it involves
solving frequently arising shortest path problems. Solving the Traffic Assignment
Problem (TAP) [Pat94, chapter 2] for different scenarios, can be a suitable tool for
evaluation of various planning objectives in traffic networks.

Another kind of traffic networks, which are essentially the same as ordinary
traffic networks, are telecom networks. The differences between these types of
networks are minor and they will thus be modelled quite similar. In a telecom
network, phone calls will form the demand between telephone stations and the
objective function will be different from the one obtained when we model an ordi-
nary traffic network. However, we will not consider telecom traffic networks any
further in this thesis, and from now on, all considered networks are assumed to be
ordinary traffic networks.

1.2 Purpose of this Thesis

The shortest path problems that arise when traffic is assigned to routes are rather
similar during the progress of the algorithm. In the published work on this topic,
all shortest path problems are, according to our knowledge, solved from scratch
each time they arise. Our idea is to save time and computational effort by adopting
the idea of updating shortest path computations. We will re-use the solutions of
previously solved shortest path problems with help of the well known Network
Simplex algorithm [AMO93, chapter 10] designed to solve minimum cost flow
problems. A high number of scenarios, described in the previous section, increases
the importance of assigning traffic to routes efficiently.
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The purpose is to improve the performance of the Frank-Wolfe algorithm, and
similar algorithms as well, when it is used to solve the traffic assignment prob-
lem. The improvement of the performance will be obtained by solving the arising
shortest path subproblems more efficiently than before.

1.3 Structure of the Report

Chapter 2 gives a short description and a formulation of the Traffic Assignment
Problem.
A description of the Frank-Wolfe method and the two modifications that are rele-
vant for this thesis are presented in chapter 3.
Chapter 4 introduces shortest path problems and presents Dijkstra’s algorithm
and the Network Simplex algorithm for solving this problem. For the network
simplex algorithm we also present the Bucket Pricing strategy (in chapter 5). It
constitutes, together with the actual use of updating shortest path solutions, our
main contribution.
In chapter 6, details about the implementation are presented and in chapter 7, we
present our test results. Analysis of the results and conclusions are also presented
in the latter chapter.
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Chapter 2

The Traffic Assignment Problem

In a congested urban traffic network travellers want to travel between different pairs
of origins and destinations, referred to as O-D pairs or sometimes as commodities.
As traffic volume in the network increases, the travelling speed tends to decrease
on the links. The more the traffic increases the more rapidly the speed tends to
decrease as a result of more and more interaction between the travellers. Therefore
it can be beneficial for some of the travellers to use alternative routes whenever
it is possible. The problem of how to assign traffic to the links, so as to model
travel behaviour, is called the Traffic Assignment Problem (TAP) [Pat94, chapter
2]. When traffic in the network increases, the link travel times will also increase,
linearly or nonlinearly.

The model for the traffic assignment problem that will be used throughout this
thesis is described below. From this model, it is easy to see that TAP is a linearly
constrained optimization problem. It is either linear or nonlinear depending on
the appearance of the objective function.

2.1 A Model for the Fixed Demand Traffic As-

signment Problem

An urban traffic network is usually modelled by a set of nodes N and a set of
directed links A. As mentioned above, the network contains a set of O-D pairs
denoted P ⊆ N ×N . Consider an arbitrary O-D pair (p, q) with a fixed travel
demand dpq. Let Rpq be the nonempty set of routes for O-D pair (p, q) and let
R = ∪(p,q)∈PRpq denote all possible routes in the network. Let hr denote the flow
on route r ∈ R. Each route consists of a number of links. Let δra = 1 if link a
belongs to route r and δra = 0 otherwise.
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It is reasonable to consider the travel time ta(fa) on link a ∈ A as a nondecreasing
function that depends only on the flow in link a, where fa =

∑
r∈R δrahr. With

use of the δ-indicator, the travel time of route r can be stated as tr =
∑

a∈A δrata.
It is usually assumed that the travellers have complete knowledge about the traffic
network, and which route that is currently best to use. It is also customary to
assume that the travellers choose to travel along their best routes based on the
current information about the traffic situation. This assumption can be stated as
the first Wardrop user equilibrium condition [War52].

Definition 2.1.1 (Wardrop’s first principle) For any O-D pair, the travel times
on the routes actually used are equal and less than the travel times on the unused
routes.

Another way to express this principle is that the traffic network is in the state of
equilibrium when none of the travellers can find a faster route than the one he/she
is currently using. Let πpq denote the travel time on the shortest route from origin
p to a destination q, then the Wardrop condition can be stated as follows

hr > 0 ⇒ tr = πpq, ∀r ∈ Rpq

hr = 0 ⇒ tr ≥ πpq, ∀r ∈ Rpq

for all O-D pairs (p, q) ∈ P .
With the previously used notations, TAP can be formulated as the following opti-
mization problem [Pat94, chapter 2]

T ∗ = min
hr,fa

T (f)
def
=

∑
a∈A

∫ fa

0

ta(s) ds (2.1)

subject to
∑

r∈Rpq

hr = dpq, (p, q) ∈ P (2.2a)

hr ≥ 0, r ∈ Rpq, (p, q) ∈ P (2.2b)

fa =
∑
r∈R

δrahr, a ∈ A. (2.2c)
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Chapter 3

Frank-Wolfe Methods

3.1 The Frank-Wolfe Method

The Frank-Wolfe method (FW) [FW56] was originally developed for solving lin-
early constrained quadratic programming problems, but the algorithm can as well
be used to solve optimization problems with convex objective function and linear
constraints. Furthermore, in this presentation of the Frank-Wolfe method and the
two modifications discussed below, we assume that our optimization problem is
the minimization problem TAP, with the objective function T (f) formulated as in
chapter 2.

At FW iteration k, a first order Taylor approximation is performed at the
current point fk of feasible flows, giving the linearized subproblem to minimize

TLP
k (f)

def
= T (fk) +∇T (fk)

T (f − fk)

subject to the constraints (2.2a-c). In this linearized subproblem, T (fk) and
∇T (fk)

T fk are constants. Minimizing ∇T (fk)
T f subject to (2.2a-c) is a set of

shortest path problems, namely one problem from each origin to all destinations.
All shortest path problems originating from the same origin, will in this report be
referred to as an origin-based shortest path problem. The point

yFW
k = argmin

f
TLP

k (f),

subject to (2.2a-c), gives at iteration k, a lower bound LBDk = TLP
k (yFW

k ) to T ∗.

When the linearized problem has been solved, a one dimensional line search is
performed starting at the current point fk in the search direction dFW

k = sFW
k − fk,

where sFW
k is the point of sight at iteration k. The concept of point of sight is the
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same for both the conventional FW algorithm and the two modifications described
below and sFW

k can be viewed as the point towards which the line search will be
performed. In the standard (non-conjugate) method, we have sFW

k = yFW
k .

The point fk+1 = fk + tkdk, where the scalar tk is the minimizing step length
found by a line search in the direction dk, gives an upper bound UBDk = T (fk+1)
to T ∗. Since dk is a descent direction, the UBDk found at iteration k is as least
as good as the upper bounds obtained at lower iteration counts. This guarantees
that the best upper bound always is that of the last iteration.

The idea with FW and algorithms similar to FW is to iteratively shrink the
gap between the so far best found lower bound and the upper bound from the
last iteration, until they are sufficiently close to each other. The relative gap at
iteration k can then be defined as

UBDk − LBD

LBD
,

where LBD is the best available lower bound. The relative gap is used as a
stopping criterion in the Frank-Wolfe algorithm.

3.1.1 Outline of the FW algorithm

Step 0 (Initialization) Find a feasible starting solution f0. Set k = 0, ε > 0 and
LBD = −∞.

Step 1 (FW direction generation) Set, k = k + 1, compute yFW
k and

dk = yFW
k − fk.

Step 2 (Line search) Find step length tk that solves
min{T (fk + tkdk) | 0 ≤ tk ≤ 1}.

Step 3 (Update) Set fk+1 = fk + tkdk.

Step 4 (Convergence test) Let LBD = max{LBD, TLP
k (yFW

k )}. If the relative
gap

T (fk+1)− LBD

LBD
,

is less than ε, then terminate with the approximate solution fk+1.
Otherwise let k = k + 1 and GOTO step 1.
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3.2 Conjugate Frank-Wolfe Methods

Although the Frank-Wolfe algorithm has some desirable properties, it is e.g. easy
to implement and it performs well far from the optimal solution. However, it has
a property that makes it less favourable to use without modifications, namely that
it shows very slow asymptotic convergence due to that the feasible solutions tend
to zig-zag towards the optimal solution.

To improve its performance, different modifications of the Frank-Wolfe method
have been suggested [Pat94, chapter 4]. One approach is to modify the subproblems
and thus avoid generating extreme point solutions. In the case of TAP this means
finding solutions to the subproblems which do not send all traffic along the shortest
routes. This can be especially interesting in a heavily congested network because
of the possible benefits from sending traffic on several routes. A second approach
is to modify the line search and e.g. take longer steps or using predetermined
step lengths. A third type of modification is to combine the current Frank-Wolfe
direction with previous directions. In [DL04], Daneva and Lindberg contribute
two new modifications of FW to this class of modifications. These modifications
are based on the concept of conjugation, which originates from unconstrained
optimization [Lue84, chapter 8].

The Conjugate Direction Frank-Wolfe method (CFW) proposed by Daneva and
Lindberg [DL04] reduces the number of Frank-Wolfe iterations needed to reach a
certain accuracy of the solution. In this method, the current gradient-based FW
direction is made conjugate to the CFW direction from the previous iteration.
Conjugation is performed with respect to the hessian of the objective function at
the current point fk. See [Lue84, chapter 8] for a detailed description of conjuga-
tion. However, it is relevant to define the concept of conjugation.

Definition 3.1 Let Q be a symmetric matrix. Two vectors d1 and d2 are said to
be conjugate with respect to Q if dT

1 Qd2 = 0

Daneva and Linberg [DL04] also present the Bi-Conjugate Frank-Wolfe method
(BFW) for even better performance. The idea of BFW is similar to that of
CFW, except for that BFW performs conjugations with respect to the two
previous search directions. Further, at iteration k, the point of sight sCFW

k of
CFW is a convex combination of yFW

k and the previous point of sight sCFW
k−1 ,

while in BFW, sBFW
k is a convex combination of yFW

k and the two previous
points of sight sBFW

k−1 and sBFW
k−2 .

Since the conjugate methods are not the central part of this report, we restrict
ourselves to present outlines of CFW and BFW. Exhaustive derivations of the
methods as well as convergence proofs can be found in [DL04]. Still, we will
present results obtained by tests with these two modifications.
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3.2.1 Outline of the CFW algorithm

Step 0 (Initialization) Find a feasible starting solution f0. Set k = 0, ε > 0 and
LBD = −∞.

Step 1 (FW direction generation) Set, k = k + 1, compute yFW
k and

dFW
k = yFW

k − fk.

Step 2 (CFW direction generation) If k = 0, set dCFW
k = dFW

k . Else, compute

Nk = (sCFW
k−1 − xk)

T Hk(xk)d
FW
k ,

Dk = (sCFW
k−1 − xk)

T Hk(xk)(y
FW
k − sCFW

k−1 ),

αk =

{
Nk

Dk
, if Dk 6= 0 and Nk

Dk
∈ [0, 1− δ]

0, otherwise
, and

sCFW
k = αks

CFW
k−1 + (1− αk)y

FW
k

dCFW
k = sCFW

k − fk.

Step 3 (Line search) Find step length tk that minimizes T (fk + tkd
CFW
k ),

0 ≤ tk ≤ 1.

Step 4 (Update) Set fk+1 = fk + tkd
CFW
k .

Step 5 (Convergence test) Let LBD = max{LBD, TLP
k (yFW

k )}. If the relative
gap

T (fk+1)− LBD

LBD
,

is less than ε, then terminate with the approximate solution fk+1.
Otherwise let k = k + 1 and GOTO step 1.
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3.2.2 Outline of the BFW algorithm

Step 0 (Initialization) Find a feasible starting solution f0. Set k = 0, ε > 0 and
LBD = −∞.

Step 1 (FW direction generation) Set, k = k + 1, compute yFW
k and

dFW
k = yFW

k − fk.

Step 2 (CFW direction generation) If k = 0, set dBFW
k = dFW

k , if k = 1, set
dBFW

k = dCFW
k . Else, compute

dBFW
k = sBFW

k − fk

= β0
ky

FW
k + β1

ks
BFW
k−1 + β2

ks
BFW
k−2 − fk,

where β0
k , β

1
k , β

2
k ≥ 0 summing up to 1 are chosen such that dBFW

k is made
conjugate to dBFW

k−1 and dBFW
k−1 with respect to Hk(xk).

Step 3 (Line search) Find step length tk that minimizes T (fk + tkd
BFW
k ),

0 ≤ tk ≤ 1.

Step 4 (Update) Set fk+1 = fk + tkd
BFW
k .

Step 5 (Convergence test) Let LBD = max{LBD, TLP
k (yFW

k )}. If the relative
gap

T (fk+1)− LBD

LBD
,

is less than ε, then terminate with the approximate solution fk+1.
Otherwise let k = k + 1 and GOTO step 1.
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Chapter 4

Shortest Path Problems

4.1 Introduction

This introduction presents some basic terminology and a few algorithms for solving
shortest path problems. All of these algorithms will not be implemented, but they
still have enough theoretical value to be discussed in this report.

A shortest path problem can be defined on a directed network (N ,A), where
N is a set of nodes and A is a set of directed arcs. Associated with each arc
(i, j) ∈ A is an arc cost cij, which e.g. can represent the length of arc (i, j).

Finding shortest paths between nodes in (N ,A) is considered as an easy prob-
lem, and there exists many efficient algorithms for solving it. Different variations
of shortest path problems exists, but this thesis will consider only one formulation,
namely that of finding the shortest paths from one root node r, to all other nodes in
the network. This shortest path problem is equivalent to the origin-based shortest
path problem discussed in section 3.1 and it will in this report sometimes be ab-
breviated SPP. A solution to this type of shortest path problem can be expressed
by a spanning tree rooted at r. It is also a number of shortest path problems
of this type that arise as subproblems when TAP is solved with the Frank-Wolfe
algorithm or one of its modifications discussed above.

With the spanning tree solution [AMO93, chapter 11] comes some terminology.
Each node has a position in the spanning tree determined by a predecessor label.
The predecessor label of a node p marks out the immediate predecessor of p in
the spanning tree. By following the predecessor labels, the shortest paths for each
node can be traced down to the root node. The spanning tree solution will be
discussed in more detail in the implementation part of this report.

13



Algorithms for solving shortest path problems can roughly be partitioned into
two major classes, label-setting and label-correcting algorithms [AMO93, chapters
4 and 5]. In both types of algorithms, a distance label is associated with each
node i in the network. The distance label πi gives the shortest distance from the
root node to i. Alternative names for the distance label are node potential or node
price.

Nodes can either be temporarily or permanently labelled with respect to the
distance label. If a node is permanently labelled, it cannot be reached from the
root node by a path with a shorter distance than that given by the distance label.
If a node on the other hand is temporarily labelled, it may be possible that it
can be reached by another path with a shorter distance. Roughly speaking, the
shortest path algorithms terminate when all nodes are permanently labelled.

Label-setting algorithms can be used to solve shortest path problems in acyclic
networks, or when all arcs have non-negative lengths. The idea behind this class
of algorithms is to iterate through all nodes, and in each iteration, permanently
assign a distance label to one node. The most familiar label-setting algorithm is
Dijkstra’s algorithm, which will be described below.

Label-correcting algorithms are more flexible and can be used to solve all
types of shortest path problems, typically those with negative arc costs. In label-
correcting algorithms, a node that has already been permanently labelled can be
made temporary again, which means that it has to be processed again. The most
familiar label-correcting algorithm is the Floyd-Warshall algorithm [AMO93, chap-
ter 5]. The L2QUEUE [GP88] is another example of a label-correcting algorithm.

With an appropriate formulation of the shortest path problem, the network
simplex algorithm for solving minimum cost flow problems can be used to solve
SPP, as described in section 4.3.

4.2 Dijkstra’s Algorithm

Dijkstra’s algorithm [AMO93, chapter 4] belongs to the class of label-setting algo-
rithms and it finds the shortest paths from the root node r to the rest of the nodes
in a directed network where all arcs have non-negative length.

In Dijkstra’s algorithm, the nodes are divided into two subsets S and S ′. S
contains all permanently labelled nodes and S ′ those nodes whose labels are tempo-
rary. At the start of the algorithm, S = {r} and S ′ = N −{r}. For a permanently
labelled node i, the distance label is the shortest distance from r to i and for
a temporary labelled node, the distance label is an upper bound of the shortest
distance from r to i.

14



For r, the distance label is initialized to 0 and for the rest of the nodes, the
distance label is initialized to ∞. In each iteration of Dijkstra’s algorithm, the
temporary labelled node with minimum distance label is made permanent and
thus moved from S ′ to S. Assume that node i is made permanent. Then all arcs
leaving i are examined and the distance labels of all nodes that can be reached
from i in one step are updated, as the minimum of the previous distance and
that obtained via i. The algorithm terminates when all nodes has been assigned a
permanent label.

As already mentioned, Dijkstra’s algorithm, as well as other algorithms for
solving SPP, represents a solution as a spanning tree where each node has a label
which gives its predecessor node. This label has to be updated whenever the
distance label is changed.

The most time consuming step of Dijkstra’s algorithm is the selection of which
node to process next, i.e. how to find the temporarily labelled node with least
distance label. In the standard implementation, all nodes whose label is temporary
are checked in each iteration and this is a major bottleneck. One way to reduce
the time spent on examining temporary nodes is to implement Dijkstra’s algorithm
with use of a heap (priority queue). Different variants of heaps has been suggested
to be used together with Dijkstra’s algorithm and we will discuss the radix heap
implementation proposed by Ahuja et al. [AMOT90] in some further detail. This
implementation reduces the time bound of Dijkstra’s algorithm from O(n2) to
O(m + n log2 C), where n equals the number of nodes, m is the number of arcs
and C is the value of the largest arc cost, assumed to be an integer value.

In this implementation, the temporarily labelled nodes are grouped together
into a number of buckets, roughly sorted by the value of their distance labels. Each
bucket contains all temporarily labelled nodes whose distance labels lies between
some values, specifying the range of the bucket.

Suppose that all arc lengths belongs to the set {0, 1, . . . , C}. Then it is ob-
vious that all distance labels must belong to the set {0, 1, . . . , nC}. The buckets
are supposed to partition the interval of possible distance labels. The buckets,
indexed 0, . . . , B, which are designed to store 1, 1, 2, 4, 8, 16, . . . nodes will initially
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be assigned the following ranges.

range(0) = [0]

range(1) = [1]

range(2) = [2, 3]

...

range(j) = [2j−1, 2j − 1]

...

range(B) = [2B−1, nC]

The ranges will gradually be updated so that the buckets in each iteration will
partition the interval [dmin, ..., nC], where dmin denotes the minimum distance of
the non-permanently labelled nodes. To find the temporarily labelled node with
minimum distance label, it is sufficient to check the non-empty bucket with smallest
index. When a node has been removed from a bucket and the distance labels have
been updated, the ranges of the buckets are updated and some temporary nodes
will be moved from one bucket to another one.

During the development of our pricing strategy based on the concept of buckets,
we had the heap implementation of Dijkstra’s algorithm in mind. This pricing
strategy will be presented in chapter 5.

4.3 The Network Simplex Algorithm

The shortest path problem is actually a special case of a more general problem,
namely the minimum cost flow problem. The minimum cost flow problem is defined
on a directed network G = (N ,A), where N denotes the node set and A denotes
the arc set. To each arc (i, j) ∈ A there is an associated cost cij, a lower capacity
bound lij and an upper capacity bound uij of allowed link flow. Each node i ∈ N
has a node capacity b(i) which specifies if node i has a demand or supply. Node i
is called a sink if b(i) < 0 and a source if b(i) > 0.
The aim of the problem is to send flow across the links with as small cost as
possible such that the node balances of all nodes are fulfilled. With the notation
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above, the minimum cost flow problem can be stated as:

Minimize z(x) =
∑

(i,j)∈A

cijxij

subject to
∑

k:(k,i)∈A

xki −
∑

j:(i,j)∈A

xij = b(i), ∀i ∈ N

lij ≤ xij ≤ uij, ∀(i, j) ∈ A

The network simplex method invented by George B. Dantzig [AMO93, chapter
10] uses the underlying structure of the minimum cost flow problem to solve it
efficiently.

A basic feasible solution x to this problem can be expressed in terms of a
spanning tree solution. The arc (i, j) is said to be free if lij < xij < uij and
restricted if xij = lij or xij = uij. The spanning tree consists of all free arcs plus
the minimum required number of restricted arcs so that a spanning tree is formed.
All arcs in the spanning tree solution are called basic arcs, and the rest of the arcs
are called non-basic arcs.

For all arcs (i, j) ∈ A, we also need to introduce the concept of reduced cost.
The reduced cost c̄ij of node (i, j) is defined as

c̄ij = cij + πi − πj,

where πi denotes the node potential of node i.

Each non-basic arc with negative reduced cost is considered as a candidate to
enter the spanning tree solution as an incoming arc. When the incoming arc enters
the spanning tree, some other outgoing arc has to leave the tree, so that the tree
does not include any cycle.

To be able to compute the reduced cost c̄ij of arc (i, j), the node potentials
of both node i and j must already be known. For an arbitrary node j, assume
that the node potential of its immediate predecessor i in the basis tree is already
calculated. Using the fact that the reduced cost, by definition, is zero for each
basic arc, gives that πj can be calculated as

πj = πi + cij − c̄ij

= πi + cij.

Assuming that the node potential πr of the root r is set to zero, makes it easy to
calculate the node potential for the rest of the nodes.

The reduced costs are also involved in the optimality conditions of the algo-
rithm. In a shortest path problem, where lij = 0 and uij = ∞ for all arcs (i, j) ∈ A,
a solution xij is optimal if c̄ij ≥ 0 for all non-basic arcs.
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4.3.1 Outline of the Network Simplex Algorithm

Step 0 (Initialization) Find a basic feasible solution x, construct the
corresponding spanning tree with n− 1 basic arcs and set iteration counter
k = 0.

Step 1 (Pricing) Compute the reduced costs c̄ for all non-basic arcs and let AC
denote the set of candidate arcs.

Step 2 (Optimality test) If AC = ∅, terminate with optimal solution x.
Otherwise, GOTO Step 3.

Step 3 (Pivoting) Choose an incoming arc a from AC, and determine an
outgoing arc b.

Step 4 (Update) Update the current solution x and the spanning tree. Set
k = k + 1 and GOTO Step 1.

4.3.2 Pricing

Pricing is the procedure of computing reduced costs for non-basic arcs and thus
constructing a candidate arc list of some size. Pivoting on the other hand can
be considered to be the decision of which of the candidate arcs that is about to
enter the basis and the process which determines the leaving arc [Mar03, Chapter
9]. The concept of pricing and the strategies presented in this section holds for
general Linear Programming problems, not only the minimum cost flow problem
discussed here. An exception to the above statement is the non-general Bucket
Pricing strategy which is designed to be used with the traffic assignment problem.

Calculating the reduced cost for all non-basic arcs during each simplex iteration
is a very expensive procedure, and different strategies for pricing and pivoting have
been suggested. A strategy that shows great performance on one problem can
perform poorly on a different problem and it cannot in general be said that one
strategy is better than another. Some of the strategies concentrates on reducing
the number of simplex iterations which often leads to heavy computations during
each simplex iteration, while other strategies try to reduce the computations during
each simplex iteration which often leads to higher number of simplex iterations. A
mixture between these two extreme cases can often be the most beneficial strategy
and the strategy which leads to finding the optimal solution with the minimum
amount of computation time is considered to be best for one particular problem.
By the nature of the simplex algorithm, the choice of incoming non-basic arcs can
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only assure to give locally good performance. Nothing can be said about the global
performance of a single pivot choice.

We will in the remainder of this section, present a number of standardized
pricing strategies. The Bucket Pricing strategy however, will be discussed in its
entirety in chapter 5.

Dantzig’s Rule
This pricing strategy [Mar03, chapter 9], suggested by Dantzig, is one of the most
basic and straight forward strategies. Therefore, it is appropriate to begin by
discussing this strategy.

At each iteration of the network simplex iteration, the non-basic arc with most
negative reduced cost is chosen to be the incoming arc. The benefit with this ap-
proach is that the number of simplex iterations needed before the optimal solution
is found will in general be low. This is based on the fact that the incoming arc is
always chosen to give the best change of the objective function per unit change of
flow in the incoming arc. The drawback is that the reduced cost has to be calcu-
lated for all non-basic arcs in each simplex iteration. Because of this drawback,
this pricing strategy will in general perform poorly.

It can be beneficial to choose the incoming arc from a limited number of non-
basic arcs and pay the price of having to run more simplex iterations.

First Negative Arc Rule
The First Negative arc rule is another extreme case and in this pricing strategy, the
arc list is scanned from the beginning, and whenever a non-basic arc with negative
reduced cost is found it is pivoted into the spanning tree. After the pivot, the
scanning procedure continues where it stopped before the pivot. This continues
in a cyclic fashion until there no longer exists any non-basic arcs with negative
reduced cost.

Mulvey’s Candidate List Rule
A candidate list is a set of non-basic arcs all violating the optimality conditions of
the problem, i.e. they all have negative reduced cost.

The candidate list strategy [Mul78] uses so called minor and major iterations
in the process of finding incoming arcs. To specify the details of the strategy, it
uses two parameters a and b, where a is the maximum number of allowed pivots
in each major iteration and b is the maximum size of the candidate list.

First a major iteration is performed. In a major iteration the candidate list is
constructed as follows. Assume the non-basic arcs are numbered 1, . . . n. Starting
with arc 1, the reduced cost of arc 1 is calculated. Arc 1 is added to the candidate
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list if it has negative reduced cost. Then the process continues with arc 2,3,..., until
either all non-basic arcs has been examined or the candidate list has reached its
maximum size. In each major iteration, a number of minor iterations is performed
and after these minor iterations it is time for a new major iteration. The new
major iteration starts to scan non-basic arcs where the previous major iteration
ended. When the last arc of the list has been examined, the first arc is next to be
examined in a circular manner.

In each of the minor iterations the entire candidate list is scanned and the arc
with most negative reduced cost is chosen to enter the basis. After each pivot,
the reduced costs are updated for all arcs in the candidate list and those arcs that
no longer violate the optimality conditions have to leave the list. This procedure
continues until either the candidate list has become empty or the maximum allowed
number of minor iterations has been reached. In the latter case, the remaining
arcs are removed from the candidate list. The optimal solution is found when a
candidate list cannot be constructed because all non-basic arcs have been scanned
in the same major iteration and none of them has negative reduced cost.

By changing the maximum size of the candidate list and restricting the number
of minor iterations allowed in each major iteration, this strategy can be adjusted
to perform well for different types of problems. As a matter of fact, both Dantzig’s
rule and the first negative arc rule described above are special cases of this rule by
setting a = 1, b = ∞ and a = 1, b = 1 respectively.

4.3.3 Pivoting

Assume that we have chosen (p, q) as incoming arc and that u is the current
predecessor of node q. When the incoming arc is added to this spanning tree, a
unique cycle W is created. This cycle is said to be rooted at the node w ∈ W ,
which is the node closest to the root r of the spanning tree. See figure 4.1 for an
example. The direction of W is defined to be the same as the orientation of the
incoming arc and it is in this direction flow can be sent in the cycle.

When the incoming arc is added to the spanning tree, node q can be reached
from node w by two different paths, one including node p and one that includes
node u. The set of arcs in W can be divided into to disjoint subsets, the forward
arcs having the same direction as W and the backward arcs having the opposite
direction to that of W . In our case where we have a shortest path tree, all arcs
are directed away from r. Consequently, all arcs that connects the nodes w and
q on the path that includes node p are forward arcs and those on the path that
includes node u are backward arcs.
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Eventually, when flow is sent in the cycle, the lower or upper bound of allowed
flow will be reached for at least one arc in the cycle. The first arc that restricts
the amount of flow that can be sent is chosen as leaving arc. In the shortest path
problem, where the arcs only have lower limits of allowed flow, no forward arc
can reach its limit of feasibility, and the leaving arc must thus be a backward arc.
Since the arc flow is cumulative, the flow on arc (u, q) must be less than or equal
to the flow on all other backward arcs, the leaving arc must be arc (u, q). It is
trivial from the above discussion that the maximum amount of flow that can be
sent through the cycle equals the flow on arc (u, q).

The concept of cumulative flow requires an explanation. Assume that we deal
with a shortest path problem rooted at r and that node j has node i as its tree
predecessor. With cumulative flow means that all traffic that flows from node
r to node j must also pass node i. Another way to express this is in terms of
cumulative demand. The cumulative demand of node i is the demand of node i
plus the demand of all its tree successors.

Figure 4.1: An example of a pivot cycle, where the maximal amount of flow that
can be sent is 5.
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Chapter 5

Pricing Strategy with Buckets

With the heap implementation of Dijkstra’s algorithm in mind, we construct a
pricing strategy for shortest path problems in TAP, where all non-basic arcs are
stored in 3 buckets of variable size. We sort the non-basic arcs roughly by the
number of iterations since they left the basis (spanning tree solution), instead of
as in the heap implementation, where the arcs are sorted into buckets by their
distance labels.

The following reasoning will, if nothing else is stated, deal with one particular
origin-based shortest path subproblem.

In the Frank-Wolfe method, we repeatedly need to solve ”the same” origin-
based shortest path problem, although with different arc costs. For a given origin,
it is reasonable to assume that only a small fraction of all arcs will ever belong to
some shortest path solution during the FW solution process.

This hypothesis is made stronger by tests on the Barcelona and Sioux Falls
networks. The Sioux Falls and Barcelona networks belong to a set of test networks
that we have used throughout our tests. The test networks will be discussed in
more detail in chapter 7. These tests further show that the arcs that have not
been in the basis for a long period of time will in general not enter the basis again.
How long this period turns out to be, will probably be specific for each problem
instance. In this pricing strategy, we will assume that the stated hypothesis is true.
To take advantage of it, we choose to check interesting non-basic arcs frequently
and the arcs that we believe never enters the basis with a lower frequency.

Let bucket B1 consist of all non-basic arcs that have been present in the basis
at least once during the last s iterations and B2 of all non-basic arcs that have not
been in the basis during the s last iteration but at least once since the beginning of
the Frank-Wolfe algorithm. The rest of the non-basic arcs, i.e. the arcs that have
never belonged to the basis, are stored in bucket B3. The idea is to modify the
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value s so that all interesting arcs can be placed in B1, except for a possible few
interesting arcs that are allowed to be stored in B2. The arcs with the absolutely
lowest priority will be those in B3. This can be achieved by keeping track of when
each non-basic arc left the basis. For an arc that has never been in the basis, we
say that it left the basis at iteration zero. Suppose that a candidate arc (i, j) is
found at FW iteration k and assume that (i, j) left the basis at iteration l. To cover
the case that it is possible to find a non-basic arc that has been away from the
basis as many iterations as (i, j), we define a variable s which contains the highest
number of iterations that an arc has been non-basic before it became basic. We
set

s = max{k − l, s}.

Since, especially for low iteration counts, it cannot be guaranteed that bucket
B3 is free from candidate arcs, B3 must be scanned occasionally. This will be done
with a frequency of f3, i.e. B3 is scanned every f3 iteration.

Since the most interesting arcs are stored in B1, it is reasonable to optimize the
subproblem with respect to B1 in each Frank-Wolfe iteration and optimize with
respect to B1 and B2 with a lower frequency f2. With optimizing with respect to
a set B, we mean solving the subproblem only with respect to the basic arcs and
the non-basic arcs in B. This kind of optimization can be done with any pricing
strategy, e.g. the First Negative arc rule described above.

Eventually, bucket B1 will contain arcs that have been there for more than s
iterations without entering the basis. These arcs are now considered less interesting
and will thus be moved from B1 to B2. There is no meaning in performing this
operation too often and we suggest that it is done only when B3 is scanned.

The time consuming step that we want to minimize is the scanning of bucket
B3. It is thus important that the value f3 takes a proper value and we suggest
that f3 is scaled with a factor l3 > 1 when the scanning frequency is considered
not to be appropriate. This lack of appropriateness can however only be detected
when B3 is scanned. When B3 is scanned without finding any candidate arc, B3

is considered to be scanned too frequently and we set f3 := df3 · l3e. Otherwise, if
a candidate was found when B3 was scanned, f3 := bf3/l3c.

Similarly, we want to update the value f2 with a factor l2 > 1 so that the
optimization with respect to B2 is performed with a proper frequency. The negative
effects on the performance induced by an inappropriate f2 will probably be limited.
If no arcs was found in bucket B2, when optimization was performed over B2, we set
f2 := df2 · l2e. If at least one candidate arc was found in B2, we put f2 := bf2/l2c.

The great disadvantage with this pricing strategy is that there is a possibility
that the origin-based shortest path subproblems may not be solved to optimality.
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Bucket B3 can e.g. contain candidate arcs at an iteration when we choose not to
scan it, and a single scan of B3 does not guarantee that the subproblem is solved
to optimality. Since more and more arcs are stored in B1, it is also reasonable to
believe that the possibility of not solving a subproblem to optimality decreases,
as the number of Frank-Wolfe iterations increases. It is worth noting that each
subproblem has its own sets of buckets B1, B2 and B3 and updating frequencies f2

and f3.

If not all origin-based shortest path problems are solved to optimality in the
same Frank-Wolfe iteration k, then the value

T k
LP (yFW

k ),

as described in chapter 3, will not be valid as a lower bound to use in the stopping
criterion of FW. The lower bound LBD can only be updated when it is guaranteed
that all origin-based subproblems are solved to optimality at the same FW iteration
k. It is possible to update LBD at a FW iteration k only if bucket B3 of all
subproblems was scanned at iteration k without finding any candidate arcs.

When we developed this pricing strategy, we first believed that a single scan
of the B3 buckets would give us valid lower bounds sufficiently often, but this was
not the case. Most often when we scanned all buckets B3, we could not update
the lower bound since we were able to find at least one candidate arc for some
origin. This led to unacceptable high numbers of FW iterations before the relative
gap could take reasonable values, resulting in that the FW algorithm did not
terminate at a minimal amount of time. For example, it took the Frank-Wolfe
method approximately 450 bucket iterations instead of 100 non-bucket iterations
to reach a verified relative gap of 10−4 for the Chicago Regional network. Observe
that in the non-bucket case, we can update the lower bound at each FW iteration.

We also tested a variant where we, each time we wanted to receive a lower
bound, scanned all B3 buckets in each iteration until a lower bound was found.
This however, did not give us any better results than we obtained with the resulting
algorithm below.

Instead of just scanning the B3 buckets, we decided to perform a complete
optimization whenever we wanted a lower bound. The problem that now arose,
was that the f3 values might not be the same for all subproblems and the scanning
of the B3 buckets would thus not be performed at the same FW iteration. To solve
this problem, we decided to let f3 be a multiple of 2 and to set l3 = 2. In our
solution, complete optimizations are performed for all origin-based subproblems
whenever the number of iterations since the last time the lower bound was updated,
reaches the value

F3 = max{f3},
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where maximum is taken over the f3 values of all subproblems. For those origin-
based subproblems with f3 < F3, we decided to scan the bucket B3 with the
frequency f3 of the current subproblem. The appropriate value for f3 is, as already
mentioned, specific for each origin-based subproblem.

There is always a possibility that the value f3 for some of the subproblems
might increase too fast. It may then last too many iterations between two updates
of the lower bound. To counteract this, we introduced a new value fMAX

3 = 2j,
where j ∈ Z+ and kept all f3 ≤ fMAX

3 . We also decided to update the value fMAX
3

in such a way that the number of iterations between two lower bound updates
never exceeds 10 percent of the number of so far performed Frank-Wolfe iterations.
Practically, it will last between 5 and 10 percent of the number of performed
iterations so far, between two updates of the lower bound.
Also we introduced the value fMIN

3 as the minimum number of iterations between
to updates of the lower bound. The values fMAX

3 and fMIN
3 are not subproblem

dependent and they are initialized and updated outside the pricing procedure. An
outline of the bucket pricing strategy can be found in algorithm 5.1 and subroutine
5.2.
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Algorithm 5.1 Pricing strategy with buckets
Input parameters:
k = current Frank-Wolfe iteration number
k′ = number of Frank-Wolfe iterations since LBD was updated
if k = 0 then

Initialize sub-problem dependent variables f2, l2, s ≥ 1, f3 = fMIN
3 and wa = 0

for all arcs a.
end if
if k ≤ 5 then

Optimize with respect to B1, B2 and B3.
else if k′ ≡ 0 (mod f3) then

Optimize with respect to B1 and B2.
Move old arcs from B1 to B2.
Scan B3:
for all a ∈ B3 do

if c̄a < 0 then
Pivot a into the the spanning tree and let b denote the leaving arc.
Put b in B1.
s := max{s, k − wa}.
wb := k.

end if
end for{end of Scan B3}
if f3 = F3 then

Optimize with respect to B1, B2 and B3.
end if
if At least one arc with ca < 0 was found in the scan of B3 then

f3 := min{fMIN
3 , f3/2}.

else
f3 := max{fMAX

3 , f3 · 2}.
end if

else if k′ ≡ 0 (mod f2) then
Optimize with respect to B1 and B2.

else
Optimize with respect to B1.

end if
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Subroutine 5.2 Optimize
Input parameters:
N = set of non-basic arcs to optimize over.
while It can be found a ∈ N such that c̄a < 0 do

Pivot a into the spanning tree and let b denote the leaving arc.
s := max{s, k − wa}.
wb := k.
Put b in B1.

end while
if N ⊃ B2 before any pivots were performed then

if any non-basic arc a was found in B2 then
f2 := bf2/l2c

else
f2 := max{r, df2 · l2e}

end if
end if
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Chapter 6

Implementation

6.1 The Minimum Cost Flow Algorithm

6.1.1 Finding a Starting Solution

As mentioned in chapter 3, each solution of link flow that satisfies the traffic
demand for all OD-pairs can be used as a starting solution to construct the initial
linear approximation used in the Frank-Wolfe algorithm.

The most intuitive approach of how to find a feasible starting solution is to
calculate the travel times of all links based on zero (free) flow and use these times
to solve all origin-based shortest path problems. It is reasonable to believe that,
at least for solutions that require a small number of Frank-Wolfe iterations, the
better starting solution that is passed to the Frank-Wolfe algorithm, the fewer
number of iterations it will need to use.

We implement a somewhat different variant than the one described above to
obtain a starting solution that is slightly better than the intuitive one. The idea
behind this modified variant is to update the link flow and recalculate the link
travel times before each origin-based subproblem is solved, so that the solution of
one subproblem will depend on those already solved. This idea can be brought
even further by solving the origin-based subproblems more than once using a cyclic
procedure, giving an even ”better” starting solution.
Given that the origins-based subproblems are indexed from 1 to p, the outline of
the modified variant will look as follows:

Step 0 Set origin counter k to 1 and set all link flows to zero.

Step 1 Compute new link travel times based on the current link flow.
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Step 2 Solve the origin-based subproblem with index k and add the optimal
flow from this subproblem to the total link flow.

Step 3 Set k := k + 1. Terminate if k = p, GOTO step 1 otherwise.

Both the intuitive and the modified approach will be tested to see if any of them
is better than the other one.

6.1.2 Spanning Tree Solutions

Since all feasible solutions to the minimum cost flow algorithm can be expressed
as spanning trees, it is of significant importance that we use a well thought-out
representation of these trees. The computer must be able to perform operations
such as updating the node potentials and performing pivots efficiently. Different
data structures for representation of spanning trees exist [KH80], and we have
chosen one which keeps three labels for each node i. The tree indices are a pre-
decessor index pred(i), a depth index depth(i) and thread index thread(i). In a
spanning tree, rooted at node r, each node i is connected to r through a unique
path. Assume that node j is the immediate predecessor of node i this path, then
pred(i) = j. For convenience, pred(r) is set to 0 (or NULL). The depth index of
node i is the number of arcs in the unique path connecting i to r. The thread
indices define a depth first traversal of the spanning tree and they can be used for
finding all successors of a node. Also, the thread traversal is closed, so that the
root node is both the first and the last node to be traversed. The discussion in this
chapter will refer to one particular origin-based shortest path problem, but since
they are essentially similar, the same reasoning applies to any of them.

Initialization of a Spanning Tree

With creation of a spanning tree, we mean the process of how to initially solve the
origin-based shortest path problem and for each node, determine the three tree
labels. This process can be divided into two steps, namely solving the shortest
path problem and determining the tree labels. For convenience, we also decided to
include the calculations of the cumulative demands for the particular origin-based
subproblem in the same step as we construct the tree labels. For the initial solution
to the shortest path problems, we decided to use the L2QUEUE algorithm [GP88].
It is also in the L2QUEUE algorithm that the predecessor indices are created. The
reason for this is that it is the predecessor labels that gives the actual representation
of the spanning tree.
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We implemented two different procedures that both assigned labels to the nodes
and calculated the cumulative demands. In the first procedure, we did not put
much effort into performance. Since it would only be run once for each origin-based
shortest path problem, we were only interested in constructing a procedure that
assured correctness. When we realized that this implementation was a bottleneck,
at least for low iteration counts, we implemented a new more efficient procedure.

In the first implementation, all nodes, except the root node, are processed one
by one and each of them is assigned a thread label that is valid with respect to the
nodes that already has been processed. When all nodes are dealt with, we have a
feasible thread traversal. To be able to accomplish this implementation, we have
to keep a list which for each node j contains the already processed successor node
last(j) of j that is last to be traversed. The list is initialized so that last(j) = j
for all nodes j.

When a node has been processed it can be considered to have been inserted
into the thread traversal and after each such node insertion, the list needs to be
updated. Suppose now that node c is the node that is currently about to be
inserted into the thread traversal and let p denote the predecessor node of c.
At this stage of the procedure, two different scenarios can occur. The first scenario
occurs if p has already been processed or if p is the predecessor of another already
processed node and the second scenario occurs otherwise. We refer to the first
scenario as ”p has been found” and to the second as ”p has not been found”.
Now put thread(p) = c and if p has been found, let thread(last(c)) = thread(p). If
p has not been found, let thread(last(c)) = thread(last(p)).

If node c has a demand strictly greater than zero, the cumulative demand
induced by c is constructed by following the predecessor indices from c back to
the root node r. To the cumulative demand of all of these nodes, we add the
demand of c. Simultaneously as we calculate the cumulative demands, we also
count the number of arcs between c and r, thus calculating the depth index of
node c. Naturally, the depth index depth(r) of node r is set to zero.

In the second implementation, we try to speed up the creation of the cumula-
tive demand and the tree labels by adopting a different idea described in [BJS90,
chapter 9].

Let S(i) denote the set of all immediate successor nodes of a node i that has
not yet been considered. With considered means that they have not been assigned
either a depth or a thread index.

Begin by setting depth(r) = 0 and choose any node j ∈ S(r), where S(r)
is assumed to be non-empty. Set thread(r) = j, put depth(j) = depth(r) + 1
and remove j from S(r). Then choose some node k ∈ S(j), set thread(j) = k,
depth(k) = depth(j) + 1 and remove k from S(j). The same procedure can be
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continued until a node e with S(e) = ∅ is reached. The predecessor indices are
now back-tracked towards the root of the tree until some node q with S(q) 6= ∅ is
discovered. Choose a node l ∈ S(q), put thread(e) = l, depth(l) = depth(q) + 1
and continue as before. When r has been found by a back-track from a node e and
S(r) = ∅, the procedure terminates and we set thread(e) = r.

Simultaneously as we create the thread traversal, we also create a reverse thread
traversal. A complete reverse thread traversal makes it easy to calculate the cumu-
lative demand of all nodes. When we follow the reverse thread traversal we achieve
a desirable property, namely that for each node j, all successors of j are traversed
before j. To calculate the cumulative demands it is thus sufficient to follow the
reverse thread and add the cumulative demand of each node to the cumulative
demand of its immediate predecessor.

Updating a Spanning Tree

After a pivot has been performed, the tree labels must be updated for some nodes.
We construct a procedure which updates the tree labels for the affected nodes.
When an incoming arc (p, q) enters the tree some other arc (u, q) has to leave it
and the complete subtree Tq rooted at node q is now reconnected at node p. A new
subtree T ′

p with Tq as a subtree rooted at node p is thus formed and the subtree Tu

will form a new smaller subtree T ′
u. Node q that used to have u as its predecessor

node, has now p as predecessor and we accordingly set pred(q) = p.

Since the complete subtree Tq is moved from node u to node p and no other
nodes are moved, it is sufficient to update the depth index of node q and of all of
its successors. A constant term k = 1 + depth(p) − depth(q) is added to all these
successor nodes.

To maintain a feasible thread traversal after the pivot, we have to update the
thread indices of just three nodes. Since the complete subtree Tq rooted at q is
now connected to node p, all nodes in Tq must be traversed immediately after p.
As Tq already has a feasible thread traversal, the nodes p ∪ Tq can be assigned a
feasible thread traversal by setting thread(p) = q. Before we change the thread
index of p, we note that v is the node for which thread(p) = v. Since there exists
some another node t ∈ T ′

u that also has q as its thread index, thread(t) must be
updated. Node t is the last node in the subtree rooted at one of u:s immediate
successor nodes. But first we need to find the node b which is the last node of Tq to
be traversed. We can now set thread(t) to thread(b) and to complete the update it
remains only to set thread(b) = v. The last step is true because b is the last node
in Tq and the thread traversal must continue in another of p:s subtrees similarly as
before the pivot [BJS90]. Another way to express this is that the thread traversal

32



of p and the nodes in Tq is moved to another place in the traversal. A typical
example can be seen in figure 6.1.

Figure 6.1: A typical scenario of thread update.

6.1.3 Simplex Operations

Pivoting

When the incoming arc is added to the tree, a unique pivot cycle is formed. In
this pivot cycle we want to send the maximum amount of flow so that the non-
negativity condition of no arc is violated. Assume that (p, q) is the incoming arc,
then the basic arc (u, q) will leave the spanning tree solution and the amount of
flow that can be sent in the cycle is the cumulative demand of node q. See also
section 4.3.3 for a more detailed discussion about pivoting.

Even if the leaving arc can be determined without finding the complete pivot
cycle, the cycle must be identified so that flow can be sent in it.

Computing Node Potentials

The node potential of all nodes can be calculated, using that the reduced cost
c̄ij = cij + π(i) − π(j) = 0 for each basic arc (i, j). Since the node potential of
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Procedure 6.1 pivot
i := p, j := q
while i 6= j do

if depth(i) >depth(j) then
i := pred(i)

else if depth(j) >depth(i) then
j := pred(j)

else
i := pred(i), j := pred(j)

end if
end while
Send the allowed amount of flow in the pivot cycle

a node j can be calculated as π(j) = π(i) + cij, where i is the predecessor of j,
the potentials of all nodes can be computed by following the depth first traversal
defined by the thread index. This requires that the potential of the predecessor
node already is known and that the node potential of r is set to some arbitrary
value. Setting π(r) = 0 gives that the potential of a node j always corresponds
to the length of the shortest path from r to j. Procedure 6.2 computes all node
potentials in a tree which already has been assigned a correct depth first traversal.

Procedure 6.2 Compute node potentials

π(r) := 0
j := thread(r)
while j 6= r do

i := pred(j)
π(j) := π(i) + cij

j := thread(j)
end while

Updating Node Potentials

After a pivot where (p, q) was chosen as incoming arc, the node potentials of all
nodes in the subtree rooted at q will have to be updated. It is easy to see that a
constant value will be added to all these node potentials, and in SPP, this value
will be the reduced cost c̄pq of the incoming arc. Procedure 6.3 computes new node
potentials for node q and all of its successors when arc (p, q) is chosen as incoming
arc.

34



Procedure 6.3 Update node potentials
change := c̄pq

π(p) = π(p)+ change
z := thread(p)
d = depth(q)
while depth(z) > d do

π(z) = π(z)+ change
z := thread(z)

end while

6.1.4 Pricing

First Negative Arc Rule
We try out two different implementations of the first negative arc rule. The first
implementation is the straight forward variant described in section 4.3.2. The
disadvantage with this implementation is that when the last arc with negative
reduced cost has been found, the reduced costs of the rest of the non-basic arcs
have to be recalculated to see if the reduced cost of anyone of them has become
negative. This complete form of optimality test is performed even though the
incoming arc will only induce a change of node potential for a limited number of
nodes.

In the second implementation we try to reduce the number of examined non-
basic arcs to reach the optimal solution by using the depth first thread traversal.

Let (p, q) be the incoming arc, chosen such that c̄OLD
pq < 0. The node potentials

of all nodes in the subtree rooted at q will then decrease with a constant k = −c̄OLD
pq

and the node potentials of the rest of the nodes in the tree will stay unchanged.
Let q′ denote an arbitrary node in the subtree rooted at q.
It follows that each non-basic arc (i, q′) ending at node q′ will have a new reduced
cost according to

c̄NEW
iq′ = πi + ciq′ − (πOLD

q′ − k) > c̄OLD
iq′ , (6.1)

and each non-basic arc (q′, j) emanating from q′ will have the new reduced cost

c̄NEW
q′j = (πOLD

q′ − k) + cq′j − πj < c̄OLD
q′j . (6.2)

From equation (6.1) and (6.2) it follows that if any non-basic arc has a reduced cost
that turns from positive to negative when a pivot is performed, it must emanate
either from q or from one of q:s successors.

The discussion above gives the second implementation of the First Negative arc
rule. Assume that the current node c is initialized as the root node r. The reduced
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cost of all non-basic arcs emanating from the current node is calculated and those
with negative reduced cost are pivoted into the tree. For simplicity, assume that
arc (r, q) has been pivoted into the tree. The thread traversal described in section
6.1.2 guarantees that q and all of its successors will be traversed after c. It is
also true that all nodes that before the pivot should be traversed after c still will
be traversed after c. Consequently, since all candidate arcs emanating from c has
been pivoted into the tree, all possible candidate arcs will be traversed after c. It is
now safe to continue with the current node c = thread(c) and repeat the procedure
until the last node in the traversal is reached.

6.2 Frank-Wolfe algorithms

6.2.1 Line Search

Suppose that we at the current point fk have found the search direction dk.
Whether the search direction is based on conjugation or not does not matter for
how to perform the line search, i.e. finding the step length tk that solves the
problem

min{T (fk + tkdk) | 0 ≤ tk ≤ 1}.
This problem can of course be solved exactly or by some kind of approximate
method.
Daneva and Lindberg however, suggested in [DL04] that taking a newton step
defined by

tk = − ∇T (fk)dk

(dk)T Hkdk

is enough to find a sufficiently good step length tk.

In our implementation, we adopted the idea about taking a newton step in the
line search. Since Hk is a diagonal matrix, tk becomes very fast to calculate.

6.3 Travel Time Functions

Volume delay functions or travel time functions as they are also called, describe
how travel times on links depend on the amount of traffic that currently flows on
the same links [Pat94, Chapter 1].
In all our test networks, we used travel time functions of BPR type (see below)
given on the integrated form by

Ta(fa) = aafa + baf
ca
a ,

36



where the variable fa is the flow on link a and the parameters aa, ba and ca are
chosen to make Ta twice continuously differentiable.
Differentiation gives the actual travel time functions of the form

ta(fa) = aa + bacaf
ca−1
a ,

and yet another differentiation gives the differentiated travel time functions

t′a(fa) = baca(ca − 1)f ca−2
a .

These functions are BPR-functions [Pat94, Chapter 1], where BPR stands for
Bureau of Public Roads. Other types of travel time functions exists, but these are
the most common, maybe due to their simplicity.

In the Frank-Wolfe algorithm, the values of these functions must be calculated
frequently, often with different values of fa, which implies that the previously
calculated function values can hardly be re-used. The three function values can
of course be calculated separately, but this will require calculation of three power
functions each time they are calculated. To save time and computational effort, all
three functions values can be calculated with the use of only one power function
call in the following way.
The differentiated travel time function can be calculated as

t′a(fa) = kaf
c−2
a ,

where
ka = baca(ca − 1)

is a pre-computed constant term.
Then it follows that

ta(fa) = aa +
t′a(fa)fa

ca − 1
= aa + ha,

where

ha =
t′a(fa)fa

ca − 1
,

and

Ta(fa) = (a +
t′a(fa)fa

ca(ca − 1)
)fa = (aa +

ha

ca

)fa.

These simplified calculations can only be used on arcs which have ba > 0. On arcs
with constant travel time, i.e. having ba = 0, the value of ca does not affect the
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travel time function values and ca can thus take any real value. In this case we
have

Ta(fa) = aafa,

ta(fa) = aa,

and
t′a(fa) = 0.

If ca equals 0 or 1 on a constant travel time arc, the simplified calculations
will lead to division by zero. The simplified calculations can thus not even be
considered to be applied on these arcs.

6.4 Simplifications

All the test networks we have considered, have link travel time functions of the
form described above, given in the network files on the integrated form. Any other
function that is twice continuously differentiable can of course also, as long as it
fulfills some basic properties, be used as objective function. These properties can
e.g. be found in [Pat94, Chapter 1]. It is also possible that different links within
the same traffic network use different types of travel time functions. However, we
only implemented the BPR-functions of the form ta(fa) = aa + baf

ca
a . Considering

alternative travel time functions gives however only minor changes to the imple-
mentation and our results does not depend on which travel time functions that is
used.

For each link, we have chosen not to keep track of the traffic flow that each
origin-based shortest path problem contributes. Instead, we decided only to re-
member the total traffic flow on each link, not concerning from which subproblem
the flow emanates, reducing the needed amount of memory and making it easier
to perform line searches. Also, we do not see much interest in knowing exactly
from which commodity the traffic on a link comes from.
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Chapter 7

Presentation and Analysis of Test
Results

In our tests we have used the classic Frank-Wolfe algorithm without conjugation to
give information about the relative performance of our different pricing strategies.
We assume that the different pricing strategies performs relatively equal when they
are applied to the conjugate and bi-conjugate Frank-Wolfe variants. Tests on the
conjugate algorithms were performed in order to compare the running times with
Daneva’s and Lindberg’s implementations [DL04]. Instead of using the network
simplex algorithm, they used the LQUEUE algorithm [GP88] for solving the ori-
gin based subproblems from scratch in each FW iteration. We also compare the
performance of our algorithms with Bar-Gera’s origin based OBA method [BG02],
since this is considered to be one of the fastest algorithms today for the traffic
assignment problem.

All our tests were performed on a 750 MHz 2GB Sun Blade 1000 Station with
8 MB cache. This is exactly the same computer as Daneva and Lindberg used for
their test computations. Bar-Gera performed his tests on a 333 MHz Sun Ultra
10 Station. To compare our results with Bar-Gera’s, we had to scale Bar-Gera’s
results to ours. According to [DL04], the 750 MHz Sun Blade 1000 station has
a relative speed of 371.5, while the 333 MHz Sun Ultra 10 station has a relative
speed of 129.5, giving us a scale factor of 0.339.

The comparisons to Daneva’s and Lindberg’s algorithm and to Bar-Gera’s al-
gorithm are not 100 percent reliable, e.g. due to differences in compiler settings,
and in the case of Bar-Gera, that the available cache size may differ.

To be able to draw good conclusions about our implementation, we performed
our tests on five different traffic networks, all of different sizes and with different
characteristics. These networks are common test networks and they are often used
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to test algorithms for TAP. Information about the test networks are given in table
7.1.

Table 7.1: Test Networks.

arcs nodes Origins commodities
Sioux Falls 76 24 24 528
Barcelona 2522 1022 97 7922
Winnipeg 2836 1052 135 4345
Chicago Sketch 2950 933 386 28700
Chicago Regional 39018 12982 1771 628350

The number of nodes are given by the number of the highest numbered node,
and the number of arcs and commodities are given by the numbers in our network
files. Some of the networks contain some strange characteristics, as discussed in
[HHL04]. Some of them can be reduced to smaller, equivalent networks and the
number of origins and nodes may for some networks be smaller than the numbers
given in the network file. This will result in unnecessary high amounts of memory
usage and computation effort. To optimize the test networks is however outside
the scope of this thesis, and we will not discuss it in any further detail.

7.1 Initialization Times of the Spanning Trees

As discussed in section 6.1.2, we used two different implementations to initialize
the spanning trees. To compare the two implementations, we measured the elapsed
time from immediately after the network file was read to just before the Frank-
Wolfe method was started.

Table 7.2: Initialization time of the Spanning trees.

First Implementation Second Implementation Time Difference
Sioux Falls 0.00 s 0.00 s 0.00 s
Barcelona 0.16 s 0.09 s 0.07 s
Winnipeg 0.30 s 0.13 s 0.17 s
Chicago Sketch 0.55 s 0.29 s 0.26 s
Chicago Regional 97.14 s 36.61 s 60.53 s

Unfortunately, we have used the slower implementation in all our tests below.
Since the running time, compared to our tests, will decrease with a constant, we
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have in the following tables subtracted the time differences given in table 7.2 from
the computed running times.

7.2 First Negative Strategy With and Without

Thread Following

Our first tests concerned the two variants of the First Negative arc pricing rule
discussed in sections 4.3.2 and 6.1.4. We wanted to find out if any of the two
implementations outperformed the other in order to choose one of them to use in
our further tests.

Table 7.3: Time needed to reach a relative gap of 10−4 for the two implementations
of the First Negative arc rule together with FW.

without thread with thread
Sioux Falls 0.33 s 0.33 s
Barcelona 2.78 s 2.36 s
Winnipeg 61.70 s 43.88 s

Not surprisingly, we see that the threaded implementation of the First Neg-
ative arc rule performs better than the non-threaded implementation. We hence
choose to work with the threaded variant in our further tests and in the future, all
occurrences of the First Negative arc rule refers to the threaded implementation
unless otherwise stated.

7.3 The Starting Solution

To find out if different starting solutions could result in different numbers of iter-
ations needed to reach a required relative gap, we tested both variants discussed
in section 6.1.1 on all our five test networks. The tests where performed with the
First Negative pricing strategy and the pure Frank-Wolfe algorithm.

By the results given in table 7.4 and table 7.5, no conclusions can be drawn
whether or not it is beneficial to put effort in getting a better starting solution.
Since the Frank-Wolfe with or without conjugation performs well in the beginning
but shows more or less poor asymptotic convergence, the potential effects of finding
a better starting solution will decrease for high iteration numbers, but due to the
uneven comparisons, no conclusions could be drawn from these tests about the
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Table 7.4: Iterations needed to reach a certain relative gap for the free flow travel
time starting solution.

ε = 10−4 10−5 10−6

Sioux Falls 1826 16608 165349
Barcelona 51 229 2095
Winnipeg 787 7219 71905
Chicago Sketch 24 119 958
Chicago Regional 126 1169 -

Table 7.5: Iterations needed to reach a certain relative gap with the modified
starting solution.

ε = 10−4 10−5 10−6

Sioux Falls 1812 15820 163636
Barcelona 44 234 2067
Winnipeg 818 7243 69971
Chicago Sketch 33 133 997
Chicago Regional 130 1174 -

quality of the starting solution. The rest of our tests will be performed with the
free flow based starting solution.

7.4 Comparison of Different Pricing Strategies

In this section, test results comparing the strategy based on buckets and the First
Negative strategy is presented.

We also performed a small number of tests with Dantzig’s and Mulvey’s pricing
strategies, but we soon discovered that they, for the traffic assignment problem,
did not perform as well as the other two strategies and no results will therefore be
presented concerning these two strategies.

All the tests in this section were performed with the standard Frank-Wolfe
algorithm without any conjugate directions. For each test network, we checked
how the relative gap developed over time for the different strategies. To illustrate
how the bucket pricing strategy manages to handle the update of lower bounds,
we also present the number of iterations needed for the different strategies to reach
certain relative gaps. Comparing Danevas’s and Lindberg’s implementation to our
implementation with the First Negative arc pricing rule, the number of iterations
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Table 7.6: Parameter settings for the bucket pricing rule.

P1 P2

fMAX
3 8 8

fMIN
3 2 4

f2 1 2
l2 1 1.5
Max iterations since last LBD 5% 10 %

needed to reach the same gap are essentially the same. The numbers can differ
slightly, e.g. because the tolerance of the optimality conditions in the subproblems
may differ.

We tested our bucket pricing strategy with two different sets of parameters to
see if different settings could result in differences in performance. We let P1 and
P2 refer to our two parameter settings.
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Figure 7.1: Comparison of relative gaps for the Sioux Falls network.
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Table 7.7: Number of iterations needed to reach a certain relative gap for the
different pricing strategies for the Sioux Falls network.

First Negative P1 P2

ε = 10−4 1826 2027 2049
ε = 10−5 16608 19463 20044
ε = 10−6 165349 213335 214120
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Figure 7.2: Comparison of relative gaps for the Barcelona network.

Table 7.8: Number of iterations needed to reach a certain relative gap for the
different pricing strategies for the Barcelona network.

First Negative P1 P2

ε = 10−4 51 51 53
ε = 10−5 229 251 245
ε = 10−6 2095 2243 2271
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Figure 7.3: Comparison of relative gaps for the Winnipeg network.

Table 7.9: Number of iterations needed to reach a certain relative gap for the
different pricing strategies for the Winnipeg network.

First Negative P1 P2

ε = 10−4 787 929 1025
ε = 10−5 7219 8193 9729
ε = 10−6 71905 87234 90113

Table 7.10: Number of iterations needed to reach a certain relative gap for the
different pricing strategies for the Chicago Sketch network.

First Negative P1 P2

ε = 10−4 24 31 31
ε = 10−5 119 133 144
ε = 10−6 958 1139 1093
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Figure 7.4: Comparison of relative gaps for the Chicago Sketch network.

Table 7.11: Number of iterations needed to reach a certain relative gap for the
different pricing strategies for the Chicago Regional network.

First Negative P1 P2

ε = 10−4 126 123 157
ε = 10−5 1169 1240 1605

Even though the number of iterations is higher for the bucket pricing strategy,
it can be seen that the time needed to reach a certain relative gap is nevertheless
significantly smaller than for the First Negative arc strategy. Even though the
number of iterations needed to reach a certain relative gap with the bucket strategy
is higher, it can be seen from table 7.12 that the received upper bound is always
better than the upper bound obtained for the same relative gap with the First
Negative strategy. The solution (upper bound) will thus, for a given relative gap,
as far as these tests show, always be better for the bucket strategy than for the
First Negative strategy. The bucket strategy referred to in figures 7.1 to 7.5 uses
the P1 parameter setting.
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Figure 7.5: Comparison of relative gaps for the Chicago Regional network.

Table 7.12: Comparison of upper bounds for different pricing strategies when the
relative gap is 10−5.

First Negative P1 P2

Sioux Falls 42.31364 42.31360 42.31359
Barcelona 1228598.0 1228597.3 1228597.4
Winnipeg 885332.2 885331.6 885330.8
Chicago Sketch 3489044.9 3489044.8 3489043.2
Chicago Regional 4801933.0 4801931.2 4801924.3

7.5 Comparison With Daneva’s and Lindbergs’s

Implementation

In this section actual running times are compared to test results presented by
Daneva and Lindberg in [DL04]. Daneva’s and Lindbergs’s article presents run-
ning times for a relative gap of 10−4, but we are interested in comparison of results

47



for relative gaps down to 10−6. To perform this comparison we assume that the
running times per iteration are constant in their implementation. We also assume
that Daneva’s and Lindberg’s implementation will need the same number of itera-
tions as our method needs with the First Negative pricing strategy. In this section
we only display results obtained with the First Negative arc rule. We save the
bucket pricing strategy for comparison with Bar-Gera’s OBA method [BG02].

Assuming that the test are performed under equal computational conditions, it
is easy to see that our method with updated shortest path solutions outperforms
Daneva’s and Lindbergs’s method without updating. The tests would have been
even more reliable if we also tested our implementation without updated solutions,
but we chosen not to because of time limitations.

Table 7.13: Time needed to reach a given relative gap with the First Negative arc
rule for the Sioux Falls network.

ε FW FWDL CFW CFWDL BFW BFWDL

10−4 0.33 s. 0.76 s. 0.07 s. 0.15 s. 0.03 s. 0.05 s.
10−5 2.98 s. 6.75 s. 0.49 s. 1.16 s. 0.08 s. 0.17 s.
10−6 29.44 s. 67.36 s. 4.84 s. 11.53 s. 0.10 s. 0.20 s.

Table 7.14: Time needed to reach a given relative gap with the First Negative arc
rule for the Barcelona network.

ε FW FWDL CFW CFWDL BFW BFWDL

10−4 2.29 s. 3.77 s. 1.48 s. 2.18 s. 1.76 s. 2.66 s.
10−5 7.91 s. 16.93 s. 3.33 s. 6.54 s. 3.08 s. 5.12 s.
10−6 66.85 s. 154.87 s. 17.57 s. 40.71 s. 6.84 s. 12.91 s.

Table 7.15: Time needed to reach a given relative gap with the First Negative arc
rule for the Winnipeg network.

ε FW FWDL CFW CFWDL BFW BFWDL

10−4 43.71 s. 60.45 s 13.32 s. 17.40 s. 9.51 s. 11.94 s.
10−5 377.87 s. 8.68 m. 81.75 s. 132.04 s. 33.25 s. 44.83 s.
10−6 53.45 m. 86.45 m. 13.61 m. 19.23 m. 102.41 s. 145.92 s.
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Table 7.16: Time needed to reach a given relative gap with the First Negative arc
rule for the Chicago Sketch network.

ε FW FWDL CFW CFWDL BFW BFWDL

10−4 4.01 s. 4.18 s. 2.80 s. 3 s. 3.32 s. 3.69 s.
10−5 17.94 s. 20.73 s. 5.12 s. 5.65 s. 5.32 s. 5.97 s.
10−6 140.79 s. 166.86 s. 10.85 s. 12.71 s. 9.55 s. 11.35 s.

Table 7.17: Time needed to reach a given relative gap with the First Negative arc
rule for the Chicago Regional network.

ε FW FWDL CFW CFWDL BFW BFWDL

10−4 27.75 m. 42.12 m. 8.73 m. 17.70 m. 8.54 m. 14.37 m.
10−5 4.14 h. 6.51 h. 45.42 m. 77.15 m. 24.38 m. 40.77 m.

7.6 Comparison With Bar-Gera’s OBA

The Origin-Based Algorithm (OBA) [BG02] is considered to be the probably fastest
algorithm known today for solving the traffic assignment problem. OBA shows
great asymptotic convergence and Bar-Gera is able to present results even for
relative gaps down to 10−14. In practice however, such an accuracy is usually
not necessary. The results presented in this section will show that our method
competes well with Bar-Gera’s method for a relative gap of 10−6, at least for the
Chicago Regional network.

All the results in this section concerning the bucket pricing strategy refers to
the parameter setting P1 described above and the results concerning OBA are
properly scaled.

Table 7.18: Time needed to reach given relative gaps for the Sioux Falls network.

ε FW CFW BFW OBA (scaled)
10−4 0.24 s. 0.06 s. 0.03 s. 0.07 s.
10−5 2.27 s. 0.51 s. 0.06 s. 0.14 s.
10−6 24.57 s. 5.62 s. 0.06 s. -
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Table 7.19: Time needed to reach given relative gaps for the Barcelona network.

ε FW CFW BFW OBA (scaled)
10−4 1.37 s. 1.25 s. 1.35 s. 6.28 s.
10−5 3.92 s. 2.00 s. 1.87 s. 7.64 s.
10−6 26.54 s. 8.94 s. 3.68 s. -

Table 7.20: Time needed to reach given relative gaps for the Winnipeg network.

ε FW CFW BFW OBA (scaled)
10−4 20.63 s. 7.77 s. 5.93 s. 12.81 s.
10−5 146.42 s. 40.78 s. 19.41 s. 15.08 s.
10−6 25.05 m. 344.47 s. 40.58 s. -

Table 7.21: Time needed to reach given relative gaps for the Chicago Sketch net-
work.

ε FW CFW BFW OBA (scaled)
10−4 3.11 s. 3.09 s. 3.61 s. 31.41 s.
10−5 9.25 s. 3.63 s. 4.08 s. 58.63 s.
10−6 66.19 s. 4.97 s. 6.52 s. -

Table 7.22: Time needed to reach given relative gaps for the Chicago Regional
network. Time needed for OBA to reach the relative gap of 10−6 is estimated from
a diagram presented in [BG02].

ε FW CFW BFW OBA (scaled)
10−4 16.28 m. 8.00 m. 9.28 m. 1.05 h.
10−5 1.98 h. 25.96 m. 18.97 m. 2.06 h.
10−6 - 2.20 h. 1.74 h. ≈ 3.5 h. (estimated)

It can be seen that the conjugate and biconjugate direction methods using up-
dated shortest path solutions outperforms OBA for all networks except Winnipeg.
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7.7 Conclusions

We see that our implementation of the updating Frank-Wolfe both with use of
the First Negative pricing strategy and with the bucket pricing strategy, despite
their simplicity, competes well with a method as advanced as Bar-Gera’s OBA.
Our implementation performs particularly well when it is combined with Daneva’s
and Lindberg’s conjugate and bi-conjugate search directions. By using conjuga-
tion, our implementation performs better than OBA for relative gaps down to
10−6. This is more accurate than the relative gap of 10−4 that Boyce et al. sug-
gest in [BRDBG02] as an appropriate stopping criterion for the traffic assignment
problem.

From the comparisons in figure 7.1 to 7.5, we see that for e.g. the Chicago
Regional network, the First Negative strategy performs better than the bucket
pricing strategy in the first few Frank-Wolfe iterations. The reason for this is that
we do not update the lower bound in the bucket pricing strategy in each iteration.
We also see that after not too many iterations, the bucket pricing strategy will
still perform better than the First Negative strategy.

We also note that the performance of our implementation, compared to e.g.
Daneva’s and Lindberg’s implementation, improves more for the smaller networks
than for the bigger ones. One possible reason for this behaviour may be that our
implementation, because it requires more advanced data structures, consumes a
larger amount of memory and may cause cache overflows.

7.8 Further Work

Concerning the bucket pricing strategy, which was supposed to be an additional
contribution to the topic, time limited us from developing it to completion, but the
work that is left to be done is limited. The remaining work on the bucket pricing
strategy concerns experimentations with parameter settings and the number of
iterations with complete optimizations performed in the beginning of the strategy.

In our implementation, we chose to perform complete optimizations of all
origin-based subproblems in the first five iterations. Performing five such FW
iterations can of course not be an optimal choice for all problem instances. Some
problem instances may need more and some may need fewer complete optimizations
in order to construct reasonable good buckets. Furthermore, different origin-based
subproblems within the same problem instance may also need different numbers
of introductory complete optimizations.
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Since complete optimizations are time consuming, it would be nice not to per-
form any such optimizations at all in the beginning. With our notations of the
bucket strategy, this would mean that we instead choose to scan all B3 buckets only
in the first iteration. Setting fMIN

3 = 1 allow us to scan the B3 buckets in every
iteration for those origin-based subproblems for which it is considered necessary.
Instead of letting F3 control how often we will perform simultaneous complete op-
timizations of all origin-based subproblems, and thus receive valid lower bounds,
it might instead be convenient to let fMAX

3 handle the lower bound updates.

With the idea introduced above, each origin-based subproblem is allowed to
take its own time to adjust, and it would give us a cleaner, more general algorithm
even if it maybe does not improve the performance of the strategy. Time however,
limited us from performing tests of this idea, but we believe that it will perform
approximately as good as, or hopefully better than our tested variant.
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