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Abstract 

This project investigates the importance of availability in the scope of 
dictation programs. Using speech recognition technology for dictating 
has not reached the public, and that may very well be a result of poor 
availability in today’s technical solutions. 

I have constructed a persona character, Johanna, who personalizes the 
target user. I have also developed a solution that streams audio into a 
speech recognition server and sends back interpreted text. Johanna 
affirmed that the solution was successful in theory. 

I then incorporated test users that tried out the solution in practice. Half 
of them do indeed claim that their usage has been and will continue to 
be increased thanks to the new level of availability. 

Keywords 

Speech recognition, dictation program, availability, streaming audio, 
persona. 
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introduction 
This is the introductory chapter, 

providing the reader with a picture of 

the problems related to the availability 

of today’s dictation programs, and an 

explanation of what this project aims at 

in that sense. 

 

Speech recognition availability 
Speech recognition is not known to the public. Most people don’t know 
what dictation programs can do, and believe that the technology only 
exist in science fiction. This is strange because there have been products 
on the shelves for many years. 

People have not been introduced to speaker dependent speech 
recognition, and hence the availability has not been adequate. However, 
those who have been and are using the products continue to suffer from 
availability problems.  

Availability of speaker profiles 

Modern speech recognition software are complex programs that require 
attention and care. Speaker profiles must be trained and administrated 
and this personalisation makes the availability suffer. The profile of a 
typical user of a dictation program is installed on one computer, and to 
transfer this to another is cumbersome. The files are large, sometimes 
over 100 MB, and the transmission of that amount of data is not 
completed in an instant.  

The availability of the profile file is not good either, since it is not even 
possible with certain programs to export a profile at all. When it is 
possible, the procedure includes exporting from one installation of the 
speech recognition program, transmission to another station and finally 
importing the file to the new installation. 

When adaptation of the profile has been performed, the profile is only 
up to date at that location. When the user wants to switch working 
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station, the exporting, transmission and importing tasks become 
necessary every time to ensure that all adaptations are at hand. 

Available computation resources 

A computer has finite memory and CPU resources. Speech recognition 
programs consume a significant share of these, and that affects the 
performance of other running programs negatively.    

Availability of different vocabularies 

If a user wants to speak in different languages or with specialized 
domain vocabularies, it may be reasonable to use vocabularies 
developed by different manufacturers of speech recognition programs. 
Having to start up different programs for this is cumbersome, and the 
fact that each program requires its own speaker profile makes switching 
workstation even more impractical.  

Program initiation 

Speech recognition programs often require the user to calibrate the 
audio and mode settings every time the program is initiated. This may 
take several minutes and the wanted speech-to-text translation does not 
become available very fast.  

This project 
Achieving better availability is not a goal in itself, nor the real purpose 
of this project. Instead, the project will determine whether availability is 
a key aspect or not.  

The project involves test persons which will have the opportunity to 
debate and test new levels of speech recognition availability. Their 
opinions and actual usage will provide a hint on whether availability is 
important or if it in fact is a minor detail. 

This project is partly carried out at the company InformationsLogik, 
which develops IT systems for the medical sector. Integration of speech 
recognition in their products is connected to this project. The details 
concerning the solutions of InformationsLogik will however not be 
revealed in this report. 

Outline of the report 

The rest of the report is structured in the following manner: 
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Background and previous work: An explanation of what dictation 
software is and how it could be distributed is included in this chapter. 
Other researchers view on speech recognition availability is also 
presented here. 

Problem formulation: This chapter stresses the focus of this project, 
and brings the questions that are to be answered. Limitations are also 
explained and a brief motivation of the project is given. 

Design process: This chapter explains the methods used to carry out the 
project. A timeline figure brings a chronological overview and the 
events in it are described in the rest of the chapter. 

The speech framework: The technical solutions are described here. 
Screenshots of the programs as well as the underlying architecture are 
discussed.  

Persona development and evaluation: The work of defining a target 
user, a presentation of the actual target user and a theoretical evaluation 
of the technology are the contents of this chapter.  

Test user evaluation: A practical evaluation of the technology is given 
in this chapter, as it describes the tests performed by test users.  

Conclusions: The results of the project are the summation of the three 
previous chapters. This chapter discusses the results and how they affect 
speech recognition availability. 

Appendix: The appendix describes a side project, which involved the 
development of a speech controlled action game. 
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background and 
previous work 

This chapter describes how the situation 

looks today and how speech recognition 

relate in the sense of availability and 

performance 

Speech recognition 
Modern speech recognition is divided into two branches. One is user 
independent and represents the branch that most people think of when 
they hear the expression speech recognition. It is used in telephone 
booking systems and other user interfaces that must be able to function 
with any user regardless of gender, age, accent and tempo. One example 
is the apartment search program AdApt developed and evaluated by 
KTH [11]. 

The other branch is user dependent, and is the one used for dictation 
applications.  The reason is that the vocabulary available is allowed to 
be much larger because the speech recognition program is trained to one 
specific user and that user's way of speaking. The speech recognition 
engine is the part of the program that performs the actual interpretation. 
The engine requires the user to speak predefined training texts in order 
to create an interpretation profile of that user.  This way, the program 
does not need to take into consideration the possibility of different 
genders, ages etc, and computer resources could instead be invested in a 
larger vocabulary. 

The standard vocabulary in dictation products is however, not always 
sufficient for specialized domains. Physicians dictating medical journals 
is one example. A standard vocabulary does not contain all medical 
terms even though the engine is user dependent. Situations like these 
require a specialized vocabulary, and most manufacturers of speech 
recognition engines do develop more than one vocabulary version.  This 
is necessary because the most computationally expensive step in the 
interpretation process is the search step in which the vocabulary is 
traversed.  Each word must fit into the context of previous words and 
this grammar processing makes the search step expensive [13].  Too 
large vocabularies would make the search step delay longer and many 
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desktop computers would lack the sufficient memory. Clearly, the 
number of words in the working vocabularies becomes finite. 

Usually, speech recognition engines require substantial resources. The 
program is not only involved in producing the interpreted text, but also 
updating the current user profile for better performance in the future. 
Normally the user profile data is not stored on disk until the speech 
session is ended, meaning that a lot of memory is required. User profiles 
however, are often separate files that can be transferred from one 
working station to another.  

There are two ways of using speech recognition.  One is to let the 
speech recognition engine produce the interpreted text on-the-fly as the 
user speaks, and the other way is to send a pre-recorded dictation into 
the speech recognition engine which then transcribes the audio into text. 

Speech recognition for the public 

Li Deng and Xuedong Huang have addressed the question about why 
speech recognition is not more commonly used [5]. They referred to the 
increasing accuracy and in their opinion, the performance of modern 
speech recognition is sufficient for many applications today. Often 
speech recognition accuracy is above 95% in specialized versions. Still, 
speech recognition has not become a widespread tool for the mainstream 
computer user. The most important reason for this is that errors do 
occur. 

Deng and Huang suggest that integrating speech recognition with the 
Web is an important step. They say that making speech recognition 
mainstream incorporates the establishment of open standards. The 
potential is obvious, and numerous experiments and research projects 
have shown the vast scope of possible speech enabled applications. A 
great example is Impromptu [8], a research project where a speech 
enabled handheld PC showed several more or less useful audio-only 
applications. These included baby monitor, music player and recorder, 
surveillance agent, FM radio, news parsing and telephone. According to 
Deng and Huang, applications like these must share similar interfaces in 
order to avoid duplication of development work.   

The latest standard framework for speech enabling applications is the 
Microsoft initiative “Speech Application Language Tags” (SALT)[14]. 
It is a mark-up language that extends existing languages such as HTML, 
and XML. SALT in combination with a suggested client/server 
architecture will help bringing telephony and speech enabled Web 
services together. Companies would be the first to incorporate this in 
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their customer support departments. Then 3G mobile telephony will 
boost SALT-standardized speech recognition for private users, all 
according to Deng and Huang. 

Distributed speech recognition 
Both SALT and Impromptu introduce the concept of distributed speech 
recognition. The architectural idea is to have the speech recognition 
engine running on a central server while the speech enabled applications 
are located on thin clients. The benefits are many and the most 
important are: 

• Central administration of user profiles 

• Keeping the computational load off the clients  

• A single point of upgrade 

Li Deng and his research team has shown in the MiPad project [6] that a 
handheld thin-client can be speech enabled using only approximately 
650 KB of program space and consuming only 35% of the CPU load on 
a 206 MHz processor. Both MiPad and Impromptu are examples of live 
speech recognition implementations. Commercially however, 
distributed speech recognition has had its biggest success in passive 
interpretation where dictations are sent to the server and hence not being 
interpreted in real-time. An obvious reason for this is the fact that 
speech recognition requires a lot of resources and the server can usually 
only run one instance of a speech recognition engine at a time. An 
organization with many users of speech recognition would have to have 
as many servers as users currently speaking.  Using passive transcription 
on the other hand, allows for a queue of dictations to be handled at the 
server. 

Live interpretation  

One of the aims with the Impromptu project was to stress the superiority 
of IP over traditional telephony. A client sending audio over IP is able to 
run several separate applications with their own audio channels, while a 
connection with the traditional telephone network can only serve one 
single application. As for the transport layer, the MiPad project 
addresses communication issues such as data loss and error correction, 
which are low-level phenomenon. The two years younger Impromptu 
project on the other hand, concluded that speech recognition is very 
sensitive when it comes to audio gaps, and that the use of TCP as a 
transport layer protocol, which guarantees a continuous audio-stream is 



 
 

 

11

the reasonable approach. Also Moore’s law speaks in favour for TCP as 
it imposes increased bandwidth capabilities. But wouldn’t the same law 
speak against a distributed approach for speech recognition altogether? 
As processing power will be greater in the future, is there still a need for 
thin clients or could the recognition in fact be carried out without server 
involvement? The question has been addressed by Krishna, Mahlke and 
Austin. They show with their results that speech recognition could 
indeed be carried out on a handheld PC [10]. Their main concern in their 
project was the actual power consummation related to the search step in 
modern speech recognition. In order to achieve a performance closer to 
what is found on desktop PCs, architectural optimisations are required 
and some problems, like primary memory management are still open for 
new solutions. Their experiments however, were conducted on handheld 
PCs and the results are not straightforward to apply on desktop clients 
since power consummation is not a direct issue. Indirectly, power 
consummation could be seen as an approximate measure of required 
computational resources. 

Reality today is that speech recognition is computationally expensive, 
and that fact was part of the motivation for both the MiPad and 
Impromptu projects.  Industry and the academic world continue to 
investigate optimisations for both running speech recognition locally 
and for a distributed approach. The latter is getting help from the 
networking research field, which looks a lot into compression schemes 
and source coding matters. Computational issues are still an important 
factor. 

Users and use of speech recognition 
People with disabilities are one obvious target group for speech 
recognition. Both individuals lacking the ability to use the keyboard and 
mouse and persons without sufficient seeing could benefit from speech 
recognition in their writing.  

Hands-free documentation 

As people are carrying out tasks, it is not unusual to have both hands 
occupied. If documentation is also a part of the task a problem occurs.  
A warehouse worker for example might want to document the location 
where she puts her trays of goods. Mobile speech recognition could then 
be the solution [9].  

The whole concept of hands-free documentation has been investigated 
by Ward and Novick [21]. One important detail from their results is the 
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superiority of visual output, especially in cases where navigation is part 
of the documentation task. Audio only interfaces are highly ineffective 
when it comes to navigating through hierarchical structures. Audio input 
in combination with visual output is often a sufficient approach.   

Specialized areas 

Up to now, speech recognition has had its biggest success in specialized 
professional domains such as the medical or the jurisdictional sector.  
Not only do these environments require specialized vocabularies, but it 
is also not unusual to have the daily routines around dictation distributed 
over several individuals. The one who speaks the actual dictation is not 
the one involved in correcting and filing the transcription. An example 
would be the physician who uses his personal recorder as he speaks 
details about the patient. The audio file is then sent into the system 
where speech recognition soon will handle the audio and produce text. 
Then a secretary will take over and correct the misinterpreted words.  

If the speaker is not exposed to the misinterpretations that the speech 
recognition engine makes, it's impossible for that person to understand 
the disadvantages of the technique [19]. The person does not get a fair 
chance to adjust the way of speaking for speech recognition. Despite the 
fact that the engine is user dependent, it is not fair to expect a very low 
error rate when the speaker does not see when errors occur. 

A problem connected to the deployment of new technologies in 
specialized areas is that the personnel is used to the old ways. There 
might be conservative attitudes among the users, and in order to boost 
the interest for speech recognition in the medical sector, companies are 
very generous in providing trial versions. The bills are based on the 
number of rows of produced text [20]. Since the efficiency is increased 
dramatically after the introduction of a full-scale speech enabled system, 
the per-row payment soon becomes unreasonable.  

Handling errors 

Speech recognition is simply not capable of delivering 100% correctly 
interpreted words. This fact makes the error correction task important, 
and the fact that a secretary is needed in the previous example only 
confirms it.  

Correcting errors in on-the-fly speech recognition is normally done in 
either of two ways. The preferred way is to verbally use a command that 
tells the speech recognition engine that a correction is needed. “Correct 
that” is a command that can be used when the last interpreted text 



 
 

 

13

fragment was faulty. It makes that part selected, and the moment after 
the user can repeat the intended word. This is preferred because when it 
is performed, the engine learns from its mistake and the next time it can 
probably get it right from the beginning.  

The other way is to use the keyboard and mouse to manually select the 
misinterpreted part and type in the correct words. In fact, Suhm, Myers 
and Waibel state that in general the best way of correcting errors is to 
switch modality [15]. This is because if the engine already has 
misinterpreted a word once, the probability for success the second time 
is not promising. Additionally, research has been done investigating 
speed factors in speech recognition error correction. Eriksson and 
Bjersander introduced a solution where colour mapped function keys 
allow for rapid selection of the misinterpreted words [7].  

Another tweak for faster and more efficient error correction involves 
time compression.  As a secretary is about to correct a transcription, the 
audio is played faster than the original recording without changing the 
pitch. This technique is proven to save time [17].  
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  problem 
formulation 

This chapter explains more precisely 

what the project is trying to achieve, 

and what questions that will be 

answered. 

Speech recognition availability 
As Deng and Huang pointed out, speech recognition has not become a 
household technique, mostly because of the error rate. This picture may 
not be entirely true. Why is it that many computer science students have 
not even seen a running speech recognition program? How come people 
don't know about dictation software at all?  

Could availability be an important factor here? If speech recognition 
were available, would people use it more? One aspect that needs to be 
addressed right now is the fact that the manufacturers of speech 
recognition engines usually sell their products to individual users.  
Distributing resources is possible but not legal unless each user has paid 
for a license. A license may include one language and one vocabulary. 
A user might want to speak several languages and make use of 
specialized vocabularies, and is therefore forced to pay for all these 
resources. 

Regardless of the economic issues, if availability is a key factor then 
speech recognition could become a household input technique today.  
The industry would not have to wait for flawless accuracy before 
applications and services could be speech enabled.  

Speech enabling the web 

Deng and Huang stated that speech enabling the Web is the future for 
speech recognition. That is a reasonable approach, but in practice today 
there are obstacles. Most techniques used for building web resources are 
constrained.  The possibilities to record audio with an Internet browser 
are few, if any. The security architecture for Internet web sites does not 
allow audio recording because of privacy issues. If it were possible, 
people could easily eavesdrop on each other simply by adding a 
recorder into their web sites. 
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Another issue is the computational resources required.  Even if the 
speech functionality could be confined to navigation in an early stage 
and hence lighten the burden of the search step, the massive scale of the 
Internet makes it difficult to speech enable the web. Also user 
independent speech recognition engines have higher error rates than the 
user dependent alternatives. Having this type of engine available on the 
web has little chance of success.  

Mobile hardware 

The MiPad and the Impromptu projects used handheld devices to obtain 
good speech recognition availability. The obvious downside is that the 
speech recognition resources are tied to the device. Since it is a small 
handheld unit it does not provide the full working environment found on 
a desktop computer.  

Integrating the speech resources from a handheld device into other 
programs is also not optimal, taking into consideration the power and 
processing limitations on handheld devices.  

Investigating the importance of availability 
I intend to investigate how important the availability factor is. The use 
of test persons will in the end help me formulate a judgment around the 
question: 

 “Will better availability increase the usage of speech recognition?” 

What is meant by “availability” will be defined in the work process. I 
will investigate what features and functionality of modern speech 
recognition that must be included in the scope of availability. In order to 
achieve this, knowing the characteristics of the likely user is essential. 
Without knowing the user, there is nothing that motivates the features of 
a solution. 

Limitations 
The project does only take speaker dependent speech recognition into 
consideration.  

The project does not include a quantitative study. 

The project stretches over half a year, with testing assignments in even 
less time. Therefore long-term usage cannot be measured or studied. 
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Only dictation programs will be part of the project. Command features 
and navigation are other areas that could benefit from the same ideas, 
but they are not considered extensively in the thesis. 

The project investigates mainly the primary usage of speech recognition, 
meaning that the person doing the actual dictation is in focus. There 
might be other people involved in a distributed speech recognition 
system such as program administrators, vocabulary administrators, 
secretaries or bosses. These positions are not investigated closely in the 
project. 
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  design process 
This chapter describes the methods used 

in the work of this project. A timeline 

will contribute with a chronological 

overview of the project 

Part of the idea is to have test persons evaluate different aspects of 
speech recognition availability. The tasks will definitely involve a 
speech enabled artefact of some kind, meaning that the evaluation of 
that artefact becomes straightforward. If the test user continues using the 
artefact spontaneously after the test, it must be considered a success. I 
chose to follow the design process suggested by Alan Cooper [3], since 
it is modern and used in both industry and the sciences. The Alan 
Cooper way is itself a compilation of the work of many researchers and 
presented in a tutorial like manner.  

Principles 
Qualitative versus quantitative research 

According to Alan Cooper, reducing human behaviour to statistics is 
doomed to overlook important issues. Quantitative research answers 
questions concerning how much or how many, where the answers you 
get from qualitative research answers what, how and why in high-
resolution detail. Human behaviour is far too complex to be measured in 
figures and quantitative data. 

Because of the advantages above, and the fact that I want to be able to 
follow up the primary tests afterwards with each individual I chose a 
qualitative approach for my thesis. Another reason for this choice is that 
I will see how little changes are required from a common framework of 
speech resources to fulfilling the goals of each test persons.  

Goal directed design 

In goal directed design, the actual goals of the user have the highest 
priority. Completing the task at hand is only a part of the whole picture. 
In the practical example, achieving an error rate above 95% is seldom a 
goal in itself, nor is completing the text document. The goal might be, 
for a novel writer, to put a bestseller on the shelves and become rich. 
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For a designer this is important to have in mind in the design process 
and it would ultimately make the artefact more successful according to 
Cooper. 

I will conduct my work according to the principles of goal directed 
design, which means that defining the user's goals and needs will be an 
important task. In return, it will be a useful tool in the evaluation as the 
needs of the users have been or have not been fulfilled. 

Timeline 
This section brings a description of the thesis work in chronological 
order. The figure below gives an overview, and the expressions in it are 
explained later. 
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As starting point, there was the theory of availability as a key aspect in 
the low usage of dictation programs. In order to make experiments 
around this, a set of individuals will be involved during the entire work 
process. Most importantly the involvement will include interviews and 
artefact testing.  

Persona hypothesis 

Cooper stresses the importance of using a so-called persona character to 
personalize “the user” of an artefact. The artefact in this project would 
be a computer program of distributed speech recognition, and a 
significant tool in the design process of this program is the persona 
character. 

Benefits from using personas include de-emphasizing the less important 
details, making the vague concept of “the user” more concrete, keeping 
the design process from the edge cases and to have a generally faster 
development scheme thanks to the clear picture of the user.  

The persona hypothesis is a document containing a set of thinkable 
users and a set of behaviours relevant to the artefact. This is to be seen 
as raw material that will be shaped and refined in later steps.  

With the hypothesis document, the interviewee has a decent picture of 
which interview subjects that are worth looking for, and what aspects of 
their text producing behaviour that may be of importance. 

Speech framework development 

Technically, I understood from the beginning that distributed speech 
recognition could be achieved in two ways: either the dictation program 
is installed at every location that the user might be, or the program is 
centrally installed and reached by networking resources. For many 
reasons, including computational load and profile management, I 
discarded the approach with multiple installations. Moreover, Cooper 
says that “The best installation is no installation”, meaning that the 
installation of a program is not really an appreciated task. Small 
executable programs are better in this sense, because they are closer to 
the idea of plug-and-play.  

Availability would be seriously compromised if live interpretation 
would not be possible. That made me conclude that streamed audio 
would be an important feature of the upcoming artefact, since the speech 
recognition engine must be fed with the spoken words. Hence, the 
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development of this networking functionality was essential and it was 
initiated at an early stage.  

Interviews 

Three interview iterations are recommended. The purpose of the first is 
to determine needs and goals in a wide perspective. What motivates the 
subjects on a normal workday, and what ambitions do they have in life? 
Demographic and environmental data is also gathered in this step. 

The second interview iteration moves the focus closer to the artefact. It 
is time to familiarize the subject with the concept of the artefact and 
gather thoughts and questions in order to continue the design process. 
The level of detail is still low in contrast to the third iteration, which 
involves a detailed discussion of the artefact and its features.  

When the interviews are completed a set of personas can be constructed. 
One of these, the primary persona, will become the target user of the 
artefact. Together with the persona narrative, scenarios are written in 
which the persona encounters the artefact in different ways. The 
scenarios will be a tool for the design team as they picture the persona 
using the artefact. 

The information gathered from the interviews should be able to provide 
building material for the persona character and secondarily, a 
specification of an artefact that will increase the availability of personal 
dictation programs. The overall purpose of the interviews is formulated 
in an interview plan. The plan however, is merely something to bear in 
mind. It is not preferable to bring a set of ready questions to the 
interview, according to Cooper. Instead, the interview subjects are 
supposed to provide spontaneous information from open and broad 
questions. 

After the interviews, a lot of information had been gathered and a way 
of identifying workable details is to define behavioural variables. 
Behavioural variables are the quantitative complement to the qualitative 
interviews. Relevant behaviours are measured for each subject on a 
scale from 1 to 10.  

Revisiting the persona hypothesis 

The persona hypothesis can be transformed into a complete persona 
character at this stage. The unstructured qualitative information from the 
open interviews in combination with the more detailed artefact 
discussions provides a foundation for the construction of the persona 
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and its needs. The structured information from the behavioural variables 
complements the foundation with relevant details. The persona character 
will come alive as it is given a name and a picture. 

Context scenarios 

From the detailed discussions regarding the artefact and the needs of the 
persona, comes the material used for writing context scenarios.  

The scenarios are story like episodes in which the persona uses the 
artefact. They are supposed to give a picture of regular use situations 
and how the artefact performs. They are chronological in nature and 
they are to be used prior to the completion of the artefact. If the needs of 
the persona are fulfilled in the scenarios, the artefact is considered 
successful in theory. 

In order to create the context scenarios, the basic design of the artefact 
must be a reality.  

Program development 

The artefact is a key player in the context scenarios, meaning that the 
design of the real program should be clear. This first version of the 
program must provide a suggestion of solutions to the problems related 
to the personas needs. The artefact in the context scenarios is a 
description of a ready and bug-free program. The real program does not 
have to be equal to the utopian artefact at this stage, but it should be as 
close as possible.  

Evaluation against the context scenarios 

The program, the persona and the context scenarios will be part of the 
first evaluation. Remembering that the program at this stage is merely a 
suggestion, and if it will not be successful in the scenarios, it must be 
remade. When the program is considered to fulfil the needs in the 
scenarios and hence show enough resemblance to the artefact, the 
project may move on to the next phase, which will involve test users. 

Test user invitation 

The invitation involves presenting the program to the test users, and a 
suggestion on what details I want to test with each user. I intend to test 
different aspects of the availability concept with different users. The 
reason is that it is more effective to have the test users inspired and 
perform the tasks spontaneously, than to make them all try every detail. 
The invitation also involves educating the users in terms of dictation 
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software as a way of preparing them for the actual tests that are 
following. Along with the invitation process, the program will be 
customised in order to fit each task and user.  

User test evaluation 

The evaluation of user tests will be heavily based on the users’ own 
words. I choose not to measure any quantitative data or define goals for 
the tests to reach in order to pass as successful or not. The reason for 
this is the same as made me go with a qualitative investigation in the 
first place. The users will have informative opinions of the program 
after the tests, and these opinions are best reviewed in words rather than 
figures. 

The evaluation will include a direct question on whether each user 
thinks he or she will be using speech recognition in mobile situations in 
the future, and if the tested program is a real alternative in this sense. 

Results of the project 
Results of this project are divided into three parts. There is the technical 
solution named the speech framework. There is also the persona 
character and finally there are the test user experiments. 

The speech framework 

The technical part of this project is described in the next chapter. It 
includes both the starting point and a description of the more finished 
versions of the actual program(s). 

The persona character 

The chapter “persona development and evaluation” answers the question 
of who the user of a distributed dictation program is. It also includes the 
theoretical evaluation of the solution. This means that a program 
spawned from the speech framework is used by the persona in order to 
test whether it meet up with the personas demands. 

The test user experiments 

The chapter “test user evaluation” contains the practical evaluation of 
the solution. Refined program versions spawned from the speech 
framework are tested by the same individuals that were involved in the 
interviews. Their opinions are gathered in the final results chapter. 
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the speech 
framework 

This chapter contains a description of 

the technical solutions used in the 

project. 

An approach to tackle the availability issues in personal speech 
recognition is to have a split architecture. The idea was to implement a 
framework of components that would constitute the foundation of the 
artefacts later on. 

Client/server architecture 
The framework will make use of ordinary speech recognition software 
for dictating, which will run on a server. It can be used in the normal 
fashion as long as the user is located at the server, and if the user is 
away there must be functionality to access the speech resources from a 
remote location. 

As one advantage of a distributed approach is to keep the heavy 
computational workload off the client, there should be minimal 
functionality at the client side of the framework. Additional functions 
should be included on demand. The most essential and primitive 
requirement is getting the audio from the speaker to the server. 

Since speech recognition requires substantial computational resources, 
each server will only be able to serve one client.  

Live interpretation 

For a performance similar to using dictation software in the normal way, 
there must be an open and continuous connection between the client and 
the server. Streaming audio is the solution. 

Streaming audio is used extensively in the Internet today, and much 
research has been and is being invested in performance issues because 
of the limited bandwidth of today's networks. A branch within the world 
of streaming audio is called Voice Over IP, and has an advantage in 
bandwidth requirements since the human voice operates within a 
relatively small band of frequencies. This brings an inherited 
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compression in Voice Over IP because all the irrelevant frequencies 
could be successfully left out.  

Bandwidth problems do not disappear entirely however, as Markopolou 
and Karam have concluded [12]. According to them, many backbones in 
the Internet suffer from undesirable characteristics such as large delay 
spikes, resulting in poor Voice Over IP performance. In general 
however, Voice Over IP is a possibility when the receiving side buffers 
the incoming audio to ensure a continuous playback. A buffering delay 
of 400 ms is the limit for what is considered acceptable in duplex 
telephony. For simplex media, a buffering of several seconds is not 
unusual. 

For my project, the audio is streamed into the server and it is possible 
for the speech recognition engine to process the data and transform it to 
interpreted text. Getting the text back to the client is easier because text 
requires far less bandwidth than audio. 

Passive transcription 

In situations where live interpretation is not possible because of 
bandwidth limitations or no Internet connection altogether, the user 
should not have to wait with the dictation. An elegant solution would be 
to use any digital recording device for producing a dictation, and then 
transfer that audio file to the server afterwards. Simple software 
recorders such as the built in sound recorder in Windows is an example 
of such a program, and similar applications are found in most operative 
systems. 

If the user were required to use specific speech framework software for 
the transmission, the availability would not be very good. Therefore 
FTP would be a beneficial resource. Most modern Internet browsers 
include support for FTP, meaning that the user would only need access 
to a computer with a microphone and an Internet connection in order to 
make use of the speech framework.  

It would be naïve to expect a microphone at every computer, but this is 
a piece of hardware that speech recognition simply cannot function 
without. In order to ensure the access of a microphone, the user might 
have to keep one along at all times. An alternative to a simple 
microphone would be to have a small recording device with a built-in 
microphone. Then the dictation could be carried out anywhere because 
the device is mobile and powered by batteries. 
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The program 
Implementation of the framework 

The speech framework is a package of functionality resources. In order 
to put the functionality into practice, an application must take form out 
of the framework.  

I have implemented the framework in two versions. One using the 
Microsoft.NET Framework [1] and one running on the Java virtual 
machine [16]. The reason for developing two versions was that the Java 
was needed for platform independence and the .NET implementation 
provides a fast and recognizable Windows optimised version.  

As previously explained, I decided early that the application should be 
an executable program. Because of that, the artefact became of this type. 
Both the .NET and the Java server applications were executable 
programs, as were the clients. Other than this, fast start up was a 
requirement, and the client programs were reasonable fast to initiate. 
The .NET version took a few seconds to load the first time after a reboot 
of the computer, but less than one second in later initiations. The reason 
for this is that the .NET Framework is activated the first time. The Java 
client showed a similar behaviour.  

Beside the functionality concerns, designing the GUI makes a solution 
appear more finished. In order to picture the artefact in the context 
scenarios as clearly as the persona personalises the user, user interfaces 
was designed at this stage. The following images are all screenshots of 
different parts or versions of the program. 

Graphical user interface 

The .NET client came in different designs according to the wishes of 
each test user. Below is a shot of the version that is minimised to the 
system tray. The tray icon is the yellow square with the sparkling 
microphone. 

 

 

 

 

 



 
 

 

27

 

 

 

 

 

 

 

 

 

 

 

 

The tray version of the client 

An alternative GUI was the ”full version” shown below. The large 
button mutes the audio connection and the green meter, also found in 
the tray version, provides feedback of the recorded sound volume. An 
empty meter corresponds to silence and a full meter would be a 
screaming user. 

 

 

 

 

 

 

 

 

 

The full version 
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The Java version for live interpretation is a thin client. It establishes an 
audio connection and receives text. Like the tray version of the .NET 
implementation, it does not have a connection button. Instead, the 
connection is automated to the initiation.  

 

 

 

 

 

 

 

 

 

 

The java client 

 

The Java client has no built in functionality for transferring audio or text 
files. Instead, FTP is recommended to users interested in platform 
independence. 

Both versions of the server are capable of handling both live 
interpretation and passive transcription. Every 15th second the server 
checks the FTP folder for incoming dictations and if there are new files, 
they will be transcribed.  The ready transcriptions become available via 
a Java applet embedded in a web site: 
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Fetching transcriptions from the Java applet 

 

The applet displays transcriptions produced by the Java as well as the 
.NET version. 

It is possible to handle the audio/text file transmissions without FTP 
involvement. The .NET implementation can transfer files internally 
from a dialog window in the client application as can be seen in the 
image below: 
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Posting and fetching transcriptions through the client 

 

Remote engine switching 

The.NET version of the client can be used for both live interpretation 
and dictation transfer. It is also possible to switch the running speech 
recognition engine at the server by remote. A problem related to this 
feature is that different engines require different audio quality in order 
to function properly. To tackle this problem I made it possible to 
manually control the audio settings from the client. Compression rate, 
play-out delay and the quality of the recorded audio (sample-rate, bit-
depth, number of channels) can be adjusted dynamically. The dialog 
window for audio settings is shown below: 

 

 

 

 

 

 

 

 

 

Audio settings 
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  persona 
development and 

evaluation 
This chapter explains the characteristics 

of the persona character as well as how 

these were defined. Common use 

situations are also described. These are 

finally evaluated against the 

performance of a program spawned 

from the speech framework . 

Interview phase 
First, I had to select six interview subjects of diverse characteristics, 
again following Coopers persona-building template. The diversity still 
had to fit in the scope of thinkable users, and in this reasoning I 
excluded people without an interest in producing text. 

Choosing the subjects 

When I chose my set of users, I knew that I wanted to investigate 
availability of dictation programs. Therefore I concluded that the users 
should all be large producers of flowing text. Furthermore, I thought it 
would be rewarding to have at least a couple of the users already 
familiar with normal speech recognition. With that frame of reference 
they would be able to compare the availability features of normal 
programs with the new artefact. Additionally, if some of the users were 
also familiar with distributed dictation systems, they would ensure that I 
don’t leave out essential details concerning the use of organisational 
document handling. 

I also wanted to include individuals that had no previous experience of 
speech recognition. The reason for this is that I was interested in their 
expectations. Do people really expect speech recognition to be immobile 
resource-consuming programs or does that in fact discourage them at an 
early stage? 

The ideas above led to the following six categories and these were the 
original entries in the persona hypothesis document: 
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A. Programmer/engineer working with speech recognition 
development 

B. A stationary user of speech recognition 

C. A fan of new technology without previous contact of speech 
recognition 

D. A highly mobile user of speech recognition 

E. A user of speech recognition with distributed architecture 

F. A person that writes a lot but without experience of speech 
recognition  

Every person behaves in a certain way when using an artefact. 
Capturing these behaviours in order to use them in the design process is 
essential according to Cooper. The material used for defining the 
behaviours should come from open interviews. The interview questions 
must however have some direction, and as starting point I defined the 
following areas of relevance: 

Mobility: How mobile is the user when producing text? 

Efficiency: Must the text be produced fast and efficiently? 

Writing: How large are the volumes of text? 

Taste: Is speech recognition a must, preferred, fun or pointless? 

Vocabulary: What vocabulary is used in the produced text? 

Usage: What is known about speech recognition today? 

Environment: In what environments are text produced? 

These were also included in the persona hypothesis document. Now, it 
was time to find suitable individuals that are to become the actual 
interview subjects. 

Interview subjects 

I searched for suitable subjects and in the end, the following people 
were chosen: 

A. System developer who works with speech recognition 
integration 

B. Physician using dictation but no speech recognition experience 
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C. Media producer with limited speech recognition experience 

D. Disabled student with extensive speech recognition experience 

E. Physician using speech recognition 

F. Social worker with no previous experience from speech 
recognition 

The system developer (A) is a male in his thirties. He has experience 
from using both speaker dependent and speaker independent speech 
recognition. He also possesses experience of integrating dictation 
programs and other systems. However, he has no experience of 
distributed dictation programs. The text he produces involves letters and 
documentation, approximately two pages per day. 

The physician (B) is a female about 40 years old. Her organisation uses 
distributed document filing with the possibility of handling audio 
recordings (dictations). For one year, she used digital dictation, but she 
has returned to analogue. She has no practical experience from speech 
recognition, but she has heard of it. She produces large volumes of 
flowing text when she examines her pathology samples and makes 
patient requisitions. 

The media producer (C) is a male developer in his thirties. He produces 
digital media mainly for the Internet. He had an early interest in speech 
recognition but he has not come in contact with modern dictation 
programs. User independent speech recognition on the other hand is 
nothing new to him. Computer games with speech control and telephone 
booking systems are examples of previous contacts. He produces text in 
the customer correspondence. 

The disabled student (D) is in his twenties. He has extensive experience 
from dictation programs both for Swedish and English. His disability 
makes it impossible to use his wrists for typing when the volume 
exceeds one paragraph. He is studying at a philosophical faculty and 
hence he produces large volumes of flowing text in his assignments. 

The physician (E) is a female in her sixties. She sits at a high position at 
her clinic and she is promoting the use of speech recognition in the 
document handling process. She has been using dictation programs for 
many years and uses portable recording devices on travelling foot. 
Letters and requisitions are produced on a daily basis. 

The social worker (F) is a female in her late twenties. She is a decision 
maker and the decisions must be documented. She has a background in 
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the philosophical faculty at the university and she has experience from 
manual transcription of analogue dictations. Speech recognition on the 
other hand is something new. 

I was satisfied with the diversity of the set of individuals. I therefore 
moved on to conducting the actual interviews. An advice from Cooper is 
to conduct the interviews at a site where the subject would normally 
perform the task at hand, which in this case is to produce flowing text. 
That is why I visited the subjects at their work, with a few exceptions 
where e-mail was used. 

Interview plan 

As a guide for conducting the interviews, I wrote the interview plan 
formulation: 

All behavioural variables are to be measured in the interviews. I will 
specify a few general areas that the interviews must touch. According to 
the principles of goal directed design, it is favourable to think of the 
users’ needs and goals rather than a specific usage of the artefact at 
hand. That means that I am interested in the goals and needs of the user 
when he/she is producing flowing text. Areas of interest are: 

• Who are you? Describe your normal day. What education do 
you have and which are your interests? 

• How and when do you write? What do you write? 

• What motivates you for writing? When do you become satisfied? 

• What are the reasons for an unsuccessful text? 

• What do you know about speech recognition? 

• How do you use speech recognition today? 

• How would you describe your future usage of speech 
recognition? 

• How would you describe good availability of speech 
recognition? 

The first interview iteration will not go into details. The purpose is to 
understand the big picture of the situation with these subjects, and their 
goals and needs. 
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I performed the interviews according to plan, providing myself with 
large quantities of data. In the next section, the previously mentioned 
behavioural variables will be defined. 

Data into usable information 

The areas of relevance in the persona hypothesis document can be 
refined into behavioural variables after the interviews. I defined the 
following variables: 

1) Speech recognition use frequency 

High frequency means extensive use of speech recognition. 0 means 
never. 10 means that the subject never uses any means of documentation 
other than speech recognition. Five means that the subject uses speech 
recognition in about 50% of the writing assignments. 

I considered this to be relevant because in combination with 4, it mirrors 
what the subject thinks of speech recognition. A person satisfied with 
the technology might want an artefact design similar to the normal 
programs.  

2) Need of producing text 

How much writing is the subject doing? 10 means extensive volumes of 
produced text every day. 7 means some significant flowing text 
assignment per day. 5 corresponds to the latter but on a weekly basis. 3 
would be on a monthly basis and 0 would be no flowing text at all. 

This variable is used to confirm the original hypothesis aspect of a user 
producing large quantities of text.    

3) Need of using speech recognition 

When the user produces text, is speech recognition actually required?  
10 means that the subject is forced to use speech recognition for some 
reason. Other means are not possible. 7 means that speech recognition is 
preferred but not enforced. 5 means that the subject does not mind what 
means of documentation is used. 3 means that the subject does not find 
any advantages with speech recognition and 0 would be the case where 
the subject never even considers the possibility. 

How frequently does ergonomic issues arise that make the user use 
speech recognition despite his/her opinion of the technique? If the user 
is forced to use speech recognition, the goals will not be fulfilled at all 
unless the technology is available. 
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4) Personal opinion concerning speech recognition  

Does the concept of speech recognition interest the subject? 10 means 
that the subject enjoys dictating with speech recognition and finds it 
very interesting. 7 corresponds to the user who finds it interesting but 
not optimal in practice. 5 would be the one who has an interest, but is 
disappointed of the performance. 3 corresponds to a conservative user 
who would not try the technique spontaneously and 0 is the one who 
would not even touch it. 

5) Speech recognition competence 

How much does the user know about speech recognition? 10 means that 
the user knows both the underlying theories behind speech-to-text 
translation and the practical usage of a dictation program. 7 would be 
the one lacking the theories but knows how to use the programs and 
what they can do. 5 corresponds to a user fairly familiar to normal 
speaker profile management and 3 would be a novice. 0 corresponds to 
a user without computer and documentation knowledge. 

Important variable, since a user of high competence would indicate 
usage of many command features and other personalized tweaks that 
might have to be included in the artefact for the user to be satisfied.   

6) Need of efficiency when producing text 

When the subject uses speech recognition, how intense is the situation? 
10 means a stressed up situation where the text must be produced with 
minimal delay. 7 corresponds to a situation where misinterpretations are 
disturbing events. 5 means a situation where misinterpretations can be 
handled properly and with the necessary care. 3 would be a situation 
where the user does not mind the misinterpretations and 0 is a situation 
where the user has someone else to handle misinterpretations.  

High values of this variable would highlight the correction features.  

7) Linguisitcal level 

What vocabulary does the subject use? 10 means a highly specialized 
vocabulary with many advanced words and expressions. 7 is a user with 
a generally sophisticated academic vocabulary. 5 is a subject that 
seldom uses words that are not in the standard speech recognition 
vocabularies. 3 corresponds to a user with a limited vocabulary which is 
no problem for the speech recognition program. 0 is a subject not even 
using names. 
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Low values here would indicate low importance of switching between 
different engines. One standard vocabulary would suffice. 

8) Mobility 

What level of mobility describes the user? 10 corresponds to a highly 
mobile subject with daily movements. 7 is a user with a documentation 
need away from the primary workplace once a week. 5 is the latter but 
on a monthly basis and 3 is a user that seldom documents on travelling 
foot. 0 is a user never documenting at more than one place. 

Obviously important variable, since low values would question the 
purpose of this project altogether. 

9) Need of privacy  

How populated could the setting get before the user does not want to 
speech recognition? 10 corresponds to a subject without privacy 
concerns, and speech recognition use on tightly populated areas is not a 
problem. 7 would be a user that could do in an office landscape but not 
in a place with unknown people. 5 is a subject that requires a private 
booth of some kind, and 3 is someone needing a closable room. 0 is a 
person that does not even trust the machine.  

Low values would lower the potential of the artefact. If users hesitate to 
use it, distributed speech recognition might not get a fair chance of 
becoming widely used.   

10) Frequency of computationally heavy programs 

How often does the user run computationally heavy programs, or 
enough minor programs to suffer from performance problems? 10 is a 
user that always run heavy programs such as the latest games, 
mathematical tools or dozens of web browsers. 7 corresponds to a user 
that is n the situation above at least once per session. 5 is a user that 
occasionally runs the described programs and 3 would be one who 
seldom does. 0 is a user only running notepad.   

Variable used to confirm the importance of thinner speech recognition 
programs. 

After the variables were defined, I was able to plot each interview 
subject on each of the ten scales. In most cases, this estimation could be 
done from the interview documentation, but in a few exceptions I had to 
follow up certain details in order to be able to place the dot on the right 
part of the scale. 
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At this point, I had enough information to advance to the next phase, 
which was to construct the persona character and understand the user of 
distributed dictation programs. Equally important, context scenarios and 
a working version of the program are to be developed and evaluated, all 
with the purpose of determining whether the solution (the program) is 
successful in theory. 

The persona character – Johanna 
I named the persona Johanna Nilsson with Cooper’s suggestions in 
mind. He says that the name should not wake attention or refer to known 
people. It should also not be a typical “John Doe” name that tends to 
impersonalise the character. 

Measurable characteristics of Johanna were defined with the 
behavioural variables in combination with the broad “gut-feeling” 
understanding that I got during the interviews.   

Mapping the behavioural variables 

I estimated each interview subject in terms of the behavioural variables. 
The data could be visualised in a diagram where each plot corresponds 
to one subject’s behaviour in one of the ten categories. In the diagram 
below, each subject is plotted with a different colour: 
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According to Alan Cooper, it is not enough to simply look for clusters in 
the schematic above. For a pattern to be valid, the same individuals must 
constitute the clustered dots. That is why I use different colours for 
different individuals. 

The identified patterns are visualized below. To make it clear I use only 
one colour: 

 

 

 

 

 

 

 

 

 

 

 

 

 

From the patterns, I drew the following conclusions: 

A. The persona produces a lot of digital text, but does not always 
use speech recognition for the task 

B. The persona doesn’t suffer from disabilities and does not have 
to use speech recognition 

C. The persona does not write in stressed up situations, meaning 
that efficiency is not important 

D. The persona uses a relatively advanced vocabulary when 
writing 

E. The persona is mobile in a sense that requires speech 
recognition in many places 
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F. The persona is somewhat embarrassed dictating in public 

G. It is not unusual for the persona to have many heavy programs 
running simultaneously 

H. The persona finds the new technology interesting and exciting 

 

Along with an understanding about Johanna’s characteristics, a narrative 
is written to further personalise her. Also a picture is brought in. 

 

 

 

 

 

 

 

 

Johanna Nilsson 

The persona narrative 

Johanna is 29 years old, lives outside Malmö with her fiancé and her 
young daughter. She has a high profile job at a publishing house where 
she handles customer and supplier contacts. The job involves a lot of 
travelling and she is thorough when it comes to documenting her work 
on a daily basis. 

Johanna’s computers 

Johanna works with digital media publishing, and hence she often works 
with many media intense programs running simultaneously. She has a 
desktop computer at her office, which is her main working station. She 
also keeps a laptop for her travelling assignments and another desktop 
station at home. 
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Johanna and speech recognition 

Dictation software with speech recognition is not new to Johanna. She 
uses it occasionally as a substitute for typing, in order to get some 
variety. Previously she had the programs installed on all computers, but 
the effort it took to administrate the speaker profiles across three 
stations was too big. Now she only has speech recognition installed at 
her office desktop. 

Johanna’s needs 

Johanna’s needs relating to speech recognition are listed below. The 
order is not relevant. 

1) The documentation must be a smooth and natural part of her 
workday. The means of documentation should be available, 
reliable and fast. 

2) Johanna tries to keep a sophisticated language when she writes. 
It is important to her self-image at the firm, which is that of a 
role model. Johanna’s vocabulary includes many advanced 
words.  

3) Johanna needs to run many computationally heavy programs 
simultaneously, and she must be able to have documentation 
resources active on top of this. 

4) Since Johanna is very mobile in her work, the documentation 
resources must be able to follow her around. Moreover, she 
wants to have the same selection of documentation resources 
wherever she goes. 

5) Sometimes Johanna needs to document sudden impulses or 
conversations. The means of documentation should therefore 
always be at hand in a fast and easy manner. 

6) Johanna would like to uphold her personal integrity when 
performing documentation 

These needs will be used for evaluation together with context scenarios.  

Context scenarios 
The context scenarios are supposed to put Johanna in use situations that 
are not uncommon. The following three was written: 
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Normal documentation 

Despite the fact that Johanna has removed her dictation programs from 
her computer at home, she sometimes does documentation work there. 
Today is one of those days as she chose to go home for lunch. Johanna 
has been writing e-mails and documentation all morning, and now she is 
about to write some correspondence to an agent of an author, even 
though books are not her normal field of expertise. The e-mail will 
probably be about one page long, but Johanna is tired of typing. It is 
thirty minutes to lunch, she is hungry and tired but she needs to focus on 
this e-mail because it is rather important. She has not used speech 
recognition today but now she gets an uplifting feeling as she thinks of 
dictating this e-email. In fact, she likes to switch between dictating and 
typing because she thinks it is rewarding. 

She starts her speech client, which is attached to her list of favourite 
programs, and activates the array microphone placed on her desk. She 
maximises the client, leans back on her chair, takes a deep breath and 
starts dictating. After ten minutes of dictating, the phone rings and she is 
forced to mute the sound recording. When the call is over, she takes a 
minute or two to get her mind back on track before she reactivates the 
program and continues. When she is satisfied with the e-mail, she copies 
the content into both the e-mail program interface for sending and the 
reporting system interface for storing. Then, she is ready for lunch. 

Minimalism 

Johanna is out of town on a business trip. She has been driving for seven 
hours and she is weary when she arrives at the hotel after six in the 
evening. She needs recreation and orders a movie from the hotel menu, 
and buys a large bag of potato chips. In her room, she slips into 
comfortable clothes and sits down in bed and starts enjoying the movie 
and the snacks.  

When the movie ends, she knows that she has one last document to 
finish before she has done all that was scheduled for today. But she is 
really not up to moving from the bed, and her hands happen to be lardy 
from the snacks. It would be unfortunate to grease down her laptop for 
this, so she simply activates the remote speech recognition with a 
function key, and uses her array microphone to dictate through the new 
connection. This is possible thanks to the hotel’s wireless Internet 
service. After the text is readily produced, she uses verbal commands to 
copy it into place and save. After that, she slams the laptop closed and 
continues with her recreation in front of the television. 
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Mobility 

Today Johanna has a troubled schedule. She has a meeting in town in 
the morning and another over lunch. Neither of the meetings requires 
her to bring a laptop, so she doesn’t. Instead, she brings her small digital 
recording device.  

When the first meeting is over, Johanna stays at the café and documents 
the contents verbally with her recorder. Normally, Johanna does not use 
the recorder in public places like this, but now there is really not much 
customers left in this company meeting specialized café. Additionally, 
the meeting had gone well, and that made her confidence strive and she 
uses the recorder with stamina.  

When Johanna leaves the meeting, she is in a good mood and walks 
around in the city open for inspirations. In her business, inspiration is 
important and a walk around stores in the centre gives a useful view of 
trends and competition. She stops in front of a game store and watches a 
running commercial on one of the screens. She wonders why she has not 
heard of this big production, and she is impressed by its setting. She 
realises the important impact this release will have, and she picks up her 
recorder and documents her impressions in an informal way.  

She can’t really get these impressions out of her mind, and she wants to 
tackle this situation as soon as possible. So on her way to the lunch 
meeting, she passes an Internet café and gets the idea of uploading the 
dictation to her speech server now, so that there will be ready text 
available immediately after lunch. She goes into the café and rents a 
computer for a few minutes. She attaches the recorder via USB and 
transfers the audio files to her server via the Internet browsers FTP. 
Then she goes to the meeting a little more at ease, knowing that the 
documentation will be in hardcopy format when she gets to the office.  

In order to use the context scenarios in an evaluation, there must be a 
working program to fill the cast member of the scenario artefact.  

The program’s performance 
By program in this section, I refer to both the server and the client as a 
whole package. Remember that the screenshots in the speech framework 
chapter were from later versions designed after the theoretical 
evaluation. The program in this section is an early version spawned 
from the speech framework. Does it meet up with Johanna’s needs and 
requirements? 
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Evaluation of the program in the context scenarios 

With normal dictation, the program delivers availability of the essential 
speech-to-text translation. Correction commands are available by 
function, but the visual feedback is limited to what is produced in the 
end. Johanna does not see what parts of the text that are selected after a 
“correct that” command. After repeating the word however, the result is 
displayed as a mirror of what is appearing on the server.  

The client application could be started when Johanna logs in to her 
laptop and put in the tray. By maximising the icon, the audio channel 
becomes open for dictation. This allows for rapid and smooth 
availability. 

The audio files that are uploaded via FTP from Johanna’s recorder are 
transcribed on the server, and text files are created with the 
corresponding contents. These are then accessible on the web and 
Johanna has them available when she sits down at her desk after the 
meetings. 

A demand coming from the context scenarios is that the sound channel 
should be mutable. This feature is included in the program. A thing that 
is not included however, is the possibility to use verbal commands for 
saving the text.  

Are the needs fulfilled? 

1) Assuming that the reporting system is functional and that 
Johanna has well structured routines for when, where and how 
she should perform documentation, the program increases the 
availability of the means of documentation. A weakness on the 
other hand, is that no speech-to-text translation is possible 
without an Internet connection. This means that Johanna’s need 
of smooth documentation is not entirely met.  

2) Assuming that Johanna’s choice of speech recognition engine is 
intelligent enough to ensure the presence of her advanced words 
and expressions, the program will meet her need. It is possible 
to change engine by remote, and that would come in handy in 
situations where Johanna’s vocabulary changes as she 
documents in specialized areas. A disadvantage of speech 
recognition in general is the fact that vocabularies are not 
unlimited. In this sense, Johanna’s need of using advanced 
words is not fully met. 
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3) The client application consumes a fraction of the CPU resources 
that a locally run speech recognition program would. Memory 
usage of the .NET version is approximately 20 MB, which is 
not insignificant, but compared to a normal speech recognition 
program where a memory consummation of 80 MB is not 
unusual, the difference is striking.   

Johanna’s need of running many heavy applications while 
documenting is met. She can have the client minimised and 
work in another program while she continues dictating as the 
channel remains open. The text will be visible as soon as the 
client is maximised. 

4) Without the program, Johanna had the possibility to document 
by typing or by digital dictation with her recorder, meaning that 
the selection of means of documentation has not changed in 
places without an Internet connection. In places with Internet 
access however, the choice of using live speech recognition is 
now at hand. Also, she does not have to wait for returning to 
office before transcription could be carried out. Any place with 
Internet connections could be used when Johanna wants to view 
her ready dictations in written format. Johanna’s need is partly 
met. 

5) Johanna’s need of sudden documentation is met as long as she 
brings her recorder. The program helps with the post-process 
task of transcribing, but does not meet her need directly.    

6) Johanna’s need of privacy is not met since she has to talk aloud 
if she wants to use speech recognition. In situations where 
Johanna is in public places and cannot document by keyboard or 
hand, she has to degrade herself to speak out her thoughts. 

Generally, Johanna is satisfied with the prototype as she feels that her 
documentation needs are fulfilled to an approved extent. The availability 
issue is now directly related to the availability of Internet connections. 
Focus has gone from specific programs to infrastructure, and Johanna 
has enough understanding of the latter to accept the downsides. 

Johanna misses the feature of verbal command usage for saving the 
documents, but she does not find the cutting and pasting to be too 
cumbersome. I chose not to include a keyword parser that would 
identify commands because it would make the program more complex. 
Having the produced text output directly to the user interface from the 
network was a simplicity that I wanted to keep. Also, as verbal 
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commands were not explicitly mentioned in the needs of Johanna and 
the fact that I am working with dictation rather than navigation, I left 
this feature out of the program. 

I decided to ignore the weakness in the privacy need. I motivate this by 
the fact that without speaking, there simply cannot be any speech 
recognition going on. I failed to come up with design improvements that 
would help Johanna in her quest for privacy. One idea was to let her 
whisper and have the program tune the volume up. This would 
unfortunately compromise the accuracy since her speaker profile is not 
trained to whispering. Also her integrity would not be entirely upheld 
since a whispering person raises suspicions in public places. Because of 
the flaws above I dropped the idea of whispering and concluded that the 
current program design was ready for the next step, which was user 
testing.  
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test user 
evaluation 

This chapter brings the results from the 

final tests, where the solution was tried 

out in practice. 

User testing 
Each test user could reach their speech server around the clock. They 
were instructed to use them at will, after a preliminary function test of 
course. The function test was to make sure that the users knew how to 
use the program. No help functionality was included in the program, 
meaning that the function test and my phone number for personal 
support were the main resources of “how-to-use” information. 

The test period 

The test period stretched over one month, but the speech resources were 
not online for all users at all times during this period. Technical 
problems such as firewall limitations at the company, computational 
limitations on the servers and plain bugs in the program flawed the 
availability of the speech resources. Also, the number of servers was 
three and that put one user without. These problems reduced the 
availability to fragmented periods. For example, the transcription server 
crashed on a Friday afternoon and the service was therefore offline over 
the whole weekend.   

The usage of the speech resources was not extensive, meaning that the 
servers were not exactly running warm. In fact, it often went days 
between the use occasions. 

Actual usage 

I had a web site for the test users, which contained links to the client 
programs, the transcription applet and the FTP folders for both 
uploading and downloading. The .NET framework redist-package, 
needed for running .NET programs was also available for download. 
This way, the users had the resources available for quick download 
anywhere. The size of the .NET client was about 116 KB. 
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Initially, I calibrated the sound volume manually for each user. As I 
spoke to them over the telephone I asked them to speak the volume 
calibration sentences into the client. The sound was played out at the 
server and I could fine-tune its volume so that the speech recognition 
engine worked optimally. One might think that this initial calibration 
would soon become inaccurate, but it was surprisingly stable. In fact, 
the audio settings dialog in my client was used only a few times and in 
those times it concerned remote engine switching.  

One of the users, the student (D), wanted to switch between English and 
Swedish dictation. Here an unexpected problem turned up as his version 
of the English dictation program did not support any exporting of 
speaker profiles at all. His carefully optimised profile could not be used 
with my program, and the concept of defining a new with my version of 
the dictation program annoyed the user. He did so however, and was 
then able to use it in a distributed manner.  

According to the test users, they wanted to use the resources more than 
they actually did. Often their documentation tasks were clustered, 
meaning that when they had something to document, there was usually 
more than one text. This put the availability in an extreme position. If 
the resources were not online when the user stood before the 
documentation tasks, then the keyboard alternative would be used 
instead and there could be days before the next session. This happened 
more than once, and it was of disturbing for the users and for me. 

When the users switched location, the initiation of the client program 
was often troublesome. One user was not able to run the client at work 
because of policy issues stating that no unknown software could be run. 
The policy did not even allow normal usage of the Windows sound 
recorder, meaning that the speech resources could not be used at all.  

Other minor problems at the user side included broken sound cards and 
poor microphones. Microphone absence was another, rather anticipated 
hindering factor. Such details made the tests less smooth, but the users 
never lost their spirit.  

When the resources were online, the volume of produced text per 
session varied from a few lines up to a couple of pages. The types of 
texts were instant messaging messages, e-mails, school related texts, 
application letter and pure interest driven test texts. 

Despite the problems, I would definitively say that the program was 
functional. At the end of the testing period, there was less trouble. Both 
the test users and I had learned the system and the children’s deceases 
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were gone. One example was the sound calibration. Dictation programs 
sometimes ask the user to read predefined calibration sentences to grasp 
the current noise level. To ensure good sound quality when using 
recorded dictations, the user could record the calibration sentences in a 
separate file. Then, if the automatic transcription would result in poor 
translation, the calibration file could be used to let the speech 
recognition engine compensate for the sound environment of the remote 
user. This re-calibration had to be done manually by the server 
administrator, which was me, and it was indeed appreciated since the 
text did not have to be dictated all over again. Other opinions are 
described in the following section.  

Personal opinions 

“The test showed me for the first time how speech recognition in 
computers really should work”, said the system developer (A) who had 
extensive experience from speech recognition. He meant that there 
should not be a large program exclusively for speech recognition, 
overworking the computer. With the client, speech recognition was 
reduced to a simple input device and he was able to work with other 
programs in a normal fashion. 

On the negative side, he felt a “big brother”-sensation when dictating in 
live mode. To send his private thoughts over to a remote station did 
raise privacy issues. He also felt less in control over the speech 
recognition program because he did not see the familiar interface. 
Additionally, the user disliked the necessity of cutting and pasting the 
text into the right programs. 

Another test user, the student (D), wants to install the program server at 
home before his upcoming Mexico journey. He is fond of the solution 
and anticipates an unhindered usage as long as he brings his headset 
along. He realises that the bandwidth of a regular Mexican Internet café 
might not be very good, but then the passive mode will work just fine. 
According to him, passive mode requires a more carefully shaped 
speaker profile than live interpretation. The reason is that the correction 
task is easier when you are currently in the works, compared to the 
situation where you read through some previously spoken contexts.  

The test user states that he prefers the live mode. The argument above 
confirms that. A downside with the live mode is the embarrassment 
involved in speaking your private thoughts aloud for the surroundings to 
hear. He also said; “If you are in Leshoto or somewhere where nobody 
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knows Swedish there are no problems”, which was an interesting 
remark.  

According to the same test user, many Internet cafés have separate 
booths for people with need for privacy. These could be used for 
dictating, but then the surroundings might believe that you are porn-
surfing, which is also compromising your integrity.   

“I would use speech recognition if the program is simple”, the social 
worker (F) said.” By simple she meant; “There is no complicated start 
up with a lot of windows.” This person, a beginner in dictation program 
usage, had great trouble returning to the traditional dictation program 
after using my client. She was confused when the speaker profile 
dialogs and audio calibration windows appeared. So much so, that she 
gave up the idea of using this normal program. 

The reason that made her go back to using a traditional dictation 
program was that in the end of the testing period, I asked her to do this. 
Remembering the paper form, and the theory of large programs 
discouraging usage of speech recognition, I wanted to see how the 
simplicity of my client affected her usage. Not surprisingly, she found 
my client to be much easier to use. Initiating the speech recognition in 
one action was closer to her idea of good availability than a stretched 
out process involving dialogs and wizards. The function of the audio 
calibration wizards however, cannot be entirely left out. I had to 
manually re-calibrate the audio settings for her a few times. When users 
did not receive any text from the network, they called me for support. 
Then I could maintenance the server as soon as possible, which 
sometimes included audio re-calibration. In a few cases, the social 
worker forgot the importance of a proper microphone meaning that re-
calibration was done for no good.  

The media producer (C) became very interested in the technology 
behind the program. Response times, compression schemes and 
bandwidth requirements were topics that got his attention as much as the 
performance of the actual speech recognition. Functionality other than 
dictation was something he missed. He would like to have commands 
available for various tasks. For example, he wanted to be able to 
produce programming code with speech recognition, involving 
command-triggered macros.  

The media producer was also introduced to a side project of mine 
spawned from the speech framework. The project was a speech 
controlled action game. Information about this game is found in 
appendix A. 
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Overall opinions 

All test persons mentioned personal integrity issues of some kind. Either 
they feel stupid talking to a machine or they disliked the concept of 
others hearing their thoughts.  

Another integrity related question present in professional environments 
is that certain occupations are threatened when speech recognition 
knocks on the door. Three of the interview subjects talked about the 
fright that can emerge in an organisation when people’s expertise will 
soon be superfluous. One explained that when she was testing digital 
dictation in her work, the secretaries did not want to work with that 
technology at all, resulting in a termination of the project. Despite the 
fact that the interview subject herself appreciated it greatly, digital 
dictation was put on ice and to expect speech recognition to be 
incorporated in an organisation that prefers analogue tapes over digital 
dictation, is not promising. The interview subject said that her hope lies 
in the quality and usability of tomorrow’s software, which hopefully 
will make the new technologies less frightening. 

Another common opinion concerning normal speech recognition is that 
the start up process of traditional dictation programs is too long and 
strenuous. In fact, the tedious start up is often the reason why they 
choose not to use speech recognition for the writing task at hand. 

Continued use of the program 

Three of the six subjects (D, E, F) will definitively continue using either 
my program or other distributed solutions. A forth (B) will most likely 
be using a distributed solution in a few years and a fifth (C) will try out 
the features of ordinary speech recognition but does not promise any 
distributed usage. The sixth (A) test user says no. He thinks that the 
accuracy is simply not functional for his needs. He is a very fast typist 
and sees little advantage in dictation programs. The rapid start up would 
speak in favour for dictating in situations where the hands are greasy, as 
in one of the context scenarios, but the cutting and pasting of the 
produced text discourages the user. 

Increased usage of speech recognition 

Two of the three users without previous experience from modern 
dictation programs (C, F), will obviously use speech recognition more 
after these tests, as they claim that they will continue using the 
technology. The third (B), will not use speech recognition until it is 
incorporated in her organisation. The experienced physician (E) is 
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already using dictation programs in a distributed manner. She has no 
problems switching workstation in her clinic as it is terminal based and 
all programs are loaded from a server on demand. Outside the clinic 
however, she cannot reach her speech resources and that makes her 
portable recorder a compromising alternative. A downside in this usage 
is that security policies make it impossible to use her portable recorder 
for patient related documentation. Remote dictating is hence limited to 
other types of documentation. Security restrictions are also hindering the 
usage inside the hospital premises. The physician says: “Imagine me 
dictating a 5-6 hours long surgery while operating. That would benefit 
both quality and working environment.” What keeps her from doing this 
today is that rules forbid cords from being drawn across the operating 
room, and other restrictions limit the possibility of using wireless 
transmission of the recorded speech in a surgery situation. Poor speech 
recognition availability due to security restrictions is obviously making 
the physician use the technology less.    

The student (D) will use speech recognition in greater extent with the 
increased availability. Backpacking travels are an exceptional example 
of when availability is a key aspect. The system developer (A) on the 
other hand will not use the technology more despite the increased 
availability. His work related usage is not affected by availability and 
since he does not want to cut and paste text from the client to the right 
program interface, private usage is not at hand. He says however; “If 
one could steer the interpreted text directly into for example ICQ, I 
would probably have used it much more.”   

The results will now be discussed in the following chapter. 
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conclusions 
This chapter summarizes the results and 

presents some overall conclusions. 

Availability effects 
Johanna showed that users of speech recognition are not always located 
at the station where their speech resources are installed. She would like 
to have the same selection of means of documentation regardless of the 
current location. 

Direct availability 

Since the possibilities of live speech recognition by remote are limited 
with the standard packages of speech recognition programs, the program 
used in my project does make the direct availability better. This is quite 
obvious a positive thing, but there are other aspects as well. 

A common opinion among the interview subjects is that speech 
recognition is not supposed to be delivered in a dedicated program that 
requires attention and administration. It should be a natural input 
resource equivalent to the keyboard. The program used in this project 
does not take away the necessary administration of the speech 
recognition programs, but it does hide it. When the administration steps 
are not present, the user experiences something closer to a transparent 
input device and the concept of speech recognition becomes less 
complex. According to most of the test users, the most useful feature of 
the program is the rapid initiation. Remembering that the cumbersome 
start up process makes people not use speech recognition, a rapid 
initiation would indeed boost the usage. 

By hiding the administration I refer to the speaker profile management, 
audio calibration and command settings. In organisations, professional 
administrators could be carrying out these tasks, meaning that the user 
would be minimally exposed to these steps. For private usage, one 
probably needs to carry out these tasks at the server occasionally, but as 
the server would likely be the primary working station, the dictation 
program is used in the normal way often enough and hence the 
administration is taken care of. On the other hand, if the dictation 
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programs are to be used in the traditional way at the primary working 
station, none of the benefits from the thin client approach are at hand. 

The cutting and pasting problem of my program is programmatically not 
easy to solve. The ideal solution would be to have the text written to the 
current cursor location, as with a traditional dictation program. That 
would increase the direct availability further, but I do not plan to 
implement this in the next program version because the required tools 
are not directly available in the platforms I use (J2EE and 
Microsoft.NET). By availability in the platforms I refer to cursor output 
control and by next version, I refer to the program that I will deliver to 
those interview subjects that want to keep on using my solution.    

Indirect availability 

Transcription service is a reasonable alternative to live speech 
recognition today. The main reason is that many users could be served 
by one machine. If handheld recording devices become more popular, 
perhaps embedded in MP3-players or cellular phones, transcription 
services might become widespread for the public. Increased deployment 
in organisations is also a likely scenario and with a broader market for 
indirectly available speech recognition resources, the step towards 
development of live versions becomes smaller.  

In my project, the server crashed several times because of FTP user 
overload. I do not recommend using FTP on the default port (21) 
because of the many intrusion attempts coming from all over the 
Internet that will overwork the FTP server. I switched to another port in 
order to ease these problems, but that affected the availability since the 
users were required to remember the non-default port number. This flaw 
was partly circumvented as I had the link to the FTP server embedded in 
the speech resources web site, but those that preferred to use a regular 
FTP client instead of an Internet browser still had to remember the port 
number. 

Both the student (D) and the physician (E) confirmed that transcription 
service is a wanted feature. It is not only bandwidth limitations that may 
compromise the usage of distributed live interpretation. Firewalls may 
block all traffic on non-standard ports, organisations or Internet Cafés 
may prohibit any running of unknown software and it may be too 
expensive for an Internet Café customer to be connected during the 
entire dictation. To record the dictation in advance and upload a finished 
audio file would ease the cost of connected minutes. Also the network 
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traffic of an organisation’s Intranet would be eased when live mode is 
not used.   

Program design 

To distribute the speech resources with a solution like mine, there are 
both positive and negative aspects. The minimalism makes the start up 
fast and the availability smooth, but the simplicity is also the biggest 
disadvantage. Modern dictation programs are loaded with command 
features and those are not straightforward to implement in a thin client. 
Also, these functions would make the program more complex and we 
are back to a large application again. Johanna wanted a command for 
saving documents, and the media producer (C) wanted programming 
macros to be controlled by speech recognition. Commands are not 
unimportant and navigation functionality would definitively be an 
appreciated feature of a speech recognition client.  

Navigation features are probably not applicable for implementation 
before the operative systems start supporting speech recognition more 
closely. A speech client embedded in the operative system would then 
have larger potential and commands could be defined for all sorts of 
functions. 

The importance of availability 
Johanna has proven that availability is not unimportant. It is a 
significant factor for private users and a key aspect for organisations. 
For example, a clinic does not afford to have their physicians 
performing transcribing work, resulting in the presence of secretaries 
and/or speech recognition. Both physicians (B, E) have confirmed the 
importance of smooth organisational speech recognition, as they want 
the requisitions to be translated into text by the system. Between 40 and 
50 percent of the Dutch physicians using speech recognition prefer the 
live mode, where they sign the requisitions without secretary 
involvement [18]. This confirms that availability of speech recognition 
is not good enough when passive mode is the only alternative. 

In private situations the need of better availability is confirmed by the 
travelling student (D) and the novice user (F). Reaching speaker profiles 
from other places than the primary working station is obviously a good 
thing, but the easy start up of my program is also an advantage. Lighter 
computational workload is another, and an example of this benefit is my 
game side project described in appendix A.   
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How important? 

It is difficult to estimate exactly how important the availability factor is. 
I would say that my project has proven that the manufacturers of 
dictation programs would make a mistake if they ignored availability. 
Hopefully this thesis has raised an interest in the topic, spawning more 
investigations. With further studies, the question above may be 
answered in higher resolution in a few years. 

I will out of personal interest follow up the question with my test 
persons. Will they use speech recognition extensively in the future, or 
will they drop the concept all along? Unfortunately, the results from that 
follow-up will not be included in this report. 

Validity of the project 

This project cannot conclude the absolute importance of availability. It 
involves a limited set of persons, and all of these are educated people 
that produce text regularly. I motivate this by saying that it would have 
been less interesting to work with people that do not have text producing 
needs. 

The motivation above is questionable, because availability should be for 
everyone. Maybe better availability of speech recognition will make 
other categories of people start producing text and write more, but such 
issues are not answered in this project. 

I am satisfied with the choice of a qualitative approach. I got more 
information out of the interviews than expected, and most importantly, 
details came up that I never would have thought of myself. A problem 
related to this choice is that the interviewee and interview subjects 
become more or less acquainted with each other during a project like 
mine. That makes the interview subjects hold back their true feelings 
when they have complaints on their mind. They could believe, perhaps 
unconsciously, that giving negative answers in respect of speech 
recognition performance would put the interviewee in trouble. If they 
instead provide answers stressing the superiority of the technology, the 
project will be successful. To countermeasure this behaviour, it is 
important to explain early that the project itself becomes equally 
successful regardless of whether the technology is put in good or bad 
daylight.    

The choice of following the design process of Alan Cooper was also 
rewarding. It has however, been questioned previously. The persona 
hypothesis was evaluated in practice and criticized by Blomquist and 
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Arvola [2]. The most important critique was that the personas never 
became a natural part of the observed project. Certain design team 
members lacked the know-how of working with personas, and design 
related discussions fell back to the traditional vague concept of “the 
user”.  

As I had positive previous experience from working with personas, I did 
not anticipate any problems with this design process. Moreover, user 
testing is not a key feature of the persona package. Blomquist and 
Arvola however, suggested that user testing would be very beneficial as 
an addition to the persona concept.  

Alternatives to the Alan Cooper way were not thoroughly evaluated, 
partly because of the fact that my institution prefers and teaches it. It 
was convenient and familiar to use this template in my thesis.  

A downside with the qualitative approach is that the results are hard to 
compare with other investigations.  

Future work 

A long-term quantitative study could be carried out. It would provide 
black in white numerical results. It would also be able to answer the 
quantitative question on how important the availability factor is more 
thoroughly. 

Moreover, a study of usage with small handheld recording devices 
would be interesting. Consumer products are becoming more powerful 
in a high pace, and dictation resources are soon embedded in many light 
electronic gadgets. Is there a sleeping need for “Documentation on the 
street”, or has this kind of device potential enough to replace handheld 
PC’s?  

Final words 

Since the project has shown that better availability has the potential of 
making people use speech recognition more, I see an economical gain 
here. If people want to use a product more, there is more money to be 
made from it. If the industry makes the products more available, they 
will earn more money, which can be invested in accuracy related 
research. This will in the end result in better speech recognition 
performance and we can soon use the technology as they do in Star 
Trek, which of course is what everyone wants!  
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Appendix A 
This appendix describes my side project 

Marsian Gunntower, which is a speech 

controlled action game 

This appendix describes the game I developed as an example of how a 
thin client of distributed speech recognition could be used together with 
computationally heavy programs.  

Background 
One day, as I was working with my thesis, I started wondering about 
how easily my client program could be embedded in another 
application. Remembering the benefit of low computational workload 
on the client side, I wanted to develop a resource consuming application 
that was to be controlled by speech. I chose to develop a game. 

The game 
The game is a 3D action game that places the player in a cannon tower 
on Mars. Since it is a tower, the player cannot move around on the 
planet surface, but the turret of the tower can be rotated in order to aim 
the weapons. 

The mission is to protect yourself from the incoming enemy space ships. 
The tower is armed with phase cannons and torpedoes. The player is 
supposed to be the commander of the tower, ordering the subordinates 
to fire weapons and aim at enemies. 

Technology used 

I implemented the game with Macromedia Director. The 3D engine uses 
hardware-accelerated graphics via OpenGL, but on computers without a 
proper graphics card, the game switches to software rendering. In the 
later case, the computational workload for the CPU becomes extreme, 
and to run speech recognition locally above this is doomed to fail. 

I let the game application initiate a Java Virtual Machine in the 
background. Instances my Java speech client classes were then created 
and a connection to the speech server was automatically established. 
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Only one actual modification of the client was required, the presence of 
a keyword parser. 

Keyword parsing 

Dictation programs usually work better when the input consists of 
complete sentences rather than separate words. The tower commander 
(the player) should be able to give the commands by speaking natural 
phrases.  

The keyword parser identifies certain keywords in the produced flowing 
text, and formats these into keywords that the game engine receives. For 
example, if the text contains the word “fire”, the parses checks if the 
text also contains either “phasers”, “torpedoes”or “burst”. Say that the 
text contains “fire” and “torpedoes”, then the parser continues and 
checks if the text also contains “quantum” or “photon” in order to 
decide which type of torpedo that the commander wants to be launched. 
Then, the keyword that goes into the game engine might be 
“quantumlaunch”, and the game responds by launching a quantum 
torpedo. 

Possible commands 

The turret can turn, and this is automated by evoking the “search mode”. 
In search mode, the turret is turned and if there are enemies in sight, the 
crosshairs will search in over the target. Speech commands are listed 
below: 

“Lock on phasers” or “Enter search mode” 

– Enters search mode and locks phase cannons to the first enemy vessel 
that comes in sight. 

“Lock on torpedoes”  

– Locks torpedo bays to the enemy. 

“Fire”  

– Fires the locked weapon. If no weapon is locked, both phase cannons 
and torpedoes are fired in the viewing direction. 

“Fire burst”  

– Initiates continuous firing of all weapons in the viewing direction. 

“Shields”  
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– Query for the shield status. Verbal response. 

The game can also be controlled with the keyboard. Arrow keys for 
turning the turret and character keys for the other functions. Screenshots 
can be seen below. 

Top left: Disabled enemy ship leaking plasma. 

Top right: Tower phasers hitting the enemy which raises its shields. 

Bottom left: An enemy ship flying close to the tower. 

Bottom right: The enemy firing its phasers on the tower.  

 

  
 

  
 

Screenshots from the game 

 

Evaluation 
The media producer (C) was introduced to the game. He was excited by 
the set-up, and referred to other commercially published games that 
have made use of speech commands. Stephen Davison has written a 
thesis on the subject of speech based computer games [4], and according 
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to him the presence of speech controls in games increases the level of 
realism. My test user on the other hand stressed that in games, speech 
controls must be necessary rather that optional. Certain functions are to 
be controlled by speech and only speech in order for the modality to 
become important. There should not be the choice of using keys for the 
same functions, as were the case in my game. When the player is forced 
to use the voice, the realism with speech becomes more complete, in the 
test users opinion.  

Another remark about the game setting is the delay. The test user meant 
that different types of games are more suitable to speech control than 
others. My game, which is an action game, is not optimal to co-operate 
with a normal dictation program because of the slight delay involved in 
the speech-to-text translation. When an enemy vessel is passing, the 
“Fire!” command must be fast enough not to miss the target.  

Despite the downsides, the test user had an overall exciting experience 
with the game. In the beginning he felt dumb talking to the computer but 
after a while he said that the concept made the sound a more serious 
detail, which is a good thing. 

Embedding resources 

The game example brings a vision to my mind. Any application could 
use speech recognition as input. As a setting, the application could be 
instructed to connect to a speech server and receive input from that 
connection. A great advantage is that the speech recognition 
computations do not affect the application since they are performed 
elsewhere. Another advantage is that the integration of speech 
recognition into applications becomes stripped down and standardized 
since it only involves audio and text transmission through a TCP/IP 
connection. 

Conclusions 

My game was much more fun to play using the keyboard, because the 
speech controls were not fast enough. Games of other genres however, 
would benefit more from speech control. Possible suggestions are 
strategy games, role-playing games or card games. 

Technically, my Java client was easy to integrate and that made me 
satisfied with the side project. In the spirit of goal directed design, the 
integration of speech resources was not the goal, neither the completion 
of the game. Me being satisfied for a job well done and receiving a 
Master’s degree in the process was the real goal. 



 
 

 

 

Avdelning, Institution 
Division, Department 
 

  
Institutionen för datavetenskap 
581 83 LINKÖPING 

  

Datum 
Date 
2004-12-03 

 
 

Språk 
Language 

  

Rapporttyp 
Report category 

  

ISBN 
 

 Svenska/Swedish 
X Engelska/English 

  Licentiatavhandling 
X Examensarbete 

  

ISRN   LITH-IDA-EX--04/115--SE    

 
     

  C-uppsats 
 D-uppsats 

  

Serietitel och serienummer 
Title of series, numbering 

 

ISSN 
 

    Övrig rapport 
 ____ 
 

  
 

   
 

URL för elektronisk version 
http://www.ep.liu.se/exjobb/ida/2004/dd-d/115/ 

  

 
 

 

Titel 
Title 
 

 

Tillgängligheten i taligenkänning  
 
Speech recognition availability 

 

Författare 
 Author 

 

Mattias Eriksson 
 

 
 

Sammanfattning 
Abstract 
This project investigates the importance of availability in the scope of dictation programs. Using 
speech recognition technology for dictating has not reached the public, and that may very well be 
a result of poor availability in today’s technical solutions. I have constructed a persona character, 
Johanna, who personalizes the target user. I have also developed a solution that streams audio into 
a speech recognition server and sends back interpreted text. Johanna affirmed that the solution 
was successful in theory. I then incorporated test users that tried out the solution in practice. Half 
of them do indeed claim that their usage has been and will continue to be increased thanks to the 
new level of availability.  
 

 
 

Nyckelord 
Keyword 
Speech recognition, dictation program, availability, streaming audio, persona. 

 



   

På svenska 
 
Detta dokument hålls tillgängligt på Internet – eller dess framtida ersättare – 
under en längre tid från publiceringsdatum under förutsättning att inga extra-
ordinära omständigheter uppstår. 

Tillgång till dokumentet innebär tillstånd för var och en att läsa, ladda ner, 
skriva ut enstaka kopior för enskilt bruk och att använda det oförändrat för 
ickekommersiell forskning och för undervisning. Överföring av upphovsrätten 
vid en senare tidpunkt kan inte upphäva detta tillstånd. All annan användning av 
dokumentet kräver upphovsmannens medgivande. För att garantera äktheten, 
säkerheten och tillgängligheten finns det lösningar av teknisk och administrativ 
art. 

Upphovsmannens ideella rätt innefattar rätt att bli nämnd som upphovsman i 
den omfattning som god sed kräver vid användning av dokumentet på ovan 
beskrivna sätt samt skydd mot att dokumentet ändras eller presenteras i sådan 
form eller i sådant sammanhang som är kränkande för upphovsmannens litterära 
eller konstnärliga anseende eller egenart. 

För ytterligare information om Linköping University Electronic Press se 
förlagets hemsida http://www.ep.liu.se/ 
 
 
In English 
 
The publishers will keep this document online on the Internet - or its possible 
replacement - for a considerable time from the date of publication barring 
exceptional circumstances. 

The online availability of the document implies a permanent permission for 
anyone to read, to download, to print out single copies for your own use and to 
use it unchanged for any non-commercial research and educational purpose. 
Subsequent transfers of copyright cannot revoke this permission. All other uses 
of the document are conditional on the consent of the copyright owner. The 
publisher has taken technical and administrative measures to assure authenticity, 
security and accessibility. 

According to intellectual property law the author has the right to be 
mentioned when his/her work is accessed as described above and to be protected 
against infringement. 

For additional information about the Linköping University Electronic Press 
and its procedures for publication and for assurance of document integrity, 
please refer to its WWW home page: http://www.ep.liu.se/ 
 
© Mattias Eriksson 


