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The project has been carried out at, and in association with, Micronic Laser Systems AB in
Täby, Sweden. Micronic Laser Systems, manufacture laser pattern generators for the semiconductor and 
display markets. Laser pattern generators are used to create photomasks, which are a key 
component in the microlithographic process of manufacturing microchips and displays.

An essential problem to all modern semiconductor manufacturing is the constantly decreasing
sizes of features and increasing use of resolution enhancement techniques (RET), leading to
ever growing sizes of datasets describing the semiconductors.
When sizes of datasets reach magnitudes of hundreds of gigabytes, visualisation, navigation
and editing of any such dataset becomes extremely difficult. As of today this problem has no
satisfying solution.

The project aims at the proposal of a geometry engine that effectively can deal with the evergrowing
sizes of modern semiconductor lithography. This involves a new approach to
handling data, a new format for spatial description of the datasets, hardware accelerated rendering and
support for
multiprocessor and distributed systems. The project has been executed without implying changes to
existing 
data formats and the resulting application is executable on Micronics currently existing hardware
platforms.

The performance of the new viewer system surpasses any old implementation by a varying
factor. If rendering speed is the comparative factor, the new system is about 10-20 times faster
than its old counterparts. In some cases, when hard disk access speed is the limiting factor, the
new implementation is only slightly faster or as fast. And finally, spatial indexing allow
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I Abstract 
An essential problem to all modern semiconductor manufacturing is the increased difficulty in 
navigation, visualisation and editing of associated very large datasets. This project proposes 
several new methods which, when used in combination, effectively reduce this problem.  
 
The task has been decomposed into three subprojects; the implementation of a spatial 
indexing structure, the development of a hardware-accelerated visualisation system and 
finally an approach on intensity-based rendering. 
 
The result is presented in three parts; this report, the developed applications and their 
associated source code documentations. 
 
The performance of the new viewer system surpasses any old implementation by a varying 
factor. If rendering speed is the comparative factor, the new system is about 10-20 times faster 
than its old counterparts. In some cases, when hard disk access speed is the limiting factor, the 
new implementation is only slightly faster or as fast. And finally, the spatial index will allow 
some operations that previously lasted several hours, to complete in a few seconds, by 
eliminating all unnecessary disk-reading operations. 
 
The project has succeeded in designing and implementing the mentioned system, without 
modifying any available data formats. More importantly it has full support for, and takes 
advantage of currently available multiprocessor hardware at Micronic Laser Systems. Further, 
it allows for easy portability towards both the Linux platform and clustered solutions. 
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1 Introduction 

1.1 Purpose 
An essential problem to all modern semiconductor manufacturing is the constantly decreasing 
sizes of features and increasing use of resolution enhancement techniques (RET), leading to 
ever growing sizes of datasets describing the semiconductors.  
 
When sizes of datasets reach magnitudes of hundreds of gigabytes, visualisation, navigation 
and editing of any such dataset becomes extremely difficult. As of today this problem has no 
satisfying solution.  
 
Standards for datasets and available viewers at Micronic Laser Systems are functional, but are 
as time passes, less and less apt for an efficient handling of the required datasets. The limit 
has since long been passed, where higher performing hardware can be bought to solve the 
problem. 
 
The project aims at the proposal of a geometry engine that effectively can deal with the ever-
growing sizes of modern semiconductor lithography. This may involve a new approach to 
handling the data, new formats for description or storage of the data, but should preferably 
impose as small changes as possible to currently existing standards and hardware. 
 

1.2 Method 
The thesis is in part a regular programming project but also an extended experimental 
research phase. Since the complexity of the problem implies the conception of several new 
methods of approach, the research and trial phase have in practice lasted throughout the entire 
project period. 
 
The project started with a pure research phase. Acquiring knowledge concerning the 
microlithography process, associated formats and methods, was a lengthy process. 
After having acquired enough knowledge to fully understand the problem, another phase 
followed where resembling projects and methods were researched and considered.  
 
A preliminary solution to the problem was attempted, and when half of the project time had 
passed, a presentation was performed and valuable feedback was acquired.  
 
After this, one of the three parts of the project, the visualisation process, was basically 
restarted from scratch and a new conceptual solution was attempted.  
 
The final phase of the project lasted a good four months, where development, testing and 
documentation of an embryo application were the main focus. 
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1.3 Target audience 
This report is intended for a reader with technical background but not necessarily with 
computer programming experience. The report is written in such a way that the conclusion 
and result chapters should be easily comprehendible and not too technical. In contrast the 
implementation chapters may involve more technical terms and presume a higher degree of 
programming knowledge. 
 
The discussion chapter aims to answer questions that may be of more specific interest to the 
staff at Micronic Laser Systems AB. 
 

1.4 Report structure 
The report is divided into 12 chapters. This first chapter has aimed to explain to the reader 
why this project has been initiated and executed. The background chapter describes the 
problem and explains its related technologies and methods. The third chapter defines the 
project requirements and the method of execution whereas the fifth chapter, the Pre-Study, is 
a further technical introduction. Next are three implementation chapters for the different parts 
of the project; the spatial indexing, hardware rendering and the intensity map. Chapter eight 
concerns the processes intercommunication. Chapter nine summarizes the results and 
performance of the combined application, and is followed by a Discussion chapter. 
After the references listed in chapter 11, all abbreviations and a glossary can be found in 
chapters 12.1 and 12.2 respectively. 
 
Words and abbreviations written using Italic letters are found in chapter 12.1 or 12.2, where 
they are also explained further. 
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2 Background 

2.1 Presentation of Micronic Laser Systems AB and its 
technologies 

2.1.1 Micronic Laser Systems AB 
Micronic Laser Systems AB (hereafter called Micronic), manufacture laser pattern generators 
for the semiconductor and display markets. Laser pattern generators are used to create 
photomasks, which are a key component in the microlithographic process of manufacturing 
microchips and displays. Micronic also produce machines for electronic packaging and 
measurement, referred to as multi purpose machines. The key customer bases are merchant 
maskshops who use Micronics pattern generators to produce photomasks for clients in the 
electronic industry. A few major producers of electronic equipment might buy laser pattern 
generators themselves (captive maskshops). [1] 
 
Micronic employ 390 persons worldwide [2]. The main office is situated in Täby and there 
are currently subsidiaries in the USA, Taiwan and in Japan. The company is very research 
intensive and a large part of the revenue is invested in R&D (Research and Development). 
Most personnel working in R&D has a masters degree or higher. 
 
Micronic products are divided in three main product lines, where semiconductors is the first. 
The pattern generators of the semiconductor line are used to create mainstream 
semiconductors for mobile phones, cameras etc and also advanced semiconductors such as 
computer processors. This is a very strong market with an expected growth of 28% between 
2003 and 2004 [2]. The competition in this segment is equally strong and traditionally e-beam 
writers dominate the segment. But as chip sizes continuously decrease and the demand for 
shorter production time increase, laser writers are becoming more of an alternative.  
 
The second and so far most profitable product line for Micronic is display writers. This line of 
writers includes systems optimised for photomasks for TFT/LCD/PDP and colour filters. 
Through a unique patented writing strategy Micronic dominate the market with a near 100% 
share since more than a decade.  
 
The last product line is for multi purpose machines. Its main component is electronic 
packaging machines. These are used to package a chip, which protects it and makes it possible 
to connect. This line also includes recently developed machines, used to conduct various 
measurements on photomasks. 

2.1.2 The history of Micronic 
Micronic has technical roots that date back to the early 1970s [2]. At this time Dr Gerhard 
Westerberg and his group began researching microlithography at the Royal institute of 
Technology (KTH) in Stockholm [3]. The focus of their effort resulted in a machine sold in 
1977 to SGS Thomson in France. This machine was used to produce the first processor of the 
famous Motorola 68000 series. Micronic went through a series of reformations until Micronic 
Laser Systems AB was founded in 1989, after the death of Dr Westerberg. A Finnish 
company called Terapixel Ltd bought a 180 mm semiconductor laser pattern generator from 
Micronic in 1990 [3]. They found it useful for various purposes and soon requested a machine 
with a larger writing area. The first large area display writer was delivered in 1992. For the 
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years to come, all focus was on display writers, allowing Micronic to reach a near 100% of 
the market. It was not until 1999 [2] that a machine from the new Omega semiconductor 
series was delivered. The same year Micronic started using SLM (Spatial Light Modulator) 
technology (See chapter 2.1.5), and one year later Micronic Laser System AB was introduced 
on the Stockholm stock exchange. 

2.1.3 Microlithography 
Microlithography is the process of transferring a pattern from a datafile onto a chip. This 
transfer is accomplished in part using a photomask, which can be created using Micronics 
laser pattern generators. Once created, light is passed through the photomask onto the wafer 
using a machine known as the stepper or scanner. This exposes the photoresist-coated wafer, 
which after a series of chemical treatments leaves a blueprint of the datafile on the wafer. In a 
later operation the wafer is cut and packaged and the resulting chip is ready for use in any 
electronic equipment.  
 
The laser pattern generators are a very important part of the microlithography process as they 
are used to create the photomask. A photomask consists of a quartz plate coated with a chrome 
layer. A pattern is created in this layer by etching selected parts of it with a laser beam. 
Controlling this laser beam (or electron beam for e-beam writers) is an extremely accurate 
process that requires a lot of computational power, extremely accurate optics and fine 
mechanics.  
 
 
 

 
Figure 2-1 The microlithography process (from [1]). 

The following two chapters explain the methods used at Micronic to accomplish the mask 
writing process. 
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2.1.4 Acousto-Optic technology 
Micronic has built pattern generators using this technology for over a decade [1], and it is a 
well-proven technique. It consists of two acousto-optic devices: the acousto-optic modulator 
(AOM) for controlling the intensity of the laser and the acousto-optic deflector (AOD) for 
creating a sweep of the laser beams. 
 
An acousto-optic crystal can be used to change the direction of incoming light. The crystal 
can be controlled by a drive signal, which directs sound through it, thus creating regions of 
different density as the sound travel through the crystal. 
The crystal then acts like a grating for incoming light, diffracting the transmitted light. 
Applying different wavelengths of density variation, allows control of the angle of diffracted 
light. I.e. the frequency of the drive signal can be used to control the lights angle of 
diffraction. Controlling how much light is diffracted is a matter of changing the amplitude of 
the drive signal. 
This technique is used for both deflection (AOD) and modulation (AOM) of the laser beam in 
the laser pattern generators. 
 

 
Figure 2-2 An acousto-optic crystal (from [1]). 

 
The acousto-optic components are fitted into a writing system as shown in figure 2-3 below, 
in this case an Omega 6000 system. This and other systems use a raster scan writing strategy. 
This means that the stage moves along the X-axis at a constant speed while the AOD deflects 
the laser beam along the Y-axis in sweeps. When the stage has moved along the complete 
length of the X-axis, this makes up one scan-strip. After each scan-strip the stage repositions 
itself for the next strip, until the whole pattern area has been covered. This is the fundamental 
functionality of the acousto-optical laser writing system. For some further details, see the 
Micronic products and technology website1. 

                                                 
1 http://www.micronic.se/site_eng/framesets/frame_products.html 
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Figure 2-3 The writing system principle (from [1]). 

 

2.1.5 SLM technology 
The Sigma series constitutes a new line of semiconductor writers at Micronic. They 
incorporate SLM (Spatial Light Modulator) technology. The SLM is an array of individually 
controlled micro mirrors on a silicon chip. The SLM chip has a million mirrors, each one 
measuring 16x16 micrometer. The chip can be programmed with a small part of the pattern, 
and then a flash of the laser transfers it to the photoresist on the photomask blank. One great 
advantage is that the mirrors are reflective, allowing for very small wavelengths of light. The 
SLM uses deep ultraviolet  
(DUV) light with a wavelength of 248 nm. The large amount of mirrors also contributes to a 
high writing speed, with a high level of detail at the same time. The Fraunhofer Institute help 
develop the SLM chips [4]. 
 

 
Figure 2-4 An SLM chip (from [1]). 
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Figure 2-5 The Sigma series system. (from [1]). 

  

 
Figure 2-6 The optical components of a Sigma 

(from 1).

 
The machines are based on the same moving stage principle as the acousto-optic ones. The 
rasterised data constitutes an input feed to the SLM chip, which can control each of its mirrors 
in as many as 64 levels of phase modulation. The mirrors are flat in areas intended to be 
exposed, and are tilted so that the light will be diffracted in areas not to be exposed. After the 
SLM, light passes through a Fourier lens and filter, which blocks out the unwanted beams of 
light. This Fourier aperture also allows light to be attenuated, providing grey-scale edge 
control. The stage moves continuously, but freezes for every flash period, which lasts about 
20 ns. Each stamp stitches the complete pattern together, with a slight overlap. Each area of 
the pattern is exposed in 4 passes to average unwanted effects of adjacent stamps. 
  

2.1.6 Pattern data preparation and formats 

 
Figure 2-7 The Sigma system pattern data processing pipeline. From MIC format (1) fractured into FRAC_C (2) 
format. Now entering print time domain extraction is performed using Mercury Multicomputers into FRAC_F 
(3).  The processing is continued in parallel using FPGA rasterisers doing binning into (4) and rendering into (5). 
Finally the rendered stamps are converted into analogue signals (6), used to control the SLM chip. 
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Pattern data used by pattern generators is originally generated in a CAD system. The CAD 
data spans over multiple layers and is highly hierarchical with repetitions and layers. One 
commonly used CAD format for input in Micronics pre-processing data path is GDSII. It will 
not be explained further in this report, but the format it is converted into, the MIC file format, 
will be. [5] 
 
One might argue that it would be a lot easier to use a viewer designed to visualise the data 
from the CAD datafiles instead of the later formats such as MIC and FRAC_C. There are such 
viewers available, but they are only of limited use. Firstly the CAD datasets are often kept 
with a high degree of secrecy and are normally not available to the maskshop or user of the 
laser pattern generator. Secondly it is important be able to verify the integrity and accuracy of 
a MIC dataset, so there is a need for a viewer supporting MIC and other Micronic specific 
formats.  
  
The MIC format is the default input format for the Micronic data path, and there are tools 
available to convert the CAD formats into MIC files. MIC is an open binary outline vector 
format that supports a nested cell structure and is identified with a header. A further 
explanation is available in chapter 4.7 but is not required reading until later. 
 
Each layer of CAD data will be exported as a set of maskparts defining one mask. The 
maskparts are stored as MIC datasets and the complete mask is described using a MS (mask 
set) file. The MIC format is represented at step 1 of Figure 2-7. 
 
For display writers it is possible to fracture the MIC data into individual scan-strips, before 
executing the real-time mask-rendering phase. But since semiconductor technologies are 
evolving much as predicted by Moore’s law, meaning that the number of features on a 
photomask and its density are increasing exponentially as a function of time, it is no longer 
possible to fracture MIC data directly into scan-strips. Instead a new method of fracturing has 
been introduced.  
 
The new method is a kind of offline workload distribution. To be able to retrieve data fast 
enough for the real-time mask-rendering phase, a fracturing has to be performed to allow 
parallel data pre-processing. This fracturing enables for workload distribution by sorting data 
in buckets, called FMBs (File Memory Buffers). The fracturing output is stored in an internal 
off-line format called FRAC_C (Step 2 of Figure 2-7). This is the last off-line pre-processing 
and off-line file-format. All further steps are done in real-time while exposing the mask blank.  
 
The FMBs are non-geometrically independent distributions of data, and they can be 
independently processed into scan-strips, sub-strips (Step 3 of Figure 2-7) and fracturing 
windows (Step 4). All this processing is done in parallel by a Mercury Multicomputer (Step 3) 
and an array of dedicated FPGA (Field-Programmable Gate Array) rasterisers (Step 4-6). In 
the final step each rendering window is rasterised and converted into control signals for SLM 
or AOM enabling exposure of the mask blank. 
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2.2 Problem description 
The following paragraph is a condensed translation of this project’s problem description [6]. 
 
A new geometry engine should be proposed to effectively deal with the ever-growing datasets 
of modern semiconductor lithography. Whenever possible, existing standards for 2D graphics 
and data storage should be used, but the project may also result in a new standard, or such a 
proposition.  
 
The problem is essential to all modern semiconductor manufacturing, but as of today it has no 
satisfying solution. Another aspiration is for a solution based on a modular approach, allowing 
for easy addition to, and modification of the resulting code.  
 
The geometry engine should be conceived in such a way that new types of primitives are 
easily introduced and algorithms operating on data are added without having to rewrite a lot 
of code.  
 
A suitable development environment is either C or C++, but other environments may be used 
if proven advantageous. The following constitute the main tasks: 
 
 

1. A study of existing and proposed future geometry representation formats and an 
evaluation of how well they are suited for navigation. If necessary, propose changes to 
the existing format, allowing a more effective human-computer interaction. Care 
should be taken to new trends and possible future paths of development. 
 

2. Investigate advantages and disadvantages of distributed versus centralised systems 
with regard to effective navigation of very large amounts of data. Answer the 
question: Does Linux constitute a good platform for this purpose? 
 

3. Propose a design of a high performing geometry engine with the basic functionality of 
presentation, navigation, zooming and cutting. The design must allow the addition of 
new functionality and new formats at a relatively low cost. Performance should be 
good enough to allow a human operator to do real time interaction. 
 

4. Implement an embryo of the proposed design to prove its functionality and 
performance. Due to practical constraints the development will primarily take place in 
a Sun Solaris environment, with an aim for portability towards the Linux platform. 
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2.3 Available implementations  
This chapter lists already available implementations, which are of concern to the project. 
Micronic has two pattern data viewers available, which are presented. A system for detaching 
OpenGL rendering from the local display is reviewed and some related GIS and database 
manager systems are described.  
 
Within the text we express our own thoughts on why certain techniques may serve the 
purpose of this project, while others will not. 

2.3.1 MicView 
MicView is a Unix software used to display MIC and FRAC_C data as well as other Micronic 
specific formats including MS, FRAC_F, FRAC_L and bitmap formats. It has all basic 
functionality for zooming and panning but also a rich extended set of features. It supports 
measurement of distances, retrieving file offset positions for objects, drawing bucket ranges 
for FRAC_C patterns and more. There is also the possibility of having multiple opened 
datasets, to superposition them onto each other, and to detect differences between them. I.e. 
one could open the MIC and FRAC_C file of the same dataset, transparently superposition 
them on top of each other, and if they don’t match, possibly draw the conclusion that some 
kind of conversion fault has occurred.  
 
MicView is written in Java, and is dependent on the local machine to render its result while 
using an X windows system. The bitmap (drawing) implementation is written in C and the JNI 
(Java Native Interface) is used to integrate the code. All drawing commands are transmitted 
via local network, which slows down the drawing significantly. There is also a version in 
development where a separate server-side thread does the rendering, however this program is 
still very slow in rendering, for some reason. 
 
MicView does not handle large files in any satisfying manner. Primarily it is so slow, that 
waiting for a file of several Gigabytes in size is a very time-consuming operation. And 
secondly it doesn’t handle files larger than 2.1 GB at all (I.e. does only handle 32 bit file 
pointers.)  
  

 
Figure 2-8 Development version 3.0.0 of MicView, 

with server-side rendering. 

 

 
Figure 2-9 A screenshot from the default version of 

MicView.   
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2.3.2 Micplot 
Micplot is the oldest viewer available, which only supports MIC files. It has support for the 
most basic navigation and zooming functions, but no measurement or comparative functions. 
Instead it was developed in an attempt to make a fast viewer. It is written in C and uses the 
Simple Raster Graphics Package for X to display graphics [7]. This is a freely available 
software library published by the Brown University in 1990. Like MicView it transfers 
drawing commands over the network, but if used locally, it is able to draw at much greater 
speeds.  
 
Micplot handles 64 bit file handles to some extent. It is possible to visualize large files of 
sizes up to at least 10 GB, probably larger, but there is a drawback. The handling of 
unresolved cells stop working after reading 2.1 GB into the file, due to an error in the I/O 
(Input/Output) library used by Micplot. This prevents skipping unresolved cells and results in 
very slow rendering. 
 
The application handles hierarchies by rereading the data from disc for each repetition. This is 
a very unsatisfying solution that makes the rendering of hierarchical datasets very slow. See 
chapter 9.1 for details. 
 
 

 
Figure 2-10 Micplot has a very basic feel and look in its user interface.  

However it is more powerful when it comes to rendering. 

 

2.3.3 MIDAS  
MIDAS (Merlot Image Delivery Application Server) is a system developed by the Lawrence 
Livermore National Laboratory [8]. The system augments the services that X11 and GLX 
provide by redirecting the GLX commands to a second "high end" machine. All graphics are 
rendered remotely, and then sent to the local computer for display, a technique known as 
remote rendering. Since this system is totally transparent from an OpenGL and GLX protocol 
view port, a user can run any unmodified application that supports OpenGL, and without 
knowing the difference, have all rendering take place on the “high end” machine. Not only 
does this allow the user to access higher performing rendering hardware than on the local 
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computer, but the rendering resource can also be shared between several users. And even for 
high FPS applications, only a moderate network bandwidth (about 11 MB/s) is required. 
 
The system has many of the features that we ourselves wanted for this project. Or rather, it 
does everything that we wanted to do on the rendering side, in addition it would have sufficed 
to write a simple local OpenGL viewer. The system is also free to use, under GPL like 
conditions.  
However, there are a few downsides. Firstly, there has been no further development of the 
system for over a year. Although in its current state, the system is said to be fully functional. 
Secondly the system has no support for Solaris, and even after extensive attempts at 
compilation, it was far from working. Thirdly the system requires a receiver daemon to be 
launched at the local display computer at execution. This would require an application to be 
run using Cygwin, and we considered this extra step unpractical for executing a simple 
viewer. 
 
 
 
 

 
 

Figure 2-11 The MIDAS system is used to enable remote rendering using unmodified OpenGL applications. 

 

2.3.4 Geographic Information Systems (GIS)  
GIS map viewers share many common features with dataset viewers and furthermore they are 
very fast in comparison. The company Idevio develop a system called RaveGeo (Rapid 
Access Vector Engine Geo) [9]. The system is based on a viewer, a compiler and proprietary 
compression format. It enables instant seamless browsing of huge datasets, at any level of 
zoom. It also manages to reduce the size of the dataset with about 90-95% in size. The 
compression method is patented by Idevio, is lossless and only stores the differences between 
different levels of detail. 
 
This is a perfect system for geographical vector data, but for photomask pattern data it is 
useless. There are two reasons for this. The first, that most pattern data objects are relatively 
small. There is nothing that represents big lakes and long rivers when looking at an overview 
of pattern data. And secondly, even if it was possible to calculate other levels of detail for the 
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dataset, the compilation of a 50 GB geographic dataset takes about 2 weeks, using an 
unknown amount of CPU power [10].  
 
There are other GIS systems, for the most part based on raster data. One example is ER 
Mapper [11], which handles bitmap mosaics of up to several terabytes with ease. But as with 
RaveGeo, this and all other GIS systems suffer from the same common problem; the time it 
takes to compile the data is so big, that it will never be interesting for a pattern dataset viewer. 

2.3.5 Database engines and indexing structures 
Database engines have one thing in common with many GIS applications; the use of R-trees 
as indexing structure for data. Examples of this include IBM DB2 [12] and Oracle Database 
[13]. Also the open source SQL (Structured Query Language) server software from MySQL 
uses the R-tree for spatial indexing in their database, and implementing the standards as set by 
the OpenGIS consortium [14]. 
 
What we can conclude here is that major database handlers for spatial data all choose to 
incorporate the R-tree as primary indexing structure. Consequently it must be reviewed as a 
possible spatial index for this project. 
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3 Requirement analysis 

3.1 Defining the task 
Visualising a dataset is normally a process that requires reading the associated file from its 
storage media, parsing the data and rendering an image. When the sizes of the datasets 
reaches hundreds of Gigabytes, the whole process gets very time consuming. 
 
Semiconductor datasets contain a very large amount of details, or features, and the amount is 
ever increasing. Every square cm can contain over 250 million features, with sizes as small as 
260 nanometres and positioned within 1.25 nanometres (For Sigma 7300 and technique node 
90-65 nanometres). When rendering a four times four cm chip on an 800 x 800 pixels area on 
the screen, each pixel would represent 50.000 nanometer. That makes it a challenge to 
visualize anything meaningful in an overview look. And besides it takes a considerable 
amount of time to render every single object on screen. 
 
But getting an overview of the pattern is important for several reasons. First, if the pattern 
consists of smaller parts that have been assembled together, or additional calibration marks 
have been added, the overview look shows if everything is in the right place and has the right 
orientation. Secondly, the overview gives the user an orientation of the file and a hint about 
where to look for certain features. 
 
Navigating in such large datasets also causes a problem, since they are not sorted spatially. If 
spatial information is not gathered and stored, this forces the application to re-read the whole 
file every time the user requests a new part of the dataset.  
 
The processors of today have increased their capabilities by doubling the density of transistors 
by every 18:th month2, while the I/O capabilities of hard disks have not developed in that 
pace at all. As a result the bottleneck when visualising semiconductor datasets, is often 
incurred by limited I/O capabilities. As has been seen some of the existing implementations 
makes this worse, by reading repeated hierarchical data several times. A lot of file I/O incurs 
a high penalty on visualisation speed, especially if the dataset is located on a networked 
device.  
 
Making a functional navigation application for datasets having sizes of about 200 Gigabytes 
requires finding solutions to the problems presented above. The spatially unsorted nature of 
the files presents a problem. It can be solved by physically reorganizing all data, but that is a 
time-consuming step that is not what is desired. Another way of gaining knowledge of the 
spatial properties of a dataset is by making a spatial index over the file. In this way all parts of 
the file can be reached in the same amount of time. Yet, the index has to be built before it can 
be used, and this requires reading through the whole dataset.  
 
The amount of primitives calls for a highly optimised graphical pipeline to perform rendering 
with good performance. The pipeline must give little overhead while parsing and have a 
hardware-accelerated rendering engine. It should also take advantage of special data-type 
features, such as repeated hierarchical cells with file offsets, which can be used to omit large 
sections of the dataset while rendering. 
 

                                                 
2 The definition of Moore’s law [15]. 
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But even using hardware-accelerated rendering, drawing 200 Gigabytes of data takes 
considerable time. Additionally disk I/O constitutes a bottleneck in many cases.  
 
The overview image of the complete dataset is probably the most important and time critical 
view to optimise, since it is initially requested by anyone visualizing the dataset. If this image 
was pre-rendered a lot of time would be saved. Another way could be to visualize the pattern 
by other means than just drawing the primitives. An intensity map could visualize the number 
of primitives in different regions, or where the distance between the primitives is the smallest. 
If this map could be automatically generated while indexing the file, it would be a very nice 
feature. 
 
The different data pattern formats (MIC, FRAC_C, FRAC_F, FRAC_L and OASIS) should be 
examined and the application should implement support for them. The MIC format is 
considered the most important format followed by FRAC_C. 

3.2 Method of execution 
The goal of the project is to produce a theoretical solution and a practical prototype to a 
navigation tool. The whole project can be seen as a technical pre-study to a future 
implementation of a viewer at Micronic. Therefore the main task of the project is to test 
different solutions and approaches. Three main areas are identified from the previous chapter: 
 

• Spatial indexing 
• Graphics pipeline 
• Intensity map 

 
All code should be as modular as possible, allowing changes in the code or to the environment 
of the application, without much work. This also implies that all parts of the application 
should be as independent as possible and should work independently. Because of the modular 
characteristics and the fact that the whole project has been a pre-study, the tree-handler and 
xview/mic_graphicsengine_GL have been developed separately. 
 
Even though the development environment at Micronic is Sun Solaris, this is not necessarily 
the case in the future or even today for customers to Micronic. Therefore the code should also 
be highly portable, at least towards the Linux platform. 
 
The next chapter, the Pre-Study, will deal with technical terms and concepts used or 
mentioned in the implementation chapters. 
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4 Pre-study 

4.1 Remote rendering 
At Micronic the workload and processing capacity is housed within powerful servers, 
accessed through the local network, while the output of the servers work is displayed on local 
terminals, machines not always that powerful. All datasets resides on the servers, typically 
running Unix-based operating systems. The end user terminals usually are mostly using the 
Windows operating system, using X-servers to connect to the Unix servers. 
 
When using X over a network connection all drawing is by default performed on the local 
terminal. This means that all the drawing commands are sent over the network to the terminal, 
and when the scene is composed by few objects, this is far more efficient than sending a 
remotely drawn screen-dump. But for more demanding scenes, composed of many objects, 
the network and local computer performance soon reduce the rendering speed.  
 
If the server has more rendering capacity than the terminal, and has closer access to the data, 
it makes more sense using it as a visualization server. This means that the image is rendered 
on the server and sent back to the terminal over the network. Any support for hardware-
accelerated rendering on the server should be used. 
 
This approach is henceforth called Remote Rendering and the system setup remote/local 
machine (or window), where the remote machine is the server doing the rendering and the 
local machine is the terminal on which the rendered image is displayed. 
 
The MIDAS project (see chapter 2.3.3) is a solution that implements remote rendering, but it 
did not suit this project. Instead a solution to remote rendering is presented in chapter 6.3.1. 

4.2 Direct rendering 
If the rendering and visualization of the image is performed on the same machine, it is called 
Direct Rendering, and the setup is local or direct machine. 

4.3 The development environment 
This project has been housed at Micronic Laser Systems AB in Täby using a Sun Fire V880 
server [16], equipped with 4 1200 MHz UltraSparc processors and 8 Gigabyte of RAM as 
development platform.  
 
To be able to test the graphics capacity of the application a new graphics card from Sun, the 
XVR-600 [17], was purchased and installed in the machine. The card is a midrange graphics 
card that provides hardware accelerated OpenGL. The operating system installed on the Sun 
server is Sun Solaris 9, which is a Unix based system. It has been accessed through a remote 
desktop system based on Xlib. 

4.4 X 
Many Unix and Linux-systems use a graphics library called X [18]. X is a client-server based 
concept. The X-server allows X-client programs located on any networked computer to 
connect, and let the client display graphics on the server display, using the X11 graphics 
protocol. This makes it possible to connect from a variety of systems (Unix, Linux, Windows, 
Macintosh OS, Solaris) to the same application. Even if the X-server and the client application 
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are running on the same machine, the syntax and protocols are the same, simplifying the 
development of applications running both locally and remotely.  
 
The difference between an X-server connection and for example a VNC (Virtual Network 
Computing) [19] solution is that X sends drawing instructions to the server application on how 
to draw the desktop, while a VNC system sends an image of the desktop already drawn by the 
remote machine to the user. This results in the VNC system having to send more data over the 
network to update the screen, and therefore having a lower framerate compared to an X-server 
implementation. But that only holds for a desktop consisting of few objects, and not for a 
complex scene. More details and more objects in a scene means that the X-client needs to send 
more and more data over the network, while the data transfer of a VNC system is constant. 
After a certain level of complexity of the scene, the solution using X will be slower than using 
VNC. 
 
All representative data patterns used in microlithography are complex and thus would be slow 
using X unmodified. Since the common way of connecting to a server at Micronic is through 
an X-server, this problem requires a solution. One such is using Remote Rendering (see 
chapter 4.1 and 6.3.1). 

4.5 OpenGL 
OpenGL [20] is a software interface to graphics hardware. It provides commands and objects 
used to draw points, lines and polygons in 3D in a hardware-independent way. It lacks any 
high-level commands for advanced 3D-objects, windowing tasks or user input. OpenGL is 
today the industry standard for hardware-accelerated 3D-graphics. 

4.6 GLX 
GLX is an extension to OpenGL, a connection between X and OpenGL making it possible to 
run OpenGL in a X-window. If the X-window is on a different machine than the application, 
the OpenGL commands go through the X-stream over the TCP-protocol. But if the X-window 
is on the same machine as the graphics card, and the card’s driver supports a direct 
connection, the OpenGL commands bypass the X-stream and go directly to the graphics card. 
A direct connection is the only way to get full hardware accelerated rendering using OpenGL 
and X. 

4.7 MIC 
The MIC-format [21] is an established standard at Micronic, and the specification is publicly 
available to customers working with Micronics software and hardware. It is used to describe 
pattern data used as input format in the pattern data-preprocessing pipeline. It is a binary 
outline vector format (see 4.9) supporting a high level of hierarchy. Drawing directions and/or 
layers define the expose polarity (see chapter 4.9) of objects. Today a pattern in MIC format 
could be up to 100 GB in size and the complexity of the patterns will increase dramatically in 
the future. 

4.8 FRAC_C 
FRAC_C is an internal data format describing data pattern after the off-line pre-processing 
step for the Micronic laser printers. Basically FRAC_C is a fractured spatially coarse sorted 
MIC file, prepared for the on-line and real-time printing process. 
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4.9 Vector data, layers and hierarchical cells 
MIC and FRAC_C are both binary outline vector formats. This means that the data describes 
the outlines of areas where the mask should be exposed to light and etched (the foreground) or 
areas that should not be exposed (the background). The foreground is considered to be 
positive, and the background negative. All primitives have either positive or negative polarity, 
and the format allows for overlapping primitives. For instance a negative primitive makes a 
hole in a positive area (primitive). 
 
The polarity of a primitive is primarily decided by its drawing direction: clockwise means 
positive and anti-clockwise means negative. For primitives without drawing direction (a 
rectangle record type consist of a co-ordinate pair for one corner and the width and height, 
and therefore no drawing direction can be defined) there are negative data types. 
 
Both MIC and FRAC_C supports data in layers, which means that a sub-pattern in a layer 
could be applied to another layer using some logical function (paint, scratch, and, xor, etc.). 
For example a whole layer of a pattern could be subtracted, added or deleted from another 
layer. For the latest pattern generator, Sigma 7300, and its data channel, only layers are used 
to define polarity. 
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Figure 4-1 A description of the hierarchical insert cell in the MIC format. 
 
Hierarchical cells provide a powerful way to represent repeated structures, and are allowed 
both in the MIC and FRAC_C format. In general a cell contains both structural information 
and geometries. All geometries are affected by the structural information, which can be of 
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regular (arrays) or irregular (insert) nature. A cell can also be nested and contain other cells. 
In Figure 4-1 an example of an irregular data type is presented. 

4.10  Datafile properties  
The rendering time of a pattern depends on the structure of the data in the file. For instance a 
highly hierarchical and repetitive file creates overhead in the graphical pipeline, if the data 
only has to be read once but drawn several times. On the other hand, if a hierarchical data 
type is smaller than a pixel, it could be simplified in the drawing process (into a point) and the 
primitives inside it ignored. Thus in many cases the I/O-rate of the storage medium holding 
the dataset will limit the drawing speed. A hierarchical file means less disk accesses per area 
of drawn pattern, and therefore compact files are generally encouraged. As an example it is 
more efficient if a rectangle primitive (in MIC) comes with a high number of data block 
repetitions. 
Compact: 

rectangle 256 dataBlock_1 dataBlock_2 … dataBlock_256  
Flattened:  

rectangle 1 dataBlock_1 rectangle 1 dataBlock_1 rectangle 1 … x 256 
 

If the pattern has been flattened in a previous pre-processing step and primitives have been 
divided to smaller pieces it will of course take longer time to process and to draw. 
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4.11  Spatial data structures 
Spatial data consist of objects such as lines, points, circles, rectangles, etc. The data can 
populate any number of spatial dimensions, time, distance or other more abstract dimensions. 
Spatial data is used in a number of different areas such as GIS (See chapter 2.3.4), resource 
management, space and urban planning to mention a few. In order to use the data in an 
efficient way, a method of storage is required. One simple storage method is to apply a 
parameterised reduction onto the set of data. This will result in single dimensional points 
describing the attributes of the higher dimensional space. Using this method it is however not 
possible to store or retain information about neighbourhood or intersection-properties in the 
multidimensional space. [22] 
 
Instead other storage methods exist, allowing retrieval of spatial occupancy. Handling spatial 
occupancy is an important characteristic for this project’s data structure. The methods 
available to do this differ slightly from each other, but all decompose the space from which 
data is drawn, into geometric boundary regions. The set of regions that compose the dataset 
are organised in disjoint cells, grids or hierarchical space decompositions. The following 
methods are the most commonly used incorporating these decompositions: 
 

• Grids are the simplest form of structuring that can be implemented. They are easily 
addressable and simple implementation-wise. For evenly distributed data a uniform 
grid is ideal. However spatial data is often distributed quite non-uniformly. This 
makes Quad-trees a better choice.  

• Quad-trees are based on the principle of recursive decomposition. They are also 
defined for higher dimensions. In three dimensions they are called octrees and are 
commonly used in computer graphics. The quad-tree is a quite broad term for different 
structures being able to represent; different kinds of data, variable or static resolution, 
regular or irregular composition and more.   
While using a regular decomposition the quad-trees may experience trouble with 
“hotspots”. Hotspots are the intersections between cells, where objects added will be 
put in the parent or root node. If this happens a lot it causes the performance of the tree 
to degenerate. Solutions to this problem are the use of irregular decomposition or 
insertion by means of an objects centre-point instead of its bounding rectangle. 

• R-trees are similar to height balanced B-trees. The tree allows indexing in any number 
of dimensions. It exists in a big number of variations as R, R+, R*, STR etc. It uses a 
bounding box (minimal rectilinear rectangle enclosing the given spatial objects in 2D) 
to represent data, called MBR (Minimal Bounding Region). One benefit with the R-
tree is the possibility of MBRs overlapping and having arbitrary sizes. This eliminates 
the risk of creating “hotspots”. The only real disadvantage of the R-tree is that 
insertion with rebalancing is quite slow compared to simpler trees, like the quad-tree. 
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5 Spatial indexing – tree-handler 

5.1 Requirements 
The concept of most indexing structures is to insert every piece of data in a separate bucket or 
other type of organising structure. However, this will never work on pattern datasets, as they 
consist of approximately 500 million records per Gigabyte. The cost of indexing all of them 
would result in an index almost as large as the data-file itself. A better way is to index chunks 
of data at a time, where each chunk is defined as all data between two separate offsets 
(positions) inside the file containing the dataset. Then an index can be created by reading data 
in blocks of around 64 kB3 each time, or approximately 3000 records. For every block its 
records are traversed and a MBR that contains all of the blocks records is created. This method 
reduces the size of the index to approximately one thousands of the dataset’s size. However, it 
requires that data does not arrive completely randomly, in which case the index becomes 
nearly useless.  
 
Indexing a file in this manner does result in overlapping MBRs, and thus one requirement for 
the index is to handle overlapping spatial regions. The indexing structure is also required to 
support hierarchical data. A third and important factor is the performance of the index. It must 
return search results fast, and algorithms should preferably execute in linear time. 
 
For the process as a whole, other criterion has to be met. The process has to return data to the 
rendering process using some type of IPC (Inter Process Communication). This system has to 
be fast and utilize as few instructions as possible. While building the index, it is very 
important that the file is read through as quickly as possible, since the bottleneck of such 
processing is both disk I/O and processor capacity. 

5.2 Development process 
Given the requirements on the index, the first step of the process was to select the most 
appropriate indexing structure and verify its functionality.  
 
After some research the conclusion was drawn that the best indexing structure for micro 
lithographic datasets, hierarchical as well as flat, would be a choice between some type of 
quad-tree or R-tree. The HVC4-tree has been previously evaluated at Micronic and was also a 
considered alternative. When looking at advantages and disadvantages the R-tree turned out to 
have one disadvantage, namely its slow indexing speed. But as will be shown later, this has 
little to no effect on the application. Quad- and HVC-trees are generally good choices, but 
might suffer from the “hotspot”-effect. And so, any of these three indexing structures would 
work well for the implementation in this project. Additionally it was considered the best 
solution, making the implementation transparent to the indexing structure being used, 
allowing it to be exchanged if needed. 
 

                                                 
3 The block size is not fix, but 64 kB gives a quite small index and not too large spatial overlaps. 
4  Horizontal-Vertical-Centre tree. A tree similar to the Quad-tree that splits its nodes either horizontally or 
vertically, and stores intersected areas in a centre node. 
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At an early stage it was decided best not to implement the routines for the tree from scratch. 
This would probably have been enough work for a separate thesis. Instead an implementation 
that required no licence and was free to use and modify, was sought. Preferably having well-
structured code allowing for easy modification and integration. The tree also had to support 
hierarchical data in some way. After quite extensive search a C implementation of an R-tree 
was found that was well structured and optimised. It also supported user configurable callback 
functions. These proved perfect for executing recursive searches in the tree, which is a 
flexible way of supporting hierarchies. The source code was found at an Internet site called 
the R-tree Portal [23]. Using the R-tree also seemed a sound decision when considering it 
being so well used in GIS and database applications (See chapters 2.3.4 and 2.3.5). 
 
After some modification of the code, it seemed certain that the tree-structure was capable 
enough to suit the project’s needs. Next an indexing engine had to be implemented and 
functionality testing of an implementation of hierarchy handling would have to be done. The 
most difficult task for the tree, especially to verify, was the reconstruction of a spatially 
limited file, using the tree. This task was a lot more complicated than had been expected, and 
thus many hours were spent on its implementation and debugging.  
 
Other aspects of the process that were on a more experimental level included finding the 
fastest way of indexing a file. Various test applications were written attempting to use several 
threads, processes and trying out two different IPC methods. Figuring out how to implement a 
fast IPC for communication between the tree-handler and the rendering process was also a 
tedious task, since a first attempt using pipes, didn’t turn out to be as effective as expected 
(See paragraph 8.1). 
 
Despite the problems encountered during the development phase, the result turned out as well 
as was expected and the solution is presented in the following chapter. 
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5.3 Implementation  

5.3.1 Index concepts  
 

 
Figure 5-1 The distribution of MBR regions in a representative customer dataset. (D.la, 64 kB block size) 

 

The index will contain a number of structs where each one describes its associated data-block.  
Each struct contains mainly the following information:  
 
 

• File Offset – The offset in bytes to the position in the file where the block starts.  
• Length – The length in bytes of the block. 
• MBR – The minimum Bounding Rectangle that encloses all of the blocks records. 
• XY Offsets – These are the insertion point offsets for the cell. 
• Parent – A pointer to the block describing the parent level of hierarchy. 

 
The struct contains additional fields not listed here, but which are instead listed and explained 
in the source-code documentation, available in Doxygen5 generated html format. 

5.3.2 The index file 
Since there are numerous applications written supporting the MIC format, it is decidedly best 
not to modify the specification. This is also suggested in the project specifications (See 
chapter 2.2). Instead the indexing structure was added as a separate file, having the same 
name as the data file but with an appended  “.index”. This file contains the structs that 
describe the blocks of the index. When created, its file date is set to match the file date of the 
dataset. Then at a later point, all that is required to know if the index is out of date or not, is to 
do a comparison on the file date of the dataset and the index file. If the dataset is more 
recently modified than the index, this means that the index has to be rebuilt.  
 

                                                 
5 The Doxygen documentation project homepage: http://www.doxygen.org
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5.3.3 Handling hierarchies 
For a hierarchically flat file, the concept of an index with only offsets, length and MBR would 
be enough to reconstruct a subset of an arbitrary file. With a hierarchical dataset, 
reconstruction is impossible without maintaining and storing a hierarchy stack in the indexing 
structure. The hierarchical structure is easiest described as a stack where hierarchical elements 
are added and removed as the file is traversed. Then, for each position in the file, a stack 
image can be defined, that contains information about the current hierarchical substructure.  
Storing this information in the index is done in form of a linked list. Every block has a pointer 
to its hierarchical parent node or, a NULL pointer if no hierarchies are defined, or the top 
node is reached. This list makes it possible to keep track of the current rendering offsets and 
layer operations.  
 
To clarify this further, the following chapter will attempt to explain the technique. 

5.3.4 Stitching blocks together 
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1 2 3 4 5 6 7

ARRAY B INSERT C
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Figure 5-2 Simplified layout of a hierarchical datafile, depicting the stitching of blocks. 

 
 
 
 
Study the above figure of a simplified dataset6. Imagine that we want to visualise the data 
contained within the bold dotted window (the current screen). To do this we have to return the 
data primitives from block 8, 13 and 14 to the new output-file. Data from a MIC-file always 
has to be returned in file order, to ensure that layers and hierarchies are treated in a correct 
way. But the tree returns blocks in unsorted order, so the associated blocks are sorted after 
retrieval, in ascending order according to their file offset.  
 
 

                                                 
6 This simplified dataset contains no overlapping data blocks, so as to clarify the example further. 
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The first block to be returned is number 8 and data previous to its position in file can be 
omitted. During the time that data is returned a stack keeps track of which hierarchies are 
traversed. This stack is called “current insert stack”7. Now, assuming insert A is the top-level 
hierarchy, we push it onto the currentInsertStack followed by array B. At the same time their 
corresponding cell headers are written to the output file. This will allow the current offset 
coordinates to be adjusted so that rendering can occur at the right location. We can now go 
ahead and write the complete contents of block 8 to the output.  
 
Next block in line is number 13. Since block 8 and 13 are not adjacent in the file, it is possible 
that their hierarchical stack images do not match. The currentInsertStack and the stack of 
block 13 are compared and are found non-equal. Blocks are removed from the 
currentInsertStack until it matches the stack of block 13 from the bottom and up, or until no 
further blocks are left in the currentInsertStack. Removing (popping) blocks also requires 
writing an end cell in the output file. In the continued text, all operations on the 
currentInsertStack will imply the corresponding operation on the output file. 
 
At this point the currentInsertStack will consist of insert A, and thereby match block 13s stack 
from the bottom. So after a push of insert C onto the stack, contents of block 13 can be 
appended to the output-file. After block 13, number 14 can be appended directly since their 
individual stack-images are matching each other. As can always be assumed for adjacent 
blocks in the index.  
 
To produce a complete and correct file, the MIC-file header has to be appended before the 
start of this procedure, and in this case two end cells and an EOF block has to be appended at 
the end. This procedure will produce syntactically correct offsets except for one detail. All 
hierarchical cells start off with a cell-info block, which among other things has one field 
containing a file-pointer to the position at the end of the current cell. Since blocks and data are 
omitted when selecting only parts of a file, these offsets would not be correct if left 
unmodified.  
 
There are two solutions to this problem. The first is setting all offsets to zero. The resulting 
file is correct, but will often be very slow in rendering. The second alternative is keeping a 
stack of all cell info positions, seek back in file at the end of all cells and write out the correct 
offset. This is a performance killer since seeking in files while writing is slow. Although a bit 
slow, this is the method used by the extraction algorithm for writing pruned files. 

5.3.5 Different types of leaves 
In the previous example, knowledge of the state of the stack, where block 8 and 13 starts, was 
assumed. Its state can be known using the parent pointer of the struct. The pointer points to 
the block describing the previous level. This cell however, is not described by a leaf of the 
same type, as have been discussed so far. To handle cells that span over the limit of a block, 
i.e. are not contained in one single block; new types of leaves (logically considered nodes) are 
introduced. These are: MIC_ARRAY_CELL, MIC_INSERT_CELL and 
MIC_LAYER_CELL. The three are inserted every time an uncontained cell is found. They 
simply describe the cell with its type and offset coordinates, and also its MBR. The nodes 
parent field point upward in the hierarchy in a linked list that end at the top level.  
 

                                                 
7 In the application this stack is called currentInsertStack. See mic.c mic_extract_fastvis method for more details. 
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Since the index is spatial and cells are duplicated over space, all data blocks are inserted at 
their first insertion point. For the additional instances of the cell, blocks of type 
MIC_CELL_CPY are inserted in the tree. They will be inserted in the spatially correct 
position in the tree, and contain offsets to the position where the real data is stored. When a 
search is performed these blocks will cause the search function to recur, and execute the new 
search at the correct position where data is located. This new position or rather search window 
is calculated by doing a union between the original search window and the cell copy MBR 
followed by the subtraction of the offset between the cells 
 
 

INSERT A

 
 
As an example, study the above figure. An insert cell has 2 insertion points. In the spatial 
index, the data blocks will be located at the first position, in the figure labelled “INSERT A”. 
Another block is inserted in the index, of type MIC_CELL_CPY, at the position of “COPY 
OF A”. This block has no associated data blocks, but contains a displacement vector, or rather 
the displacement coordinates to the position of INSERT A.  
 
Now if a search was performed over the area inscribed in the bold dotted rectangle, this would 
return datablock 11, 12 and the MIC_CELL_CPY block associated with INSERT A. The 
latter would result in the search function doing a union between the rectilinear search region 
and the MBR of the “COPY OF A”. This new region would be negatively displaced using the 
displacement vector, and finally the search would recur in this new region (marked with a dot-
slashed line in the figure), returning blocks 6 and 8.  
 
One problem that arises is that arrays can have a huge amount of repetitions. This could cause 
the index to be huge, if filled with too many MIC_CELL_CPY blocks. To avoid this problem, 
a type called MIC_ARRAY_TOTAL_CPY is introduced. This type describes the whole array 
with an MBR including all instances of the cells. 

Figure 5-3 The implementation of hierarchical pointer-blocks and use of displacement vectors. 
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5.3.6 Data extraction 
There are two slightly different versions of the extraction algorithm. One for writing pruned 
files directly to disk, and one for supplying the rendering process with data. The fundamental 
difference between the two is that the communication with the rendering system goes through 
a buffered shared-memory subsystem, while the other writes its output directly to file.  
 
The data going to the rendering process is not cached other than in the SHM buffers. This 
makes it impossible to perform seeking operations in this output-buffer, and thus impossible 
to write out exact offsets for large inserts. This has instead been resolved by supplying the 
rendering engine with estimations of the sizes of cells being pruned. This estimation is based 
on information of how many blocks will be returned within the next insert, information that 
can easily be gathered from the spatial index search result.  
 
When the rendering process asks the tree-handler for new data, the following series of actions 
take place. Before signalling the tree-process to commence extraction, the rendering process 
updates MBR and minimal pixel size fields in a shared memory struct, accessed by both 
programs.  
 
When the tree-handler process receives the signal it resumes execution from a suspended 
state. It executes a search in the tree structure, using the MBR acquired from SHM struct as 
search region. The search then returns all hits into an array. After completing the search the 
array is sorted so that blocks, with their corresponding offsets, are ordered in the same way as 
the input file (ascending based on file-offset). At this stage, the main extraction thread is 
executed.  
 
Below follows a brief description of how the extraction-thread algorithm works. It includes 
the basic functionality and some specifics, allowing the reader to further understand the 
paragraph on results. For specific details, see the source code Doxygen generated html 
documentation [24].  
 
The algorithm works through the result array (containing blocks returned by the R-tree 
search), one block at the time. For each block it reads the data from the original input file and 
writes it out to the shared memory buffer system. While writing to SHM, corrections on cell 
info offsets are performed. When a gap is detected between two blocks, stitching is performed 
as described in paragraph “Stitching blocks together”. The contents of cells having a spatial 
coverage of less than one pixel in any direction are omitted. When all blocks are processed, 
appropriate end and EOF tags are appended. 
 
This strategy is translated into program code, as described by the pseudo-code below. The 
code is self-explanatory after reading the complete chapter on spatial indexing up until this 
point. 
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for each (block in result_array) 
 // Get a pointer to a new SHM buffer. 
  if (file_pointer != block->file_pointer)  
  // Advance file pointer to next block. 
 endif 
 // Correct any hierarchical inconsitencies between the blocks, 
 // i.e. insert appropriate cell-headers or end tags. 
 for each (record in block) 
  // Read record and output it to shm buffer 
  if (record type = cell info) 
   if (cell->MBR <= min_pixel_size) 
    // Skip cell completely, advance file_pointer and  
    // break out of appropriate loop. 
   endif 
  // Calculate exact or approximated offset and update field. 
  endif 
 end 
end 
// After last block, add missing end tags and EOF tag.   

Figure 5-4 Extraction algorithm pseudo-code. 

 

5.4  Results and testing 

5.4.1 Indexing performance 
The disk I/O of the server running the application primarily limits the speed, at which it is 
possible to build the index. On a Sun Fire V880 (1200 MHz), which has been the 
development platform for this project, it is possible to read datasets from disk at 
approximately 50 Megabytes per second. The indexing thread does not limit this throughput. 
Using cached datasets the indexing thread has been found to sustain a rate of approximately 
75 MB per second. This figure varies a lot depending on the number of hierarchical elements 
in the file. 

5.4.2 The R-tree  
As previously mentioned the R-tree is a form of height balanced B-tree. Its nodes contain 
index records with pointers to other nodes or data-records. The sizes of nodes correspond to 
the current page size of the disk-system, which makes retrieval fast even for very big indices.  
For a standard page size8 each node would contain 292 pointers to new nodes. Since the first 
three node-levels quite easily can be stored in memory, a potential search among 7 billion 
leaves can return its result after only 2 block-reads from disk. This assumes favourable 
conditions with a well-balanced tree and a relatively small search area. But even with 
unfavourable conditions, the tree always delivers fast access to data in huge data sets. This 
contributes to the tree being widely used. 
 
 

                                                 
8 The page size of a Sun V880 running Solaris 9 is 8192 bytes by default. 
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The performance of the implementation of the R-tree was measured by insertion of randomly 
generated rectangular regions in the tree. On a sun V880 (1200 MHz) it was possible to insert 
about 30 000 regions (MBRs) per second. This is the maximal number of insertions that can 
be performed with a single thread running on one processor. Keeping this figure in mind, it is 
interesting to see how many insertions are normally necessary while indexing a tree, and as a 
result how much stress will be put on insertion in the indexing structure. 
 
With a block size of 64 kB, the rate of insertion in the tree hasn’t exceeded 32 blocks per MB, 
on any dataset (See Table 5-1). This would allow for a theoretical indexing speed9 of 1 GB 
per second, which is by far more than enough. The calculation involves only insertion and no 
indexing taking place on the same processor. Sustaining such a speed would require a 
dedicated thread, running in a LWP on a separate processor. So far, this hasn’t been 
implemented; instead the insertion has been running on the same thread as the parsing of data.  
 
This does incur a decrease in parsing performance, but since it is around 30% for 64 kB 
blocks and only around 10-15% for 128 kB blocks, there has yet been no need to perform 
index insertion in a separate thread. It is much easier setting a bigger block size and 64 kB is 
rather too small a block size than too large, so there is margin for optimisation here. 
 
Dataset Characteristics Number of leaf insertions in tree 

per kilobytes of read data 
A.la Micronic test pattern). Completely flat with 

repeated rectangles. 
1 / 65 kB (Matches the block size) 
or (16 / MB) 

B.la Semiconductor dataset, highly hierarchical. 1 / 60 kB or (17 / MB) 
C.la Semiconductor dataset, almost flat. 1 / 32 kB or (32 / MB) 

Table 5-1 The number of required insertions in tree while indexing, with a block size of 64 kB. (Additional 
dataset characteristics can be found in Appendix A.1) 

 
While insertion is a bit slow, the speed of retrieval from the R-tree is very fast. No matter how 
large the dataset, it always returns at once. No accurate benchmarking has been performed, 
since the operation is never a time-critical part of the project. To give a notion of the process 
performance, it may be noted that complete retrieval, sorting and duplicate removal of a 25 
GB dataset, takes approximately 1 second. 

5.4.3 The extraction algorithm 
The performance of the extraction algorithm depends on several factors. Disk I/O is the most 
important bottleneck, limiting process performance most of the time. But limitations are also 
being introduced by the amount of available memory, disk cache size and CPU performance.  
 
Reading cached files can give an estimate of how fast the algorithms are, since disk I/O no 
longer constitutes a bottleneck. The extraction algorithm has been shown able to return data at 
rates of around 60 to 90 MB/s. But no performance figures on cached data-rates will be listed, 
since these values vary a lot depending on the current state of the running machine.  

                                                 
9 This is the maximum speed at which file-data can be read wile indexing, before the processing of tree-insertion 
becomes the bottleneck. This figure is however far superior to I/O-speeds of any available disk-systems. 
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Again, exact performance figures are difficult to calculate, but output is usually written in 
speeds from 35 to 75 MB per second. Factors that reduce the speed are highly hierarchical 
files, indexes with small block sizes, and also datasets with many small cells. 
 
The following table lists performance for a representative semiconductor dataset (C.la). Other 
similar datasets have been tested, and shown similar performance data.  
 
Table 5-2 shows the extraction rate of different sized regions of the dataset. A trend of 
decreasing rates for smaller regions can be observed. The trend can be explained as a function 
of how many times stitching of blocks (See chapter 5.3.4) has to occur. For the worst-case 
scenario where a vertical strip with infinitesimal width is selected, stitching has to take place 
between every block returned, and thus results in a poor rate of extraction. This is of course 
dependent on the block size of the current index. In this example, the block size is fix at 64 
KB. The file size is 3.25 GB and virtually no disk cache is used. 
 
 
Percentage of file area 
selected (%) 

Percentage of file 
returned (%) 

Size of returned 
region (MB) 

Rate of extraction 
(MB/second) 

100 % 100 % 3250 54 
60 % 79 % 2557 50 
27 % 40 % 1321 39 
3 % 5 % 197 20 
0 % (non rectangular 
region, worst case 
scenario) 

12 % 400  10 

Table 5-2 Average extraction speeds for different sizes of selected regions. (Additional dataset characteristics 
can be found in Appendix A.1) 

 

A conclusion of this table is that the extraction rate of the algorithm is fast or very fast in most 
cases. For any large square region selected within the dataset, the rate of extraction is around 
45-50 MB/s. For smaller regions the rate decreases somewhat, but this is of lesser importance 
since the size of the returned region will also be much smaller. And finally if the size of the 
data blocks is doubled o tripled, all these performance figures increase so that disk I/O is the 
only remaining bottleneck. 
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6 The graphics pipeline 

6.1 Requirements 
When designing a graphics pipeline the choice of toolkits and libraries is important for it to be 
portable between different platforms. Yet, the portability must not intrude on the performance. 
To fully optimise the rendering engine, it should support hardware acceleration. As discussed 
in chapter 4.1 the application should use remote rendering if the end user connects through an 
X-server over the network. 
 
Besides the performance of libraries, remote rendering and hardware accelerated rendering, 
the parsing of the data has to be highly optimised. Early in the design process some general 
rules regarding computer graphics were defined: 
 

• Do not draw what you cannot see. This is a good rule. Many of the primitives to be 
rendered are often smaller than a screen pixel. In this case it is faster to draw a point at 
position (x+width/2, y+height/2) than to draw the rectangle (x, y, width, height). 
Primarily because the point is a simpler primitive for the rasterizing algorithm to 
process and only generates half to a quarter of the amount of data to be sent. If you are 
not drawing any kind of density map the result will look the same - the pixel at 
(x+width/2, y+height/2) will be black. 

 
• If the object is of hierarchical type (nested and repetitive) and has bounding box 

information, it is also faster to draw a point if the bounding box is smaller than or 
equal to a screen pixel. Some hierarchical types also provide information about where 
in the file the current cell ends. This makes it possible to seek ahead to the next object. 
This is sometimes called “unresolved cells” and the points are often drawn with blue 
color, to point out that it is not a real printing primitive. 

 
• Do not draw the same thing multiple times. That is another good rule. Hierarchical 

types are often repetitive and for MIC–types they always provide information about 
the spatial bounding box of its contents. This makes it possible to copy the image of 
the first instance rendered of the type, instead of rendering the same thing once again 
on another location. This method accelerates the rendering up by the power of the 
number of repetitions, but introduces degradation with regard to the precision of 
drawing. This method is only possible if at least one of the instances is drawn 
completely inside the viewport. 

6.2 Development process 
The first approach speeding up rendering was to visualize the patterns using an intensity map 
or hierarchical information. This map or information was to be handed from a spatial indexing 
structure and did not put any major demands on the graphics pipeline. It was decided that 
Java should be used, both for rendering and displaying the images. 
 
In June it became clear that the application should be able to render all the data that was read 
from the file or returned from the tree. It was also of interest to be able to use hardware-
accelerated rendering, i.e. OpenGL. Since Java can not handle client/server connections (it is 
built in the Java Virtual Machine), it seemed hard to develop a remote rendering application 
based on Java. 
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This was a setback, since the Java GUI (Graphical User Interface) and rendering engine was 
almost finished. But it was a lesson learned, conditions do change, and gives the experience 
that you cannot do enough research. From this point the graphics part of the project was 
reconstructed from the beginning. The main task was to implement a graphics engine that 
used OpenGL graphics library and that was portable to different systems. The GUI was 
considered second priority. 
 
The process has struggled along the way, and one of the hardest thing has been making the 
rendering process thread safe and managing two simultaneous existing images, i.e. having one 
process on the remote server rendering an image using OpenGL, and one process reading that 
image and displaying it on the local machine, without interrupting each other.  
 
The solution presented here is mainly developed under and for Solaris on a Sun Fire V880 
server. The graphics engine, however, is written as a module and is portable to any system 
supporting OpenGL. The GUI is written in pure X and will only run under X-supported client 
environments (Unix, Solaris, Linux), but it supports any standard X-servers, which make it 
possible to connect from any type of platform. 

6.3 Implementation 
This chapter discusses the general solutions of the application xview, which contain both the 
graphical user interface and the graphical engine mic_graphicsengine_GL.  
 
The application was first written to read data from a stream but that did not give good 
performance so it was re-written to read from buffers in main memory. This makes the 
application dependent on an external application to serve the buffers with data. This is made 
by either direct_writer or the tree-handler. 
 
For more details on the application, see the html source code documentation [24]. 

6.3.1 Remote rendering 
The application resides on the remote server. It opens two connections/windows: one to the X-
server on the local machine (the terminal that initialised the application) and one to the X-
server on the same machine as the application (the remote server). Now there are two 
windows, one remote window and one local window. The local window is for displaying the 
rendered image using only X-protocol. The remote window is for rendering the image using 
OpenGL commands. If the remote server has a graphics card and drivers that supports 
OpenGL this rendering will be direct (OpenGL commands goes directly to the graphics card, 
bypassing the X-stream.) and hardware-accelerated. When the image is rendered it will be 
read from the frame buffer and stored in memory. The local window will convert the image 
from the remote server format (color depth, byte-order) to the local machine format, send it 
over the network and display it. 
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Figure 6-1 Remote rendering: The local machine, or the terminal, displays the image to the user using Xlib. It 
could run under any operating system supporting X. The image is produced by the visualization-server using 

hardware-accelerated OpenGL. The data could be local in the server or on the network. The image could also be 
viewed on a monitor connected to the graphics card. 

6.3.1.1 Off-screen rendering 
The remote window is not always a window being displayed on the remote screen. Since the 
content is not being viewed on the remote screen there is no actual need for the window, other 
than to provide a hardware-accelerated area to render in. The frame buffer could be a limited 
resource that is shared between other applications that render in hardware and other users 
using the server as a terminal, actually sitting in front of the remote screen. Also a window 
opened on a screen could have restricted size to the size of the screen. Thus to avoid conflicts 
the remote rendering area should be off-screen. 
 
GLXPixmap and GLXPbuffer [25:631-638] are two off-screen resources offering rendering 
areas. But only GLXPbuffer offers hardware accelerated off-screen rendering, and is therefore 
the preferred rendering area. GLXPbuffer also offers a multi-user function, as there can reside 
more than one GLXPbuffer at the same time on the graphics card. Only the size of available 
frame buffer memory sets this limit. 
 

6.3.1.2 Updating local image 
Even though rendering with hardware accelerated OpenGL is fast, it takes time to produce an 
image. The user would like to see the progress of the rendering in process, seeing the drawn 
pattern grow. This tells the user how far it has reached, and also gives an idea of how the 
pattern is constructed, and if the application is still running.  
 
Since the image resides in the graphics card of the remote machine, the rendering process 
must transfer the image to the main memory for other processes/threads to be able to access it. 
This action is time consuming, and therefore sets the limit on how fluent the update could be, 
i.e. what FPS (Frames Per Second) to achieve. In an application like this it should be 
sufficient with 10 FPS, or even as low as 2 FPS. 
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6.3.2 Direct rendering 
If the application is being run on the same machine that will display the image, there is no 
need to have two connections and windows as in Remote Rendering, since no network transfer 
needs to occur. The application only opens one window, a direct window into which the 
OpenGL commands goes. This window is already visible to the user, and there is no need to 
read back the rendered image from the frame buffer, other than to save it as an image to the 
hard drive. 
 
If the application is being run in direct mode over a network, the local machine must run an X-
server with GLX extension. All OpenGL rendering will take place on the local machine, thus 
all commands will be sent over the network. This will give poor performance and is therefore 
not recommended. 

6.3.3 Hardware vs. software rendering 
The graphics card of the rendering machine decides if OpenGL will be hardware-accelerated. 
It depends on what part of OpenGL that is implemented in the card, and if the connection is 
direct. A hardware-accelerated rendering could be up to 10 times faster than software 
rendering, but again, that depends on OpenGL implementations by the graphics card vendor, 
the complexity of the rendered model and on the platform. Though hardware rendering is fast, 
it can only serve a limited amount of rendering processes per graphics card. If many users 
would like to run the application at the same time, only some of them could enjoy the benefits 
from hardware-accelerated rendering. 
 
If there is no support for hardware-accelerated rendering or there are more users than the card 
could manage, the rendering will be software implemented. The rendering will then take place 
in a GLXPixmap or GLXPbuffer, either on the server or the client, and then transferred to the 
frame buffer. 

6.3.4 Graphical user interface 
The main focus of the project regarding the graphics has been to produce a principal solution 
to remote rendering using OpenGL. Therefore the GUI (Graphical User Interface) of the final 
prototype is simple, and only contains the minimum of functions to be able to run the 
application. To be able to control the rendering, Xlib has been used without any additional 
higher levels toolkits or APIs. Xlib aims to be highly portable and general, and for that reason 
it is quite difficult to use. Also, Xlib and OpenGL for SUN Solaris claims to be thread safe, 
but when one thread renders on the remote machine and another thread draws on the local 
machine, it always leads to a segmentation fault. This has resulted in somewhat temporal and 
untidy solutions: 

• The rendering process is forked (splitting into 2 separate processes, parent and child) 
from the GUI process to avoid segmentation fault, thus giving a thread safe solution. 
The processes communicate through shared memory. 

• The keyboard mapping gets lost after a short time, i.e. the key symbol (‘a’, ´b’, ‘c’ and 
so on) returned by Xlib is NULL. This happens only after forking two processes. 
Hard-coding the key codes (numbers representing the keys of the keyboards, 
implemented by the X-server vendor) that comes from the X-server in the application 
solves this, but is only guaranteed to work with the X-server used during the project10.  

• The colours used by the GUI are limited to the amount being allocated on 
initialisation. Also, the colours on the remote machine are subject to some unknown 

                                                 
10 WinaXe 6.0 release 20001006 
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Gamma correction, that is, drawing in gray (0.5,0.5,0.5) in RGB-components (Red 
Green Blue) could give the color (0.5,0.5,0.6). 

6.3.5 Graphics engine 
The graphics engine, mic_graphicsengine_GL [24], is designed to be modular and portable. It 
is basically a library method written in C to translate MIC geometries to OpenGL drawing 
commands. It can be extended to other file formats, such as FRAC_C. It reads MIC-data from 
buffers in the memory and needs another process to fill them. 

6.3.5.1 Normal mode 
The pattern data is in a binary outline vector format (see chapter 4.9). A positive primitive 
means that the interior of its outline should be exposed to light and etched. This could be 
visualized either by filling the primitive with black (if the background is white), or by 
drawing it stroked, highlighting the boundary of it.  
 
Since stroked primitives are easier to draw (fewer pixels to fill) and often shows more 
information about the actual data primitive (it reveals the interior boundary between two 
adjacent primitives), and is the standard drawing of previous viewers at Micronic, it is also the 
default mode for this application.  
 

 
Figure 6-2 The left image are drawn with stroked primitives, and the right with filled. A filled area means that it 

should be exposed to light and etched. 

 
But drawing stroked primitives adds a visible feature to the image that is not related to the 
data it is trying to visualize, namely the line width. The line should only describe the infinitely 
thin boundary between the interior and exterior. The thinnest line possible, but still visible, on 
a computer screen is 1 pixel, and is therefore set fixed and used in the application. But it still 
brings some effects. First, it causes more Moiré (see chapter 12.2) effects to appear at 
different zooming levels, since the line width is not scaled. Secondly, a fixed line width of 1 
pixel is hard when trying to draw a rectangle that is smaller than 1 pixel. It causes the 
rendering to draw with too much ‘ink’, and the image tends to be very black.  
 
To draw filled primitives would be a way to get a more accurate image, since it is possible to 
calculate how much area a primitive covers, and thereby also how much ‘ink’ to use. This is 
basically the idea of Density map in chapter 7. The drawback is that it needs more calculations 
and to parse more data to get an accurate result, which often takes longer time. 
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6.3.5.2 Fill mode 
Drawing stroked primitives is the easier way and also considered the normal mode, but the 
application must support drawing in fill mode, since this is what the data really is describing: 
which areas should be exposed and which should not. It is therefore the best mode for 
comparing different data sets of the same pattern, but in different file formats (for example 
MIC and FRAC_C), since there is no guarantee that the primitives are left unchanged. Also it 
is the only way to compare a binary outline vector format file with a bitmap image produced 
by the rasterizing process. 
 
To be able to draw in fill mode the polarity of primitives must be detected, and that is decided 
by the drawing direction of the primitive (see chapter 4.9). This detection is however not 
implemented and the fill mode is therefore limited to primitives without drawing direction 
(rectangles, trapezoids and circles).  
 
In OpenGL a filled primitive is rendered by setting the GL_POLYGON_MODE to fill (as 
opposed to line that will produce stroked primitives), and as long as all primitives are simple 
(non-self intersecting) and convex (two points inside the polygon could be joined by a line 
segment that does not intersect the boundary, also known as monotone polygons) this will 
work (See Figure 6-3). The reason for this is that the algorithm to fill a non-convex polygon is 
hard to optimise and hardware accelerate.  
 

Simple and
convex

Simple and
concave

Self-
intersecting Polygon with hole

 
Figure 6-3 In fill mode the application only handles simple and convex primitives. 

 
But the MIC-format has no restrictions on primitives being convex, and therefore record types 
like polylines and polygons have to be divided into smaller polygons that are simple and 
convex. One solution is to make a triangle strip of the non-convex polygon, and fortunately 
the OpenGL Utility Library (GLU)11 provides methods for this process, called Tessellation. 
This is however not implemented yet, so the fill mode of this application can only fill single 
and convex primitives correctly. 
 
Different layers are not implemented and tested due to the lack of test patterns with layers. 
But it should not be hard to implement in hardware, either by applying the layer effect at 
rendering time, or by switching context and drawing a separate image to be used in a pixel-
wise comparison operation when all layers are drawn. 

                                                 
11 GLU is a standard library to OpenGL with a slightly higher level of functions and primitives. [25:3] 
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6.3.5.3 Hierarchical cells 
Data types that could be nested and repeated are called hierarchical cells and must be handled 
by the application. OpenGL provides something called display lists [25:255-280], which are 
groups of drawing commands. When a list is created the commands get compiled and stored 
in memory, to be re-executed at a later time. If the size of the list is manageable by the 
graphics card, it could be cached, speeding up the repeated drawing. Using display lists makes 
it possible to read data only once, but drawing it multiple times. 
 

 
} 

switch(record_type){ 
case rectangle: 

glRecti(x1, y1, x2, y2); 
break; 

case insert_cell: 
  pushStack(insert_struct); 
  glNewList(i, GL_COMPILE); 

break; 
case end_cell: 

  glEndList(); 
popStack(); 
glTranslate(offset_x, offset_y); 
glCallList(i); 
break; 

Figur 6-1 Psedo-code of mic_graphicsengine_GL and the display-list usage. 

 
 
The hierarchical information about the cell is stored in special data structures12, which in turn 
is stored on a stack and in a buffer. If the cell contains primitives, they are stored in one or 
more display lists. The stack is used to keep track of the hierarchy when reading and the 
buffer is used when drawing. The buffer combined with the data structures works like a linked 
list, making it possible to call the display lists in the right order. 

6.3.5.4 Unresolved objects 
The idea of unresolved objects is to draw a point when the object itself is smaller than a pixel 
on screen. As mentioned before, if the description of an object could be simplified, there are 
significant optimisations to be made. Firstly, a point is faster to draw than a rectangle. 
Secondly, a hierarchical cell gains even more, since the data inside it can be ignored. The 
amount of data inside the unresolved cell gives the magnitude of time saved. Thirdly, an 
unresolved repeated object gains approximately the drawing time multiplied by the amount of 
repetitions. The more objects and especially cells that are unresolved, the higher disk I/O and 
parsing rate the application gets.  
 
The previous discussion about points instead of rectangles also holds for lines instead of 
rectangles. If only one side of the cell is smaller than 1 pixel there is still no point in resolving 
the cell, since it is under the resolution of the screen, at least in one direction. This is a way of 
cheating, but significantly speeds up the overview rendering of patterns with many small cells 
(like C.la). 
 
                                                 
12 See mic_data.c, [24]. 
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The bounding box in hierarchical cells is used to determine if the cell is smaller than a pixel 
and therefore treated as unresolved. Since the bounding box does not provide any information 
of how the real geometric data inside is looks like, the point or line only marks were there are 
something, not how it looks. Therefore the unresolved cells are drawn with blue color, to 
emphasize that it is a generalization of the cell’s content. 
 
When the area over which a repeated object extends is smaller than 1 pixel it is considered 
unresolved and drawn as a point. If the drawing mode had been stroked primitives with a line 
width of 1 pixel the result would have been the same: a filled pixel. Only in density map or fill 
mode this would generate an inaccurate image. 

6.3.5.5 Copying drawn areas 
Instead of executing the rendering commands of a repeated large cell type multiple times the 
area of pixels that were drawn the first time could be copied. The amount of primitives in the 
cell determines whether the method is time consuming or time saving. If there only is one 
rectangle in the cell it is more efficient to draw it 10 times than to draw it once and then copy 
all the pixels 9 times. OpenGL provides functions that copies pixels inside the graphics card. 
 
Copying pixels operates in the pixel domain, introducing rounding errors. In OpenGL the 
coordinate, where the rectangle of pixels should be inserted, is in the object domain, and does 
not contribute to any round-off errors (no more than when drawing an actual primitive). But 
the coordinates describing which pixels to copy can only be given in the pixel domain. This 
could be solved by always copying all pixels in the image, and inserting them at dx and dy (in 
object space) from the first drawing instance. This incurs other pixels than those drawn from 
this cell, also being copied. To avoid this, the first instance of the cell could be drawn in an 
empty buffer, and then copied into the main buffer. The hardware implementation of OpenGL 
sets the limit of how efficient this method is. For example the empty buffer needs to store an 
alpha value and should be hardware accelerated, and there has to be one extra empty buffer 
per level of hierarchy. 

6.4 Results and testing 
The application developed during this project shows the capacity of an OpenGL and 
hardware-accelerated graphical engine. It has cut down the rendering times from previous 
implementations with a factor of 10-20 (in extreme cases 8200). It also provides a solution to 
hardware-accelerated remote rendering and is capable of serving several concurrent users 
using a single graphics adapter. 
 
Due to the nature of this project, being experimental and in large a pre-study phase, the 
stability and functionality of the GUI is not very high. But on the other hand a GUI should be 
easily implemented using any higher-level GUI toolkit available. One such is FOX Toolkit 
[26], written in C++, highly portable and offering OpenGL support. The OpenGL support is 
only interesting if the application is being run in a direct mode, i.e. rendering and viewing on 
the same physical screen. Java could also be used for the GUI, but could lack in performance 
running in direct mode, compared to a GUI based on C/C++. 
 
The performances presented in Table 6-1 and Table 6-2 shows that the graphics pipeline 
handles parsing and rendering flat data patterns at a rate of about 45-50 MB/s. C.la can be 
parsed at a higher rate because it consists of only hierarchical cells that are smaller than 1 
pixel. B.la on the other hand can only be parsed at 20,9 MB/s. Because it has a very deep 
hierarchy level, up to 18 nested levels, and every level is a duplication of the data, the fully 
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rendered data would be around 50 Gigabytes. But since all levels are not resolved the actual 
rendered amount of data is lower than 50 Gigabytes. 
 
Table 6-1 Performance on different patterns using xview in normal mode for an overview image, i.e. primitives 

are drawn as stroked when larger than 1 pixel, as black point otherwise. Cells are unresolved and drawn with 
blue color. Repeated instances of a cell are copied. (Additional dataset characteristics can be found in Appendix 

A.1) 

Pattern Size Type Characteristics Rate [MB/s] Time [s] 
A.la 144 MB Micronic test 

pattern 
Only single 
rectangles. 

46,3 3,11 

B.la 41 MB Semiconductor 
pattern 

Highly hierarchical, 
up to 18 levels. 

20,9 1,96 

C.la 3.251 MB Semiconductor 
pattern 

Flat, only 
unresolved cells 

61,9 52,54 

D.la 24.803 MB Semiconductor 
pattern 

Flat, highly 
repetitive, expands 
on graphics side. 

47,0 527,0 

 
 

Table 6-2 Performance on patterns with hierarchies, but using xview in no copy mode for an overview image, 
i.e. repeated cells are rendered for every instance instead of copying the pixels. 

Pattern Size Type Characteristics Rate [MB /s] Time [s] 
B.la 41 MB Customer test 

pattern 
Highly hierarchical, 
up to 18 levels. 

1,1 37,0 
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Table 6-3 - Table 6-6 shows results from a test function that only depends on the rendering 
capacities, no reading occurs, and is performed on the Sun Fire V880 Server and on an AMD 
1700+ PC running Linux. The difference between the tests is that the software version asks for 
a non-direct context and draws in a GLXPixmap, which neither should be hardware-
accelerated. Nevertheless the software performance for Sun Fire V880 Server is about 30 % 
faster after the graphics card was installed (these times inside parenthesis), which implies that 
it actually is not truly hardware-independent. Additional dataset characteristics can be found 
in Appendix A.1. 
 

Table 6-3 Solaris Sun Fire V880 Server – software: 

Primitive Amount Time (sec) 
points 1.000.000 1 (0.85) s 
points 9.000.000 9 (5.99) s 
rectangles 1.000.000 4 (2.73) s 
rectangles 9.000.000 33 (23.61) s 

Table 6-4 Solaris Sun Fire V880 Server – hardware [XVR600]: 

Primitive Amount Time (sec) 
points 1.000.000 0.25 s 
points 9.000.000 2.74 s 
rectangles 1.000.000 0.48 s 
rectangles 9.000.000 4.25 s 

Table 6-5 Linux AMD 1700+  – software: 

Primitive Amount Time (sec) 
points 1.000.000 0 s 
points 9.000.000 7 s 
rectangles 1.000.000 3 s 
rectangles 9.000.000 23 s 

Table 6-6 Linux AMD 1700+  – hardware [Geforce3 ti 200]: 

Primitive Amount Time (sec) 
points 1.000.000 0 s 
points 9.000.000 1 s 
rectangles 1.000.000 1 s 
rectangles 9.000.000 2-9 s 
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7 Intensity map 

7.1 Requirement 
Since the resolution of a computer screen is many times lower than the pattern in an overview, 
it is hard to gather any useful information from a rendered image. To speed up drawing and to 
assure that even the smallest object drawn is visible the normal method is to draw stroked 
primitives with a line width of 1 pixel. Objects smaller than 1 pixel is drawn as a point with 
size 1 square pixel. This method gains the most when whole repeated objects or hierarchical 
cells could be drawn as a point. Without any further adjustments an image drawn using this 
method, only reveals where on the canvas there are objects, and where there are none.  
 
A more informative way would be to visualize some feature of the dataset in an intensity map. 
It could be described as a uniform grid (100x100 or 1000x1000) with buckets, which each is 
given a color corresponding to the occurrence of some special feature in the pattern. 
 
Using a good transfer function between the feature and the color this method could show 
where in the pattern this feature occurs. The feature could be anything measurable like 
distance between primitives, distance between corners, the angle of lines, the size of the 
primitive, or amount of primitives and so forth. 
 
To be able to use intensity maps they need to be pre-calculated and stored in a way allowing 
zooming in and out of the data. That is, have images at different scales, or a tree with pre-
calculated nodes. This concept is commonly known as LOD (Level Of Detail) and is for 
instance implemented in mipmaps13. At first, display a low-resolution image, when zooming 
in, change to a high-resolution image, and finally at a certain depth start rendering the actual 
pattern. 

                                                 
13 See glossary chapter 12.2 
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7.2 Implementation and testing 
One of the first tests conducted during this project was an intensity map implemented in 
MatLab. It was based on a uniform grid and each bucket collected the number of line 
segments in a pattern passing through it. The buckets were then displayed using a transfer 
function.  
 

           
Figure 7-1 The left image shows a test file drawn with stroked lines and the right image shows an intensity-map 
based on a 100x100 grid. A white color corresponds to a high amount of primitives and black corresponds to no 

primitives. The idea is that the intensity-map should point out were the highest amount of primitives per area are, 
but using a lower resolution then the left image.  

 
Since an intensity map could point out other features in a file than ordinary rendering, it has 
been found to be an interesting functionality in a viewer. But still it is not an alternative to 
ordinary plotting in an overview or close-up image. For example an intensity map could have 
problem to make a small alignment mark visible, since its strength is to visualize the 
collective effect of a single feature. An effect of that is also that an intensity map does not 
show the internal boundary of primitives, for example a square drawn with two rectangles will 
only reveal the area covered by them, and not the actual two rectangles and the edge between 
them. I.e. an intensity map does not preserve the binary and discrete nature of the data, and is 
therefore not suited to examine the data and the primitives for correctness. However, an 
intensity map could be a very useful tool to give information to a user about the characteristics 
of the dataset. 
  
It is also preferable to have the intensity map pre-calculated, since generating it is a 
computational intense process. An alternative is that the intensity map is generated and stored 
during the indexing process that creates the spatial index.  
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7.2.1 Density map 
A kind of intensity map could be achieved during real-time rendering if the polygons are 
drawn filled and the pixels are given the intensity contribution from every small polygon. This 
would lead to a greyscale image where areas with a high density of primitives would be 
darker than areas with fewer primitives, hence the name: density map. But as discussed in the 
previous chapter it would speed things up if the primitives could be simplified to a point if 
they are smaller than one pixel.  But the implementation of OpenGL used for testing only 
supports point sizes down to half of a pixel. This would result in a pixel getting a higher 
contribution from a point than from a correctly sized polygon, and therefore result in a too 
dark image.  
 
The solution is to draw a point of size 1 but using a semi-opaque color that accumulates in the 
pixel. The calculation should be based on the relationship between the size of the primitive 
and the pixel. This technique requires blending functions enabled (add color to existing color 
when drawing multiple times to the same pixel) and is compute intensive in software 
implemented rendering engines. But on a graphics card with hardware-accelerated drawing, 
this could be as fast as drawing without blending. It depends on what calculations are 
hardware implemented in the graphics pipeline on the card.  
 

           
Figure 7-2 An example of how the resolution could be increased using density maps. In the left image repeated 
primitives smaller than 1 pixel are drawn as a green point and hierarchical cells as blue points. Primitives larger 

than 1 pixel are drawn as stroked objects with a line width of 1 pixel. The right image is drawn by setting the 
alpha value of the color to a value proportionally to the size of the primitive. The density map took 21 % longer 

to render, but clearly shows more information. 
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The greyscale increases the resolution of the visualization, but reduces the ability to show 
very small and singular features. An alignment mark outside the pattern will be very weakly 
drawn, and will probably not be visible. Another disadvantage is that more primitives have to 
be drawn to get a correct density map. Since a hierarchical cell does not provide information 
of the area actually filled by the primitives in it, it cannot be given a correct color distribution 
without traversing inside the content. Thus the time saved by representing the whole cell as a 
point gets lost. A future feature would be to have the indexing process calculating that area 
and storing it in the data structure of each node. 
 
Table 7-1 shows that it is hard to maintain the parsing and rendering rate of 45-50 MB/s 
presented in chapter 6, while rendering a density map. For the C.la and D.la patterns it is 
because all hierarchical cells must be resolved, and therefore more data is parsed and 
rendered. Especially C.la suffers from this going from 61.9 to 15.2 MB/s, a decrease of 75 %. 
This is because the algorithm for unresolved cells also manages cells that are smaller than 1 
pixel in only one dimension, drawing blue lines instead of blue points. In the case of C.la it 
turns out that almost no repeated primitives are unresolved (in this case meaning smaller than 
1 pixel in both x- and y-direction) and therefore leading to an expansive data flow, pushing 
the parsing and rendering processes. 
 

Table 7-1 Performance on different patterns using xview in density map mode for an overview image, i.e. 
having blending enabled and drawing every primitive to make a gray-scale image. Points are drawn with a semi-

opaque color. (Additional dataset characteristics can be found in Appendix A.1) 

Pattern Size Type Characteristics Rate [MB/s] Time [s] 
A.la 144 MB Micronic test 

pattern 
Only single 
rectangles. 

41.3 3.49 

C.la 3.251 MB Semiconductor 
pattern 

Flat, highly 
repetitive, 
expands on 
graphics side. 

15.2 213.1 

D.la 24.803 MB Semiconductor 
pattern 

Flat, highly 
repetitive, 
expands on 
graphics side. 

37.1 668.0 
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8 Inter Process Communications (IPC) 

8.1 A first approach using pipes 
During the first stages of application development both the tree-handler process and 
rendering process wrote and read data directly from file. They were executed separately and 
the resulting file from the tree-handler had to be opened manually from within the rendering 
application. This was very practical during the testing phase, but eventually the two 
applications had to work together.  
 
To facilitate the transition and minimize the need of rewriting code, the plan was to use Unix 
pipes as a means of communication between the applications. Using pipes, it was transparent 
to the rendering process if the input stream originated from a pipe, or from a file. This 
appeared to be a very good solution until tested and verified. 
 
It turned out that pipes are simply not fast enough for this kind of requirement. It was not a 
bandwidth-related problem, since it was possible to transfer several hundreds of Megabytes of 
data per second via pipes. But this was only possible only as long as the data was transferred 
in big chunks. When it came to writing and reading record-size14 chunks at a time, the pipes 
suffered a severe performance loss. Speeds as low as 10 MB/second were not uncommon. 
Reading small chunks of data at high speed generates millions of function calls per second. 
This is however not the limiting factor, since reading from file returns data at more than 50 
MB (unbuffered) per second on the same computer. We cannot say exactly why this 
degradation in performance occurs, but it seems reasonable that pipes simply aren’t optimised 
to deal with this kind of stress. 

8.2 Shared memory 
Instead of using pipes the IPC was rewritten so as to use a shared memory buffers and 
synchronisation via semaphores. A semaphore is the classic method of restricting access to a 
shared resource. Named after semaphores used in railways to indicate the presence of trains 
on a given track. Using semaphores and shared memory gave a substantial performance boost. 
Using the system enabled the reading side to access data record by record, extracted by the 
tree-handler (block by block), at a rate of 75 MB/second using 55% CPU. To put this in 
perspective, a thread reading directly from file, can access data (also record by record) at a 
rate of 50 MB/second but this uses up virtually 100% of available CPU capacity. 
 
One optimisation already implemented is skipping unresolved cells. Although in the current 
extraction thread it is only implemented for cells contained in the current block, it would be 
quite easy to modify the main loop so that non-contained cells are also skipped. But to avoid 
putting unnecessary stress on the semaphores, the main loop of extraction would have to be 
further redesigned. The concept of always starting on a new SHM buffer for each new block, 
as implemented in the current algorithm, would have to be abandoned. The optimisation 
would only be effective in large datasets containing small cells, while rendering at low detail 
level, but incidentally these conditions are very common. 
 

                                                 
14 The size of one record is on most data files close to 20 bytes / record. 
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8.3 Signals 
Unix signals have been used to a certain extent to synchronise states between different 
processes. Signals are powerful in the way that they for example can allow the tree handler to 
completely suspend execution until signalled by the rendering process to start the return of 
data. In this way, it has been possible to use signals for synchronisation purposes, and also to 
perform cleanups of all processes at shutdown. It simply suffices to implement appropriate 
signal handlers for all sub processes and threads, and broadcast this signal upon user abort or 
unexpected error terminations. 
 
A signal handling protocol has been established for the processes, and is documented within 
the Doxygen html source code documentation. 

8.4 Direct writer 
The “Direct writer” is a small application developed during this project. It emulates the tree 
handler in the way that it can return MIC data to the rendering process using the exact same 
IPC protocol as the tree handler. The only difference is that it is unable to perform any kind of 
pruning of files. It always returns complete datasets. 
 
The development of the direct writer had two main reasons: 
Firstly it was used for performance testing of different IPC methods, and it was the actual 
piece of software used while doing the evaluation described in chapter 8.1. Secondly it was 
used to supply the rendering process with input during the development phase, since it was 
not until the end of the project that the tree-handler was fully functional. 
 
The direct writer is also included in the Doxygen html source code documentation [24].  
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9 Results 

9.1 Overall performance and functionality 
The task for this thesis has been to investigate the possibilities of handling large spatial 
datasets in general, and to visualise them in particular. Previous implementations have had 
several shortcomings, but in general they are all too slow. To prove our theoretical findings, a 
prototype has been developed, called Xview (see Figure 9-1). It implements a hardware-
accelerated graphics engine, mic_graphicsengine_GL, and a spatial indexing application, 
tree-handler. For a more detailed layout of the application, see Appendix A.2. 
 

Indexing, searching, reading
and writing from file -

tree-handler

GUI - xview

Graphics engine -
mic_graphicsengine_GL

User at PC

Sun Server

Graphics card: XVR-600
Network

Harddrive

 
Figure 9-1 A simplified overview of the implemented application and its main parts, xview, 
mic_graphicsengine_GL and tree-handler. 

  
Although functional, Xview is still only a prototype, and does not yet fully support all types of 
geometries. At this point there is only support for the MIC data format. The implementation of 
the tree is not fully developed, in particular it has to reconstruct the tree when reading the 
index from disk, which takes some minutes every time the application is launched. This 
process can quite easily be removed in a future version of the viewer. So far the GUI only 
supports the most basic functions, giving the user no other information than the rendered 
pattern, except for text printouts. The interaction is limited to zooming and translation of the 
image and activation and deactivation of some different modes of drawing.  
 
Having this said, the result must still be considered very good. When it comes to raw 
rendering speed, Xview draws the first overview image 15 to 24 times faster (see Table 9-1) 
than all previous applications. Even in software mode it renders faster. This kind of 
performance has been achieved through the use of the highly optimised graphics library 
OpenGL (which supports hardware accelerated rendering if possible), a number of optimised 
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steps in the parsing process and by taking advantage of the multiprocessor architecture on the 
Sun Fire V880 servers.  
 

Table 9-1 Performance comparison between previous applications available and Xview, a prototype conceived 
based on the findings of this thesis. The tests are performed directly on the Sun Fire v880 server to eliminate 
network latency for the software-based renderers. Xview was however run over the network, since this has no 
effect on its performance. The time measured is the time it takes for the different applications to produce an 

overview image of the whole pattern. For patterns where the performance bottleneck is raw rendering power, 
Xview performs 15-24 times faster than the other applications. For patterns where only disk I/O is the bottleneck, 

there are no substantial performance gains for an overview image. (Additional dataset characteristics can be 
found in Appendix A.1) 

Pattern Micview 2.03 Micview_beta Micplot 1.8 Xview15 Increase 
A.la 61 s 45 s 71 s 2.9 s x 15 - 24 
E.la  38 s∗ - 41 s∗ 37 s∗ x 1.02 – 1.1 
F.la  10 s (171 s∗∗) 11 s 1.6 s x 6.3 – 6.9 
 
The index gives immediate access to any part of the data file, a zoom or translation anywhere 
in the pattern results in an immediate return of data, and therefore the rendering is displayed 
on screen immediately. Also, since the tree-handler always returns pruned data, rendering 
processes parsing overhead is very low. This allows for very fast navigation even in large 
files16.  
 
Compared to previous implementations which all had to reread data from the beginning of the 
file after each user interaction, this is a huge performance and functionality increase. It could 
even be considered a new feature since the old applications were practically unusable because 
of the lengthy periods of waiting. 
 
Higher performance is the main advantage of the application, but there are also other features 
that enhance its functionality. The tree-handler is capable of rerouting its output to a file, 
giving the application a possibility to prune large files into small ones, still syntactically 
correct. These subsets can then be processed in various ways using existing utilities and 
applications. 
 
Another added feature is the rendering processes ability to draw in density map mode, giving 
a grey-scale image revealing more detailed information of the pattern than normal mode does. 

                                                 
15 Xview was run without the tree-handler, since the tree-handler starts by reconstructing the tree and also is not 
yet optimised to seek and skip unresolved cells (it does not use the shared memory buffers efficiently when the 
size decreases on the insert cells, which are empty). 
∗ Both Micview and Micplot use unresolved blue blocks to speed up drawings, but it seems like they are using 
signed 32-bits pointers which can only be used on files up to 2.1 GB. After that, Micview stops and Micplot 
starts to resolve all cells, which is painfully slow. Xview had to be manually clocked. 
∗∗ Micview beta did not draw with unresolved blocks, so the time is not used for comparison. 
16 Tested up to 25 GB large files. 
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9.2 How well does the solution meet the requirements of the 
prototype that was set out to design? 

The specifications for the project and for the prototype are defined in chapter 2.2. This 
paragraph will attempt to analyse and assess in what extent the project goals have been 
fulfilled. In an attempt to facilitate reading this section, all requirements will be listed in the 
text, and thus there is no need to go back to chapter 2.2. 
 
 

 A study of existing and proposed future geometry representation formats, and an 
evaluation of how well they are suited for navigation. If necessary, propose changes to 
the existing format, allowing a more effective human-computer interaction. Care 
should be taken to new trends and possible future paths of development.  

 
During the initial phase of research, several different formats of geometry representation were 
studied, especially ones used to describe semiconductor pattern data. Among these, special 
attention was devoted to the MIC, FRAC_C and OASIS formats. In accordance with the 
expectations from Micronic, a first approach was drawn up. Modular in accordance with the 
requirement to support further data formats, but specific in its initial design, created to support 
the MIC format. 
 
It was concluded that the MIC format lacked the necessary means to allow real time human 
user interaction while navigating, in its original form. Further it was decided better to initially 
propose an additional index file format, than to change the existing specification of the MIC 
file. 
 
Attention has been paid to possible future trends by making the solution as flexible and 
general as possible. It is difficult to predict the future paths of development of the industry 
and its formats, but predictions of larger datasets are a certainty. Another plausible alteration 
on future datasets could be a higher degree of hierarchical content.  
The solution is able to handle large amounts of hierarchies because of its powerful indexing 
structure, and ever growing sizes of datasets by an architecture allowing for migration to 
distributed systems.  
 

 Investigate advantages and disadvantages of distributed versus centralised systems 
with regard to effective navigation of very large amounts of data. Answer the 
question: Does Linux constitute a good platform for this purpose? 

 
When attempting to navigate, visualise and edit datasets having sizes in the magnitude of 
hundreds of Gigabytes, it is clear that work has to be distributed to achieve efficiency. 
There are however several ways in which this distribution can take place and many aspects 
deciding whether they are good or not. 
 
The solution implemented in this project, is distributed as far as multiple processors on the 
same server are being used to distribute workload. There are two main advantages and reasons 
to this. Firstly it is less complicated to develop a software for a single computer, avoiding all 
network synchronisation required by a cluster of nodes. Secondly, the platform available for 
use at Micronic is, and will be for some time to come, multiprocessor Sun Fire servers 
running Solaris. 
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A solution using a computer cluster would have yielded a more performing result, but with no 
available development platform and with no one able to use the application, this path was 
partially abandoned for the time being.  
 
However, another project under preparation at Micronic is the development of a new and 
clustered data path, which when ready will alter the situation completely. This thesis project 
has been executed with this knowledge in mind, and there are competent ideas on how to 
design a very powerful navigation and visualisation tool hosted on a clustered solution (See 
Chapter 10.3).  
 
As for Linux, this definitely constitutes a good platform for our ideas of a distributed system. 
All code written in this project has been tested and verified to work well on the Linux 
platform (with a few minor exceptions). 
 

 Propose a design of a high performing geometry engine with the basic functionality of 
presentation, navigation zooming and cutting. The design must allow the addition of 
new functionality and new formats at a relatively low cost. Performance should be 
good enough to allow a human operator to do real time interaction. 
 

All the ideas for a design satisfying these requirements have been analysed, investigated and 
met. The design has in part been concretised as a fully functional viewer for MIC datasets.  
A final design document for a new geometry engine aimed to replace existing 
implementations has not been produced, but has been regarded as out of scope to this project. 
 

 Implement an embryo of the proposed design to prove its functionality and 
performance. Due to practical constraints the development will primarily take place in 
a Sun Solaris environment, with an aim for portability towards the Linux platform. 

 
An application implementing all the required functionality and more has been developed, 
which proves fully functional and high performing. The authors have spent over a month of 
additional time on the project to get the design and functionality as good as possible. 
 
The implementation is well suited for a transition towards the Linux platform and, without too 
much work, also towards a distributed system. 
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10 Discussion 

10.1  Feasible future features 
• Modification of the IPC between the indexing read- and parse-threads. Their current 

way of communication using memory buffers combined with mutexes and conditional 
variables is fully functional. However a system using semaphores and shared memory 
would be as fast or slightly faster and the code would be shorter and simpler. 
 

• The thread mic_extract writes pruned output directly to file. It contains first generation 
code and could quite easily be replaced by a slightly modified version of the 
mic_extract_fastvis thread, resulting in higher performance and cleaner source-code. 
 

• Protect the tree with an access mutex. This would allow for simultaneous indexing and 
return of data from the tree. This is necessary if a user decides to zoom down to a 
detailed level before indexing has finished, given the index was inexistent to begin 
with. 
 

• Making the tree-process execute on whichever server is holding the dataset on disk. If 
the file is located remotely, and the remote server has good rendering capabilities, it 
could be better to let that machine do the indexing using RPC. 
 

• In a future version the index file should also contain all the information required to 
rebuild the tree without having to do actual insertions in the tree structure. This is 
essential since the rebalancing and reorganising of an R-tree takes a significant 
amount of time for large files. A file header containing supplementary information and 
a proper format specification should also be produced. 
 

• Simultaneous generation of the index file while creating the MIC file form the CAD 
data original is a very compelling idea. Another interesting possibility in that case 
would be to include the index within the MIC file directly, either by changing the 
specification of the MIC data format, or by implementing a new type of primitive, 
transparent to existing applications handling MIC data. But to new applications this 
primitive should be interpretable, and define the files spatial index.  

 
• The first overview image of the pattern is cached after the first time it is drawn, 

making it possible to immediately zoom home to this view, not needing to re-render it. 
This image should also be saved to disk so that it can be loaded automatically the next 
time a user wishes to visualise the pattern.  

 
• The tree-process could calculate the area covered by primitives inside each cell and 

node, and returning them to the rendering process. This would make it possible to 
draw a density map much faster since the cells could be drawn unresolved with the 
correct contribution to the pixel. Doing this during indexing would add quite a lot of 
work, but if both tree-insertion and density map calculation was detached to a separate 
thread, this would not affect indexing performance. 
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10.2  How modular is the system, how easy can support for FRAC_C 
or other formats be added? 

The routines handling the tree will not need any rewriting at all. A new struct needs to be 
defined, which can handle the specifics for FRAC_C data files. The threads dealing with 
indexing and data extraction would have to be rewritten, but presumably lots of code 
could be duplicated or slightly modified. The data block map contained within the 
FRAC_C format has a lot of resemblance with the MBR and the index file format. It is 
possible that it would be enough only to read the data block map, when constructing the 
new index. This would make the indexing extremely fast compared with indexing a MIC 
file. 
 
The kernel of the mic_graphicsengine_GL is very specific to MIC data, but could be re-
used in many parts to make the graphics engine support FRAC_C. Some data structures 
would have to be added. 
 
For implementing other formats such as OASIS or possibly FRAC_F or FRAC_L the 
implementation process should probably be as easy as for FRAC_C. The authors can make 
no further analysis or guarantees about this, since these formats have not been studied 
more than very briefly. 

10.3  Ideas for a future viewer system, incorporated within a 
clustered data path 

If the data path pre-processing at Micronic is redesigned and accommodated within a 
cluster of Linux computers, one might consider the following high performance viewer 
solution.  
 
Seeing as modern hardware 3D accelerators are quite inexpensive, it would be quite 
inexpensive to supply all, or some of the cluster nodes with rendering capabilities. For the 
kind of 2D OpenGL rendering required, it might even be enough with integrated 
mainboard 3D hardware. If all nodes were equipped with rendering hardware, this 
“rendering farm” would visualise data at incredible speeds compared to previous 
implementations, Xview (this project’s viewer) included.  
 
High-speed rendering would require high-speed data access, but that would already have 
been implemented in the cluster system. And for the rendering solution itself, there are a 
number of such systems available. The Chromium system is one of these, and its web 
page also includes links to other clustered rendering implementations [27].  
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12 Glossary 

12.1  Abbreviations 
Many of the following abbreviations are further explained in paragraph 12.2. 
 
AOD   Acousto-Optic Deflector  
 
AOM Acousto-Optic Modulator  
 
CAD   Computer Aided Design 
 
EOF End Of File 
 
FMB   File Memory Buffer  
 
FPS   Frames Per Second (for computer games First Person Shooter) 
 
FPGA   Field Programmable Gate Arrays  
 
GLU   OpenGL Utility library 
 
GPL    General Public Licence  
 
GUI   Graphical User Interface 
 
LOD   Level Of Details 
 
LWP   Light Weight Process 
 
MBR   Minimal Bounding Rectangle 
 
Mutex   Mutual Exclusion lock 
 
OpenGL  Open Graphics Library 
 
RGB   Red Green Blue 
 
RPC   Remote Procedure Call 
 
SHM   Shared Memory (In the scope of this report) 
 
SLM   Spatial Light Modulator  
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12.2  Terminology 
Several Terminology descriptions taken from Micronics technical glossary pages at URL: 
[http://www.micronic.se/site_eng/finance/glossary.shtml]. 
 
 
Acousto-optics A method where the direction of light passing through a crystal is 

changed using a high frequency sound wave. 
 
AOD An AOD (Acousto-Optic Deflector) is used to create a sweep 

of the exposure laser beams in the Micronic laser pattern generators. 
 
AOM An AOM (Acousto-Optic Modulator) is used to control the intensity of 

the exposure laser in the Micronic pattern generators. 
 
B-tree The B-tree is a multiway balanced tree-structure that can be used for 

storage of binary data. 
 
Color Filter A pixel in a Liquid Crystal Display (LCD) can only change between 

light and dark. In a color display each pixel consists of 3 sub pixels. 
Over each sub pixel there is an area of red green or blue. The substrate 
with the colored areas covering the display is called a color filter. To 
create a color filter 4-6 photomasks are required. 

 
Cygwin A bundle of applications, originally developed by Cygnus Solutions, 

that are assembled into a system called Cygwin, aiming to imitate a 
UNIX environment on a Windows platform. 

 
Density map An image made in a way that it should resemble a real photomask, 

despite drawing with a lower resolution. See chapter 7.2.1. 
 
Direct Rendering When a computer both renders and displays an image on the same 

screen. This is the opposite of Remote Rendering. See chapter 4.2. 
 
Display lists Display lists are used in OpenGL to encapsulate drawing commands 

that will be executed several times. The instructions and calculations 
are compiled into a display list and stored either in main memory or the 
graphics card. In that way a single function call to the display list could 
produce an advanced object to be rendered. See chapter 6.3.5.3. 

 
DUV DUV (Deep Ultra Violet) Light with very short wavelength used in 

semiconductor microlithography. The most common wavelengths 
are 248 nm and 193 nm due to good availability of lasers. 
A shorter wavelength gives better resolution. 

 
e-beam Electron beam writers are the rivalling technology to Micronics laser 

writers. They implement a very high resolution, but as only one 
electron beam can be used, are quite limited in speed as the feature 
sizes keep decreasing over time. 
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FMB File Memory Buffers are used to do workload distribution by splitting 
the pattern data into a number of non-geometrical independent groups. 
This is performed by the cfrac utility in the conversion step between 
MIC and FRAC_C. 

 
FPD FPD (Flat Panel Display). Different types of FPDs are used for e.g. 

screens in laptop computers, mobile telephones and LCD and PDP TV. 
 
FPGA A field-programmable gate array or FPGA is a gate array that can be 

reprogrammed after it is manufactured, rather than having its 
programming fixed during the manufacturing — a programmable logic 
device. A standard CPU cannot be logically reprogrammed as an 
FPGA, but does instead support a variety of instructions, allowing it to 
perform many different tasks. 

 
FRAC_C Internal proprietary dataset for Micronics datapath. The last offline 

format in the data pre-processing. See chapter 4.8. 
 
Gamma correction Gamma correction is a way to try to make sure that a colour on one 

computer screen is displayed correctly on another. 
 
GIS A geographic information system (GIS) is a specialized form of an 

information system. In it’s strictest sense, it is a computer system 
capable of assembling,  manipulating, storing and displaying 
geographically-referenced contents of a relational database, i.e. data 
identified according to their locations.  

 
GLX GLX is the OpenGL extension to the X window system. It makes it 

possible to render graphics using OpenGL commands in an X-window. 
 
GLXPixmap GLXPixmap is part of the GLX extension and is an area of screen pixels 

in the X-server machine main memory. It is used as an off-screen 
OpenGL rendering and storing area, which can not be hardware-
accelerated. 

 
GLXPbuffer GLXPbuffer is part of the GLX extension of OpenGL to X. The idea 

with a GLXPbuffer, or pixel buffer, is to have an off-screen OpenGL 
rendering area of pixels on the graphics card that is hardware-
accelerated. It depends on the vendor of the graphic cards if it is. 

 
GPL  General Public Licence is a licence form which usually used by 

different softwares that are free to use and to modify, as long as the 
modified software in turn will be distributed under the same licence 
conditions. GPL or GNU GPL is the common licensing method for 
most Open Source software. 

 
Hardware-  When a computer has additional hardware that accelerates graphical 
accelerated   computations and communications it is called hardware-accelerated 
rendering   rendering. Normally the hardware is a  
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graphics card that supports different graphics libraries, like OpenGL. 
The card takes the workload away from the CPU, which gives the CPU 
a higher capacity for non-graphical tasks, and also the card could have 
hardware circuits specialised to perform graphical operations, making it 
perform at a high rate despite complicated 3D computations. 

 
IC Integrated Circuit (IC) is a term referring to all electronic components 

containing more than one circuit element on the same electronic chip, 
e.g. memories, processors and amplifiers. 

 
Intensity map An image describing the data pattern based on other features than the 

geometrical primitives. See chapter 7. 
 
I/O Short for Input/Output. Used to describe the action of data transfer 

between programs, processes, files or other peripherals. Different 
devices support either input, output or both. For example a keyboard is 
a input-only device, while a regular monitor is an output device. A 
touch screen is both an input and output-device. In this thesis the term 
I/O mostly refers to data transfer to and from hard drives.  

 
Java Java is a programming language developed by SUN that is hardware 

and operating system independent. A Java program is executed in a 
Java Virtual Machine that communicates with the environments 
operating system. 

 
Java Virtual  See Java. 
Machine  
 
JNI The Java Native Interface allows code and libraries written in other 

languages than Java, to be included in the same application, 
communicating via the JNI interface. 

 
Linux Linux is an open source version of the Unix operating system. It is 

created by Linus Torvalds. It aims to bring Unix functionality and 
flexibility to ordinary PCs. 

 
LWP A Light Weight Process or a kernel level thread is a thread able to run 

directly on a processor. Normal threads, user level threads, need to be 
assigned to a LWP to be able to execute. The threads library maintains 
a pool of threads that can be assigned to any LWP for execution.  

 
Matlab ‘Matlab is a high-level technical computing language and interactive 

development environment for algorithm development, data 
visualization, data analysis, and numerical computation.’  
[www.mathworks.com/products/matlab/] 

 
MBR The Minimal Bounding Rectangle is a bounding box for a chunk of 

spatial data. It can be defined as the minimal rectilinear rectangle 
enclosing the given spatial objects in 2D. 
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MIC MIC is a binary outline vector data format developed by Micronic for 
their data path. See chapter 4.7. 

 
Moiré ‘Moiré fringes are an interference pattern that is formed when two 

similar grid-like patterns are superimposed. They create a pattern of 
their own that does not exist in either of the originals. The result is a 
series of fringe patterns that change shape when as the grids are moved 
relative to each other.’  
[http://eluzions.com/Illusions/Moire/] 

 
Mipmaps Mipmap is the technique of having several prefiltered texture maps of 

decreasing resolutions. When the texture map is close a high-resolution 
version is used and when it is far away a low-resolution image is used. 
Traditionally this technique is used to make a scene less heavy to 
render when many textures are used, but the technique could be used in 
a pattern viewer when browsing through different versions of a 
prerendered image. 

 
Mutex Mutual Exclusion lock. In computer programming this kind of object 

can be used to protect a shared resource, such as a file or a variable in 
memory, from being used by several clients or threads at the same time. 

 
OpenGL OpenGL stands for Open Graphics Library and is a software interface 

to graphics hardware. See chapter 4.5 and 6.3.3. 
 
Photomask Can be described as a photo negative. The image on the negative is 

written with Micronic's pattern generator. In the production of the end 
product, e.g. IC or FPD, the image on the photomask is transferred to 
the substrate via a photographic process. There are two types of 
microlithographic photomasks: photo emulsion on glass and chrome on 
glass. The photosensitive material on the chrome photomask is a layer 
of photoresist covering the chrome layer. Photoresist is a light sensitive 
material with properties such that it can be washed away after 
exposure. 

 
Photomask Blank A photomask that has not yet been exposed, and therefore completely 

covered with photosensitive material. 
 
Raster scan  The Micronic large area pattern generators use a raster scan strategy 
writing strategy to pattern the photomasks. The exposure laser scans in the Y direction 

while the power of the laser is modulated according to the pattern to be 
written. A number of scans form a scan strip in the X direction. The 
patterned area of the photomask is covered by adjacent scan strips. 

 
Remote Remote Rendering is when a remote machine on a network performs 
Rendering  the actual graphical rendering, making it possible to connect with a 

graphically mediocre machine to a visualisation server and viewing 
advanced composed 3D-scenes. See chapter 4.1. 
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RPC Remote Procedure Calls allow a program on one computer to execute a 
program on a server computer. Using the RPC protocol the program 
can be executed with specific parameters, and return data to the calling 
process, with transports taking place over the local network. 

 
Shadow mask Central component in all color television screens and computer 

monitors. The shadow mask is a thin metal plate covered with very 
small holes that define the pixels in a CRT. 
It is mounted inside the screen close to the front glass. Without the 
shadow mask it is very difficult and very expensive  to project a color 
image on the screen. 

 
SHM In this thesis short for SHared Memory. This represents the allocation 

of memory, accessible by any process running on a single system, 
regardless of being executed from the same scope or not. In this project 
used to allow different processes to communicate using the SHM as a 
buffer subsystem. 

 
SLM The SLM (Spatial Light Modulator) technology uses an array of 

individually controlled micro mirrors on a silicon chip. A small part of 
the pattern to be exposed is programmed into the chip and transferred 
to the photomask with a flash from a laser. The technology is reflective 
and can be used with short wavelengths that are absorbed by 
transmissive optics. Another advantage is that the SLM exposes a large 
part of the pattern in one flash, a million pixels, which increases the 
throughput. 

 
Struct A C and C++ datatype containing one or more members of possibly 

different datatypes and structs. Used to group associated data together. 
 
Sun Solaris Sun Solaris is a Unix based operating system developed by Sun for the 

architecture in Sun computers. 
 
SQL Structured Query Language is an industry-standard language for 

creating, updating and, querying relational database management 
systems.  

 
Unix Unix is an operating system created back in the early 1970’s by 

AT&T's Bell Laboratories. It was first primarily used as a research 
operating system in universities but developed to be the industry 
standard when it came to stable, flexible, multi-user operating system. 
[http://www.unix.org/] 

 
X The X window system is the most common graphical system on Unix 

based operating systems. It is a protocol and API (Xlib) that makes it 
possible to make graphics like windows as well as support multiple 
users that connect from remote computers. 

 
Xlib The API of the X window system. 
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A Appendix: open section 

A.1 Datasets characteristics 
The characteristics of the datasets used for tests during the projects are important to 
understand, to fully interpret the results of the tests.  

• A flat file does not consist of any nested cells, any hierarchical cells only have 1 level. 
• A repetitive file consists of objects that cannot be nested but repeated, like repeated 

rectangles. This means that one read record type could produce 100.000 drawing 
commands of that type.  

• A hierarchical file consists of cells that could be nested, and they have information 
about their minimum bounding rectangle as well as their offset to next record type 
after it. 

• An unresolved file has a majority of its hierarchical data types smaller than 1 pixel in 
an overview image, and is drawn as a point and the read thread jumps the offset in the 
file. These files produce very little primitives to draw and get limited only by disk I/O. 

  
 

Table 12-1 The table shows the characteristics of the datasets used in tests during the project. 

Acronym Size Type Characteristics 
A.la 144 

MB 
Micronic test 
pattern 

Flat, 9.000.000 rectangles. 

B.la 41 MB Customer pattern Highly hierarchical, up to 18 levels. The 
actual amount of primitives drawn 
corresponds to 50 GB of flat data. 

C.la 3.2 
GB 

Customer pattern Flat, hierarchical, highly repetitive, 
unresolved. 

D.la 24.8 
GB 

Customer pattern Flat, hierarchical, highly repetitive. 

E.la 2.6 
GB 

Customer pattern Flat, hierarchical, highly repetitive, 
unresolved. 

F.la 78 MB Customer pattern Flat, hierarchical, highly repetitive, 
unresolved. 
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Figure A-1 The figure tries to show how the different parts of the application interacts and communicates. This constellation is valid when the 
application is running through an X-server on a local terminal to a Sun Fire V880Server equipped with an XVR-600 Graphics Accelerator Card.  
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Figure A-2 The figure shows an in-depth description of how the tree-handler subsystem is designed. 

A.3 Tree-handler detailed overview
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