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ABSTRACT
In this thesis we discuss the design and implementation of Digital Signal Processing (DSP) applications in a standard digital CMOS technology. The aim
is to fulfill a throughput requirement with lowest possible power consumption.
As a case study a frequency selective filter is implemented using a half-band
FIR filter and a bireciprocal Lattice Wave Digital Filter (LWDF) in a 0.35 µm
CMOS process.
The thesis is presented in a top-down manner, following the steps in the topdown design methodology. This design methodology, which has been used for
bit-serial maximally fast implementations of IIR filters in the past, is here extended and applied for digit-serial implementations of recursive and non-recursive algorithms. Transformations such as pipelining and unfolding for
increasing the throughput is applied and compared from throughput and power
consumption points of view. A measure of the level of the logic pipelining is
developed, i.e., the Latency Model (LM), which is used as a tuning variable
between throughput and power consumption. The excess speed gained by the
transformations can later be traded for low power operation by lowering the
supply voltage, i.e., architecture driven voltage scaling.
In the FIR filter case, it is shown that for low power operation with a given
throughput requirement, that algorithm unfolding without pipelining is preferable. Decreasing the power consumption with 40, and 50 percent compared to
pipelining at the logic or algorithm level, respectively. The digit-size should
be tuned with the throughput requirement, i.e., using a large digit-size for low
throughput requirement and decrease the digit-size with increasing throughput.
In the bireciprocal LWDF case, the LM order can be used as a tuning variable for a trade-off between low energy consumption and high throughput. In
this case using LM 0, i.e., non-pipelined processing elements yields minimum
energy consumption and LM 1, i.e., use of pipelined processing elements,
yields maximum throughput. By introducing some pipelined processing elements in the non-pipelined filter design a fractional LM order is obtained. Using three adders between every pipeline register, i.e., LM 1/3, yields a near
maximum throughput and a near minimum energy consumption. In all cases
should the digit-size be equal to the number of fractional bits in the coefficient.

At the arithmetic level, digit-serial adders is designed and implemented in a
0.35 µm CMOS process, showing that for the digit-sizes, D = 2…4 , the Ripple-Carry Adders (RCA) are preferable over Carry-Look-Ahead adders (CLA)
from a throughput point of view. It is also shown that fixed coefficient digitserial multipliers based on unfolding of serial/parallel multipliers can obtain
the same throughput as the corresponding adder in the digit-size range
D = 2…4 .
A complex multiplier based on distributed arithmetic is used as a test case,
implemented in a 0.8 µm CMOS process for evaluation of different logic
styles from robustness, area, speed, and power consumption points of view.
The evaluated logic styles are, non-overlapping pseudo two-phase clocked
C2MOS latches with pass-transistor logic, Precharged True Single Phase
Clocked logic (PTSPC), and Differential Cascade Voltage Switch logic
(DCVS) with Single Transistor Clocked (STC) latches. In addition we propose
a non-precharged true single phase clocked differential logic style, which is
suitable for implementation of robust, high speed, and low power arithmetic
processing elements, denoted Differential NMOS logic (DN-logic). The comparison shows that the two-phase clocked logic style is the best choice from a
power consumption point of view, when voltage scaling can not be applied and
the throughput requirement is low. However, the DN-logic style is the best
choice when the throughput requirements is high or when voltage scaling is
used.
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INTRODUCTION

A limiting factor in many modern DSP systems is the power consumption.
This is due to two different problems. First, when the systems becomes larger
and whole systems are integrated on a single chip, i.e., System-on-Chip (SoC),
and the clock frequency is increased, the total power dissipation is approaching the limit when an expensive cooling system is required to avoid overheated
chips. Second, the portable equipment such as cellular phones and portable
computers are becoming increasingly popular. These products use batteries as
their power supply. A decrease in power consumption increases the portability
since smaller batteries can be used with longer life-time between recharges.
Hence, design for low power consumption is important. In this thesis, we will
assume working with a hard real-time system, i.e., all operations should be
performed within the sample period. Hence, throughput or the sample rate is
not a cost function it is a requirement. The major cost function becomes low
power consumption. In older CMOS processes the area was a limiting factor
due to high manufacturing costs. In modern deep submicron CMOS processes
the area is no longer a problem. However, the close relationship between area
and switching capacitance makes it still interesting to reduce chip area in order
to reduce the power consumption. The design time is also a key factor for low
price products. Hence, an efficient design process aiming at first time right silicon is of a great interest for minimizing total costs.
In this chapter we give a brief introduction to low power CMOS design and
to digital filters.
1
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1 INTRODUCTION

1.1 Low Power Design in CMOS
Identifying the power consumption sources is a good starting point when aiming at low power CMOS design.
In CMOS circuits four different sources contribute to the total power consumption shown in Eq.(1.1)
P tot = P dynamic + P short + P leakage + P static .

(1.1)

The dynamic power consumption P dynamic expressed by Eq.(1.2) represents
the power dissipation due to switching signal nodes back and forth between
ground and V dd . Here f clk is the clock frequency, α is the switching activity,
C is the switched load capacitance, and V dd is the power supply voltage.
2
P dynamic = f clk αCV dd

(1.2)

The power consumption due to short-current P short = I short-current V dd is
caused by the direct path from V dd to ground which occurs when both the
NMOS- and PMOS-transistors are simultaneously active. This power contribution is usually about 10% of the total power consumption [14]. It can be reduced by use of short and equal rise- and fall-times for all nodes.
The power consumption due to leakage current P leakage = I leakage V dd
arises from subthreshold leakage in the transistor channels and to some degree
from leakage currents in reverse biased diodes formed in the substrate. These
currents are primarily determined by the fabrication process. The leakage in
the diodes is mainly determined by the device area and temperature while the
subthreshold leakage is strongly dependent on the threshold voltage. The leakage currents will increase with shrinking devices since the threshold voltages
have to be scaled accordingly.
Static power consumption P static = I static V dd arises from circuits that
draw constant current. This type of power consumption occurs in typical analog circuits, e.g., current sources/sinks.
The largest contribution of the total power consumption is the dynamic part
and should therefore be the main target for minimization. However, the dynamic part decreases and the static part increases when the devices will further
shrink in future technologies.

1.1 Low Power Design in CMOS

3

1.1.1 Minimizing Power Consumption
An efficient approach to reduce the dynamic power consumption P dynamic according to Eq.(1.2) is voltage scaling, since the main part of the power consumption depends on the square of the power supply voltage.
However, when lowering the supply voltage, the propagation time of the
circuits increases according to the first order approximation in Eq.(1.3)
CV dd
t d = ------------------------------.
2
β ( V dd – V T )

(1.3)

Here β is the combined transconductance of the switching net and V T is the
threshold voltage of the transistors. This equation assumes that both NMOS
and PMOS transistors operate mostly in their saturated region and that they
have similar threshold voltages. When the power supply voltage is large compared with VT, a reduction of the power supply voltage yields only a small increase in the propagation delay. However, when the power supply voltage
approaches the threshold voltage the propagation delay increases rapidly. In
[77] the model is slightly changed, adapted for sub-micron technologies where
the devices are velocity saturated
CV dd
t d = k ---------------------------α- ,
( V dd – V T )

(1.4)

where α = 1.55 for the 0.8 µm CMOS process [2, 77].
An alternative approach to lowering the supply voltage is to reduce the voltage swing on the signal nodes, V swing , while using a constant power supply
voltage [14]. However, this yields only a linear decrease of the dynamic power
consumption P dynamic according to Eq.(1.5)
P dynamic = f clk αCV dd V swing .

(1.5)

1.1.1.1 Minimum Energy-Delay Product
Supply voltage scaling based on minimization of the energy-delay product
E ⋅ t d was proposed by Burr in [10]. Combining Eq.(1.2) and Eq.(1.3) yields

4
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2
3
f clk αCV dd
V dd
CV dd
αC 2
E ⋅ t d = ------------------------- ⋅ -------------------------------2 = ---------- ⋅ ---------------------------2- ,
f clk
β ( V dd – V T )
β(V – V )
dd

(1.6)

T

assuming the circuits operate at its maximal clock frequency and that fullswing logic is used. The energy-delay product is minimized using the power
supply voltage V dd = 3V T .

1.1.1.2 Architecture-Driven Voltage Scaling
Architecture-driven voltage scaling [14] is a technique that exploits parallelism to maintain the throughput during voltage scaling. Parallelism on all levels
in the system design, from the choice of algorithm down to the choice of process technology, can be exploited to reduce the power consumption. Some
schemes to exploit parallelism are given to the left in Fig. 1.1. On the system
and algorithm level, appropriate selection of algorithms and various algorithm
transformations can be used to increase the parallelism [105]. On the architecture and arithmetic level, interleaving or pipelining can be used to increase the
parallelism. On the next level, circuit and logic level, fast logic structures with
low capacitive load and low sensitivity to voltage scaling can be used to increase the speed and decrease the power consumption. On the lowest level,
technology level, the possibility of exploiting parallelism is limited.
The optimum power supply voltage for minimum power consumption when
using architecture-driven voltage scaling is approximately equal to the sum of
the transistor threshold voltages V Tn + V Tp [14]. The optimum value is, however, slightly increased due to the overhead caused by the parallelism.

1.1.1.3 Minimizing Effective Switching Capacitance
The factor αC is called effective switching capacitance [85]. By reducing this
factor the power consumption is reduced. Some methods for minimizing the
effective switching capacitance are given to the right in Fig. 1.1. On the system level proper system partitioning can enable power down of unused parts
or just gating of the clock. On the algorithm level, an algorithm with low complexity is preferable which can be implemented using a regular and modular
architecture with local communication. Isomorphic mapping of algorithms
onto the architecture yields simpler communication. Data representation
which allows utilizing signal correlation can reduce the switching capacitance

1.1 Low Power Design in CMOS
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with up to 80 percent compared to the random case [14]. On the circuit/logic
level logic minimization and logic level power down are key techniques to
minimize the switching activity. Using an efficient logic style with low
switching activity and small capacitive load is important. On the technology
level, advanced packaging of the chip can be used for decreasing the losses
caused by the I/O. Advanced technologies such as Silicon-On-Insulator (SOI)
becomes an attractive alternative when the costs of the deep sub-micron
CMOS bulk technologies increase. In SOI the capacitance between the device
and the bulk/substrate is reduced and is therefore attractive for low power design.

Voltage
Scaling
Transformation
to exploit
concurrency

Parallelism
Pipelining
Transistor Sizing
Fast logic structures
Feature Size
Scaling
Threshold Voltage
reduction

Minimizing
Capacitance

System
Algorithm
Architecture
Arithmetic
Circuit/Logic
Technology

Power Down
System partitioning
Complexity
Concurrency
Locality
Regularity
Data representation
Signal correlation
Transistor sizing
Logic optimization
Power Down
Layout optimization
Advanced packaging
SOI

Figure 1.1 System level approach for low power design [14].

1.1.1.4 Design Methodology for Low Power
Design for low power must be addressed at all levels in the design [14]. The
most popular and most suitable design methodology for this purpose is the topdown design methodology [109]. Starting with a DSP problem, a task with a
fixed throughput requirement should be performed with a limited power bud-
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get. On the top level the system is described by a behavioral model of the DSP
algorithm. The system is successively partitioned into a hierarchy of sub-systems until sufficiently simple components are obtained. The next design step
is the scheduling phase, where timing and synchronization of the sub-systems
are introduced. The sub-systems are then mapped onto a suitable architecture,
involving resource allocation and assignment. A suitable mapping approach
for fixed function systems is the direct mapping approach. The system is
scheduled to meet the throughput requirement and at the same time minimize
the implementation cost. Previous knowledge of the different design steps is
important for successful designs. However, in most cases the design process is
iterative with feed-back to the former design level. The different design steps
during the implementation are described in Chapter 2.

1.2 Digital Filters
Digital filters can be classified into two major types, frequency selective filters, and adaptive filters.
Adaptive filters are used in many DSP applications, e.g., channel equalization in telecommunication systems, and in system modeling and control systems. The design criteria for the adaptive filters are often least mean square
error or least square error. Useful algorithms for adaptive filtering are, Least
Mean Square filter (LMS-filter), Recursive Least Square filter (RLS-filter),
the Wiener filter, and the Kalman filter [23, 35].
Frequency selective filters, i.e., filters that pass some frequency ranges and
others are attenuated [110]. In this filter category we also include allpass filters, which only modify the phase. These filters are often used, e.g., for noise
suppression, and in multirate systems [79, 102] i.e., interpolation and decimation of the sample frequency. Multirate filters are used, e.g., in oversampled
Analog-to-Digital Converters (ADC) and Digital-to-Analog Converters
(DAC).
In this thesis we have chosen a frequency selective filter as design object.
There are two types of frequency selective filters [110] named after their type
of impulse response, Finite-length Impulse Response filter (FIR), and Infinitelength Impulse Response (IIR) filter. These filter types are described in the following sections.

1.2 Digital Filters
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1.2.1 FIR Filter
An FIR filter of order N is determined by the difference equation
y(n) =

N

∑ h ( k )x ( n – k ) ,

(1.7)

k=0

where y ( n ) is the filter output, x ( n ) is the filter input, and h ( k ) are the filter
coefficients.
This difference equation can be realized with recursive and non-recursive
algorithms. The former is not recommended due to potential problems with
stability [110]. The non-recursive FIR algorithm can be implemented with numerous structures or signal flow graphs. The two most common is the direct
form FIR filter, which is derived directly from Eq.(1.7). Using N old samples
of x requires N memory cells or registers, multiplying with the inputs with
the constants h ( k ) require N + 1 multipliers, and the summation requires N
adders yielding the direct form structure shown in Fig. 1.2.

x(n)
h(0)

T

T
h(1)

T
h(N-1)

h(N)

y(n)
Figure 1.2 Direct form FIR filter structure.
The other structure of interest is the transposed direct form FIR filter, shown
in Fig. 1.3. This structure is obtained by using the transposition theorem on the
direct form structure, i.e., interchange the input and the output and reverse the
signal flow [110].
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x(n)
h(N)

h(N-1)

T

h(1)

T

h(0)

y(n)

T

Figure 1.3 Transposed direct form FIR filter structure.
The main advantage of using FIR filters is that an exact linear-phase response
can be obtained. To obtain this property, the impulse response must be symmetric or anti-symmetric around n = N ⁄ 2 . This constraint may increase the
filter order, however the symmetry can be exploited to reduce the hardware as
shown in Fig. 1.4. The number of multipliers is nearly halved but the number
registers and adders are the same, compared with the direct form structure.
The filter coefficients is easily obtained using the “McAllen-Parks-Rabiner” algorithm [71] implemented in the “remez” function in the Signal Processing toolbox in Matlab [70], or using Linear Programming [110]. A method
for combining design of linear phase FIR filters and subexpression sharing using Mixed Integer Linear Programming (MILP) was presented in [31].

x(n)

h(0)=
h(N)

T

T

T

T

T

T

h(1)=
h(N-1)

h(N/2-1)=
h(N/2+1)

h(N/2)

y(n)
Figure 1.4 Linear phase direct form FIR filter structure for even order.
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1.2.1.1 Half-Band FIR Filter
Half-band filter or Nyquist filter, [110] is a special case of FIR filters that have
a positive effect on the amount of hardware. Two constraints are put on the filter specification, i.e., the ripple factors δ in the passband and stopband should
be equal and the passband- and stopband-edges should be symmetrical around
π ⁄ 2 shown in Eq.(1.8)
δc = δs
ωc T + ωs T = π

.

(1.8)

The ripple factors are related to the stopband attenuation A min and the passband ripple A max according to Eq.(1.9)
1 + δc
A min = 20 log ⎛ --------------⎞
⎝ δs ⎠
A max

1 + δc
= 20 log ⎛ --------------⎞
⎝ 1 – δ c⎠

.

(1.9)

In the impulse response for the half-band FIR filter is every second sample
equal to zero, except the one in the middle which is equal to 0.5. Hence, the
number of multipliers and adders is nearly halved. The half-band FIR filters
are often used in multirate processing using a poly-phase representation of the
filter [102].

1.2.2 IIR Filter
An IIR filter of order N is determined by the difference equation
y( n) =

N

M

k=1

k=0

∑ b ( k )y ( n – k ) + ∑ a ( k )x ( n – k ) ,

(1.10)

where y ( n ) is the filter output, x ( n ) is the filter input, and a ( k ) , b ( k ) are the
filter coefficients. Compared with the FIR filter the output is not only dependent on the input but on previous outputs as well. Hence, a recursive algorithm
is required for implementation of IIR filters. Many different structures for im-
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plementation of IIR filters are present in the literature with different properties.
Recursive algorithms require extra attention due to potential problems with
stability, finite word length effects etc. A class of realizations of IIR filters that
fulfills these requirements is Wave Digital Filters, (WDF) [26], which are derived from low-sensitivity analog structures and inherits their low sensitivity
during the transformation to the digital structures. A special type of WDF is
the Lattice Wave Digital Filter (LWDF), which consists of two allpass filters
in parallel [24]. This type of realization of IIR filters is superior in many ways,
low passband sensitivity, large dynamic range, robustness, highly modular,
and suitable for high speed and low power operation, but the stopband sensitivity is high. However, this is not a problem since the coefficients are fixed.
Realizations of the allpass filters can be performed in many ways, a structure of interest is a cascade of first- and second order Richards’ allpass sections
connected with circulator structures. The first and second order Richards’ allpass sections using the symmetric two-port adaptor with the corresponding
signal-flow graph is shown in Fig. 1.5, and the whole filter is shown in
Fig. 1.6. Other types of adaptors exist, e.g., the series- and parallel adaptors,
[110].

T

T

a2
a2

T

T

T

T

a0

a1

a0
x(n) y(n)

a1
x(n)

y(n)

x(n)

y(n)

x(n)

Figure 1.5 First and second order Richards’ allpass sections.
The corresponding transfer functions are given in Eq.(1.11)

y(n)
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– α0 z + 1
H First order ( z ) = --------------------z – α0
2

– α 1 z + α 2 ( α 1 – 1 )z + 1
H Second order ( z ) = ---------------------------------------------------------2
z + α 2 ( α 1 – 1 )z + α 1

T

T

T

a4

aN-3

T

a0

.

(1.11)

T
a3

aN-4
1/2

x(n)

a1

T

a5

T

y(n)

aN-2

T

a2

a6

aN-1

T

T

T

Figure 1.6 Lattice wave digital filter using first- and second order
Richards’ allpass sections.
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For lowpass and highpass filter it can be shown that only odd order filters can
be used. The order of the two allpass branches should differ by one. The adaptor coefficients can easily be obtained using the explicit formulas for the standard approximations [27] or using non-linear optimizations [110].

1.2.2.1 Bireciprocal LWDF
In analogy with the half-band FIR filter, the bireciprocal LWDF is anti-symmetrical around ωT = π ⁄ 2 . This also implies that the passband ripple will
depend on the stopband attenuation according to Feldtkeller’s equation shown
in Eq.(1.12)
εc = 1 ⁄ εs
ωc T + ωs T = π

.

(1.12)

The stopband attenuation and passband ripple is defined as
A min = 10 log ( 1 + ε s2 )
A max = 10 log ( 1 + ε c2 )

,

(1.13)

where ε s, ε p are the ripple factors defined as the absolute values of the characteristic functions in the stop- and passband, respectively [110]. Hence, with
reasonable large stopband attenuations the passband ripple yields extremely
small and as a consequence the sensitivity in the passband is small. Due to the
symmetry requirement only the Butterworth and Cauer approximations can be
used. The poles for the bireciprocal filter lies on the imaginary axis. Hence, every even adaptor coefficient is equal to zero according to Eq.(1.11). The bireciprocal filter is shown in Fig. 1.7. The adaptors with the coefficient equal to
zero are simplified to a feed-through. Hence, the computational workload is
halved. The bireciprocal filters can with preference be used in multirate systems, since they can easily be applied in poly phase structures [102, 110].

1.3 Outline
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2T

T

x(n)

a3

a1

a5

2T

2T

2T
aN-4

1/2

y(n)

aN-2

2T

Figure 1.7 The bireciprocal lattice wave digital filter.

1.3 Outline
This thesis is outlined according to the top-down approach of system design,
starting with a specification for a DSP algorithm and ending with the implementation in a fixed technology, which is a standard digital CMOS technology, the AMS 0.8µm [2], or the AMS 0.35µm [1]. The DSP algorithms of
interest in this thesis are frequency selective digital filters, which were briefly
described in Section 1.2.
The filter implementation is described in Chapter 2, some parts were published in [53, 54]. The bit- and digit-serial processing elements used for the
implementation are studied in Chapter 3, published in [45, 50, 52]. Efficient
logic styles used for implementation of the processing elements are studied in
Chapter 4, published in [43, 44, 45, 46, 51]. In Chapter 5, a case study implementing a frequency selective filter using a half-band FIR filter and a bireciprocal lattice wave digital filter are described and evaluated from throughput,
and power consumptions points of view, published in [53, 54]. Finally, a summary of the thesis is given in Chapter 6.
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1.4 Main Contributions
My scientific contributions presented in this thesis are obtained by close collaboration with my supervisors M. Vesterbacka, L. Wanhammar, and
W. Kulesza. In the beginning of my studies the brain-storming part of the research was performed mainly together with M. Vesterbacka, and at the end of
the studies this part of the research has been more independent. The investigation part was performed by me, and finally the publications were written by
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2

IMPLEMENTATION OF
DSP ALGORITHMS
In this chapter, basic properties of DSP algorithms and the top-down design
methodology for implementation of DSP algorithms are discussed. A large
part of this chapter has been known before, however some small contributions
to this topic are included. Introducing fractional Latency Models (LM) for logic level pipelining of digit-serial arithmetic in Section 2.2.2. The top-down design methodology [109] used for bit-serial maximally fast implementations of
IIR filters has been extended and applied for digit-serial implementations of
recursive and non-recursive algorithms.
The DSP algorithm is often described by a signal flow graph, which is a
graphical description of an algorithm that indicates the data flow and the order
of operations. However, the exact order of several additions are often not specified, e.g., the direct form FIR filter structure in Fig. 1.2. By specifying the order of all operations a fully specified signal-flow graph is obtained from which
all computation properties can be obtained. An example of a fully specified
signal flow graph is the transposed direct form FIR filter structure in Fig. 1.3.
The operation order is established and presented in a precedence graph [109].
By introducing timing of the operations a computation graph is obtained. This
graph is used for scheduling the operations. Finally, isomorphic mapping to
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hardware is used for a maximally fast and resource optimal implementation.
Examples of the different graphs are taken from the case study in Chapter 5.
However, before we look into the different graphs some basic properties of
the algorithms and the arithmetic operations will be discussed before.

2.1 Timing of Operations
Implementations of the arithmetic operations in processing elements are described in detail in Chapter 3. Here we just define some properties that have to
be known in the scheduling phase of the design.
Binary arithmetic can be classified into three groups based on the number
of bits processed at the time. In the digit-serial approach a number of bits is
processed concurrently [34], i.e., the digit-size, D . If D is unity the arithmetic
reduces to bit-serial arithmetic [98], while for D = W d , where W d is the data
word length, it reduces to bit-parallel arithmetic [61]. Hence, all arithmetic can
be regarded as digit-serial with bit-parallel and bit-serial just as two special
cases. In this thesis it is assumed that the least significant digit is processed
first and two’s complement representation of the data is used.
Timing of the operations is conveniently defined in terms of clock cycles at
this high level of the top down design approach, since this information is
known before the actual physical time. The execution time in terms of clock
cycles for a digit-serial Processing Element (PE), is defined as
W
E PE = ------d- ,
D

(2.1)

where W d is required to be an integer multiple of the digit-size.
The throughput or sample rate of a system is defined as the reciprocal of the
time between two consecutive sample outputs. Introducing the clock period
T clk in Eq.(2.1) yields
1
f sample = ------------------- .
E PE T clk

(2.2)
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The minimum clock period is determined by the delay in the critical path T CP ,
where the critical path is defined as the path with the longest delay between
two registers.
The latency of a system is defined as the time needed to produce an output
value from the corresponding input value. For digit-serial arithmetic it is defined as the time needed to produce an output digit from an input digit of the
same significance. The actual latency is conveniently divided into algorithmic
latency L Op and clock period T clk as given in Eq.(2.3) [30]. The L Op is determined by the operation and pipeline level, which will be discussed in the
following section.
Latency = L Op T clk

(2.3)

2.2 Pipelining and Interleaving
Pipelining is a transformation that is used for increasing the throughput by increasing the parallelism and decreasing the critical path. It can be applied at all
abstraction levels during the design process. In the pipelining at the algorithm
level, additional delay elements are introduced at the input or output and propagated into the non-recursive parts of the algorithm using retiming. Retiming
is allowed in shift-invariant algorithms, i.e., a fixed amount of delay can be
moved from the inputs to the outputs of an operation without changing the behavior of the algorithm. Ideally the critical path should be broken into parts of
equal length. Hence, operations belonging to several sample periods are processed concurrently. The latency remains the same if the parts have equal
length, otherwise it will increase. Pipelining always changes the properties of
the algorithm, e.g., algorithm pipelining increases the group delay and increases the parallelism.
As example taken from the case study in Chapter 5, a non-recursive FIR filter is pipelined by adding two delay elements at the input, shown in Fig. 2.1.
The delay elements are propagated into the algorithm using retiming. The critical paths are denoted with dashed lines. The original algorithm has a critical
path CP1 , which consist of the delay of one multiplier and two adders. After
the algorithm pipelining the critical path is reduced to CP2 that equals the delay of one multiplier. Hence, the pipelined FIR filter algorithm is more parallel
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with shorter critical path than the original FIR filter algorithm. This is easily
observed in the precedence graphs, shown in Fig. 2.6.

x(n)

2T

CP1

Algorithm
pipeline
delay
elements

x(n)

u1

44/512
1/2
u0
u2
2T

T

v1

v2

T

v3

2T

v4

y(n)

Retiming

CP2
44/512

1/2

T
u1

T
u0

T

T

u2

u1(n-1)
2T

T
v1=u1(n-3) v2

2T
x(n-2)
T

v3

2T

v4

y(n)

Figure 2.1 Algorithm pipelining of a non-recursive FIR filter.

2.2.1 Interleaving
Another approach to increase the throughput of sequential algorithms without
increasing the latency is interleaving [109]. Different samples are distributed
onto k different processing elements working in parallel. This relaxes the
throughput requirements on each processing element and the clock frequency
can be reduced according to Eq.(2.4)
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f clk interleaved = f clk ⁄ k .

(2.4)

Interleaving also referred to as hardware duplication in [14]. The speed overhead can be utilized by performing voltage scaling for reduction of the power
consumption, i.e., trading area for lower power consumption through hardware duplication [14].

2.2.2 Latency Models
Pipelining at the arithmetic or logic level will increase the throughput by decreasing the critical path enabling an increased clock frequency. By inserting
registers or D flip-flops, the critical path is decreased by split ideally into parts
of equal length. This decreases the minimum clock period, T clk , but at the
same time increases the number of clock cycles before the result is available,
i.e., the algorithmic latency increases. Since the pipeline registers are not ideal,
i.e., the propagation time is non-zero, pipelining the operations beyond a certain limit will not increase the throughput but only increase the latency. The
level of pipelining of processing elements is referred to as Latency Model
(LM) order. It was introduced in [103] for modeling of latency for different
logic styles implementing bit-serial arithmetic. LM 0 is suitable for implementations with static CMOS using standard cells without pipelining, LM 1 corresponds to implementation with one pipeline register or using dynamic logic
styles with merged logic and latches, and finally LM 2 which corresponds to
pipelining internally in the adder suitable for standard cells implementation. It
was generalized in [30] for digit-serial arithmetic and introducing pipeline registers after each M additions. We use the reciprocal, i.e., an extension of the
LM concept to include fractional latency model orders [53] defined by
Eq.(2.5)
1
LM = --------------- ,
n Adder

(2.5)

where n Adder is the number of adders between each pipeline register. By this
we keep the relationship between logic style and LM order and in addition we
gain a tuning variable for the pipeline level.
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Hence, with n PE → ∞ the LM equals zero, LM 0, which corresponds to a
non-pipelined adder shown in Fig. 2.2. The algorithmic latency equals
L add0 = 0 . Hence, the algorithmic latency in terms of clock cycles equals zero, while the clock period, T clk0 , is determined by the critical path, and denoted with dashed arrows in Fig. 2.2. A cascade of n LM 0 adders, yields an
increased critical path and thus T clk0 = nT add0 and the total algorithmic latency becomes L tot0 = nT add0 = 0 .
LM 1, corresponds to a pipelined adder, according to Fig. 2.2, with algorithmic latency, L add1 = 1 , while the clock period, T clk1 , is determined by the
delay of one adder T clk1 = T add1 . A cascade of n LM 1 adders yields an unchanged T clk1 and the algorithmic latency in the cascade becomes
L tot1 = nL add1 = n .
A fractional LM order is obtained by a cascade of n – 1 LM 0 adders followed by one LM 1 adder at the end, shown in Fig. 2.2. The algorithmic latency becomes L tot ( 1 ⁄ n ) = ( n – 1 )L add0 + L add1 = 1 and the clock period is
determined by critical path equal T clk ( 1 ⁄ n ) = ( n – 1 )T add0 + T add1 .
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Figure 2.2 Adders with different LM orders, and adders in cascade with
their corresponding critical path.
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2.2.3 Multiplication Latency
In fixed function DSP algorithms, the multiplications are usually performed by
applying the data sequentially and the constants in parallel using serial/parallel
multipliers, [109]. The result of the multiplication has an increased word
length, i.e., the sum of the data word length W d , and the constants number of
fractional bits W f , yielding W d + W f . For maintaining the word length a truncation or rounding must be performed, discarding the W f least significant bits.
A digit-serial multiplier produces D bits each clock cycle. Hence, the result
during the first W f ⁄ D clock cycles is discarded and the algorithmic latency
of the multiplication with LM 0 becomes
L mult0 =

W
------f .
D

(2.6)

It is not required that the number of fractional bits of the coefficient is an integer multiple of the digit-size, hereof the brackets
. However an alignment
stage has to be used in cascade for alignment of the digits. The amount of hardware is reduced but the algorithmic latency increases to the nearest integer
clock cycle. The execution time for the multiplier becomes
W
W
E mult = ------d- + ------f .
D
D

(2.7)

Introducing a pipeline register at the output yields a LM 1 multiplier and the
algorithmic latency increase with one clock cycle, according to Eq.(2.8). However the execution time is unchanged.
L mult1 =

W
------f + 1
D

(2.8)

2.2.4 Latch Level Pipelining
Pipelining can also be applied using latches [112]. The flank-triggered D flipflop can be designed using two level sensitive latches in cascade, where the
two latches are latching on opposite clock phase. Latch level pipelining is ob-

26

2 IMPLEMENTATION OF DSP ALGORITHMS

tained by propagating the first latch backwards into the logic net and thus split
the cascade of logic gates as shown in Fig. 2.3 b-c. This design technique is
used in the design of the arithmetic processing elements described in
Chapter 3.
Here follows a simplified throughput analysis of simple case of latch level
pipelining shown in Fig. 2.3. The pipeline with a D flip-flop designed with
two latches in cascade latching on opposite clock phases, shown in Fig. 2.3 b,
yields the critical path
T CP1 = 2T Logic + 2T Latch ,

(2.9)

where T Logic , and T Latch are the propagation delays for the logic gate, and for
the latch, respectively.
The latch level pipelining shown in Fig. 2.3 c, yields a critical path
T CP2 = 2T Logic + 2T Latch .

(2.10)

Hence, the critical paths are equal, T CP1 = T CP2 , and the throughput and latency are unchanged.
By merging the logic gates with the latches shown in Fig. 2.3 d the critical
path becomes
T CP3 = 2T ML ,

(2.11)

where T ML is the propagation delay for the latch with merged logic. Hence,
latch level pipelining with merged logic and latches yields an improvement of
the throughput if T ML < T Logic + T Latch .
The propagation delays are highly dependent on the complexity of the logic
gates and the latches. For example, a cascade of simple logic gates and latches
is probably slower than the merged counterpart, while merging complex gates
into the latches probably becomes slower than the cascade. This is a trade-off
that has to be made for each CMOS process and circuit style.

2.3 Maximal Sample Frequency
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Figure 2.3 Critical path analysis using latch level pipelining with merged
logic and latches.

2.3 Maximal Sample Frequency
Non-recursive algorithms have no fundamental upper limit of the throughput
in contrast with recursive algorithms that have under hardware speed constraints a maximum throughput, f max , limited by the loops [25, 86, 87] shown
in Eq.(2.12). T Opi is the total latency and N i is the number of delay elements
in the recursive loop i . The reciprocal T min is referred to as the minimum iteration period bound [87].
⎧ Ni ⎫
1
f max = ---------- = min ⎨ ---------- ⎬
T min
i ⎩ T Opi ⎭

(2.12)

It is convenient to divide T min into L min and T clk [30] as shown in Eq.(2.13)
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T min

⎧
∑ LOpk i ⎫⎪
⎧ T Opi ⎫
⎪
k
- = T clk L min ,
= max ⎨ ---------- ⎬ = max ⎨ T clki -----------------N i ⎬⎪
i ⎪
i ⎩ Ni ⎭
⎩
⎭

(2.13)

where L Op i is the algorithmic latency for operation k in the recursive loop i .
k
L min is determined by the algorithm and LM order that can be known before
the actual minimal iteration bound. The loop with L min is called the critical
loop.
An example taken from the case study IIR filter in Chapter 5 is shown in
Fig. 2.4. The critical loop is denoted with a dashed line. In this case is
L min = ( L sub + L add + L mult + L Qse ) ⁄ 2 .

xs.e(n)

T

a1

(2.14)

2yQ,s.e(n)

Q, s.e
2T

vQ,s.e(n)

Figure 2.4 Example of the critical loop in an IIR filter.

2.4 Algorithm Transformations
Algorithm transformations are used for increasing the throughput of algorithms or decreasing the power consumption. A tremendous amount of work
has been done in the past to increase the throughput. However these results can
be traded for low power using the excess speed to lower the power supply voltage, i.e., voltage scaling [14].
Pipelining, described in Section 2.2, is based on retiming. In non-recursive
algorithms, which are limited by the critical path, pipelining at different design
levels is easily applied to split the critical path and thereby increase the
throughput. In recursive algorithms limited by the critical loop, pipelining at
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the algorithm level is impossible. Methods called Scattered Look-Ahead pipelining or Frequency Masking Techniques [109, 110] can be applied introducing more delay elements in the loop and thus increase f max . The former
method introduce extra poles which have to be cancelled by zeros in order to
obtain an unaltered transfer function, this may cause problems under finite
word length conditions. Hence, Frequency Masking Techniques are preferable. However, pipelining at the logic level for split of the critical path by increasing the LM order is easily applied.
Another possibility is to use numerical equivalence transformations in order
to reduce the number of operations in the critical loop [105, 109]. These transformations are based on the commutative, distributive, associative properties
of shift-invariant arithmetic operations. Applying these transformations often
yield a critical loop containing only one addition, one multiplication, and a
quantization [105]. By rewriting the multiplication as a sum of power-of-two
coefficients the latency the can be reduced further yielding, for bit-serial arithmetic, L = W f independent on LM order [80]. The multiplication is rewritten
as sum of shifted inputs, introducing several loops. The shifting is implemented using D flip-flops in bit-serial arithmetic. The power-of-two coefficient that
require most shifting, i.e., largest latency, is placed as the inner loop and the
other coefficients is placed as outer loops in order with decreasing amount of
shifting. This technique can be expanded for larger digit-sizes than one.
Algorithm transformations for decreasing the amount of hardware and possibly power consumption often use sharing of subexpressions [80]. This is easily applied to the transposed direct form FIR filters, known as Multiple
Constant Multiplication [22] or applied to the direct form FIR filter using the
transposition theorem. The sharing of subexpression was merged with the filter design using MILP in [31], which obtains optimal number of adders given
the filter specification.

2.5 Implementation of DSP Algorithms
The implementation of the DSP algorithms can be performed by a sequence of
descriptions introducing more information at each step of the design.
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2.5.1 Precedence Graph
The precedence graph shows the executable order of the operations, which operations that have to be computed in a sequence, and which operations that can
be computed in parallel. It can also serve as a base for writing executable code
for implementation using signal processors or for use of implementation of
DSP algorithms using a personal computer. A method for obtaining the precedence graph is described in [109]. As examples the IIR filter in Fig. 2.4 yields
the precedence graph shown in Fig. 2.5. The critical loop is denoted with a
dashed line. The original and algorithm pipelined FIR filters shown in Fig. 2.1
yields the precedence graphs shown in Fig. 2.6. Hence, the original FIR filter
is a more sequential algorithm, with three operations in the longest sequence.
While algorithm pipelining has increased the parallelism in the FIR filter to a
fully parallel algorithm.
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Figure 2.5 The precedence graph for the IIR filter.
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Figure 2.6 The precedence graphs for the original and algorithm
pipelined FIR filter.

2.5.2 Computation Graph
By including timing information of the operations to the precedence graph a
computation graph is obtained [109]. This graph can serve as a base for the
scheduling of the operations. The shaded area indicates the execution time,
while the darker area indicates latency of the operations. The unit on the time
axis is clock cycles. The timing information is then later used for the design of
the control unit.
At this level of the design the LM order has to be chosen. Here we use three
different LM orders 0, 1/3, and 1. As examples, the computation graphs over
a single sample interval N i for the IIR filter and for the original FIR filter are
shown in Fig. 2.7 and Fig. 2.8, respectively. The As Soon As Possible (ASAP)
scheduling approach [109] has been used for the scheduling of the IIR filter.
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Figure 2.7 Computation graphs for LM 0, 1/3 and 1 implementations of
the IIR filter using D = 3 .
The scheduling strategy for the FIR filter is, the multiplications, which have
two outgoing branches, are scheduled As Late As Possible (ALAP) [109] in
order to minimize the shimming delays. The adders in the chain of delay elements are scheduled directly after each other in the same clock cycle. However, the LM 1 implementation requires a delay with one clock cycle for each
adder in the chain.
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Figure 2.8 Computation graphs for LM 0, 1/3 and 1 implementations of
the original FIR filter using D = 4 .

2.5.3 Operation Scheduling
Operation scheduling are generally a combinatorial optimization problem and
often also NP-complete. The operations in data independent DSP algorithms
are known in advance and a static schedule, which is optimal in some sense,
can be found before the next design level [109]. The contrary case is called dynamic scheduling, which is performed at execution time. We are interested for
the recursive algorithm to obtain maximally fast and resource minimal schedules, i.e., the schedule reach the minimum iteration bound with a minimum
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number of processing elements. For the non-recursive algorithm is the aim to
obtain a schedule that can be unfolded at an arbitrary degree.

2.5.4 Unfolding and Cyclic Scheduling of Recursive
Algorithms
To attain the minimum iteration bound it is necessary to perform loop unfolding of the algorithm and cyclic scheduling [90] of the operations belonging to
several successively sample intervals if
• the execution time for the processing elements are longer than L min , or
• the critical loop(s) contain more than one delay element [109].
In [105] the number of sample intervals m was derived for bit-serial arithmetic. It was extended for digit-serial arithmetic in [30, 53] and is repeated
here.
For digit-serial arithmetic a lower bound of m is derived in the following.
The execution time for a digit-serial PE is E PE = W d ⁄ D . The ratio between
E PE and L min determines the number of digits N D that need to be processed
concurrently, i.e., equal to the number of concurrent samples
N D = E PE ⁄ L min .

(2.15)

For simplicity, if only integer number of digits can be processed concurrently,
and for special cases, e.g., several critical loops, the minimal number of sample periods m required in the schedule is given by the inequality
m ≥ N D = W d ⁄ ( DL min ) .

(2.16)

In the case with a non-integer N D , a slack in the schedule occurs as for the
LM 1 implementation shown in Fig. 2.7. The slack can be handled in several
ways. First, using a multiplexed cyclic schedule over N D and N D sample intervals so the mean value equals N D . This strategy introduces additional
complexity, hardware, power consumption, and decreases the throughput.
Second, the approach in this work is to increase W d until N D = m , which in-
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creases the dynamic range beyond the specification. However, in a larger system the requirements on other parts can be relaxed.
Scheduling of the unfolded algorithm is feasible in spite of the fact that this
is NP complete problem. The LWDF filter is extremely modular and only has
internal loops in the Richards’ allpass structures yielding only one critical
loop. That allow us to make the scheduling in two steps, first, scheduling for a
single sample interval N i shown in computation graph, second scheduling for
several sample periods just by taking m sets of N i and delay them L min in
time. In the case with a non-integer L min , a non-uniform delay with alternating
L min and L min integer clock cycles between the sets N i can be used.
This aligns all samples with the same clock phase.
An example of a maximally fast schedule using D = 3 , LM 1 is shown in
Fig. 2.9.

x(3n)

x(3n+1)
x(3n+2)

N0
N1
N2

t
2y(3n+2) 3Lmin
2y(3n)
2y(3n+1)
Figure 2.9 Maximally fast schedule for the IIR filter using D = 3 , and
LM 1.

2.5.5 Unfolding and Cyclic Scheduling of Non-Recursive
Algorithms
In the FIR filter case the algorithm is extremely parallel and is non-recursive,
which makes the scheduling simple and allow us to perform the scheduling in
two steps, first the schedule for one sample period shown in the computation
graphs Fig. 2.8. The scheduling method described in Section 2.5.2, allow arbitrary amount of unfolding, hence m can be chosen freely. Second, the computation graph is duplicated m – 1 times, all m inputs start in the same clock
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period, similar to block processing [109]. An example of the unfolded schedule for the original FIR filter is shown in Fig. 2.10.

x(5n)
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x(5n+1)
x(5n+2)
x(5n+3)
x(5n+4)

y(5n)

N1

y(5n+1)

N2

y(5n+2)

N3
N4

y(5n+3)
y(5n+4)
t

Figure 2.10 Unfolded schedule for the original FIR filter using m = 5 ,
D = 4 , and LM 1.
The throughput of the non-recursive algorithm is determined by the execution
time for the digit-serial processing elements, shown in Eq.(2.1). If unfolding
is applied m – 1 times, m samples are computed in parallel, increasing the
throughput yielding
D
1
1
f sample = m ----------------------- = m ------- ⋅ --------- .
W d T clk
E PE ⋅ T clk

(2.17)

2.5.6 Mapping to Hardware
An isomorphic mapping [109], of the operations in the cyclic schedule to hardware yields a maximally fast and resource minimal implementation. The
branches in the computation graph with different start and stop time are
mapped to shift-registers, i.e., the time difference is referred to as slack or
Shimming Delay (SD) [109]. The shimming delay is registers implemented
using D flip-flops. Efficient and low power implementation of these is described in Chapter 4. Properties of a maximal fast implementation are that the
critical loop has no SD, i.e., the delay elements in the critical loop are totally
absorbed by the latencies of the operations in the loop. Isomorphic mapping to
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hardware also yields low power consumption, since the amount of dataflow
without processing data is low. The processing elements yields a good utilization grade, hence power down or gating of the clock only increase the complexity without reducing the power consumption.
x(nm)

x(nm+1) x(nm+2)

N0

SD

N1

N2

x(nm+m-1)
Nm-1

SD
Q
SD

y(nm) y(nm+1) y(nm+2)

y(nm+m-1)

Figure 2.11 Hardware structure for maximally fast implementation of the
IIR filter.
The hardware structure for the unfolded original FIR filter using D = 4 and
arbitrary m is shown in Fig. 2.12. The SD can be divided into internal SD inside each sample interval N i , and external SD between the sample intervals
N m – 1 and N 0 . The external SD is required due to that the delay elements in
the algorithm are not totally absorbed by the latencies of the processing elements.
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Figure 2.12 Hardware structure for the unfolded original FIR filter.
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3

PROCESSING
ELEMENTS

In this chapter, the design of the processing elements implementing arithmetic
algorithms is discussed. The algorithms can be regarded as digit-serial, with
bit-serial and bit-parallel as two special cases. However, for efficient implementation of the processing elements, different logic realizations have to be
used for different digit-sizes. The arithmetic algorithms of interest are addition, subtraction, and multiplication.
First are different number representations explained since this choice will
determine the processing elements significantly in many aspects, e.g., complexity, throughput, and power consumption.

3.1 Number Representation
The selection of binary number representation is important as the complexity
of the arithmetic operations depends on the choice. In this thesis two different
representations are used. First, two’s complement fix-point representation is
used due to its simplicity of implementation [61, 109]. Second, signed-digit
fix-point representation is used to represent fixed coefficients [5, 61]. These
two number representations are described in the following subsections.
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3.1.1 Two’s Complement
The two’s complement representation of the number x in the range
– 1 ≤ x ≤ 1 – Q , where Q = 2 – Wf , is written as
Wf

x 2C = – x 0 +

∑ xi 2

–i

,

(3.1)

i=1

where the bits x i ∈ { 0, 1 } and W f is the number of fractional bits. Hence, the
total word length is W d = W f + 1 .

3.1.2 Signed Digit
The signed digit representing of the number
– 2 + Q ≤ x ≤ 2 – Q , where Q = 2 – Wf , is written as
Wf

x SD =

∑ xi 2

–i

,

x

in

the range

(3.2)

i=0

where the bits x i ∈ { – 1, 0, 1 } .The signed digit-code is a redundant representation, i.e., several representations exist for a number.
A special case of signed digit representation is Canonic Signed-Digit Code
(CSDC) [5] in that each number has a unique representation. The CSDC representation of the number x in the range – 4 ⁄ 3 + Q ≤ x ≤ 4 ⁄ 3 – Q , where
Q = 2 – Wf for W d = odd , and Q = 2 – Wf + 1 for W d = even , is written as
x CSDC =

Wf

∑ xi 2

–i

,

(3.3)

i=0

where the bits x i ∈ { – 1, 0, 1 } . The average non-zero bits in a CSDC representation is W d ⁄ 3 and in the worst case the number of non-zero digits is
W d ⁄ 2 , which is equal to the average in two’s complement representation.
Traditionally, the CSDC has been used for decreasing the amount of hardware in constant multipliers, [109], since the number of non-zero bits in the
coefficient determine the number of full adders used in the multiplier.
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CSDC has another important feature, i.e., in two consecutive bits in a number at least one bit is zero yielding
xi ⋅ xi + 1 = 0

(3.4)

for i in range 0 ≤ i < W d – 2 . This has been used for increasing the throughput
of serial/parallel multipliers by enabling the use of latency model 2 adders,
[105].

3.2 Bit-Serial Arithmetic
The main circuit in many processing elements is the Full Adder (FA) or ( 3, 2 )
counter [20]. The function of the full adder is to count the number of “1” at the
three inputs x, y, z and the outputs sum and carry show the result in binary
format equal to ″number of ones″ = carry2 1 + sum2 0 . This corresponds
to the following Boolean equations
sum = x ⊕ y ⊕ z
carry = xy + xz + yz = xy + z ( x + y )

.

(3.5)

The corresponding gate level schematic using a three input XOR-gate for the
sum generation and a complex gate for the carry generation is shown in
Fig. 3.1.

x
y
z

=1
& >
&
>

sum
carry

Figure 3.1 Schematics for a full adder implementing Eq.(3.5).
The carry generation can be modified to suit implementation using two input
XOR gates in cascade for the sum generation and a multiplexer for the carry
generation, shown in Eq.(3.6)

42

3 PROCESSING ELEMENTS

⎧z
carry = ⎨
⎩y

x⊕y = 1

if

x⊕y = 0

.

(3.6)

The corresponding schematic at gate-level is shown in Fig. 3.2. In Chapter 4
it will be shown that the circuit implementations of XOR- and multiplexer
gates are similar. Hence, this realization of the full adder is highly modular.

x

=1

=1

y

0

z

1

sum
carry

Figure 3.2 XOR and multiplexer based full adder implementing the carry
in Eq.(3.6).

3.2.1 Bit-Serial Adder
In bit-serial arithmetic, [98], the numbers are commonly processed with the
least significant bit first. In bit-serial addition the two’s complement numbers
are added sequentially bit-by-bit by a full adder controlled by the clock clk as
shown in Fig. 3.3 a. The full adder produces a sum bit and a carry bit. The carry has to be saved by the D flip-flop in order to be added to the input words on
the next higher significant level in the next clock cycle. At the start of the computation, the input carry bit should be cleared, which is controlled by the clr
signal. This circuit is called Carry-Save Adder (CSA) since there is no carry
propagation. Hence the circuit can be used at high clock rates compared to parallel adders. The sum will be available after the propagation time of the full
adder t add0 , hence this adder is of latency model order 0. An adder with LM 1
is realized by pipelining with a D flip-flop at the sum output shown in
Fig. 3.3 b. The minimum clock period is determined by the delay of the full
adder and the propagation delay of the D flip-flop, t add1 .
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x
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FA

carry

sum
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D

clr

D

clr

a) LM 0

b) LM 1

Figure 3.3 Bit-serial adders with LM 0 and LM 1.
The full adder in Fig. 3.2 is used for efficient realization of the bit-serial adders
and the carry D flip-flop is designed using two latches in cascade latching on
opposite clock phases. The P-latch, P L , is latching on the positive phase when
the clock is high, and the N-latch, N L , is latching on the negative phase when
the clock is low. The bit-serial adder with LM 0 is shown in Fig. 3.4 a, where
the logic for the clearing of the carry is placed between the latches. In the LM 1
bit-serial adder it is possible to use latch level pipelining as shown in
Fig. 3.4 b.
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clr
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sum
PL carry

a) LM 0

x

=1 PL

y

PL

0

PL

1

clr

&

=1 NL sum
NL carry

b) LM 1

Figure 3.4 Realization of bit-serial adders with LM 0 and 1.

3.2.2 Bit-Serial Subtractor
Subtraction with two’s complement numbers can be performed by the bit-serial adder by adding the two’s complement of the input that should be subtracted. The input is inverted, i.e., one’s complement, and a least significant bit is
added, i.e., two’s complement, by setting the D flip-flop before each new computation as shown in Fig. 3.5. Hence, the complexity and performance in terms
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of throughput and power consumption is about the same as for the bit-serial
adder.

x
y

FA

diff
carry

D
set

Figure 3.5 Bit-serial subtractor, diff = x – y .

3.2.3 Bit-Serial Multiplier
Many DSP algorithms involve multiplication with fixed coefficients. This enables efficient use of serial/parallel multipliers, where the data x is in serial
form with the least significant bit first, and the coefficient α is in parallel
form, described by Eq.(3.7)

y = αx = α – x 0 +

Wd – 1

∑

xi 2

–i

= – αx 0 +

i=1

Wd – 1

∑

–i

αx i 2 .

(3.7)

i=1

The serial/parallel multiplier uses a shift-add algorithm to perform the multiplication. A block diagram for the LM 0 multiplier is shown in Fig. 3.6.

xi

a0

a1

&
zi

aWf

&
FA
D
1

D

&
FA

D

D

FA

yi

D

Figure 3.6 Block diagram for the serial/parallel multiplier with LM 0.
The shift-add algorithm is described in the following.
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(1)

The accumulator is initialized, the D flip-flops are cleared except
the D flip-flop marked with a “1” which is set.

(2)

The partial product x i α is computed by the AND-gates.

(3)

The partial product x i α is added to the accumulator.

(4)

The accumulator content is divided by 2, performed by a right shift.

(5)

Return to (2) until all x i has arrived, else go to (6).

(6)

Sign-extend the input data for W f clock cycles and add the sign
extended partial products and perform right shift in each cycle.

The sign-bit in the coefficient is subtracted by adding the two’s complement,
i.e., the most significant bit-slice is a subtractor, using the Baugh-Wooley algorithm [7]. This enables a free input that can be used for computing xα + z
or the full adder can be simplified to a half-adder. The sign-bit of the input data
x is handled by sign-extension of x during the last W f clock cycles. Hence,
the execution time for the multiplier is W d + W f clock cycles. The output word
length is extended from W d to W d + W f bits, hence the algorithmic latency is
L mult0 = W f . The product – 1 ⋅ – 1 = 1 is not handled since it requires an extra bit. The contribution to the critical path is equal to the delay of one ANDgate, and one full adder, totally t mult0 . A LM 1 multiplier is obtained by adding one D flip-flop at the output limiting the clock period and increasing the
algorithmic latency to L mult1 = W f + 1 .
Using isomorphic mapping of the algorithms to the processing elements introduce possibilities for increase of performance, since each processing element can be customized for its task. In this case, the parallel coefficient is fixed
and known. Hence, the multiplier can be simplified [109]. The AND gates can
be removed and the full adders with zero input can be replaced by a feed
through. This decrease the area and power consumption and increase the
throughput since the critical path is reduced to a delay of one full adder. Other
representation of the coefficient, e.g., CSDC may simplify the multiplier further since the more bits in the coefficient are zero. Another approach is to rewrite the multiplication as y = xα = ( – x ) ( – α ) , the coefficient – α may
have less non-zero bits [105].
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3.3 Digit-Serial Arithmetic
In digit-serial arithmetic the word is divided into digits, which consists of D
bits. Hence, for simplicity in implementation the word length should be an integer multiple of the digit size. The used word length in DSP algorithms, e.g.,
filters, and transforms, is often small and limited to W d ≤ 24 bits. The interesting range for the digit-size is therefore 1… W d ⁄ 2 . Increasing the digitsize beyond this range will only require larger word length. Hence, next larger
digit-size of interest is D = W d , i.e., bit-parallel arithmetic. Comparisons of
delay and power consumption of different implementations in Ordo sense, i.e.,
O ( f ( W ) ) , are more appropriate for larger word lengths. For short word
lengths the differences between, e.g., a linear, O ( W ) , and logarithmic,
O ( log ( W ) ) , dependence in the algorithm, are rather small. Other aspects such
as, routing, modularity, and complexity have a major impact on the area,
throughput, and power consumption.
The digit-serial processing elements discussed here are obtained using unfolding of the bit-serial processing elements [34], discussed in Section 3.2. A
silicon compiler called PARSIVAL for this unfolded digit-serial arithmetic
was reported in [33].

3.3.1 Digit-Serial Adder
Unfolding of a bit-serial adder D – 1 times yields a digit-serial adder with an
increased critical path due to the rippling carry, denoted with the thick line,
shown in Fig. 3.7. The critical path cannot be pipelined due to the carry loop.
However, the logic depth in the carry ripple chain can be reduced by rearranging the Boolean equations in Eq.(3.5). It is useful to define the sum and carry
as a function of some intermediate signals, g = xy carry generate, and
p = x ⊕ y carry propagate. Note that the functions g, p , are not dependent
on the third input z , which is intended for the input carry. A carry output is
generated by the full adder or the carry input z is propagated. The sum is obtained by inspection of Eq.(3.5), yielding
carry = g + pz
sum = p ⊕ z

.

(3.8)
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Figure 3.7 Digit-serial adder obtained by unfolding of a bit-serial adder.
To reduce the critical path, the carries can be calculated in advance using the
Carry-Look-Ahead (CLA) technique [72]. The input carry z in Eq.(3.8) can
be eliminated by recursive expansion yielding
c Wd = g Wd – 1 + p Wd – 1 ( gWd – 2 + pWd – 2 ( … + p 1 ( g 0 + p 0 c0 ) ) ) ,

(3.9)

where c 0 is the input carry at the least significant level. The large fan-in and
fan-out of some signals of the circuit makes it slow for larger word lengths.
Implementations of Eq.(3.9) is usually limited to a word length of 3−5 bits.
Ladner and Fischer [62] introduced the minimum depth prefix adder, based
on earlier theoretical work by Ofman [78]. Prefix adders are based on a the
prefix or dot-operator, which perform the following function on the tuple
( g, p ) i • ( g, p ) j = ( g i + p i g j, p i p j ) .

(3.10)

The carry bit in any position can be computed by a chain of dot-operations
( c, p ) i + 1 = ( g, p ) i • ( g, p ) i – 1 • … • ( g, p ) 0 .

(3.11)

The dot-operator has two essential properties that can be exploited for increasing the parallelism of Eq.(3.11). Firstly is it associative i.e.,
( g, p ) h…j • ( g, p ) j…k = ( g, p ) h…i • ( g, p ) i…k

(3.12)

where the bits h > i ≥ j > k . Secondly it is idempotent so
( g, p ) h…j • ( g, p ) j…k = ( g, p ) h…k .

(3.13)
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The prefix adders can be divided into three different stages. The first stage
computes the carry generate, g , and carry propagate, p , second stage is the
prefix stage which computes all the carries, and the final stage computes the
sum, shown in Fig. 3.8. The different prefix adders are distinguished by the
structure of the prefix stage.

x

y

Progagate, generate stage
Prefix stage

sum stage
sum
Figure 3.8 The prefix adder structure.
The associative property allows the precomputation of sub-terms of the prefix
equations, which means the serial iteration implied by the prefix equation
Eq.(3.11) can be parallelized and computed in a binary tree, which was used
by Ladner & Fischer [62]. The lateral fan-out increases with the depth in the
binary tree, reaching W d ⁄ 2 . This fan-out problem was addressed by Kogge &
Stone [59], which use the idempotent property described in Eq.(3.13). They
use a massive overlap of the sub-expressions limiting the lateral fan-out to unity, at an extensive cost of wiring complexity. In [58] it is shown that Ladner &
Fischer and the Kogge & Stone minimum depth prefix adders are just the two
extremes with respect to fan-out and wiring complexity of a family of adders
which accommodates a trade-off between fan-out and wiring complexity. A
non-heuristic area optimization and synthesis of parallel prefix adders under
given timing constraints was presented in [117], enabling optimization between the serial prefix adders and the minimum depth parallel prefix adders.
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The effects of wire delay in deep-submicron CMOS processes are investigated
in [40], showing that capacitive wire coupling has to be taking into account.
The high lateral fan-out problem can be reduced by increasing the logic
depth, this was addressed by Brent & Kung [13]. They restrict the lateral fanout to unity without the explosion of wires as in the Kogge & Stone adder. An
8-bit Brent-Kung prefix stage is as shown in Fig. 3.9. An inverse binary tree is
also needed to realize all carry bits, the dashed dot-operators. Larger carry
trees are simply obtained by observing the modularity shown by the dashed
boxes. The Brent-Kung adder is modular and has simple routing, which yields
compact layouts.
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p6,g6
p4,g4
p2,g2
p0,g0=c1
p7,g7
p5,g5
p3,g3
p1,g1
Figure 3.9 The prefix stage of an 8-bit Brent-Kung adder.
The Ladner-Fischer structure has been used in a hybrid with prefix and a Conditional Sum adder [96] presented in [64] which allows bit-level pipelining.
The hybrid adder yields an increased area due to the overhead in the conditional sum part but is promising in high throughput and low power operation.

3.3.1.1 Digit-Serial Ripple-Carry Adders
A highly modular structure for digit-serial Ripple-Carry-Adders (RCA), is obtained by using the serial prefix adder, based on the carry ripple chain in
Eq.(3.11). Only a part of the dot-operator is required, i.e.,
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g i + 1 = g i + p i g i – 1 . The adder without pipelining of the sum outputs is
shown in Fig. 3.10 a, yielding LM 0.
By pipelining the sum output a LM 1 adder is obtained, shown in
Fig. 3.10 b. The structure is suitable for latch level pipelining, i.e., the carry
D flip-flop and some D flip-flops for the sum are divided into two latches,
which are latching on opposite clock phases, the P- and the N-latch. The Platch is propagated backwards into the data path and split the carry-chain into
two paths with equal logic depths. The latch level pipelining will reduce the
ripple in the carry chain and enable merging between the latches and logic enhancing the throughput, as shown by comparing the throughputs in Fig. 3.16
and Fig. 3.20.
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Figure 3.10 Modular digit-serial adders based on serial prefix ripplecarry adders.

3.3.1.2 Digit-Serial Carry-Look-Ahead Adders
To reduce the logic depth a parallel prefix adder may be used. However another CLA adder of interest is the ELM-adder [55], which was discovered by the
synthesis tool FACTOR [41]. This synthesis tool attempts to minimize the
communication complexity between cells, which lead to fewer and shorter interconnects. In the ELM adder, the sum is computed by partial sums, ps , in a
binary tree. The partial sums are updated with “generate” and “propagate” information from the sub-trees. Hence, the final stage for computing the sums is
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incorporated in the binary tree, yielding a minimal logic depth. An 8-bit ELMadder is shown in Fig. 3.11 together with its four basic cells. The interconnect
is short and simple yielding compact layouts.
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Figure 3.11 An 8-bit Carry-Look-Ahead adder of ELM type, and its’ basic
cells.
A comprehensive comparison of different parallel adders using the static
CMOS logic style was performed in [73]. The best adder with respect to energy consumption was the ELM-adder. The comparison in [55] shows that the
ELM-adder outperforms the Brent-Kung (BK) adder, in terms of throughput.
Using the differential logic style presented in Section 4.5, i.e., no inverters
are required, the delays are proportional to log 2( W d ) + 1 , and log 2( W d ) + 2
for the ELM- and BK-adders respectively. For shorter word lengths, the difference in delay is larger, hence the ELM-adder is faster than the BK-adder for
implementing digit-serial adders. The wiring complexity is lower for the
ELM-adder, 2W d log 2( W d ) + W d compared with 3W d log 2( W d ) for the BKadder. The areas of the adders are about the same. In digit-serial adders, the
most significant carry must be computed and stored for computing the next
n
digit. In the ELM-adder this carry is only present for D = 2 , where n is a
positive integer. Two different solutions have been implemented. The first solution, a D + 1 wide ELM-adder has been used and the most significant bit-
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slice has been modified to compute the sum without inputs, i.e., the same as
calculation of the carry, shown to the left in Fig. 3.12. The dashed parts are removed or changed and the outputs that are crossed are not any longer used.
The second solution is to use a hybrid of the ELM- and BK-adder, denoted
ELM-BK adder. A D bit wide ELM-adder is complemented with a BrentKung carry tree for the output carry. The ELM-adder uses the same strategy
for implementing the carries, hence, the calculation of output carry only requires a few extra gates and the rest can be shared with the ELM-adder. For
digit-size, 2, and 3 the circuits are the same.
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Figure 3.12 Most significant part from the ELM-adders with different
carry generation, D = 7 .
The P-gates in the ELM-adder, that are not loaded and are only used for larger
word lengths, are removed to minimize area and power consumption. The bitslice order has been changed to 1, 2, …, D ⁄ 2 , D, D – 1 ,… , D ⁄ 2 + 1 ,
since the output carry is connected to the least significant bit-slice. This strategy minimizes the load at the carry output. In the least significant bit-slice, a
resetable third input, for the feed back of the carry, is required. The changes
are shown in Fig. 3.13, where the C-gate implements the carry part of Eq.(3.5).

3.3 Digit-Serial Arithmetic

53

c1 s0
E
C E
y0

x0

c0

Figure 3.13 Changes in the least significant bit-slice of the ELM adder,
enabling a carry input.
For comparison between the bit-serial, digit-serial, and parallel adders a 24 bit
wide ELM-adder has been implemented.

3.3.1.3 Implementation of Digit-Serial Adders
The circuits are implemented using a standard 0.35 µm 3–metal layer CMOS
process [1], using the differential logic style (DN-logic) presented in
Section 4.5, which is based on the Differential Cascade Switch Logic
(DCVSL) [84]. Estimates of throughput and power consumption are obtained
by HSPICE simulations of netlists extracted from the layouts, including parasitic capacitances. The same basic gates have been used within all implementations with equal transistor widths for all transistors, W N = W P = 1 µm .
With these transistor widths, all gates obtained equal rise and fall times. The
transistor widths can be made equal due to that the DCVS logic is a ratioed
logic style and the NMOS logic nets fights with the cross-coupled pull-up
PMOS transistors, which is further described in Section 4.4. The used power
supply voltage is equal to V dd = 2 ( V TP + V TN ) = 2.5 V where V TP and
V TN are the threshold voltages of the PMOS- and NMOS- transistors, respectively. This power supply voltage has been shown as optimum in low energy
consumption with maintained speed, [14]. The simulation setup is shown in
Fig. 3.14. To get a more natural environment for the Device-Under-Test
(DUT) the same device has been used to drive the inputs as well as a load at
the output. A uniformly distributed random sequence of 400 test vectors has
been used as stimuli.

54

3 PROCESSING ELEMENTS

X
0
Y
0

DUT

+

+

+

S

+

0

Figure 3.14 The simulation setup for comparison.

3.3.1.4 Result for Adders with Latency Model 1
The chip areas versus digit-size for each implementation of the adders with
LM 1 are shown in Fig. 3.15. The area for the parallel adder,
A parallel = 53000 µm 2 , is not included in the figure for scaling reasons. The
CLA adders are about 30 percent larger than the RCA adder.
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Figure 3.15 Chip area for the LM 1 adders versus the digit-size.
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The throughputs versus digit-size for the implementations with LM 1 are
shown in Fig. 3.16. For the digit-sizes, D=2, 3, 4, the RCA has respectively 15,
20, 14 percent higher throughput than the CLA counterpart. This is due to
complex carry generation circuit, C-gate, in the least significant bit slice of the
CLA, which limits the throughput. For larger digit-sizes, the throughput is limited for the RCA due to the long carry ripple chain, while the throughput for
the CLA increases almost linearly. The hybrid ELM-BK adder increases the
throughput with 13 percent compared with the ELM-adder. This is due to the
better driving capability of the G-gate compared with the S-gate generating the
carry output. In both cases the critical gate limiting the speed is the complex
C-gate in the least significant bit-slice. The bit-serial and parallel adders are
two extremes with the smallest and largest throughputs, respectively.
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Figure 3.16 Throughput versus digit-size for the LM 1 adders.
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The energy consumption per computed bit or Power Delay Product (PDP) is
defined as
P adder
E = --------------,
f max D

(3.14)

where P adder is the power consumption, f max is the maximum clock frequency and the D digit-size for the adder. The energy consumption per computed
bit versus digit-size is shown in Fig. 3.17. The energy consumption for the
RCA adders is almost constant. While it increases with the digit-size for the
CLA and is similar for the ELM and the ELM-BK adders. The bit-serial adder
has the lowest energy consumption and the parallel adder has the highest.
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Figure 3.17 The energy consumption versus the digit-size for the LM 1
adders.
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Hardware duplication/interleaving can be used to meet a fixed throughput requirement. If we have a throughput requirement of f req. , the required amount
of hardware is
f req.
-,
n = ------------f max D

(3.15)

and the total power consumption becomes
f req
P
P tot = nP = -------------- P = f req ⎛ --------------⎞ = f req E .
⎝ f max D⎠
f max D

(3.16)

Hence, comparing the power consumption during hardware duplication is the
same as comparing the energy consumption per computed bit for a single
adder, neglecting the overhead caused by the parallelism. However, the area
and the number of adders working in parallel should be considered, since the
hardware duplication requires sufficient parallelism in the algorithm.
Example 1: If the required throughput is 250 M additions/s with a word
length, W d = 24 bits, the number of required adders is
n = 250 ⋅ 10 6 ⋅ 24 ⁄ Throughput adder .

(3.17)

For simplicity and not favoring some adder, non-integer numbers of adders are
allowed in this comparison. Rounding upwards to integer number of adders
and at the same time decrease the clock frequency accordingly to exactly fulfill the throughput requirement, will only affect the area, the power consumption will stay the same, neglecting the increase of routing. For maximum
utilization of the circuits, the digit-size should be an integer factor of the word
length, but for the same reason as above this factor is allowed to be non-integer. The power consumption versus area is shown in Fig. 3.18, the numbers in
the figure denote the digit-size. The overhead, due to the parallelism, is neglected in this comparison. The optimum for low area and power consumption
is the bit-serial approach. However, this requires the most number of adders
and thus the most parallel algorithm. If the required number of adders is restricted by the algorithm, the optimum is reached by using the smallest possible digit-size that fulfills the throughput requirement with the maximum
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allowed number of adders in parallel. With a digit-size of D=2–3, 6–8 the CLA
is the optimum, for D=4–5 the RCA is the optimum. The RCA adder with digit-size D=6–8 should not be used since the number of required adders is equal
or higher than using D=5 yielding an increase in area and the power consumption is about the same.
One can predict that using a non-differential logic style for the parallel
adder will improve the result as indicated in [100], where the power consumption was almost equal for the parallel- and digit-serial adders. Taking the overhead caused by the parallelism into account, the optimum digit-size may
increase as indicated in [14], since the required number of adders will be reduced.
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Figure 3.18 Power consumption versus area for hardware duplication
using LM 1 adders.
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Another approach for comparison of power consumption for a constant
throughput is to use the excess speed for voltage scaling [14]. The simulation
results are shown in Fig. 3.19. This shows that the power consumption decrease with the digit-size. Using RCA adder a minimum is obtained for
D = 7 , for larger digit-size the increasing critical path limits the throughput.
The power supply voltage for the RCA adder is reduced from 2.5 V down to
1.35 V. For the CLA adder the minimum power consumption is obtained using
the bit-parallel adder, which uses a power supply voltage of only 0.95 V.
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Figure 3.19 Voltage scaling for constant throughput using LM 1 adders.

3.3.1.5 Result for Adders with Latency Model 0
Since the hybrid ELM-BK adder in terms of throughput and energy consumption outperforms the ELM-adder, only the former has been used. The area of
each implementation is about the same as the LM 1 implementation.
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The throughput versus digit-size for the implementations with LM 0 is
shown in Fig. 3.20. The throughput for the ELM-BK adder is higher than for
the RCA adder for all digit-sizes. However, the CLA does not increase the
throughput as much as in the case with LM 1 adders. Compared with the LM 1
adders, all the circuits have a lower throughput. This is due to increased ripple
and larger logic depth since the carry register could not be merged totally with
the adder.
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Figure 3.20 Throughput versus the digit-size for the LM 0 adders.
The energy consumption versus digit-size is shown in Fig. 3.21. The energy
consumption for the RCA adder is almost constant with a small decrease versus increasing digit-size. This is due to that the clock load is the same for all
RCA adders, and the ratio between the power consumption in the clock and
logic is decreasing. The energy consumption for the ELM-BK adder increases
with the digit-size due to increasing number of logic gates per produced bit.
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Figure 3.21 The energy consumption versus the digit-size for the LM 0
adders.
“Example 1:” on page 57 is used for comparison of the LM 0 adders in case of
constant throughput obtained by hardware duplication. The total power consumption versus area is shown in Fig. 3.22. Also in this case the bit-serial
adder is the optimum from points of view of small area and low power consumption. When the algorithm restricts the parallelism, using a minimum digit-size that will fulfill the throughput requirement with maximum number of
adders in parallel yields an optimum solution from points of view of low power consumption and small area. In this case, for D=2, 3 the ELM-BK adder is
the optimum. For D=4–8 the RCA is the optimum. The power consumption
for the bit-serial adder LM 0 is decreased with 40 percent compared with the
LM 1 adder due to reduced clock load.

62

3 PROCESSING ELEMENTS

5
8
RCA
ELM−BK
Bit−Serial
Bit−Parallel

4.5

Power consumption [mW]

2
4
8

3.5
2
3

2.5

2

0

2

4

6

8

10
2

Area [(µm) ]

12

14

16
4

x 10

Figure 3.22 Power consumption versus area for hardware duplication
using LM 0 adders.

3.3.2 Digit-Serial Multiplier
In fixed coefficient multiplication, a more complex number representation of
the coefficients can easily be used, e.g., CSDC [5]. This code has traditionally
been used for decreasing hardware complexity, area, and power consumption.
We will show that it also can increase the throughput and shorten the latency
of digit-serial/parallel multipliers based on unfolded bit-serial/parallel multipliers by reducing the critical path.

3.3.2.1 Unfolding of Bit-Serial Multiplier
By unfolding the bit-serial/parallel multiplier in Fig. 3.6 D – 1 times, a digitserial/parallel multiplier with digit-size D is obtained. An example with
D = 3 is shown in Fig. 3.23.
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Figure 3.23 Digit-serial multiplier obtained by unfolding of the
serial/parallel multiplier, D = 3 .
For the digit-serial/parallel multiplier the input should be sign-extended for
W f ⁄ D clock cycles, yielding an algorithmic latency of
L digit-mult0 =

Wf ⁄ D .

(3.18)

By adding a pipeline register at the output a LM 1 multiplier is obtained increasing the algorithmic latency with one clock cycle. The T clk is determined
by three different paths, which may be critical, denoted with thick lines in the
figure. First, the carry-ripple chain of D full adders in each bit-slice, second,
the propagating sum through D full adders in D different bit-slices, and third,
a mix of the two former. The carry-ripple chain can be shortened by using
CLA techniques, but then the propagating sum path increases instead. The
propagating sum path can be pipelined at a relatively high cost in number of
flip-flops and increased power consumption. Additionally, the algorithmic latency increases with one clock cycle with each pipeline stage. Hence, the maximum throughput for multipliers based on the unfolding technique is limited
by the propagating sum path.
The number of fractional bits in the coefficient is not assumed to be a multiple of the digit-size. In that case, an alignment stage at the output of the multiplier is required to align the bits in the input and output digits by shifting
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W f ⁄ D D – W f times, requiring equal number of D flip-flops, i.e., at most
D – 1 . However, the alignment stage does not increase the latency and
Eq.(3.18) is still valid. This makes this multiplier suitable for implementing,
e.g., digital filters where the data and the coefficient world lengths usually are
independent.

3.3.2.2 Fixed Coefficient Digit-Serial Multipliers
Fixed coefficient multiplication enables the use of an effective code of the coefficient such as CSDC. CSDC has an important feature, i.e., in two consecutive bits in a number at least one bit is zero, shown in Eq.(3.4). This has been
exploited in [104] for increasing the throughput of bit-serial multipliers enabling the use of LM 2. A part of a digit-serial multiplier with D = 3 using
CDSC for the coefficient is shown in Fig. 3.24. The negative bits in the coefficient are handled in the same manner as the sign-bit of the coefficient in the
bit-serial/parallel multiplier.
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Figure 3.24 A part of a digit-serial multiplier with D = 3 using CSDC.
Since the coefficient is fixed, the generic multiplier can be simplified, [109].
First, replace the AND-gates in each bit-slice with non-zero coefficient bit
with a feed through. Second, remove the AND-gates and replace each full
adder with a feed through in the bit-slices with zero coefficient bit and remove
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the carry D flip-flop. The multiplier in Fig. 3.24 is simplified and the result is
shown in Fig. 3.25.
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Figure 3.25 A part of the simplified digit-serial multiplier with CSDC,
D = 3.
The propagating sum path reduces to D ⁄ 2 full adders, which yields an estimated improvement of throughput and latency between 50 and 100 percent.
Note, that this is the worst-case scenario, since in average only W ⁄ 3 of the
coefficient is non-zero. In special cases, when the coefficient has two consecutive zeros between every non-zero bit, the throughput increases and the number of full adders decreases further. The dashed frames can be recognized as a
pipelined digit-serial adder with D = 2 . Hence, the multiplier with D = 2
becomes a cascade of pipelined digit-serial adders, shown in Fig. 3.26.
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Figure 3.26 Digit-serial multiplier with D = 2 , as a cascade of LM 1
digit-serial adders.

3.3.2.3 Logic Realization for the Digit-Serial Multiplier
A suitable structure for the adders in the multiplier is the RCA adder in
Fig. 3.10. The adder is suitable for latch level pipelining, this will however require a pipelined sum for the most significant half of the sum, i.e., the bits
{ Di, Di + 1, …, Di + D ⁄ 2 – 1 } . The use of CSDC coefficients will provide
that for D = { 2 ,3 ,4 } . An example with D = 3 is shown in Fig. 3.27. The Sgate has the logic function, S = x ⊗ ( s ⋅ clr ) , which is used to clear the sum
registers at the start of each new computation. With this structure, the digitserial multiplier obtains the same throughput as the pipelined digit-serial RCA
adder, Fig. 3.10, for D = { 2 ,3 ,4 } . However, for larger digit-sizes the carry
chain logic depths get unbalanced and the throughput decreases, due to that
only the two most significant sum output bits in each bit-slice are pipelined.
Applying various CLA techniques for the upper carry chain part will decrease
the logic depth of the carry chain, but instead will the logic depth for the propagating sum increase and limit the throughput. Hence, CLA techniques are not
suitable for increasing the throughput in this type of digit-serial/parallel multiplier. In special cases, with two consecutive zeros between every non-zero
bit, the unfolded digit-serial/parallel multiplier increases the range of useful
digit-size to D = 6 , with three consecutive zeros the range is extended to
D = 8 . At least three consecutive zeros can be obtained by rewriting the coefficient as a sum of two coefficients with every second non-zero bit in the coefficients, an example is shown in Eq.(3.19)
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α = { 01010 – 101 } = α 1 + α 2 = { 01000 – 100 } + { 00010001 } .

(3.19)

Hence the multiplication is rewritten as a sum of two multiplications. The cost
is an increased latency with one clock cycle, which however is shorter due to
the decreased critical path.
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Figure 3.27 A part of a latch level pipelined digit-serial multiplier with
CSDC, D = 3 .

3.3.2.4 Results for the Digit-Serial Multiplier
The implementation is performed in a standard 0.35 µm digital CMOS process [1] using a differential logic style (DN-logic) that is highly suitable for
implementations of DSP algorithms described in Section 4.5. Estimates of the
throughput and energy consumption of the filters are obtained with HSPICE
simulations of extracted netlists from the layout of digit-serial RCA adders described in Section 3.3.1.1.
A comparison of the throughput for the digit-serial/parallel multiplier with
two’s complement and CSD coding of the coefficients is shown in Fig. 3.28,
using worse case delays for both multipliers. It shows that the CSD code increase the throughput with at least 56 percent for D = 5 . The largest enhancement with 150 percent is for D = 4 . However, not only the throughput and
latency are improved but also the power consumption is lower since the num-
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ber of full adders is reduced in average with 33 percent. Also the clock load is
decreased since the number of flip-flops is reduced with the same amount. A
quantitative comparison of power consumption is not considered, since the
power consumption is largely dependent on the coefficient and the worst case
using two’s complement coefficient will generate a simple CSDC coefficient
and vice versa.
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Figure 3.28 Throughput versus digit-size for the two’s complement and
the CSDC digit-serial/parallel multipliers.
A comparison of the throughput of the CSDC digit-serial/parallel multiplier
and RCA and CLA adders using worse case delays is shown in Fig. 3.29. It
shows as it was expected that the multiplier and the fastest adder have the same
throughput for D = { 2 ,3 ,4 } . For larger D the CSDC multiplier will limit the
throughput compared with the RCA and the CLA adder. Compared with the
RCA adders, the throughputs of the CSDC multipliers are decreased with 41,
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34, 33, and 29 percent for D = { 5 ,6 ,7 ,8 } respectively. However, for the
two’s complement multipliers, the throughput is decreased with about 60 percent for D = { 5 ,6 ,7 ,8 } . For the special case with two consecutive zeros between every non-zero bit in the coefficient, the throughput of the CSDC
multiplier with D = { 5 ,6 } will reach the RCA adders’ throughput but still
has a smaller throughput than the CLA adders.
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Figure 3.29 Throughput versus digit-size for the digit-serial/parallel
multiplier with CSDC coefficient and digit-serial adders.
For utilizing the high speed of the CLA adders another more complex multiplier structure allowing bit-level pipelining has to be used, [15, 32, 74, 75]. A
comparison of the different bit-level pipelined multipliers is performed in [65],
showing that the most promising in terms of throughput and power consumption is the multiplier in [32]. This multiplier is based on generalized shift-accumulation and is shown in Fig. 3.30. The shift-accumulator uses a redundant
representation of the digits stored in an arbitrary number of registers. The re-
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dundant representation is reduced down to two digits by the digit-serial CarrySave Adder tree, (CSA). Finally the output digit is produced by a Carry-Propagate Adder, (CPA), which can preferably be replaced by a carry-look-ahead
adder. The pipeline level can be chosen during the design process down to the
bit-level. However, using this high degree of pipelining, the algorithmic latency becomes high, which may decrease the throughput of recursive algorithms.
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Figure 3.30 Digit-serial multiplier based on generalized shiftaccumulation.

3.4 Conclusions
3.4.1 Conclusions for Implementation of Digit-Serial Adders
For a fixed throughput requirement, which is reached with interleaving, for
non-recursive DSP algorithms, with unlimited parallelism, the bit-serial ap-
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proach was found to be the optimum choice from points of view of small area
and low power consumption. The bit-serial approach compared with the parallel approach reduces the power consumption with 35, and 49 percent, and the
area is reduced with 89, and 91 percent, for the pipelined, and non-pipelined
adder respectively, neglecting the overhead caused by the increased parallelism. For recursive algorithms, with limited parallelism, the optimum is to use
the lowest possible digit-size that will not exceed the maximum allowed number of adders in parallel and still fulfill the throughput requirement. The serial
prefix based Ripple-Carry digit-serial adder is preferable for high throughput
using D = 2…4 . For larger digit-sizes the CLA based on the combination of
ELM and Brent-Kung adder is preferable. A comparison with the promising
hybrid CLA, Conditional sum adder [64] is difficult, since it is implemented
in another CMOS process.
Using voltage scaling for constant throughput the result is just the reverse,
i.e., the power consumption decrease with increasing digit-size and using the
bit-parallel adder results in minimum power consumption at a cost of increasing area.
These effects can be seen in a more realistic case of implementing non-recursive and recursive algorithms in Chapter 5.

3.4.2 Conclusions for Implementation of Digit-Serial
Multipliers
The digit-serial/parallel multipliers based on unfolding of a serial/parallel multiplier in combination with CSD coding of the coefficients can be used for efficient implementation with increased throughput and decreased power
consumption compared with using two’s complement coefficients. The coefficients are not divided into digits. This makes the multiplier suitable for implementing digital filters, where the data and coefficient word lengths usually
are independent. The CSD code increases the throughput between 56 to 150
percent compared with the two’s complement counterpart, comparing worst
case delay. This is due to the reduced critical path. For D = { 2 ,3 ,4 } the multiplier has the same throughput as a digit-serial RCA adder, which has for this
digit-size range a higher throughput than the CLA adder. For larger D the
multiplication can be rewritten as a sum of two multiplications, which yields
an increased throughput, equal to the throughput of the digit-serial RCA adder.
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The latency increases with one clock cycle due to the cascaded adder, but the
clock period is reduced due to the reduced critical path in the multipliers.
For higher throughput, a multiplier pipelinable at the bit level has to be
used. A promising candidate is based on generalized shift-accumulation [32].

4

LOGIC STYLES

In this chapter several logic styles are evaluated from throughput and power
consumption points of view. Several aspects besides functionality are discussed, i.e., clock load, clocking strategy, switching activity, number of
switching nodes, number of stacked transistors, and number of transistors required for implementation of logic gates and latches. The complexity of the
gates and layout aspects are also discussed. In Section 4.5 we propose a robust
logic style for high speed and low power operation. Finally, we perform a
comparison of the different logic styles in Section 4.7. As design object a multiplier for complex valued data based on distributed arithmetic is used.

4.1 The Choice of Logic Style
The selection of the logic style involves a trade-off among a number of aspects, e.g., speed, robustness, area, power consumption, power supply voltage.
In this section we focus on speed and power consumption.

4.1.1 Circuit Techniques for Low Power
The first choice that should be made is whether to use static or dynamic logic
styles. In static logic styles, all signal nodes always have a closed path to the
power supply rails. This implies that leakage currents do not effect the stored
information since the lost charge is restored from the power supply. The cost
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to obtain static logic is complementary switching nets, which tend to increase
the capacitive load on the switching node yielding a slower gate. An example
is the commonly used static CMOS logic [112], which uses two complementary switching nets using PMOS and NMOS transistors. An alternative to obtain static logic is to use NMOS-logic with a passive or active load, which
however is less attractive for low power operation. Dynamic logic styles are
used for increasing the speed of the gates. In this type of logic the information
is stored in stray capacitances. These nodes are sensitive for leakage currents
and should be used or restored within a time limit. This is often not a problem
in implementation of high performance DSP algorithms, since the clock period
is short and the dynamic nodes are restored in time. In cases, when using gate
clocking for unused parts of the chip, a semi-static logic style can be used. This
logic style is static during one of the clock phases and dynamic in the other.
Hence, semi-static logic utilizes the speed of the dynamic logic and avoids
problems with leakage. The noise margin for dynamic or semi-dynamic logic
styles is often reduced and equals the threshold voltage V T [67].
One of the complementary switching nets can be eliminated by the use of
precharging [115]. This yields a faster circuit since the capacitive load is reduced. Precharging on the other hand increase the switching activity yielding
increased power consumption. Hence, this technique should be avoided in low
power applications.
An alternative approach to reduce the capacitive load at each signal node is
to only use the stronger NMOS transistor for implementation of the complementary switching nets. An example of this is the Differential Cascade Voltage Switch Logic [84], DCVSL, described in Section 4.4.2. The
transconductance for the NMOS transistor is 2 – 4 times higher than for the
PMOS transistor of the same size, due to the higher electron mobility compared to the hole mobility [101]. As a result, the size of the NMOS transistors
can be reduced, decreasing the capacitive load. Exclusive OR gates (XOR) are
extensively used in arithmetic units. Since the standard CMOS XOR gate requires complementary inputs, single-rail logic requires additional inverters.
This gives differential logic, which does not require additional inverters, a potential for high performance in arithmetic units. An alternative is to use one of
the many special pass transistor circuits for implementation of the XOR gates.
The design effort is also reduced since the number of gates to design is fewer.
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AND/NAND or OR/NOR is realized by the same circuit, with interchanged
inputs or outputs.
The power consumption is easily reduced by voltage scaling, shown in
Eq.(1.2). However, the propagation delays of the circuits increase at the same
time, shown in Eq.(1.3). Hence, a logic style with low voltage scaling sensitivity, i.e., small increase of the propagation delay then lowering the power
supply voltage, is of interest. An alternative is to reduce the voltage swing at
the signal nodes, lowering the power consumption according to Eq.(1.5). The
cost for this is reduced noise margin and need of swing restore circuits.
In digit-serial implementations not only the logic implementation is of interest since clocked registers, i.e., flip-flops or latches, are extensively used. A
large portion of the power consumption in the registers is caused by the driving
the clocked transistors. Hence, a small number and small size of clocked transistors are important for low power operation. Also the complexity of the registers is interesting since a large number of transistors corresponds to an
increased capacitive load and power consumption.
Merging of the logic and latches increases the speed significantly and decreases the power consumption due to fewer switching nodes, reduced glitches, and reduced logic depth. In bit-serial implementations most of the logic can
be merged with the latches and in digit-serial implementations large parts of
the logic can be merged.
The clocking strategy is important for robustness as well as power consumption points of view. The simplest clocking strategy is the True Single
Phase Clocking scheme, (TSPC), where only one clock is used [115]. To obtain a robust and low power clocking scheme, low sensitivities for slow clock
slopes and for clock skew are required. This significantly simplifies the design
of the clock distribution network and the size of the clock drivers can be reduced.

4.1.2 A Small Logic Style Survey
Several logic styles have been proposed, which aims at low power consumption and high speed while using a low power supply voltage, some of them are
discussed in this section.
The single-rail logic style in [28] only NMOS transistors are used for implementing the logic nets, but at the cost of precharging and a clock load of
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three clocked transistors per latch. In [56] a similar circuit style is presented,
which is simpler than the former, but at a cost of an inverted clock signal. The
number of clocked transistors is the same and this circuit style precharging is
used to avoid PMOS logic transistors.
Several precharged differential logic styles based on sense amplifiers have
been proposed [36, 38, 88]. Sense amplifiers are used to increase the speed
and to allow a complex function to be implemented in a single gate. However,
this makes the gate sensitive to noise at the sense amplifier inputs due to the
large gain in the sense amplifier. These logic styles only NMOS logic nets are
used, which are precharged. Hence, the switching activity and the clock load
are high since the precharge transistors are clocked. The circuits presented in
[36] only NMOS transistors in the logic trees are used, but precharging and
four clocked transistors per latch are required. The TSPC clocking scheme is
used. In this logic style, the logic and latches are cascaded, which increases the
number of switching nodes. In [38] the circuit is precharged and combined
with a set-reset NAND pair. This makes the circuit large and complex with a
large number of clocked transistors. A similar circuit is proposed in [88]. Precharging and both PMOS and NMOS transistors in the logic nets are used. A
large number of clocked transistors are required.
In several circuit styles other techniques are used to decrease the power consumption. One technique is to reuse the charge between the complementary
outputs during the precharge phase. In the circuit style presented in [18] this
technique is used, but this requires a four phase clock. The clock load is high
since six clocked transistors per latch are used. In [60], the circuit style a simplified clocking scheme is used requiring only a true single phase clock. Hence
the clock load is decreased due to simplified clock distribution. In this circuit
between two to four clocked transistors per latch are used.
Another technique to reduce power consumption is to use automatic lookout of inputs on completion of evaluation [99], i.e., when the sense amplifier
switch it disconnects the logic nets from the inputs to the sense amplifier. This
reduces the swing in the internal nodes of the logic nets and thus reduces the
power consumption. Several circuits are proposed, in which between two to
five clocked transistors are required. The two-phase clocking strategy is required to obtain robustness. By adding a self-timed cross-coupled NOR gate
latch at the outputs of the latches a single phase clocking scheme can be obtained.
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Asynchronous circuits can be used locally to reduce the clock load [39].
This technique reduces the internal ripple and the current spikes on the power
supply lines, since the precharge phase is spread out in time. However, in order
to obtain synchronism in a pipeline, additional clocked latches are required. In
these latches the true single phase clocking scheme is used.
For low supply voltages and low power consumption, pass-transistor logic
is promising, especially the Complementary Pass-transistor Logic, (CPL), using NMOS logic nets. However, since the voltage swing on the outputs is reduced a swing restore circuit is required. Several different swing restoring
circuits exist [42, 76]. In [63] different styles of CPL are presented; dynamic
with or without precharging as well as static versions. The most interesting
seems to be the non-precharged swing restored CPL2 where the robustness of
the circuit can be increased by adding two inverter buffers at the outputs. A
clocked version using the single phase clocking scheme can be obtained by
adding two clocked NMOS transistors in series with the logic nets. There are
also other variants of CPL using current sensing techniques presented in
[17, 114]. These current sensing buffers use a large number of transistors that
consumes area and power. In a simplified version of the former fewer transistors are used yielding a reduced chip area. However, the robustness of the logic
is decreased due to reduced logic swing.
A new type of latches and flip-flops has been proposed using pulse shaped
clock [108], which yields a small clock load and short logic depth. However,
the clock distribution and generating the pulses are somewhat troublesome.
For a robust clocking without problems with race, verification by extensive
simulations has to be performed. Despite these problems this clocking scheme
has been adopted in commercial products, e.g., in the AMD-K6 processor
[81].
In addition to this short survey we choose to evaluate four logic styles,
which looks promising for either/both high speed and low power operation.
Non-overlapping, pseudo two-phase clocked C2MOS-latches with cascaded
pass-transistor logic, which is described in Section 4.2. Henceforth, this logic
style is referred to as two-phase clocked logic. The Precharged True Single
Phase Clock (PTSPC) [115] is described in Section 4.3. The DCVS-logic in
combination with Single Transistor Clocked latches (STC-latches) [116] is described in Section 4.4. In Section 4.5 we propose a Differential logic style using NMOS logic nets. Henceforth, the differential NMOS logic is referred to
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as the DN-logic style. We specially investigate and compare the implementations of the XOR-gate, the multiplexer, and the full adder, in each logic style
in Section 4.7. We also use a typical building block of significant size for comparison of throughput and power consumption.

4.2 Two-Phase Clocked Logic
4.2.1 Non-Overlapping Pseudo Two-Phase Clocking Scheme
The non-overlapping pseudo two-phase clocking scheme, shown in Fig. 4.1,
is required to obtain robust clocking of C2MOS-latches. A design margin for
eliminating problems with clock skew must be included in the two-phase
clocking. The major drawback is the large number of clock and control signals, which have to be distributed over the whole chip. We propose a small
two-phase clock generator with adjustable/programmable duty cycle in
[48, 49], which enables another clocking strategy, i.e., distribution of a global
true single-phase clock and use of local two-phase clock generators for each
processing element. This simplifies the clock distribution network significantly with less routing, and decreased clock skew, which enables the use of an increased duty cycle.
However, in this work a duty cycle of 25 percent of the total clock period
has been chosen, yielding a skew margin of 25 percent. This is conservative,
but for large chips and high speed this skew margin is motivated to obtain a
robust clocking scheme then using global distribution of the two-phase clocks.
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Figure 4.1 The pseudo two-phase clocking scheme.

4.2.2 The C2MOS-Latches
The latches in this logic style are clocked transmission gates (C2MOS). The
realization of these latches is shown in Fig. 4.2. The schematic symbol for the
C2MOS-latch is shown to the right. Each latch can be seen as an inverter
merged with a clocked transmission gate. These latches are dynamic since the
clocked transistors disconnect the output from the power supply when the
latches are in the latching phase. The transmission gate use complementary
signals for clocking, hence both the clock, φ, and its inverse have to be distributed. This results in two clock phases with their corresponding inverses yield
four different clocking signals, hereof the name pseudo two-phase clocking.
The latches use only a total of four transistors of which only two are clocked.
The number of stacked transistors is only two, hence the driving capability of
the latch is good and aggressive voltage scaling can be used without large
speed degradation. The latches have only one switching node, if the inputs are
neglected, which is good from a power consumption point of view. The latches
are highly regular and have a simple interconnect that result in compact layouts.
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Figure 4.2 C2MOS-latches with non-overlapping pseudo two-phase
clocking scheme, and the corresponding schematic symbol.

4.2.3 Realization of Pass-Transistor Logic Gates
4.2.3.1 Exclusive OR
The exclusive OR gate (XOR) [112] used in this logic style is based on a transmission gate using only six transistors as shown in Fig. 4.3. If the complementary input B is available, the inverter can be removed, yielding a circuit with
only four transistors. It should be noted that this XOR gate requires two additional buffers. Since the logic in our applications will be pipelined, the
C2MOS-latches are used as buffers.
a
aÅb

b

1

Figure 4.3 Pass-transistor Exclusive OR, XOR gate.
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4.2.3.2 Multiplexer
A simple multiplexer circuit is shown in Fig. 4.4. This circuit uses two
C2MOS-latches. The control signals ctrl 1 ,ctrl 2 with their corresponding inverses are obtained from the same clock by masking. This solution reduces the
size of the logic, using only eight transistors with a maximum of two transistors in series. This solution also reduces the number of cascaded gates, and accordingly the number of switching nodes. The drawback is the large number
of control signals, totally four.

ctrl1
a

a.ctrl1+b.ctrl2

b
ctrl2

Figure 4.4 Multiplexer designed with two C2MOS-latches.

4.2.3.3 Full Adder
Several different pass-transistor and transmission gate based full adders can be
found in the literature. Most of them have an irregular structure and a large
amount of wiring. A comprehensive comparison is presented in [91]. A passtransistor based full adder found in [89] is shown in Fig. 4.5. This full adder
use only 16 transistors with regular structure and simple wiring, and the transistors can share contacts. This yields low area and low capacitive load. The
speed of this full adder is relatively high, with a delay corresponding to only
two gate delays according to Reusens [89]. One drawback of this circuit is that
one of the inputs has to be complementary. This circuit has to be buffered at
the inputs and outputs. When this full adder is pipelined, the C2MOS-latches
can be used as buffers. It should be noted that the timing of the inputs is critical. If one of the inputs is delayed, causing the output to switch, the output
takes considerable longer time to evaluate than if the inputs arrive at the same
time.
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Figure 4.5 Pass-transistor full adder with 16 transistors.

4.3 True Single Phase Clocked Logic
The True Single Phase Clocked logic style, TSPC [115] uses two different
latches, precharged and non-precharged. These latches are described in the
next section.

4.3.1 The TSPC Latches
4.3.1.1 Precharged Latches
The Precharged TSPC latches, PTSPC, shown in Fig. 4.6 are used for merging
logic, hence only one logic net is required compared to static CMOS gates.
This reduces the capacitive load at the precharged node, hence the speed is increased. However, this is a drawback in low power design, since precharged
nodes have a larger switching activity compared with non-precharged nodes.
By merging the logic with the latches the number of cascaded gates decreases.
Hence, the speed is further increased. Another drawback is the large number
of clocked transistors, yielding a large clock load. The number of switching
nodes is two per latch.
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Figure 4.6 Precharged P- and N-block in the TSPC logic style, PTSTC.

4.3.1.2 Non-Precharged Latches
For implementing flip-flops a good choice is the Non-Precharged TSPC latches, (NPTSPC), shown in Fig. 4.7. Since the latches are non-precharged the
switching activity is reduced by a factor of two compared with the precharged
counterparts. The number of clocked transistors is also reduced, to only two
per latch.
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Figure 4.7 Non-precharged P- and N-block in the TSPC logic style,
NPTSPC.
The clocking scheme for both types of latches uses only a single clock phase
which does not require the inverted clock signal. Hereof the name True Single
Phase Clocking, TSPC. Therefore the problem with local clock skew is reduced. However global clock skew, i.e., race between the data and clock, can
still cause problems. This problem is alleviated by distributing the clock in the
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opposite direction to the data, so that the clock always will reach the latch before the data.
This logic style is also sensitive to slow clock edges [66]. Finite clock slope
causes both the clocked NMOS and PMOS transistors to conduct simultaneously. This has two consequences. First, two cascaded latches that should be
active during different clock phases might be transparent. Second, dynamically stored data may be lost which cause a logic failure. To avoid this, the riseand fall times should be less than about two clock periods of the maximum
clock frequency of the fastest part of the circuit to maintain proper behavior of
the circuit.
The race problem and the high sensitivity to slow clock edges yield high
power consumption in the clock distribution network, due to the large clock
drivers that are required.

4.3.2 Realization of Logic Gates in TSPC
4.3.2.1 Exclusive OR
The exclusive OR function implemented in the precharged P-block is shown
to the left in Fig. 4.8. Since complementary signals are required for both inputs, two additional inverters are needed. Due to the extra inverters the number
of gates in cascade is increased, hence the speed of the circuit is decreased. The
number of switching nodes is also increased, which causes an increase in power consumption. The large number of stacked PMOS transistors in the P-block
limits the speed of this logic style. Due to the weaker PMOS transistor, large
transistor sizes are required for high speed. This results in a large load for the
preceding gates, which are driving the P-block. The clock load is also increased since the clocked PMOS transistor has to be large.
The XOR gate implemented in the precharged N-block is shown to the right
in Fig. 4.8. In this gate, the logic transistors are of NMOS type, hence the size
of these transistors is smaller than those in the P-block. Therefore the load for
the preceding gates is smaller. The number of switching nodes is equal, since
the inverters are still required. This circuit is considerably faster than the Pblock due the absence of stacked PMOS transistors.
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Figure 4.8 XOR gates in precharged P- and N-block in the TSPC logic
style.

4.3.2.2 Multiplexer
The multiplexer shown implemented in a P-block is shown to the left in
Fig. 4.9 is similar to the XOR gate. A difference is that one of the inverters is
removed. This reduces the number of switching nodes and consequently the
power consumption. The number of cascaded gates and the number of stacked
PMOS transistors are the same as in the XOR gate. Hence, this gate has the
approximately the same speed as the XOR implemented in P-block.
The complementary implementation of the multiplexer is shown to the right
in Fig. 4.9. In this circuit, the PMOS logic transistors are replaced by NMOS
transistors, consequently the speed of this circuit is higher. The number of
switching nodes and cascaded gates is equal.
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Figure 4.9 Multiplexer gates, in precharged P- and N-block in the TSPC
logic style.

4.4 DCVS-Logic with STC-Latches
4.4.1 The STC-Latches
The Single Transistors Clocked-latches (STC) [116] are shown in Fig. 4.10.
The latches are not precharged and have a minimum clock load consisting of
a single clocked transistor per latch, which makes them interesting from a
power consumption point of view. The clocking scheme used is the true single
phase clocking. The restrictions on the clock slope are mild [116], i.e., the
latching is not dependent on the clock slope. When the clock signal makes a
high-to-low transition for the N-latch, or a low-to-high transition for the Platch, the data is already latched by the cross-coupled transistor-pair and will
be kept after the clock transition. This makes these latches robust against slow
clock transitions and enables a decrease in area and power consumption by using a smaller clock driver.
The P-latch uses the non-transparent input state of the N-latch, i.e., both outputs of the P-latch are allowed to go low during the latching phase. This leads
to only one low-to-high transition in its evaluation phase, yielding high speed.
However, in these latches, it is difficult to incorporate the logic due to problems with charge sharing, but they serve well as pure latches. Charge sharing
in the STC N-latch is due to the common node of the two NMOS branches. A
charged internal node in one branch can discharge to the other branch through
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the common node above the clocked transistor. The STC P-latch has the same
problem if the two branches of logic share transistors, e.g., a simplified XORnet that shares the nodes between both NMOS branches. Charge sharing can
also occur when a charged internal node of the logic nets appears at the output
and ruin the low output state. These charge sharing problems can cause static
power dissipation in the next logic stage. Hence, this makes the circuit unsuitable for low power implementations and unreliable due to possible faults in the
logic evaluation. Another problem with the STC-latches due to the shared
node has been reported by Blair [9].
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Figure 4.10 Single transistor clocked latches.
Because of the problems with merging the logic with the latches, it becomes
necessary to cascade the logic and latches. This increases the logic depth and
number of switching nodes. Consequently the speed is decreased and the power consumption increased. The natural choice of logic style to cascade with the
latches is the Differential Cascade Voltage Switch Logic, (DCVSL) [84],
which is shown in Fig. 4.11. The abbreviation CVSL is also used in the literature [112].

4.4.2 Realization of DCVS-Logic Gates
The DCVS-logic is a differential logic style with complementary inputs and
outputs. There exists precharged variants of DCVS-logic, but they are of less
interest since they have higher switching activity and larger clock load. The
precharging can be replaced by two cross-coupled PMOS transistors as pull-
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up transistors. This makes the logic ratio sensitive, but this problem is not so
severe since the logic is implemented with two complementary NMOS-nets
(N, and N*). These nets can easily be made stronger than the PMOS pull-up
transistors, because of the stronger NMOS transistor, even if several stacked
NMOS transistors are required to implement the logic.
To reduce the number of transistors in the logic nets, it is possible to share
transistors between the two complementary nets if the rules below are followed.
• There should not be a closed path between the two outputs at any time.
• Only one of the outputs should have a closed path to ground at any time.
• Both outputs should not be a high impedance node at the same time.
Both area and fan-in are improved by sharing transistors. Because of the complementary property of this logic style there is no need for inverters. The drawback is that the complementary inputs and outputs are always required. Hence,
the wiring is increased and the capacitive load increases accordingly.
The functionality for the DCVS-gate is as follows. When the inputs switch,
the high inputs are first pulled low and both outputs becomes high impedance
nodes. The parasitic capacitance and the cross-coupled feed-back will keep the
outputs in the same state. Secondly the complementary inputs are allowed to
go high, pulling either Q or Q down. Positive feed-back applied to the PMOS
pull-up transistors causes the complementary output to go high. Note that the
order in which the inputs are switching is important to limit short circuit during
switching.

Q
in

Q

N

N*

in

Figure 4.11 Differential cascade voltage switch logic with
complementary NMOS logic nets.
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4.4.2.1 Exclusive OR
When implementing an XOR gate in this logic style, the full potential of the
logic style is used. Firstly, there is no need of inverters, hence the number of
switching nodes is decreased. Secondly, transistor sharing can be applied.
Both Boolean equations, for the logic nets, are shown in Eq.(4.1)
N
N*

S N = ab + ab
S

N

*

= ab + ab

.

(4.1)

It is sufficient to examine one input, since the inputs a and b are commutative.
Let us choose b as example. b is present in both equations. In the first equation, ba is computed and in the second ba is computed. When trying to share
the transistor controlled by b . The two transistors controlled by a and a , respectively, become coupled in series between the complementary outputs
yielding the Boolean equation aa , which is false. Hence, no closed path is
present between the two outputs at any time, if the inputs a, a switch in the
correct order. Therefore, the transistors controlled with b can be shared. Same
analysis shows that this is possible for b as well. The resulting eight transistor
XOR gate is shown in Fig. 4.12.
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b

Figure 4.12 DCVS Exclusive OR gate utilizing transistor sharing.
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4.4.2.2 Multiplexer
Since the multiplexer function is similar to the XOR function, the same circuit
can be used if the input signals are changed as shown in Fig. 4.13.
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sel
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sel

Figure 4.13 DCVS multiplexer gate.

4.4.3 Layout of DCVS Gates
The layout of a DCVS gates seems to be relatively hard due to the large
amount of cross-coupled wires. This can be overcome by utilizing poly wires
and sharing of contacts and proper use of the metal layers, which number tend
to increase in modern CMOS processes. In fact, due to the small number of
PMOS transistors in this logic style, a layout with a high transistor density is
easy to obtain. An example of how the transistors can be placed for a layout of
an XOR gate is shown in Fig. 4.14. Using this layout strategy and with some
experience of full custom layout, compact layouts can be obtained with a reasonable design effort.
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Figure 4.14 DCVS XOR gate with transistors drawn for layout.

4.5 A Differential NMOS Logic Style
In this section, we propose a differential NMOS logic style for robust, low
power, and high speed operation. The logic style has previously been presented in [44, 45, 46, 51, 106]. It consists of two P-latches, one N-latch, and two
negative edge-triggered D flip-flops, which all are true single phase clocked.
The latches are named after the type of the clocked transistor. The latches and
the D flip-flops with merged logic are further development of the latches and
the flip-flops in [3], and [116]. The robustness of the logic style in terms of
clock slope sensitivity and noise margins is discussed. In order to examine the
noise sensitivity of a DCVS gate, a DC analysis is included.

4.5.1 The N-Latch in the DN-Logic Style
The problem with charge sharing that occurs within the Single Transistor
Clocked, STC N-latch, [116], when logic is merged with the latch, is solved
using the N-latch, [3], shown in Fig. 4.15. The latch is based on an ordinary
DCVS gate where two clocked NMOS transistors are connected in series with
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the two complementary NMOS switch nets. This scheme avoids the problem
with charge sharing, since there is no direct path from the internal nodes in the
logic to the outputs. By merging the logic with the latch the number of switching nodes is decreased. The drawback is that the number of clocked transistors
increases compared to the STC N-latch. By the use of two cross-coupled pullup transistors, precharging is not required in this latch. This decreases the
switching activity at the cost of making the latch ratio sensitive. However, this
is not so severe since the logic is implemented using the NMOS transistors,
which can easily be made stronger than the two cross-coupled pull-up PMOS
transistors. The restrictions on the clock slope are mild [3], i.e., the latching is
not dependent on the clock slope. When the high-to-low transition occurs on
the clock, the data is already latched by the cross-coupled transistor pair,
which will be kept after the clock transition. This makes these latches robust
against slow clock transitions and enables a decrease in area and power consumption by using a smaller clock driver.
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Figure 4.15 The robust N-latch with merged NMOS-logic in the DN-logic
style.

4.5.2 The P-Latches in the DN-Logic Style
First, let us discuss the logic style [3] that uses the P-latch shown in Fig. 4.16
in conjunction with the N-latch, in Fig. 4.15. Due to that the PMOS logic nets
are connected to a cross-coupled NMOS transistor pair this realization suffers
from a severe ratio problem. To gain high speed, the PMOS transistors must
be much larger than the pull-down NMOS transistors, which results in a large
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load and high power consumption even for weak undersized NMOS transistors. The large PMOS clock transistors also impose a large clock load.
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Figure 4.16 Robust P-latch with merged P-logic.
The P-latch I in the DN-logic style is designed from an ordinary DCVS gate
shown in Fig. 4.11, and described in Section 4.4.2. To form a P-latch, which
is latching when the clock is high and evaluating when the clock is low, two
clocked PMOS transistors are added to the DCVS gate as shown in Fig. 4.17.
The clocked PMOS transistors prevent the outputs to switch from low-to-high
before the clock φ switch from high-to-low. This also solves the charge sharing problem, since a low-to-high transition cannot occur at the outputs before
the clock goes low. The internal nodes in the logic are charged/discharged in
advance which make the transition even faster. The restrictions on the clock
slope for the P-latch become mild, since the latching works in the same fashion
as for the N-latch.
The switching order of the input and the complementary input is important.
First the inputs must go low, otherwise the output nodes are pulled low, which
results in short-circuit. After that, the complementary input is allowed to go
high. The outputs of the N-latch in Fig. 4.15 switch in the correct order. Hence,
the P-latch I and the N-latch work well together to form a pipelined logic style
with merged NMOS logic.
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Figure 4.17 DCVS gate with clocked PMOS transistors.
The threshold voltage loss, V Tp , over the clocked PMOS transistor during
pull-down is solved by adding the two cross-coupled NMOS transistors at the
outputs as shown in Fig. 4.18. The outputs p, p are non-latched and can be
used in a special case described in Section 4.5.4.3.
When the inputs cause the DCVS-gate to switch, the clocked PMOS transistors prevent the outputs to switch from low-to-high, while the added crosscoupled NMOS transistor causes the complementary output to switch high-tolow, i.e., the non-transparent input state of the following N-latch is used,
[116]. The outputs can go to this state, where both outputs are zero, before the
clock switches high-to-low. However, it is required that the proceeding Nlatch is sufficiently fast, i.e., the N-latch has pulled down the output node before the inputs are turned off.
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Figure 4.18 The complete P-latch I in the DN-logic style with merged
complementary NMOS logic nets.
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The complete P-latch I in Fig. 4.18 is redrawn in Fig. 4.19 to show the concept
of connecting NMOS logic nets between the PMOS transistors. Hence, the
number of clocked transistors is two and the number of switching nodes is also
two, only counting the nodes with a significant capacitive load.
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Ø

Ø

Q

Q
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in

Figure 4.19 The robust P-latch I with merged complementary NMOS
logic in the DN-logic style.

4.5.2.1 The Full P-latch II
The non-transparent output state of the P-latch I can cause problems in some
cases. The solution is to cascade a DCVS-buffer with the P-latch I, as shown
in Fig. 4.20. The DCVS-buffer prevents the outputs to enter the non-transparent state, yielding a fully latched output. The drawback is that the number of
switching nodes and logic depth increases. The DCVS-buffer in the P-latch II
has been used as a termination stage of the pipeline using the STC-P-latch,
[116]. However, the P-latch II should be used in two other cases described in
the following sections.
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Figure 4.20 The P-latch II, i.e., P-latch I with added DCVS-buffer, in the
DN-logic style.

4.5.2.2 Large Load on the N-latch
When the N-latch has a large load on the output or complex logic nets merged
with the latch, the required time for switching the N-latch is increased. The Platch I decrease the N-latch evaluation time when it enters the non-transparent
output state. To solve this problem one can make the N-latch faster by increasing the transistor sizes in the logic NMOS nets or increase the evaluation time,
i.e., prevent the P-latch to enter the non-transparent output state by using the
P-latch II. The added DCVS-buffer also can be used for driving larger loads.

4.5.2.3 Unbalanced Logic Depths
When pipelining of data paths, where not all the logic gates can be merged
with the latches, unbalanced logic depths can cause problems since the signals
arrive to the N-latch at different time instants as shown in Fig. 4.21.
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Figure 4.21 A pipelined data path with unbalanced logic depths.
This problem only occurs when some inputs to the N-latch are directly connected to a P-latch and other inputs are delayed by logic gates. When the delay
T d for the logic is larger than the evaluation time of the P-latch, the signal path
x arrives to the N-latch after the direct path y enters the non-transparent output state and stops the evaluation of the N-latch. The solution in this case is to
use the P-latch II for path y . For path x the P-latch I is sufficient since the cascaded DCVS logic gates makes it fully latched. This is further described in
Section 4.6.2.

4.5.3 The D Flip-Flops in the DN-Logic Style
The negative edge triggered D flip-flop I, [2], shown to the left in Fig. 4.22, is
designed by adding two clocked NMOS transistors to the P-latch I in
Fig. 4.18. Since the N-latch is followed by the P-latch, the flip-flop becomes
negative edge-triggered. The NMOS logic nets are merged with the flip-flop
in the same manner as in the case with the latches. The construction of the flipflop can also be viewed as a merge of the P- and N-latch by simply sharing the
cross-coupled PMOS transistors. The resulting flip-flop uses a similar strategy
as the flip-flop in [116]. That flip-flop does however suffer from the same
problem with charge sharing as the STC N-latch. With this flip-flop, these
problems are eliminated. The drawback is that the clock load is somewhat increased.
By feed back the D flip-flop I outputs to its inputs a divide-by-two circuit is
accomplished. Since the output is not fully latched, the non-transparent state
can be used as non-overlapping two-phase clock generator [48, 49].
To make the slave in the D flip-flop I fully latched, i.e., to prevent the output
to enter the non-transparent state, the same solution with adding a DCVS-buffer was presented in [106] and is shown to the right in Fig. 4.22.
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Figure 4.22 The D flip-flop I and the D flip-flop II in the DN-logic style.

4.5.4 The Use of the Latches and Flip-Flops
The DN-logic style consists of the N-latch shown in Fig. 4.15, the P-latch I
and II shown in Fig. 4.19 and Fig. 4.20, respectively, and the negative edgetriggered D flip-flops I and II shown in Fig. 4.22. It is also possible to use a
static version of the N-latch [3], where the cross-coupled PMOS transistors are
replaced by two cross-coupled inverters. The static N-latch and the P-latch I
or II form a semi-static logic style, which is an important feature in low power
circuits. Hence, the clock can be stopped at the low state when the circuit is
not used. The problems with leakage are solved, since all nodes are fully static.
For slow clocking, e.g., in scan-chains, a circuit that limits the time when the
clock is high was presented in [106].
Simulations show that it is possible to combine the DN-logic style with the
STC-latches, with one restriction. The P-latch I will not work well with an
STC N-latch as load due to the coupling capacitance (gate-source capacitance)
between the gate and the common node of the STC N-latch. When the clock
switch low-to-high, the common node is discharged to ground and the gatesource capacitance makes the output from the P-latch I to follow the common
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node and drop. This is also observed in simulations of a flip-flop using STClatches [9].

4.5.4.1 Logic Fully Merged with the Latches
In bit-serial arithmetic, all the logic gates can be merged with the latches,
therefore the P-latch I and the N-latch are the natural choice. For a pure pipeline without logic, a cascade of the STC-P-latch, [116], and STC-N-latch is
preferable. Implementation of a bit-serial adder using the negative edge-triggered D flip-flop I yields lower power consumption with the same throughput,
however it is more sensitive to voltage scaling due to the larger number of
stacked NMOS transistors, [45]. This is discussed in Section 4.6.1.

4.5.4.2 Logic Partly Merged with the Latches
When not all the logic can be merged with the latches two different insertion
places of the logic can be used. A test circuit with a XOR-gate implemented in
each gate is shown in Fig. 4.23 using the 0.35 µm CMOS process [1]. Using
the logic as a load on the P-latch I makes it fully latched and increases the maximum speed with 14 percent without increasing the energy consumption.
When more logic is required, balanced logic depths between the latches are
preferable from a speed point of view.
0

0

=1

LP

=1

1

=1

LN

0

0

=1

LN

=1

1

=1 LP

Figure 4.23 Test circuits for latch and logic cascade order.
In digit-serial arithmetic, not all the logic gates can be merged with the latches
and the problem with unbalanced logic depths occurs, which requires the use
of the P-latch II in some places. This is described in Section 4.6.2.

4.5.4.3 Utilizing the Non-Latched Output in the P-Latch
Pipelining a data path with latches can increase the number of switching
nodes, since not all logic can be merged with the latches. An example of such
a pipelined data path is shown to the left in Fig. 4.24. The node R should be
used before and after the pipeline cut. Hence, it is hard to merge the XOR-gate
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with the latch for node R . An alternative is to use the efficient STC-P-latch
and not merge the logic. However, the P-latch I and II have two different outputs, with latching, Q, and without latching, p, shown in Fig. 4.18, and
Fig. 4.20, respectively. This feature makes it possible to merge the P-latch
with the logic gate, which output R , should be used before and after the pipeline cut as shown to the right in Fig. 4.24. Hence, the pipelining with P-latch I
does not increase the number of switching nodes. This is, unfortunately not the
case for pipelining with the N-latch. Using the non-latched output instead for
the STC-P-latch decreases the area, and decreases the energy consumption a
few percent. However, the speed decreases a few percent.
Lp

=1 R

&

=1
=1

p

& Lp

=1 Lp

=1
=1

Figure 4.24 Pipelining using the non-latched output in the P-latch.

4.5.4.4 Transistor Sizing
In the P-latch I that is shown in Fig. 4.18, the ratio problem is not so severe
since the logic is in NMOS and the pull-up PMOS transistors can be kept
small. The two clocked transistors can also be kept at the same size, yielding
a small clock load. The size of the NMOS transistors should be held at minimum size, otherwise the outputs switch high-to-low too quickly. Only the logic net must be sized if stacked NMOS transistors are required to implement the
desired logic function.

4.5.5 Realization of Logic Gates in the DN-Logic Style
The XOR gate and the multiplexer use the same logic nets as the DCVS-logic
gates. The difference is that the cross-coupled PMOS transistor pair is replaced by either the P-latch or the N-latch. Hence, the logic is merged with the
latches, which reduces the number of cascaded gates and the number of
switching nodes. The XOR gate merged with both the P- and N-latch is shown
in Fig. 4.25.
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Figure 4.25 XOR gates merged with the P- and N-latch in the DN-logic
style.
The multiplexers are shown in Fig. 4.26. The number of stacked transistors in
the P-latch is two NMOS and two PMOS for both the XOR and multiplexer
gates. In the N-latch the number is three NMOS and one PMOS. The number
of switching nodes is two in all the gates.
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Figure 4.26 Multiplexer gates merged with the P- and N-latch in the DNlogic style.
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4.6 Evaluation of the DN-Logic Style
An evaluation of the DN-logic style has been performed with HSPICE simulations of extracted netlists from the layouts including parasitic capacitances.
A power supply voltage of 3 V and a clock slope of 0.5 ns with AMS’s 2 metal
layer 0.8 µm CMOS process parameters [2] were used.
Simulations of pure latches show that the DN-logic style has the same maximum speed as the STC-latches. However, the power dissipation for the STClatches is lower than for the latches in the DN-logic style.
A speed and Power Delay Product (PDP) comparison between the DN-logic
style and the logic style proposed in [3], which is a combination of the N-latch
and the P-latch shown in Fig. 4.15 and Fig. 4.16, respectively. The comparison
was performed with a two input XOR function implemented in each latch,
which is a part of the critical path in bit-serial arithmetic. The tested gates are
driven and loaded with another set of identical XOR gates implemented using
the same logic style. The resulting maximum clock frequency fmax at Vdd = 3 V
is 250 MHz for the DN-logic style compared to 210 MHz for the other style.
This is an improvement in speed of 19 percent. A comparison of the different
power-delay products is shown in Table 4.1. The comparison with the logic
style in [3] shows that the P-latch in the DN-logic style has a reduced power
delay product for the logic and clock driver with 22 and 25 percent, respectively. The N-latch is the same in both logic styles. However, the higher clock frequency and faster data transitions in the DN-logic style yields that the power
delay product is reduced with 38 and 18 percent, for the logic and clock driver,
respectively. This is a result of the faster P-latch and smaller load for the Nlatch in the DN-logic style. The reduction of the PDP in the N-latch clock driver is due to the speed improvement of the circuit. This gives a total PDP reduction of 29 percent for the DN-logic style.
Another interesting key number is how fclkmax depends on the clock slope.
Simulations show that fclkmax decreases only 11 percent when the clock slope
increases from 0.5 ns to half the clock period (triangular clock) for the DNlogic style. The D flip-flop characteristics have been further investigated in
[6], using not only slow clock edges but also reduced swing on the clock. This
can be utilized in mixed signal systems, since the noise from the digital parts
can be reduced.
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P-latch
logic

P-latch
driver

N-latch
logic

N-latch
driver

Afghahi [3]

0.36

0.16

0.44

0.11

DN-logic

0.28

0.12

0.27

0.09

Table 4.1

Power delay product comparison [pJ] of XOR gates implemented in different logic styles.

4.6.1 Latches versus Flip-Flops
A bit-serial carry-save adder with latency model 1 has been used as a test case
for a comparison between the latches and the D flip-flop I in the DN-logic
style.

4.6.1.1 Bit-Serial Adder Realized with Latches
The realization using latches of the LM 1 bit-serial adder in Fig. 3.3, is shown
in Fig. 4.27. This solution also uses an STC P-latch in one place in order to reduce the number of clocked transistors. This bit-serial adder requires nine
clocked transistors and 38 non-clocked transistors of which only eleven are
PMOS transistors. The highest number of stacked NMOS transistors is three.
In this adder the efficient realizations have been used for the two input XOR
gates and the two input multiplexer where transistors in the logic nets are
shared. Only six transistors are required in the logic nets for both the XOR
gates and the multiplexer.
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Figure 4.27 Latency model 1 bit-serial adder realized with the latches in
the DN-logic style, including one STC-P-latch.
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4.6.1.2 Bit-Serial Adder Realized with the D Flip-Flop I
The latency model 1 bit-serial carry-save adder is designed by using the full
adder realization, shown in Fig. 3.1, which is merged with two D flip-flop I,
the result is shown in Fig. 4.28. This solution uses eight clocked transistors.
The number of non-clocked transistors is 30 of which only four are PMOS devices. In this adder the number of stacked NMOS transistors is four. An efficient realization of the three input XOR gate has been used in this adder. This
realization requires only ten transistors in the logic net. The low number of
stacked transistors in the carry net allows an AND function to be integrated
with the carry function, allowing for the carry loop to be cleared before the
start of a new computation. With this solution, the number of switching output
nodes is reduced to only four compared to the adder with separate latches that
contained ten switching output nodes.
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Figure 4.28 Bit-serial adder using the D flip-flop I in the DN-logic style.

4.6.1.3 Comparison of Performance
A power delay product comparison of the adders in Fig. 4.27 and Fig. 4.28 has
been performed using HSPICE simulations of netlists including parasitic ca-
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pacitances extracted from the layouts in the 0.8 µm AMS process [2]. In Table
4.2 the simulation results are shown with the area measure, power consumption, and the maximum clock frequency.
Area
[µm2]

fmax
[MHz]

Clock
[mW]

Logic
[mW]

PDP
[pJ]

Latches
DN-logic

3700

300

0.31

0.57

2.9

D Flip-flop
DN-logic

2600

300

0.28

0.36

2.1

Bit-serial
adder

Table 4.2

Comparison of bit-serial adders realized with the DN-logic
style.

The adder with the D flip-flop structure requires 30 percent less area than the
adder with separate latches. This reduction in area is caused by the smaller
number of PMOS transistors in the flip-flop and the smaller number of gates,
which reduces the internal routing. The maximum clock frequency is
300 MHz for both implementations, which is limited by different effects. The
clock frequency in the adder using the flip-flop structure is limited by the larger number of stacked transistors in the logic nets, while for the adder with separate latches the larger number of cascaded gates limits the clock frequency.
The power consumption for the clock driver in the adder with the flip-flop
structure is reduced with 10 percent due to the reduced number of clocked
transistors. The power consumption for the logic is reduced with 37 percent
which is due to the reduced number of switching output nodes and smaller internal routing. The power delay product thereby is reduced with about 30 percent for the adder with the D flip-flop structure.

4.6.2 P-Latch I versus P-Latch II
A pipelined digit-serial Ripple-Carry Adder is used as a test case for a comparison between the P-latch I and II. Two different implementations are compared. The first implementation uses only the P-latch I, the second uses the Platch II in bit-slice 2 to D, shown in Fig. 4.29. The carry ripple chain is located
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between the P- and N-latches for examination of the use of the P-latch II. The
carry ripple chain should be divided into two ripple chains by latch-level pipelining for maximum throughput as shown in Fig. 3.10 b. The adders are implemented using the standard 3-metal layer 0.35µm CMOS process [1]. A netlist
including parasitic capacitances is extracted from the layout and simulated using HSPICE.
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Figure 4.29 A generic pipelined digit-serial RCA.
The area of the digits-serial RCA-adder with the full P-latch II is increased
with 27 percent, due to the added DCVS-buffers.
The throughputs of the adders are shown in Fig. 4.30. For the digit-size
D = 2…4 the throughputs are equal. In these cases, the delay in the carry
path is not longer than the delay in the sum path and the P-latch II is not required to increase the evaluation time for the N-latches. In the case of using
the P-latch II and for the digit-size D = 5…8 the throughputs are increased
by 7, 24, 32, and 39 percent respectively, and reach the maximum throughput
with D = 6 . With a larger digit-size the throughput decreases somewhat, due
to the larger load on the carry out, i.e., the long interconnects in the carry loop,
and the increased delay in the carry chain. With the P-latch I the throughput
dramatically decreases with a larger digit-size than D = 4 due to that the gen-
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erate- and propagate-signals enter the non-transparent state before the rippling
carry arrives, yielding an increased clock period.
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Figure 4.30 Throughput versus digit-size for the digit-serial adders
implemented with P-latch I and II in the DN-logic style.
Energy consumption per computed bit versus digit-size is shown in Fig. 4.31.
The energy consumption is increased by approximately 12 percent for the implementation with P-latch II due to the increased number of switching nodes.
Hence, the P-latch II should only be used when it is necessary, i.e., when the
logic depth between the latches is greater than three DCVS-gates and at least
one input to the N-latch is directly connected to the output of a P-latch.
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Figure 4.31 Energy consumption versus digit-size for the digit-serial
adders implemented with P-latch I and II in the DN-logic
style.

4.6.3 Robustness
In this section noise margins, clock slope sensitivity, and voltage scaling sensitivity are discussed for the DN-logic style. Starting with a DC analysis of a
DCVS gate.

4.6.3.1 DC Analysis of a DCVS Gate
In Figure 4.32 the voltage transfer function of a DCVS gate implemented in a
0.8 µm CMOS process [2] is shown. The simulation is performed in HSPICE
as a transient analysis. The input rise time was 1 ms and the time resolution of
2 ns. In this way the influence of both the parasitic capacitances and the leakage currents of the transistors could be neglected. In a DC analysis the leakage
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currents affect the high impedance node, therefore this analysis is of less interest.
out

out

Vout=Vin

Figure 4.32 Voltage transfer function of a DCVS gate.
The circuit threshold voltage V th is defined as in Eq.(4.2) [85], i.e., the output
voltage is equal to input voltage.
V th = f ( V th )

(4.2)

The gate shown in Fig. 4.33 is initialized with a high out, a low complementary output, and low inputs. Now the input in is allowed to rise. MN1 is trying
to pull-down the output and MP1, which is conducting due to the low complementary output, tries to pull-up the output. When the output out reaches
V out = V dd – V Tp , MP2 is turned on. Since MN2 is in cut-off mode during the
switching, the complementary output is pulled-up by MP2. Hence, MP1 is
turned off and MN1 pulls down the output out. Assuming V th ≤ V dd – V Tp ,
V th is equal to the input voltage V in when V out = V dd – V Tp .
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Figure 4.33 The differential cascade voltage switch logic gate.

4.6.3.2 The DCVS Gate Threshold Voltage
The threshold voltage V th is calculated in the following, for simplicity the
short channel length effects are neglected. First the operating modes of the
transistors are determined for the case when out goes high-to-low and out
goes low-to-high.
Operating mode analysis. Starting with MP1, the source-gate voltage is
V SG = V dd – V out . For V out = 0 we obtain
V SG = V dd ≥ V Tp .

(4.3)

Hence, MP1 is conducting. The source-drain voltage is V SD = V dd – V out .
V out is varying between V dd ≥ V out ≥ V dd – V Tp before the gate switches. It
is required that V SD ≤ V SG – V Tp for linear mode operation of MP1. For
V out = V dd – V Tp the condition for the linear mode becomes
V dd – ( V dd – V Tp ) ≤ V dd – V Tp ,

(4.4)

which is true for V dd ≥ 2 V Tp . Hence, the MP1 operates in linear mode.
MN1 conducts when V in = V GS ≥ V Tn . The drain-source voltage is
V DS = V out . For saturated mode of MN1, it is required that V DS ≥ V GS – V Tn .
For V out = V dd – V Tp the condition for saturated mode becomes
V in ≤ V dd – V Tp + V Tn
This analysis assumes V th = V in ≤ V dd – V Tp we get

(4.5)
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V dd – V Tp ≤ V dd – V Tp + V Tn .

(4.6)

This inequality is simplified to V Tn ≥ 0 , which is true for all thresholds larger
than zero. Hence, the MN1 operates in saturated mode.

4.6.3.3 Circuit Threshold Voltage Calculation
From Fig. 4.33 we get I P1 = I N1 . Since MP1 is in linear mode and MN1 is in
saturation mode the current equation yields in Eq.(4.7), neglecting the short
channel length modulation for the saturated MN1.
βN
β
2
2
-----P- [ 2 ( V SG – V Tp )V SD – V SD
] = ------ [ V GS – V Tn ]
P1
P1
P1
N1
2
2

(4.7)

Since V th = V in when V out = V dd – V Tp and from the operating mode
analysis we obtain Eq.(4.8)
V SG
V SD

M N1

M P1

= V dd

= V dd – V out = V Tp .
V GS M

N1

(4.8)

= V in

Combining Eq.(4.7) and Eq.(4.8) we obtain
β
β
-----P- [ 2 ( V dd – V Tp ) V Tp – V Tp 2 ] = -----N- [ V – V Tn ] 2 .
2
2 in

(4.9)

Simplifying and solving for V in gives the circuit threshold voltage equal to
V in = V th =

β
-----P- ( 2V dd V Tp – 3 V Tp 2 ) + V Tn .
βN

(4.10)

For robustness the gates should be designed for V th = V dd ⁄ 2 . However, simulation shows that when designing gates for equal rise and fall times, a V th
close to half the supply voltage is achieved, which is a god compromise.
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4.6.3.4 The DN-Logic Noise Margins
Noise that appears at data and clock inputs, yield two different noise margins;
data noise margin and clock noise margin. When designing both the P- and Nlatch for equal rise and fall time the circuit threshold voltages are approximately equal to half the supply voltage. This results in a robust and high speed operation since the data noise margin is high. The clock noise margin for the Nlatch is the same as the data noise margin since the clocked transistors have to
compete with the pull-up PMOS transistors in the same way as the logic. The
P-latch clock noise margin is equal to V Tp , because the clock transistor
works as a pass-transistor in this case. The data noise margin for the D flipflops is the same as for the latches and the clock noise margin is a mix between
the two latches. When the clock is high the clock noise margin equal to V Tp
and when the clock is low the clock noise margin is equal to the data noise
margin. Hence, the data noise margin is significantly improved compared to
dynamic single-rail logic and the clock noise margin is in some cases also improved.

4.6.3.5 Clock Slope Sensitivity
In order to examine the clock slope sensitivity, a divide-by-two counter has
been implemented as shown in Fig. 4.34. The counter consists of P-latch I and
the N-latch in series, the outputs from the N-latch are fed back to the P-latch
inputs.
D
D

P-latch

Q

D

Q

D

N-latch

Q
Q

Figure 4.34 Divide-by-two counter implemented using latches.
The counter was simulated using HSPICE with a 3 V power supply voltage using the 0.8 µm AMS process parameters [2]. The netlist was extracted from
the layout including parasitic capacitances. A triangular clock was used to examine the clock slope sensitivity. The simulation result is shown in Fig. 4.35.
The complementary outputs from both the P- and N-latch are shown. When
rise- and fall-time of clock is 25 ns, the output from the N-latch deviates 10
percent from V dd during the falling clock. This is due to that the output of the
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P-latch I is rising before the N-latch finishes the evaluation phase. This problem may be solved by designing the P-latch I slower or using P-latch II. The
simulation also shows the concept of using the third input combination of the
N-latch, i.e., the outputs from the P-latch I are allowed to go low before the
evaluation phase for the P-latch I.

clk

P-latch

N-latch

Figure 4.35 Simulation of the divide-by-two counter implemented using
the latches in the DN-logic style.

4.6.3.6 Voltage Scaling Sensitivity
In order to examine the speed sensitivity for voltage scaling, the bit-serial
adders in Section 4.6.1 are used. In Figure 4.36 the simulation results are
shown. This shows that ratioed logic is sensitive to voltage scaling when the
number of stacked transistors is high. The delays for the adders’ increases almost linearly with decreasing supply voltage from 3 V down to 2.25 V. Below
2.25 V the delay increases drastically for the flip-flop based adder. The corresponding rapid decrease occurs below 1.75 V for the adder using the latches.
Hence, large number of stacked transistors increases the voltage scaling sen-
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sitivity. This makes the circuit sensitive also to voltage drops on the power
supply lines. Hence, the flip-flop is therefore less suitable for implementing
complex logic gates since it yields a high number of stacked transistors. One
solution is to merge parts of the full adder logic in the flip-flop and other parts
outside the flip-flop. However, this increases the number of switching nodes.
This solution is similar to the latch based solution, since the number of clocked
transistors, number of switching nodes, and the number of stacked transistors
becomes similar.
70
Flip−flop based adder
Latch based adder
60

Clock period [ns]

50

40
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Power supply voltage [V]

2.6

2.8

3

Figure 4.36 Clock period versus power supply voltage for the latch and
flip-flop based implementation in the DN-logic style.

4.7 Comparison of the Logic Styles
In this section the logic styles described in Section 4.2, Section 4.3,
Section 4.4, and Section 4.5 are compared from area, power consumption, and
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throughput points of view. Several other aspects are also covered in this section, e.g., transistor count, layout density, number of stacked transistors, and
clock load. In order to achieve a fair comparison between the different logic
styles, typical and sufficiently large building blocks should be compared. Here
the application domain of interest is digital signal processing. For that reason
the bit-serial complex multiplier is suitable as a base for the comparison. This
comparison has been published in [43, 46].

4.7.1 Key Numbers of the Logic Styles
In this section, key numbers like transistor count, clock load, number of
stacked transistors, layout density, and robustness are discussed. Transistor
sizes, and switching loads will be discussed later.
To make the comparison fair, the Device-Under-Test, i.e., a latch pipelined
logic gate, is driven and loaded with identical circuits as shown in Fig. 4.37.

Logic
Driving
circuit

L

Logic

L

Device Under Test
Pipelined logic

Logic

L

Loading
circuit

Figure 4.37 Test set-up for the logic styles.
In our case, of main interest is a pipeline structure of full adders. One such
stage with a full adder and a D flip-flop is shown to the left in Fig. 4.38. However, a D flip-flop can be divided into two latches, i.e., a P-latch cascaded with
an N-latch. Hence, the logic function in a full adder can be divided into two
steps and pipelined at the latch level as shown to the right in Fig. 4.38. This
full adder implementation is used for all logic styles except for the two-phase
clocked logic style.
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Figure 4.38 Pipeline stage with a full adder.
The special 16 transistor full adder in the two-phase clocked logic style requires buffers, which can be replaced by driving latches as shown in Fig. 4.39.
The full adder has one input signal that requires the complementary inputs,
hence an additional inverter is required and four driving latches. This is due to
the critical timing of this full adder.
1

L

x

L

y

L

z

L

FA

L

sum

L

carry

Figure 4.39 Two-phase clocked full adder.

4.7.1.1 Transistor Count
In this section, the transistor count for the latches and some typical gates of interest are compared. The gates of interest are latches, multiplexer, Exclusive
OR, and a pipelined full adder. The transistor count is divided into number of
PMOS and NMOS type as shown in Table 4.3. The STC-latches use one less
transistor than the PTSPC-logic. The number of transistors for the gates is approximately the same for the logic styles except for the two-phase clocked logic style that use fewer transistors. Note that the two-phase clocked logic style
has the same number of PMOS and NMOS transistors.
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Circuit

Twophase

DCVS +
STC

PTSPC

DN-logic

P-latch

2P, 2N

3P, 2N

4P, 2N

4P, 4N

N-latch

2P, 2N

2P, 3N

2P, 4N

2P, 4N

5P, 8N

8P, 3N

4P, 8N

4P, 9N

3P, 8N

2P, 8N

5P, 8N

9P, 4N

4P, 8N

4P, 9N

4P, 9N

2P, 8N

19P, 30N

24P, 25N

14P, 28N

MUX-P
4P, 4N
MUX-N
XOR-P
5P, 5N
XOR-N
Full adder
Table 4.3

21P, 21N

Transistor count for the different circuits implemented in the
evaluated logic styles.

4.7.1.2 Clock Load
In this section the number of clocked transistors for a full adder implemented
in each logic style is compared. To reduce the clock load a mix of logic styles
is used for the PTSPC-logic, where the non-precharged counterpart is used
when no logic is required in the latch. The DN-logic style is used in combination with the STC P-latch for pure pipeline purposes. The number of clocked
transistors for the different latches and full adders is shown in Table 4.4. The
DCVS logic style with STC-latches use the smallest number of clocked transistors and the PTSPC-logic style and the two-phase clocked logic style use
the largest number of clocked transistors. The DN-logic style combined with
STC P-latch use a few more clocked transistors than the DCVS-logic.

4.7 Comparison of the Logic Styles

119

Circuit

Twophase

DCVS +
STC

PTSPC
NPTSPC

DN-logic
+ STC P

P-latch

P, N

1P, 0N

2P, 1N
2P, 0N

2P, 0N
1P, 0N

N-latch

P, N

0P, 1N

1P, 2N
0P, 2N

0P, 2N

FA

6P, 6N

3P, 2N

8P, 3N

4P, 4N

Table 4.4

Number of clocked transistors for different circuits implemented in the evaluated logic styles.

4.7.1.3 Number of Stacked Transistors
The number of stacked transistors limits the possibility of using voltage scaling for decreasing the power consumption. The number of stacked transistors
is shown in Table 4.5 for the two-phase clocked logic varies from two to four
for both the PMOS and NMOS type. The DCVS-logic style has only one or
two stacked transistors, due to that the logic is cascaded with the latches. The
PTSPC and the DN-logic style use one to three stacked transistors.
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Circuit

Twophase

DCVS +
STC

PTSPC

DN-logic

P-latch

2P, 2N

2P, N

2P, N

2P, N

N-latch

2P, 2N

P, 2N

P, 2N

P, 2N

3P, N

2P, 2N

P, 3N

P, 3N

3P, N

2P, 2N

P, 3N

P, 3N

3P, 3N

2P, 3N

MUX-P
2P, 2N

P, 2N

MUX-N
XOR-P
3P, 3N

P, 2N

XOR-N
FA
Table 4.5

4P, 4N

2P, 2N

Number of stacked transistors for the different circuits implemented in the evaluated logic styles.

4.7.1.4 Number of Switching Nodes
The number of switching nodes and their switching activity has a large impact
on the total power consumption. The number of switching nodes is shown in
Table 4.6. This shows that the two phase logic style has the least number of
switching nodes followed by the DN-logic style. The DCVS and the PTSPClogic have approximately the same number of switching nodes. However, the
switching activity for precharged nodes is larger than the activity for non-precharged nodes. Hence, the PTSPC-logic style has the largest switch activity.
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DCVS +
STC

PTSPC

DN-logic

2

2

2

N-latch

2

2

2

MUX-P

4

3

2

4

3

2

4

4

2

4

4

2

16

15

10

Circuit

Twophase

121

P-latch
1

1
MUX-N
XOR-P
2
XOR-N
FA
Table 4.6

8

Number of switching nodes for the different circuits implemented in the evaluated logic styles.

4.7.2 Comparison Based on a Complex Multiplier
For a more accurate comparison in a more realistic setting, a complex multiplier has been implemented in a 0.8 µm, 2 metal layer, 5 V CMOS process [2]
with the logic styles described in Section 4.2, Section 4.3, Section 4.4, and
Section 4.5. That is, to take into consideration global and regional routing,
clock distribution, etc., for a typical building block of significant size. By using the full custom layout strategy, each implementation can be optimized and
use the full potential of each logic style, showing both advantages and disadvantages. The comparison in Section 4.7.1 of some key numbers can only be
used as a guideline, since the layout has a large impact on the final result, when
comparing throughput, power consumption, and area. The comparison is made
using the Mentor Graphics GDT™ tools, Lmask™ for extraction of the SPICE
netlist including parasitic capacitances. Lsim Power™ was used to verify the
functionality of the complex multiplier. HSPICE™ from Meta-Software, Inc.
was used to estimate the maximum clocking frequency and power consumption using a 3 V power supply. The complex multipliers were simulated with
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the same set of stimuli. In bit-serial arithmetic, the power consumption is more
correlated between two consecutive bits in each sample than between two consecutive samples as in bit parallel arithmetic [14]. Therefore it is possible to
reduce the number of samples that is required to be simulated without reducing
the accuracy of the power estimation.
First, we describe the design of the complex multiplier in Section 4.7.2.1,
then the layout density and area are compared, and finally the energy consumption and throughput are compared. The throughput requirement is often
fixed in DSP applications. Therefore, comparisons of different schemes for
obtaining the same throughput are used, i.e., hardware duplication, voltage
scaling, and a combination of both, which is called architecture-driven voltage
scaling [14].

4.7.2.1 The Complex Multiplier Based on Distributed Arithmetic
Distributed arithmetic was first presented by Croisier et al. [19] and later reinvented by Peled and Liu [82]. Another description of distributed arithmetic
was presented by Burrus [11] and by Büttner in [12]. It have its natural application for implementation of ladder wave digital filters using numerical equivalent state-space representation [29, 92], and low power implementation of
FIR decimator filters and Hilbert transformer in a digital down converter chip
including a complex FIR equalizer [93, 94, 95]. Here follows a short introduction to distributed arithmetic and its implementation in a complex multiplier.
For a more extensive explanation of distributed arithmetic, we refer to the references above or to my licentiate thesis [47].
Basically, distributed arithmetic use precalculated partial products that are
stored in a Look-Up Table (LUT) to efficiently compute inner-products. There
exists a number of variations on distributed arithmetic that aims at reducing
the size of the look-up table. The method found in [19] is of particular interest.
This method is based on a modified two's-complement representation of the
coefficients. This recoding of the coefficients is denoted by Smith [98] as Offset Binary Coding (OBC), which reduces the look-up table by a factor of two.
A complex multiplication can be divided into two parts, one real part and
one imaginary part as shown in Eq.(4.11). This form requires four real multiplications and two additions
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⎧ y re = x re a re – x im a im
y = xa ⇒ ⎨
.
⎩ y im = x re a im + x im a re
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(4.11)

This equation can be rewritten according to Eq.(4.12)
⎧ y re = ( a re – a im )x im + a re ( x re – x im )
.
⎨
⎩ y im = ( a re – a im )x im + a im ( x re + x im )

(4.12)

Note that the term ( a re – a im )x im is present in both the real and imaginary
parts and can therefore be shared. Hence, the required number of real multipliers is reduced to three at the expense of three extra additions and an increased
latency. There exist several other algorithms for complex multiplication,
which require only three real multiplications [111]. They differ in the number
of required additions and latency. There are also implementations using redundant complex number systems [4]. A digit-serial complex multiplier using a
pseudo redundant number system is reported in [16].
The offset binary coding version of the distributed arithmetic can be used
for efficient realization of complex multiplication. This was first reported by
White [113]. A fully parallel version was also reported by Mactaggart and
Mervyn in [69]. In [8] we find a fully parallel implementation using Wallace
trees [107] and CLA adders. Smith has reported a serial pipeline form in [97],
which is a direct modification of the Lyon multiplier [68]. We have used a
modified version of the pipelined serial/parallel shift-accumulator based on
carry-save adders [21]. A modification of the shift-accumulator in [21] was
proposed in [46, 47] implementing the algorithm in [7]. Hence, the sign-extension implemented by the feed-back of the sum in the most significant bit-slice
is removed enabling a free input and increasing the speed of the shift-accumulator. The result is shown in Fig. 4.41.
The two parts of the complex multiplication in Eq.(4.11) can be regarded as
inner-products with two terms each. Using offset binary coding to rewrite
Eq.(4.11) yields
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⎧ y = 2 – 1 [ – ( a x̂ – a x̂ ) +
re re 0
im im 0
⎪ re
⎪
⎪
Wd – 1
–( Wd – 1 )
–j
⎪
+ ∑ ( a re x̂ re – a im x̂ im )2 – ( a re – a im )2
]
j
j
⎪
j
=
1
⎪
.
⎨
⎪ y im = 2 – 1 [ – ( a im x̂ re + a re x̂ im ) +
0
0
⎪
⎪
Wd – 1
⎪
–( Wd – 1 )
–j
⎪
+ ∑ ( a im x̂ re + a re x̂ im )2 – ( a re + a im )2
]
j
j
⎪
j=1
⎩

(4.13)

The corresponding look-up tables are shown in Table 4.7 from which it can be
seen that it is only necessary to store two words: – ( a re – a im ) and
– ( a re + a im ) . The same look-up table can thus be shared between both shiftaccumulators. By this choice of content for the look-up table, the addition of
the offset A 0 is simplified. However, this requires that the shift-accumulator
must perform both addition and subtraction. By using this scheme it is possible
to use only two shift-accumulators for implementation of the complex multiplier, one for the real part and one for the imaginary part.
x re

Table 4.7

j

x im

j

F̂ re

F̂ im

0

0

– ( a re – a im )

– ( a re + a im )

0

1

– ( a re + a im )

( a re – a im )

1

0

( a re + a im )

– ( a re – a im )

1

1

( a re – a im )

( a re + a im )

Look-up table for the complex multiplier using distributed
arithmetic and offset binary coding.
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A shift-accumulator has approximately the same complexity as a real serial/parallel multiplier, if the LUT and decoder circuitry are neglected. Hence,
the multiplier hardware is reduced with almost a factor of two. In this case
where the LUT has only two entries, the decoder is a two input multiplexer,
and the LUT requires only two registers. Hence, the required hardware is small
compared with using three real multipliers.
Figure 4.40 shows the architecture for the complex multiplier. The input
data x re and x im are bit-serial with the least significant bit (lsb) first. The selection of the look-up table value is performed by an XOR between the bits of
x re and x im . These looked-up values are added to or subtracted from the contents in the shift-accumulators and the result is shifted one position to the right,
i.e., divided by two. From Table 4.7 it can be seen that x re and x im control the
addition/subtraction for the real and imaginary parts, respectively. Before each
new computation the shift-accumulator is initialized with the offset A 0 .

xrej

+/

0

MUX

Wc

1

A0

(are  aim)

=1

(are+ aim)
1

ximj

yrej

Shift-accumulator

MUX

0
Wc

+/

Shift-accumulator

A0
yimj

Figure 4.40 Architecture for the complex multiplier using distributed
arithmetic with offset binary coding.
The schematic of a pipelined shift-accumulator is shown in Fig. 4.41. This
shift-accumulator is able to both add and subtract F j to the accumulated partial sum. The subtraction is equal to adding the two’s-complement of the F j :s.
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The XOR gates and the XNOR gate, which are controlled by the sub control
signal, generate the one’s-complement. The upper full adder in the right-most
bit-slice generates the two’s-complement one clock cycle later by adding “1”
in the least significant position of the F j :s. This full adder generates the least
significant part y lsp of the result.
Before each new computation the offset A 0 is added to the first partial sum.
This is performed by loading the carry flip-flops in the shift-accumulator with
A 0 . This load of A 0 is performed concurrently with the load of the sum and
carry shift-registers. In the right-most bit-slice the carry is loaded from the upper full adder into the carry flip-flop of the lower full adder. This full adder
adds the contents in the shift-registers generating the most significant part
y msp of the result.
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Figure 4.41 Pipelined shift-accumulator for distributed arithmetic with
offset binary coding.

4.7.2.2 Transistor Density for the Complex Multiplier
One key number is the transistor density, i.e., the number of transistors per
mm2. This key number is an indication of the switched load and therefore of
the speed and power consumption. High transistor density yields short wiring,
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hence the switched load is decreased, yielding increased speed and decreased
power consumption. Another thing that affects the power consumption is the
total transistor count for the complex multiplier. Both these key numbers are
shown in Table 4.8. A large design effort was spent to achieve a good transistor sizing and placement for the different logic styles, i.e., different layout
styles and transistor sizing styles are used for each of the logic styles. The
maximum width of the transistors was limited to W p = W n = 6 µm . The
gain in throughput with further increase of the transistor sizes is limited.
Hence, the difference in transistor density depends mainly on the inherent wiring complexity of each logic style. The PTSPC-logic shows the lowest transistor density due to the lack of symmetry between the N- and P-block and the
large transistors required due to large number of stacked PMOS transistors.
The DCVS-logic and the DN-logic show higher density due to the large number of NMOS devices compared to the PMOS devices. The two-phase clocked
logic shows a high density due to the area efficient full adder, despite the large
amount of clock signals.

4.7.2.3 Transistor Count for the Complex Multiplier
The efficient full adder and latches in the two-phase clocked logic style yield
the lowest total number of transistors. The DN-logic style use only 1000 more
transistors due to merging of the logic with the latches and the differential
property, i.e., inverters are not required. Since the DCVS-logic is a cascade of
gates and latches, this logic requires almost twice as many transistors as the
two-phase logic. The PTSPC-logic has the logic merged with the latches, but
requires additional inverters due to the absence of complementary signals.

4.7.2.4 Chip Area for the Complex Multiplier
The difference in device density between the logic styles is less than 30 percent, i.e., the total chip area is mainly dependent on the transistor count and
their sizes. Hence, the smallest complex multiplier is implemented in the twophase clocked logic style, followed by the DCVS and DN-logic. The largest is
the PTSPC-logic.
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Circuit

Twophase

DCVS +
STC

PTSPC
NPTSPC

DN-logic
+ STC

# PMOS
transistors

1130

1540

1800

1060

# NMOS
transistors

1100

2520

1960

2170

Transistor
Density

9300

11600

7900

8500

Area C-mult

0.24

0.35

0.47

0.38

Area drivers

0.068

0.021

0.12

0.059

Table 4.8

Transistor count, transistor density [devices/mm2], and chip
area [mm2] for the complex multipliers implemented in the
evaluated logic styles.

4.7.2.5 Clock Drivers for the Complex Multiplier
All clock drivers are designed for a rise and fall time of 0.5 ns. The different
stages in the drivers are also designed for equal rise and fall time, which minimizes the short circuit current [14] without decreasing the speed. However,
the different logic styles have different requirements on the clock slope. The
drivers are therefore larger and consume more power than necessary for the
two-phase, DCVS and the DN-logic style. The DCVS-logic using the efficient
STC-latches yields the smallest chip area for the clock driver. The DN-logic
style use a three times larger driver since the number of clocked transistors is
doubled. The large amount of clock wiring for the two-phase clocked logic
yields a larger driver than the DN-logic style. The PTSPC-logic yields the
largest driver due to large number and size of the clocked transistors.

4.7.2.6 Throughput for the Complex Multiplier
The throughput of the bit-serial complex multiplier is T p = f clk ⁄ W d where
f clk is the clock frequency and W d is the data word length. Hence, the
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throughput is increased linearly with the clock frequency. The maximum clock
frequency f max of each implementation with 3 V power supply is shown in
Table 4.9. This shows that the DN-logic style has the same maximum clock
frequency as the PTSPC-logic. The cascade of logic and latches in the DCVSlogic style yields a lower clock frequency in spite of the efficient latches. The
two-phase clocked logic yields the lowest clock frequency, due to the cascaded logic and latches, and the large number of stacked transistors in the pipelined full adder.

4.7.2.7 Power Consumption for the Complex Multiplier
The power consumption for the complex multiplier at fmax with 3 V power
supply is shown in Table 4.9. The power consumption is divided between the
multiplier, clock and control drivers. The absolute values of the power consumption should not be compared directly, due to different throughput for
each implementation. However, the ratio between the power consumption of
the drivers and the multiplier is interesting. It shows that the most power is
consumed in the clock driver, except for the DCVS-logic, which has the smallest clock load.
Circuit

Twophase

DCVS
+ STC

PTSP
C

DNlogic

fmax [MHz]

107

170

250

250

Power consumption Drivers
[mW]

14
70%

21
40%

80
70%

46
66%

Power consumption C-mult
[mW]

6
30%

30
60%

35
30%

24
34%

PDP Drivers [pJ/operation]

130

120

320

180

PDP C-mult [pJ/operation]

60

180

140

100

Table 4.9

fmax, power consumption, and PDP for the complex multiplier
implemented in the evaluated logic styles.
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4.7.2.8 Energy Consumption for the Complex Multiplier
Normalized power consumption with the maximum clock frequency is equivalent to the energy consumption per computed bit, i.e., the power-delay product. In Eq.(4.14) it is shown that the PDP only depends on the effective
switching capacitance αC [85] and the square of the power supply voltage,
assuming the circuits operate at its maximal clock frequency and full-swing at
all nodes.
2
P = f-------------------------max αCV dd
2
PDP = --------- = αCV dd
f max
f max

(4.14)

Hence, with a constant power supply voltage, comparison of the PDPs is a
comparison of the logic styles different effective switching capacitance αC .
The comparison shows that the clock drivers for the two-phase clocked logic
and the DCVS-logic consume about the same amount of energy, i.e., the clock
load is about the same. The clock driver for the PTSPC-logic is almost three
times as expensive in terms of energy consumption as the clock driver for the
DCVS implementation. The clock load for the DN-logic is only 50 percent
larger than the DCVS-logic despite that the number of the clocked transistors
has increased with 100 percent. Hence, it is important not only to take into
count the number of clocked transistors, but their sizes as well.
The energy consumption per bit for the logic shows that the two-phase
clocked logic consumes less energy than the other logic styles due to the low
number of switching nodes. It also shows that the logic for DCVS consumes
more energy than the PTSPC due to the larger number of switching nodes. The
DN-logic has the second smallest energy consumption despite the fact that the
logic is differential. Note, however the logic styles are compared at different
throughputs.

4.7.2.9 Hardware Duplication for Constant Throughput
Hardware duplication can be used to obtain the same throughput for the different multipliers. However, hardware duplication requires sufficient parallelism
in the algorithm. The throughput is equal to ( nf clk ) ⁄ W d where n is the number of parallel multipliers, fclk is the clock frequency, and Wd is the data word
length, which in the implemented complex multiplier equals 16 bits.
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Example. Assume that the required throughput is 31.25 MSamples/s. The required number of processing elements and clock frequency are shown in Table
4.10. The total power consumption is also shown. Note that the power consumption ratio between the different logic styles is the same as the PDP ratio,
shown in Eq.(3.15) and Eq.(3.16). Hence, the power consumption comparison
between the logic styles yields the same result as in the former section. However, the area should also be compared. Since the two-phase clocked logic has
a low throughput per multiplier, a large amount of parallel multipliers is required to meet the requirements. Hence, the total area needed is larger than for
the other logic styles that use about the same chip area.
Circuit

Twophase

DCVS +
STC

PTSPC

DN-logic

fclk [MHz]

100

167

250

250

# of C-mult

5

3

2

2

Throughput
[MSamples/s]

31.25

31.25

31.25

31.25

Power [mW]

90

150

230

140

Area [mm2]

1.5

1.1

1.2

0.9

Table 4.10 Hardware duplication for constant throughput for the complex multiplier implemented in the evaluated logic styles.

4.7.2.10 Voltage Scaling for Constant Throughput
Another scheme to obtain constant throughput is to use voltage scaling, i.e.,
use the excess speed of the circuit to reduce the power consumption. The
throughput has been selected to be equal to the maximum throughput for the
two-phase clocked logic. The resulting power supply voltages are shown in
Table 4.11. Note, that the PTSPC-logic and the DN-logic use different supply
voltages despite the fact that they have the same fmax. With these supply voltages, all the multipliers have the maximum clock frequency of 107 MHz and
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resulting power consumption is shown in Table 4.11. In this case the DN-logic
consumes the smallest amount of power.
Circuit

Twophase

DCVS +
STC

PTSPC

DN-logic

Voltage [V]

3

2.6

2.3

2.2

Power [mW]

20

25

28

17

Table 4.11 Voltage scaling for constant throughput for the complex multipliers implemented in the evaluated logic styles.

4.7.2.11 Architecture-Driven Voltage Scaling
A combination of hardware duplication and voltage scaling, is an example of
architecture-driven voltage scaling [14], which was described in
Section 1.1.1.2.
Example. The required throughput is 31.25 Msamples/s and the clock frequency is 100 MHz. This requirement gives that the number of multipliers is
five, yielding a total chip area is a factor of five times the chip area of one multiplier. The used power supply voltages and the total power consumption are
shown in Table 4.12. In this case the DN-logic style consumes the smallest
amount of power. Note that the power ratio is the same as in the voltage scaling
case.
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Circuit

Twophase

DCVS +
STC

PTSPC

DN-logic

fclk [MHz]

100

100

100

100

Voltage [V]

3

2.6

2.3

2.2

Power [mW]

90

115

132

80

Area [mm2]

1.5

1.9

3.0

2.2

Table 4.12 Architecture-driven voltage scaling for the complex multiplier
implemented in the evaluated logic styles.

4.8 Choice of Logic Style
It is a difficult matter to determine which logic style that is the best from a
power consumption point of view. Different requirements will determine the
choice and several questions have to be answered first.
• Does the algorithm allow parallelism to be exploited?
• Is the power supply fixed or can voltage scaling be used?
• Is the throughput requirement high?
• Is there any restriction on the total chip area?
When the throughput requirement is low and voltage scaling cannot be applied, the best choice seems to be the two-phase clocked logic style. If the
throughput requirement is high or if voltage scaling can be applied, the DNlogic style is the best choice.
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5

CASE STUDY

The design techniques, arithmetic, and logic circuits discussed in the previous
chapters are used to implement a lowpass filter. Two different algorithms are
considered in the study, a non-recursive FIR filter, and an IIR filter realized
using the lattice wave digital filter structure. The main goal is to evaluate the
algorithm, arithmetic, and circuit transformations in order to find the best implementation in terms of throughput and power consumption for each algorithm. A comparison between the two different filter algorithms are highly
dependent on the filter specification and filter structures and are not considered in this thesis.

5.1 Filter Specification
The specification in the case study is taken from the lowpass filter implementation in [57] and is summarized in Table 5.1.
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Specification
Stopband attenuation: A min

Table 5.1

39.5 [dB]

Stopband edge:

ωs T

0.7869π rad

Passband ripple:

A max

0.1 [dB]

Passband edge:

ωc T

0.2131π rad

Data word length:

Wd

12 bits

Filter specification for the case study.

5.2 Filter Algorithm Design
5.2.1 FIR Filter
The relation between the passband and stopband edges in Table 5.1 full-fills
the second part of Eq.(1.8), and if we let the stopband attenuation A min determine the ripple factors, δ c, δ s . The hardware efficient half-band FIR filter can
be used for implementation of the lowpass filter. We perform the filter design
using the “remez” function in the Signal Processing Toolbox in Matlab [70].
This function implements the algorithm by “McClellan, Parks, and Rabiner”
[71], yielding an optimal linear-phase half-band FIR filter. A filter order of
N = 6 is sufficient. The coefficients are quantized to a minimum word
length, yielding the number of fractional bits W f = 7 . The impulse response
is shown in Eq.(5.1)
h [ n ] = { – 44, 0, 300, 512, 300, 0, – 44 } ⁄ 512 for n = 0…6 .

(5.1)

The impulse response is scaled with a factor of 2 in order to get the middle coefficient equal to one, h [ 3 ] = 1 , which eliminates one multiplier and the other coefficients get shorter. A suitable filter structure for this FIR filter is the
linear phase structure. However using the transposed direct form structure
makes it simpler to apply multiple constant techniques and sharing common
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factors in the constant coefficient multipliers [109]. In this case, the coefficient
300 ⁄ 512 is
300 ⁄ 512 = 256 ⁄ 512 + 44 ⁄ 512 = 1 ⁄ 2 + 44 ⁄ 512 ,

(5.2)

i.e., the coefficient 44 ⁄ 512 can be shared. The block diagram using coefficient sharing is shown in Fig. 5.1. Node and register variables, u x ,v x , are included in the figure. These will be used further on in the design.

x(n)
u1

44/512
1/2
u0
u2
2T

v1

T

v2

T

v3

2T

v4

y(n)

Figure 5.1 Case study FIR filter, a sixth order half-band FIR filter.
In digit-serial implementations, a sign-extension circuit is required in front of
the multiplier to produce the most significant bits, which was described in
Chapter 3. In the transformed direct form FIR filter the sign-extension circuit
can be shared among all multiplications. The multiplication increases the word
length with the number of fractional bits in the coefficient, max { W f } , which
are removed by the following quantization block in order to keep the word
length constant. According to the specification the input word length is assumed to be 12 bits, which is sign-extended with max { W f } bits at the input,
yielding an internal word length of W d = 19 bits, in order to equalize the execution time for all operations.
In order to avoid over/underflow in the filter, scaling in front of the non-integer multipliers is required and scaling of the output to avoid over-flow in the
next sub-system. The proper scaling technique for short FIR filters is safe scaling [110]. The scale factor for the output equals
scale factor = 1 ⁄ ( ∑ h [ n ] ) = 512 ⁄ 1200 ≈ 0.42 ,

(5.3)
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which corresponds to less than two extra bits. Hence the sign-extension with
7 extra bits is more than sufficient to prevent overflow in all nodes.

5.2.2 IIR Filter
The relation between the passband and stopband edges in Table 5.1 full-fill the
second part of Eq.(1.12), and if we let the stopband attenuation A min determine the ripple factors ε c , ε s a bireciprocal LWDF can be used for realization
of the IIR filter. The required filter order is N = 3 , hence only one adaptor
coefficient is non-zero and equals α 1 = 3 ⁄ 8 = 0.375 10 = 0.011 2C , [57]. The
block diagram is shown in Fig. 5.2. This filter has been implemented in a numerous of designs, e.g., using bit-parallel, bit-serial, and digit-serial arithmetic, [105, 83, 37].

x(n)

T

1/2

y(n)

x(n)
s.e

a1

a1

2T

2y(n)

T

Q
2T

v(n)

Figure 5.2 Case study IIR filter, a third order bireciprocal LWDF.

5.2.3 Filter Attenuations
The attenuations for the half-band FIR and the bireciprocal LWDF are shown
in Fig. 5.3. The attenuation in the stopband for the filters are similar and the
passband ripple for the bireciprocal LWDF filter is extremely small compared
with the half-band FIR filter.
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60

passband
0.1

50

0

−0.1
0

40

0.1

0.2

30

FIR
LWDF IIR

20

10

0
0

0.1

0.2

0.3

0.4
0.5
0.6
Normalized Frequency

0.7

0.8

0.9

Figure 5.3 Attenuations for the half-band FIR filter and
the bireciprocal LWDF.

5.3 Filter Implementation
The half-band FIR and the bireciprocal LWDF are implemented using the topdown methodology which was described in Chapter 2. The two implementations are henceforth referred to as the FIR filter and the IIR filter.

5.3.1 Implementation of the FIR Filter
5.3.1.1 Algorithm Transformations of the FIR Filter
In the original FIR filter shown in Fig. 5.1, the critical path consists of the delay of one multiplication and two additions. Algorithm pipelining is applied by
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adding two delay elements at the input and using retiming to propagate the delays into the algorithm in order to split the critical path yielding a more parallel
algorithm, the result is shown in Fig. 5.4.

x(n)
44/512

1/2

T
u1

T
u0

T

T

u2

u1(n-1)
2T

2T
x(n-2)
T

v1=u1(n-3) v2

T

v3

2T

v4

y(n)

Figure 5.4 The algorithm pipelined FIR filter.
The critical path is now determined by Eq.(5.4)
⎧
⎫
T CP = max ⎨ T
44 , T
1 , T sub , T add ⎬ ,
mult --⎩ mult -------⎭
512
2

(5.4)

where T multX is the delay of the corresponding multiplication with the filter
coefficient X , and T add , T sub are the delays of the adder and subtractor, respectively.

5.3.1.2 Precedence Graphs for the FIR Filter
The precedence graphs for the original and algorithm pipelined FIR filter in
Fig. 5.1, and Fig. 5.4, respectively, are shown in Fig. 5.5. The original FIR filter is a more sequential algorithm, i.e., a multiplication followed by two additions, while the algorithm pipelined FIR filter is fully parallel.
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Original

x(n)
v1(n-2)
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1/2

u0

u2

u1

v1(n)

44/512

-

v2(n-1)
v3(n-1)

-

v4(n-2)

Algorithm x(n)
pipelined
u0(n-1)
u1(n-1)
u1(n-3)
u2(n-1)
x(n-2)
v2(n-1)
v3(n-1)
v4(n-2)

1/2

44/512

v2(n)
v3(n)
v4(n)
y(n)

u0(n)
u1(n)
u2(n)

-

v2(n)
v3(n)
-

v4(n)
y(n)

Figure 5.5 The precedence graphs for the original and algorithm
pipelined FIR filter.

5.3.1.3 Computation Graphs for the FIR Filter
At this level of the design the LM order has to be chosen. Here we use three
different LM orders 0, 1/3, and 1. The computation graphs over a single sample interval N i are shown in Fig. 5.6. The unit on the time axis is clock cycles.
The multiplications, which have several outgoing branches, are scheduled As
Late As Possible (ALAP) [109] in order to minimize the shimming delays. The
adders in the chain of delay elements are scheduled directly after each other in
the same clock cycle. However, the LM 1 implementation requires a delay
with one clock cycle for each adder in the chain.
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x(n)

x(n)

x(n)

Ni

v1(n)

Ni

v1(n)

Ni

v1(n)

v1(n-2)

v2(n)

v1(n-2)

v2(n)

v1(n-2)

v2(n)

-

-

v2(n-1)

v3(n)

v2(n-1)

v3(n)

v2(n-1)

v3(n-1)

v4(n)
y(n)
t

v3(n-1)

v4(n)
y(n)
t

v3(n-1)

v4(n-2)

-

-

v4(n-2)

LM 0

v4(n-2)

LM (1/3)

-

v3(n)
v4(n)

-

y(n)
t

LM 1

Figure 5.6 Computation graphs for the original FIR filter
using LM 0, 1/3, 1, and D = 4 .
The computation graphs over a single sample interval, N i , for the algorithm
pipelined FIR filter are shown in Fig. 5.7. The same scheduling approach as
for the original FIR filter has been used.
x(n)

u0(n)

Ni

u1(n)

u0(n-1)
u1(n-1)
u1(n-3) u2(n-1)
x(n-2)
v2(n-1)
v3(n-1)
v4(n-2) -

u2(n)
v2(n)
v3(n)
v4(n)
y(n)
t

LM 0

x(n)

Ni

u0(n-1)
u1(n-1)
u1(n-3) u2(n-1)
x(n-2)
v2(n-1)
v3(n-1)
v4(n-2)

u0(n)

x(n)

u0(n)

u1(n)

Ni

u1(n)

u2(n)
v2(n)
v3(n)
-

LM (1/3)

v4(n)
y(n)
t

u0(n-1)
u1(n-1)
u1(n-3)
u2(n-1)
x(n-2)
v2(n-1)
v3(n-1)
v4(n-2)

u2(n)
-

v2(n)
v3(n)

-

v4(n)
y(n)
t

LM 1

Figure 5.7 Computation graph for the algorithm pipelined FIR filter
using LM 0, 1/3, 1, and D = 4 .

5.3.1.4 Unfolding of the FIR Filter
Using the scheduling approach for one sample interval described in the previous section allows an arbitrary unfolding m – 1 times. Hence, m samples are
computed in parallel. The schedules for the unfolded original FIR filter are
shown in Fig. 5.8, using D = 4 and m = 5 .
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x(5n)
x(5n+1)
x(5n+2)
x(5n+3)
x(5n+4)
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x(5n)

N0

y(5n)

N1

x(5n+1)

y(5n+1)

N2

x(5n+2)

y(5n+2)

N3

x(5n+3)

y(5n+3)

N4
t

x(5n+4)

y(5n+4)

LM 0

y(5n)

N1

y(5n+1)

N2

y(5n+2)

N3

y(5n+3)

N4

y(5n+4)
t

LM (1/3)

x(5n)

N0

x(5n+1)
x(5n+2)
x(5n+3)
x(5n+4)

N0

y(5n)

N1

y(5n+1)

N2

y(5n+2)

N3

y(5n+3)

N4

y(5n+4)
t

LM 1

Figure 5.8 Unfolded schedule for the original FIR filter
using LM 0, 1/3, 1, m = 5 , and D = 4 .
The schedules for the unfolded algorithm pipelined FIR filter are shown in
Fig. 5.9, using D = 4 and m = 5 . For simplicity only the connections to the
processing element set N 0 and the connections over the cut of the time axis
are shown in the figure. The inputs, x ( n ) , which are used on both sides of the
cut of the time axis are shown at both sides of the schedule instead of using
arrows, in order to further simplify the figure.

144

5 CASE STUDY
x(5n)

x(5n)
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Figure 5.9 Unfolded schedule for the algorithm pipelined FIR filter
using LM 0, 1/3, 1, m = 5 , and D = 4 .
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5.3.1.5 Hardware Structure for the FIR Filter
Isomorphic mapping [109] of the operations in the unfolded schedule to hardware is used for implementation of the FIR filter. The hardware structure of
the unfolded original FIR filter using D = 4 and arbitrary m is shown in
Fig. 5.10. The branches in the computation graph with different start and stop
time are mapped to shift-registers, i.e., the time difference is referred to as
slack or Shimming Delay (SD) [109]. The SD is divided into internal SD inside each processing element set N i , and external SD between the processing
element set N m – 1 and N 0 .
x(nm)

x(nm+1) x(nm+2) x(nm+m-1)
44/512

SD

1/2

N0

N1

N2

Nm-1

SD
SD

SD

SD
SD
y(nm)

y(nm+1) y(nm+2) y(nm+m-1)

Figure 5.10 Hardware structure for the unfolded original FIR filter.
The corresponding hardware structure for the algorithm pipelined and unfolded FIR filter using D = 4 and arbitrary m is shown in Fig. 5.11.
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x(nm)

x(nm+1) x(nm+2)
44/512

SD

N0 N1

N2

x(nm+m-1)

Nm-1

1/2

SD

SD SD

SD
y(nm)

y(nm+1) y(nm+2)

y(nm+m-1)

Figure 5.11 Hardware structure for the unfolded and algorithm pipelined
FIR filter.

5.3.2 Implementation of the IIR Filter
5.3.2.1 Algorithm Transformations of the IIR Filter
The original algorithm shown in Fig. 5.2 has a critical loop and corresponding
L min according to
L min = ( L sub + L SE + L mult + L Q + L add ) ⁄ 2 .

(5.5)

By allowing the output to be sign-extended, the quantization and the sign-extension circuit can be relocated to the output of the multiplier as shown in
Fig. 5.12. This enables the merging of the quantization and sign-extension circuits [105]. These transformations cause no change of the computations in the
loop. However, the output is affected since the extended precision is not available but is sign-extended. This can be utilized in a cascade of filters, where the
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sign-extension circuit in the following filter is redundant and can be removed.
Hence, this slightly modified algorithm has a reduced critical loop with the
corresponding
L min = ( L sub + L add + L mult + L Qse ) ⁄ 2 .

(5.6)

The critical loop is marked in the figure by the dashed line. According to the
specification the input data word length is 12 bits and is sign-extended with
W f bits yielding a total of 15 bits internally. The W f extra bits are also sufficient to prevent overflow in all nodes, [105]. Hence, no over/underflow saturation circuits are required, which otherwise would have increased L min . The
extra bits do not decrease the throughput, since it is independent of W d . However, it will increase the amount of hardware and thus the power consumption,
since the required number of samples computed in parallel increases according
to Eq.(2.16).

xs.e(n)

2yQ,s.e(n)

T

a1

Q, s.e
2T

vQ,s.e(n)

Figure 5.12 Transformed IIR filter with reduced critical loop.

5.3.2.2 Precedence Graph for the IIR filter
The precedence graph for the slightly modified IIR filter in Fig. 5.12 is shown
in Fig. 5.13. The critical loop is denoted with a dashed line. The critical path
from input to the output is longer than the critical loop. This has to be taken
into account in the next design step.
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v(n)

x(n)
a

+
v(n-2) -

Q

2y(n)

x(n-1)

Figure 5.13 The precedence graph for the IIR filter.

5.3.2.3 Computation Graphs for the IIR Filter
The computation graphs for a single sample interval, N i , for the IIR filter using D = 3 are shown in Fig. 5.14. The As Soon As Possible (ASAP) scheduling approach has been used [109].
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v(n-2)
2y(n)
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2y(n)
t

x(n-1)

LM (1/3)

v(n-2)
x(n-1)

5Lmin

LM 1

2y(n)
t
3Lmin

Figure 5.14 Computation graphs for the IIR filter
using LM 0, 1/3, 1, and D = 3 .

5.3.2.4 Unfolding of the IIR Filter
The IIR filter can be unfolded m – 1 times, where m is restricted according to
Eq.(2.16). The maximally fast schedule is shown Fig. 5.15, using the digit-size
D = 3 . Since the filter has two delay elements in the loop, the state variable
v ( n ) from set N i is connected to set N i + 2 . Hence, an even m yields two separate loops with m ⁄ 2 sets of N i in each loop, and an odd m yields one loop
with m sets of N i . This will determine the critical path using LM 0 processing
elements.
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Figure 5.15 Maximally fast schedule for the IIR filter unfolded m – 1
times using LM 0, 1/3, 1, and D = 3 .

5.3.2.5 Hardware Structure for the IIR Filter
The hardware structure for the maximally fast and resource minimal implementation of the IIR filter is shown in Fig. 5.16. Where is no external SD in
the border between blocks N 0 and N m – 1 , in contrast with the FIR filter. The
delay elements in the critical loop are totally absorbed by the latencies of the
operations in the loop.
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Figure 5.16 Hardware structure for maximally fast implementation of the
IIR filter.

5.4 Design of the Processing Elements
5.4.1 The Adders
The adders with the highest throughput for each digit-size have been used in
the implementation of the FIR and the IIR filter.
For implementation of the LM 0 and 1 bit-serial adders, the realizations
shown in Fig. 3.4 have been used.
For the LM 1 adders with digit-size D = 2…4 , the serial prefix Ripple
Carry adders have been used, shown in Fig. 3.10. For the D = 5…8 is the
Carry-Look-Ahead ELM-BK adder described in Section 3.3.1.2 have been
used. For the LM 0 adders has the serial prefix Ripple Carry Adder been used
for D = 2…4 , due to the shorter delay for the sum, even though the corresponding ELM-BK adder has a higher throughput. For D = 5…8 the ELMBK adder has been used.

5.4.2 The Multipliers
In the design of the multipliers we assume that the input is already correctly
sign-extended and the multipliers are cascaded with a combined quantization/sign-extension circuit in order keep the word length constant and the output sign-extended.
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5.4.2.1 The Multipliers in the FIR Filter
In the FIR filter the coefficient 1 ⁄ 2 can be accomplished with a simple shift.
The bit-serial shift is accomplished with a delay of one clock cycle performed
with a D flip-flop as shown to the left in Fig. 5.17. However, using retiming
the D flip-flop can be moved to the output. This makes it possible to share the
D flip-flop with the following combined quantization and sign-extension circuit as shown to the right in Fig. 5.17.

q.s.e
xi

D

0
1

q.s.e
xi

yi

0
1

D

yi

D
Figure 5.17 Fixed coefficient bit-serial multiplier for α = 1 ⁄ 2 .
The digit-serial counterpart is slightly more complex. However, also this multiplier can be accomplished with a D flip-flops and hard wiring, an example
using D = 4 is shown in Fig. 5.18. The multiplication for both the bit- and
digit-serial realization yields an algorithmic latency of one clock cycle.

x4i+3

y4i+3

x4i+2

D

y4i+2

x4i+1

D

y4i+1

x4i

D

y4i
q.s.e

Figure 5.18 Fixed coefficient digit-serial multiplier
for α = 1 ⁄ 2 and D = 4 .
The multiplier with the fixed coefficient is simplified using the algorithm in
[109]
and
the
coefficient
is
rewritten
using
CSDC,
α = 44 ⁄ 512 = 0.0001011 2C = 0.0010-10-1 CSDC , the result for the bit-serial LM 0 multiplier is shown in Fig. 5.19. The D flip-flops denoted with an
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“1” are set during initialization. By inserting a D flip-flop at between the output of the last full adder and the multiplexer a LM 1 multiplier is obtained. The
bit-serial adders in Fig. 3.4 are used for the implementation of the multiplier.

q.s.e

xi
2D

FA
D
1

2D

FA
D
1

0
1

yi

D

Figure 5.19 Fixed coefficient LM 0 bit-serial multiplier with
α = 44 ⁄ 512 .
The digit-serial counterpart uses the fixed coefficient CSDC multiplier described in Section 3.3.2. For D = 2…4 the serial prefix Ripple Carry Adder
is used and for D = 5…8 a pipeline register is inserted in the multiplier enabling the use of the faster ELM-BK adder. In this simple case internal pipelining in the multiplier is preferable over the method of dividing the coefficient
into two parts and use of an extra adder. The LM 0 multiplier for D = 4 is
shown in Fig. 5.20. The clock period is equal to the corresponding adder with
the same digit-size.
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Figure 5.20 Fixed coefficient LM 0 digit-serial multiplier
for α = 44 ⁄ 512 , and D = 4 .

5.4.2.2 The Multiplier in the IIR Filter
The bit-serial multiplier for the fixed coefficient α = 0.011 2C is simplified
using the algorithm in [109], removing partial product generators, and replacing adders with zero inputs with a feed-through. The result is shown in
Fig. 5.21. In this case CSDC coding is less attractive, using α = 0.10-1 CSDC
it will not decrease the number of full adder after simplification but only increase the number of flip-flops. The LM 1 bit-serial multiplier is obtained by
introducing a D flip-flop between the full adder and the multiplexer. The bitserial adders in Fig. 3.4 is used for the implementation.
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Figure 5.21 Fixed coefficient LM 0 bit-serial multiplier for
α = 0.011 2C .
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The digit-serial counterpart of type LM 0 and D = 4 , is shown in Fig. 5.22.
When W f is not a multiple of D , an alignment stage at the output of the multiplier is required. The dashed frame shows the LM 0 combined quantization/sign-extension/alignment block. The clock period T clk0 is determined by
the critical path, which in the worst case is one full adder and one multiplexer.
By inserting one pipeline stage with D flip-flops between the adder and the
quantization/sign-extension block the multiplier yields LM 1, hence the adder
in the multiplier is of LM 1 type. The T clk1 is somewhat prolonged, compared
with the LM 1 adder, due to the multiplexer in the quantization/sign-extension
block. For implementation of the multiplier using D = 2…4 the serial prefix
Ripple Carry Adder is used and for D = 5…8 the ELM-BK adder is used.
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Figure 5.22 Fixed coefficient LM 0 digit-serial multiplier
for α = 0.011 2C , and D = 4 .

5.4.3 Circuit Implementation
The implementation of the processing elements is performed in the standard
0.35 µm digital CMOS process [1]. Robust high-speed and low-power implementation of the processing elements is obtained by using the P-latch I and Nlatch in the DN-logic style described in Section 4.5. The used realizations of
the processing elements enables latch level pipelining and merging of the logic
and the latches in the LM 1 processing elements, and in the LM 0 processing
elements parts of the logic can be merged with the latches.
The registers used for the shimming delay are implemented using the power
efficient Single Transistor Clocked P- and N-latches [116], described in
Section 4.4.1. Estimates of the throughput and energy consumption of the filters are obtained with HSPICE simulations of extracted netlists from the lay-
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out of digit-serial adders described in Section 3.3.1, [50], and from layouts of
the registers. These estimates are used in the next section for calculation of the
throughput and power consumption for the filter implementations.

5.5 Filter Implementation Analysis
5.5.1 Throughput Analysis for the FIR Filter
The sample period in terms of clock cycles for the FIR filters is determined by
the execution time for the digit-serial processing elements shown in Eq.(2.1)
and repeated here for convenience, [30],
EW = Wd ⁄ D ,

(5.7)

where W d is the data word length and D is the digit-size and the data word
length is required to be an integer multiple of the digit-size. If unfolding is applied m – 1 times, m parallel samples are computed in parallel, increasing the
throughput yielding
D
1
1
f sample = m --------------------- = m ------- ⋅ --------- .
W d T clk
E W ⋅ T clk

(5.8)

The clock period T clk is determined by the critical path, which consists of a
number of adders in series and a multiplexer from the sign-extension circuit in
the multipliers. The number of adders depends on LM order, algorithm pipelining, and unfolding m . For this FIR filter case, the clock period is determined
as

T clk

⎧
⎪ f x ( m )t add0 + t mux
for LM 0
⎪
= ⎨ g x ( m )t add0 + h x ( m )t add1 + t mux for LM 1/3
⎪
for LM 1
⎪ t add1 + t mux
⎩

,

(5.9)

where t add0 , t add1 are the delay of adders with LM 0 and 1, respectively, and
t mux is the delay for the multiplexer in the combined quantization/sign-exten-
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sion circuit. The functions f x ( m ), g x ( m ), h x ( m ) are the numbers of adders in
series and are defined as
f original ( m ) = 3, 4, 5, 5, 6, 6, 6, 6, …
f algorithm pipelined ( m ) = 1, 2, 3, 4, 5, 5, 6, 6, …
g original ( m ) = 2
g algorithm pipelined ( m ) = 1, 2, 2, 2, …

.

(5.10)

h original ( m ) = 1
h algorithm pipelined ( m ) = 0, 0, 1, 1, 1, …
for m = 1, 2, 3, …
From Eq.(5.8), Eq.(5.9), and Eq.(5.10) it can be concluded that the throughput
increases with increasing LM order, i.e., logic level pipelining, since the clock
period T clk decreases. Algorithm pipelining increase the throughput for the
LM 0 and LM 1/3 implementations if the algorithm unfolding is limited, i.e.,
m ≤ 6 , and m ≤ 2 , respectively. Algorithm pipelining of the LM 1 implementation has no effect on the throughput since the critical path is already decreased by the logic level pipelining. Further algorithm pipelining can also be
applied on the unfolded algorithm limiting the critical path, however this is not
considered in this work.
Combining Eq.(5.8), Eq.(5.9), and Eq.(5.10) for the LM 0 implementation,
and study the dependence of digit-size yields
1
1
f sample0 ( D ) ∼ --------------- ⋅ ----------------------------------------- ≈
W d ⁄ D f x ( m )t add0 + t mux
D
1
≈ --------------------- = -----------------------c1 D + c2
c1 + c2 ⁄ D

.

(5.11)

Here we use the simple linear model for the delay of the LM 0 digit-serial
adder, [30], where c 1, c 2 are positive constants. We also have neglected the
non-linearity of Eq.(5.7), i.e., the W d must be an integer of the digit-size.
Hence, the throughput increases with the digit-size. The same analysis can be
performed for the other LM orders yielding the same results, i.e., the throughput increases with increasing digit-size.
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These models are verified through estimates from HSPICE simulations
shown in Fig. 5.23. The original algorithm with non-pipelined processing elements yielding LM 0 has the lowest throughput. The throughput is increased
by pipelining at the algorithm and/or logic level, reaching the maximum
throughput using logic level pipelining yielding LM 1. The throughput is increasing with increasing digit-size for all implementations. The deviations
from that tendency are due to the mismatch with between the digit-size and the
data, and coefficients word lengths. Since the word lengths are only allowed
to be an integer multiple of the digit-size, the word length is increased in these
cases. Also the linear delay model is not accurate when implementing digitserial adders using carry-look-ahead techniques [50].
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Figure 5.23 Throughput versus digit-size and pipelining for the FIR filter,
using m = 1 .
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Combining Eq.(5.8), Eq.(5.9), and Eq.(5.10) for the LM 0 implementation,
and study the dependence on unfolding m yields
m
f sample0 ( m ) ∼ ----------------------------------------- .
f x ( m )t add0 + t mux

(5.12)

The non-linear function f x ( m ) can be modeled as linear function for small m
and constant for larger m as shown in Eq.(5.13)
⎧ c3 m + c4
fx ( m ) = ⎨
⎩6

for m ≤ 6
for m > 6

,

(5.13)

where c 3, c 4 are constants. Combining Eq.(5.12) and Eq.(5.13) for m ≤ 6
yields
m
f sample0 ( m ) ∼ ------------------------------------------------------ =
( c 3 m + c 4 )t add0 + t mux
1
= -----------------------c5 + c6 ⁄ m

for m ≤ 6 ,

(5.14)

where c 5 = c 3 t add0 , and c 6 = c 4 t add0 + t mux . For m > 6 yields
m
f sample0 ( m ) ∼ ------------------------------- = c 7 m
6t add0 + t mux

for m > 6 .

(5.15)

Hence, for m ≤ 6 the throughput increases somewhat with increasing unfolding and for m > 6 the throughput increases approximately linear with increasing unfolding. That is, the increase of the throughput by unfolding of LM 0
implementations is limited by the increasing critical path. However, when the
maximum critical path is obtained the throughput increases linearly with unfolding.
The same analysis is performed for the LM 1/3 implementation. For the
original algorithm the throughput increase linearly with unfolding, and for the
algorithm pipelined the throughput increase linearly with unfolding when
m > 3 , i.e., when the full critical path is obtained. For the LM 1 implementa-
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tions the critical path is not dependent on unfolding yielding a linear increase
with increasing unfolding.
These models are verified through estimates from HSPICE simulations
shown in Fig. 5.24. At certain levels of unfolding the algorithm pipelined implementations yields the same throughput as the original algorithm with the
same LM order. Hence, the critical paths are equal, also shown in Eq.(5.10).
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Figure 5.24 Throughput versus unfolding for the FIR filter using D = 4 .

5.5.2 Energy Analysis for the FIR Filter
In implementations with digit-serial arithmetic the contribution from the shimming delay has a considerable impact on the total power consumption and
should be included in the energy analysis.
The total number of flip-flops in the shimming delay versus the digit-size is
shown in Fig. 5.25. It shows that the number of flip-flops increase with digit-
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size and with increasing LM order, i.e., the internal SD increase. However, the
increase due to algorithm pipelining is more obvious, i.e., the amount of external SD is larger for the algorithm pipelined case, but the amount of internal SD
is about the same.
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Figure 5.25 Shimming delay versus digit-size for the FIR filter using
m = 1.
The total number of flip-flops in the shimming delay versus unfolding is
shown in Fig. 5.26. The number of flip-flops shows a linear increase with unfolding. With increasing unfolding the dependence on algorithm pipelining
decreases. It becomes dependent on the LM order, due to that the amount of
internal SD increases while the amount of external SD is constant.
Hence, the algorithm pipelining yields a larger amount of SD than logic level pipelining in all cases.
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Figure 5.26 Shimming delay versus unfolding for the FIR filter using
D = 4.
The energy consumption for the FIR filters with m = 1 is shown in Fig. 5.27.
The original algorithm has the lowest energy consumption. Increasing the LM
order increase the energy consumption but algorithm pipelining yields a larger
increase due to the larger amount of SD. The minimum energy consumption is
obtained using a large digit-size, D = 7 , which has a good matching with
data and coefficients word lengths yielding a maximum throughput. This is independent of pipeline type or level. For larger digit-sizes the mismatch between word length and digit-size increases. Hence, this yields increased
energy consumption due to increased number of shimming delays and computing more bits per sample.
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Figure 5.27 Energy consumption versus digit-size for the FIR filter using
m = 1.
Unfolding yields decreased energy consumption as shown in Fig. 5.28. Here
we neglect the overhead in the control logic caused by the unfolding. With increasing unfolding the energy consumption dependence of algorithm pipelining decrease, instead the energy consumption is dependent on the LM order,
since the unfolding yields equal critical paths and thus equal throughput and
the amount of SD shows the same behavior. However, for a given LM order,
algorithm pipelining yields higher energy consumption, which is due to a larger amount of SD. With enough unfolding, i.e., reaching equal critical paths, the
minimum energy consumption is obtained with a smaller digit-size D = 4
due to lower amount of SD and the throughput has a local maximum. This is
independent on pipeline type or level.
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Figure 5.28 Energy consumption versus unfolding for the FIR filter using
D = 4.

5.5.3 Constant Throughput for the FIR Filter
In many DSP systems the throughput is not a design object, it is a requirement
from the specification of the system. Here we use combinations of pipelining
at the algorithm and the logic level and unfolding in order to obtain a specific
throughput. The possible speed margins are utilized for lowering the clock rate
in order to reduce the power consumption. This could also allow reducing the
power supply voltage but this is not considered here. Three cases can be observed due to the level of unfolding. First case, for a low throughput requirement unfolding is not required, second case, at medium throughout unfolding
is required but the maximum critical paths are not obtained. Third case, high
throughput, which require extensive unfolding and the maximum critical paths
are obtained. In all three cases unfolding without pipelining yields the smallest
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power consumption. The optimum digit-size decreases with increasing
throughput, from D = 7 for a low throughput down to D = 2 for a high
throughput. This is due to the amount of shimming delay, which increases with
increasing unfolding and increasing digit-size. The resulting power consumption for the second case is shown in Fig. 5.29. In this case, using the optimum
digit-size, D = 4 , unfolding decreases the power consumption with 40, and
50 percent compared to logic and algorithm pipelining, respectively.
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Figure 5.29 Power consumption with f sample =25 MSamples/s for the
FIR filter.

5.5.4 Throughput Analysis for the IIR Filter
A model for optimal level of pipelining was developed in [30]. The use of that
model is somewhat limited, since the PEs delay was modeled as a linear function of D , which is only valid in a small range for RCA, [50]. A more general
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result is developed in the following for three special cases, LM 0, fractional
LM, and LM 1 and evaluated by HSPICE simulations. The transformed recursive algorithm has a minimal sample period according to Eq.(5.6) and is repeated here
L min = ( 2L add + L mult + L Qse ) ⁄ 2 .

(5.16)

The algorithmic latency for the adders is determined by the LM order according to Eq.(5.17), and Eq.(5.18), respectively,
L add0 = 0 ,

(5.17)

L add1 = 1 ,

(5.18)

and the algorithmic latency for the multiplier is determined by the maximal
number of fractional bits in the coefficients, the digit-size, and the LM order
according to Eq.(5.19), and Eq.(5.20), respectively,
L mult0 =
L mult1 =

Wf ⁄ D ,

(5.19)

Wf ⁄ D + 1 .

(5.20)

The algorithmic latency for the combined sign-extension and the quantization
circuit is equal to
L Qse = 0

(5.21)

for all LM orders, the small delay in the multiplexer is however increasing the
minimal clock period.

5.5.4.1 Latency Model 0
Using only LM 0 processing elements a LM 0 implementation is obtained.
Combining Eq.(5.16), Eq.(5.17), and Eq.(5.19) yields L min0 for the filter with
LM 0
L min0 =

Wf ⁄ D ⁄ 2 .

(5.22)
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L min0 decreases with increasing digit-size until D = W f , while the T clk0 is
limited by the critical path in the loop. Each set N i has a critical path of three
adders and a multiplexer. Hence, the total critical path is

T clk0

⎧m
⎪ ---- ( 3t add0 + t mux0 )
= ⎨2
⎪ m ( 3t
add0 + t mux0 )
⎩

for even m

,

(5.23)

for odd m

where m is determined by Eq.(2.16) and is repeated here
m ≥ W d ⁄ ( DL min0 ) .

(5.24)

Combining Eq.(5.22), Eq.(5.23), and Eq.(5.24) the minimal iteration bound
for even m yields
T min0 = L min0 T clk0 =
.
W f ⁄ D 2W d ⁄ ( D W f ⁄ D )
≥ --------------------- ---------------------------------------------------- ( 3t add0 + t mux0 )
2
2

(5.25)

Neglecting the non-linear behavior of m in Eq.(5.24) the factor W f ⁄ D in
Eq.(5.25) can be removed and using the simple linear model [50] for the delay
of the adder yields
Wd
T min0 = ------- ( c 8 D + c 9 ) = W d ( c 8 + c 9 ⁄ D ) ,
D

(5.26)

where c 8 ,c 9 are positive constants, the same model with different constants
holds for odd m . Hence, using this somewhat coarse model we can predict that
the T min will decrease with increasing digit-size, i.e., the throughput increase
with increasing digit-size.

5.5.4.2 Latency Model 1
Using only LM 1 processing elements with the exception of the sign-extension
circuit a LM 1 implementation is obtained. Combining Eq.(5.16) and
Eq.(5.20) the minimal sample period L min1 for the filter with LM 1 yields
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(5.27)

Hence, L min1 decreases with increasing digit-size until D = W f , while the
clock period T clk1 is limited by the critical path that consist of an adder, t add1 ,
cascaded with a multiplexer, t mux0 ,
T clk1 = t add1 + t mux0 ,

(5.28)

where t add1 increases with digit-size and t mux0 is constant. Hence, the maximum throughput is obtained for a digit-size in the range 1 ≤ D ≤ W f .

5.5.4.3 Fractional Latency Model
By inserting one pipeline register in the LM 0 implementation by changing
multiplier to LM 1, the critical path equals three adders that yield a fractional
latency model, LM 1/3. By this choice of insertion point for the pipeline register, the path from input to output is divided into two equal paths with two
adders. Combining Eq.(5.16) and Eq.(5.20) the minimal sample period
L min ( 1 ⁄ 3 ) and a LM (1/3) for the filter yields
L min ( 1 ⁄ 3 ) = [ W f ⁄ D + 1 ] ⁄ 2 .

(5.29)

Hence, L min ( 1 ⁄ 3 ) has decreased by one clock cycle compared with the LM 1
filter. The critical path consists of two LM 0 adders, t add0 , one LM 1 adder,
t add1 , and a multiplexer, t mux0 , shown in Eq.(5.30). The critical path has increased with 2t add0 compared with the LM 1 filter. It is however much shorter
than the critical path of the LM 0 filter.
T clk ( 1 ⁄ 3 ) = 2t add0 + t add1 + t mux0 = 2t add0 + T clk1

(5.30)

The L min ( 1 ⁄ 3 ) decreases with increasing digit-size until D = W f , while the
T clk ( 1 ⁄ 3 ) increase with digit-size. Hence, maximum throughput is obtained for
a digit-size in the range 1 ≤ D ≤ W f . This result can be generalized for all fractional LMs due to the number of adders in the critical path is not dependent on
the digit-size but is constant. Hence, the critical path increases with increasing
digit-size.
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5.5.4.4 Throughput Model Verification for the IIR filter
The models in the former sections are verified through estimates from
HSPICE simulations and are shown in Fig. 5.30. For the LM 1 and LM 1/3 filter, throughput increase with increasing digit-size and the maximum throughput is obtained using D = W f . The throughput for the LM 0 filter increase
with increasing digit-size and the maximum throughput for the LM 0 filter is
obtained using D = 8 . This shows that coarse model in Eq.(5.26) is useful to
a certain degree.
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Figure 5.30 Throughput versus digit-size for the IIR filter.

5.5.5 Energy Analysis for the IIR Filter
The energy consumption per sample for the IIR filters is shown in Fig. 5.31.
The LM 1 implementation has a minimum for D = 4 . The energy consumption for the LM 1/3 filters has a minimum for D = 3 . The energy consump-
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tion for the LM 0 filters has a minimum for D = 3 . For maximum
throughput, a use of D = W f , LM 1 is recommended. For low energy consumption, a use of D = W f , LM 0 is recommended. A trade-off between energy consumption and throughput can be made by using a fractional LM order.
By inserting just one pipeline register in each set of operations N i for a single
sample interval a LM 1/3 implementation is obtained, yielding at the same
time near maximum throughput and near minimum energy consumption.
180

LM 1
LM 0
LM 1/3

160

[pJ/Sample]

140

120

100

80

60
1

2

3

4

5

6

7

8

Digit size

Figure 5.31 Energy consumption per sample versus digit-size
for the IIR filter.

5.6 Conclusion of the Case Study
5.6.1 Conclusion of the FIR Filter Implementation
Implementation trade-offs of nonrecursive algorithms using digit-serial arithmetic by means of a half-band linear-phase FIR filter have been discussed. Al-
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gorithm transformations such as traditional pipelining at the algorithm and
logic level, and algorithm unfolding as an alterative method have been compared from throughput and power consumption points of view.
For the investigated FIR filter case, logic level pipelining is preferred instead of algorithm pipelining for increasing the throughput with minimum increase of power consumption. A trade-off between high throughput and low
power consumption can be made by choosing a suitable degree of logic level
pipelining. However, minimum power consumption is obtained using unfolding without pipelining. That reduces the power consumption with 40 and 50
percent compared to logic level and algorithm pipelining, respectively. The
digit-size should be tuned with the throughput requirement, i.e., using a large
digit-size for low throughput requirement and decrease the digit-size with increasing throughput.

5.6.2 Conclusion of the IIR Filter Implementation
Design trade-offs in pipelining of processing elements implementations of recursive algorithms using digit-serial arithmetic by means of investigating a bireciprocal third-order LWDF have been presented.
For maximum throughput, a use of pipelined processing elements. This implementation is 150 percent faster than using non-pipelined processing elements.
For minimum energy consumption, a use of non-pipelined processing elements. This implementation has 45 percent lower energy consumption than using pipelined processing elements.
A trade-off between energy consumption and throughput can be made by
introducing some pipelined processing elements in the non-pipelined filter design. Using three adders between every pipeline register yielding LM 1/3,
yields a near maximum throughput only decreased with 6 percent and a near
minimum energy consumption only increased with 17 percent, compared with
the LM 1, and LM 0 implementations, respectively. In all cases should the digit-size be equal to the number of fractional bits in the coefficient, i.e.,
D = Wf .

6

SUMMARY

In this thesis we have discussed the design and implementation of digital signal processing applications in a standard digital CMOS technology. In order
to obtain a low power design, all levels of the design should was addressed. As
a case study a frequency selective filter has been implemented using a halfband FIR filter and a bireciprocal lattice wave digital filter.

6.1 Algorithm Level
The top-down design methodology [109] used for bit-serial maximally fast
implementations of IIR filters has been extended and applied for digit-serial
implementations of recursive and non-recursive algorithms. Algorithm transformations such as unfolding and pipelining at algorithm and logic level have
been used and compared from throughput and power consumption points of
view. A measure of the level of the logic pipelining has been further developed, i.e., the Latency Model, LM, first presented in [103]. Introducing a fractional latency model [53], i.e., the reciprocal of the number of adders between
the pipeline registers. The latency model is also extended for use in digit-serial
implementations. The latency model can be used as a tuning variable between
throughput and power consumption.
For the investigated FIR filter case, logic level pipelining is preferred instead of algorithm pipelining for increasing the throughput with minimum increase in energy consumption. A trade-off between high throughput and low
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energy consumption can be made by choosing a suitable degree of logic level
pipelining, i.e., latency model. For the constant throughput case, the minimum
power consumption is obtained using unfolding without pipelining. That reduces the power consumption with 40 and 50 percent compared to logic level
or algorithm level pipelining, respectively [54]. The digit-size should be tuned
with the throughput requirement, i.e., using a large digit-size for low throughput requirement and decrease the digit-size with increasing throughput.
In the investigated IIR filter case, design trade-offs in pipelining of processing elements implementations of recursive algorithms using digit-serial arithmetic by means of investigating a bireciprocal third-order LWDF have been
presented [53]. For maximum throughput, a use of pipelined LM 1 processing
elements is recommended. This implementation is 150 percent faster than using non-pipelined processing elements. For minimum energy consumption, a
use of non-pipelined LM 0 processing elements is recommended. This implementation has 45 percent lower energy consumption than using pipelined processing elements. A trade-off between energy consumption and throughput
can be made by introducing some pipelined processing elements in the nonpipelined filter design. Using three adders between every pipeline register
yielding a LM 1/3, yields a near maximum throughput only decreased with 6
percent and a near minimum energy consumption only increased with 17 percent, compared with the LM 1, and LM 0 implementations, respectively. In all
cases a digit-size equal to the number of fractional bits in the coefficient
D = W f is recommended.

6.2 Arithmetic Level
6.2.1 Digit-Serial Adders
For a fixed throughput requirement of parallel additions, the bit-serial approach was found to be the optimum choice from points of view of small area
and low power consumption [50]. The bit-serial approach compared with the
parallel approach reduces the power consumption with 35, and 49 percent, and
the area is reduced with 89, and 91 percent, for the pipelined, and non-pipelined adder respectively, neglecting the overhead caused by the increased parallelism.
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For recursive algorithms, with limited parallelism, the optimum is to use the
lowest possible digit-size that will not exceed the maximum allowed number
of adders in parallel and still fulfill the throughput requirement. The RCA digit-serial adder, based on serial prefix addition, is preferable for high throughput using D = 2…4 . For larger digit-sizes the CLA adder based on the
combination of ELM and Brent-Kung adder is preferable.
When applying voltage scaling for constant throughput, the power consumption decreases with increasing digit-size and minimum power consumption for the parallel adder is obtained at the cost of increasing area.

6.2.2 Digit-Serial Multipliers
The digit-serial/parallel multipliers based on unfolding of a bit-serial multiplier in combination with CSD coding of the coefficients can be used for efficient
implementation with increased throughput and decreased power consumption
compared with using two’s complement coefficients [52]. The coefficients are
not divided into digits, which makes the multiplier suitable for implementing
digital filters, where the data and coefficient word lengths are independent.
The CSD code increases the throughput between 56 to 150 percent compared
with the two’s complement counterpart. This is due to the reduced critical
path. For D = 2…4 the multiplier has the same throughput as the fastest digit-serial adder, i.e., the serial prefix based RCA adder. For larger D the multiplication can be rewritten as a sum of two multiplications that yields an
increased throughput, equal to the throughput of the digit-serial RCA adder.
The latency increases with one clock cycle due to the cascaded adder, but, the
clock period is reduced due to the reduced critical path in the multipliers. For
higher throughput a more complex structure has to be used. A promising candidate is based on generalized shift-accumulation [32]. This structure can be
pipelining at the bit-level yielding a high throughput but at a cost of larger algorithmic latency.

6.3 Circuit Level
In modern digital signal processing systems the importance of designing for
low power consumption is increasing rapidly. Since the system integration increases along with the clock frequency the power consumption becoming
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6 SUMMARY

more and more a limiting factor of integration and speed. Noise is another limiting factor when the integration increases, since the noise from the power
lines increases as well as cross-talk between signal lines. To solve these problems a robust high-speed low power logic style is required. In this thesis we
have used a complex multiplier based on distributed arithmetic as a test device
for evaluation of different logic styles from robustness, area, speed, and low
power consumption points of view. The evaluated logic styles were non-overlapping pseudo two-phase clocked C2MOS latches with pass-transistor logic
(two-phase clocked logic), Precharged True Single Phase Clocked logic
(PTSPC), and Differential Cascade Voltage Switch logic (DCVS) with Single
Transistor Clocked STC-latches. In addition we have proposed a robust differential logic style (DN-logic) suitable for implementation of high speed and
low power digit-serial arithmetic processing elements [43, 44, 45, 46, 51]. It
uses only NMOS transistors in the logic nets, yielding a smaller load, and enables merging of large logic blocks in a single latch. The clocking scheme is
non-precharged True Single Phase Clocking. The number of clocked transistors is low and their size is small, yielding a reduced clock load. The logic style
is robust for slow clock slope and has a large noise margin.
The logic styles are compared showing that the two-phase clocked logic has
the lowest energy consumption per bit and it is the most area efficient as well.
However the maximum throughput is low. The DN-logic style has a 150 percent larger throughput with only an increase of energy consumption with 50
percent and an increase in area with 40 percent. Using voltage scaling for constant throughput the DN-logic style shows the lowest power consumption.
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