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SE-601 74 Norrköping, Sweden
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Abstract

Many applications lead to signals with nonnegative function values. Under-
standing the structure of the spaces of nonnegative signals is therefore of inter-
est in many different areas. Hence, constructing effective representation spaces
with suitable metrics and natural transformations is an important research
topic. In this thesis, we present our investigations of the structure of spaces of
nonnegative signals and illustrate the results with applications in the fields of
multispectral color science and content-based image retrieval.

The infinite-dimensional Hilbert space of nonnegative signals is conical and
convex. These two properties are preserved under linear projections onto lower
dimensional spaces.

The conical nature of these coordinate vector spaces suggests the use of hy-
perbolic geometry. The special case of three-dimensional hyperbolic geometry
leads to the application of the SU(1,1) or SO(2,1) groups.

We introduce a new framework to investigate nonnegative signals. We use
PCA-based coordinates and apply group theoretical tools to investigate se-
quences of signal coordinate vectors. We describe these sequences with one-
parameter subgroups of SU(1,1) and show how to compute the one-parameter
subgroup of SU(1,1) from a given set of nonnegative signals.

In our experiments we investigate the following signal sequences: (i) black-
body radiation spectra; (ii) sequences of daylight/twilight spectra measured
in Norrköping, Sweden and in Granada, Spain; (iii) spectra generated by the
SMARTS2 simulation program; and (iv) sequences of image histograms. The
results show that important properties of these sequences can be modeled in
this framework. We illustrate the usefulness with examples where we derive
illumination invariants and introduce an efficient visualization implementation.

Content-Based Image Retrieval (CBIR) is another topic of the thesis. In
such retrieval systems, images are first characterized by descriptor vectors.
Retrieval is then based on these content-based descriptors. Selection of content-
based descriptors and defining suitable metrics are the core of any CBIR system.
We introduce new descriptors derived by using group theoretical tools. We
exploit the symmetry structure of the space of image patches and use the
group theoretical methods to derive low-level image filters in a very general
framework. The derived filters are simple and can be used for multispectral
images and images defined on different sampling grids. These group theoretical
filters are then used to derive content-based descriptors, which will be used in
a real implementation of a CBIR.
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Sammanfattning

Inom många applikationsomr̊aden finner man signaler med strikt positiva funk-
tionsvärden. Inom många omr̊aden är därför först̊aelsen av struktur och funk-
tionalitet hos dessa rymder av positiva signaler av stort intresse. Konstruktion
av effektiva representationsrymder med anpassad metrik och naturliga transfor-
mationer är därför ett mycket viktigt forskningsomr̊ade. Den här avhandlingen
presenterar v̊ar undersökning av strukturen hos strikt positiva signalrymder och
visar resultaten genom en rad tillämpningar inom omr̊aden som multi-spektral
färg och inneh̊allsbaserad bildsökning (Content-Based Image Retrieval - CBIR).

Ett Hilbert rum med oändligt antal dimensioner och strikt positiva signaler
är koniskt och konvext. Dessa tv̊a egenskaper bibeh̊alls under linjära projek-
tioner p̊a rum med lägre dimensionalitet.

I beskrivningen av dessa vektorrum leder de koniska egenskaperna till an-
vändning av hyperbolisk geometri. I specialfallet med tre-dimensionell hyper-
bolisk geometri appliceras SU(1,1) eller SO(2,1) grupper.

Vi introducerar ett nytt ramverk för att undersöka positiva signaler. Vi
använder PCA koordinater och gruppteoretiska verktyg till att undersöka sek-
venser av signalvektorer. Dessa sekvenser beskriver vi med en-parameter un-
dergrupper till SU(1,1). Vi visar ocks̊a hur dessa undergrupper härleds fr̊an
en given mängd positiva signaler.

I v̊ara experiment undersöker vi följande sekvenser av signaler: (a) spektra
hos svartkroppstr̊alning, (b) spektra hos dagsljus och skymningsljus (uppmätta
i Norrköping, Sverige och i Granada, Spaen), (c) spektra genererade med simu-
leringsmjukvaran SMARTS2, och (d) sekvenser av bild-histogram. Resultaten
visar att viktiga egenskaper hos de olika sekvenserna kan modelleras med v̊art
ramverk. Vi illustrerar resultaten med exempel som att beräkna “illumination
invariants” och introducerar ett effektivt visualiseringsverktyg.

Det andra ämnet som beskrivs i den här avhandlingen är inneh̊allsbaserad
bildsökning, CBIR. I ett s̊adant söksystem karaktäriseras en bild genom en
deskriptorvektor (descriptor vector) som är relaterad till inneh̊allet i bilden.
Sökning baseras sedan p̊a dessa deskriptorvektorer. Val av deskriptor och defi-
nition av lämplig metrik är kärnan hos alla CBIR-system. Vi introducerar nya
deskriptorer härledda med gruppteoretiska verktyg. Vi utnyttjar symmetriska
egenskaper hos rummet av delbilder och använder de gruppteoretiska verkty-
gen till att härleda l̊agniv̊a-filter i ett mycket generellt ramverk. Dessa filter är
enkla och kan ocks̊a användas p̊a multispektrala bilder och bilder definierade
p̊a olika sampling “grids”. De gruppteoretiska filtrena används sedan till att
härleda de inneh̊allsbaserade deskriptorerna som ska användas i implementa-
tion av ett CBIR-system.
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Chapter 1

INTRODUCTION



2 Introduction

Group theory is a very powerful tool in many research areas. The basic idea
in the application of group-theoretical methods is the exploitation of the sym-
metry structure of the problem. In this work, we apply group-theoretical tools
to solve problems in two application areas: multispectral color representation
and content-based image retrieval.

We start with the investigation of nonnegative signal spaces. Nonnegative
signals are multidimensional signals assuming only nonnegative values. Usu-
ally, the multidimensional spaces of nonnegative signals can be described by
lower dimensional coordinate vector subspaces. In many cases, only a few coef-
ficients are sufficient; for example, illumination spectra can be described using
only three- to six-dimensional coordinate vectors [Hernández-Andrés et al.,
1998, 2001a,b; Marimont and Wandell, 1992; Romero et al., 1997; Slater and
Healey, 1998; Wyszecki and Stiles, 1982]. We first show that the original mul-
tidimensional space of nonnegative signals has a convex cone structure. For
certain types of projection bases, this conical structure is preserved, i.e. the
projected coordinate vectors are all located in a convex conical subspace of
the vector space. Several tools from linear algebra are used to investigate the
conical structure of the nonnegative signal spaces and the coordinate vector
spaces. We also observe and prove that PCA-based systems provide projection
bases that map the space of nonnegative signals to a conical space of coordinate
vectors. Based on this observation, we use hyperbolic geometry to describe the
conical space of coordinate vectors, and use the isometry subgroups operat-
ing on the Poincaré open disk model of hyperbolic geometry to exploit the
symmetry structure of the space.

Multispectral color is used in the first example to illustrate the framework.
We investigate multispectral information of time series of illuminations. After
Principal Component Analysis, tools from group theory are used to investigate
these sequences. The conical structure of the coefficient space implies a geomet-
rical definition of intensity as the value of the first coefficient and of chromatic-
ity as the perspective projection of the coefficient vector to the hyperplane of
constant intensity value. This nonlinear projection operation distinguishes the
conical model from conventional subspace-based color descriptions. In the case
of three-dimensional linear approximations, this nonlinear projection leads to
chromaticity vectors that are located on the two-dimensional unit disk.

By introducing this special projection and reformulating the problem into an
investigation of the three-dimensional coordinate vectors of illumination spectra
in the cone, we can separate transformations acting on the intensity from those
acting on the chromaticity. Intensity changes can be described by simple sub-
groups of scalings. Therefore, we focus on examining chromaticity changes on
the unit disk by describing them with the SU(1,1) group. The SU(1,1) group
is a natural transformation group operating on the Poincaré open unit disk.
Its continuous subgroups define special classes of curves, called one-parameter
curves. One-parameter curves, which can be seen as the straight lines in the
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three-dimensional Lie algebra space su(1,1), provide a very rich class of curves
on the two-dimensional unit disk. An estimation using SU(1,1) curves can
thus be seen as a linearization.

Our investigations of different time sequences of illumination spectra show
that SU(1,1) curves are very useful in describing chromaticity properties of
sequences of illuminations.

Another instance of the framework is the investigation of the space of image
histograms. Image histograms are nonnegative vectors with sum one. Because
of this restriction, they do not fill up the whole space, but only a hyperplane
subspace with conical structure. The gradual changes of histograms are often
observed in movie sequences or in sequences of images of a scene under changing
illumination. The same methods are used as before to model the sequences of
changing image histograms by SU(1,1) curves.

We also study the space of color images. Representing an image by a
content-based descriptor vector introduces a projection from the image space
onto the descriptor-vector space. In this thesis, we only select the content-based
descriptors defined by global statistical descriptors such as histograms. Con-
sidering the spaces of content-based descriptors as metric spaces, we can then
characterize the dis/similarity between image descriptors by the metrics defined
in the space. Different content-based image descriptors provide different views
of the space of images. Each pair of images is then associated with several dis-
tances computed from different selections of content-based descriptors. Each
of these distances can be regarded as a projection of the perceptual distance
between images in the original space of images onto the space of descriptor
vectors. Based on these observations and assumptions, we then describe how
to build a content-based image retrieval system. Once again, we show how to
use group-theoretical tools to derive new content-based descriptors for a CBIR
system. An implementation of a fast CBIR system is also described in the
thesis.

1.1 Motivation

Digital color imaging has become a very active research field and is of growing
commercial interest. Digital cameras are nowadays much more popular than
traditional imaging techniques. Understanding the formation of color images
and the underlying physical processes is thus very important in imaging.

A color image is the result of a complex interaction of illumination, object
and observer sensors. Therefore, it is of interest to study illuminations and
especially different types of daylight. Exploring the group-theoretical structure
of sequences of illumination spectra enables us to apply tools from group theory
to solve many problems in digital imaging. Examples of possible applications
are:
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Color constancy: By modeling the illumination changes with a group trans-
formation, we can derive methods to remove the effects of illumination
changes from the image.

Compression: The group-theoretical description of illumination sequences
leads to an effective representation of long sequences of illumination spec-
tra with only a few parameters.

Modeling: Simple matrix multiplications can be used to speed up the visual-
ization of a scene under changing illumination.

Others: A detailed discussion of possible applications can be found in Sec-
tion 4.5.

Another important research topic is the management of image databases.
The rapid development of the Internet has created a huge collection of visual
data [Notess, 2002]. Efficient image database management systems are needed
to handle large image databases with very fast image retrieval. Content-based
retrieval systems using nonverbal, visual-based descriptions have now been de-
veloped for this purpose. These content-based systems not only save large
amount of human labor to annotate and index images as required in conven-
tional text-based systems, but also provide a systematic way of browsing image
databases. Group-theoretical tools once again can be employed to derive auto-
matically low-level image filters that are simple, fast and can be used to build
new content-based descriptors.

1.2 Contributions of the thesis

In this thesis, we first propose a general framework of describing nonnegative
signals in a conical space and apply group-theoretical methods to investigate
sequences of nonnegative signals. The conical structures of nonnegative signal
spaces and the projection spaces of coordinate vectors are derived from basic
principles.

The usefulness of the framework is illustrated by several experiments using
different types of nonnegative signals. In the first series of experiments, we in-
vestigate illumination spectra collected from measurements in Granada, Spain
and Norrköping, Sweden. Blackbody radiation spectra and the daylight spec-
tra generated by the simulation model SMARTS2 are also investigated. The
results show that the natural as well as the simulated chromaticity sequences
can be well described by special subgroups originating in hyperbolic geometry1.
In a later series of experiments, we apply the framework to the sequences of
image histograms taken from a scene under changing illuminations.

1The conical space has a natural hyperbolic geometry
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We also illustrate how to use the obtained results in several applications. In
one application, we construct invariants, i.e. features that are constant under
illumination changes. The other example describes how visualizations can be
simplified.

The second part of the thesis deals with Content-Based Image Retrieval
systems (CBIR systems). The color digital images are characterized by several
content-based descriptors. The similarities of these content-based descriptors
are then used to represent the visual similarities of the images. We then exploit
the metric spaces of these descriptor vectors and use the defined metrics for
the retrieval. We restrict ourselves to work with the CBIR system within the
following scope:

Image domain: The images form a large, general-purpose database. There
is no specific requirement on object-based recognition.

Content-based descriptors: We only select content-based descriptors de-
fined by global statistical descriptors such as image histograms.

Metric space of descriptor vectors: We only work with the descriptor-
vector spaces that are metric spaces.

Compression: PCA-based systems are used to reduce the dimensionality of
the space of descriptor vectors.

We study several existing histogram-based descriptors such as RGB his-
tograms, texture histograms. We also devise a few new descriptors: the mod-
ified versions of Local Binary Pattern texture operators [Ojala et al., 1996a,b;
Wang and He, 1990], and the group-theoretically derived descriptors. Several
descriptor combination strategies are used to enhance the performance of the
system. The large size of the image database requires all algorithms involved
to be fast.

The derivation of the group-theoretical descriptors is performed as follows:

• First, group-theoretical tools are used to derive low-level color image
filters that are simple and fast. We consider a color image as a collection
of small patches, representing the local structure of the image at the
patch location. Dihedral and permutation subgroups are used to study
the symmetry of the local structures of color images. The groups provide
a classification of color image patches into smaller invariant subspaces.
This group-theoretical structure of the space of image patches leads to
the systematic construction of a set of low-level image filters.

• Second, we propose methods to devise descriptors from the filtered im-
ages. Two such descriptors are described in the thesis: one descriptor
is defined as the correlation matrix of the filtered image, and the other
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describes the distribution of local curvatures of the image. The high com-
putational efficiency of the group-theoretical filters is a key point to make
these new descriptors applicable in the real implementation of a CBIR
system.

In order to illustrate the power/usefulness of the framework, we apply pre-
viously available and our new techniques in an implementation of a fast image
browser of a large image database. This content-based image browser, named
ImBrowse, is implemented mainly to provide a tool for our research. A com-
mercial version of the browser is now being developed by Matton AB, an image
provider in Sweden.

In the last application, we describe an investigation of the space of key-
words. By considering that a keyword is characterized by the set of images
it describes, we introduce content-based descriptors of keywords. In contrast
to the content-based descriptors of an image, the content-based descriptors of
keywords are collected in the form of the distributions of vectors. The statistics-
based distribution distances are then used as the distances between keywords,
and between a keyword and an image. Two examples of the possible applica-
tions using the computed distances are then given: (i) clustering the keyword
space; and (ii) automatic linguistic indexing of images.

1.3 Outline of the thesis

The thesis consists of eight chapters. We include some basic facts from mathe-
matics and geometry in Chapter 2 to make the thesis reasonably self-contained.
The investigations of the conical structure of the space of nonnegative signals
are given in Chapter 3. Chapter 4 formulates the problem of describing co-
ordinate vector sequences of nonnegative signals by SU(1,1) curves. Several
investigations of different nonnegative signals sequences are also given in this
chapter.

Chapter 5 gives an overview of another application area: Content-based
image retrieval systems. The derivations of several content-based descriptors
are described in this chapter and will later be used in an implementation of
a CBIR system. We also describe a new framework where we apply group-
theoretical methods to construct automatically low-level image filters in this
chapter. Details of the implemented ImBrowse system are given in Chapter 6
where we describe how we apply theoretical results to a pre-commercial CBIR
system.

Chapter 7 builds on the results of previous chapters and describes several
applications including:

• An application of finding illumination invariants based on group-theore-
tical properties of illumination chromaticity sequences.
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• A simulation of a multispectral image under changing illuminations. It
shows how to speed up the visualization by simplifying the computations.

• An extension of the group-theoretically filter design described earlier in
Chapter 5.

• The investigations of the keyword space using content-based descriptors.
The results suggest various applications like clustering the keyword space
and linguistic indexing of images.

Conclusions and ideas for future work are presented in Chapter 8.



8 Introduction
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2.1 Introduction

In this chapter, we will give a brief overview of mathematical background that
will be used in the upcoming chapters. The reader can skip this chapter if
he/she is familiar with basic facts from group theory and hyperbolic geometry.

2.2 Basic group theory

We consider a nonempty set G (consisting of finitely or infinitely many objects)
with a law of combination ◦ assigning to each ordered pair g1, g2 ∈ G a unique
element of G. This law is often called the product or the operation:

◦ : G×G→ G; (g1, g2) 7→ g1 ◦ g2 (2.1)

The set together with its product is called a group if it has the following prop-
erties:

Associativity: (g1 ◦ g2) ◦ g3 = g1 ◦ (g2 ◦ g3); ∀g1, g2, g3 ∈ G.

Existence of an identity element: There exists a unique ele-
ment e ∈ G such that e ◦ g = g ◦ e = g, ∀g ∈ G. We call the
element e the identity element of the group G under the opera-
tion ◦.

Existence of an inverse element: For every element g ∈ G there
exists a unique element g−1 such that g−1 ◦ g = g ◦ g−1 = e. It is
the inverse element of g.

The group G is said to be an abelian group or a commutative group if it
satisfies the following condition (commutative law):

g1 ◦ g2 = g2 ◦ g1; ∀g1, g2 ∈ G (2.2)

Without any confusion, we also write g1g2 to mean g1 ◦ g2.
The group G is said to be cyclic if it consists exactly of the powers ak

(k ∈ N) of some element a. In this case a is called the generating element or
the group generator as defined as follows:

Definition The group elements g1, g2, . . . , gN ∈ G are called the generators of
the group if all group elements are finite products of these elements or their
inverses.

We define the morphisms defined in the group-theoretical context:
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Definition A mapping φ between two groups G1 and G2 is called an homo-
morphism if it preserves the group structures, i.e. φ(g1g2) = φ(g1)φ(g2) for all
group elements g1 ∈ G1, g2 ∈ G2.

A one to one homomorphism is called an isomorphism. The isomorphism
of two identical groups is called automorphism.

Given two groups G,H , the direct product is defined as:

Definition The direct product between two groups G and H , denoted by G×
H , is a group operating on the space of element pairs {(g, h) | g ∈ G, h ∈ H},
which gives:

(g1, h1) × (g2, h2) = (g1g2, h1h2) (2.3)

for every two element pairs (g1, h1), (g2, h2) : g1, g2 ∈ G, h1, h2 ∈ H

Definition A subset H of a group G is called a subgroup of G if H itself is a
group with respect to the operation on G.

2.2.1 Transformation groups

A transformation is a one to one mapping f : x → f(x) of some set W onto
itself.

The set of all transformations with the law ◦ of combination defined as the
composition of two transformations, i.e.:

f ◦ g(x) = f(g(x)) ∀x ∈W (2.4)

forms a group, which is called the complete transformation group of W .
Subgroups of the complete transformation group of W are called transfor-

mation groups of W .

2.2.2 Group representation

Let G be a group, a group GL(n) of invertible n × n matrices with complex
entries is said to provide a n-dimensional linear representation or matrix repre-
sentation of G (in short, it is a representation of G) if there is a homomorphism
that assigns to each element g ∈ G a unique matrix A(g) ∈ GL(n) such that:

A(g1 ◦ g2) = A(g1)A(g2)

A(e) = E; E is the identity matrix

A(g−1) = A(g)−1 (2.5)

A is called the representation and n is the dimension or degree of the repre-
sentation.
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The representation is said to be faithful if the map g → A(g) is isomor-
phism, i.e. distinct elements of the group always correspond to distinct matri-
ces.

Two group representations A and B are said to be equivalent if there exists
a nonsingular matrix T such that:

A(g) = T−1B(g)T; ∀g ∈ G (2.6)

Definition A matrix representation A is reducible if all matrices have the
form:

A(g) =

(
A1(g) A12(g)

0 A2(g)

)
(2.7)

The representation matrix A is called irreducible if it is not reducible. A
representation is completely reducible if it is equivalent to the block diagonal
matrix with irreducible blocks in the diagonal:

A(g) =




A1(g) 0 . . . 0
0 A2(g) . . . 0
. . . . . . . . . . . .
0 0 . . . AN (g)


 (2.8)

where An(g) are irreducible blocks. The blocks An(g) define the invariant
subspaces of the original vector space that the group is operating on. We also
say that A(g) is the sum of the presentations An(g) and write A = A1 +A2 +
. . .+ AN .

More background information of group theory and its applications can be
found in [Fässler and Stiefel, 1992; Lenz, 1990].

By introducing the matrix representation, we can simply represent all group
operations in the form of matrix multiplications, which are much easier to
handle. In the following, if not stated otherwise all mentioned groups are
matrix groups.

2.2.3 Continuous groups and Lie algebra

The matrix groups whose matrix entries can be described differentiably (at least
in a neighborhood of E) by certain parameters are called continuous matrix
groups.

Let G be a continuous matrix group. By a one-parameter subgroup M(t)
we mean a subgroup of G, defined for and differentiable at real values of t,
having the following properties:

M(t1 + t2) = M(t1)M(t2); ∀t1, t2 ∈ R

M(0) = E = identity matrix (2.9)
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For a one-parameter subgroup M(t) we introduce its infinitesimal generator.
It is represented by the matrix X defined as:

X =
dM(t)

dt

∣∣∣∣
t=0

= lim
t→0

M(t) − E

t
(2.10)

Conversely, we can also construct a one-parameter subgroup M(t) from a given
infinitesimal matrix X using the exponential map:

M(t) = etX = E + tX +
t2

2!
X2 + . . .+

tk

k!
Xk + . . . (2.11)

where E is the identity matrix.

Definition A Lie bracket of two elements J and K in a vector space is a
composition given by:

[J,K] = JK− KJ (2.12)

If J and K are two square matrices then this composition is called the commu-
tator of J and K.

Theorem 1 (Lie product of infinitesimal matrices) If J and K are in-
finitesimal matrices of a continuous matrix group G, then so is [J,K]

Given three arbitrary infinitesimal matrices J,K and H of a continuous
matrix group G, the following properties are derived from the definition of the
Lie bracket:

bilinearity:

[aJ + bK,H] = a[J,H] + b[K,H] a, b ∈ R (2.13)

skew symmetry:
[J,K] = −[K,J] (2.14)

Jacobi identity:

[[J,K],H] + [[K,H],J] + [[H,J],K] = 0 (2.15)

Theorem 2 (Lie algebra space of infinitesimal matrices) The infinites-
imal matrices X of a continuous matrix group G form a vector space known as
Lie algebra.

We consider only the groups where each element in the Lie algebra has an
expansion:

X =

K∑

k=1

ξkJk; ξk ∈ R (2.16)
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where {Jk} is the basis of the K-dimensional Lie algebra of G.

Theorem 3 (Lie algebra basis) If {Jk}Kk=1 is the basis of a K-dimensional
Lie algebra of a continuous matrix group G, then:

[Ji,Jj ] =

K∑

k=1

ckijJk; ckij ∈ R (2.17)

We see that a one-parameter subgroup M(t) is specified by its coordinate
vector (ξk)

K
k=1 in the Lie algebra. In the following, we use the term group

coordinates to refer to the vector (ξk).
More information about Lie groups and Lie algebras can be found in the

relevant literature, such as [Gelfand et al., 1963; Helgason, 1978; Olver, 1986;
Sattinger and Weaver, 1986; Vilenkin and Klimyk, 1993].

2.3 Symmetric and Dihedral groups

2.3.1 Symmetric groups

A permutation π is an arrangement of the elements of an ordered set consisting
of m elements. We select one arrangement as the standard, label the elements
with numbers and represent it by the sequence (1, 2, . . . ,m). The number of
permutations on an ordered set of m elements is given by m!, where m! denotes
the factorial. The permutations can be represented by several conventions, for
example:

Explicitly identification of permutation: A permutation π can be defined
as a couple of two arrangements before and after applying the permuta-
tion. The permutation π will thus be represented by a 2 × m matrix
where the first row is the standard arrangement and the second row is
the new arrangement:

π =

(
1 2 . . . m
i1 i2 . . . im

)
(2.18)

where π is a permutation that moves element k to a new position ik.

Product of transpositions: A transposition is a permutation that switches
two elements of an ordered set while leaving all the other elements un-
moved. Any permutation can be represented by a product of transposi-
tions. The representation of a permutation as a product of transpositions
is not unique.

Permutation cycle representation: A permutation cycle is a subset of a
permutation whose elements switch places with one another forming a
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circle of changes. For example π0 = [i1, i2, i3] denotes the permutation
where i1 goes to i2, i2 goes to i3, and i3 goes to i1. Every permutation
group on m elements can be uniquely expressed as a product of disjoint
cycles. The identity is denoted by the empty cycle [ ].

Applying the permutations one after the other will form another permuta-
tion. For example, consider the two following permutations:

π1 = [1, 2]

π2 = [2,m] (2.19)

Applying first the permutation π1 and then π2 will give the new permutation π0:

π0 = π2π1 = [1,m, 2] (2.20)

The permutation that leaves everything as it is, is also a permutation. We call
it the identity permutation. We can now provide this definition of a group:

Definition A symmetric group is a finite group S(m) of all permutations onm
elements. The group S(m) is abelian if and only if m ≤ 2. The subgroups
of S(m) are called permutation groups.

The group of all permutations of three elements is S(3) and has six elements:

π1 =

(
1 2 3
1 2 3

)
= E

π2 =

(
1 2 3
2 3 1

)

π3 =

(
1 2 3
3 1 2

)
= π2π2

π4 =

(
1 2 3
1 3 2

)

π5 =

(
1 2 3
3 2 1

)
= π4π2

π6 =

(
1 2 3
2 1 3

)
= π2π4 (2.21)

We see that S(3) can be generated by the two permutation cycles π2 = [1, 2, 3],
and π4 = [2, 3]. There are three irreducible representations of S(3), two of
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dimension one and one of dimension two, which are:

A1
1(πk) = 1

A1
2(πk) = (−1)sgn(πk)

A2
1(π2) =

(
−1/2 −

√
3/2√

3/2 −1/2

)

A2
1(π4) =

(
1 0
0 −1

)
(2.22)

where sgn(πk) denotes the number of transpositions in the factorization of πk.
Here we only list the two-dimensional irreducible representations for the gen-
erators π2, π4 since representations of other elements can simply be retrieved
by applying simple matrix products.

2.3.2 Dihedral groups

The dihedral group D(n) is the symmetry group that maps an n-sided regular
polygon (n > 1) into itself. The dihedral group is the subgroup of the symmet-
ric group D(n) ⊂ S(n), which consists only the isometries of the Euclidean
plane, i.e. Euclidean length-preserving mappings where the only transforma-
tions involved are the rotations and the reflections. The isometries of the
Euclidean plane are described by a 2 × 2 matrix A with complex entries such
that ATA = E where AT denotes the transposition of A and E denotes the
identity matrix.

The dihedral group D(n) consists of the reflections in any symmetry axes
of the polygon and rotations of an angle 2π/n around the center of the polygon.
Denote the rotation of angle 2π/n by ρ and the reflection by σ, then all elements
in D(n) have the form σiρj where i = 0, 1; j = 0, 1, . . . , n− 1.

The special dihedral group operating on the four vertices of the Euclidean
squares is D(4)that contains all π/2 rotations and reflections in the symme-
try axes of the square. We label the four vertices of the square with the
sequence (1, 2, 3, 4) counterclockwise, and follow the conventions of permu-
tation groups. The π/2 rotations can thus be represented by the cycle no-
tation [1, 2, 3, 4] and the reflections by [1, 2][3, 4] and [1, 4][2, 3]. The dihe-
dral group D(4) has five irreducible representations consisting of four one-
dimensional and one two-dimensional. The four one-dimensional irreducible
representations of D(4) are:

A1
1(σ

iρj) = 1

A1
2(σ

iρj) = (−1)i

A1
3(σ

iρj) = (−1)j

A1
4(σ

iρj) = (−1)i+j (2.23)
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and the two-dimensional irreducible representation is:

A2
1(ρ

j) =

(
i 0
0 −i

)

A2
1(σρ

j) =

(
0 i
−i 0

)
(2.24)

2.4 Poincaré open unit disk and isometry sub-
groups

2.4.1 Non-Euclidean geometries

Geometry was originally a collection of rules for computing lengths, areas and
volumes. A fundamental problem was to find a complete, irreducible axiomatic
system1. If we have an axiomatic system for our geometry and we can prove
that an axiom is derivable, or provable, from the other axioms, then it is
redundant and can be removed from the set. It is interesting to see how many
axioms are needed to find a “good” set of such axioms.

The “father of the geometry” Euclid (c. 300 B.C.) in his famous publication
“The elements” proposed five basic postulates of geometry:

Postulate I: A straight line may be drawn from any one point to any
other point.

Postulate II: A finite straight line may be produced to any length
in a straight line.

Postulate III: A circle may be described with any center at any
distance from that center.

Postulate IV: All right angles are congruent to each other.

Postulate V: If a straight line falling on two straight lines makes the
interior angles on the same side less than two right angles, the
two straight lines, if produced indefinitely, meet on that side, on
which the angles are less than two right angles.

Of these postulates, all were considered self-evident except for the fifth
postulate. The fifth postulate stated that two lines are parallel if a third line

1An axiomatic system contains a set of primitives and axioms. The primitives are object
names, but the objects they name are left undefined. The axioms are sentences that make
assertions about the primitives. Such assertions are considered self-evident and provided
with no justification.
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can intersect both lines perpendicularly. Consequently, in a Euclidean geometry
from any point we can draw one and only one line parallel to a given line.

Later on, mathematicians found out that by assuming the first four pos-
tulates while negating the fifth, one can certainly form a new self-consistent
geometry. Depending on how the first postulate is negated, we have the follow-
ing three main classes of geometries defined based on the number of parallel
lines to a given line can be drawn from a point:

Exactly one parallel line: Euclidean geometry,

No parallel line: Elliptic geometry, and

Infinitely many parallel lines: Hyperbolic geometry.

In the following, we will describe in detail a conformal model of two-
dimensional hyperbolic geometry: the Poincaré open unit disk. More infor-
mation about the formation, properties of non-Euclidean geometries, and the
corresponding isometry groups can be found in [Beardon, 1995; do Carmo,
1994; Dym and McKean, 1972; Faber, 1983; Helgason, 1981; Magnus, 1974;
Needham, 1997; Ryan, 1986; Singer, 1997]

2.4.2 Poincaré open unit disk

We start with a circle ∂U in the Euclidean plane. Without loss of generality
we assume that the radius of ∂U is 1, and that the center is at the origin of the
Euclidean plane. All the points in the interior of the circle are points in the
hyperbolic plane. These points (excluding the unit circle itself) form the Open
unit disk. Points located on the unit circle are considered as infinity.

Definition U = {z ∈ C | |z| < 1} is the open unit disk in C and its bound-
ary ∂U = {z ∈ C | |z| = 1} is the unit circle in C.

In this model, hyperbolic lines are either:

• Arcs of a circle orthogonal to ∂U (circle C1 in Fig. 2.1)

• Straight lines in the Euclidean sense (diameter A′B′ in Fig. 2.1(a)) if they
are diameters of the circle.

The hyperbolic points and lines, following the definition, are consistent with
hyperbolic axioms (e.g. there always exists a unique line connecting two differ-
ent points). From each point, we can draw infinitively many hyperbolic lines
without intersecting a given line if the point is not located on that line. The
hyperbolic distance between two points P and Q is given by the cross ratio:

d(PQ) =

∣∣∣∣ln
|PA| / |PB|
|QA| / |QB|

∣∣∣∣ (2.25)
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Figure 2.1: The Poincaré disk model

where |PA|, |PB|, |QA|, and |QB| denote the Euclidean distances from point P
to A, etc... and ln denotes the natural logarithm. A and B are the intersection
points of the unit circle (the boundary) with the extension of line connecting P
and Q (Fig. 2.1(a)).

The angle between two lines is the measure of the Euclidean angle between
the tangents drawn to the lines at their points of intersection (see Fig. 2.1(b)).
The sum of the angles of a triangle is always smaller than 180◦.

Theorem 4 (Hyperbolic distance in Poincaré disk) In the Poincaré open
unit disk model, the hyperbolic distance between two points z1 and z2 (for ex-
ample points P and Q in Fig. 2.1(a)) is:

dh(z1, z2) =

∣∣∣∣ln
|z1 − w1| / |z1 − w2|
|z2 − w1| / |z2 − w2|

∣∣∣∣ = 2 tanh−1 |z1 − z2|
|z̄1z2 − 1| ; z1, z2 ∈ U (2.26)

where w1 and w2 (points A and B in Fig. 2.1(a)) are the intersection points of
the unit circle ∂U with the extension of the hyperbolic line connecting z1 and z2.

A hyperbolic line has the equation azz − γz − γz + a = 0, where a is real
and |γ| > |a|.

The condition ensures that, if a = 0, then γ 6= 0, so we get a diameter,
while if a 6= 0, the equation becomes zz − (γ/a)z − (γ/a)z + 1 = 0. This gives
a circle orthogonal to the unit circle ∂U since |γ/a| > 1.
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2.4.3 Isometry groups

We start with the definition of a metric space:

Definition A metric space is a set K with a distance function d(z1, z2) defined
for every two elements z1, z2 ∈ K, where:

1. 0 ≤ d(z1, z2) ∈ R; ∀z1, z2 ∈ K

2. d(z1, z2) = 0 if and only if z1 = z2.

3. d(z1, z2) = d(z2, z1); ∀z1, z2 ∈ K

4. d(z1, z2) + d(z2, z3) ≥ d(z1, z3); ∀z1, z2, z3 ∈ K

the distance function d is also called the metric of K.

Definition Let K1 and K2 be metric spaces with metrics d1 and d2 respec-
tively, a map M : K1 → K2 is called distance preserving if:

d2(M(z1),M(z2)) = d1(z1, z2); ∀z1, z2 ∈ K1 (2.27)

a bijective map M is called an isometry if it is distance preserving.

The set of isometry maps from a metric space to itself forms a transforma-
tion group called isometry group.

The isometry group acting on the Poincaré open unit disk is the group
SU(1,1) of 2 × 2 unitary matrices with complex entries satisfying:

SU(1,1) =

{
M =

(
a b
b̄ ā

)
; |a|2 − |b|2 = 1; a, b ∈ C

}
(2.28)

2.5 One-parameter subgroups of SU(1,1) on the
Poincaré disk

In the following, we work with the Poincaré open unit disk model of non-
Euclidean geometry, and investigate it in the group-theoretical framework.
Hence, all geometrical terms if not stated otherwise, will be those defined in
Section 2.4.
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2.5.1 SU(1,1) group and Lie algebras

Consider the isometry group SU(1,1) acting on the Poincaré open unit disk.
An element M ∈ SU(1,1) acts as the fractional linear transformation2 on a
point z on the unit disk:

w = M〈z〉 =
az + b

bz + a
(2.29)

Following the convention in Lie theory we will denote the group with capital
letters and the corresponding Lie algebra with lower case letters. The Lie
algebra of the Lie group SU(1,1) is thus denoted by su(1,1), which is the
group of 2 × 2 matrices of the following form:

su(1,1) =

{(
iγ β

β −iγ

)
: γ ∈ R, β ∈ C

}
(2.30)

The Lie algebra su(1,1) forms a three-dimensional vector space [Sattinger and
Weaver, 1986], spanned by the basis consisting of elements {Jk}3

k=1:

J1 =

(
0 1
1 0

)
; J2 =

(
0 i

−i 0

)
; J3 =

(
i 0
0 −i

)
(2.31)

Each infinitesimal matrix X ∈ su(1,1) corresponding to a one-parameter sub-
group M(t) ∈ SU(1,1) has thus a coordinate vector specified by the three real
numbers ξ1, ξ2 and ξ3.

The commutation relations between these basis matrices are:

[J2,J3] = J1; [J3,J1] = J2; [J2,J1] = J3 (2.32)

The matrices {Jk} define the following corresponding one-parameter subgroups
on the open unit disk [Vilenkin and Klimyk, 1993]:

MJ1(t) = e
t

24 0 1
1 0

35
=

(
cosh(t) sinh(t)
sinh(t) cosh(t)

)

MJ2(t) = e
t

24 0 i
−i 0

35
=

(
cosh(t) i sinh(t)

−i sinh(t) cosh(t)

)

MJ3(t) = e
t

24 i 0
0 −i

35
=

(
eit 0
0 e−it

)
(2.33)

Geometrically we can see that MJ1(t) and MJ2(t) acts as hyperbolic transfor-

2also known as Möbius transformation
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mations towards the boundary points ±1 and ±i on the unit circle ∂U respec-
tively, while MJ3(t) acts as Euclidean rotation around the center 0 of the open
unit disk U.

2.5.2 Cartan decomposition

We saw in the last section that the SU(1,1) group is a Lie group with three
degrees of freedom, i.e. its Lie algebra su(1,1) is three-dimensional. In this
and the following section, we describe methods to decompose uniquely the
general group of SU(1,1) into three one-parameter subgroups [Helgason, 1978].
A group element of SU(1,1) is then characterized by the three parameters
corresponding to its decomposition subgroups.

Denote the subgroup of rotations by K ∈ SU(1,1) and the subgroup of
hyperbolic transformations by A ∈ SU(1,1):

K =

{
K(θ) =

(
eiθ/2 0

0 e−iθ/2

)
; 0 < θ < 4π

}
(2.34)

and

A =

{
A(τ) =

(
cosh(τ/2) sinh(τ/2)
sinh(τ/2) cosh(τ/2)

)
; τ ∈ R

}
(2.35)

The subset A+ ∈ SU(1,1) is a special subset of A where the parameter τ is
restricted to be a positive real number:

A+ =

{
A(τ) =

(
cosh(τ/2) sinh(τ/2)
sinh(τ/2) cosh(τ/2)

)
; τ ∈ R

+

}
(2.36)

Then G = KA+K is the Cartan decomposition of SU(1,1). By this we
mean that each M ∈ SU(1,1) can be written as M = K(φ)A(τ)K(ψ) for
K(φ),K(ψ) ∈ K; A(τ) ∈ A+. If M ∈ SU(1,1), and M /∈ K, this decomposi-
tion is unique. The relations between φ, τ, ψ and a, b are given by:

τ = 2 tanh−1

∣∣∣∣
b

a

∣∣∣∣ ; φ = arg

(
b

ā

)
; ψ = arg(ab̄) (2.37)

or alternatively

a = ei(φ+ψ)/2 cosh
τ

2
; b = ei(φ−ψ)/2 sinh

τ

2
(2.38)

Since M〈0〉 = (a · 0 + b)/(b̄ · 0 + ā) = b/ā, we also have:

τ = 2 tanh−1 |M〈0〉| ; φ = arg (M〈0〉) (2.39)

An example of how these three components act on the unit disk is illustrated
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in Fig. 2.2. Starting with a point z0 = 0.1 − 0.5i ∈ U, the first compo-
nent K(1) = K(φ)|φ=1 acts as a rotation around center 0 and transforms z0
to a new point z1 ∈ U. The second component A+(1.3) = A+(τ)|τ=1.3 acts as
a transformation towards the boundary point 1 and transforms z1 to z2 ∈ U.
The last component K(2) = K(ψ)|ψ=2 again acts as a rotation around cen-
ter 0 and finally transform z2 to z3 ∈ U. Hence, the transformation from z0
to z3 by a transformation M ∈ SU(1,1) can be intuitively expressed as being
composed from three basic transformations as described above if we have the
Cartan decomposition M = K(1)A+(1.3)K(2).
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Figure 2.2: Example of Cartan subgroups and their actions on the unit disk.
The initial point z0 = 0.1 − 0.5i is transformed by the group with the Cartan
decomposition M = K(1)A+(1.3)K(2).

2.5.3 Iwasawa decomposition

Denote the subgroup of parallel motions around 1 by N ∈ SU(1,1):

N =

{
N(ς) =

(
1 + i ς2 −i ς2
i ς2 1 − i ς2

)
; ς ∈ R

}
(2.40)

Then G = KAN is the Iwasawa decomposition of SU(1,1). This means
that each M ∈ SU(1,1) has a unique decomposition of M = K(θ)A(τ)N(ς)
for K(θ) ∈ K; A(τ) ∈ A and N(ς) ∈ N . The relations between θ, τ, ς and a, b
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are given by:

a = eiθ/2
(
cosh

τ

2
+ i

ς

2
eτ/2

)

b = eiθ/2
(
sinh

τ

2
− i

ς

2
eτ/2

)
(2.41)

or alternatively

eτ = |a+ b|2 ; ς = 2
Im(ab̄)
|a+b|2

; θ = 2 arg (a+ b) (2.42)

More information about the decompositions could be found in [Gurarie, 1992;
Helgason, 1978; Sugiura, 1975].

2.5.4 Fixed points

A point zf ∈ U is said to be fixed by the transformation M ∈ SU(1,1) if:

M〈zf〉 =
azf + b

b̄zf + ā
= zf (2.43)

which equivalently can be expressed by the following polynomial equation:

b̄z2
f + (ā− a)zf − b = 0 (2.44)

Solving Eq. 2.44 (noting that |a|2 − |b|2 = 1) gives:






b = 0 : zf = 0

b 6= 0 : zf = 1
2b

(
a− a±

√
(a+ a)2 − 4

)
(2.45)

From Eq. 2.45 it follows that the trace of M defines the classification of fixed
points.

Proposition 5 Given M ∈ SU(1,1) operating on the Poincaré unit disk, then
exactly one of the following holds:

b = 0 or (a+ a)2 < 4: M(t) has one fixed point denoted by zf inside the unit
disk. This is the case for “rotations” with center zf . The orbits created
by M(t) are hyperbolic circles of center zf .

b 6= 0 and (a+ a)2 > 4: M(t) has exactly two fixed points zf+, zf− ∈ ∂U.
M(t) is a hyperbolic transformation of the axis defined by the geodesic
between zf+, zf−.

b 6= 0 and (a+ a)
2

= 4: M(t) has exactly one fixed point zf ∈ ∂U, which
is a double root result of Eq. 2.44. These transformations are actually
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the parallel motions around zf , where a particular subgroup of parallel
motions around zf = 1 is called the subgroup N as described above.

Discussions of interest about the relationship between the three classifi-
cations of fixed points and the special subgroups K,A,N described in Sec-
tion 2.5.3 can be found in [Sánchez-Soto et al., 2001].



26 Mathematical background



Chapter 3

CONICAL SPACES OF
NONNEGATIVE
SIGNALS
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3.1 Introduction

Nonnegative signals are often observed in many application areas. Understand-
ing the structure of the spaces of nonnegative signals is therefore of great inter-
est. In this chapter, we investigate spaces of nonnegative signals. Even though
the theoretical results in this chapter can be applied for a general case of multi-
dimensional signals, we will describe only the simplest case of one-dimensional
nonnegative signals for the sake of simplicity.

In this chapter, we first observe that the space of nonnegative signals, in
its original multidimensional form, has a natural conical structure. This con-
ical structure is preserved under a linear framework, where linear projections
defined by some special sets of basis functions are used. We will then exploit
the convexity of the space and discuss the boundaries of the coordinate vec-
tor space. As an example, we use Principal Component Analysis to compute
the conical projection basis functions and investigate the space of PCA-based
coordinate vectors of nonnegative signals.

From the conical structure of the PCA-based coordinate vector space, we
continue the investigation with the three-dimensional space of PCA-based co-
ordinate vectors, regarded as a model of the hyperbolic geometries described
in Section 2.4. The isometry groups operating on this hyperbolic geometry can
thus be used in the investigation. The details of how one can use the SU(1,1)
subgroups to investigate sequences of coordinate vectors of nonnegative signals
will be given later in Chapter 4.

To show the generality of the framework, two examples of such nonnegative
signal spaces are investigated, first the space of color signals and later the space
of image histograms.

3.2 Spaces of nonnegative signals

A one-dimensional nonnegative signal is a function (vector) s(λ) in the Hilbert
space defined on an interval (set) I which assumes only nonnegative values, i.e.
s(λ) ≥ 0; ∀λ ∈ I. Denote the space of all square integrable functions (square
summable sequences) s(λ);λ ∈ I in the Hilbert space as H(I). The subspace
of H(I) consisting of all nonnegative square integrable functions s(λ) ≥ 0 for
all λ ∈ I is denoted by N(I) ⊂ H(I).

We first recall some basic facts from the theory of Banach and Hilbert
spaces [Mallat, 1999, pages 593-597]:

Definition A Banach space X is a complete vector space1 together with a
norm ‖·‖. The special case of a Banach space where the norm is defined by
the inner product is called the Hilbert space. The norm of an element f in

1A vector space is complete if all Cauchy sequences with respect to the defined norm
converge to a point in the space.
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the Hilbert space H is defined as ‖f‖2
= 〈f, f〉, where 〈f, g〉 denotes the inner

product of any two elements f, g ∈ H .

Definition A Banach space X is ordered if there is an ordering relation ≤
that satisfies the following two conditions:

1. if f ≤ g then f + h ≤ g + h and

2. if f ≤ g then γf ≤ γg.

for all elements f, g, h ∈ X and all nonnegative numbers 0 ≤ γ ∈ R. The
space X is totally ordered if for any pair f, g ∈ X we have the order defined,
i.e. either f ≤ g or g ≤ f . The strict order < is defined as: f < g if and only
if f ≤ g but not g ≤ f . We also write f > g to mean that g < f and f ≥ g to
mean that g ≤ f .

In the following, general theories of the Hilbert space are applied to H(I).

Definition An orthogonal set {bk(λ) ∈ H(I)} is called the spanning set ofH(I)
if for all continuous functions f(λ) ∈ H(I), there exists a sequence of real num-
bers {σk ∈ R} such that:

lim
K→∞

∫

I

[
f(λ) −

K∑

k=0

σkbk(λ)

]2

dλ = 0 (3.1)

In other words, we say that sp(B) = H(I), i.e. the closure of the space of linear
combinations of elements in B spans the whole space H(I).

Definition A subset {bk(λ) ∈ H(I)}Kk=0 is called a basis set if it is a minimal
spanning set of the space H(I). In general K = ∞. A basis set {bk(λ)}Kk=0 is
called an orthogonal basis if 〈bi, bj〉 = 0; ∀i 6= j. The special case where all
elements in an orthogonal basis set have the length one, i.e. ‖bi‖ = 1; ∀i is
referred to as an orthonormal basis.

A subset B = {bk(λ) ∈ H(I)}Kk=0 with finite K spans the subspace denoted
by HK(I) ⊂ H(I), which will, in the following, sometimes be referred to as a
projection subspace of H(I) with respect to the projection basis B.

This basis subset B defines a frame operator U (more information about
frames can be found in [Mallat, 1999]) that characterizes the signals s(λ) with
coordinates computed from the inner products:

U : s(λ) → (σk = 〈s(λ), bk(λ)〉) (3.2)
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We refer to this frame operator U as a linear projection from H(I) to the
coordinate vector space.

If the basis subset B is orthonormal, the best reconstruction of a signal
from its coordinates is given by the corresponding adjoint operator U∗:

U∗ : (σk) → s̃(λ) =

K∑

k=0

σkbk(λ) (3.3)

3.2.1 The conical structure of nonnegative signal spaces

We first observe that the space N(I) of all nonnegative signals has a natural
salient convex cone structure according to the following definitions [Edwards,
1995]:

Definition The subset K of the Hilbert space H is a convex cone if the fol-
lowing holds:

γx+ µy ∈ K : ∀x, y ∈ K, ∀γ, µ ∈ R
+ (3.4)

A convex cone, which contains also the origin, is called a pointed convex cone.

A pointed convex coneK is salient if and only ifK∩(−K) = {O} where {O}
denotes the origin.

In other words, a closed subset K ⊂ H is called a closed cone if it satisfies
the following conditions: K + K ⊂ K; tK ⊂ K for all nonnegative real t
and K ∩ (−K) = {O}.

Here we see that the origin of the cone N(I) refers to the zero function in
the Hilbert space fO(λ) = 0; ∀λ ∈ I.

Next, we show that the linear projection given by a basis subset B will
map N(I) to a finite-dimensional coordinate vector space while preserving its
convex cone structure. It follows the fact that the coordinate vectors computed
from Eq. 3.2 of nonnegative signals always satisfy the condition given in Eq. 3.4.

The salient properties of the space can also be preserved under the linear
projection with the basis subset B if the space spanned by B contains at least
one strictly positive function f+(λ) ∈ N(I), i.e. f+(λ) > 0; ∀λ ∈ I. Notice
that we do not require the orthogonality of B for these observations.

We now introduce a special type of projection operators that will lead to
conical coordinate systems for nonnegative signals, preserving the salient con-
vex cone structure of the original space.

Definition A conical basis consists of K+1 orthonormal functions {bk(λ)}Kk=0

in H(I) with the following properties:
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Positivity of the first basis function: There is a positive constant C0 such
that:

b0(λ) > C0 > 0; ∀λ ∈ I. (3.5)

Bounded basis functions: There exists a constant C1 such that for all λ ∈ I
and all 0 ≤ k ≤ K :

|bk(λ)| < C1 (3.6)

Remarks 1. It is enough to require the validity of the inequalities for all λ ∈
I outside a set of measure zero. This allows basis functions with isolated
singularities.

2. The real restriction is the lower bound for the first basis function in
Eq. 3.5.

3. We will need the following slightly different property of the basis func-
tions: There exists a constant C2 such that for all λ ∈ I and all unit
vectors u = (uk)

K
k=1 we have |∑K

k=1 ukbk(λ)| = |bu(λ)| < C2. This is
weaker and follows directly from 3.6.

4. The restriction of bounded basis functions is not as severe since the closed
interval I and the K-hypersphere are both compact.

A coordinate vector of a signal s(λ) with respect to the conical basis B is
denoted by −→σ = (σk)

K
k=0, given by the inner product between the signal s and

the basis functions:

σk = 〈s(λ), bk(λ)〉; k = 0, . . . ,K (3.7)

Given two nonnegative signals s1, s2, any linear combination of these signals
with positive real γ, µ gives a nonnegative signal sc = γs1 + µs2. Denote the
coordinate vector of sc, s1, s2 by −→σc,−→σ1,

−→σ2 respectively, we easily see that −→σc =
γ−→σ1 +µ−→σ2. Therefore, the coordinate vector space of nonnegative signals is also
a convex cone; we denote this convex cone vector space by Kσ. The bounded
constraint of the basis functions will lead to a finite boundary of the conical
space of coordinate vectors.

The first element of the coordinate vector of a nonnegative signal is always
nonnegative, which is derived from the fact that the inner product between a
nonnegative function and a positive function (the first basis function) gives a
nonnegative value.

The origin of this cone is the zero vector (0)K0 . The negative cone −Kσ

contains vectors having the first element less than or equal to zero, thus the zero
vector is the only common element of these two cones, i.e. Kσ∩−Kσ = {(0)K0 }.
The space Kσ is therefore a salient convex cone.

This shows:
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Theorem 6 (Conical space of coordinate vectors) If the basis is conical
then the coordinate vectors of nonnegative signals form a salient convex conical
space.

In the following, we describe a few conical properties of the coordinate
vector space and its topology.

Theorem 7 (Conical property of coordinate vectors) Consider an arbi-
trary nonnegative signal s and write it as

s = 〈s, b0〉b0 + . . .+ 〈s, bK〉bK + se = σb0 + τ

(
K∑

k=1

ukbk

)
+ se = σb0 + τbu + se

(3.8)
with a unit vector u = (uk)

K
k=1. If the basis functions are conical there is a

constant C such that ∣∣∣
τ

σ

∣∣∣ < C (3.9)

Proof From the definition it follows: σ = 〈s, b0〉 > C0〈s, 1〉 > 0 where 1
is the function that has constant value one on the whole interval I. Next
define u = (uk)

K
k=1 as the unit vector in Eq. 3.8 and bu =

∑K
k=1 ukbk. From

the second property of the conical operator we find that |〈s, bu〉| ≤ C2〈s, 1〉.
Therefore, we have ∣∣∣

τ

σ

∣∣∣ <
C2〈s, 1〉
C0〈s, 1〉

=
C2

C0
= C (3.10)

Eq. 3.9 shows that the coordinate vector space of nonnegative signals with
respect to a conical basis has a salient convex cone structure and is bounded.

In the following, we will discuss the topology and boundaries of a coordinate
vector space of nonnegative signals in this conical system.

For a nonnegative signal we define the conical coordinate vector (σ, ρ, u)
where ρ = τ/σ and σ, τ, u are defined as in Eq. 3.8.

Now assume we have analyzed the signals with a system characterized by a
conical basis. When analyzing a nonnegative signal s this system represents it
by the vector (σ, ρ, u). All such vectors used by the system represent therefore
a nonnegative signal. Among all the elements in the Hilbert space that are
represented by this vector it is best2 to select the element s̃ =

∑K
k=0 〈s, bk〉bk.

Since s̃ represents a nonnegative signal it is possible to define:

Definition A coordinate vector (σ, ρ, u) = (σ0, . . . , σK) is called admissible if

the basis is conical and if
∑K

k=0 σkbk represents a nonnegative signal.

2See previous section
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Definition A coordinate vector (σ, ρ, u) = (σ0, . . . , σK) is called realizable
if the basis is conical and if there exists a nonnegative signal s having this
coordinate vector.

From the definition it follows immediately that multiplication with a posi-
tive scalar maps an admissible vector to another admissible vector, a realizable
vector to another realizable vector. We now show:

Theorem 8 (Topology of admissible space) The (K+1)-dimensional space
of admissible coordinate vectors in a conical basis system is topologically equiv-
alent to a product of the nonnegative axis and the K-dimensional disk of unit
radius.

Proof We first give some definitions of convexity in a vector space, which will
be used for the proofs:

Definition The set Ω ⊆ Rn is convex if for all x1, x2 ∈ Ω and α ∈ [0, 1], the
vector x = αx1 +(1−α)x2 ∈ Ω. Given an arbitrary set Γ ∈ Rn, its convex hull
is the smallest convex set containing Γ.

Definition Given the convex set Ω and the vectors {xn ∈ Ω}Nn=1, N ≥ 2, we
say that a vector x is a convex combination of {xn} if:

x =

N∑

n=1

ξnxn; ∀ξn ≥ 0,

N∑

n=1

ξn = 1 (3.11)

The space of admissible coordinate vectors in a conical basis system is a
convex cone. This is directly derived from the observation that any linear com-
bination of an arbitrary set of admissible coordinate vectors with nonnegative
coefficients (i.e. additive mixture) gives an admissible coordinate vector.

We follow Eq. 3.8 and write:

s(λ) = sσ,ρ,u(λ) = σb0(λ)

(
1 + ρ

bu(λ)

b0(λ)

)
≥ σb0(λ) (1 + ρβu) (3.12)

where βu = minλ(bu(λ)/b0(λ)). Since bu and b0 are orthogonal we see that βu <
0. We also have σ0 = 〈s, b0〉 ≥ 0 since s is nonnegative and b0 is positive
everywhere. From this it follows that for all bu(λ) and for all 0 ≤ ρ ≤ −β−1

u the
function sσ,ρ,u(λ) is nonnegative everywhere, i.e. it represents a nonnegative
signal. For ρ > −β−1

u the function sσ,ρ,u(λ) assumes negative values somewhere
in the interval I. The boundary of the space of admissible coordinate vectors
in direction u is therefore given by

(
σ,−β−1

u , u
)
. We call it the admissible

boundary of the basis set.

Similarly we also have:
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Theorem 9 (Topology of realizable space) The space of realizable coor-
dinate vectors in a conical basis system is a salient convex cone with finite
boundary.

Definition Given a (K + 1)-dimensional system with conical basis (bk(λ) ∈
H(I)), in which a nonnegative signal s is characterized by its coordinates (σk),
the perspectively projected coordinates of s form the K-dimensional coordinate
vector σ▽ = (σk/σ0)

K
k=1

Theorem 10 (Realizable boundary) The space of realizable coordinate vec-
tors is the product of the nonnegative axis with the K-dimensional convex
hull consisting of all points with perspectively projected coordinates of the form
(bk(λ)/b0(λ) : λ ∈ I)Kk=1.

Proof We begin with the definition of domain decomposition:

Definition Given a signal s ∈ H(I), we say that s is N-interval domain de-
composable if there exists a set of N signals {sn ∈ H(I)}Nn=1 together with N
corresponding disjoint subintervals{In ⊆ I}Nn=1 such that:

∫

In

sn(λ)dλ > 0; ∀n = 1, . . . , N

N⋂

n=1

In = ∅

s(λ) =

N∑

n=1

sn(λ); ∀λ ∈ I (3.13)

A signal is called domain non-decomposable if it is not 2-interval domain de-
composable.

Consider an N-interval domain decomposable signal s ∈ H(I) with its cor-
responding N sub-signals {sn ∈ H(I)}Nn=1, we see that σ▽

s is a convex combi-
nation of {σ▽

sn}:

σks =

∫

I

s (λ) bk (λ) dλ =

N∑

n=1

∫

I

sn (λ) bk (λ) dλ =

N∑

n=1

σksn

⇒ σks
σ0
s

=
N∑

n=1

σksn
σ0
s

=
N∑

n=1

σ0
sn

σ0
s

σksn
σ0
sn

; k = 1, . . . , N

⇒






σ▽

s =
N∑
n=1

σ0
sn

σ0
s
σ▽

sn; k = 1, . . . , N

N∑
n=1

σ0
sn

σ0
s

= 1

(3.14)
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where σ▽

s and {σ▽

sn} denote the perspectively projected coordinate vectors, σks
and {σksn} denote the kth coordinate of s and {sn} with regard to the basis {bk}
respectively. Notice that σ0

s > 0 and σ0
sn > 0 since the first basis function b0 is

strictly positive everywhere.
Now we will try to specify the boundary of the space of realizable coordinate

vectors with the introduction of the extreme points of the convex space.

Lemma 11 A vector x is an extreme point of a convex set Ω if x ∈ Ω and x
cannot be expressed as convex combination of any two vectors of Ω, both of
which are different from x. Every closed bounded convex set is the convex hull
of its extreme points.

A signal s is called an extreme signal if its perspectively projected coordinate
vector σ▽ is an extreme point of the convex space of coordinate vectors.

We immediately see that an extreme signal is domain non-decomposable, i.e.
we cannot split the support of s so that s has positive measure in more than one
of these subintervals. The signals with this characteristic have the perspectively
projected coordinate vectors given by (bk(λ)/b0(λ) : λ ∈ I)Kk=1. This special
type of signal is called monochromatic signal. The definition of monochromatic
signal and the derivation of its perspectively projected coordinates are given in
Section D of the Appendix.

Remarks • In a conical system, all admissible coordinate vectors are real-
izable. This is directly derived from the orthonormality of the basis. The
reconstruction from an admissible coordinate vector gives a nonnegative
signal; hence, its coordinate vector is realizable.

• The boundaries of these two spaces (admissible and realizable) are defined
by the basis functions/vectors.

The admissible boundary and the realizable boundary thus split the coor-
dinate vector space into 3 disjoint regions:

• The region inside the admissible boundary corresponds to all coordinate
vectors where the reconstruction gives nonnegative signals.

• There is no nonnegative signal having its coordinate vector outside the
realizable boundary.

• The third region is the middle region between the admissible boundary
and the realizable boundary. This region gathers all coordinate vectors of
nonnegative signals, of which the reconstructed versions assume negative
value somewhere in the defined interval.

For an arbitrary conical basis set, the procedure to compute the admissible
and realizable boundaries of the coordinate vector spaces is as follows:
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Note: Because of the conical topology, i.e. the subspaces of admissible and
realizable signals are topologically equivalent to the product of a (K−1)-
dimensional unit disk and the positive axis of b0, the boundaries are
represented in the following by computing the actual shape of the (K−1)-
dimensional disk-like subspaces. It is equivalent to the boundaries of the
space of perspectively projected coordinates of signals.

Realizable boundary: This boundary is a convex hull of all extreme points
having the perspectively projected coordinates of the form (bk(λ)/b0(λ))

K
k=1

for each λ ∈ I.

Admissible boundary: For each direction defined by a unit vector u =
(uk)

K
k=1, we define bu(λ) =

∑K
k=1 ukbk(λ). The reconstructed spec-

trum, which has the coordinate vector (σk)
K
0 , is computed as: s̃(λ) =

σ0b0(λ) + σubu(λ) where σubu(λ) =
∑K
k=1 σkbk(λ). The boundary point

at this direction u is then given by: lu = min
λ:bu(λ)<0

−b0(λ)/bu(λ).

3.2.2 Principal Component Analysis in the space of non-
negative signals

We start with a definition of a probability space:

Definition A probability space is a triple (Ω,F, P ) consisting of a set Ω, to-
gether with the set F of all measurable subsets of Ω and a measure P on F

such that P (Ω) = 1;P (∅) = 0. The set Ω is called the sample space and the
elements of F are called the events. The measure P is called the probability
measure, P (E) =

∫
E

1dω is the probability of the event E and
∫
fdω is the

expectation of the random variable f .

Let (Ω,F, P ) be a probability space. A mapping from Ω to H(I) is called
a random function in H(I), denoted by fω(λ) or fω, where ω ∈ Ω, λ ∈ I and
f ∈ H(I). A random function can be viewed as an ensemble of functions f(ω, λ)
where ω ∈ Ω, λ ∈ I such that for every ω ∈ Ω the function f(ω, λ) as a function
of λ belongs to H(I).

Principal Component Analysis addresses the following problem: for a given
nonnegative integerK, find the orthonormal set of functions {bk(λ) ∈ H(I)}Kk=0

that maximizes: ∫

Ω

K∑

k=0

|〈fω, bk〉|2 dω (3.15)

Note that the optimality criterion requires that the projection of fω to the
finite-dimensional space spanned by the orthonormal set {bk(λ)}Kk=0 holds the
maximal average energy over all possible projections of the same order. This is
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equivalent to minimizing the average distance from {fω} to their projections,

where this distance3 is given by

√
‖fω‖2 −∑K

k=0 |〈fω, bk〉|
2

Remark Denote the above mentioned projection of f(ω, λ) as:

fK(ω, λ) =
K∑

k=0

〈f(ω, λ), bk(λ)〉bk(λ) (3.16)

The Principal Component Analysis gives the minimization of the mean squared
error when estimating f(ω, λ) with its projection. Its minimizes

∫
‖f(ω, λ) −

fK(ω, λ)‖2dω.

We recall a few properties of operators on the Hilbert space H , which are
also applicable to the nonnegative signal space N(I).

Definition A linear operator G : H → H is a mapping that satisfies:

G(αf1 + βf2) = αGf1 + βGf2; ∀α, β ∈ C, ∀f1, f2 ∈ H (3.17)

A linear operator G is called bounded if there exists a constant C such that:

‖Gf‖ ≤ C‖f‖; ∀f ∈ H (3.18)

A linear operator G is called self-adjoint if it satisfies:

〈Gf1, f2〉 = 〈f1, Gf2〉; ∀f1, f2 ∈ H (3.19)

A linear operator G is called positive if

Gf > 0; ∀f > 0; f ∈ H (3.20)

A linear operator G is called positive definite if:

〈Gf, f〉 > 0; ∀f 6= 0; f ∈ H (3.21)

Assume that ∀λ ∈ I, fω(λ) is square integrable with respect to ω, the au-
tocorrelation function is then defined by:

Γ(λ, λ′) =

∫

Ω

fω(λ)fω(λ′)dω (3.22)

3The distance is computed with regard to the orthonormality of the basis functions
set {bk(λ)}
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This function defines the following linear operator G, which is self-adjoint and
bounded [Levy and Rubinstein, 1999]:

G : f(λ) →
∫

I

Γ(λ, λ′)f(λ)dλ = (Gf)(λ′) (3.23)

Since fω(λ) is nonnegative, we see that the autocorrelation function Γ(λ, λ′) has
only nonnegative values and is symmetrical, i.e. Γ(λ, λ′) = Γ(λ′, λ). Therefore,
the linear operator G in Eq. 3.23 is also positive definite and positive.

Definition If G is a linear operator on a function space, then f is an eigen-
function for G and γ ∈ C is the associated eigenvalue if and only if Gf = γf .

Because of the positive definiteness and the self-adjoint properties of the
autocorrelation operator G, all its eigenvalues are real and nonnegative.

Eigenfunctions of the operator G in Eq. 3.23 are sorted by the descending
order of their associated eigenvalues and denoted by E = (ek(λ))

∞
k=0. The

solution to the PCA problem of maximizing the objective function described
in Eq. 3.15 is then B = (bk(λ) = ek(λ))

K
k=0 , which is an orthonormal system.

We will refer to the set B as an eigenbasis set, or in short an eigenbasis.
Hereafter we will have a short proof that for nonnegative signals the eigen-

function of the autocorrelation function corresponding to the largest eigenvalue
is also nonnegative. The eigenbasis is thus a conical basis. A detailed version
of this proof can be found in [Lenz and Bui, 2005].

Theorem 12 (Nonnegativity of the first eigenfunction) Define sω(λ) a
random function assuming only nonnegative values. The eigenfunction b0(λ)
of the autocorrelation operator with kernel

Γ(λ, λ′) =

∫

Ω

sω(λ)sω(λ′)dω (3.24)

belonging to the largest eigenvalue has only nonnegative values for all λ.

Proof We start with an ordered Banach space X with a subset K ⊂ X of all
nonnegative elements. K = {f ≥ 0} is called the positive cone.

For positive operators we have the following theorem [Dunford and Schwartz,
1988; Krein and Rutman, 1948; Nussbaum, 1998; Toland, 1996]

Theorem 13 (Krein-Rutman) Assume X is an ordered real Banach space
such that sp(K) = X. If G is a compact, positive linear operator with positive
spectral radius r(G), then r(G) is an eigenvalue and has a corresponding positive
eigenvector.

The condition sp(K) = X means that the closure of the space of linear
combinations of elements in K spans the whole space. The interested reader
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can find a brief overview of the definitions of a Banach space, compact operators
and spectral radius in any book on functional analysis [Yosida, 1978]. In the
space of all nonnegative signals, all the conditions are fulfilled and we always
have the stronger condition that X = {f − g | f, g ∈ K}.

We now apply the Krein-Rutman theorem to signals that are elements in
a Hilbert space. We introduce the (partial) order relation ≥ point-wise: f ≥ g
if and only if f(λ) ≥ g(λ); ∀λ. The cone K is the subset of all nonnegative
functions: K = {f | f ≥ 0}. Every function can be decomposed into a positive
and a negative part and therefore L2 = K−K. The eigenfunction belonging to
the largest eigenvalue is an element of the coneK and therefore nonnegative.

More information about how to apply the general theory of Hilbert spaces to
signal processing and Hilbert-space PCA can be found in [Levy and Rubinstein,
1999; Mallat, 1999].

Remark In practical applications, the signals are measured, sampled and rep-
resented by finite-dimensional vectors in a vector space and the stochastic vari-
able ω is discrete. The theory is still applicable for this special case, but
everything will be described by means of vectors. The autocorrelation function
becomes the autocorrelation matrix, while the term for eigenfunction is eigen-
vector. The integrals are replaced by appropriate summations. Depending on
the context, these terms can be used exchangeable without confusion.

Since the eigenbasis is conical, the coordinate vector space derived from an
eigenbasis is a salient convex cone with finite boundary.

3.3 Conical color space

We have investigated the conical structure of nonnegative signal spaces. In this
section, we present an application of the framework to the space of multispectral
colors. PCA-based systems are used as a conical operator in the investigations.
The conical structure of the PCA-based coordinate vector space of spectra was
early introduced in [Lenz, 2001; Lenz and Meer, 1999].

3.3.1 PCA color-matching functions

The description of multispectral data by lower dimensional parameter vectors
is an important research topic in color science. Many approaches follow human
color perception in the sense that they use a three-dimensional space to describe
spectra.

A few traditional approaches of building color spaces are described in Sec-
tion A of the Appendix. Some of these are defined by their color-matching
functions, some by conversions from others and some are just empirically es-
tablished as a collection of colors. The sets of color-matching functions in these
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traditional models are defined based on experiments with human observers un-
der general conditions. Hence, these matching functions are widely used and
have well-known properties.

However using the same set of basis functions for describing different sets of
spectral data has the drawback that the data approximation errors may be high
for certain data sets. Attempts to reduce errors by increasing the number of
basis functions may fail for some data sets. Examples are collections of daylight
spectra, or spectral data used in industrial inspection or remote sensing where
the traditional color spaces are often inadequate.

Another approach to this problem uses data-dependent basis functions. The
basis functions are not predefined, but are computed from the statistics of a
given set of data. Depending on data and the requirements, different optimized
basis functions can be introduced. Of these approaches, systems using Principal
Component Analysis to define the basis are widely applicable [Cohen, 1964;
D’Zmura and Iverson, 1993; Lenz et al., 1996; Maloney, 1986; Parkkinen et al.,
1989; Usui et al., 1992; Wyszecki and Stiles, 1982].

As described in Section 3.2.2, Principal Component Analysis is a well-known
method giving the optimal basis in the sense of energy compaction. This eigen-
basis provides the best estimations in terms of mean square errors.

Denote by I = [λmin, λmax] the closed interval of the wavelengths of inter-
est. As defined at the beginning of the chapter, the Hilbert space of square
integrable functions on this interval is H(I). We define a spectrum as an ele-
ment in the space of all nonnegative signal N(I):

Definition s(λ) ∈ H(I) is a spectrum if s(λ) ≥ 0 for all λ ∈ I.

In the following, the eigenbasis set B computed from the set of spectra (see
Section 3.2.2) is used as a set of color-matching functions.

3.3.2 Conical structure of spaces of color spectra

In the following, PCA color-matching functions are used to investigate color
spectra and create new color spaces. All the notations are the same as in the
previous section.

We start with Fig. 3.1 showing the first three eigenvectors computed from
the combined set of reflectance spectra consisting of 1269 color chips from
the Munsell color book and 1513 chips from the NCS system. The three-
dimensional distribution of corresponding coordinate vectors σ is shown [Lenz,
2000] in Fig. 3.2. The combined database of 2782 color chips are defined in the
wavelength interval of [380, 780nm] and sampled in 5nm steps. One can easily
observe from the figure that the first eigenvector is positive and almost constant
everywhere in the visible range and the distribution of coordinate vectors has
a cone-like structure.
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This conical structure of the space of coordinate vectors of spectra is derived
from the fact that the eigenbasis computed from a set of nonnegative signals
is a conical basis, as discussed in Section 3.2.

We continue the discussion about the spaces of admissible and realizable
spectra. In conventional chromaticity spaces, the realizable boundary is the
well-known spectrum locus (see [Wyszecki and Stiles, 1982, page 125]). The
admissible boundary is an inner boundary where most spectra in the database
are located.

To give an intuitive view of how the boundaries are constructed, we start
with a simple example where the space of spectra are investigated by the or-
thonormal basis derived from Fourier series [Koenderink and Kappers, 1996]:

F0(λ) =
1√
2π

F1(λ) =
1√
π

sinλ

F2(λ) = − 1√
π

cosλ

(3.25)

These basis functions are defined on the interval I = (−π,+π) and are ortho-
normal in this interval. For color applications, we stretch, shift and bend the
interval so that it corresponds to the visible wavelength range.

In this basis system, a spectrum s(λ) is represented by its coordinate vec-
tor (σi)

2
0 computed by:

σ0 =

∫

I

1√
2π
s(λ)dλ

σ1 =

∫

I

1√
π

sinλs(λ)dλ

σ2 =

∫

I

− 1√
π

cosλs(λ)dλ (3.26)

We apply the Cauchy-Schwarz inequality and have:

√
σ2

1 + σ2
2

|σ0|
=

√
〈s, F1〉2 + 〈s, F2〉2

〈s, F0〉

≤ ‖s‖
√
‖F1‖2 + ‖F2‖2

〈s, F0〉
=

√
2 (3.27)
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We also have the approximation of s(λ) given by the Fourier basis as:

s̃(λ) = σ0F0(λ) + σ1F1(λ) + σ2F2(λ)

=
σ0√
2π

+
σ1√
π

sin(λ) − σ2√
π

cos(λ)

=
1√
2π

(σ0 +
√

2σ1 sin(λ) −
√

2σ2 cos(λ))

≥ 1√
2π

(σ0 −
√

2

√
(sin2(λ) + cos2(λ))(σ2

1 + σ2
2))

≥ 1√
2π

(σ0 −
√

2
√

(σ2
1 + σ2

2)) (3.28)

The equality happens at λ = arctan(−σ1/σ2). The reconstructed spectrum s̃(λ)
will be nonnegative in the entire interval if and only if

√
(σ2

1 + σ2
2)/σ0 ≤

√
2.

Therefore, the coordinate vector space of spectra with respect to the Fourier
series basis has the admissible and realizable boundaries specified by the prod-
uct of nonnegative axis f0 with the two concentric circles of radius 1/

√
2 and

√
2

respectively (see Fig. 3.3).

  0.5

  1

  1.5

30

210

60

240

90

270

120

300

150

330

180 0

Realizable spectra boundary
Admissible spectra boundary

Figure 3.3: Realizable and admissible boundaries of coordinate vector space.
The boundaries are defined by Fourier series basis system

Fig. 3.4 illustrates the admissible boundary and realizable boundary of
blackbody radiation spectra set (5000 blackbody radiation spectra of the tem-
perature range [3000,200000K], computed for [380:5:780nm] wavelength range)
and NCS color atlas chips database (1750 spectra in [400:10:700nm] wavelength
range). See Section B in the Appendix for the description of Planck’s black-
body radiation spectra. The two-dimensional figures are produced by applying
a perspective projection of the three-dimensional conical coordinate system,
i.e. divided by the first coordinate σ0.
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Figure 3.4: Realizable and admissible boundaries defined by eigenbases

3.3.3 Three-dimensional conical space of spectra

Given a database of spectra, we have already mentioned that the eigenbasis
computed from the database is conical and in many applications, only the three
eigenfunctions (bk)

2
k=0 corresponding to the largest eigenvalues are selected to

construct the basis system.
We now describe the three-dimensional conical space of spectra based on

the conical eigenbasis system. Spectra in this system are characterized by their
three-dimensional coordinate vectors (σk)

2
k=0, in which σ0 > 0.

The conical structure of this system describing the spectra implies that:

Theorem 14 (Three-dimensional conical space of spectra) In a three-
dimensional conical system of an eigenbasis (bk)

2
k=0, we can find positive con-

stants {bc1, bc2} such that the coordinates (σk = 〈bk, s〉) of any spectrum s char-
acterized by this system satisfy:

σ2
0 − bc1σ

2
1 − bc2σ

2
2 ≥ 0 (3.29)

Empirically with many different databases we found that it is possible to
choose bc1 = bc2 = 1, Eq. 3.29 thus becomes:

σ2
0 − σ2

1 − σ2
2 ≥ 0 (3.30)

From the positivity of the first basis vector and the observation that it is
similar to the mean vector of the database (see [Lenz and Bui, 2005] for more
details), we see that the first coordinate σ0 is related to the “intensity” of the
spectrum. Compensation for the intensity (i.e. the perspectively projected
coordinates) (σ1/σ0, σ2/σ0) provides information related to the “chromaticity”
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of the spectrum [Lenz, 2002a; Lenz and Meer, 1999].
Spectra with coordinates of the form {σ0, 0, 0} have only intensity informa-

tion and are considered “gray” or achromatic in the system.
In the following chapters, this framework for describing spectra with a three-

dimensional eigenbasis will be applied and terms such as “intensity” or “chro-
maticity” are used to describe the first coordinate σ0 and the perspectively
projected coordinates (σ1/σ0, σ2/σ0) respectively. They are not identical to
the terms used in traditional color science.

From Eq. 3.30 and this definition of contextual “chromaticity”, we see that
the unit disk can be used to describe the chromaticity plane of spectra in our
PCA conical system. The chromaticity of a spectrum is thus characterized by
the two-dimensional chromaticity coordinates on the unit disk.

3.4 Conical space of histograms

In this section, we will apply the general framework to the space of image
histograms by considering these statistical descriptors as nonnegative signals
in a vector space. We first recall some basic definitions and properties.

A histogram is a well-known nonparametric density estimator, defined as a
distribution of occurrence frequency. A multidimensional histogram is defined
as follows:

• Suppose we have a random variable in a finite-dimensional vector space
Xw ∈ I, where I ⊂ RN denotes the finite, N-dimensional domain.

• Let ~ = {Im}Mm=1 be a partition of the domain I into M disjoint sub-
domains, i.e.

Ii ∩ Ij = ∅; ∀i 6= j

M⋃

m=1

Im = I (3.31)

The sub-domains {Im}, known as the histogram bins, are often chosen to
be equally sized hyperrectangles.

• The size of hyperrectangular sub-domains {Im} is referred to as the
smoothing parameter or the bin width.

• We define the occurrence probability of Xw at bin Im as:

h(m) = P (Xw| Xw ∈ Im) (3.32)

• The histogram is then defined as M-dimensional vector (h(m))Mm=1.

• Histogram vectors always have sum one, i.e.
∑M

m=1 h(m) = 1
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From the definition, we see that histograms are elements of a vector space.
By definition, histograms also have the nonnegativity constraint thus providing
another example of the framework.

Once again, we consider the histograms as the elements in the space of non-
negative signals h(m) ∈ RM . In contrast to the previous examples of illumi-
nation and reflectance spectra, the histograms satisfy the additional constraint
that

∑M
m=1 h(m) = 1. Because of this constraint, the coordinate vector space of

histograms forms an (M −1)-dimensional subspace of the full coordinate space
of M dimensions. The conical structure of the space of histograms provides
thus the following theorem:

Theorem 15 (Topology of coordinate vector space of histograms) The
space of histograms is topologically equivalent to a (M − 1)-dimensional unit
hypersphere, where M denotes the number of histogram bins.

Fig. 3.5 shows the distributions of three-dimensional coordinate vectors of
20,000 histograms. The histograms are computed from a random set of 20,000
images from the Matton image database (see Chapter 6 for a description of this
image database). Subfigure (a) shows the coordinate vectors of the 9-bit LBP
texture histograms (see Section 5.3.4 for detailed descriptions) and subfigure
(b) shows the coordinate vectors of the 8 × 8 × 8 RGB histograms. All the
coordinate vectors are computed with regard to the eigenbases.
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Figure 3.5: Three-dimensional coordinate vector distribution of histograms

The admissible and realizable boundaries are shown in Fig. 3.6. The bound-
aries are plotted as a conical perspective projection of the space boundaries
where the cone axis is defined by the first basis vector. The histograms located
on the realizable boundaries correspond to the “monotone” images, which have
only one color in the case of RGB histogram or only one type of texture pattern
in the case of texture histogram.
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Figure 3.6: Admissible vs. realizable boundaries of the coordinate vector spaces
of histograms with regard to the eigenbases

The normalization constraint of the histograms suggests that the eigenbasis
computed from the covariance matrix or a two-stage PCA [Lenz, 2002b] may
provide a better basis than the one computed from the correlation matrix in
terms of numerical computation errors. Because of the conical structure, the
histograms are more evenly distributed in the center of the cone than in the ar-
eas closer to the boundary. This non-Euclidean structure of the histogram space
requires the introduction of new local bases in the dense areas of histograms in
order to archive a better retrieval results. Since the CBIR applications that we
will discuss later concentrate more on the coordinate vectors of real histograms
rather than the reconstruction of the histograms, the realizable boundary will
be most relevant in further investigations.

3.5 Discussion

We have investigated the structure and the topology of nonnegative signal
spaces. Nonnegative signals are elements in the Hilbert space, but they do not
fill up the whole space and form only a convex conical subspace of the Hilbert
space. Special sets of basis functions define, under certain conditions, linear
projections that preserve the conical structure of the original multidimensional
space of nonnegative signals. These projections lead to a representation of the
nonnegative signals in a lower dimensional space of coordinate vectors that is
also a convex cone.

Principal Component Analysis provides the best approximation in terms
of L2 errors. The first few eigenfunctions computed from the set of nonnegative
signals form the eigenbasis system and the signals are described using linear
approximations of their coordinates with regard to this basis. The eigenbasis
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is an example of conical bases. The coordinate vectors of nonnegative signals
with regard to an eigenbasis form a convex conical space.

The conical structure of nonnegative signal spaces suggests that hyperbolic
geometry is a good candidate to model the space. It provides some symmetry
properties via its hyperbolic isometry subgroups. Several examples of nonnega-
tive signal spaces were also introduced as the illustrations of possible application
areas of the framework. The examples were spaces of illumination spectra and
image histograms. The non-Euclidean structure of the PCA-based coordinate
vector space of illumination spectra suggests the use of SU(1,1) subgroups to
model chromaticity sequences of changing spectra. The details of how one can
apply group-theoretical tools to describe sequences of illumination spectra by
one-parameter subgroups of SU(1,1) will later be presented in Chapter 4.



Chapter 4

PARAMETERIZATION
OF SEQUENCES OF
NONNEGATIVE
SIGNALS
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4.1 Introduction

In Chapter 3, we have shown that the space of nonnegative signals has a conical
structure. We also showed that PCA-based systems provide the linear projec-
tions that map the original multidimensional space of nonnegative signals to
a conical space of coordinate vectors. By modeling this conical space of coor-
dinate vectors using hyperbolic geometry we can select appropriate isometry
subgroups to investigate the space of nonnegative signals.

In this chapter, we propose a framework to investigate sequences of changing
nonnegative signals using group-theoretical tools. We consider the problem of
investigating sequences of nonnegative signals using one-parameter subgroups.
Describing the nonnegative input signals using the PCA-based system (see
Section 3.3.3) followed by the projection onto the unit disk results in a sequence
of points on the unit disk. The isometry subgroups operating on the Poincaré
open unit disk are subgroups of SU(1,1) (see Sections 2.4 and 2.5). We then
introduce a few methods to find a one-parameter subgroup of SU(1,1) that
describes an input sequence of points. Later on, we will show that for many
cases the sequences of points on the open unit disk (representing the input
nonnegative signal sequences) are well described by SU(1,1) one-parameter
subgroups.

As one of the examples of the new framework, we investigated sets of illu-
mination spectra. PCA-based systems are selected for the investigations, since
conventional color systems are inadequate to describe illumination spectra. We
restrict ourselves to three-dimensional PCA-based systems. This is based on
the fact that good approximations of the illumination spectra are often ob-
tained using only the first three eigenfunctions. With this three-dimensional
representation of space of spectra, we introduced the conical projection onto
the open unit disk, which is modeled by the Poincaré open unit disk. Spectra
investigated in this system are thus specified by three coefficients, which later
on are classified into an intensity-like coordinate along the nonnegative real
axis and chromaticity coordinates on the unit disk. A set or sequence of spec-
tra, ignoring the intensity information, will then map onto a set or sequence
of points on the unit disk, defined by the chromaticity coordinates of the spec-
tra. A sequence of image histograms, computed from a scene under changing
illumination, provides another example of the framework.

The description of nonnegative signal sequences using one-parameter curves
provides a linearization, which will later simplify tasks of manipulating the
nonnegative signal sequences. An example of how one can benefit from this
linearity property is provided in Section 7.2 where we construct invariants under
illumination changes.
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4.2 Construction of estimated SU(1,1) curves

Given a sequence of nonnegative signals as the input, we proceed as follows:

• Compute the three-dimensional conical eigenbasis as described in Sec-
tion 3.2.2 from a set of signals.

• Compute the coordinate vectors (σk)
2
k=0 of signals with regard to this

eigenbasis.

• The perspectively projected coordinates z = σ1/σ0 + iσ2/σ0 of signals
are computed and represented by a sequence of points {zk | zk ∈ U} on
the Poincaré disk.

• The tracking procedure is then performed with the coordinate sequence
in the form of a sequence of points on the disk.

• The group-theoretical methods are used to track and estimate the coor-
dinate sequence by assuming that the “chromaticity”1 sequence of input
data is representable by a curve belonging to a one-parameter subgroup
of SU(1,1).

4.2.1 SU(1,1) curve

Given an initial point z(0) on the unit disk together with a one-parameter
subgroup M(t) we define an SU(1,1) curve as the following function of t:

z(t) = M(t)〈z(0)〉 = etX〈z(0)〉; t ∈ R, z(t) ∈ U (4.1)

This curve defines the straight line tX in the three-dimensional Lie algebra
su(1,1).

SU(1,1) curves provide a very rich class of curves operating on the Poincaré
unit disk, which have the linearity properties and are characterized by the group
coordinates (ξk) for the shape, an initial point z(0) and a real parameter t
specifying the location of points on curve. In the following, since we often use
the framework to investigate the time changing sequences of signals, the group
parameter t is sometimes called the time parameter.

Fig. 4.1 illustrates different SU(1,1) curves generated by a given initial
point with different group coordinate vectors ξ. The curves start with the
same initial point z(0) = 0.1 − 0.25i but with different values of coordinate
vector ξ. The curves are marked with equidistant points ∆t = 0.05.

1The perspectively projected coordinate vectors of color signals onto the unit disk can be
regarded as chromaticity as described in Section 3.3.3; we also sometimes use the same term
for other signals in the following parts.
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4.2.2 Describing sequences of nonnegative signals with
SU(1,1) curves

In the following, we will use the lower script notation zk, xk, yk, . . . to specify
the data and z(k), x(k), y(k), . . . to denote the estimation as a function of k.

Given a set of points {zn = (xn, yn)}Nn=0 on the unit disk, we describe
algorithms to find a one-parameter subgroup (under the assumption that it
exists) connecting these points. This is done by computing the increment val-
ues {∆t(n)}, which are the time intervals between two consecutive observations
and the corresponding infinitesimal operator X such that:

z(0) ≈ z0 (4.2)

zn ≈ z(n) = M(∆t(n))〈z(n− 1)〉 = e∆t(n)X〈z(n− 1)〉; ∀n = 1, . . . , N

We describe two methods (called the Lie algebra method and the Cartan de-
composition method) to recover the one-parameter subgroup from a set that
was generated by a one-parameter subgroup M(t) under the assumption that
the time intervals between all pairs of consecutive points are equal and given
by ∆t:

∃ ∆t ∈ R,X ∈ su(1,1) : {zn = z(n) = e∆tX〈z(n− 1)〉; ∀n = 1, . . . , N} (4.3)

The modified version of the Lie algebra method (called the Lie regression
method) is used to cope with the problem of non-equally spaced input se-
quences of points that are not exactly located on the curve, but close enough
to it.

The general problem where no exact solution exists for Eq. 4.2, is solved
using an optimization technique presented at the end of this section. This is
the case for real data, which practically never lie exactly on a curve.

4.2.3 Lie algebra approach

Consider a one-parameter subgroup M(t) with its infinitesimal operator X
defined by the three coordinates ξ1, ξ2 and ξ3: M(t) = exp(tξ1J1+tξ2J2+tξ3J3)
operating on the unit disk. By acting on the unit disk with a certain initial
point z(0), M(t) defines the functions z(t) = x(t) + iy(t).

Consider x(t), y(t) as the functions of t and taking the first-order derivative
at a certain point z(k) = x(k) + iy(k) = zk, we have:

∂x(t)

∂t

∣∣∣∣
t=k

= (1 − x(k)2 + y(k)2)ξ1 − 2x(k)y(k)ξ2 − 2y(k)ξ3

∂y(t)

∂t

∣∣∣∣
t=k

= −2x(k)y(k)ξ1 + (1 + x(k)2 − y(k)2)ξ2 + 2x(k)ξ3 (4.4)
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where ∂x(t)
∂t |t=k, ∂y(t)

∂t |t=k are the first-order derivatives of the curve at z(k)
in x and y directions respectively. The MapleTMscript showing how to get this
relationship is provided on page 126, Section 7.2.3.

Rewrite Eq. 4.4 in matrix form and given that x(k) = xk, y(k) = yk we see
that the group coordinates ξ1, ξ2 and ξ3 are the solutions to the following linear
equations:

(
(1 − x2

k + y2
k) −2xkyk −2yk

−2xkyk (1 + x2
k − y2

k) 2xk

)


ξ1
ξ2
ξ3



 =

(
∂x(t)
∂t |t=k

∂y(t)
∂t |t=k

)
(4.5)

The numerical computation of the partial derivatives can be obtained by con-
volving a one-dimensional differential filter of first-order derivative with the
data set. The differential filter can be either a basic non-smoothing derivative
filter [1 −1] or filters with smoothing functionality such as the MatlabTMbuilt-
in Savitzky-Golay filter [Savitzky and Golay, 1964].

From each window of consecutive observations (zk−f , . . . , zk+f ) having the
size of the differential kernel2 we thus obtain two equations. Given that ξ1, ξ2
and ξ3 vary slowly along the curve, we can obtain more equations from neigh-
boring points and use all of them to estimate values of ξ1, ξ2 and ξ3. An
example using this method to recover the scene under changing illuminations
was provided in [Lenz, 2001].

We propose two approaches for computing the group curve to estimate
“chromaticity” sequences using this method, called the Lie algebra method
and the Lie regression method respectively:

Lie algebra method: Compute the group coordinates ξ1(k), ξ2(k) and ξ3(k)
for each data point zk. The assumption that the input sequence can be de-
scribed by SU(1,1) curve assures these computed group coordinates are
the same for all points of the input sequence. The SU(1,1) curve describ-
ing the whole sequence can thus be specified by an initial point z(s) = zs
together with group parameters computed for zs. Since the curve can be
started from an arbitrary initial point z(s), the computed group matrices
should be inverted to describe the backward transformations

{z(i) = M−1(∆t) < z(i+ 1) >| 0 ≤ i < s} (4.6)

Empirically in many different experiments, the best estimations are often
obtained when choosing zs in the middle of the input sequence.

Lie regression method: Consider that the group coordinates ξ1(k), ξ2(k)

2This is the case of smoothing filter with frame size of 2f +1. The number of observations
needed for computing the partial derivatives depends on the frame size of the differential
filter. When the basic filter with frame size of 2 is used, only two observations (zk , zk+1) are
needed.
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and ξ3(k) are not varying over k, we collect linear equations in Eq. 4.5
for all k to build a system of linear equations. Denote the common
group coordinates for all the points in the set ξ1, ξ2, ξ3. In this series of
experiments, the differential filters such as the basic derivative filter or
filters with the Savitzky-Golay smoothing function with different frame
sizes are used. The only three unknowns are ξ1, ξ2, ξ3 while the number
of equations are 2(N − 2f), where N ≫ f is the number of samples in
the input sequence and 2f + 1 is the frame size of the differential filter
used. This system of linear equations, which is over-determined in most
cases, can be solved using the well-known Singular Value Decomposition
techniques [Golub and van Loan, 1980; Huffel and Vandewalle, 1991].

We also try to cope with the problem of estimating non-equally spaced
samples3 by compensating those variations in the computation of the partial
derivatives, i.e.:

∂x(t)

∂t

∣∣∣∣
t=k

=
xk+1 − xk
dh(xk, xk+1)

∂y(t)

∂t

∣∣∣∣
t=k

=
yk+1 − yk
dh(yk, yk+1)

(4.7)

The hyperbolic distances between pairs of consecutive points are taken as the
measure for time parameter t. The assumption that hyperbolic distances are
proportional to parameter t of group curves is plausibly made when the dis-
tances between consecutive points are sufficiently small.

4.2.4 Cartan decomposition approach

In the previous section we used derivatives to compute the one-parameter sub-
group parameters. In this section, we compute the group parameters from
a set of three consecutive points on the unit disk that are connected by a
subgroup of SU(1,1). The only assumption needed for this method to work
is that the three points are equally spaced in terms of hyperbolic distance,
i.e. dh(z0, z1) = dh(z1, z2) where z0, z1, z2 ∈ U denote the three input points.

It is known that a transformation subgroup of SU(1,1) can be uniquely
decomposed using the Cartan decomposition (see Section 2.5.2) into three dif-
ferent subgroups of basic transformations. By isolating the actions of these
subgroups and separately computing them, we can find the group connecting
the given three points.

We start by considering the simplest case with the special input set of three

points {0, u, w}, where 0 < u < 1. We construct an M̂ ∈ SU(1,1) with its

3In the sense of hyperbolic distances between consecutive points or the parameter t
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Cartan decomposition connecting these three points:

u = M̂〈0〉; w = M̂〈u〉; 0 < u < 1; w ∈ U

M̂ = K(φM )A(τM )K(ψM ) (4.8)

Considering first the transformation4 by M̂ from the origin 0 to u ∈ R+, we see
that the first rotation K(ψM ) maps the origin 0 to itself, the stretching A(τM )
maps 0 to u and the last rotation K(φM ) will become the identity matrix. The

Cartan decomposition of M̂ thus has only the two first components. Hence,
from Eq. 2.39 and using u ∈ R+ we can compute the parameter of the stretching
component A(τM ):

u = M̂〈0〉 = K(φM )A(τM )K(ψM )〈0〉
therefore φM = arg(u) = 0; τM = 2 tanh−1(u) (4.9)

The transformation by M̂ from u ∈ R+ to a point w ∈ U can be expressed
as applying first the rotation K(ψM ) and then the known stretching A(τM ).
Since w and A(τM ) are known, we can compute the rotation K(ψM ) by insert-
ing the solution of Eq. 4.9 into Eq. 4.8:

w = M̂〈u〉 = K(0)A(τM )K(ψM )〈u〉
= A(τM )K(ψM )〈u〉
= A(τM )K(ψM )A(τM )K(ψM )〈0〉
= A(τM )K(ψM )A(τM )〈0〉

therefore K(ψM )A(τM )〈0〉 = A(τM )−1〈w〉
and ψM = arg(A(τM )−1〈w〉) (4.10)

The transformation matrix M̂ is then found by inserting the ψM computed
from Eq. 4.10 and φM , τM computed from Eq. 4.9 into the second equation in
Eq. 4.8.

In the general case with three arbitrary points z0, z1 and z2 on the unit
disk related by a one-parameter subgroup, we want to find an M ∈ SU(1,1)
so that z1 = M〈z0〉; z2 = M〈z1〉.

First we show that there is an N0 ∈ SU(1,1) and 0 < u < 1, w ∈ U such
that:

z0 = N0〈0〉; z1 = N0〈u〉; z2 = N0〈w〉 (4.11)

Before continuing with the computation of N0, we intuitively illustrate these
transformations acting on the unit disk in Fig. 4.2.

4which is represented by the three transformations corresponding to its Cartan decompo-
sition
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Figure 4.2: Recover the group using Cartan decomposition with three points.

From the previous result, the matrix M connecting z0, z1 and z2 can be
obtained by:

M = N0M̂N−1
0 (4.12)

where, by the same notation, M̂ is the solution to Eqs. 4.9, 4.10, 4.8. Again
we use the Cartan decomposition for N0 with the corresponding parame-
ters φN , τN , ψN . Eq. 2.39 is applied to compute the first two decomposition
parameters of N0 as follows:

z0 = N0〈0〉 = K(φN )A(τN )K(ψN )〈0〉
= K(φN )A(τN )〈0〉,

therefore φN = arg(z0); τN = 2 tanh−1 |z0| (4.13)
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Next we insert the solution for u as in Eq. 4.9 and use Eq. 2.39 to compute ψN :

z1 = N0〈u〉 = K(φN )A(τN )K(ψN )〈u〉 gives

A(τN )−1K(φN )−1〈z1〉 = K(ψN )〈u〉
= K(ψN )〈K(0)A(τM )K(φM )〈0〉〉,
= K(ψN )A(τM )K(φM )〈0〉,

so ψN = arg((K(φN )A(τN ))−1〈z1〉) (4.14)

N0 is then computed from its decomposition parameters, thus together with M̂
defining the transformation matrix M connecting three arbitrary points on the
unit disk.

For given t and M = exp(tX), we obtain the group coordinates ξ1, ξ2, ξ3
using Eqs. 2.16,2.31 as follows:

(
ξ3i ξ1 + ξ2i

ξ1 − ξ2i −ξ3i

)
= X =

log(M)

t

therefore

ξ1 =
bx + bx

2
; ξ2 =

bx − bx
2i

; ξ3 =
ax
i

where (
ax bx
bx ax

)
= X (4.15)

4.2.5 Optimization

For real data, the projected points on the unit disk are practically never exactly
located on an SU(1,1) curve. We thus have to use an approximation. Given
a set of points {zn = (xn, yn)}Nn=1 on the unit disk describing a series of illu-
mination spectra we formulate the problem of fitting the data to an SU(1,1)
curve in the form of an optimization problem as follows:

Find a series of parameters {∆t(n)}Nn=1, an infinitesimal matrix X ∈ su(1,1)
and an initial point z(0) such that:

N∑

n=1

d2
h(zn, e

(τnX)〈z(0)〉) is minimal (4.16)

where τn =
∑n
l=1 ∆t(l).

Here exp(τnX)〈z(0)〉 denotes the fractional linear transformation of the ma-
trix exp(τnX) applied to the point z(0) and dh(z, w) is the hyperbolic distance
in the Poincaré unit disk model (Eq. 2.26) between two points z and w on the
unit disk.
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We initiate the optimization variables with the results given by one of the
previously described methods. In the case of using the Lie algebra or the
Cartan decomposition methods, we have computed for each sample k in the
input sequence one set of group coordinates {ξi(k)}. The mean values of these
results are taken as the initial values of the optimization.

The optimization technique finds the best-estimated SU(1,1) curve that
minimizes the mean squared hyperbolic distance between the data points and
the estimates. The optimization is solved using the MatlabTMOptimization
Toolbox.

4.3 SU(1,1) curves and sequences of color sig-

nals

In a series of experiments we apply the described methods to investigate the
properties of some measured sequences of daylight spectra, generated black-
body radiation spectra and daylight spectra generated by simulation software.
Different methods were chosen for each set of data based on its characteristics.
The blackbody radiation spectra, which are generated by the Planck formula,
will be investigated using the Lie algebra or the Cartan decomposition method.
The more difficult tasks of estimating measured data are performed with the
Lie regression method or with the optimization technique.

4.3.1 Sequences of measured daylight/twilight spectra

First we investigate sequences of time-changing daylight/twilight illumination
spectra [Hernández-Andrés et al., 2001a,b; Lenz et al., 2003a, 2005; R. L. Lee,
Jr. and Hernández-Andrés, 2003] measured in Granada, Spain (37◦11′ N,
3◦37′ W, altitude: 680 m) and in Norrköping, Sweden (58◦58′ N, 16◦15′ E).
The correlation matrix of the measured daylight spectra is used to compute a
three-dimensional eigenbasis. The perspectively projected coordinates of such
a sequence on the unit disk are also computed, defining the “chromaticity”
vectors {zk}Nk=1.

Fig. 4.3 shows the chromaticity sequences of daylight illumination spectra
(named A and B) measured on two different clear-sky days in Granada, Spain.
Sequence A has 433 illumination spectra, measured on December 9, 1998, where
the first 185 spectra are measured every minute (solar elevations from 30.0◦ -
the maximum for that day- to 15.5◦) and the remaining spectra were collected
every 30 seconds (solar elevations from 15.0◦ to −5.5◦ -approximately the end
of twilight). The first 271 of 368 spectra in sequence B, measured on March 29,
1999, were collected every minute during daylight (solar elevations from 56.0◦

-the maximum for that day- to 5.4◦) and the remaining every 30 seconds during
twilight (solar elevations from 4.6◦ to −4.7◦).
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The daylight spectra in Norrköping, Sweden were measured by the Swedish
Meteorological and Hydrological Institute (SMHI). The database consists of
21871 daylight spectra measured daily during the period between June 16,
1992 and July 7, 1993. The measurements were taken every 5 minutes during
daytime, i.e. between 5:10am to 7:01pm Local Time. The wavelength range
was [380,780nm] in 5nm steps.

We investigated the properties of these measured illumination spectra by
applying the optimization technique described above to different subsequences
taken from the input set. The mean squared hyperbolic distance between the
original and estimated points (its projection on the estimated curve) is used as
the cost function for the optimization.

The Lie regression method is also used in this series of experiments. Al-
though the results are not as good as those given by the optimization technique
it is much faster and provided acceptable results in many cases.

At certain points in time, the illumination chromaticity curve changes its
direction, which means that another SU(1,1) curve describing this new portion
has to be found. We call these points break points. The positions of the break
points are located manually in the experiments.

  0.1

  0.2

  0.3

  0.4

30

210

60

240

90

270

120

300

150

330

180 0

Sequence A (9December1998)
Sequence B (29March1999)

Figure 4.3: Perspectively projected coordinates of Granada measured daylight
spectra on the unit disk.

Fig. 4.4 shows the result of the Lie regression method applied to a subse-
quence of sequence A. Part (a) of the figure describes the chromaticity coordi-
nates of the input spectra and part (b) shows the hyperbolic distances between
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Figure 4.4: Estimated and original chromaticity of Granada set B using the
Lie regression method, subsequence: spectrum 320 to spectrum 368.

the input data and the estimates.
Figs. 4.5, 4.6 and 4.7 show the results of the optimization with different

subsequences taken from A and B. These figures show the chromaticity coordi-
nates of the input illumination spectra subsequence and the estimated SU(1,1)
curve. The radial and angular values of the input illumination chromaticity se-
quences and its SU(1,1) estimations are illustrated in parts (b) and (c) of these
figures. The horizontal axis shows the value of the variable of the original input
spectra and the vertical axis the estimation. For perfect estimation, the points
should be located on the 45◦ line that is presented by a solid line in the figures.

Fig. 4.8 shows the estimated SU(1,1) curve found by optimization for the
chromaticity sequence of daylight spectra measured at Norrköping, Sweden, in
March 10, 1993, 8:45-11:15, 11:30-15:25 Local Time, 5 minutes step between
consecutive measurements. Descriptions of parts (a) and (b) in this figure
follow those of Fig. 4.4.

We found that:

• Among the first spectra in each of the Granada sequences A, B, (first 180
spectra in sequence A and 110 spectra in sequence B) there is almost no
chromaticity change. These spectra belong to daylight measurements for
high solar elevations.

• Long subsequences of spectra with time changing chromaticity in both
Granada sequences A and B can be described by SU(1,1) curves. Three
examples are illustrated in Fig. 4.5, (sequence A, 151 spectra measured
with solar elevations between 16.2◦ and 3.6◦), Fig. 4.6 (sequence A,
91 spectra with solar elevations between 3.6◦ and −4.4◦) and Fig. 4.7



62 Parameterization of sequences of nonnegative signals

  0.05

  0.1

  0.15

  0.2

30

210

60

240

90

270

120

300

150

330

180 0

Estimated
Original

(a) Daytime illumination sequence and esti-
mated SU(1,1) curve.

0.06 0.08 0.1 0.12 0.14 0.16 0.18
0.06

0.08

0.1

0.12

0.14

0.16

0.18
Estimated vs. true radial coordinates 

Original

E
st

im
at

ed
 o

pt
im

iz
at

io
n 

re
su

lt

(b) Radius of chromaticity vectors of day-
time illumination sequence versus estima-
tion.

1 1.5 2
1

1.5

2

Estimated vs. true angular coordinates

Original

E
st

im
at

ed
 o

pt
im

iz
at

io
n 

re
su

lt

(c) Angles of chromaticity vectors of day-
time illumination sequence versus estima-
tion.

Figure 4.5: Estimated and original chromaticity of Granada set A using opti-
mization technique, subsequence: spectrum 180 to spectrum 330.
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Figure 4.6: Estimated and original chromaticity of Granada set A using opti-
mization technique, subsequence spectrum 330 to spectrum 420.
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Figure 4.7: Estimated and original chromaticity of Granada set B using opti-
mization technique, subsequence spectrum 320 to spectrum 368.
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Figure 4.8: Swedish daylight chromaticity sequence-79 spectra, measured by
SMHI March 10, 1993-and the estimated SU(1,1) curve using optimization
technique

(sequence B, 49 spectra with solar elevations between 0.1◦ and −4.7◦).

• The spectra of SMHI databases have smaller changes in chromaticity,
compared to the Granada sequences. This is reasonable since these spec-
tra were all measured during daytime, where the only change in chro-
maticity happens when the absorptions and scattering properties of the
atmospheric layer are changing. These properties depend on the length
of the path through the atmospheric layer. This length is defined by the
zenith angle of the sun position at measuring time (see Section 4.3.3 for
more detailed information about the zenith angle of the sun).

4.3.2 Sequences of blackbody radiation spectra

In the first series of experiments we investigate the blackbody radiation spectra
(see Section B in the Appendix). The first experiments were done with the
Kelvin temperature scale, i.e. the investigated databases consist of spectra
that are equally spaced with regards to the Kelvin temperature scale. The
Lie algebra and Cartan decomposition approaches were used to estimate the
chromaticity sequences of equally spaced (in terms of Kelvin temperature scale)
spectra with SU(1,1) curves. The problems in estimating those sequences
suggested a complicated relation between the group parameter t and the Kelvin
temperature T of the blackbody radiation spectra.

The next experiments with blackbody radiation spectra use a reciprocal
color temperature scale instead, i.e. E(λ, τ) = E(λ, 1/T ), measured in recip-
rocal megaKelvin (given by 106K−1) to create the equally spaced sequences
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of blackbody radiation chromaticity sequences. The reciprocal color tempera-
ture scale is more linear with respect to human perception (see [Tominaga and
Wandell, 2002] and [Wyszecki and Stiles, 1982, pages 224-225]), in the sense
that a given small parameter change in this scale leads to similar perceptual
change independent of the location in the parameter space.

We proceed as follows:

• First we generate a series ofN blackbody radiation spectra evenly distrib-
uted along the reciprocal scale corresponding to the Kelvin temperature
range of [Tlow, Thigh], and denote this series as Smired(N,Tlow, Thigh).
The correlation matrix of Smired(5000, 3000K, 200000K) is used to com-
pute the eigenbasis.

• Then we generate new series Smired(N,Tlow, Thigh) of spectra with differ-
ent parameters. Using the eigenbasis computed from the previous step,
we compute the perspectively projected coordinates of the whole series
resulting in a sequence of points on the unit disk (zn | zn ∈ U).

• For each point zn together with its neighbors, we apply the methods
described above to find the three coordinates ξ1(n), ξ2(n), ξ3(n) describing
the estimated SU(1,1) curve. In the case of using the Lie regression
method, only one common solution ξ1, ξ2, ξ3 is found representing the
whole sequence.

• From an arbitrary point zs of the input set, together with the one-
parameter subgroup described by coordinates ξ1(s), ξ2(s), ξ3(s) computed
in the previous steps, we generate a simulated SU(1,1) curve describing
the whole set.

• There are two different types of errors in the estimation of an illumination
spectrum in the input sequences: The errors caused by approximating
the illumination spectra with a few basis vectors and the errors caused
by estimating chromaticity of the spectra by an SU(1,1) curve. In the
experiments, we calculate for each spectrum in the input sequence:

Hyperbolic estimation error: He(k) = dh(w(k), z(k))

L2 approximation error: L2
a(k) = ‖∑2

j=0 σ
z
j (k)bj − s(k)‖

L2 estimation error: L2
e(k) = ‖∑2

j=0 σ
w
j (k)bj − s(k)‖

where bj is a basis vector, z(k) and w(k) are the chromaticity of the spec-
trum k and its SU(1,1) estimation, s(k) is the kth spectrum and σzj (k),

σwj (k) are the jth coefficients of z(k) and w(k) respectively.
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• Figs. 4.9, 4.10, 4.11 show the results when we apply the Lie algebra
method and the Cartan decomposition method to different series of black-
body radiation spectra with different initial points. The L2 estimation/ap-
proximation and the hyperbolic estimation errors are shown in part (b)
and part (c) of these figures respectively. In Fig. 4.9(a) we show as a solid
line the chromaticity location of the original blackbody radiation spec-
tra. The results of the estimations based on the Cartan decomposition
are shown as a dashed line (marked with circles every 60th spectrum), the
results using the Lie algebra method are plotted as a dotted line (marked
with diamonds every 60th spectrum). This shows that there is practi-
cally no difference between the results obtained by these two methods.
We therefore present only results computed with the Cartan decompo-
sition in Figs. 4.10 and 4.11 (marked with circles every 20th spectrum).
Also the error distributions shown in parts (b) and (c) are obtained with
the Cartan decomposition method.

Experiments were done with different numbers of blackbody radiation spec-
tra, temperature ranges and different initial points zs. From these experiments
we draw the following conclusions:

• The reciprocal temperature scaled series of blackbody radiation spec-
tra can be well described by a one-parameter subgroup with fixed ∆t.
The group parameter t can thus be used to describe the reciprocal scaled
values 1/T in the estimations. This suggests that there exists a close con-
nection between the group parameter, the temperature in the reciprocal
scale and consequently the perception distance.

• The Cartan decomposition and the Lie algebra methods provide essen-
tially the same results when we choose the sampling rate high enough.
The Lie algebra method provides a better approximation in the case of a
low sampling rate (e.g. 30 samples taken in the range of [4000,15000K]).

• The approximation error caused by the reconstruction of the spectra from
the PCA-based coordinates can be limited if the temperature range used
to compute the basis is larger than the range of the series being described.
The range of [3000,200000K] is chosen for the basis since it covers the
majority of illumination sources of interest for this chapter (see [Wyszecki
and Stiles, 1982, page 28]).

• Theoretically there is no SU(1,1) curve perfectly describing sequences of
blackbody radiation spectra, but the L2 approximation/estimation errors
are relatively small (with an average of less than 1% as can be seen in
part (b) of Figs. 4.9, 4.10 and 4.11).

• Better approximations are related to the SU(1,1) curves with initial
point zs in the middle of the input sequences. This conclusion can



68 Parameterization of sequences of nonnegative signals

  0.2

  0.4

  0.6

30

210

60

240

90

270

120

300

150

330

180 0

Blackbody locus
Estimated SU(1,1) curve (Lie algebra)
Estimated SU(1,1) curve (Cartan)

(a) Blackbody radiation spectra and the esti-
mated SU(1,1) curve on the unit disk.

0 50 100 150 200 250 300
0

0.02

0.04

0.06

0.08

0.1

0.12
Relative Spectrum MSQE

Estimation error
Approximation error

(b) Relative approximation and estima-
tion errors.

0 50 100 150 200 250 300
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35
Hyperbolic estimation error

(c) Hyperbolic estimation error.

Figure 4.9: SU(1,1) estimation of sequence of blackbody radiation spectra,
300 samples in reciprocal scale [4000,15000K], initial point: 1st spectrum in
the sequence (4000 K).
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Figure 4.10: SU(1,1) estimation of sequence of blackbody radiation spectra,
500 samples in reciprocal scale [5000,20000K], initial point: 250th spectrum in
the sequence (7990 K).



70 Parameterization of sequences of nonnegative signals

  0.1

  0.2

  0.3

  0.4

  0.5

30

210

60

240

90

270

120

300

150

330

180 0

Blackbody locus
Estimated SU(1,1) curve

(a) Blackbody radiation spectra and the esti-
mated SU(1,1) curve on the unit disk.

0 50 100 150 200 250 300 350 400 450 500
0

0.005

0.01

0.015

0.02

0.025
Relative Spectrum MSQE

Estimation error
Approximation error

(b) Relative approximation and estima-
tion errors.

0 50 100 150 200 250 300 350 400 450 500
0

0.01

0.02

0.03

0.04

0.05

0.06
Hyperbolic estimation error

(c) Hyperbolic estimation error.

Figure 4.11: SU(1,1) estimation of sequence of blackbody radiation spectra,
500 samples in reciprocal scale [5000,20000K], initial point: 450th spectrum in
the sequence (15378 K).
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Figure 4.12: SU(1,1) estimation of sequence of blackbody radiation spectra,
50 samples in reciprocal scale [5000,20000K], initial point: 1st spectrum in the
sequence (5000 K).

be drawn by looking at the errors shown in part (b) of Figs. 4.9, 4.10
and 4.11. The L2 estimation errors are relatively high compared to the L2

approximation errors in Figs. 4.9 4.11 while in Fig. 4.10, the errors were
mainly contributed by the approximation error. Note that the L2 esti-
mation error contains the contributions from the L2 approximation error
and the hyperbolic error.

Fig. 4.12 shows the results of the estimation using the Lie regression method
for 50 blackbody radiation spectra equally distributed in the reciprocal scale
of [5000,20000K]. The method proved to be faster yet highly accurate compared
to the Lie algebra method and the Cartan decomposition method.

4.3.3 Sequences of generated daylight spectra

In this section, we investigate the generated sequences of daylight spectra [Bui
et al., 2004]. The spectra are generated by the simulation software SMARTS2.

A Simple Model of the Atmospheric Radiative Transfer of Sunshine-
SMARTS2

The SMARTS model [Gueymard, 1995] computes clear sky spectral irradiance
(direct beam, circumsolar, hemispherical diffuse and total on a prescribed re-
ceiver plane - tilted or horizontal) for one set of atmospheric conditions (user
specified, or selected from 10 standard atmospheres); and for one or many
points in time or solar geometries. The algorithms were developed to match
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the output from the MODTRAN complex band models within 2%. The al-
gorithms are used in conjunction with files for atmospheric absorption of at-
mospheric components and spectral albedo functions. The spectral resolution
is 0.5nm from 280nm to 400nm; 1nm from 400nm to 1750 nm and 10nm from
1750nm to 4000nm. Outputs are ASCII text files and header information with
prescribed conditions.

The required input parameters and those recommended for Swedish condi-
tions are described in Tab. 4.1.

Table 4.1: SMARTS2 parameter settings for Norrköping, Sweden condition
Parameter Default Range
Surface pressure 1013mb 965-1050mb
Altitude 0km
Ozone column 0.334cm 0.190-0.600cm
Precipitable water 1.4cm 0.0-5.0cm

Ångstrom parameter alpha 1.3
Beta 0.045 0.0032-0.30
Single scattering albedo 0.9
Aerosol asymmetry factor 0.64
Longitude 16.15
Latitude 58.58
Broadband albedo 0.1 0-1
Wavelength range [380,780nm]

Experiments

Daylight spectra are spectra originating from the sun, interacting with the
atmosphere before reaching the observer on the earth. Thus the formation of
observed spectra depends firstly on the sun position specified by zenith angle
and azimuth, which in turn are obtained as a function of declination and hour
angle and secondly on the atmospheric condition.

In this series of experiments, we do not use the internal formulas of the sim-
ulation, but use the Lie regression method to investigate the evolution of gen-
erated spectra. Each sequence of investigated spectra is generated by changing
a single parameter at a time, or simultaneously changing a pair of parameters.

Since the most essential spectral changes are caused by the change in the
position of the sun, we investigate the spectra in two series of experiments.
In the first series, we investigate only the spectra with changing atmospheric
condition parameters, while in the next experiments the impacts of changing
zenith angle on the daylight spectra are taken into account. We use the same
strategy in all experiments, except that the eigenbases are computed from
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different input correlation matrices.

Atmospheric condition changes

To compute the eigenbasis for this series of experiments, we first generate 17820
spectra with different atmospheric condition parameters. The ranges of para-
meters used to create this collection of spectra are provided in Tab. 4.2. All
notations follow MatlabTMnotation, i.e. [valmin : step : valmax] specifies the
range, where valmin shows the minimum value, valmax shows the maximum
value and step shows the increment step between two samples. All other para-
meters that do not appear in Tab. 4.2 will have the default value as specified
in Tab. 4.1. The default zenith angle is 41.59◦, computed for Norrköping’s
location at 13:00h, June 15, 2003. In these experiments the default value of
the zenith angle is fixed since we are interested more in those changes in other
parameters than the changes in zenith angles.

The chromaticity sequence on the unit disk corresponding to the changes in
each parameter is then computed by fixing all other parameters to the default
values while changing the parameter of interest within the allowable range. The
changes are equal within the range.

We use the Lie regression method in the investigation, which is intended
to work in the case where chromaticity points are likely to be located on
an SU(1,1) curve, but the group step parameters ∆t may vary for different
pairs of consecutive points.

The estimation results are shown in Figs. 4.13, 4.14, 4.15 and 4.16 for the
chromaticity sequences corresponding to the changes in the parameters: beta,
surface pressure, water, and ozone respectively. Each of these figures consists
of three subfigures, in which:

Part (a) shows the chromaticity sequence on the unit disk and its estimated
SU(1,1) curve. Note that the disks shown in these figures are scaled to
have the best view.

Part (b) shows the step parameter ∆t(n) representing the evolution of changes
at each point in the sequence. In the ideal case, this parameter is con-
stant, i.e. the whole sequence can be well described by just the group
coordinates ξk and a constant ∆t.

Part (c) shows the hyperbolic distances between the chromaticity points and
their corresponding estimations.

We observe that:

• All four chromaticity sequences of spectra generated by changing a single
parameter at a time can be described by SU(1,1) curves.
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Figure 4.13: Estimated SU(1,1) curves of sequences of spectra generated by
SMARTS2 with varying beta parameter
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Figure 4.14: Estimated SU(1,1) curves of sequences of spectra generated by
SMARTS2 with varying surface pressure parameter
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Figure 4.15: Estimated SU(1,1) curves of sequences of spectra generated by
SMARTS2 with varying water parameter
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Figure 4.16: Estimated SU(1,1) curves of sequences of spectra generated by
SMARTS2 with varying ozone parameter
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• The sequences of spectra generated by changing the single parameter of
surface pressure (Fig. 4.14) or ozone (Fig. 4.16) produce small changes in
chromaticity. The reason for this is probably that the variation in surface
pressure is too small and that ozone absorption acts mainly in the UV
part (wavelengths shorter than 400nm). The hyperbolic errors are thus
influenced only by the computational accuracy. Hence, the hyperbolic
error distributions shown in part (c) of these figures are very small (less
than 5 · 10−5)

• The changes in the other two parameters beta and water (see Figs. 4.13
and 4.15) introduce larger chromaticity changes, i.e. longer chromaticity
curves on the disk. The SU(1,1) curves estimating these two sequences
correspond to two lines in the three-dimensional Lie algebra su(1,1),
which are almost perpendicular to each other5. This observation suggests
the next series of experiments with spectra generated by simultaneously
changing these two parameters.

• A linear relationship is found between the group parameter ∆t and the
beta parameter (see Fig. 4.13).

Table 4.2: SMARTS2 parameter ranges for computing the correlation matrix
Parameter Range
Broadband albedo 0.1(10%)
Surface pressure [965 : 5 : 1050]
Ozone [0.190 : 0.05 : 0.600]
Beta [0.0032 : 0.03 : 0.30]
Water [0.0 : 0.5 : 5.0]

Table 4.3: The estimated SU(1,1) group coordinates describing SMARTS2
parameter changes

Water Beta Ozone SPR Zenith
ξ1 0.20381 1.0007 0.34107 -0.49149 -0.50756
ξ2 -0.47498 0.0633 0.36983 -0.099024 -0.012105
ξ3 0.29366 0.1234 -0.14481 -0.10035 -0.09998

Zenith angle changes

The sun’s apparent position is specified by its zenith angle and azimuth which
are functions of time and location of the observer. The accuracy of 0.01◦ is

5based on the angle between computed group coordinates of these two SU(1,1) curves.
The computed angle was 69.52◦
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shown by Michalsky [1988] to be more than efficient in the practical applications
of SMARTS. Of these parameters, only the zenith angle has an impact on the
formation of the generated spectra, which is in the range of [0, 90]. Situations
for which the sun’s disk is visible while its zenith angle is larger than 90◦ are
rare but possible, e.g. at sunrise/sunset in mountainous areas with an open
horizon, or when viewed from an airplane. The apparent zenith angle is limited
to 91◦, corresponding to a true astronomical angle of about 92◦.

In our experiments, we compute the correlation matrix from the set of
spectra generated from SMARTS2 by changing the zenith angle parameter
in the range [0:1:90]. All other parameters are set to the default values as
described in Tab. 4.1. The chromaticity sequence corresponding to spectra
with zenith angles changing in the range [3:2:85] are computed and once again
being estimated using the Lie regression method. Fig. 4.17 shows the result
of the estimation for this sequence of varying zenith angles. We use the same
descriptions of subfigures as in Figs. 4.13, 4.14, 4.15 and 4.16.

The zenith angle can also be computed from the observer location and the
time. In this series of experiments, we compute the time sequence of SMARTS2
generated spectra as an indirect function of the zenith angle. An estimation
using an SU(1,1) curve of these time sequences is shown in Fig. 4.18. The
spectra are computed for the Norrköping location, June 21, 2003, from 12:30
to 18:00 (local time) every 5 minutes.

The group coordinates (ξk) of SU(1,1) curves estimating the chromaticity
sequences of spectra in this experiment and in the previous experiments are
provided in Tab. 4.3.

We found that:

• The long chromaticity sequence generated by changing the zenith para-
meter can be well described by an SU(1,1) curve.

• Spectra generated by changing the zenith angle parameter have large
changes in chromaticity. The sequence in Fig. 4.17 is longer than the se-
quences in Figs. 4.13,4.14,4.15,4.16 that are generated by changing other
parameters of the simulation.

• The group step parameter ∆t changes along the curve. The larger steps
appear as the curve going out towards the unit circle, corresponding to
the zenith angle closer to 90◦.

• The sequences can also be generated indirectly by first computing the
zenith angles as a function of the time of day with a certain location and
certain day of the year. In this case, we could see that the chromaticity
sequence can still be described by the same SU(1,1) curve, but introduces
the change in direction (i.e. the group parameter ∆t changes its sign) at
noon time when the zenith angles make a turn at the minimum value for
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Figure 4.17: Estimated SU(1,1) curves of sequences of spectra generated by
SMARTS2 with varying zenith angle parameter
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Figure 4.18: Time sequence of SMARTS2 spectra generated for June 21, 2003,
every 5 minutes between 12:30 and 18:00 (zenith angle range: [38.822◦ 77.812◦])
and the estimation by an SU(1,1) curve.
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the day. The minimum value of the zenith angles at the turning point
depends on the day of the year and the location.

• Large hyperbolic estimation errors occur at spectra with large zenith
angles. This is reasonable since the hyperbolic distances are much larger
in the region nearer to infinity, i.e. nearer to the unit circle.

• Although we do not obtain equally spaced chromaticity sequences6 from
the time sequence of SMARTS2 spectra, the hyperbolic distances be-
tween pairs of consecutive chromaticity points in time sequences vary
more slowly compared to the sequences of spectra directly generated by
changing the zenith angle.

Investigation of two parameter changes

We observe from the previous experiments (presented in this section) that
one-parameter subgroups can be found to describe the chromaticity sequences
generated by changing one single parameter at a time. The group coordinates ξk
of the estimated SU(1,1) curves are computed separately for each chromaticity
sequence of spectra corresponding to a single parameter change while setting
all other parameters to the default values.

In the next series of experiments, we investigate the case where more than
one parameter is changed. We performed two types of experiments:

• Experiments with chromaticity sequences of spectra generated by chang-
ing a single parameter. The group coordinates are computed for each
sequence. A sequence of group curves is created by generating curves
with different values of another single parameter. Fig. 4.19 shows the es-
timated SU(1,1) curves of those sequences. Part (a) of the figure shows
the sequences of spectra generated by changing the beta parameter with
different settings of the water parameter, i.e. the water parameter does
not change along each curve. The ranges of these changes are described
in Tab. 4.2. Part (b) of Fig. 4.19 displays the same experiment, but with
curves generated by changing the water parameter. The computed group
coordinates {(ξk)} are shown in Fig. 4.20. We see that the computed
group coordinates are different for different settings of parameter, but
change linearly.

• Experiments with chromaticity sequences of spectra generated by chang-
ing two parameters simultaneously. A fixed ratio of these parameters
during the changes ensures that the generated chromaticity sequence has
a one-dimensional curve structure. The experiment with the sequence
of illumination spectra generated by changing simultaneously beta and

6in terms of hyperbolic distance
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water parameters following the ranges specified in Tab. 4.2 is shown in
Fig. 4.21.
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Figure 4.19: Estimated SU(1,1) curves of sequences of spectra generated by
SMARTS2 with varying beta or water parameter
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Figure 4.20: Group coordinates of SU(1,1) curves estimating sequences of
spectra generated by SMARTS2 with varying beta or water parameter

Adjusting first-order derivative filter

All the experiments in the previous sections were estimated by the Lie regres-
sion method with basic first-order derivative filter with kernel [1 − 1]. In the
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Figure 4.21: Estimated SU(1,1) curves of sequences of spectra generated by
SMARTS2 with simultaneously varying parameters
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following, we apply the same method to the same sets of SMARTS2 simulated
daylight spectra (as previously described in this section) for the estimations
using derivative filters of different sizes. The tested filters are the basic first-
order derivative filter of size 2 and the Savitzky-Golay filters of sizes 3, 5, 7.
Tab. 4.4 shows the hyperbolic mean squared error computed from the hyper-
bolic distances between the original chromaticity coordinates of spectra and
the estimated coordinates on the open unit disk.

Table 4.4: Hyperbolic mean squared errors of the estimations of sequences of
generated SMARTS2 spectra using different derivative kernel sizes

Kernel Water Beta Ozone SPR Zenith
Size 2 2.21 · 10−8 5.41 · 10−9 3.51 · 10−12 5.17 · 10−12 4.29 · 10−5

Size 3 4.75 · 10−7 3.60 · 10−8 4.81 · 10−12 1.24 · 10−11 8.33 · 10−4

Size 5 1.24 · 10−7 4.62 · 10−8 6.11 · 10−12 9.95 · 10−12 8.50 · 10−4

Size 7 1.35 · 10−7 1.06 · 10−7 8.67 · 10−12 4.15 · 10−11 8.36 · 10−4

The basic first-order derivative filter provides the best estimation in terms
of least mean squared hyperbolic error. This is possible since the chromaticity
curves of generated spectra are noiseless thus no smoothing is really needed.
In this case, the smoothing functionality decreases the accuracy of computed
local derivatives instead of reducing the noise.

4.4 SU(1,1) curves and sequences of histograms

We have seen that SU(1,1) curves can be used to estimate sequences of illu-
mination spectra. In this section, we investigate if SU(1,1) curves can also be
used to describe changes in a color image under changing illuminations. We
characterize an image by its color histogram. The image histograms, by def-
inition, are nonnegative vectors. We then apply the framework of describing
nonnegative signal sequences by SU(1,1) curves to sequences of image his-
tograms. Once again, we use three-dimensional PCA-based coordinate vectors
to describe the histograms and investigate whether the coordinate vectors of
the image histogram sequences can be estimated by SU(1,1) curves.

We select a multispectral image [Párraga et al., 1998] of size 256 × 256.
Each pixel in the image is described by a reflectance spectrum in the wave-
length range [400, 700nm] with 10nm steps. We then select blackbody radia-
tion spectra as the illumination spectra and generate 50 blackbody radiation
spectra equally distributed 7 in the range [4000, 15000K]. The simulated RGB
images of the scene under changing illumination are then computed as if they

7in terms of the reciprocal scale
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were taken by a Sony camera with three sensor sensitivity functions [Barnard
et al., 2002].

We now have a sequence of 50 RGB images simulating a scene under chang-
ing illumination spectra, where the illuminations are simulated by the black-
body radiation spectra. Next we compute 8 × 8 × 8 RGB histograms of these
images. This results in 50 RGB histograms, described by 512-vectors. We
then compute the 512×512 correlation matrix of this histogram collection and
compute the three-dimensional eigenbasis set in the same way as described in
Section 3.3.3. The three-dimensional PCA-based coordinate vectors of these
50 histograms are also computed.

The projection of the PCA-based coordinate vectors of the histograms onto
the unit disk results in a sequence of points on the disk. We then apply the Lie
regression method to find the SU(1,1) curve that best estimates this sequence.
Fig. 4.22 shows the result of the experiment. An example of the multispectral
image illuminated by a blackbody radiation spectrum is shown in part (a) of the
figure, while the SU(1,1) curve describing the sequence of RGB histograms on
the unit disk is shown in part (b) of the same figure. In part (a) of Fig. 4.23 we
show the hyperbolic distances between the original points of the histograms and
the estimated points locating on the SU(1,1) curve. The group parameters tk
describing the step size between two consecutive points are presented in part
(b) of Fig. 4.23.

(a) The inlab4 multispectral im-
age illuminated by a blackbody
radiation spectrum
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(b) SU(1,1) curve estimating the sequence of RGB his-
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Figure 4.22: Describing sequence of RGB histograms by an SU(1,1) curve

We found that:

• The SU(1,1) curve can describe a long subsequence of the sequence of
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Figure 4.23: Estimation details of the RGB histogram sequence

coordinates of changing histograms.

• The best estimation is found for the sequence of images under illumina-
tions defined by blackbody radiation spectra of the interval [4000,9600K].

• The quantization of pixel values into 8-bit integers may cause unexpected
changes in the image histogram sequence at 10000K (see Fig. 4.22(b)).

4.5 Discussion

We proposed several methods for estimating the changing nonnegative signal
sequences by SU(1,1) curves. The first two methods, the Lie algebra and
the Cartan decomposition methods, solved the problem where the input se-
quence is most likely generated by an SU(1,1) curve with a fixed step ∆t. The
problem where the input sequence is located on an SU(1,1) curve, but non-
equally spaced (in terms of hyperbolic distances between consecutive points),
was solved with the Lie regression method. The input sequences where these
methods give unsatisfying estimations, i.e. introduce large mean squared hy-
perbolic estimation errors could be estimated by applying the optimization
technique.

We saw that, for most cases, the input sequences of illumination spectra
could be well estimated using the SU(1,1) curves found by one of the four
proposed methods. The restriction of using the Lie algebra method is that the
chromaticity changes in consecutive observations should be small in order to
achieve higher accuracy in derivative computations. The Cartan decomposition
does not have this restriction, yet still requires the data to be equally spaced.
The Lie regression method works in most circumstances, including non-equally
spaced cases. However, it will face problems when the assumption of the pro-
portionality between hyperbolic distances and group parameter t fails to meet
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reality. We also performed some experiments with different derivative filters
and found that the basic filter has the best estimation properties.

We note that the estimation of chromaticity sequences of illumination spec-
tra using SU(1,1) curves is completely different from curve fitting approaches
in the sense that it also provides the symmetrical properties for the estimating
sequences. The application of systematically finding illumination invariants will
be presented in Chapter 7 to illustrate how one can use the group-theoretical
properties of the sequences of spectra.

Although we cannot derive an analytical relation between the sequences
of spectra and the one-parameter curves, we found that the one-parameter
curves provided good approximations of large sets of illumination spectra. This
observation should be useful in many image processing and computer vision
applications. Here we mention a few examples:

Modeling The color properties of an image point depend in general on the
reflection properties of the object in the scene, the illumination and the
sensor properties. If the dynamical spectral illumination characteristics
can be modeled by a compact description like the one-parameter curves
then this can be used to analyze and synthesize dynamical color changes.

Estimation In many computer vision applications it is essential that the
processing is independent of the illumination characteristics and depends
only on the object properties. If the illumination changes can be described
by one-parameter curves then this additional structure can be used for
dynamical illumination compensation (dynamical color constancy). Fur-
thermore, many problems in multispectral image processing can be for-
mulated as optimization problems: Among all the spectra of a given class
find the spectrum that minimizes a given cost function. If the spectra
can be described by SU(1,1) curves, fast Newton-type optimization al-
gorithms can be used since the gradient vectors along such curves can be
easily computed.

Compression Spectral illumination descriptions contain by definition all the
physical information to characterize the illumination. They are how-
ever highly redundant. For this reason low dimensional, parameterized
descriptions of spectra are very useful. With the one-parameter curve de-
scription of sequences of spectra it is possible to reduce the redundancy
of the coefficient-based descriptions further by taking into account the
relation between spectra.

Visualization In a typical application the group coordinate vector ξ could
characterize the type of illumination and the time parameter t could de-
scribe dynamic changes. We saw that the class of blackbody radiators
can be described by a one-parameter group with a coordinate vector ξ.
The scalar parameter t characterizes the temperature T (or rather its
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inverse 1/T ). Simulations of a sunset or sunrise could be typical appli-
cations of this technique. This allows much faster implementations since
many components that are used in all images of the sequence can be
pre-computed (see Section 7.3).

Invariants Color constancy methods try to eliminate the influence of the il-
lumination characteristics before further processing. If the illumination
changes can be described by one-parameter groups then invariants can
be systematically derived by applying methods from differential equation
theory. The Lie theory of differential equations provides an overview of
the solutions and symbolic mathematical systems like MapleTMprovide
equation solvers to find the solutions automatically. Details will be found
later on in Section 7.2.
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5.1 Introduction

In the past few decades digital image technology has been developing very fast
replacing step by step conventional techniques. This creates completely new
application areas: digital cameras replace film-based cameras and even mobile
phones have built-in cameras. This results in an ever-increasing amount of
digital visual information and managing it becomes a serious problem. Typical
problems that make the management of databases containing visual content
much more challenging are the huge storage size, the two-dimensional nature
of images1 compared to the one-dimension structure of text data and the rela-
tively unknown way how the human visual system processes visual information.
Image database management must also be fast and be able to deal with very
large amounts of data.

A straightforward approach to the problem is to try to use existing text
management techniques and apply them to the visual data. The images are
described by keywords and are treated like text documents, which can then
be managed by the well-developed text-based systems. However to find a set
of keywords that can correctly and completely describe an image is obviously
an impossible mission. Different people perceive the same image in different
ways, i.e. the keywords given to an annotated image by a certain expert may
be different from the search categories chosen by an ordinary user afterwards.
There is always a risk that an image will never be found in the retrieval just
because of inappropriately used keywords. The very high labor cost and time
consumption for annotating huge image databases introduces another problem.

Indexing an image based on the computer analysis of its visual contents
thus becomes an interesting research area. This approach is known as Content-
Based Image Retrieval [Kato, 1992] or CBIR in short and provides promising
solutions as well as challenges.

5.2 Typical CBIR systems

Given a query image, a typical CBIR system will first have to compute relevant
visual descriptors of the image. This process is sometimes referred to as feature
extraction. The extracted descriptors will then be compared to the correspond-
ing pre-computed descriptors of all the images in the database. Appropriate
similarity measures in the space of the descriptors have to be introduced and
used to provide the sorted list of “similar” images in retrieval.

A typical CBIR system must therefore have the following main functional-
ities:

1. Analyzing the visual contents of the images in the database. This process
should take into account the requirements of user queries in order to

1Can also be three-dimensional in the case of video sequences.
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produce all (or as much as possible) necessary visual information needed
for the retrieval phase. This includes extraction of visual descriptors for
all images in the database and an indexing scheme.

2. Analyzing the user queries; decomposing the queries into sub-queries of
some basic types depending on the pre-computed data.

3. Performing matching by computing the similarity measures in the appro-
priate cluster(s) and returning the sorted list to the user.

4. Feedback management. The users can give the system a hint with their
knowledge or search preferences by giving feedback. Depending on the
feedback, the system may re-train its behavior to give a more satisfactory
result for the current query or better results for future queries.

5.2.1 Image domain and applications of CBIR

Content-based image retrieval introduces a wide variety of applications. De-
pending on the user needs when using a CBIR system, we can categorize the
CBIR systems into three main categories [Smeulders et al., 2000]:

Browsing The user has no specific aim in mind and browses the image data-
base to find interesting images. This type of application is useful for
image providers, or World Wide Web search services companies such as
Corbis, Matton, Google, etc.

Find a copy The user comes to the search engine with his/her specific image
in mind and wants to find a precise copy of this image. This type of appli-
cation is often seen in systems looking for pirated copies of a copyrighted
image, online shopping, etc.

Category search The user has an image in mind and wants to look for sim-
ilar images falling in the same category. Typical applications are online
catalogues.

CBIR can also be characterized by the image domain of the database used,
which can be on any scale between the narrow domain and the broad do-
main [Smeulders et al., 1998].

A narrow domain has a limited and predictable variability in all relevant
aspects of its appearance. The applications of a narrow image domain often
require careful investigations of the specific database. Content-based features
specific to the applications have to be introduced to get better retrieval results.
Typical examples of this class are finger-print identification systems, where all
available relevant knowledge from forensic science should be incorporated into
the retrieval algorithms.
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A broad domain has unlimited and unpredictable variability in its appear-
ance even for the same semantic meaning. In broad domains, images are often
ambiguous, i.e. having non-unique interpretations and the search category is
not always clear. It is very unlikely to define a ground truth for the applica-
tions in a broad image domain. Examples of this class are commercial image
databases, or the huge repository of the images available on the Internet.

5.2.2 Existing CBIR systems

Following the increasing needs of digital image indexing and management, a
large number of CBIR systems were developed. These include both commercial
and academic systems. In this section, we will give some examples of existing
state-of-the-art CBIR systems in the broad image domain. The interested user
can find a longer list of existing CBIR systems at: http://viper.unige.ch/

other systems/.

QBIC

The QBIC system2 has been developed at IBM’s Almaden Research Cen-
ter [Flickner et al., 1995]. It is the first commercial CBIR system. Examples of
the content-based descriptors used in QBIC include color, color layout, texture,
shape, size, orientation and position of image objects and regions.

VisualSeek/WebSeek

The VisualSEEk [Smith and Chang, 1996] and WebSEEk [Smith and Chang,
1997a,b] are CBIR systems developed at the Department of Electrical Engineer-
ing, Columbia University. The content-based descriptors used in the system
are: color, spatial layout and texture. It uses a novel approach for region ex-
traction where salient color regions from images are automatically extracted.
The WebSEEk system collects images and videos on the Internet using crawler
robots. The system also supports relevance feedback.

Photobook

The Photobook system [Pentland et al., 1996] was developed at the Media Lab-
oratory, Massachusetts Institute of Technology. The content-based descriptors
used include: color, shape and texture. Several distance measures are used,
including Euclidean, Mahalanobis, divergence, vector space angle, histogram,
Fourier peak, wavelet tree distances and user-defined matching algorithms via
dynamic code loading.

2Query By Image Content
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SIMPLICIty

SIMPLICIty, the content-based image search and automatic learning-based
linguistic indexing project [Li and Wang, 2003; Wang et al., 2001] was started
in 1995 as an art image retrieval system for the Stanford University Libraries.
The technology research has then been continued at Penn State University
since 2000.

The system uses semantic classification methods, a wavelet-based approach
for feature extraction and integrated region matching based upon image seg-
mentation. An image is represented by a set of regions, roughly corresponding
to objects, which are characterized by color, texture, shape and location. Se-
mantic categories are then used to cluster the image database.

Cortina

The Cortina system [Quack et al., 2004] is a large-scale CBIR developed at
the University of California at Santa Barbara, working with an image data-
base collected from the Internet. The system consists of a spider to crawl the
web and collect image addresses, a keyword/feature extraction engine and a
matching engine. The content-based features used in the system consist of four
different descriptors: edge histogram, homogeneous texture, scalable color and
dominant color. The system also supports relevance feedback from the user.

5.3 Content-based descriptors

The core of any CBIR system is the choice of content-based descriptors to be
extracted from the images. User expectations on the retrieval results are often
unpredictable; therefore, there exists no best descriptor in general. In some
specific areas such as biometric recognition systems, medical imaging, indus-
trial inspections, etc. the requirements on retrieval results lead to a specific
portfolio of the CBIR. In this chapter we discuss a few nonparametric visual
descriptors of images, which are applied in our own CBIR system ImBrowse.
The implementation details of ImBrowse will later be described in Chapter 6.

5.3.1 Color histogram

Color was very early used as a straightforward content-based feature [Flickner
et al., 1995; Ogle and Stonebrake, 1995; Swain and Ballard, 1991] in many
CBIR systems. Color information can be described in different color spaces (see
Section A in the Appendix for the descriptions of a few typical color spaces).
In this section we will describe how to represent the statistical distribution of
colors in an image with a color histogram. A color histogram describes the
global distribution of colors in an image. As already described in Section 3.4, a
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histogram is defined as a distribution of occurrence frequency. Color histograms
are multidimensional depending on the dimensionality of the underlying color
space used. A color histogram estimates the joint probabilities of the values of
color channels. The most common color histogram uses equal bins to split the
value ranges in each color channel into equal subintervals. Each histogram bin
captures the information about the probability of a pixel in the investigated
image having that color defined by the bin. The numbers of bins do not have
to be the same in all color channels. We can, for example, pay more attention
to the changes in hue by splitting the hue channel(s) into more subintervals
than those of the intensity channel(s). We can also choose to have different bin
widths in different value ranges to capture the human perception sensitivities
in different locations of the chosen color space.

Stricker and Orengo [1995] proposed a cumulated version of histograms,
where instead of counting the number of pixels having the color values falling
into the current bin, all pixels belonging to the previous counted bins also
contribute to the total sum. This cumulated version of histogram is thus less
sensitive to the noisy bin shift, but introduces some difficulties in implementing
for higher dimensional histograms.

5.3.2 Dominant colors

The color histograms are usually very sparse and in most cases the histogram
is only defined on a small number of color bins. We call these colors dominant
colors representing the color image. The traditional color histogram can then
be modified to work better with this sparse information [Deng and Manjunath,
1999; Deng et al., 2001]. First, colors in the image are clustered into a small
number of representative colors. The dominant color descriptor consists of
the representative colors, their coverage percentages in the image, spatial co-
herency of the dominant colors and color variances for each dominant color. A
quadratic form-based distance measure can then be defined for this descriptor.
For the retrieval, each representative color in the query image or region is used
independently to find regions containing that color. The matches from all of
the query colors are then combined to obtain the final retrieval list.

The dominant color descriptor is defined by:

FD = {{cn, pn}, s}Nn=1

N∑

n=1

pn = 1 (5.1)

where cn specifies the dominant color and pn denotes its percentage value.
The spatial coherency s is a scalar representing the spatial homogeneity of the
dominant colors in the image. The total number N of dominant colors can
vary from image to image.
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5.3.3 Color correlogram

The correlogram was first introduced by Huang et al. [1997] as an attempt to
describe the spatial correlation of colors. A color correlogram shows how the
spatial correlation of colors changes with distances. A typical color correlogram
is a three-dimensional array where each element p(c1, c2, d) represents the pos-
sibility that a pixel with color c1 is found within a distance d to another pixel
with color c2. A simplified version of color correlogram where only pixels hav-
ing the same color are considered, i.e. c1 = c2, is called the autocorrelogram.
The computational complexity of this method is high.

5.3.4 Local Binary Pattern texture histogram

Wang and He [1990] proposed a model of texture analysis in which an image
is represented by its texture spectrum. A texture unit is established by a
local 3 × 3 block surrounding the current pixels. Excluding the center pixel,
the 8 surrounding pixels are given one of the three values {0, 1, 2} depending
on the gray levels. Thus a total of 38 = 6561 possible texture codes can be
assigned to a pixel, describing its local texture.

Later on Ojala et al. [1996a,b] introduced a binary version of this texture
unit, known as Local Binary Pattern texture, where only binary values are given
to the pixels instead of three values as before. The gray block of 3 × 3 pixels
is thresholded by the gray value of the center pixel, which gives an eight-bit
binary texture code for each block.

In the following, we will describe in detail our modification scheme [Bui
et al., 2005] of the LBP texture, taking into account the local variance of the
gray value.

Given a gray scale image, we compute the texture binary code for each pixel
by the 3 × 3 pixel block surrounding as follows:

• Select the 3 × 3 neighborhood as in Fig. 5.1.

• Compute the mean and the sample variance of the gray values of all 9
pixels and denote them by x̄ and σ respectively

• Start from a neighboring pixel following the order as marked by the arrows
in Fig. 5.1. Compute for each neighboring pixel a step function:

f (x) =

{
1 : p(x) − x > µσ

0 : otherwise
(5.2)

where p(x) is the gray value of the image at the pixel x, x is the mean of
gray values, σ is the gray variance value and µ is an adjustable parameter.

• Collect all 8 binary values into a byte, following the order as specified by
the arrows.
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• The 8-bit code is then assigned to the center pixel as the texture code for
that pixel.

We also compute a slightly different version of LBP 3×3 texture where the
center pixel also contributes to the code, thus creating a 9-bit texture code.
The texture spectrum, i.e. the histogram of texture codes, is then used as a
texture descriptor of an image.
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Figure 5.1: Local Binary Pattern texture unit

5.3.5 Group-theoretically derived filters

In this section, we describe how to use the direct product of the dihedral
group D(4) and the symmetric group S(3) to derive automatically low-level
image processing filter systems for RGB images. For important classes of sto-
chastic processes it can be shown that the resulting filters lead to a block-
diagonalization of the correlation matrix.

The group-theoretical derivation of the filters leads to a very fast imple-
mentation consisting mainly of additions and subtractions. They can thus be
implemented in fast graphics computation hardware such as a GPU. The same
approach can be used to derive corresponding filter systems for multi-band im-
ages with more than the ordinary three RGB-channels. It can also be used for
other grid geometries such as hexagonal sampling.

Consider a small patch of an image. The structure of this patch specifies
the local geometry of the image at the patch location. It is reasonable to
assume that, for a large collection of patches, the rotated or reflected version
of the same patch will appear with the same probability (see [Lenz, 1993, 1995]
for an early application of these symmetries). A similar assumption can also
be made with the permutations of color channels within a patch. We will thus
assume that all transformations that map a collection of textures into itself will
produce patterns of approximately the same probability. For the conventional
RGB images on a square grid the rotations and reflections are described by the
dihedral group D(4) while the color channel permutations are described by
the permutation group S(3). More information about these finite groups can
be found in Section 2.3.

The dihedral group D(4) consists of all rotations with angle {90 · k}3
k=0

degrees and all reflections around the symmetry axes of a square. It has eight
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elements. The group of all permutations of three elements is S(3) has six ele-
ments, denoted by π1, . . . , π6. The symmetry group we will use in the following
is G = D(4)×S(3), which is a direct product of the two basic groups, consist-
ing of all pairs (g, π) where g ∈ D(4) and π ∈ S(3). It will be used to describe
all possible spatial/color transformations of a texture pattern.

Next take N points on a square grid that are invariant under the dihe-
dral group and on each point an RGB vector. The signal vector is thus of
dimension 3N and is of the form

s = (R1, . . . , RN , G1, . . . , GN , B1, . . . , BN ) (5.3)

where (Rk, Gk, Bk) is the RGB vector at position k. Applying a dihedral
transformation to the locations and a permutation to the RGB channels pro-
duces a new signal of the same type. Each element (g, π) thus defines a transfor-
mation T (g, π) that maps a 3N-dimensional signal s to another 3N-dimensional
signal T (g, π)s. These transformations preserve the group operation in the
sense that

T (gk, πk)T (gl, πl) = T (gkgl, πkπl) (5.4)

for all (gk, πk), (gl, πl) ∈ G. Such a construction is called a representation of
a group. Within the 3N-dimensional vector space there might exist subspaces
that are also invariant under all such transformations T (g, π) and operating on
such a subspace we obtain representations of the group on the smaller space.
The smallest invariant spaces under a group define what are known as the
irreducible representations of the group. These irreducible representations are
known for the most important groups and methods to construct them can be
found in the literature (see [Fässler and Stiefel, 1992; Fulton and Harris, 1991]
or any other book on group representations).

The irreducible representations of G = D(4)×S(3) are the direct products
of the irreducible representations of D(4) and S(3). It was shown in Section 2.3
that there are five irreducible representations for D(4) (four operating on a
one-dimensional and one operating on a two-dimensional space). There are
three irreducible representations for S(3) (two of dimension one and one of
dimension two). There are thus 15 irreducible representations of G and they
have dimensions one, two or four. We denote them by {TG

k }15
k=1 and define

TG
3(ν−1)+µ = TD

ν × T S
µ (5.5)

The strategy behind group-theoretical filter design is to construct a coordinate
system in the signal space that is well-adapted to the transformation group
under consideration. This means that the signal space is split into subspaces
such that each subspace is invariant under all the transformations in the group
and such that the transformation on each subspace is as simple as possible.
Filter values will thus transform like the irreducible representations. Instead
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of constructing filter functions that are defined on the 3N-dimensional signal
space we simplify the construction by first dividing the original 3N-dimensional
space into smaller invariant spaces. Special types of invariant spaces are the
orbits. These orbits are obtained by applying all dihedral transformations to a
given grid point and then applying all permutations to all channels on a given
point. It can be shown that there are four types of orbits that can be generated
by the dihedral group (see Fig. 5.2):

• origin (o): Consisting of the single point at the origin

• corner orbits (c): These are all points on the corner of squares centered
by the origin. There are four points on such an orbit.

• axis orbits (x): Containing 4 points on the coordinate axis

• inner orbits (i): These are the remaining orbits and have 8 elements.

The signals defined on these orbits define invariant subspaces but these sub-
spaces can in general be subdivided further since we saw from the general theory
that the smallest invariant subspaces of the group D(4) have dimensions one
and two. The orbit spaces have dimensions 3, 12 or 24 and in a first stage we

Figure 5.2: Different orbit types for the dihedral group

consider them separately. The transformations of S(3) on the color channels
are applied to a single color pixel and can thus be separated from the transfor-
mations of the dihedral group D(4). The construction of the filter functions
can either be done “manually”, i.e. by using the well-known irreducible repre-
sentations of the dihedral and the permutation group or they can be obtained
algorithmically by using procedures from the theory of group representations
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(see [Fässler and Stiefel, 1992] for a description). In this case mathematical
packages such as MapleTMand MatlabTMcan be used to construct the filter
systems for any given invariant signal space. The result shows that the filters
operate as follows:

1. Compute from the input RGB image three combined images: R+G+B,
R-B and G-B.

2. Each of these 3 combinations is then filtered with the spatial filter defined
by the operation of the dihedral group D(4). This results in 1, 4, or 8
filter images (for each of these combinations) for the case of origin, corner,
or inner orbits respectively.

3. The corner orbit acts on 4 pixels and produces 4 filter images for each
combined image given by step 1. They are computed by the following
functions:

s1 = p1 + p2 + p3 + p4

s2 = p1 − p2 + p3 − p4

s3 = p1 − p3

s4 = p2 − p4 (5.6)

where pi denotes the pixel value of each computed combined image, with
index i increasing clockwise.

4. For the inner orbit consisting of 8 pixels we get filter systems that are of
the same simple form as the filters in Eq. 5.6.

Taking into account the ordering of the pixels we see that in Eq. 5.6: the
first filter (1,1,1,1) computes the sum of the pixel values. The second filter
(1,-1,1,-1) is a diagonal line detection filter. If we combine the last two by
addition and subtraction we find that they generate the filters (1,1,-1,-1) and
(1,-1,-1,1) corresponding to y- and x-gradient filters. Note that the simplified
filters are not orthonormal. To obtain the filter results corresponding to the
unitary representations of the group the filter vectors have to be corrected by
a matrix multiplication.

A fast implementation of the filter systems described above can be obtained
by re-using the intermediate computations with the spatial operators described
in Eq. 5.6. For example, the spatial filter of the corner orbit can be computed
as follows:

• The four spatial combinations can be computed using the following tree
structure: q1 = p1 + p3; q2 = p2 + p4; s1 = q1 + q2, s2 = q1 − q2, s3 =
p1 − p3, s4 = p2 − p4 where pk denotes the kth pixel in the sequence, ql
denotes an intermediate result and sm is the mth final filter result for
that combined image.
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• We need 16 additions/subtractions for computing combined images, and
6 additions/subtractions for each of the combined images to produce the
final results. The full implementation consists thus of 34 additions/sub-
tractions for all twelve filter functions.

Filter no 1 Filter no 2 Filter no 3 Filter no 4

Filter no 5 Filter no 6 Filter no 7 Filter no 8

Filter no 9 Filter no 10 Filter no 11 Filter no 12

Figure 5.3: Corner-orbit filters applied to the Baboon image

Fig. 5.3 illustrates the 12 filter images of the Baboon image using the filter
derived from the corner orbit.

Using this formation of the low-level filters we can then devise a class of
content-based descriptors in the CBIR. A simple example of such content-based
descriptors will be given in Section 5.3.6.

Combining different orbits to create a larger patch filter can also provide
new classes of filters, i.e. an appropriate combination between an inner and
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a corner orbit filter can provide a type of curvature filters. Details of the
construction of the curvature filters will be described in Section 5.3.7.

5.3.6 Group-theoretically derived texture correlation de-
scriptor

In this section, we describe an example to show how we can use the block-
diagonalization given by the above derived filters to devise new content-based
descriptors.

If the assumption that all (dihedral and permutation) transformations gen-
erate new patterns that appear with the same probability as the original pattern
is correct, then this will result in a certain structure of the correlation matrix
computed from these patterns. It can also be shown that applying the group-
theoretically derived filters will block-diagonalize the correlation matrix of the
filtered pattern or signal vectors. To check whether this assumption holds for
realistic image sources we performed the following test:

1. From a large database consisting of 754,033 images (see Chapter 6 for the
description of the image database) we selected 10000 random images.

2. From each image we collected randomly 2 patches of size 16 × 16 pixels.
The signal vector thus had dimensions 16 × 16 × 3 = 768.

3. Applying the group-theoretical methods (resulting in the filter matrix M)
it is possible to compute the block structure of the transformed correlation
matrix.

Fig. 5.4 shows the original correlation matrix and the absolute value of
the block diagonal correlation matrix MTCM where we have masked out the
(dominating) upper left corner to visualize the remaining entries. The block-
diagonalization structure of the transformed matrix is clearly shown in the
figure.

The derivation of a content-based descriptor, based on the block-diagonal-
ization property of the filters, is performed as follows:

We combine the corner orbit with an inner orbit to form a patch consisting
of 12 pixels (a 4 × 4 neighborhood without the corner points) with a corre-
sponding 36-dimensional signal vector. The filtering results in 36 gray images
as output. These 36 output filter values provide information about the local
structure (texture) of the image. They define a 36× 36 correlation matrix and
we saw above that these correlation matrices tend to be block-diagonal. Con-
sidering only the blocks in the diagonal of this matrix will produce for each
image a descriptor vector of length 130. The length of this descriptor vector
is defined by the number of elements of the diagonal blocks in the correla-
tion matrix (the diagonal block set of this matrix consists of one 8 × 8 block,



104 Content-based image retrieval

(a) Original correlation matrix C (b) Masked block-diagonal correlation
matrix MT CM

Figure 5.4: Original correlation matrix and its masked block diagonalized ver-
sion

two 4×4 blocks, seven 2×2 blocks and six single values). The symmetry prop-
erty will therefore reduce the length of the descriptor vector from 130 to 83.
This descriptor is used in one of the search modes in our ImBrowse. Detailed
descriptions of the ImBrowse CBIR system are given in Chapter 6.

5.3.7 Group-theoretically derived shape index

In this section, we introduce a new descriptor based on the shape index [Koen-
derink and van Doorn, 1992]. We start with a color RGB image. Consider
the image as a multidimensional manifold in XYC space, where XY represents
the x and y coordinates of a pixel in the image and C represents the three-
channel RGB color value of this pixel. This presentation of the image unifies
the texture and shape attributes, which captures both the variations in the
spatial domain and in the color domain. Two images are considered similar
if their corresponding manifolds have statistically similar local shapes. This
approach is invariant to the translation, rotation and scaling of the image. It
acts more like a texture operator rather than a shape detector, since the global
structure is ignored.

Consider a small round-shaped patch of an image consisting of an inner and
a corner orbit as described in the previous section. This patch has 12 pixels
numbered as in Fig. 5.5.

We begin with the group S(3) to produce three filter images corresponding
to R + G + B, R − B and G − B. The spatial directional curvatures of the
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Figure 5.5: 12-pixel patch to compute the shape index

image manifold at the center point of this patch are then computed as:

kv(i) = p1(i) + p2(i) + p5(i) + p6(i) − p9(i) − p10(i) − p11(i) − p12(i)

kh(i) = p3(i) + p4(i) + p7(i) + p8(i) − p9(i) − p10(i) − p11(i) − p12(i)

kd(i) = p1(i) + p4(i) + p5(i) + p8(i) − 2p9(i) − 2p11(i)

ka(i) = p2(i) + p3(i) + p6(i) + p7(i) − 2p10(i) − 2p12(i) (5.7)

where i ∈ {1, 2, 3} denotes the index to the three computed filter images,
{pk(i)}12

1 denotes the filter values at the pixel k; kv, kh, kd, ka denote the mani-
fold curvatures at the vertical, horizontal, diagonal and anti-diagonal direction
respectively. A general discussion of how one can combine filter results from
different concentric orbits to construct new filters3 will later be given in Sec-
tion 7.4.

From these 12 computed curvatures, we select the maximum and the mini-
mum values in the principal curvatures kmax and kmin respectively. The shape
index of this local patch is then computed by:

sI =
1

2
− 1

π
arctan

kmax + kmin
kmax − kmin

(5.8)

We see that the shape index sI will be specified as a function of the principal
curvatures in the interval [0, 1]. The special case where the curvatures are
identical in all directions, i.e. kmax = kmin leads to undetermined sI , which
will be excluded afterwards in the formation of the shape index spectrum.

The Shape Index Spectrum is then built as a histogram of the shape indices
over the entire image, excluding the patches where the curvatures are direction-
ally identical. The planar regions of this color manifold will be automatically
ignored in the construction of the shape index spectrum. The image contrast is
also captured by the shape index spectrum. In the special case where the image

3for example the curvature filters in this section
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consists only of a special shape with uniform color, the shape index spectrum
will code the contour where the manifold curvature changes.

Fig. 5.6 shows the original color Baboon image and its computed shape
index spectrum. The interval is divided into 315 equal bins.

(a) Baboon color image.

0 50 100 150 200 250 300 350
0

0.005

0.01

0.015

0.02

0.025
Shape Index Spectrum

(b) Shape index spectrum of the Baboon
image, 315 bins.

Figure 5.6: Baboon color image and its shape index spectrum

This spectrum is then used as a descriptor for the ImBrowse system as will
be described later in Chapter 6.

5.4 Distance measures

We have discussed a number of different content-based descriptors, which can
be computed from a given image. The next important thing for a CBIR system
is to answer the question: How we can measure the dis/similarities of two
images in the feature spaces. The similarity measures should preferably have
the following properties:

Simulate human perception of image similarity: This is still an unsolved
problem since human perception is a very complex process and is far from
being fully understood and it is different from person to person. Never-
theless, the human perception of image similarity is known to have the
following properties: (i) Self-similarity, i.e. an image should be similar to
itself; (ii) Minimality, i.e. an image is most similar to itself rather than
to any other image; and (iii) Symmetry, i.e. the similarity between im-
age A and image B should be the same as the similarity between image B
and image A. The triangle inequality properties do not exist as a rule
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of human similarity perception. Thus the metric properties of distance
measures may be preferred for simplicity, but it is not required.

Computational efficiency and simplicity: The original space of images is
not ordered; hence, the feature vector spaces have no predefined order.
Any new retrieval query will thus require computations of the distances
between the query image and the whole or part of the large image data-
base. The image database can be huge, thus the distance measures should
support multilevel indexing. Fast indexing and retrieval speed is another
important factor in producing a good retrieval system.

There is no single best similarity measure and in the following we will
describe a few widely used distances.

5.4.1 Histogram intersection

The histogram intersection [Swain and Ballard, 1991] was one of the first dis-
tances used in CBIR systems. The histogram intersection distance between
two histograms h1 and h2 is given by:

dintersection(h1, h2) = 1 −
M∑

m=1

min (h1(m), h2(m)) (5.9)

Since the histograms are all normalized to sum one, we also have:

L1(h1, h2) =

M∑

m=1

|h1(m) − h2(m)|

=

M∑

m=1

max (h1(m), h2(m)) −
M∑

m=1

min (h1(m), h2(m))

=

M∑

m=1

max (h1(m), h2(m)) +

M∑

m=1

min (h1(m), h2(m))

− 2
M∑

m=1

min (h1(m), h2(m))

=

M∑

m=1

h1(m) +

M∑

m=1

h2(m) − 2

M∑

m=1

min (h1(m), h2(m))

= 2 − 2

M∑

m=1

min (h1(m), h2(m))

= 2dintersection(h1, h2) (5.10)
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The histogram intersection distance is thus equivalent to the L1 distance as
will be described in the Section 5.4.2.

5.4.2 Minkowski form distance

The Minkowski form distance (a.k.a. Lp distance [Stricker and Orengo, 1995])
is computed as:

dLp
(h1, h2) =

(
M∑

m=1

|h1(m) − h2(m)|p
) 1

p

(5.11)

The most well known Minkowski distances are the L1 and the L2 distances.
L2 distance is also known as the Euclidean distance. L1 distance is sometimes
called the city block distance.

5.4.3 Quadratic form distance

A modified version of the L2 distance with a weight matrix is known as the
quadratic form distance [Hafner et al., 1995], which is defined as follows:

dQ(h1, h2) = (h1 − h2)
TM(h1 − h2) (5.12)

where h1, h2 denote the histogram vectors and M = [mij ] denotes the weight
matrix, which is symmetrical and positive definite. Each element mij of this
weight matrix captures the perceptual similarity between two bins i, j of a
histogram. A simple choice of mij can be:

mij = 1 −
(
dE(i, j)

dEmax

)k
(5.13)

where dE(i, j) are the perceptual distances between colors representing bins i, j
and dEmax is the maximum value of all available dE(i, j).

Another choice [Hafner et al., 1995] of the weight matrix can be:

mij = e−k(
dE(i,j)
dEmax

)
2

(5.14)

5.4.4 Earthmover distance

The Earthmover distance [Rubner et al., 1998] is based on the cost of trans-
forming one histogram to another. The cost of moving a single unit in each
bin of the histogram is the smallest cost unit that defines this distance. The
Earthmover distance is the solution to the optimization problem of finding the
minimum cost to transform a histogram h1 to a new histogram h2.
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5.5 Combinations of descriptors

Often a number of content-based descriptors are used simultaneously [Qamra
et al., 2005; Santini and Jain, 1999]. Each of the selected descriptors represents
a special view of the original image space. All of the above-introduced descrip-
tors are of the basic types, which capture the low-level features of an image.
In this section, we will discuss a few strategies for how to use the computed
low-level features effectively in a CBIR system.

Assume that each image I in the database is characterized by a set of Q
descriptor vectors {Fq(I)}Qq=1. The distance between two images I1, I2 can be
modeled by the distances between their descriptor vectors, i.e. {dq(I1, I2) =
d(Fq(I1), Fq(I2))}.

If the descriptor vectors {Fq(I)}Qq=1 are linearly independent, a linear strat-
egy can be used to combine the distances. A combined distance between two
images I1, I2 with regard to the set of descriptor vectors {Fq}Qq=1 can be defined
as the weighted sum:

dweighted(I1, I2) =

Q∑

q=1

wqdq(I1, I2)

Q∑

q=1

wq = 1 (5.15)

where dq(I1, I2) denotes the distance between I1, I2 with regard to the descrip-
tor Fq and wq denotes the weight of that descriptor in the combination.

An advantage of the weighted combination of descriptors is that it can be
combined with relevance feedback [Rui et al., 1998], i.e. the weights can be
adjusted either directly by the user or by the user feedback of the retrieval
results.

Euclidean-like distance can also be used:

dEuclidean(I1, I2) =

√√√√
Q∑

q=1

wqdq(I1, I2)2

Q∑

q=1

wq = 1 (5.16)

Following the human perception of the similarities between images [Qamra
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et al., 2005], we can also introduce a combination strategy as the following:

dmin(I1, I2) = min
q=1...Q

wqdq(I1, I2)

Q∑

q=1

wq = 1 (5.17)

This combined distance captures the human perception of image similarities in
the sense that people often consider two images to be similar when they can
find at least one common attribute in both images.

5.6 Discussion

We have described some basic background and given an overview of a few
state-of-the-art Content-Based Image Retrieval systems. Group-theoretical
tools were also employed to automatically derive low-level image filters. In
this chapter, we only described the derivation of the filters for ordinary RGB
images. The framework itself is general and can be applied to multichannel
images sampled on any regular polygon grid. An implementation of a CBIR
system applying these tools will be presented in detail in Chapter 6.



Chapter 6

A FAST CBIR BROWSER
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6.1 Introduction

In this chapter, we will describe the implementation details of a fast Content-
Based Image Retrieval system. The system is called ImBrowse and was de-
veloped within the project “Kunskapsplattformen IKT-användning” funded by
Vinnova, Sweden. The image and keyword databases are synchronized with the
royalty-free image database maintained by Matton AB, Stockholm. The cur-
rent system1 is accessible at URL addresses: http://www.itn.liu.se/media/
vinnova/cse.php and http://media-vibrance.itn.liu.se/vinnova/cse.

php. The database contains 754,033 JPEG images and 18,122,451 keywords.

6.2 System features

The ImBrowse system is a CBIR working as a broad domain application, which
is built to provide the user with a fast way to locate the image of interest in a
large image database. The system has the following features:

Large image database: The system is able to handle a large image database.

Fast response time: As a web-based application, the response time is a crit-
ical property of the system. The system provides the search results in
a reasonable access time. The average response time for a query is 0.3
seconds.

Scalability: The system is scalable thus supporting the ever-increasing num-
ber of images in the database.

Availability: Reliable service is available to the users.

User friendly: The system supports multi-step browsing. The user can launch
a number of different searches stepwise.

6.3 ImBrowse subsystems

The ImBrowse system is implemented in a distributed environment. It consists
of the following subsystems (see Fig. 6.1), which run in parallel on different
hardware/software platforms:

The PhP web front-page: The web entrance to the system is implemented
in the PhP language. It acts as a user interface, to gather user queries,
send to the appropriate servers and return the retrieval results in a
friendly web HTML format. An auto-generated email will be sent to the
Webmaster if one of the search engines it connects to is out of service.

1at the time writing this text
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The MySQL database system: This subsystem manages all image’s file-
names and keywords. It serves all keyword-based queries.

The web server: The web server hosts all images and makes them accessible
via the web.

The content-based search engines: The content-based search engines, la-
beled as CSE k in Fig. 6.1, are implemented as TCPIP servers running
in Matlab. These engines get all queries sent from the PhP interface
and return the sorted list of image indices. These indices will be used
to retrieve the corresponding locations of images to be displayed in the
browser.

The indexing routines: Besides the running subsystems, a collection of off-
line routines is used to perform all pre-computation tasks. These routines
are needed for creating, updating the databases and for testing of new
content-based features/techniques.

All subsystems run independently and communicate via the TCPIP pro-
tocol, which allows replication mechanisms to be applied. Except the image
hosting web server, each of the subsystems is replicated to run simultaneously
on two different machines.

 

PhP frontpage 

MySQL DB CSE 1 CSE 2 CSE n ... 

Image DB 

Offline indexing 

Feature files 

Figure 6.1: Subsystems of ImBrowse
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6.4 The web front-page of ImBrowse

Figure 6.2: A screenshot of ImBrowse

The web entrance of ImBrowse is implemented in the PhP language. The
interface has the responsibility to collect user queries and send them to the
corresponding search engines. The results are displayed as a gallery of retrieved
images. Fig. 6.2 shows the main screen of ImBrowse.

The interface supports the following types of queries:

Content-based queries: The user selects an image from a randomly gen-
erated list of images as a query image. The query image can also be
supplied by the user via a URL address.

Select search modes: Different search modes and settings are available for
the queries. The user selects his/her preferred mode and setting to con-
tinue the query. This information will be used to formulate the query
that is sent to the appropriate content-based server among the running
servers.

Fulltext queries: The fulltext search is available and served by a MySQL
database management system. If the query keyword length is shorter
than 4 characters, all images assigned with the keywords starting with
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the query keyword will be retrieved. If the length of the query keyword
is longer or if there are several keywords in the query, the search will be
performed as a standard fulltext search, i.e. find all candidates with one
or more occurrence(s) of the query keyword(s).

If a content-based engine is down, the PhP front-page will display an error
message to the user and send a notification to the system administrator. The
interface also validates the user requests and sends the formatted queries to
the corresponding servers.

6.5 The content-based search engines

The ImBrowse system is currently served by several content-based search en-
gines. Each of the engines is implemented in MatlabTMas a service, listening
at a TCPIP port and responding to all queries gathered from the front-page.
Each engine supports a pair of content-based descriptors. Queries to a search
engine should also include the user preferred combination method, which can
be one of the followings:

Only: The search is performed using a single content-based descriptor. No
feature combination is required.

And: The search is performed by sorting the product of two content-based
matching scores.

Weight: The two content-based matching scores will contribute to the final
matching score with different weights given by the query. See Eq. 5.15
in Section 5.5 for the description of this combination strategy. A slider
is provided in the browser interface to help the user specifying his/her
preferred weights for the descriptors.

Then: The search is performed in two steps. The first step is performed with
one of the content-based descriptors as usual to produce a short list of best
matching images. The length of this list is either predefined or computed
by thresholding the matching scores. The second step launches the search
with the other content-based descriptor, but only within the short list of
images produced by the first step.

6.6 The keyword search capability

Together with the image database, a keyword database consisting of 18,122,451
records is also provided. MySQL is chosen as a management system to main-
tain this database as well as the image filename database. The fulltext search
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capability of the current implementation of MySQL2 is used to provide the key-
word search interface in ImBrowse. The user can retrieve the keywords of any
image in the current display page, or retrieve the images by entering keyword(s)
or selecting a keyword in the keyword list. All available keywords associating
to the top left image are displayed. The top left image, by convention, is the
query image of the previous query.

6.7 Indexing the image database

A set of MatlabTMtoolboxes has been developed to compute the feature vectors
for all images in the database. The tools include:

MySQL support: Several tools were developed to use MySQL as a manage-
ment system for the image filenames and the keywords. The ImBrowse
system uses a real commercial image database and should be able to sup-
port all database manipulations as required in any database management
systems. The tools are used to:

• Keep track of the database updates. Ensure the consistency of the
database.

• Repair the inconsistency if there is any. Update the MySQL data-
base based on the actual image database. Find and replace the
damaged images with the good ones if they exist. All the missing
images with no available replacement will be replaced by a default
image to avoid any inconsistency problem.

• Produce the list of new incoming images and images to be removed
in each database update. This helps to reduce computation time
needed for each update and avoids recomputing the features for ex-
isting images.

Configuration settings: The system supports a number of search modes pro-
vided by ongoing research. A tool is thus developed to ease the task of
integrating new search modes into the system.

Full-length feature computation: The tools scan through the current set of
images, compute and store all content-based features of this set. Because
of the limitation of physical memory, the full-length feature vector file is
split into a number of chunks. All errors in the computation are skipped
and logged to ensure that the computation is not interrupted.

Parallel computing support: A management tool has been developed to
enable concurrent computations of chunks. The tool acts as a smart

2the open source version



6.8 Current content-based search modes 117

dispatcher of jobs to different computers with regard to the job status
and the availability of computation resources.

Checking chunks: Once all the chunks are computed, this tool is used to
scan through the error log, check the validity of computed chunks, and
to try to fix all the problems.

Basis computation: The tool reads in the computed chunks and produces
bases for each content-based descriptor. These bases are used to compress
the full-length feature vectors.

Feature compression: The tool uses the computed basis and the chunks to
produce an array of feature vectors for all images in the database. This
is called the “feature file”, which is used in the search engine afterwards.

6.8 Current content-based search modes

The current ImBrowse system supports several search modes using the following
content-based descriptors:

1. 8 × 8 × 8 RGB histograms as described in Section 5.3.1. The histogram
bins are equally spaced in RGB color space. We sometimes refer to this
as 512-bin RGB histogram.

2. 256-bin texture histograms based on 8-bit LBP texture histograms.

3. 512-bin texture histograms based on 9-bit LBP texture histograms. These
two LBP texture descriptors were described in Section 5.3.4.

4. 315-bin shape index spectrum. This descriptor was described in Sec-
tion 5.3.7.

5. Group-theoretically derived texture correlation descriptor. This descrip-
tor was described in Section 5.3.6.

Each of these descriptors is compressed using PCA [Tran and Lenz, 2001,
2005b] to a 20-dimensional coordinate vector. These PCA-based coordinate
vectors are called the compressed features. The quadratic form-based dis-
tances between compressed features are used as the matching scores for image
retrievals. Two weight matrices are used in the system: (i) the identity matrix
and (ii) the human perception weight matrix (see [Tran and Lenz, 2005a]). The
weighted sum combination of an LBP texture histogram and a 512-bin RGB
histogram is also used in one search mode as described in Eq. 5.15.
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6.9 Discussion

We have developed a fast browser for a large image database. The ImBrowse
system is mainly an experimental prototype of a CBIR, designed to provide a
tool for ongoing research. Nevertheless, the efficiency and simplicity of the sys-
tem is recognized by industry. A commercial version of ImBrowse is currently
being developed by Matton AB as an internal tool and possibly a commercial
package.



Chapter 7

SOME APPLICATIONS
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7.1 Introduction

In this chapter, we describe several applications showing how one can apply
the methods proposed in previous chapters to solve different problems.

In Chapters 3 and 4, we introduced a framework to exploit the conical
structure of the nonnegative signal space and describe sequences of nonneg-
ative signals by a one-parameter subgroup of SU(1,1). As an example, in
Section 7.2, we show how to apply the framework and construct illumination
invariants [Lenz and Bui, 2003]. Some examples that illustrate the powerful-
ness of group theory in constructing invariants, can be found in [Chao and Ishii,
1999; Lenz et al., 2003b; Tran and Lenz, 2003]. In Section 7.3, we describe a
simulation of a scene under changing illumination. The result that the chang-
ing illumination can be described by a certain one-parameter subgroup allows
speeding up the visualization by pre-computing most information except those
coming from the changes. Section 7.4 proposes an extension to the construction
of low-level image filters as described earlier in Section 5.3.5. Investigations of
the keyword space based the on the computed content-based distances [Bui
et al., 2005] are presented in Section 7.5.

7.2 Illumination invariants

Given time-changing illumination spectra, a conical eigenbasis system is used
to describe their chromaticity on the unit disk. We have seen in Chapter 4
that the chromaticity sequences of illumination spectra can be represented
by one-parameter subgroups of SU(1,1). The group invariants can then be
used to compute the invariants of illumination chromaticity changes. The
group description of a chromaticity sequence simplifies the task of comput-
ing invariants into just a simple script of a mathematical software package. A
MapleTMworksheet is shown as an example illustrating how to find the invari-
ants once the group parameters are computed.

7.2.1 Invariants of groups

Let us first introduce the necessary mathematical concepts used in the investi-
gation of time-varying spectral distributions. We will describe the main ideas
but omit a number of technical details. The interested reader can find the
complete description in many textbooks such as [Gelfand et al., 1963; Olver,
1986; Sattinger and Weaver, 1986; Vilenkin and Klimyk, 1993].

Let W be a finite-dimensional real or complex vector space. For a real
vector space we denote by K the space of real numbers K = R and for a
complex space K = C. By G we denote a group of transformations acting
on W , i.e.: g : W → W, z 7→ g〈z〉 for all g ∈ G. All groups in this section are
matrix groups where the elements g ∈ G are n× n matrices.
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Definition A G− invariant function is a function f : W → K satisfying:

f (g 〈z〉) = f (z) ; ∀z ∈W ; ∀g ∈ G; (7.1)

A familiar example is the vector space of the real two-dimensional plane,
the transformations are the rotations and an invariant is the length of a vector.
In this case we have:

K = R, G = SO(2),W = R
2

z =

(
x1

x2

)
, g = M =

(
cosα sinα
− sinα cosα

)

g〈z〉 = Mz

f(z) =
√
x2

1 + x2
2 (7.2)

In this section we focus first on group invariant functions in connection with
one-parameter subgroups. Furthermore, the restriction to one-parameter groups
allows us to sketch the main properties of the method with the smallest amount
of technical difficulties.

Thus we consider the function f as invariant under one-parameter sub-
group M(t) if it satisfies:

f : W → K

f(M(t) 〈z〉) = f(z) ∀z ∈W ; ∀t ∈ R

M(t) is a one-parameter subgroup of G (7.3)

An invariant function under a one-parameter subgroup can be considered as a
function of the variable t. Since it is invariant under variations of t it must be
a solution to the differential equation:

TMf =
df(M(t) < z >)

dt
|t=0= lim

t→0

f(M(t) < z >) − f(z)

t
= 0 (7.4)

We follow Eq. 2.11 and write M(t) as the exponential map of its infinitesimal
matrix X:

M(t) = etX (7.5)

If the infinitesimal matrices X form an n-dimensional Lie algebra with ba-
sis {Jk}, we can write M(t) as:

M(t) = et
P
ξkJk (7.6)

and get for each one-parameter subgroup:

Mk(t) = etξkJk (7.7)
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one differential operator TMk
= Tk and an invariant function f for the full

group must satisfy the system of partial differential equations:

{Tkf = 0}nk=1 (7.8)

7.2.2 Illumination invariants

We now construct invariants for illumination changes. Following the conven-
tions in Section 3.3.3 we describe the illumination spectrum by a series ex-
pansion with coefficients σ0, σ1, σ2. Changing the intensity of the illumination
source amounts to a simultaneous (positive) scaling of the expansion coefficients
and the group action is thus given by:

(σ0, σ1, σ2) 7→ es (σ0, σ1, σ2) (7.9)

which gives the following partial differential equation for the invariant f :

df (esσ0, e
sσ1, e

sσ2)

ds
= σ0D0f + σ1D1f + σ2D2f (7.10)

where Dk denotes partial derivation with respect to variable number k. Solving
this equation leads to the general solution

f (σ0, σ1, σ2) = F (
σ1

σ0
,
σ2

σ0
) (7.11)

which means that the general invariant is a function of the ratios σk/σ0.

Next we construct invariants for chromaticity changes. We first consider
the simplest cases where the special one-parameter subgroups are given by the
three coordinate axes, i.e. the corresponding coordinate vectors (ξ1, ξ2, ξ3) have
the values of (1, 0, 0),(0, 1, 0) or (0, 0, 1).

This leads to the following partial differential equations:

PDE1 : (1 + y2 − x2) ∂∂xf(x, y) − 2xy ∂
∂y f(x, y) = 0

PDE2 : −2xy ∂
∂xf(x, y) + (1 + x2 − y2) ∂∂yf(x, y) = 0

PDE3 : −2y ∂
∂xf(x, y) + 2x ∂

∂y f(x, y) = 0 (7.12)

where (x, y) denotes chromaticity coordinates on the unit disk.

For a general one-parameter group with coordinate vector (ξ1, ξ2, ξ3) we
obtain the differential equation:

PDE : ((1 + y2 − x2)ξ1 − 2xyξ2 − 2yξ3)
∂
∂xf(x, y)

+(−2xyξ1 + (1 + x2 − y2)ξ2 + 2xξ3)
∂
∂y f(x, y) = 0 (7.13)
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Solving the three partial differential equations given in Eq. 7.12 produces the
following solutions:

Invariant1 : F

(
y2 − 1 + x2

y

)

Invariant2 : F

(
y2 − 1 + x2

x

)

Invariant3 : F
(
x2 + y2

)
(7.14)

where the function F is an arbitrary function of its arguments. The solution
Invariant3 shows, for example, that the general invariant under this subgroup
is a function of the radius x2 + y2 = |z|2, which can be seen directly since the
transformations generated by this element in the Lie algebra are the Euclidean
rotations around the center 0 of the unit disk (see Section 2.5.1). The invariant
of a general one-parameter group with non-vanishing parameters is the solution
to differential equation 7.13 and given by:

I =F

(
ξ3 x

2 + x ξ2 − y ξ1 + ξ3 y
2

−y ξ1 + x ξ2 + ξ3

)
(7.15)

Once again, F denotes an arbitrary function of its arguments. Note that the
result is simplified based on the condition that none of the group coordinates ξk
vanished. Solutions for the one-parameter subgroups with at least one group
coordinate vanishing can be found by solving separately the special partial
equations as shown in the MapleTMworksheet in Section 7.2.3 (pde4, pde5, pde6
in the worksheet).

For the blackbody radiation spectra the estimation procedure resulted in
the three parameters ξ1 = −3.54, ξ2 = 0.46, ξ3 = −1.46. Plugging this into
Eq. 7.15 produces the following invariant:

F

(
73 x2 − 23 x− 177 y+ 73 y2

177 y+ 23 x− 73

)
(7.16)

From a practical point of view it is interesting to note that the differential
equations and their invariants can be automatically constructed with a symbolic
mathematical package such as MapleTM(see Section 7.2.3).

The number of functionally independent invariants is obtained as the di-
mension of the space on which the group operates (in our case it is three, given
by the three coefficients σk), subtracting the dimension of the Lie algebra. Since
the scaling group and SU(1,1) commute, the dimension of the Lie algebra can
be seen as the sum of the dimension of scaling subgroup and the dimension
of SU(1,1) subgroup.

• If the coordinate sequence of spectra can be described by a one-parameter



124 Some applications

subgroup of SU(1,1), the dimension of the Lie algebra becomes one,
there are two functionally independent invariants: the chromaticity in-
variant computed from the one-parameter subgroup and the intensity
invariant given by σ0.

• If the coordinate sequence of spectra is described by a one-parameter
subgroup of SU(1,1) together with a subgroup of the scaling group, the
dimension of the Lie algebra becomes two; there is only one functionally
independent invariant left: the chromaticity invariant computed from the
one-parameter subgroup.

• If the coordinate sequence of spectra is described by a subgroup of the
scaling group, the dimension of the Lie algebra becomes one; there are
two functionally independent invariants as given in Eq. 7.11.

7.2.3 Maple implementation of computing invariants

After describing how to construct the invariants of time changing illuminations
with the one-parameter subgroup description, we show here how the invariants
computations are done using the symbolic mathematical package MapleTM.

The detailed implementation is given step by step as follows:

Start with the declaration of packages used, such as linear algebra and par-
tial differential equations solving:

> restart:

> with(linalg):

> with(PDEtools):

Warning, the protected names norm and trace have been redefined
and unprotected

Declaration of the invariant function as a function of illumination chro-
maticity coordinates on the unit disk (x, y) :

> declare(f(x,y));

f (x , y) will now be displayed as f

Set up the basis of the three-dimensional Lie algebra su(1,1):
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> J[1] := matrix(2,2,[0,1,1,0]);

> J[2] := matrix(2,2,[0,I,-I,0]);

> J[3] := matrix(2,2,[I,0,0,-I]);

J1 :=

[
0 1
1 0

]

J2 :=

[
0 I
−I 0

]

J3 :=

[
I 0
0 −I

]

Define the one-parameter subgroup by using the exponential map with its
Lie algebra coordinates:

> M := (t,xi1,xi2,xi3) ->

evalm(exponential((t*xi1)*J[1]+(t*xi2)*J[2]+(t*xi3)*J[3]));

M := (t, ξ1, ξ2, ξ3) → evalm(exponential(t ξ1 J1 + t ξ2 J2 + t ξ3 J3))

Define the group actions as the linear fractional transformation on the open
unit disk:

> xfun :=

(t,xi1,xi2,xi3,x,y)->evalc(Re((M(t,xi1,xi2,xi3)[1,1]*

(x+I*y)+M(t,xi1,xi2,xi3)[1,2])/

(M(t,xi1,xi2,xi3)[2,1]*(x+I*y)+M(t,xi1,xi2,xi3)[2,2])));
> yfun :=

(t,xi1,xi2,xi3,x,y)->evalc(Im((M(t,xi1,xi2,xi3)[1,1]*

(x+I*y)+M(t,xi1,xi2,xi3)[1,2])/

(M(t,xi1,xi2,xi3)[2,1]*(x+I*y)+M(t,xi1,xi2,xi3)[2,2])));

xfun := (t, ξ1, ξ2, ξ3, x, y) →

evalc

(
Re

(
M(t, ξ1, ξ2, ξ3)1, 1 (x+ y I) + M(t, ξ1, ξ2, ξ3)1, 2
M(t, ξ1, ξ2, ξ3)2, 1 (x+ y I) + M(t, ξ1, ξ2, ξ3)2, 2

))

yfun := (t, ξ1, ξ2, ξ3, x, y) →

evalc

(
ℑ
(

M(t, ξ1, ξ2, ξ3)1, 1 (x + y I) + M(t, ξ1, ξ2, ξ3)1, 2
M(t, ξ1, ξ2, ξ3)2, 1 (x + y I) + M(t, ξ1, ξ2, ξ3)2, 2

))

Compute the partial derivatives for the coordinates (x, y) as functions of
one-parameter subgroup coordinates ξk:
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> dxdt0 :=

simplify(subs(t=0,diff(xfun(t,xi1,xi2,xi3,x,y),t)));
> dydt0 :=

simplify(subs(t=0,diff(yfun(t,xi1,xi2,xi3,x,y),t)));

dxdt0 := y2 ξ1 − x2 ξ1 − 2 x y ξ2 − 2 y ξ3 + ξ1

dydt0 := ξ2 − y2 ξ2 + 2 x ξ3 − 2 y x ξ1 + x2 ξ2

Establish the partial differential equations (PDE) for computing the invari-
ant function f(x, y). The general PDE is denoted by pdexy, while its special
cases where one or two of the group coordinates are zero are defined by substi-
tuting the zero values into the general equation:

> pdexy := simplify(

diff(f(x,y),x)*dxdt0+diff(f(x,y),y)*dydt0,trig)=0;

> pde1 := map(simplify,subs(xi2=0,xi3=0,pdexy));

> pde2 := map(simplify,subs(xi1=0,xi3=0,pdexy));

> pde3 := map(simplify,subs(xi1=0,xi2=0,pdexy));

> pde4 := simplify(subs(xi1=0,pdexy),trig);

> pde5 := simplify(subs(xi2=0,pdexy),trig);

> pde6 := simplify(subs(xi3=0,pdexy),trig);

pdexy := fx (y2 ξ1 − x2 ξ1 − 2 x y ξ2 − 2 y ξ3 + ξ1)

+ fy (ξ2 − y2 ξ2 + 2 x ξ3 − 2 y x ξ1 + x2 ξ2) = 0

pde1 := −ξ1 (−fx y2 + fx x
2 − fx + 2 fy y x) = 0

pde2 := ξ2 (−2 fx x y + fy − fy y
2 + fy x

2) = 0

pde3 := 2 ξ3 (−fx y + fy x) = 0

pde4 := fx (−2 x y ξ2 − 2 y ξ3) + fy (ξ2 − y2 ξ2 + 2 x ξ3 + x2 ξ2) = 0

pde5 := fx (y2 ξ1 − x2 ξ1 − 2 y ξ3 + ξ1) + fy (2 x ξ3 − 2 y x ξ1) = 0

pde6 := fx (y2 ξ1 − x2 ξ1 − 2 x y ξ2 + ξ1)+

fy (ξ2 − y2 ξ2 − 2 y x ξ1 + x2 ξ2) = 0

Solve the defined partial differential equations. The results are the invariant
functions as functions of chromaticity coordinates (x, y) with parameters being
group coordinates ξk. The invariant function of blackbody radiation spectra
is given by inserting the computed group coordinates into the solution of the
general PDE:
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> solgeneral := simplify(pdsolve({pdexy}));
> Invariant1 := pdsolve({pde1});
> Invariant2 := pdsolve({pde2});
> Invariant3 := pdsolve({pde3});
> Invariant4 := pdsolve({pde4});
> Invariant5 := pdsolve({pde5});
> Invariant6 := pdsolve({pde6});
> plancksol := map(simplify,

subs(xi1=-3.54,xi2= 0.46, xi3=

-1.46,solgeneral));

solgeneral := {f = F1(ξ2 ln(−ξ3 x
2 + x ξ2 − y ξ1 + ξ3 y2

−y ξ1 + x ξ2 + ξ3
))}

Invariant1 := f = F1(
y2 + x2 − 1

y
)

Invariant2 := f = F1(
y2 + x2 − 1

x
)

Invariant3 := f = F1(x2 + y2)

Invariant4 := f = F1(
x2 ξ22 + x ξ2 ξ3 − ξ22 + ξ32 + ξ22 y2

ξ22 (x ξ2 + ξ3)
)

Invariant5 := f = F1(
y2 ξ12 + ξ32 + x2 ξ12 − ξ12 − y ξ1 ξ3

ξ12 (−ξ3 + y ξ1)
)

Invariant6 := f = F1(
ξ12 (y2 + x2 − 1)

−y ξ1 + x ξ2
)

plancksol := {f = F1(
23

50
ln(

73 x2 − 23 x− 177 y + 73 y2

177 y + 23 x− 73
))}

7.3 Simulation of a scene under changing illu-
mination

In this simulation, we take a multispectral image to represent a scene under
changing illumination. Illumination spectra are given from different sources:
the measured daylight spectra in Granada [Hernández-Andrés et al., 2001a,b;
R. L. Lee, Jr. and Hernández-Andrés, 2003] and those created by blackbody
radiation spectra with changing temperatures.

In a typical visualization situation, the simulated RGB images are computed
by first multiplying the multispectral image with the illumination spectrum
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and then another multiplication with the camera sensitivity functions. This
computation is very time-consuming, while in many circumstances real-time
performance is required. In the following, we will show an approach to speed up
the procedure using the group-theoretical properties of chromaticity sequences
of time-changing illumination spectra.

As already mentioned, the changes in illumination intensities can simply
be described by a one-dimensional scaling subgroup and will be ignored here.
In this simulation, we concentrate on the chromaticity changes only, thus dis-
card all changes in the intensities, i.e. consider σ0(t) = 1; ∀t. Given that the
changing illumination spectra are described by a certain one-parameter sub-
group of SU(1,1), we now have for each illumination spectrum at time t the
perspectively projected coordinates, which are described by the one-parameter
subgroup M(t):

σ0(t) = 1

σ1(t) = σ0(t)Re (M(∆t) < z(t− 1) >)

= Re (M(t) < z(0) >)

σ2(t) = σ0(t)Im (M(∆t) < z(t− 1) >)

= Im (M(t) < z(0) >)

z(t) = σ1(t) + iσ2(t)

s(t) ≈
2∑

k=0

σk(t)bk (7.17)

where:

• z(t) denotes the chromaticity coordinate of the illumination spectrum at
time t.

• s(t) denotes the approximation of the illumination spectrum at time t
using the reconstruction from the conical eigenbasis bk and its coordi-
nates σk(t).

• ∆t denotes the time step between each pair of consecutive chromaticity
points.

• In the case of blackbody radiation spectra, the parameter t does not
represent time, but the reciprocal Kelvin temperature (see Section 4.3.2).

Rewriting the formation of RGB images from a multispectral image under
a certain illumination spectrum at time t as a function of its coordinates σk,
we have:

p = CRl

≈ CRBLσ (7.18)
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where:

• p is the pixel vector, i.e. a three-dimensional vector with RGB values.

• C is the 3×n dimensional matrix describing the camera sensors. n is the
number of sampling points in the spectral domain.

• R is n× n diagonal matrix containing the reflectance spectrum.

• l is the n-vector that represents the spectrum of the light source.

• BL = (bk)
2
k=0 is the n×3 dimensional matrix of conical eigenbasis vectors

computed from the correlation matrix of collected illumination spectra.

• σ = (σk)
2
k=0 is the coordinate vector of the light source with regards to

the basis BL.

We see from Eq. 7.18 that all components are pre-computable except the
two unknowns of σ1, σ2, which in turn can be obtained as a point on the
estimated SU(1,1) curve describing the illumination chromaticity sequence
(Eq. 7.17). The computational complexity can thus be reduced from 7n − 3
multiplications/additions to just 15 multiplications/additions for each pixel of a
three-channel camera, where n is the number of channels of input multispectral
data.

Screen snapshots of the simulation program using MatlabTMare shown in
Fig. 7.1. Part (a) of the figure shows the simulation done with the traditional
approach while part (b) shows the same experiment, but with the described
technique to speed up the computation. The Sony camera sensor sensitivity
functions [Barnard et al., 2002] are used to produce the three-channel RGB
images. The computation time is reduced from 14.7 seconds to 5.5 seconds
for 20 image frames. The multispectral images used in the simulation are
described in [Párraga et al., 1998]. The size of the multispectral image used
is 256×256×31 and the computing CPU is an AthlonTM800MHz. Experiments
with different numbers of image frames show that the simulation is three times
faster if we apply the pre-computation (see Fig. 7.2). The simplicity and parallel
nature of the algorithm also allows them to be implemented in special graphics
hardware such as GPU and will be very useful in visualization applications.

7.4 Multi-resolution extension of group-theore-
tically derived filters

We have seen the construction of low-level filters using the permutation group
and the dihedral group in Section 5.3.5. The resulting filters are based on
the local rotation/reflection symmetry properties of the image patches in the
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(a) Simulation at normal speed (b) Simulation at fast speed using group-
theoretical method

Figure 7.1: Screen snapshots of the illumination change simulation with black-
body radiation spectra.

5 10 15 20 25 30 35 40 45 50
0

5

10

15

20

25

30

35

40

45

50
Speed comparison for image ashton2

Number of frames

C
om

pu
ta

tio
n 

tim
e 

(s
ec

)

With precomputation
Without precomputation

Figure 7.2: Computation time comparison of the changing light source simula-
tion



7.4 Multi-resolution extension of group-theoretically derived filters131

database. However, the design of the filters does not take into account different
resolutions of the image. In this section, we will discuss an extended scheme of
the group-theoretically derived filters to work with multi-resolution images.

Consider a small patch from an image taken from a large image database.
It is reasonable to assume that the same patch appears in an image in the
database with different resolutions with the same probability.

We label the pixels as shown in Fig. 7.3. The center 2 × 2 patch con-
sisting of all pixels labeled pi(3) corresponds to a highest resolution of the
image. The 4 × 4 patch of all pixels labeled pi(2) and pi(3) represents the
image patch as it appears in the same image and the same location, but with
two times up-sampling. The biggest patch of a 6 × 6 block consisting of all
pixels pi(1), pi(2), pi(3) shows the effect of up-sampling with a factor of three.
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Figure 7.3: An image patch layout

Now assume that the structure of a square block in the image is represented
by a certain function of all the pixels in the block, denoted by f1, f2 and f3
for the blocks bounded by pixels pi(1), pi(2) and pi(3) respectively. The as-
sumption that the same patch structure appears with different resolutions with
the same probabilities suggests the use of a permutation group operating on
the three elements f1, f2, f3. Notice that the functions f1, f2, f3 should sat-
isfy certain constraints in order to be eligible as the set elements on which the
permutations operate:

1. All functions should produce values in the same scale.

2. There exist functions gk representing a down-sampling scheme that maps
a square k × k pixel block to a single pixel value.
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3. The functions f1, f2 can be decomposed as follows:

f3 = f3(p33, p34, p35, p36)

f2 = f3(pg2(1), pg2(2), pg2(3), pg2(4))

f1 = f3(pg3(1), pg3(2), pg3(3), pg3(4)) (7.19)

where pi is a short notation for the pixel pi(k), and pgk(i) denotes the
following functions:

pg2(1) = g2(p21, p22, p33, p32)

pg2(2) = g2(p23, p24, p25, p34)

pg2(3) = g2(p35, p26, p27, p28)

pg2(4) = g2(p31, p36, p29, p30)

pg3(1) = g3(p1, p2, p3, p22, p33, p32, p19, p20, p21)

pg3(2) = g3(p4, p5, p6, p7, p8, p25, p34, p23, p24)

pg3(3) = g3(p35, p26, p9, p10, p11, p12, p13, p28, p27)

pg3(4) = g3(p18, p31, p36, p29, p14, p15, p16, p17, p30) (7.20)

4. gk can be chosen as any weighted average function on a square patch.

Once again we decide to use the symmetry group S(3). We can then use
the filter design results described in Section 5.3.5 to show that the three derived
filters in this case will be:

F1 = f1 + f2 + f3

F2 = f1 − f3

F3 = f2 − f3 (7.21)

Notice that F1 corresponds to a smoothing filter while F2, F3 act like second-
order derivative filters.

We see from Eq. 7.19 that the functions f1, f2 are defined by the function f3,
which operates on a 2 × 2 pixel block. This 2 × 2 pixel block forms a corner
orbit, therefore we can select f3 as any corner-orbit filter.

As an example, we select f3 as the averaging filter (over the spatial domain).
This selection leads to the following multilevel filters:

F 1
1 = p1 + p2 + p3

F 1
2 = p1 − p3

F 1
3 = p2 − p3 (7.22)

where pk denotes the spatial/color averaged pixel value of the block bounded
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by pixel pi(k) as in Fig. 7.3. Fig. 7.4 shows a few multilevel filter results of the

Filter no 1 Filter no 2 Filter no 3

Filter no 4 Filter no 5 Filter no 6

Filter no 7 Filter no 8 Filter no 9

Figure 7.4: Multilevel filter results of the Baboon image

Baboon image. The three rows from top to bottom correspond to R+G+B,
R − B and G − B, while the three columns from left to right correspond to
the three multilevel filters F 1

1 , F 1
2 and F 1

3 respectively. An example of how one
can apply this extended scheme to derive content-based descriptor was given in
Section 5.3.7. The round block of 12 pixels was used instead of squared blocks
as described here, but the idea is the same since the assumption still holds.

7.5 Content-based descriptors of keywords

In Chapter 5 we have shown and discussed how one can extract statistical
descriptors for an image by analyzing the image contents. In this section, we
will use statistical methods and the computed content-based descriptors of the
image database to investigate the space of keywords.

The current ImBrowse image database consists of 754,033 royalty-free RGB
images. Besides the images, a keyword database consisting of 18,122,451 key-
word records is also provided. An image is described by a set of keywords and
the same keyword can be used to describe several images. The keywords were
manually annotated by experts from different fields, different image suppliers
and different geographical locations. The annotated keyword conventions are
thus very different for different sets of images.
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A keyword in the database is represented by the collection of images that it
describes. Each image in the database, as shown before in Chapter 5, is again
represented by several content-based feature vectors.

Consider a keyword kw, which is used to describe a subset of images {Iω}ω∈Ω

in the database. Each image Iω in this subset is characterized by Q different
content-based descriptors {Fq(ω)}Qq=1. We thus can consider that the key-

word kw is characterized by Q distributions of feature vectors {P qF (kw)}Qq=1.

The distribution P qF (kw) represents the conditional probability that a fea-
ture vector Fq describes an image that has the keyword kw, i.e.:

P qF (kw) = P (Fq(I)|I is an image having the keyword kw) (7.23)

We say that the keyword kw is characterized by a feature vector distribu-
tion P qF (kw) with regard to the selected content-based descriptor Fq. We model
the feature vector distribution P qF (kw) as the output of a Gaussian stochastic
process and describe its statistical properties with the first- and second-order
moments, i.e. the mean vector and the covariance matrix. A keyword kw can
thus be represented by a pair (µq(kw),Σq(kw)) where µq(kw) and Σq(kw) are
the mean vector and the covariance matrix of the feature vector distribution
{Fq(ω)}ω∈Ω respectively, with regard to a selected feature Fq.

We can therefore extend the “content-based” descriptor and apply it to the
space of keywords. The “content-based” distances can then be defined between
two keywords, or between a content-based descriptor of an image and a key-
word. Two experiments will be described in this section. In the first experiment
we use content-based similarity measures to explore structures in a correspond-
ing set of keywords that are used to index the images in the database. Each pair
of the keywords in the database will be given several content-based distances
showing how close they are with regard to a selected content-based descrip-
tor. Keywords with very high content-based correlation values are assumed
to describe similar semantics. Keyword pair distances can later be used in
the construction of inexact keyword matching retrieval engines. The distances
between a content-based descriptor and the computed statistical features of
a keyword are also introduced in the second experiment. Given an unknown
image as the input, we can then find the keywords with highest probabilities
to describe the image.

7.5.1 Content-based distances between keywords

We first extract a list of all available keywords existing in the database. Next
a list of most frequently occurring keywords, i.e. keywords associated with
at least 200 images in the database, was compiled with the help of an SQL
query. This list contains 6081 distinct keywords. For each keyword in this
list, we collect all images associated with it. The statistical properties of these
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images are then computed from the corresponding sets of content-based feature
vectors. Every keyword is thus associated with at least 200 feature vectors.
For a selected feature Fq, we define the “content-based” distance between two
keywords kw1, kw2 as:

dq(kw1, kw2) = d(P qF (kw1), P
q
F (kw2))

= d ((µq(kw1),Σq(kw1)), (µq(kw2),Σq(kw2))) (7.24)

where µq(kwi),Σq(kwi) denote the mean vector and the covariance matrix of
the feature vector distribution collected for the keyword kwi.

For Gaussian processes the Bhattacharyya distance [Fukunaga, 1990] be-
tween two distributions (in this case a keyword pair) is given by:

dqBhat(kw1, kw2) =
1

8

(
µ1
q − µ2

q

)T
[

Σ1
q + Σ2

q

2

]−1 (
µ1
q − µ2

q

)
+ . . .

1

2
ln

∣∣∣Σ
1
q+Σ2

q

2

∣∣∣
√∣∣Σ1

q

∣∣ ∣∣Σ2
q

∣∣
(7.25)

where µiq = µq(kwi),Σ
i
q = Σq(kwi) denote the mean vector and the covariance

matrix respectively as in Eq. 7.24.
The content-based descriptors {Fq} used in this experiment are selected

among the ones described in Section 5.3, including:

1. 20-dimensional PCA-based coordinate vectors of RGB 512-bin color his-
tograms.

2. 20-dimensional PCA-based coordinate vectors of 512-bin histograms of
LBP 9-bit textures.

3. 20-dimensional PCA-based coordinate vectors of 256-bin histograms of
LBP 8-bit textures.

Each pair of keywords in the list is thus provided with three content-based
distances. Three 6081 × 6081 distance matrices are computed corresponding
to the three selected content-based descriptors. Besides the distance matri-
ces, each keyword in the list of 6081 keywords is also characterized by the
content-based descriptors: the three pairs of mean feature vectors and covari-
ance matrices of the selected feature vector collections. An example of how one
can retrieve “similar” keywords using the computed content-based distances
is given in Table 7.1. The first row after the header of the table contains
three query keywords: “grass”, “leaves” and “disk”. The following rows show
the ordered list of found “similar” keywords to a given query keyword. Two
content-based distances are used: the retrieval by 9-bit LBP texture descriptor
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Table 7.1: Similar keywords found by using a content-based descriptor as a
retrieval category

Textural similar Color similar
grass leaves disk grass leaves disk
field branch CD-ROM countryside leaf currency

vegetables freshness film type field flowers monetary
runway flowers disc Paris Blossom design
crop plantlife clock May 2003 plantlife rough

release
countryside spraying rough vegetables flower finance

is given in the three left columns while the retrieval by color descriptor is given
by the other three columns on the right. The keywords found are sorted by the
computed distances to the query keyword.

The computed 6081 × 6081 distance matrices can also be used to cluster
the keyword space. As an example, we use the MatlabTMlinkage package for
computing the hierarchical clusters from the distance matrices.

Fig. 7.5 shows the hierarchical structure of the keyword space. In this figure,
the 20-dimensional PCA-based coordinate vectors of 512-bin RGB histogram
are used in the distance computations. For a clear view of the hierarchical
structure, only the first 15 branches (clusters) close to the root are displayed in
the figure. Several keywords representing a few main clusters are also shown in
Fig. 7.5. The branches, which are labeled by numbers, represent the subtrees.
They can be further clustered. Fig. 7.6 displays the hierarchical structure of the
keyword space when using the 9-bit LBP texture as the selected content-based
descriptor for the distance computations.

We will not discuss the semantic meanings of the main keyword clusters
found by the proposed method, because it is a subjective topic. The main result
here is that a simple statistical method can be very useful in the investigation
of the keyword space structure. Fig. 7.7 shows some representative images of
the main clusters found in Fig. 7.5. The representative images of the main
clusters found in Fig. 7.6 are shown in Fig. 7.8.

We observe that:

• A few uncommon keywords are successfully clustered such as “Fast Food
300” or “your message here”. They represent some image collections in
the database. This fact shows that the method is able to recover image
collections from the whole database.

• The color descriptor provides the following main clusters:

Creative Symbol Collection: It is a collection of binary-valued black
and white images.
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Figure 7.5: Hierarchical structure of keyword space based on RGB histogram
distances
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Figure 7.6: Hierarchical structure of keyword space based on 9-bit LBP texture
histogram distances
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(a) Creative Sym-
bol Collection

(b) Sign Art (c) Fast Food 300 (d) Sign Tem-
plates

(e) sepia print (f) nude model (g) clear cut (h) agricultural
landscape

Figure 7.7: Examples of images in the main color clusters.



140 Some applications

(a) PLANT LIFE (b) Visual Language (c) facies

(d) Fast Food 300 (e) your message here

Figure 7.8: Examples of images in the main texture clusters.
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Sign Art: The collection contains monotone binary images. The image
pixels can only be either white or a certain color.

Sign Templates: Images in this cluster consist of a few colors only.

sepia print: Only one hue is presented in the images with different in-
tensity.

nude model: The images contain a high proportion of skin tones.

Fast Food 300: contains highly saturated color images with an object
on a bright background.

agricultural landscape: contains natural color landscape images.

clear cut: mainly natural color images with a white background, but
only few hues are found in the images.

• The 9-bit LBP texture descriptor provides the following main clusters:

PLANT LIFE: contains images of black/white symbols.

Visual Language: contains images of old paintings.

facies: contains images with small directional gradients.

your message here: contains images of a natural object unnaturally
connected with a white background.

Fast Food 300: contains highly saturated color images with an object
on a bright background.

We assume that the image database is large enough to represent a gen-
eral/neutral image collection. The keywords describing this special image col-
lection are therefore regarded as “non-specific” keywords. The further the
keyword from “non-specific”, the higher possibility it has to represent a spe-
cific image set, thus describe a more “meaningful” term. In the following,
we will use the content-based distance between a keyword kw characterized
by P (Fq(I)|I has kw) and the whole image database characterized by P (Fq(I))
as the “meaningful measure” of the keyword with regard to the selected de-
scriptor Fq. We define the “meaningful measure” of a keyword kw with regard
to the descriptor Fq by the following distance between two distributions:

mq(kw) = dBhat (P (Fq(I)), P (Fq(I)|I has kw)) (7.26)

where dBhat denotes the Bhattacharyya distance between the two distributions
as in Eq. 7.25.

In Fig. 7.9 we show the “meaningful” measures of all 6081 keywords in
the list. We can get some understanding of the meaning of this measure by
first considering the case of a keyword with a high meaningful measure with
regard to the color descriptor. The high meaningful measure indicates that its
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color properties are different from the color properties of the whole database
and this indicates that the keyword is linked to characteristic color properties.
If the same keyword has at the same time a low meaningful measure in the
texture-induced metric then that indicates a typical, uncharacteristic texture.
In this case the keyword is linked to characteristic color properties and typical
textures. In Fig. 7.9 the meaningful measures are sorted by color descriptor (a)
and by texture descriptor (b). The round symbols show the maximum value
of the texture- and the color-based meaningful measures. Our analysis shows
that the mean meaningful measure is larger for the color descriptor than for
the texture descriptor.
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Figure 7.9: Content-based distances between keywords to the whole database.

7.5.2 Linguistic indexing

Automatic linguistic indexing of images is always a challenging problem in any
CBIR system. The term linguistic indexing refers to the production of a list of
suggested keywords that can be used to describe a given image. In the previous
section, we have computed for each keyword several content-based descriptors
consisting of the first- and second-order moments, i.e. the means and the
covariance matrices of feature vectors. In the following, we will describe how
one can use the computed “content-based descriptors” of keywords to provide
a simple statistical tool for automatic linguistic indexing.

Each keyword in the selected list of 6081 keywords is characterized by several
content-based descriptors (µq(kw),Σq(kw)). The problem of suggesting the
candidate list of keywords for a given image is then described as the following
statistical problem: Given a new sample and a collection of distributions, find
the distribution of highest probability that the new sample belongs to.

In this series of experiments, we select the simplified version of the Bhat-
tacharyya distance, which is the Mahalanobis distance [Fukunaga, 1990] where
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the second term in Eq. 7.25 is ignored from the distance computation. The
Mahalanobis distance between two vectors µ1 and µ2 is defined as follows:

dmaha(µ1, µ2) =

√
(µ1 − µ2)

T
Σ−1 (µ1 − µ2) (7.27)

where Σ is the common covariance matrix of the distributions that both µ1

and µ2 belong to.
Since the collections of images associated to a keyword are large enough, it

is possible to assume that the covariance matrix Σq(kw) does not change by
adding a single new sample. For a given image I characterized by a feature
vector Fq(I), we perform a statistical test for the hypothesis if it belongs to the
collection of images describing the keyword kw. The test can be performed us-
ing the Mahalanobis distance as a content-based distance between the image I
to the keyword kw, which is given by:

dq(I, kw) =

√
(Fq(I) − µq(kw))

T
[Σq(kw)]

−1
(Fq(I) − µq(kw)) (7.28)

By computing the “content-based” distances between the image I to all 6081
keywords in the database, we can then produce a sorted list of keywords with
smallest distances to the given image. Different selections of the content-based
descriptors produce different lists of suggested keywords.

The statistics-based linguistic indexing system works as follows:

1. Pre-compute the content-based descriptors for 6081 keywords in the data-
base. These content-based descriptors are of the form (µq(kw),Σq(kw))
for a keyword kw with regard to the content-based feature Fq.

2. Accept the URL of an image as the query image I, depending on the
selected content-based descriptor; send the indexing requests to corre-
sponding linguistic servers.

3. The linguistic indexing server computes the selected content-based de-
scriptor Fq(I) for the input image. The “content-based” distances dq(I, kw)
are then computed against all keyword kw in the database, using Eq. 7.28.

4. The list of a few keywords sorted by the computed distances in the pre-
vious step is given to the user as a suggested list of keywords describing
the input image.

Fig. 7.10 displays a result page of the system. The system is called ImIndex and
currently available at http://www.itn.liu.se/media/vinnova/imindex.php.

The ImIndex system supports several choices of content-based descriptors.
The system does not use any high level semantic analysis of the keywords, nor
object-based image processing. Nevertheless, the fast responses and the high
matches in many cases suggest that we can use the system as a tool for an
annotation process.
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Figure 7.10: ImIndex system: A demo of automatic linguistic indexing of an
image
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7.6 Discussion

Several applications of the methods which were described earlier in Chapters 4
and 5 have been given in this chapter.

Two examples showing the advantage of describing the chromaticity se-
quences of illumination spectra by SU(1,1) curves were given. Although these
examples were simple, they illustrated the potential usefulness. One could ar-
gue that fitting a data sequence into some types of curves can be done much
easier without group-theoretical tools. This is correct as long as the intrinsic
properties of these processes have not been taken into account. The frame-
work, regardless of its similarity to curve fitting approaches, should certainly
not be considered as curve fitting. The main contribution of the approach is
that it discovers the linearity and the symmetry of the illumination chromatic-
ity sequences which are obviously nonlinear in any other approach. Group
properties of illumination chromaticity sequences are useful for many applica-
tions. A prediction of illumination changes, for example, can be done without
having to know a long history of previous data, which is certainly a require-
ment for curve fitting approaches such as polynomial or Bezier curve fitting.
The classification of illumination sequences into some groups provides valuable
advantages in many color constancy applications. The MapleTMworksheet pre-
sented in Section 7.2.3 showed an example of solving a specific problem within
the framework.

An extension to the group-theoretically derivation of fast low-level filters
to handle the multi-resolution problems was introduced. A special setup using
permutation subgroups to simulate local scaling groups was proposed. We
described in detail a method to combine this new group of transformations
to the derivation of low-level filter systems which were earlier introduced in
Chapter 5.

An investigation of the structure of the space of keywords was carried out
using content-based distances as a metric in a statistical framework. The com-
puted content-based distances between any pairs of keywords in the databases
were then used to cluster the keyword space. The distance matrices can also
be used in other applications such as an inexact keyword-based search engine
for the image database.

The last application in this chapter dealt with the linguistic indexing prob-
lem based on a statistical approach. The method was simple, but the results
were very promising.
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8.1 Conclusions

We have shown that group theory can provide very powerful tools to solve
many problems in digital imaging. In this work, we have described how to use
the tools from group theory in a number of applications from different research
areas, including the investigations of nonnegative signal sequences and building
content-based image retrieval systems.

In the first part of the thesis, we exploited the conical structure of nonnega-
tive signal spaces. This conical structure leads to a description of a nonnegative
signal as a point on the Poincaré open unit disk model of hyperbolic geome-
try. We then showed how to describe a sequence of nonnegative signals by a
one-parameter subgroup. The one-parameter subgroups were selected as the
subgroups of SU(1,1), which is known as the isometry group of the Poincaré
open unit disk. Several examples of different nonnegative signal sequences,
such as illumination spectra and image histograms, were given to show the
usefulness of the framework. This framework is more complicated than tradi-
tional approaches, but it simplifies many problems. A few examples showing
how one can use the group structure of illumination sequences to solve different
problems were also given.

In the second part of the thesis, group-theoretical tools were employed to
systematically derive a complete set of low-level image filters. The filters are
simple and fast. Besides this, the parallel and linear structures of the filters
enabled us to implement them in special graphics hardware such as a GPU.
Another advantage of the derived filters is that the filter set is complete, or-
thogonal and invertible. Traditional image processing methods for gray images
can be applied to any of the resulting filter images and a simple reconstruction
of the image from the altered filter images can produce desired results. The
high speed of filtering allowed us to introduce several new content-based de-
scriptors which were later used in a CBIR system. An implementation of a fast
CBIR based on these proposed content-based descriptors was also presented.

8.2 Future work

In Section 3.3.2, we investigated the conical structure of the space of spectra
and discussed the boundaries of this space. Computing the boundary of the
space of admissible spectra is of interest in many problems. An example of such
problems is finding an optimal set of nonnegative filter functions for a given
set of spectra.

Another interesting problem is the inverse problem of retrieving the values
of SMARTS2 parameters from a measured daylight spectrum. Finding a plane
describing coordinates of spectra and introducing a basis system on that plane
to retrieve the SMARTS2 parameters by some simple projections could help to
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solve the problem.
The success of our implemented CBIR system is confirmed by a plan from

Matton AB to develop the commercial version of ImBrowse. Examples of the
possible future improvements of the system are:

Feature combination: Better combination strategies are required to im-
prove the performance of the system. Human perception of image simi-
larity is a complex process and cannot be perfectly described by any met-
ric. Therefore, the current metrics-based combination strategies should
be modified to provide better similarity measures.

Weight matrix: The human color perception-based weight matrices are used
in the weighted scalar products between two RGB histograms. The us-
age of this weighted scalar product in the computations of histogram
distances allows us to retrieve images of different color distributions that
are perceptually similar. A good weight matrix should be selected based
on the statistical property of the image database and based on the size
of the database. Further research on how this weight matrix depends on
the size of the database is of interest.

Relevance feedback: Relevance feedback [Rui et al., 1998] is an important
topic of content-based retrieval. It allows the user to change the system
behavior and obtain his/her desired results for successive queries. The
system behavior can either be changed only for the current retrieval ses-
sion, or be learned for all future queries. Training can be performed either
with the weight matrix, or with combinations between descriptors.

Clustering and local bases: The large image database can be clustered
into overlapping clusters. Local PCA bases can be computed for each
cluster and thus providing a better approximation of the descriptors.

The investigations of the keyword space also suggest the following future
studies:

Keyword-based clustering: The experiments with the space of keywords
illustrated a connection between content-based descriptors and keywords.
Observe that human perception of image similarity is often based on key-
words, we can think of using the computed content-based descriptors
of keywords to improve the system performance. As described in Sec-
tion 7.5.2, it is possible to obtain a suggested list of keywords describing
an image. User feedback or automatic selection of relevant keywords can
help to produce a shorter list from the suggested keywords that best de-
scribe the input image. We can thus systematically characterize each
image in the database by a number of generated keywords. This enables
us to cluster the image database into non/overlapping keyword-based
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clusters. Once the database is clustered, local PCA bases, computed for
each cluster, can be used to compress the content-based descriptors and
thus improve the retrieval performance.

Pseudo keyword-based search: The systematic generation of a keyword
list describing images allows us to annotate all images in the database
with several generated keywords. The content-based description of a
keyword also allows us to compute the content-based distances from a
keyword to all images in the database. These observations suggest the
development of a pseudo keyword-based image retrieval system, where the
user can launch text-based queries in an image database with no keywords
provided. The computed content-based distances between keywords can
also help to provide an inexact text-based retrieval. For example, a query
with “woman” as a keyword can produce a result list consisting of images
with keyword “girl” as well.

Finally, we want to mention that the group-theoretical construction of low-
level image filters is general and open for further research. Different strategies
can be applied to combine the basic orbits and construct filters for larger image
patches. Using the derived filters to construct new content-based descriptors
is also an interesting topic for further research.
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A Color spaces

The color information processed by the human brain is acquired by the retina.
The sensors in the retina interact with the photons emitted from light sources
after their interaction with objects. The result is then analyzed by the brain.
The result of this complex process is what we call color perception.

In the 16th century, Isaac Newton discovered the spectral nature of light in
his experiments to investigate the color composition of white light, which had
been considered a homogeneous entity since Aristotle. When he passed a thin
beam of sunlight through a glass prism, he noticed the sequence of colors -red,
yellow, green, blue, violet- that formed on the wall opposite.

With these experiments, the radiometrical property (often called multispec-
tral property) of color had been discovered. Color is thus considered as the psy-
chological response of a human visual system to the incoming electromagnetic
radiation in the visible wavelength range.

The human eye is sensitive to wavelengths in the range [380,760nm]. This
wavelength range is called the visible wavelength range. In many applications
the visible wavelength range containing wavelengths from 400nm to 700nm,
with 31 components, each representing a 10nm band, is used to describe the
spectral distribution. An example of the spectrum of a color chip in the NCS1

color atlas system is shown in Fig. A.1.
Within the visible spectrum certain wavelengths lead to certain visual sen-

sations. For example, spectra containing mainly the longer wavelengths are
perceived as red, while those with shorter wavelengths appear to be blue.

The color spectra reaching the camera or the human retina can be classified
into two main classes: the spectra from self-luminous objects and the spectra
of illuminated objects. These types of spectra are called illumination spectra
and reflectance spectra respectively:

• An illumination spectrum may originate from natural sources like the sun,
or from technical sources such as computer displays, incandescent light
bulbs, or mercury lamps. It measures the number of photons emitted
in each wavelength. The values of the illumination spectra are in the
nonnegative range [0,∞).

• A reflectance spectrum describes the light reflected from an illuminated
object. The reflectance spectrum is measured by the portion of photons
reflected from the object compared to the number of photons reaching
the object in each wavelength. The values are thus in the range [0,1].

We see that color spectra can be described by nonnegative functions of
the wavelengths of interest. Spectra are elements in high dimensional2 spaces;

1The NCS color atlas is described in Section A.4
2infinite dimensional
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and normal human color vision describes color distributions with only three
measurements. It acts as a projection of the high dimensional space of spectra
onto the three-dimensional space of color measurements.

The human color sensors are cells in the retina containing pigments that
can capture photons and respond with an electrochemical signal transferred
to the brain. These cells are the photoreceptors. Normal human retinas have
two types of photoreceptors: the rods, used in low luminance conditions and
the cones, used in normal illumination condition. Color vision is only possible
under higher illumination levels where the cones are active. Certain animals
have color vision in night-vision, and there are animals with more than three-
channel color vision [Kelber et al., 2003, 2002].

The cones have three subtypes called S,L,M that are short-,long-, and
medium-wavelength selective (often called blue-, red-, green-cones).
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Figure A.1: Spectrum of color chip S6030-B in the NCS color atlas. The
wavelength range is [400 : 10 : 700nm]

Because of the multispectral nature of color, the space of natural colors or
illumination spectra is known to be high dimensional. The reduction of this
high dimensionality of color has naturally been established by human vision.
This idea of using only a few color coordinates to describe color is borrowed by
many color appearance models.

A perceptual color space (which in the following is called a color space) is
a system for specifying colors. The color space determines how many different
components are used to specify a color and what those components are. The
most widely used systems use a three-dimensional space to represent color.
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The projection from the high dimensional space of color spectra to a lower
dimensional space can be established in different ways. Often three (or more)
orthogonal basis functions are used to approximate any color spectrum using
linear combinations. In color applications, such basis functions are called color-
matching functions. Denote the orthonormal basis functions as the functions of
wavelength B = {bk(λ)}Kk=0, the reconstruction s̃(λ) of a color spectrum s(λ)
can be obtained by the following linear approximation:

σk = 〈s(λ), bk(λ)〉 =

∫
s(λ)bk(λ)dλ

s̃(λ) ≈
K∑

k=0

σkbk(λ) (A.1)

where (σk) is the coordinate vector of the color spectrum with regard to the
basis and K + 1 is the number of basis functions used. Nonorthogonal bases
can also be used, but orthonormal basis function sets are often preferred.

By using different bases we can obtain the desired color space to meet spe-
cific requirements. Conventional color spaces are constructed based on different
sets of bases or just a conversion from another well-defined color space.

Depending on the construction of the color space, i.e. how the bases (color-
matching functions) are defined, what the conversion rules between color spaces
are, each space has its own characteristics such as shape, distance measure,
etc. Visually, these spaces can be represented by various solid shapes, such as
spheres, cubes, cones, or polyhedrons.

In the following, we will briefly review some traditional color spaces with
their color-matching functions, shape, and applications.

A.1 CIE standard colorimetric observer

The Commission Internationale de L’Eclairage (CIE) established a standard
colorimetric observer in 1931. The color-matching properties of the CIE 1931
standard colorimetric observer are defined as the color-matching functions
x̄2(λ), ȳ2(λ), z̄2(λ). These color-matching functions are tabulated with the
wavelength range of [360:5:780nm] in [CIE, 1986]. The CIE 1931 standard
colorimetric observer was obtained at a matching field of 2◦.

In 1964 the CIE recommended an alternative set of standard color-matching
functions{x̄10(λ), ȳ10(λ), z̄10(λ)}, obtained with a matching field of 10◦, as a
supplement to those of the CIE 1931 standard colorimetric observer. The CIE
1964 standard colorimetric observer is also tabulated in [CIE, 1986].

To give an idea of what a 2◦ field of view is like compared to a 10◦ field of
view, at a viewing distance of an arm-length a 2◦ field of view would be about
a 2cm circle while a 10◦ field of view at the same distance would be about a
10cm circle.
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Figure A.2: CIE standard colorimetric observer

The CIE tristimulus values (CIE XYZ) are then obtained using the following
equations (all the integrals are taken over the visible wavelength range):

X = k

∫
E (λ)S (λ) x (λ) dλ

Y = k

∫
E (λ)S (λ) y (λ) dλ

Z = k

∫
E (λ)S (λ) z (λ) dλ

k =
100∫

S (λ) y (λ) dλ
(A.2)

Where:

E (λ): Illumination spectrum.

S (λ): Object spectrum (reflection or transmission).

x (λ) , y (λ) , z (λ): CIE color-matching functions, could be of 2◦ or 10◦.

k: Normalization coefficient so that the Y value of constant white incident light
will be 100.

In 1976, the CIE introduced the Lab color system, based directly on CIE
XYZ as an attempt to linearize the perceptibility of color differences. The non-
linear relations for L, a, and b are intended to follow the logarithmic response
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of human eyes.

L = 116 · 3

√
Y

Yn
− 16, for

Y

Yn
> 0.008856;

L = 903.3, otherwise.

a = 500 ·
(
f

(
X

Xn

)
− f

(
Y

Yn

))

b = 200 ·
(
f

(
Y

Yn

)
− f

(
Z

Zn

))

where f(t) =
3
√
t for t > 0.008856

f(t) = 7.787 · t+ 16

116
otherwise

(A.3)

Here Xn, Yn and Zn are the tristimulus values of the reference white. The
reverse transformation (for Y/Yn > 0.008856) is:

X = Xn · (P + a/500)3

Y = Yn · P 3

Z = Zn · (P − b/200)3

where P =
L+ 16

116

(A.4)

A.2 RGB color spaces

The RGB spaces are three-dimensional color spaces where a given color is
parameterized by its three coefficients (α, β, γ) via an additive mixture C =
αR + βG + γB, where R,G,B stands for Red, Green and Blue components.
RGB-based color spaces are the most commonly used color spaces in computer
graphics. The coefficients range from zero to one, so that RGB-based color
space is visualized as a three-dimensional unit cube (Fig. A.3), with corner
vertices of black, the three primaries (red, green, and blue), the three secon-
daries (cyan, magenta, and yellow), and white. The two extremes of black and
white correspond to colors with coordinates (0, 0, 0) and (1, 1, 1) respectively.

Stiles and Burch [1955, 1959] introduced 2◦ pilot RGB color-matching func-
tions measured for 10 observers and 10◦ RGB color-matching functions mea-
sured for 49 observers, on which the CIE 1931 2◦ and the CIE 1964 10◦ are
primarily based. Fig. A.3 shows these color-matching functions.

The conversion from CIE XYZ to RGB calibrated with D65 white point can
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be done by matrix multiplication with the following transformation matrix:




R
G
B



 =




3.240479 - 1.537150 - 0.498535
- 0.969256 1.875992 0.041556
0.055648 - 0.204043 1.057311








X
Y
Z



 (A.5)

The secondary colors of RGB: cyan, magenta, and yellow, are formed by the
mixture of two of the primaries and the exclusion of the third. Red and green
are combined to give yellow, green and blue give cyan, and blue and red give
magenta. The color model based on Cyan, Magenta, Yellow (CMY) is widely
used in hard-copy devices. Colors in this model are subtractive mixtures of
three components C, M, and Y.

A.3 HSV and HSL color spaces

The HSV space and the HSL space were introduced by Smith [1978]. These
spaces are transformations of RGB space that can describe colors in terms more
natural to a human user. The name HSV stands for hue, saturation, and value,
while HSL stands for hue, saturation, and lightness. The two spaces have the
shapes of single and double cones as illustrated in Fig. A.4.

The hue component in both color spaces is an angular measurement, anal-
ogous to the position around the color wheel. A hue value of 0◦ indicates the
color red; the color green is at a value corresponding to 120◦, and the color
blue is at a value corresponding to 240◦. Horizontal planes through the cones
in Fig. A.4 are hexagons; the six primary and secondary colors occur at the
vertices of the hexagons. The saturation component in both color spaces de-
scribes how much white is in the color intensity. A saturation value of 0 (in the
middle of a hexagon) means that the color is “colorless” (gray); a saturation
value at the maximum (at the outer edge of a hexagon) means that the color is
at maximum “colorfulness” for that hue angle and brightness. The value com-
ponent (in HSV space) and the lightness component (in HSL space) describe
brightness or luminance. In both color spaces, a value of 0 represents black. In
HSV space, a maximum value means that the color is at its brightest. In HSL
space, a maximum value for lightness means that the color is white, regardless
of the current values of the hue and saturation components. The brightest,
most intense color in HSL space occurs at a lightness value of exactly half the
maximum.

A.4 Color atlases

In contrast to these approaches, color atlases have been introduced as an at-
tempt to specify color by finding a close match under some standard illumi-
nation with pre-produced samples. These samples are called chips and are
organized so that the atlas covers a wide range of possible natural colors with
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(a) Primary and secondary colors (b) RGB color space
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Figure A.3: RGB color space
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(a) HSV color space. (b) HSL color space.

Figure A.4: HSV and HSL color spaces.

those chips located on grid points with equal color perception distances. Several
systems are in use with different numbers of chips and different ways of organiz-
ing them. In this section, we briefly describe three examples of color atlases:
the Ostwald, Munsell and NCS system. More detailed descriptions of those
atlases as well as some other color order systems can be found in [Fairchild,
1998, Chapter 5]. The Munsell and NCS color atlases are provided with the
spectral distribution data of their chips.

Ostwald color space

This system was proposed by the German scientist Ostwald [1931]. It defines
four basic colors: yellow, ultramarine blue, red, and sea green. Four further
colors are then placed between these: orange between yellow and red; violet
between red and ultramarine blue; turquoise between ultramarine blue and
sea-green; and leaf-green between sea-green and yellow. These are further
subdivided to produce a color wheel of 24 colors. The system consists of the
color solid and mixes its 24 basic hues with both white and black. Hence, the
space has the shape of double cone created by the color wheel as the base,
white and black at the two extreme points, between which a stepped grey-scale
is arranged.

Colors are characterized by dominant wavelength, purity and luminance
and measured by percentage of white and black. The system assigns numbers
W, B, and C to each color (denoting White, Black, and Color percentages
respectively).
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Munsell color book

The Munsell Book of Color was conceived and developed by the American
artist Munsell [1905]. The system is built with a vertical lightness backbone of
equal perceptual differences, ranging from pure Black to pure White.

Five hues are defined in the orthogonal plane located in the middle of the
backbone, consisting of: Red, Yellow, Green, Blue and Purple. These principal
colors are supplemented by five mixture hues (yellow red, green yellow, and so
on). Each segment is then further calibrated into ten equal hue steps making
100 hue units. Finally, each hue dimension was calibrated in equal saturation
steps from zero (pure gray) to maximum saturation for each hue.

NCS color atlas

The NCS color atlas [H̊ard and Sivik, 1981] was developed by the Scandinavian
Color Institute. It classifies color using the four basic hues (green, yellow, red,
blue), together with black and white. These six basic components define three
axes B-W, Y-B, and G-R in a three-dimensional space.

Unlike the Munsell color book this system tries to fill in all mixed colors
corresponding to a theoretical model. The three-dimensional position of a color
chip in this space specifies its percentage of mixture between (the mixture of)
basic hues and black/white. The hue mixtures define hue circles, while mixtures
between black/white with hue results in a triangle.

B Blackbody radiation spectra

A blackbody is an object or system which absorbs all radiation incident upon
it and re-radiates energy which is characteristic of this radiating system only,
but independent of the type of radiator which is incident upon it. Blackbody
radiation is dependent on its temperature only, irrespective of the material
building it.

If we describe the blackbody radiator (or blackbody radiation spectrum) as
a function of temperature and wavelength E(λ, T ), it can be computed by the
following Planck equation (see [Wyszecki and Stiles, 1982]):

E(λ, T ) =
2πhc2

λ5(e(hc/λkT ) − 1)
(W/m3). (B.1)

In which:

• h: Planck’s constant (6.626 · 10−34Js).

• c: Velocity of light (3 · 108m/s).

• λ: Wavelength (m).

• k: Boltzmann Constant (1.38 · 10−23J/K ).
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• T: Temperature (K).

1000K 5000K 10000K

Figure B.1: Spectral radiance of Planck’s distribution function using CIE color-
matching functions

The unit for the temperature used in this formula is Kelvin. In order
to produce a temperature scale in which equal intervals correspond to equal
color perception differences, the reciprocal megaKelvin 106K−1 was introduced
(see [Tominaga and Wandell, 2002] and [Wyszecki and Stiles, 1982, pages 224-
225]).

An illustration of spectral density distribution curves of blackbody radiation
spectra at 2500K, 5000K, and 20000K is shown in Fig. B.2
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Figure B.2: Blackbody radiation spectra at different temperatures. The spec-
tral distributions have been normalized to have the value of 1 at 560nm
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C Correlated Color Temperature

Many illumination sources have, at their core, a heated object, so it is often
useful and quite natural to characterize an illuminant by specifying the tem-
perature (in units of Kelvin, K) of a blackbody radiator having the same hue.

The term correlated color temperature is introduced when there is no black-
body radiator found having exactly the same chromaticity as the illuminant.
The isotemperature lines are then used to specify the correlated color temper-
ature of the illuminant in such a case. Isotemperature lines are short straight
lines crossing the Planckian locus in the CIE 1931(x,y) chromaticity diagram
(The Planckian locus is illustrated in Fig. C.1) perpendicularly.
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Figure C.1: Planckian locus in CIE 1931 (x,y) chromaticity diagram

Mori et al. [1964] proposed a method to compute the slopes of isotempera-
ture lines from chromaticity points (xT , yT ) of the Planckian locus.

Robertson [1968] developed a numerical algorithm using a pre-computed
table of color temperatures and the computed chromaticity together with the
isotemperature line’s slope. The table contains the set of isotemperature lines,
each associated with a correlated color temperature. Of those every pair of
adjacent isotemperature lines have sufficiently narrow spacing. As mentioned
above, the isotemperature lines are arranged regarding the reciprocal scale
of temperature, which provide the equal perception distances between every
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pair of adjacent isotemperature lines. With this method, the correlated color
temperature Tc of every illuminant with chromaticity (us, vs) can be computed
by the following interpolation:

di =
(vs − vi) − ti(us − ui)√

(1 + t2i )

Tc =

[
1

Tj
+

dj
dj − dj + 1

(
1

Tj+1
− 1

Tj

)]−1
(C.1)

where

• us, vs are the CIE 1931 (u,v) chromaticity coordinates of illuminant s

• di is the distance from point (us, vs) to the isotemperature line number i
in the lookup table

• j is the index such that the point us, vs lies between the two adjacent
lines j and j + 1. That means dj/dj+1 < 0.

• Ti, ti, (ui, vi) are the predefined values in row i of the table for correlated
color temperature, isotemperature line slope and chromaticity coordi-
nates respectively.

D Discussion of the realizable boundary

We first recall the definition of the well-known Dirac delta function [Schwartz,
1966; Strichartz, 1994] as a generalized function:

Definition A Dirac delta function δ(t) is a generalized function defined as the
limit of a class of delta sequences δσ(t), which is a sequence of strongly peaked
functions:

lim
σ→∞

∫
f(t)δσ(t)dt = f(0) (D.1)

where f(t) denotes an arbitrary function.

Remarks • The Dirac delta function is not a function in the classical
sense. It is an operator also called a generalized function.

• A description of the theory of generalized functions is too complicated
and beyond the scope of this thesis. It is enough for now to think of
generalized functions as generalizations of the classical functions.

Examples of Dirac delta sequences can be:
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Impulse functions:

δσ(t) =

{
σ |t| ≤ 1

2σ
0 otherwise

(D.2)

Gaussian:

δσ(t) =
1√
2πσ

e−t
2/2σ2

(D.3)

The definition of a monochromatic signal can now be established with the
help of the Dirac delta function:

Definition A signal sλ0(λ) is called a monochromatic signal if:

sλ0(λ) = σδ(λ− λ0); σ ∈ R
+, λ0 ∈ I (D.4)

where δ(x) denotes the Dirac delta function.

Given a conical basis set {bk(λ)}, we can see that the coordinate vector of
a monochromatic signal sλ0(λ) is (bk(λ0))

K
k=0 and the perspectively projected

coordinate vector is (bk(λ0)/b0(λ0))
K
k=1.

To realize the Dirac delta functions as nonnegative signals, we also need to
introduce a new and complete definition of a realizable signal as follows:

Definition A generalized function s(λ) defined on the interval I is called a
nonnegative signal if:

∫

Is

s(λ)dλ ≥ 0; ∀Is ⊆ I (D.5)

With this new definition of a nonnegative signal the investigations described in
Chapter 3 should be repeated to confirm which results are valid and how the
new definition can be used to characterize the geometry of the space of spectra.
A first guess is that the boundary of the space of nonnegative signals exists,
and it is formed by generalized functions.

We also want to point out that this new definition of nonnegative signal
as an operator conforms to reality in the sense that it is always necessary to
consider a signal together with its interaction with a measurement apparatus.
The measurements of a signal are in fact established by the integrations with
sensitivity functions of the sensors in the equipment.
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Hernández-Andrés, J., Romero, J., Garćıa-Beltrán, A., and Nieves, J. L. (1998).
Testing linear models on spectral daylight measurements. Applied Optics,
37(6):971–977.

Hernández-Andrés, J., Romero, J., and Nieves, J. L. (2001a). Color and spectral
analysis of daylight in southern Europe. Journal of the Optical Society of
America A, 18(6):1325–1335.

Hernández-Andrés, J., Romero, J., and R. L. Lee, Jr. (2001b). Colorimetric
and spectroradiometric characteristics of narrow-field-of-view clear skylight
in Granada, Spain. Journal of the Optical Society of America A, 18(2):412–
420.

Huang, J., Kumar, S., Mitra, M., Zhu, W., and Zabih, R. (1997). Image
indexing using color correlograms. In CVPR ’97: Proceedings of the 1997
Conference on Computer Vision and Pattern Recognition (CVPR ’97), pages
762–768.

Huffel, S. V. and Vandewalle, J. (1991). The Total Least Squares Problem:
Computational Aspects and Analysis. SIAM, Philadelphia.

Kato, T. (1992). Database architecture for content-based image retrieval. In
Proceedings of SPIE: Image Storage and Retrieval Systems, pages 112–123.

Kelber, A., Vorobyev, M., and Osorio, D. (2003). Animal colour vision–
behavioural tests and physiological concepts. Biol Rev Camb Philos Soc.,
78(1):81–118.

Kelber, A., Warrant, E., and Balkenius, A. (2002). Scotopic colour vision in
nocturnal hawkmoths. Nature, 419:922–925.

Koenderink, J. J. and Kappers, A. (1996). Color space. Technical report, Zen-
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Norrköping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

4.9 Lie algebra vs. Cartan decomposition methods: SU(1,1) curves
and sequence of blackbody radiation spectra, 4000-15000K . . . 68

4.10 Cartan decomposition method: SU(1,1) curve 1 and sequence
of blackbody radiation spectra, 5000-20000K . . . . . . . . . . 69

4.11 Cartan decomposition method: SU(1,1) curve 2 and sequence
of blackbody radiation spectra, 5000-20000K . . . . . . . . . . 70



176 List of Figures

4.12 Lie regression method: SU(1,1) curve and sequence of black-
body radiation spectra, 5000-20000K . . . . . . . . . . . . . . . 71

4.13 SU(1,1) curve and sequence of SMARTS2 spectra, varying beta 74
4.14 SU(1,1) curve and sequence of SMARTS2 spectra, varying sur-

face pressure . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
4.15 SU(1,1) curve and sequence of SMARTS2 spectra, varying pre-

cipitable water . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.16 SU(1,1) curve and sequence of SMARTS2 spectra, varying ozone 77
4.17 SU(1,1) curve and sequence of SMARTS2 spectra, varying zenith 80
4.18 SU(1,1) curve and sequence of SMARTS2 spectra, varying time 81
4.19 SU(1,1) curves and sequences of SMARTS2 spectra, varying

beta/water . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
4.20 Group coordinates of SU(1,1) curves and sequences of SMARTS2

spectra, varying beta/water . . . . . . . . . . . . . . . . . . . . 83
4.21 SU(1,1) curve and sequence of SMARTS2 spectra, varying beta

and water parameter . . . . . . . . . . . . . . . . . . . . . . . . 84
4.22 Describing sequence of RGB histograms by an SU(1,1) curve . 86
4.23 Estimation details of the RGB histogram sequence . . . . . . . 87

5.1 LBP texture diagram . . . . . . . . . . . . . . . . . . . . . . . . 98
5.2 Different orbit types for the dihedral group . . . . . . . . . . . 100
5.3 Corner-orbit filters applied to the Baboon image . . . . . . . . 102
5.4 Original correlation matrix and its masked block diagonalized

version . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
5.5 12-pixel patch to compute the shape index . . . . . . . . . . . . 105
5.6 Baboon color image and its shape index spectrum . . . . . . . 106

6.1 Subsystems of ImBrowse . . . . . . . . . . . . . . . . . . . . . . 113
6.2 A screenshot of ImBrowse . . . . . . . . . . . . . . . . . . . . . 114

7.1 Screen snapshots of the illumination change simulation with
blackbody radiation spectra. . . . . . . . . . . . . . . . . . . . . 130

7.2 Computation time comparison of the changing light source sim-
ulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 130

7.3 An image patch layout . . . . . . . . . . . . . . . . . . . . . . . 131
7.4 Multilevel filter results of the Baboon image . . . . . . . . . . . 133
7.5 Hierarchical structure of keyword space based on RGB histogram

distances . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137
7.6 Hierarchical structure of keyword space based on 9-bit LBP tex-

ture histogram distances . . . . . . . . . . . . . . . . . . . . . . 138
7.7 Examples of images in the main color clusters. . . . . . . . . . 139
7.8 Examples of images in the main texture clusters. . . . . . . . . 140
7.9 Content-based distances between keywords to the whole database.142



List of Figures 177

7.10 ImIndex system: A demo of automatic linguistic indexing of an
image . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144

A.1 Spectrum of color chip S6030-B in the NCS color atlas . . . . . 153
A.2 CIE standard colorimetric observer . . . . . . . . . . . . . . . . 155
A.3 RGB color space . . . . . . . . . . . . . . . . . . . . . . . . . . 158
A.4 HSV and HSL color spaces. . . . . . . . . . . . . . . . . . . . . 159
B.1 Spectral radiance of Planck’s distribution function using CIE

color-matching functions . . . . . . . . . . . . . . . . . . . . . . 161
B.2 Blackbody radiation spectra at different temperatures . . . . . 161
C.1 Planckian locus in CIE 1931 (x,y) chromaticity diagram . . . . 162



178 List of Tables



List of Tables

4.1 SMARTS2 parameter settings for Norrköping, Sweden condition 72
4.2 SMARTS2 parameter ranges for computing the correlation matrix 78
4.3 The estimated SU(1,1) group coordinates describing SMARTS2

parameter changes . . . . . . . . . . . . . . . . . . . . . . . . . 78
4.4 Hyperbolic mean squared errors of the estimations of sequences

of generated SMARTS2 spectra using different derivative kernel
sizes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

7.1 Similar keywords found by using a content-based descriptor as
a retrieval category . . . . . . . . . . . . . . . . . . . . . . . . . 136



180 Glossary



Glossary

H(I)

the Hilbert space of functions defined on the interval I 28

N(I)

the space of nonnegative signals defined on the interval I 28

σ

coordinate vector of a signal 29

s(λ)

a one-dimensional signal 28

SU(1,1)

isometry group acting on the Poincaré open unit disk 20

SU(1,1) curve

a curve on the unit disk defined by a one-parameter subgroup of SU(1,1)
51

su(1,1)

Lie algebra of SU(1,1) 21

admissible coordinate vector

coordinate vector of a signal of which the reconstruction version is a
nonnegative signal 32

Banach space

a complete vector space together with a norm 29

blackbody radiation spectrum

radiation spectrum of a black object under certain temperature conditions
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Cartan decomposition method

a method using Cartan decomposition to compute an SU(1,1) subgroup
connecting three points on the unit disk 53
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Content-Based Image Retrieval 92

conical basis

a special type of linear projection basis that introduce conical space of
coordinate vectors 31

conical coordinate vector

a special format of coordinate vector investigated by a conical basis 32

content-based descriptor

a descriptor computed by analyzing image content 95

eigenbasis

a basis set whose elements are principal eigenfunctions of the autocorre-
lation function of the input process 38

extreme point

a point on the boundary of a convex set which cannot be expressed as
convex combination of any set of other points on the set 35

extreme signal

a signal of which the coordinate vector is an extreme point 35

group-theoretically derived filters

a set of low-level image filters derived using dihedral and permutation
subgroups on small patches of color images 98

Hilbert space

a Banach space where the norm is defined by inner product 29

histogram

a statistical descriptor defined as a distribution of occurrence frequency
45

hyperbolic geometry

a non-Euclidean geometry 18
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ImBrowse

a fast image browser developed by Linköping University 112

isometry subgroup

a special subgroup which preserves geometrical angles and lengths 20

Lie algebra

a finite dimensional vector space with a Lie bracket composition 13, 14

Lie algebra method

a method using partial first-order derivatives to compute an SU(1,1)
subgroup describing a sequences of points on the unit disk 53

Lie regression method

a modified version of the Lie algebra method 55

one-parameter subgroup

a special continuous subgroup defined by an infinitesimal operator 12

PCA

Principal Component Analysis 36

perspectively projected coordinates

the perspective projection of a coordinate vector with regard to a conical
basis 34

Poincaré open unit disk

a two-dimensional conformal model of hyperbolic geometry 18

realizable coordinate vector

coordinate vector of a nonnegative signal 33

salient

a property of a cone where the origin is the only common element of both
positive and negative cones 30


