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“Many people, other than the authors, contribute to the making
of a book, from the first person who had the bright idea of alphabetic writing through the inventor of movable type to the lumberjacks who felled the trees that were pulped for its printing. It is
not customary to acknowledge the trees themselves, though their
commitment is total.”
– Forsyth and Rada [FR86, p. 12]

Abstract
The need for broadcast encryption arises when a sender wishes to securely
distribute messages to varying subsets of receivers, using a broadcast channel, for instance in a pay-TV scenario. This is done by selecting subsets of
users and giving all users in the same subset a common decryption key.
The subsets will in general be overlapping so that each user belongs to
many subsets and has several different decryption keys. When the sender
wants to send a message to some users, the message is encrypted using
keys that those users have. In this thesis we describe some broadcast encryption schemes that have been proposed in the literature. We focus on
stateless schemes which do not require receivers to update their decryption
keys after the initial keys have been received; particularly we concentrate
on the Subset Difference (SD) scheme.
We consider the effects that the logical placement of the receivers in
the tree structure used by the SD scheme has on the number of required
transmissions for each message. Bounds for the number of required transmissions are derived based on the adjacency of receivers in the tree structure. The tree structure itself is also studied, also resulting in bounds on
the number of required transmissions based on the placement of the users
in the tree structure.
By allowing a slight discrepancy between the set of receivers that the
sender intends to send to and the set of receivers that actually can decrypt
the message, we can reduce the cost in number of transmissions per message. We use the concept of distortion to quantify the discrepancy and
develop three simple algorithms to illustrate how the cost and distortion
are related.
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Chapter 1

Introduction
This thesis is centered around the problem of broadcast encryption. It considers a setting with one or more senders wanting to securely distribute
messages, using a one-way broadcast channel, to a selected set of receivers.
This can be achieved using encryption and one part of the problem is to decide which user should have what decryption key(s). An example of the
scenario described above is the distribution of pay-TV where the distributors want only the paying subscribers to be able to decrypt and view their
broadcasts. Another application area is in military or civilian TETRA1 networks where it is necessary to be able to send voice, video or text messages
to groups of users while maintaining confidentiality so that no outsider
can access the information. In that scenario we would also like to be able
to revoke users who have become untrusted. Efficient broadcast encryption solutions would make it possible to revoke corrupt user terminals and
send further communication only to the trusted users.

1.1 Outline of the Thesis
The first paragraph of this chapter has given a very brief introduction to
the problem that this thesis addresses. In chapter 2 some concepts are defined and the broadcast encryption problem is explained in more detail.
A section describing the scope of the thesis is also included. Chapter 3
provides an overview of existing broadcast encryption schemes. The main
1
TETRA, TErrestrial Truncated RAdio, is a worldwide standard for secure digital mobile
radio communication. It is intended to be used by professional organizations including for
example the police and civil defense, but also oil and gas companies etc. [ETS].
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focus is on the Subset Difference (SD) scheme which we will treat further
in the following chapters.
Chapter 4 investigates the notion of adjacency in a logical, not physical, sense of the receivers in a broadcast encryption system, and formulates
bounds for the performance of the Subset Difference scheme based on the
adjacency of users. In chapter 5 we study the mathematical structure that
arises when using the Subset Difference scheme. We explore a group theoretical description of this structure. In chapter 6 we deviate from a basic
assumption allowing some users to receive the message although they are
not really authorized to do so and investigate what can be gained from
this. Chapter 7 wraps up the thesis, briefly restating the conclusions and
suggesting some possible directions for future research.
The thesis is intended be read straight through but a reader familiar
with the broadcast encryption research area, and especially the Subset Difference scheme, may want to skip chapters 2 and 3, reading only the subsections on notation. Chapters 4, 5, and 6 can be read independently of
each other in any order although a few results in chapter 5 refer to material
presented in chapter 4.

Chapter 2

The Broadcast Encryption
Problem
The scenario we consider is one where one or more senders want to securely transmit a message to a selected subset of receivers, using a broadcast channel. Two-way communication is not allowed on the channel and
other channels may not be used except when setting up the system and
distributing initial secret decryption keys or key material to possible receivers. Since the message must be protected from other receivers than
the ones that have been selected to receive it, for example by paying for
it, it must be encrypted before it is sent. This should be done in such a
way that only the legitimate receivers can decrypt the message. There exist many cryptographic algorithms that can be used for the encryption and
the choice of encryption algorithm(s) is beyond the scope of this thesis.
The general solution in a scenario like this is for the sender (or a trusted
authority) to initially generate several secret keys and distribute them so
that subsets of users have a common decryption key and each user typically belongs to several subsets. When sending to a specified set of users,
the sender must decide what keys to use so that all users that should receive the message can decrypt it using at least one of their keys.
There are two parts to what we call the broadcast encryption problem:
1. How to select which subsets of users that should have a common
decryption key.
2. How to select which encryption keys to use when sending to a specified subset of users.
We note that the security of a scheme solving the above two problems relies
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on the assumption that the encryption algorithm used is secure and that
any attacks on it will be unsuccessful with a definition of unsuccessful that
will depend on the requirements of the application considered.
The second part of the broadcast encryption problem can be formulated
as a set covering problem [WGL98, Mih03]. Here we use the formulation of
Cormen et al. [CLR90] of the general set covering problem and adjust the
wording slightly to fit the broadcast encryption scenario.
The Set Covering Problem in a Broadcast Encryption Scenario
Given: A (finite) set P of users who are authorized to receive a message.
A family F of subsets of P so that the users in each subset have a
common decryption key which no user outside the subset knows.
Every user in P belongs to at least one subset in F:
[
P=
S
(2.1)
S∈F

Find: A minimum-size subset, called a cover, C ⊆ F whose members
cover all of P:
[
P=
S
(2.2)
S∈C

The set covering problem is NP-hard [CLR90] but luckily, greedy algorithms work quite well for set covering problems and by introducing special requirements, and thus structure, on the general broadcast encryption
problem acceptable performance can be achieved in many scenarios.
Broadcast encryption schemes often require more than one encryption
of the same message to be sent, encrypted with different keys to be decryptable by different subsets of the users authorized to receive the message.
Equivalently, the cover often consists of more than one subset of users.
Therefore it would often be a bad solution to encrypt the actual message
using broadcast encryption as the message may be for example a video
stream of a movie which will be quite long. Instead the actual message is
preferably encrypted using a session key, or traffic encryption key (TEK),
and it is this TEK which is then encrypted using broadcast encryption. The
keys used in the broadcast encryption are thus a kind of key encryption
keys (KEKs).
There are different opinions about when the idea of broadcast encryption was introduced. Some date it back to Blom [Blo85] while others claim
the first article on the subject was by Berkovits [Ber91]. There is however

2.1 Terminology and Notation
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no doubt that the first article where the term broadcast encryption was
mentioned and the problem was defined similarly to how we define it here
was Broadcast Encryption by Fiat and Naor [FN93]. Chapter 3 describes several different solutions to variations of the broadcast encryption problem
where different assumptions about the scenario are made.

2.1 Terminology and Notation
As we deal with systems with typically one sender and several receivers
we will consider the receivers as the users of the system and we will use the
terms user and receiver interchangeably. We will denote the total number
of users of a broadcast encryption system by n. Sometimes we will mention
that some users can receive a message and some can not even though all
users will receive everything that is sent on the broadcast channel (at least
if they are online and the channel is working perfectly which we assume it
is).
The users who will be able to decrypt the message are called privileged
users and together they make up the privileged set, P. We will denote the
number of privileged users by p so that |P| = p.
Sometimes it will be necessary to distinguish between the privileged
set, who are the users that actually are able to retrieve the information in
the message, and the users whom the sender wants to reach. We call the
latter users the intended users and they make up the intended set which we
will denote by I. Generally, broadcast encryption schemes assume that the
intended set is the same as the privileged set but, as we discuss in chapter
6, this is not necessarily the case. In all other chapters however, when we
do not explicitly state otherwise, the intended and the privileged set are
the same.
The users who will not be able to decrypt the message are called nonprivileged users and together they make up the non-privileged set, R. We
will denote the number of non-privileged users by r so that |R| = r. While
the term privileged set is a common one in the broadcast encryption literature the name for the non-privileged set varies between different authors. Many use the term revoked set, thus the notation R, but we feel
that this term is not quite suitable. This is because in order to be revoked,
a user must first have some right, be authorized to something, but a nonprivileged user may very well never have been a privileged user and thus
has never been revoked. We have, however, kept the notation R for the
non-privileged set as this can be considered a standard notation.
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2.1.1 Trees
Many of the schemes presented in chapter 3 are based on trees. The terminology we will use when discussing trees is the one used by Cormen et
al. in Introduction to Algorithms [CLR90] and which we will briefly review
below. Thus the following definitions are all from Cormen et al. [CLR90,
pp. 93–95] except the first one which is given by Aho et al. [AHU83, p. 75]
in Data Structures and Algorithms.
Definition 2.1 (Tree, root, parent, subtree, children).
1. A single node by itself is a tree. This node is also the root of the tree.
2. Suppose n is a node and T1 , T2 ,. . . , Tk are trees with roots n1 , n2 ,. . . , nk ,
respectively. We can construct a new tree by making n be the parent of
nodes n1 , n2 ,. . . , nk . In this tree n is the root and T1 , T2 ,. . . , Tk are the
subtrees of the root. Nodes n1 , n2 ,. . . , nk are called the children of node n.
If two nodes have the same parent, they are siblings. A node with no
children is called a leaf . A nonleaf node is an internal node. The number
of children of a node x in a tree is called the degree of x.
A path of length k from a node x to a node y in a tree is a sequence of
nodes n1 , n2 ,. . . , nk−1 such that there are edges connecting x and n1 , n1
and n2 ,. . ., nk−1 and y respectively. Any node y on the unique path from
the root to a node x is called an ancestor of x. If y is an ancestor of x, then
x is a descendant of y. (Every node is both an ancestor and a descendant of
itself.)
The length of the path from the root to a node x is the depth of x. The
largest depth of any node in a tree T is the height of T .
Definition 2.2 (Binary tree). A binary tree B is a structure defined on a finite
set of nodes that either
• contains no nodes, or
• is comprised of three disjoint set of nodes: a root node, a binary tree called
its left subtree and a binary tree called its right subtree.
Definition 2.3 (Complete binary tree). A complete binary tree is a binary
tree in which all leaves have the same depth and all internal nodes have degree 2.

2.2 Evaluation Parameters
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2.2 Evaluation Parameters
Broadcast encryption schemes can be used in many different scenarios so
there is no one single parameter that can be used to evaluate all schemes. It
depends on the current application which scheme is the one to prefer and
which properties are the ones to compare. Here we will list some properties
which can be used to evaluate the security and/or efficiency of broadcast
encryption schemes. The list is not exhaustive and it deals almost exclusively with performance, not so much with security. The reason for this is
our assumption that the encryption algorithms are strong enough for the
purposes they are used for.
Number of broadcast transmissions per message. An important parameter is the number of broadcast transmissions, each encrypted with a
different key, that have to be made for each message. This can also be
referred to as message overhead, message expansion or even time per
message as the number of broadcasts that have to be made in order to
send one message will affect the total time to send the message. We
will use T to denote this parameter and will generally refer to it as
the number of required transmissions. In some cases this parameter
can be referred to as cover size, meaning the number of subsets of
users sharing a common key that are required in order to cover the
privileged set. This term is however not suitable for schemes that use
rekeying, stateful schemes, which will be discussed in section 3.2.
Amount of keys to store at receiver. The receivers can be small devices
with a limited possibility for storage, especially secure storage, and
thus the amount of keys that each receiver is required to store is an
important parameter in many applications.
Amount of keys to store at sender. Although the sender usually is considered to have far more storage available than the receivers, there
is of course some limit even on the amount of keys that the sender
can store.
Amount of heavy computations required of receivers. As an alternative
to storing a large amount of keys some schemes require users to store
only a little key material but instead perform many computationally
heavy operations on this material. Depending on the scenario, this
can be a good solution or not. If the receivers have very limited computational power then it is important that they are not required to
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perform many demanding operations. In general there are no such
restrictions on the sender which is assumed to be quite powerful, although of course extreme cases can occur where a scheme involves
computations that are too heavy for the sender.

Collusion resistance. The collusion resistance is a measure of the security of a scheme, how well it resists attacks from cooperating nonprivileged users. If a scheme with perfect collusion resistance is used
then even if all non-privileged users cooperate they will not be able
to decrypt the message.
Forward secrecy and backward secrecy. Forward secrecy means that a revoked user should not be able to decrypt any future messages sent
to the privileged set (unless of course that user is regranted the privilege to receive messages). Backward secrecy is the property that any
newly authorized users should not be able to decrypt messages that
were sent before they were privileged users. This is a requirement
that is appropriate in many scenarios although not always.
Discrepancy between privileged and intended sets. The most common
assumption is that the privileged set and the intended set must be
the same. This is not necessarily true and if some discrepancy is allowed, for example some users not in the intended set are allowed
to receive the message anyway, this parameter is important. The discrepancy can be measured in different ways and we suggest one way
in chapter 6.

2.3 Scope
The broadcast encryption problem is a big problem which has been studied
by many authors. The scope of this thesis is not to give a final solution to
the broadcast encryption problem, merely to present it and some proposed
solutions to it and investigate a few issues that may be relevant in some
scenarios where broadcast encryption can be used.
There are two specific problems that will be addressed in this thesis.
• Determining how many transmissions that are necessary in order to
send one message to some privileged set.
• Determining what can be gained if we allow a slight discrepancy between the intended and the privileged sets.

2.3 Scope
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In order to determine the number of transmissions required to send
one message, we will examine the structure used by the Subset Difference
scheme for broadcast encryption. The aim is to build a platform which
enables a further study of the impact of this structure on the number of
required transmissions, when using the Subset Difference scheme.
A criterion that is absolutely necessary in some applications is that the
broadcast encryption scheme be stateless. This implies that there is never
any updating of secret keys, the keys given to the users at setup are the
keys that are used throughout the lifetime of the system. This thesis focuses on stateless schemes, and especially on the Subset Difference scheme,
though in chapter 3 we briefly describe and mention some important stateful schemes for completeness.

Chapter 3

Broadcast Encryption Schemes
In this chapter we will describe some different schemes developed to solve
the broadcast encryption problem. Some schemes are developed for specific applications while others are more general. Each scheme has its merits and its drawbacks and we will begin by describing two simple schemes
that effectively illustrate the tradeoff that must be made. In sections 3.2 and
3.3 we describe more complex, and in some ways more efficient, schemes
presented in the literature. The Subset Difference scheme, described in
section 3.3.3, will be described most thoroughly as it is the main scheme
considered in the rest of this thesis and it is also the basis for many other
schemes developed for specific scenarios.

3.1 Simple Schemes
One simple way to solve the broadcast encryption problem is to distribute
one unique key to each user, a total of n keys. The message is then encrypted once with each key of the users in the privileged set and transmitted over the broadcast channel. This means that the message expansion,
the number of transmissions per message, is equal to the number of privileged users. However, each user only needs to store one key so it is very
efficient in terms of storage at users.
The other extreme is instead to distribute one key to each possible subset of users, yielding a total of 2n − 1 keys. That is, one key for each subset
except for when no users are in the privileged set when there is no need
to transmit at all. Each user then needs to store one key for each subset
he belongs to, in total 2n−1 keys per user. This scheme yields no message
expansion because whichever subset is the privileged one, there is always
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one key corresponding to that particular subset.
The above schemes might be appropriate in certain specific scenarios
with few users and where one condition is extremely important while the
other is totally irrelevant. It is, however, highly likely that these scenarios are not very common and instead different conditions are of varying
importance but none can be completely ignored.

3.2 Stateful Schemes
Some schemes for broadcast encryption are stateful while others are stateless. In this section we will discuss stateful schemes. The statefulness of
these schemes implies that each user is at each instant in some state. This
means that they must be online at all times in order to receive key updates.
If users are not online when key updates are sent, then they must request
such updates when they become online in order to remain in the correct
state.

3.2.1 Logical Key Hierarchy
The Logical Key Hierarchy (LKH) is a stateful scheme for broadcast encryption that was introduced independently by Wong et al. [WGL98], by
Wallner et al. [WHA98], and by Caronni et al. [CWSP98]. LKH is not so
much a single scheme as an idea which can be used as the basis for several different schemes by changing some parameters and using different
rekeying strategies.
The basic idea of LKH is to use a graph to organize keys and users and
establish a hierarchical structure to facilitate the transmission of new keys
when updates are necessary. The graph is called a key graph and can have
varying properties but the most common type of graph discussed in the
literature seems to be a tree with some maximum degree d, a key tree1 , and
that is the only type we will consider. It is, however, worth noting that a
key graph in general can be any directed acyclic graph [WGL98].
The nodes in a key graph are of two types, k-nodes corresponding to
keys and u-nodes corresponding to users. The u-nodes have no incoming
edges to them and in the case of a key tree the u-nodes are thus always
leaves. A directed path in the graph from a u-node u to a k-node k repre1

In definition 2.1 as in many other definitions of trees, a tree is defined to be undirected
but key trees are directed.

3.2 Stateful Schemes
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k1−5

k1−3

k4−5

k1

k2

k3

k4

k5

u1

u2

u3

u4

u5

Figure 3.1. An example of an LKH key tree. All users ui have their own key ki .
Users u1 , u2 , and u3 have the common key k1−3 and users u4 and u5 have the
common key k4−5 . All users have the common key k1−5 .

sents the fact that user u has key k. Figure 3.1 is an example of an LKH key
tree.
Using the terminology and notation established in chapter 2, all users
in the key graph are privileged users (in P) and the non-privileged users
(in R) are not in the key graph. This means that when broadcasting to P
the root key can be used as all privileged users have this key and no other
user has it.
In a key tree the users are organized in a hierarchical fashion so that all
users with a common ancestor also have a common key. Thus these related
users can form their own group and broadcast to all users in this group
using their common key. Although this can be a valuable feature in many
applications we will not discuss it here as we are restricting ourselves to the
broadcast scenario, not considering multicast in general. In the broadcast
encryption scenario all keys in the key tree, except the root, are used only
for rekeying purposes.
When a user joins the privileged set he must of course receive the appropriate keys in order to be able to decrypt future transmissions. However, LKH is also concerned with backward secrecy and therefore several
of the previously used keys need to be updated as well. Because keys are
updated every time a user joins or leaves, LKH is resilient to any number
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of attackers from the non-privileged set.
If possible, the joining user uj , with his individual key kj , is just attached to one of the existing k-nodes at the second to lowest k-node depth
in the key tree. However, if all k-nodes at that depth are full, i.e. already
have d children, a new depth in the key tree must be created. See figure 3.2
for an example. As the new user is added as a leaf to the key tree all keys
on the path from the new user to the root are affected and must be updated.
When a user leaves the privileged set, his u-node and his individual
k-node are removed from the key tree. In order to ensure that the leaving
user can not decrypt any future messages, all keys on the path between his
u-node and the root must be changed and updates sent to all remaining
users.
After some time when several joins and leaves have occurred, the key
tree can become rather imbalanced, thus affecting the efficiency of the
scheme. Moyer et al. [MRR99] and Rodeh et al. [RBD02] both suggest
methods for balancing the key tree.
As mentioned above, several different strategies for rekeying can be
used. The strategies introduced in the original paper by Wong et al.
[WGL98] are user-oriented rekeying, key-oriented rekeying, and grouporiented rekeying. These strategies differ in what keys are used to encrypt the new keys when sending the key updates to the user. Wong et al.
[WGL98] conclude that the group-oriented rekeying strategy provides the
best performance on the server side while the user-oriented rekeying strategy has the best performance on the client side. Depending on the specific
requirements, different strategies might be preferable in different scenarios
and we will not further discuss them here.
All three previously mentioned rekeying strategies are examples of individual and immediate rekeying strategies, they are applied immediately
after a user has joined or left. In many applications, performing a rekeying
each time a user joins or leaves the privileged set might not be very efficient or even desirable. In such cases, batch rekeying can be a better choice.
When using batch rekeying the key updates are performed at regular intervals and on these occasions all joins and leaves since the last rekeying
are handled. Batch rekeying implies that for some time, from the moment
when a user joins or leaves until the batch rekeying is performed, there will
be a discrepancy between the privileged set and the intended set. Methods
for batch rekeying have been presented by Li et al. [LYGL01] and by Johansson [Joh04].
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Figure 3.2. An example of a key tree before and after a user, in this case u10 , joins
the privileged set. In this example the degree is 3 so before the join, in 3.2(a), the
tree is complete (considering k-nodes only). Therefore, when u10 joins the tree
another k-node must be created. The dashed lines in 3.2(b) indicate new nodes
and edges in the key tree.

3.2.2 Other Stateful Schemes
An improvement to LKH, known as LKH+, is attributed to Radia Perlman.
Perlman noted that the key updates when a new user joins the privileged
set can be cut down significantly if a one-way function is associated with
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the system. When a new member joins the privileged set the sender broadcasts that this has happened so the old members requiring key updates
should use the one-way function with their old keys as input. The sender
also computes the new keys by using the one-way function and gives these
to the joining user.
The one-way function trees (OFT) scheme proposed by Sherman and
McGrew [SM03] is a tree-based scheme with similarities to LKH. In the
OFT scheme, new keys are derived in a bottom-up fashion as opposed to
the top-down procedure of LKH. OFT requires about half as many transmissions as LKH does in order to handle a revocation of a user. Perlmans’s
improvement to LKH can not be directly applied to OFT but a similar improvement can be made which was described by Sherman and McGrew
[SM03].
Another type of scheme is the flat type, originating from the scheme
presented by Chang et al. [CEK+ 99]. Other schemes of this type are the flat
VersaKey-schemes, centralized and distributed, presented by Waldvogel
et al. [WCS+ 99].
Duma [Dum03] investigates the tradeoff between security and efficiency in stateful schemes and presents a category-based scheme and a
cluster-based scheme where the collusion resistance can be adjusted at runtime.
Many stateful schemes that can be used for broadcast encryption primarily focus on multicast and are therefore developed for a slightly different scenario than the one we are assuming in this thesis.

3.3 Stateless Schemes
Stateless schemes do not require users to be online in order to receive key
updates as no such updates are sent. Several keys are distributed to the
users when they join the system and these keys are never updated by the
scheme. This is an advantage compared to stateful schemes and in many
scenarios a stateless scheme is the only practical solution.

3.3.1 Fiat and Naor’s Schemes
Fiat and Naor [FN93] describe a stateless scheme which they call the basic scheme. This scheme is resilient against at most k colluding attackers
from the non-privileged set. During initiation, keys are generated for all
subsets S of 1 to k users. These keys are all independently and randomly
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generated. The keys are distributed to the users so that each user receives
all keys for subsets in which he is not a member. That is, user u receives
the keys corresponding to all subsets S where u ∈
/ S. When sending to a
privileged set P the transmission is encrypted with a key that is the result
of XORing all keys corresponding to subsets only including users in the
non-privileged set.2
Fiat and Naor’s basic scheme yields no message expansion but it re
P
keys. When setting up the scheme it
quires each user to store ki=0 n−1
i
is thus possible to decide what tradeoff between collusion resistance and
number of keys that is desirable in the current application.
By giving up the requirement that all keys must be generated independently and assuming the existence of one-way functions, Fiat and Naor develop another scheme which has significantly lower requirements on key
storage. For a scheme that is resistant to only one attacker, each user u
is represented by a leaf lu in a balanced binary tree, that is a binary tree
where all leaves have either height h or h − 1. We will refer to this scheme
as Fiat and Naor’s tree-based scheme. Our motivation for presenting this
scheme in detail here, despite the bad collusion resistance, is that its basic
idea bears a strong resemblance to the Subset Difference scheme which we
will present in section 3.3.3.
A root label K is generated randomly and used as input to a pseudorandom function generating two different labels, one for each of the root
node’s children. Each of these labels is then input to the same pseudorandom function and so on until all nodes in the tree are associated with a
label. Figure 3.3 illustrates the label generation with a small example.
Each user u is given the labels that are located one step sidewise from
the path from the root to the corresponding leaf lu . In figure 3.3 the leftmost user (whose leaf is at the bottom of the figure) would for example
receive the labels fR (K), fR (fL (K)), and fR (fL (fL (K))). Each user u
can then generate labels corresponding to all leaves in the tree except the
leaf lu . The choice of encryption keys is the same as in the basic scheme,
the message is encrypted with the XOR of all labels corresponding to the
leaves representing the non-privileged users.
This scheme requires users to store only log2 n labels (keys) and there
is still no message expansion but if two users collude they can easily break
the entire scheme as they together can generate all leaf labels, and thus
decrypt every transmission.
2

Keys are assumed to be represented by bit strings of a constant length.
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fR (fR (K))

fR (K)

fR (fL (fR (K)))
fL (fR (K))

fL (fL (fR (K)))

fR (fL (K))

fR (fR (fL (K)))

K

fL (fR (fL (K)))
fL (K)
fR (fL (fL (K)))
fL (fL (K))

fL (fL (fL (K)))

Figure 3.3. An illustration of how labels are generated from a root label in a treebased scheme by Fiat and Naor. The tree does not have to be complete, only
balanced. The tree has been rotated in order to avoid too much clutter with all the
labels.

3.3.2 Complete Subtree
The Complete Subtree (CS) scheme for broadcast encryption was introduced by Naor, Naor, and Lotspiech [NNL01]. It is resilient to collusions of
all non-privileged users but this comes at the price of both greater storage
requirements and greater message expansion.
In the CS scheme the n users are each represented by a leaf in a complete binary tree.3 Keys are assigned randomly and independently to all
nodes in the tree and each user u is given the keys that are associated with
the nodes on the path from the root to the leaf lu , see figure 3.4 for an example. This ensures that all users whose corresponding leaves have a common ancestor also have a common key. In other words, the users whose
leaves are in the complete subtree rooted at node i have a common key
and they are said to belong to subset Si . Thus all users belong to several
subsets Si .
In order to find a partition of the privileged set into the fewest complete
3

If it is not the case that n = 2k for some integer k then any complete binary tree with
at least n leaves can be used. The extra leaves are then considered either as representing
privileged users or as non-privileged users, whichever is the most favorable in the particular scenario. If backward secrecy is an issue and the extra leaves will be assigned to new
users in the future then these leaves must be considered to represent non-privileged users.
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lu

Figure 3.4. In the CS scheme, user u corresponding to leaf lu is given the keys on
the path from the root to the leaf lu , the ones corresponding to the black nodes in
the figure.

subtrees Naor et al. use a Steiner tree ST (R) induced by the leaves corresponding to non-privileged users. We recall the definition of a Steiner tree
as used by Naor et al. [NNL01].
Definition 3.1 (Steiner tree). A Steiner tree induced by a set R is the minimal
subtree of the complete binary tree that connects all leaves in R and the root.
The minimal subtree that connects all leaves in R and the root is the
subtree with the smallest number of edges that connects all these nodes.
When this Steiner tree has been generated, the subsets Si needed to
cover the privileged set P can be found as follows. The subtrees rooted at
the nodes hanging just off the Steiner tree include all leaves corresponding
to privileged users and only these and therefore the keys to use are the
ones associated with these subtrees. Figure 3.5 illustrates how to find the
subsets to cover P when using the CS scheme.
All privileged sets can be covered by the subsets of the CS scheme as
the individual leaves also have unique keys associated with them. It is
also clear that these subsets are chosen so that no non-privileged users can
decrypt the message. As each user stores the keys corresponding to nodes
on a path from root to leaf the storage requirement for each user is log2 n+1
keys.

3.3.3 Subset Difference
The Subset Difference scheme (SD) was also presented by Naor et al.
[NNL01] and it has similarities both to the tree-based scheme by Fiat and
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(a)

(b)

Figure 3.5. 3.5(a) is an example of a user configuration in the CS scheme, black
leaves represent users in R and white leaves represent users in P. The black nodes
in 3.5(b) make up the Steiner tree generated from the user configuration in 3.5(a).
The white nodes in 3.5(b) are the ones hanging just off the Steiner tree. When using
the CS scheme to send to this user configuration it is thus the keys associated with
the subtrees rooted at the white nodes in 3.5(b) that are used.

Naor and to the Complete Subtree scheme. SD has a lower message expansion than CS while still retaining the collusion resistance. However, SD
requires greater key storage than CS does.
In the SD scheme, just as in the CS scheme, each user is represented
by a leaf in a complete binary tree. The main difference lies in the type of
subsets that have a common key. In the SD scheme these subsets are the
set differences between the complete subtrees used in the CS scheme,
Si,j = Si \ Sj

(3.1)

hence the name Subset Difference. See figure 3.6 for an example. We will
call these subsets SD subsets. When we illustrate SD trees in this thesis
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we will use white leaves for the privileged users and black leaves for the
non-privileged users as in figure 3.6. The SD subsets include the complete
subtrees used in the CS scheme as they, too, can be expressed as a complete
subtree minus another complete subtree.

i2
i1
j1
j2
Si1,j1

Si2,j2

Figure 3.6. The SD scheme assigns keys to subsets Si,j of privileged users. In this
example there are two such subsets of privileged users: Sii ,j1 containing the users
whose respective leaves are descendants of i1 but not of j1 and Si2 ,j2 containing
those that are descendants of i2 but not of j2 .

For a fixed number of users, n, there are of course many more SD
subsets than complete subtrees. As a consequence, each user must know

Plog2 n h
2 − h keys in the SD scheme. This is O (n) and significantly more
h=1
than the log n + 1 keys in the CS scheme. However, by a clever key generation process, the number of keys that
 actually need to be stored by the
user can be brought down to O log22 n [NNL01]. We will discuss the key
generation shortly but first we will explain how to determine which SD
subsets to use to cover a specified privileged set. Those SD subsets are said
to make up the cover for that privileged set.
Just as in the CS scheme, a Steiner tree induced by the non-privileged
leaves is used. Then, chains in the Steiner tree are considered using the
definition by Naor et al. [NNL01].
Definition 3.2 (Chain, maximal chain). A chain in a Steiner tree is a set of
nodes along a path where each node except the lowest one (the one with the largest
depth) has exactly one child. A maximal chain is a chain that is not part of a
longer chain.
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The SD subsets in the cover are found by considering maximal chains
of nodes in the Steiner tree. The maximal nonempty4 chain with top node
i and bottom node j corresponds to one subset Si,j . Thus, the cover of P
consists of as many subsets Si,j as there are maximal chains in the Steiner
tree.
As an example, figure 3.7 shows the Steiner tree corresponding to the
privileged set in figure 3.6. The privileged users represented by the leftmost white leaves in figure 3.6 can be reached by a transmission to Si1 ,j1
as these leaves are descendants of i1 but not of j1 . The privileged users
represented by the rightmost white leaves can similarly be reached by a
transmission to Si2 ,j2 . In figure 3.7 we can see that there is a maximal chain
between nodes i1 and j1 and another maximal chain between nodes i2 and
j2 , each corresponding to an SD subset.

i2
i1
j1
j2
Figure 3.7. A Steiner tree corresponding to the SD tree in figure 3.6. Nodes i1 and
i2 only have one child each and as their respective parents have two children, each
of i1 and i2 is a top node in a chain. The lowest node in i1 ’s chain is j1 and the
lowest node in i2 ’s chain is j2 . From this we can see that the cover should consist
of the subsets Sii ,j1 and Si2 ,j2 .

Key Generation
All SD subsets Si,j have a key Ki,j and the generation of these keys is essentially the same as in Fiat and Naor’s tree-based scheme but applied re4

We will only consider chains that are nonempty, i.e. consist of more than one node, and
in the following we will omit the term “nonempty”.

3.3 Stateless Schemes

23

peatedly at each subtree in the binary tree. Instead of just one random label
for the root, one random initial label is generated independently for each
internal node in the tree. The random label for node i is denoted Ei . The
initial labels Ei are used as the first input to the pseudo-random (one-way)
function f .
The function f should produce output that is three times as long as its
input5 , that is,
Ei → f (Ei ) = hfL (Ei ) , fM (Ei ) , fR (Ei )i .

(3.2)

Of these three outputs, two are used as labels for the children of node i,
the left child is labeled fL (Ei ) and the right child is labeled fR (Ei ). These
derived labels have two indices so that Ei,j denotes the pseudo-random
label of node j derived from the random label of node i (using the function f one or more times). The middle output, fM (Ei ), is used as a key
corresponding to node i. Similar to the key generation process in Fiat and
Naor’s tree-based scheme this process is continued so that for each child of
node i the new label is used as input to f and labels and keys are created
for all nodes in the subtree rooted at i. The result is that each node will
be associated with several labels as it is a part of several subtrees, except
the root node which will only have one label. Figure 3.8 shows in a small
example which nodes have what labels associated with them.
Each user u should know all keys corresponding to the SD subsets that
u is a member of.6 User u should thus be able to derive all keys Ki,j =
fM (Ei,j ) such that u is in the subtree rooted at i but not in the subtree
rooted at j. In order to achieve this, u is given all the derived labels (not the
initial ones) of all nodes located one step sidewise from the path between
the leaf lu and the root. By acquiring these labels and having knowledge of
the pseudo-random function f (which is assumed to be known) user u can
generate all keys that he needs but only needs to store
log2 n

1+

X
k=1

k−1=

log2 n + log22 n
(log2 n + 1) log2 n
+1=
+1
2
2

(3.3)

labels [NNL01]. The last label comes from the fact that in addition to the
5

We refer to Johansson [Joh04] for a proof of the necessity of the output of f being three
times as long as the input in order for the scheme to be secure.
6
It is important to note the difference between the labels that a leaf is associated with,
and the labels that a user knows. In fact, the users should not know the labels which are
associated to their leaf in the SD tree. In this aspect it is important to carefully distinguish
between users and leaves.
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E6 , E2,6 , E0,6

14

E6,14 , E2,14 , E0,14

13

E6,13 , E2,13 , E0,13

12

E5,12 , E2,12 , E0,12

E5 , E2,5 , E0,5

11

E5,11 , E2,11 , E0,11

E4 , E1,4 , E0,4

10

E4,10 , E1,10 , E0,10

9

E4,9 , E1,9 , E0,9

8

E3,8 , E1,8 , E0,8

7

E3,7 , E1,7 , E0,7

6

E2 , E0,2

2

5

E0

0

4

E1 , E0,1

1

3
E3 , E1,3 , E0,3

Figure 3.8. An illustration of how labels are generated in the SD scheme. The
labels with one index, Ei , are the initial random labels assigned to each internal node i. The labels with two indices are derived from the initial labels
such that label Ei,j is the label at node j derived from label Ei . For example,
E1,9 = fL (E1,4 ) = fL (fR (E1 )). The tree has been rotated in order to avoid too
much clutter with all the labels.

previously described keys each user must also store a key which is used
when no user is non-privileged.
Performance
The results we will present in this thesis deal mainly with the Subset Difference scheme and therefore we will now include a short discussion on
the performance of that scheme.
As stated before, the SD scheme is resilient to any number of colluding
non-privileged
users and the number of keys that each user must store is

O log22 n but we have so far not said anything about the cover size, how
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many transmissions that have to be made in order to send one message to
a specified privileged set P. As the SD scheme uses subsets of a specific
kind, the cover size depends on the user configuration, i.e. how leaves
corresponding to privileged users are placed in the tree. There are some
known upper bounds on the cover size T , described below and illustrated
in figure 3.9:
T ≤ 2r − 1. Naor et al. [NNL01] present this upper bound as a result of
how the SD scheme decides which SD subsets to use in the cover.
T ≤ n − r. As the cover consists of disjunct SD sets and covers exactly the
privileged set, the largest number of SD subsets that can make up the
cover is p = n − r.

Number of required transmissions, T.

T ≤ n/2. It is quite easily seen that the worst case, requiring the greatest
cover size, occurs when every other leaf in the tree represents a user
in P and every other leaf represents a user in R. In other words, when
the row of leaves consists of alternatingly white and black leaves.
Then only the smallest SD subsets, those consisting of a single user,
can be used and the cover size is then n/2.

1000

800

600

400

200

0
0

200
400
600
800
1000
Number of revoked users, r. 1024 users in total.

Figure 3.9. Three upper bounds on the cover size (number of required transmissions) when using the SD scheme. The solid line is the line T = n/2. The dashed
line is the line T = n − r. The dashed and dotted line is the line T = 2r − 1. In this
example we used n = 1024.

Assuming that the size of the non-privileged set is fixed at r and this
set is chosen at random with uniform distribution from all sets of r users,
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Naor et al. [NNL01] bound the expected cover size from above such that
E [T ] ≤ 1.38r. Experimentally, however, they claim a tighter bound of
1.25r.

3.3.4 Other Stateless Schemes
A modified version of the Subset Difference scheme is the Layered Subset Difference scheme (LSD) by Halevy and Shamir [HS02] which requires
n), but the cover size can be larger (and
users to store less keys, O(log1+ǫ
2
never smaller) than in the SD scheme although it is still O(r).
The Stratified Subset Difference scheme (SSD) presented by Goodrich
et al. [GST04] reduces the required storage at users to O(log n) while still
keeping the cover size at O(r), albeit with a greater constant factor than in
the original SD scheme.
There are several other improvements of the SD scheme in the literature and we mention just a few here. Asano [Asa03] is able to reduce the
required secure storage by log n at receivers when using the SD and LSD
schemes while retaining the same cover size as in the original schemes.
The cost for this improvement is a greater requirement on the users to
perform computations and the requirement on them to store some public
data. In a subsequent work Asano [Asa04] further reduces the computations that have to be performed by the users and also significantly reduces
the amount of public data that users must store, while retaining the same
amount of secret storage and number of transmissions required.
One notable contribution in this area is by Attrapadung et al. [AKI03]
who present a generic method to construct schemes for broadcast encryption and show that the SD and LSD schemes are special cases of this
method. They also develop the Flexible SD and Flexible LSD schemes
which require less secret key storage than the original schemes while retaining the same number of transmissions per message.
Other issues that have been addressed concerning stateless schemes for
broadcast encryption include self-healing [ZSJ03] and the introduction of
a limited number of free-riders, non-privileged users who are allowed to
receive the message in order to reduce for instance the required number
of broadcast transmissions [ASW00]. We will return to the latter aspect in
chapter 6.

3.4 Hybrid Schemes
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3.4 Hybrid Schemes
The appealing qualities of statelessness and the wider range of possibilities
of statefulness have led to some hybrid schemes where stateless schemes
have been given some sort of statefulness in order to improve their performance. One could argue that once any kind of state is introduced in a
stateless scheme the result is no longer stateless, however, that depends on
the definition of stateless. Chen et al. [CGZ+ 04] modify the SD scheme
resulting in a hybrid scheme which they say is multicast stateless. By this
they mean that the scheme unicasts new keys to users when they (re-)join
the privileged set but there is no multicasting of new keys.
Other schemes are called hybrid schemes because they are stateless at
first but once the number of revocations is large enough a rekeying is performed [GSW00, JG04], in some ways similar to the batch rekeying mentioned in section 3.2.1.

Chapter 4

Effects of Adjacency
The results presented in this chapter have also appeared in [ACL05].
When using the Subset Difference scheme, described in section 3.3.3, the
number of required transmissions varies depending on the distributions of
the p privileged users in the SD tree. Chen and Dondeti [CD02] noted that
the adjacency of privileged users to each other affects the performance of
the SD scheme.
In this chapter we consider how the number of runs (unbroken sequences) of privileged users and non-privileged users in the SD tree affects
the performance of the SD scheme.
Although there are similarities between our approach and that of Chen
and Dondeti [CD02] ours has the advantage that it is very simple to determine the number of runs of privileged users in an SD tree and it can
easily be the basis for a rekeying scheme, thus introducing some statefulness, where users are rearranged in fewer runs if the scattering is too high.
In addition to this, our approach is based on analytical results as opposed
to the pure simulations of Chen and Dondeti [CD02]. A drawback of our
approach is that so far we have only determined bounds for cases with
very few runs of privileged users, but we believe that it is quite possible
to continue this work and establish bounds for larger numbers of runs as
well.

4.1 Terminology and Notation
In order to investigate the effects of the number of runs of privileged users
in the SD tree on the number of broadcast transmissions needed, T , we will
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introduce some new concepts.
Definition 4.1 (User profile). Consider the n leaves of an SD tree as a sequence
U = [u1 , . . . , un ] of 0s and 1s where a 0 at position i means that the corresponding
user, ui , is in the non-privileged set and 1 means that ui is in the privileged set.
The sequence U is called a user profile.
Definition 4.2 (neighbor). The neighbors of a user u at position i in a user
profile U are the users at positions i − 1 and i + 1 in U . If i = 1 or i = n then u
has only one neighbor.
The term neighbor will also be used when discussing leaves in SD trees
and then we define the neighbors of a leaf l as the leaves right next to l in
the row of leaves. The leftmost leaf and the rightmost leaf of a tree have
only one neighbor each. We note that this is not the ordinary definition of
a neighbor in a tree context but we will only discuss this kind of neighbors.
Definition 4.3 (Transition). A transition in a user profile U is the subsequence
[01] or [10].
We will consider the number of transitions in user profiles and we will
denote the number of transitions by v.
It will frequently be convenient to discuss transitions in SD trees instead of in user profiles since user profiles and SD trees have a one-to-one
correspondence. A transition in an SD tree Y thus means that a leaf corresponding to a privileged user and a leaf corresponding to a non-privileged
user are neighbors in Y .
We mentioned in chapter 3 that during the key generation in the SD
scheme it is important to distinguish between users and their corresponding leaves, but when there is no risk for confusion we will avoid the cumbersome “leaf corresponding to a privileged user” and instead write “privileged leaf”, and similarly for non-privileged users and their corresponding leaves.
In this chapter we will often consider SD trees and their corresponding
Steiner trees. We will denote SD trees and their components by Latin letters and the corresponding Steiner trees and their components by the same
Latin letters but with a hat (ˆ). For instance, an SD tree might be called Y
and its corresponding Steiner tree is then called Ŷ .
Definition 4.4 (Border leaf). A non-privileged leaf with a privileged neighbor in
an SD tree Y is a border leaf b. As b is non-privileged it has a corresponding leaf
in the Steiner tree Ŷ and the corresponding leaf, b̂, is also called a border leaf.

4.2 A General Upper Bound
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4.2 A General Upper Bound
We will give a general upper bound for T , the number of required transmissions, given the number of transitions and the height of the SD tree
which is h = log2 n. We recall that T is equal to the number of maximal
chains in the Steiner tree induced by the leaves of the SD tree representing non-privileged users as explained in section 3.3.3. Before we give the
upper bound we present and prove a lemma which will be a useful tool.
Lemma 4.1. Every maximal chain in a Steiner tree Ŷ is a subpath to the path
between the root of Ŷ and a border leaf of Ŷ .
Proof. Consider any maximal chain K̂ in Ŷ , its lowest node n̂1 and its
second lowest node n̂2 . n2 (which is in Y ) has both privileged and nonprivileged leaves among its descendants. Thus there must be at least one
border leaf b (which by definition is non-privileged) among the descendants of n2 . As b is non-privileged it has a corresponding node b̂ in the
Steiner tree and b̂ is a descendant of n̂2 . All descendants of n̂2 are descendants of n̂1 , because n̂1 is the only child of n̂2 . Thus there must exist a
border leaf that is a descendant of n̂1 . Thus K̂ is a subpath to the path from
the root of Ŷ to the border leaf b̂.
Theorem 4.2. Let the height of an SD tree Y be h and the number of transitions
be v. If not all users are privileged it holds that
 
h
T ≤v
, where ⌈x⌉ denotes the smallest integer ≥ x.
2

(4.1)

Proof. Consider an SD tree Y of height h and with v transitions, and its
corresponding Steiner tree Ŷ . Let B be the set of border leaves in Y . Note
that |B| = v.
 
A path between the root and a leaf in Ŷ can contain at most h2 maximal chains as different maximal chains cannot have common nodes and
each maximal chain has at least two nodes.
 
This together with lemma 4.1 gives that there are at most v h2 maximal
chains in Ŷ . Each of these maximal chains correspond to one required
transmission and thus
 
h
.
(4.2)
T ≤v
2
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The bound in theorem 4.2 is not applicable to the case when all users
are privileged as in that case there are no chains in the Steiner tree Ŷ but
one transmission must still be made.
As we will see, the bound in theorem 4.2 is tight for v = 1 and for v = 2
if h is even. However, it cannot be tight for larger v as no more than two
paths between root and leaf can have a maximal chain starting at exactly
every other depth
  which is necessary if the total number of maximal chains
on the path is h2 .

4.3 Specific Cases of Few Transitions
In the following sections we will consider scenarios with a specific number
of transitions and calculate tight bounds for T in these specific cases. We
will use the notation Tmax for the worst T , that is the maximum number of
required transmissions for the specific case we are considering.
The trivial case of no transitions in the SD tree occurs when either the
privileged set is empty or the non-privileged set is empty. If the privileged
set is empty then we do not need to send anything, T = 0, and when the
non-privileged set is empty we only need to broadcast one transmission,
T = 1.

4.3.1 One Transition
One transition means that the privileged set is gathered in one part of the
SD tree, either to the left or to the right.
We index the leaves in the SD tree Y using binary numbers from
000 . . . 0 to 011 . . . 1, each index consisting of h + 1 bits1 . We assign the
indices from left to right such that the last h bits of the index represent the
path from the root to the indexed leaf, where each left edge is represented
with a 0 and each right edge with a 1. See figure 4.1 for an example. All
subpaths of the paths between the root and a leaf in the SD tree Y can be
described as subsequences of the indices. We will use this binary sequence
notation to refer to such paths. Those paths that have corresponding paths
in the Steiner tree Ŷ can also be referred to by the binary sequence notation.
Theorem 4.3. If the privileged set is gathered in the left part of the SD tree Y , the
number of transmissions needed, T , is equal to the number of [01] subsequences in
the index of the border leaf of Y .
1

The reason for the “extra” bit, the leading 0, will be explained shortly, in the proof of
theorem 4.3.

4.3 Specific Cases of Few Transitions
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0111

0101

0110

0111

Figure 4.1. An example of an SD tree with one transition, privileged set to the left,
and the corresponding Steiner tree. Each leaf is associated with an index.

Proof. Consider an SD tree Y of height h with one transition and the privileged set gathered in the left part of Y , and its corresponding Steiner tree
Ŷ . In this case there is only one border leaf in Ŷ and we call it b̂. In Y , all
leaves to the left of b are privileged, and b and all leaves to the right of b are
non-privileged.
We want to prove that the number of subsequences [01] in the index of b
is equal to the number of maximal chains in Ŷ . We will define a one-to-one
mapping between maximal chains in Ŷ and subsequences [01]. In order to
do this we need to show the following:
1. To every maximal chain in Ŷ we can map a corresponding subsequence [01] in the index of b.
2. To every subsequence [01] in the index of b we can map a corresponding maximal chain in Ŷ .
First we note that by lemma 4.1 all maximal chains in Ŷ are on the path q̂
from the root to b̂. We also note that there are no nodes in Ŷ to the left of q̂
and Ŷ is complete to the right of q̂.
1. Consider any maximal chain K̂ in Ŷ , its top node n̂1 and its second
highest node n̂2 .
n̂1 is on the path q̂ so it does not have any sibling to the left. n̂1 is either a left or a right child. Assume that n̂1 is a right child. As n̂1 does
not have a sibling to the left it is thus an only child and therefore, by
the definition of a maximal chain, cannot be the top node in a maximal chain. This contradicts the assumption that n̂1 is the top node in
K̂. Thus, n̂1 is a left child (in this case the root is also considered a
left child).
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Now we want to show that n̂2 is a right child. From the definition
of a chain we know that n̂2 does not have a sibling. If n̂2 was a left
child without a sibling then Ŷ would not be complete to the right of
q̂ which it is.
Thus n̂1 is a left child and n̂2 is a right child and the subpath from the
parent of n̂1 to n̂2 contributes a subsequence [01] to the index of b̂.
2. Consider the index of b and select an arbitrary subsequence [01].
There is at least one such subsequence as there is one transition and
the privileged set is to the left in the SD tree.
This subsequence corresponds to two edges in Ŷ . Let n̂1 be the lower
one of the nodes that the edge corresponding to 0 connects to. Let
n̂2 be the lower one of the nodes that the edge corresponding to 1
connects to. Then n̂1 is the parent of n̂2 , n̂1 is a left child and n̂2 is a
right child because of the way the indices are assigned.
n̂1 and n̂2 are on the path q̂ so there are no nodes to the left of n̂1 and
n̂2 , and Ŷ is complete to the right of n̂1 . We can thus conclude that n̂1
has only one child and is thus part of a maximal chain. We can also
conclude that either n̂1 is the root or n̂1 has a sibling, in either case
the parent of n̂1 is not part of the same chain as n̂1 and n̂1 is thus the
top node in a chain. Thus every subsequence [01] in the index of b̂
corresponds to the top of a maximal chain and thereby to exactly one
maximal chain.

From 1 and 2 together we conclude that we have defined a one-to-one correspondence between maximal chains in Ŷ and subsequences [01] in the
index of b As each of the maximal chains in Ŷ correspond to one required
transmission we conclude that T is equal to the number of subsequences
[01] in the index of the border leaf b.
Using theorem 4.3 we can calculate the maximum number of broadcast
transmissions required. The maximum will be reached when the index of
the border leaf has as many [01] subsequences as possible.
The index with
 
the most [01] subsequences is 010101. . . which has h2 such subsequences.
The height of the SD tree is h = log2 n so we can achieve equality in theorem 4.2 and thus
  

h
log2 n
Tmax =
=
.
(4.3)
2
2
The other possibility is that the privileged set is gathered in the right
part of the SD tree. In that case we assign the indices from right to left

4.3 Specific Cases of Few Transitions
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instead so that a 0 denotes a right edge and a 1 denotes a left edge. The
proof then follows along the same lines as the proof of theorem
  4.3. The
maximum number of transmissions is also the same, Tmax = h2 .

4.3.2 Two Transitions

With two transitions we can either have an unsplit privileged set with some
non-privileged users on either side in the SD tree or we can have an unsplit
non-privileged set with some privileged users on either side. We consider
first the case where the privileged set is unsplit and the non-privileged set
is split in two parts. In that case the Steiner tree is a complete binary tree
with a part in the middle cut out. Figure 4.2 gives an example of such a
tree.
ŵ
ŵl

ŵr

lˆ

r̂

Figure 4.2. An example of an SD tree with two transitions, privileged set unsplit,
and the corresponding Steiner tree. In the proof of theorem 4.4 we use the notations ˆl, r̂, ŵ, ŵl , and ŵr as illustrated in this figure.

Theorem 4.4. The maximum number of required transmissions in the case of two
transitions and an unsplit privileged set in an SD tree Y of height h is

 (
h−1
h − 1 if h is odd
Tmax = 2
=
(4.4)
2
h
if h is even.
Proof. Consider an SD tree Y of height h with two transitions and the privileged set unsplit, and its corresponding Steiner tree Ŷ . In this case there
are two border leaves in Ŷ and we call the left one ˆl and the right one r̂.
All leaves in Y to the left of and including l and all leaves to the right of
and including r are non-privileged and all leaves between l and r are privileged.
We denote the path between the root and ˆl by q̂l and the path between
the root and r̂ by q̂r . We note that Ŷ is complete to the left of q̂l and to the
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right of q̂r . We also note that by lemma 4.1 all maximal chains in Ŷ are on
at least one of the paths q̂l and q̂r .
There is a node ŵ in Ŷ that is the closest common ancestor to ˆl and r̂. We
want to show that all maximal chains in Ŷ are in the subtrees of ŵ so that
the subtrees of w can be considered two independent cases of smaller SD
trees with one transition each. When this is done we can apply theorem 4.3
to the two smaller SD trees.
ŵ and the path between the root and ŵ are on both q̂l and q̂r . Thus Ŷ
is complete on the depth of ŵ and above. Therefore there are no chains
above or including ŵ so all chains in Ŷ are below ŵ. Thus every chain in Ŷ
is either on q̂l or on q̂r , but not on both.
ŵ has two children, we call the left child ŵl and the right child ŵr . We
can consider ŵl and ŵr the respective roots of two Steiner trees, Ŷl and Ŷr
respectively.
Ŷl is complete to the left of q̂l so the number of maximal chains in Ŷl is
given by the extension of theorem 4.3 to the case of one transition and the
privileged set to the right. Ŷr is complete to the right of q̂r so the number
of maximal chains in Ŷr is given by theorem 4.3. Ŷl and Ŷr each
 have at
maximal
most height h − 1 so by theorem 4.3 they each have at most h−1
2
 h−1 
chains. Thus in total there are at most 2 2 maximal chains in Ŷ and
each
chain corresponds to one transmission so Y requires at most

 h−1maximal
2 2 transmissions.
This bound is achievable because both Ŷl and Ŷr can have height h−1. ŵ
is then the
 and both Ŷl and Ŷr have the maximum number of maximal
 root
each.
chains, h−1
2
We note here that for two transitions, v = 2, and an unsplit privileged
set we can achieve equality in theorem 4.2 if and only if h is even because

 

h
h−1
=2
for even h.
(4.5)
2
2
2

Next we consider the case where the non-privileged set is unsplit and
the privileged set is split in two parts. The Steiner tree is then a complete
binary tree with one part on each side cut out. Figure 4.3 gives an example
of such a tree.
Theorem 4.5. The maximum number of required transmissions in the case of two
transitions and a split privileged set in an SD tree Y of height h is
Tmax = h.

(4.6)

4.3 Specific Cases of Few Transitions
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lˆ

r̂

Figure 4.3. An example of an SD tree with two transitions, privileged set split, and
the corresponding Steiner tree. In the proof of theorem 4.5 we use the notations ˆl
and r̂ as illustrated in this figure.

Proof. Consider an SD tree Y of height h with two transitions and the privileged set split, and its corresponding Steiner tree Ŷ . In this case there are
at most two border leaves in Ŷ . We call the left one ˆl and the right one r̂
and note that they may be the same leaf. In Y , all leaves to the left of l and
all leaves to the right of r are privileged, and l, r, and all leaves between
them are non-privileged.
We first show that h is an upper bound on the number of transmissions
and then we give some examples of cases where this bound is actually
achieved.
We denote the path between the root and ˆl by q̂l and the path between
the root and r̂ by q̂r (if ˆl and r̂ are the same leaf we note that q̂l and q̂r are
the same). We note that by lemma 4.1 all maximal chains in Ŷ are on one
or both of the paths q̂l and q̂r yielding two cases:
1. All maximal chains are on either q̂l or q̂r but not on both.
2. There is at least one maximal chain that is on both q̂l and q̂r . (If ˆl and
r̂ are the same node then all maximal chains are on both q̂l and q̂r .)
We consider the two cases one at a time:
1. From theorem 4.2 we know that the number of transmissions
 h  and
thus the number of maximal chains in this case is at most 2 2 . There
are two cases:
 
(a) h is even. Then it holds that 2 h2 = h.
 
(b) h is odd. Then it holds that 2 h2 = h + 1. Maximal chains
cannot have common nodes and each maximal
chain contains
 
at least two nodes. Thus, if there are 2 h2 maximal chains in

38

Chapter 4. Effects of Adjacency
Ŷ there must be one maximal chain K̂ which has the root as its
top node. Then the root of Ŷ will have only one child n̂, both
the root and n̂ are on both q̂l and q̂r . Thus K̂ is on both q̂l and
q̂r which
the assumption. Therefore there can be at

 h contradicts
most 2 2 − 1 = h maximal chains in Ŷ .

Thus, in this case there are at most h maximal chains in Ŷ .

2. Let K̂ be the uppermost maximal chain that is on both q̂l and q̂r . A
path between the root and a leaf
 in Ŷ contains h + 1 nodes. Each such
h
path can contain at most 2 maximal chains as different maximal
chains cannot have common nodes and each maximal chain has at
least two nodes.
Let q̂l′ be the subpath of q̂l that is below K̂ and let q̂r′ be the subpath
of q̂r that is below K̂. Each of q̂l′ and q̂r′ contains at most h − 1 nodes
as K̂ has at least two nodes. Thus q̂l′ and q̂r′ together can have at most


2 h−2
maximal chains. Including K̂ there can thus be at most
2
(


h−2
h
if h is odd
+1=
(4.7)
2
2
h − 1 if h is even
maximal chains in Ŷ .
As each maximal chain in Ŷ corresponds to one required transmission,
we conclude that when the non-privileged set is unsplit and the privileged
set is split in two parts, the number of required transmissions is bounded
by
T ≤ h.

(4.8)

The bound h is achieved in some cases, for example when the border
leaves in Y are the ones indexed 001010 . . . 101 and 010101 . . . 010 (even h)
or 01010 . . . 101 and 01101 . . . 010 (odd h). Therefore we conclude that
Tmax = h.

(4.9)

We note that for two transitions, v = 2, and a split privileged set we can
achieve equality in theorem 4.2 if and only if h is even. Thus by combining
theorems 4.4 and 4.5 we conclude that for v = 2 the bound in theorem 4.2
is tight if and only if h is even.

4.3 Specific Cases of Few Transitions
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4.3.3 Three Transitions
With three transitions we can either have some privileged users to the left,
then some non-privileged users, some privileged users, and finally some
non-privileged users to the right. Or we can have the opposite situation
starting with some non-privileged users to the left. However, the worst
case number of required transmissions is the same for both these cases.
Figure 4.4 gives an example of an SD tree with three transitions and the
corresponding Steiner tree.

Figure 4.4. An example of an SD tree with three transitions and the corresponding
Steiner tree.

Theorem 4.6. The maximum number of required transmissions in the case of
three transitions in an SD tree Y of height h is

 ( 3h−3
3h − 3
if h is odd
2
(4.10)
Tmax =
=
3h−2
2
if h is even.
2

Proof. Consider an SD tree Y of height h with three transitions and its corresponding Steiner tree Ŷ . In this case there are at most three border leaves
in Ŷ and we call them b̂1 , b̂2 , and b̂3 respectively. We note that it is possible
that two of the border leaves are the same leaf but that does not need to be
considered as a separate case.
We denote the path between the root and b̂1 by q̂1 , the path between the
root and b̂2 by q̂2 , and the path between the root and b̂3 by q̂3 . We note that
by lemma 4.1 all maximal chains in Ŷ are on one, two, or three of the paths
q̂1 , q̂2 , and q̂3 .
There are two cases, either h is even or h is odd.
1. h is even. Let Yt be the tree that consists of the three uppermost
depths of Y and denote by Yb the trees that constitute the h − 2 lowest
depths of Y . Note that the nodes on depth 2 are in both Yt and Yb .
The height of the trees that constitute Yb is h − 2 which is even.
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Yt has height 2 so there is room for at most 2 maximal chains in Ŷt .
In Ŷb there are three paths that can contain chains. If all the paths are
disjunct then there can be at most 3 h−2
2 maximal chains in Ŷb and if
the paths are not all disjunct then there cannot be more than that.
Without loss of generality, we assume that all maximal chains are of
minimal length, containing two nodes and one edge. Thus there are
no maximal chains in Ŷ which are not entirely in Ŷt nor entirely in Ŷb .
Thus, the total number of maximal chains in Ŷ is
h−2
3h − 6 + 4
3h − 2
3
+2=
=
2
2
2
when h is even.

(4.11)

2. h is odd. Let Yt be the tree that consists of the four uppermost depths
of Y and denote by Yb the graphs that constitute the h − 3 lowest
depths of Y . Note that the nodes on depth 3 are in both Yt and Yb .
The height of the trees that constitute Yb is h − 3 which is even. (If
h = 1 then there cannot be three transitions in Y so h ≥ 3.)
Yt has height 3. Thus, there is room for at most 3 maximal chains in Ŷt
as there are at most three paths in Ŷ that can contain chains, namely
q̂1 , q̂2 , and q̂3 .
In Ŷb there are three paths that can contain chains. If all the paths are
disjunct then there can be at most 3 h−3
2 maximal chains in Ŷb and if
the paths are not all disjunct then there cannot be more than that.
Without loss of generality, we assume that all maximal chains are of
minimal length, containing two nodes and one edge. Thus there are
no maximal chains in Ŷ which are not entirely in Ŷt nor entirely in Ŷb .
Thus, the total number of maximal chains in Ŷ is
h−3
3h − 9 + 6
3h − 3
3
+3=
=
2
2
2
when h is odd.

(4.12)

These bounds are
achieved in some cases as we can construct

 actually
maximal
chains. For instance, for odd h we can
Steiner trees with 3h−3
2
have three maximal chains with their top nodes at depth 2 and then alternatingly no chains and three maximal chains with top nodes at every other
depth, as in figure 4.5. For even h, we can for instance have two maximal
chains with their top nodes at depth 1 and then alternatingly no chains and
three chains with top nodes at every other depth, as in figure 4.6.

4.4 A General Lower Bound

41

Figure 4.5. Odd h: A Steiner tree for the case of three transitions which achieves
the upper bound. For odd h and three transitions we can have three maximal
chains with top nodes at depth 2 and then three chains with top nodes at every
other depth and thus achieve the upper bound of Tmax = 3h−3
2 .

Figure 4.6. Even h: A Steiner tree for the case of three transitions which achieves
the upper bound. For even h and three transitions we can have two maximal
chains with their top nodes at depth 1 and then three chains with top nodes at
every other depth and thus achieve the upper bound of Tmax = 3h−2
2 .

4.4

A General Lower Bound

We now present a lower bound for the number of required transmissions
given the number of transitions in the user profile.
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Theorem 4.7. The number of transmissions, T , is bounded by:
T ≥

v
4

(4.13)

where v is the number of transitions in the user profile.
Proof. An SD subset consists of a complete subtree with a complete subtree
cut out so it has either the shape of figure 4.7(a) (with the cutout piece either
to the left or to the right) or of figure 4.7(b), that is, the part that is cut out
is either on the side or in the middle of the larger subtree.

a

b

a

b

(a)

c

d
(b)

Figure 4.7. An SD subset has either the shape of 4.7(a) or of 4.7(b).

If an SD subset has the shape of figure 4.7(a) then there will be at most
two transitions in the user profile associated with this subset, the ones
marked with a and b in figure 4.7(a). If an SD subset has the shape of figure 4.7(b) then there will be at most four transitions in the user profile associated with this subset, the ones marked with a, b, c, and d in figure 4.7(b).
We note that neither a nor d has to be a transition. The SD subset could be
at the end(s) of the tree or there could be another SD subset neighboring
this one.
The most number of transitions will occur when all SD subsets in the
cover have he shape of figure 4.7(b) and all four possible transitions of
every subset really are transitions, thus v ≤ 4T .

4.5 Results and Conclusions
We have determined a general upper bound on the number of required
transmissions when using the Subset Difference scheme. The bound, T ≤

4.5 Results and Conclusions
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v h2 , depends on the number of transitions, v. However, this bound cannot be tight for v > 2. We also recall that the bound is not valid for the
case when all users are privileged, as in that case we still need to make one
single broadcast transmission.
For user profiles with up to three transitions, that is up to two runs
of privileged users and two runs of non-privileged users, we have determined the maximum number of required transmissions. The results are
summarized in table 4.1 where h = log2 n is the height of the SD tree.
For even numbers of transitions there can be two different situations,
either the non-privileged set is more scattered than the privileged set or
vice versa. We have derived the maximum number of required transmissions for both of these cases, thus taking another parameter into account as
well as the number of transitions in the user profile.
Transitions

Tmax

0

0 or 1
h

1

2

3

 h−1 

v>3

<v

2

2

or h
2
 3h−3 
2

h
2

Table 4.1. A summary of the upper bounds presented in this chapter.

The bounds that we have presented can be compared to the general situation where privileged users are scattered to some extent. How scattered
the users are depends on what strategy is used when placing them in the
SD tree. If we make the simplifying assumption that users are placed in
the tree with no regards to their likelihood of being privileged users, then
we can make a comparison. In the worst case the user profile will consist
of alternatingly one privileged user and one non-privileged user. This will
require n2 = 2h−1 transmissions which for large h is substantially greater
than what we have shown is needed for a small number of transitions. This
shows that it is very advantageous to gather the privileged users into a few
continuous sequences at least in some cases.
We have also presented a general lower bound on the number of transmissions given the number of transitions in the user profile. If we combine
this with the general upper bound presented above we can bound T as
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v
h
≤T ≤v
.
4
2

(4.14)

As stated above, the upper bound is not valid in the case where all users
are privileged when one broadcast transmission must be made although
there are no transitions in the user profile.

Chapter 5

Structural Properties
Some results presented in this chapter have also appeared in [ACLI05].
The trees used to arrange the users in the Subset Difference (SD) scheme
are highly structured and this structure is closely connected with the number of required transmissions when using that scheme. In this chapter we
will take the structure of the SD trees as a starting point and from there explore the implications this structure has on the number of required transmissions. Our aim is to use the structure as a tool to further analyze the
relationship between the user profile and the number of required transmissions. We first consider trees in general while in section 5.4 we turn
to the specifics of the SD scheme and apply the theory developed in sections 5.1–5.3.

5.1 Equivalent Trees
The terminology on trees used in this chapter will be the one defined in
section 2.1.1. In addition to the definitions of that section we will need one
more definition:
Definition 5.1 (Leaf-labeled tree). A leaf-labeled tree is a tree whose leaves
have labels so that leaves with different labels can be distinguished from each other.
The labels of a leaf-labeled tree can be of many different types, for instance all leaves can have unique labels or the leaves can be labeled using
only two different labels.
In this chapter we will only discuss complete, binary, leaf-labeled trees
and we will refer to such trees simply as trees. However, great care will be
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H

B
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F

D

A

C
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1
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8

(a)

1

2

3

5
4
(b)

6

7

8

Figure 5.1. Two examples of trees with unique leaf labels. Tree 5.1(a) can be represented in vector form as (H, B, E, F, D, A, C, G) and tree 5.1(b) can be represented
in vector form as (1, 0, 0, 0, 1, 1, 0, 0). The numbers below the leaves indicate their
position in the tree, not their labels. For instance, in 5.1(b), leaves 1, 5, and 6 have
the same label.

taken to specify what kind of labels we allow in each case.
It will often be convenient to refer to a tree using only the labels of its
leaves and then we will represent a tree of height h with a vector v of size
2h containing the leaf labels from left to right in the tree, see figure 5.1 for
two examples. When we consider trees with only two different labels we
illustrate such trees using black and white for the two labels. In the vector
representation of such trees we represent black leaves with 0s and white
leaves with 1s, as in figure 5.1(b).
Permutations can be applied to vectors and permute the elements of
the vectors. We will consider some permutations which we call allowed
permutations and which will be defined on vectors representing trees. The
following definitions concern trees with any kind of labels.
Definition 5.2 (Allowed permutation). An allowed permutation on a vector
v representing a tree T is a permutation that maps v to a vector v ′ , where v ′ is a
representation of a tree T ′ which is T with interchanges of siblings at one or more
of its nodes. By an interchange of siblings at a node n we mean that the left subtree
of node n becomes the right subtree of n and vice versa.
For simplicity we will sometimes say that an allowed permutation is
applied to a tree and by this we mean that the allowed permutation is applied to a vector representing the tree.
Definition 5.3 (Equivalent trees). Two trees are said to be equivalent if it is
possible to map one tree to the other by an allowed permutation.

5.1 Equivalent Trees
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(c)
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(d)

Figure 5.2. Four equivalent trees. These trees can all be mapped to each other
using only allowed permutations.

We provide the following example to illustrate the concepts of equivalent trees and allowed permutations.
Example 5.1. Figure 5.2 gives an example of some equivalent trees with
two labels, black and white. As described above, the numbers below
the leaves are not labels, they are used here in order to describe the allowed permutations. Tree 5.2(a) can for instance be mapped to tree 5.2(b)
by the allowed permutation (5 6), interchanging the left and right subtrees of the node at position a. Tree 5.2(c) can be mapped to tree 5.2(d)
by the allowed permutation (5 6) (1 3)(2 4) (5 7)(6 8) (1 5)(2 6)(3 7)(4 8)
= (1 7)(2 8)(3 5 4 6).1 This means interchanging the left and right subtrees
of the nodes at positions a, b, c, and d, in that order.
In total, there are 16 trees with black and white labels equivalent to the
1

We use cycle notation for permutations and apply the permutations in order from left
to right.
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ones in figure 5.2 (including those shown in the figure). This can be seen
by considering the black leaves and how they can be placed:
We first note that there should be two black leaves in one half of the tree
and one black leaf in the other half of the tree. All three black leaves can
never be in the same half of the tree because the only allowed permutation
that makes the leaves move from the left to the right half of the tree (and
vice versa) is the one equivalent to interchanging the subtrees of the root
node. This interchange however, will not mix the leaves from the left and
right subtrees and thus if we start with a tree with two black leaves in one
half of the tree and one in the other half then this will be true for all trees
equivalent to the first one.
We then note that the two black leaves that are in the same half of the
tree have the same parent and no allowed permutation can break up this
relationship because an interchange of siblings at the parent node will only
change the order of the two siblings and an interchange of siblings at any
other node will keep the pair together. Thus this pair can be placed at
exactly four different locations in the tree as there are four such pairs of
sibling leaves.
Once we have decided on a location for the black sibling pair the third
black leaf can be placed anywhere in the other half of the tree because interchanges of siblings at its parent and/or grandparent can move it to any
other place in that half of the tree. For each placement of the black sibling
pair, the third black leaf can be placed in four different places so in total we
have 4 × 4 = 16 equivalent trees.

5.2 Equivalence Classes
The equivalence described above (definition 5.3) is clearly an equivalence
relation as it has the necessary and required properties:
Reflexivity: All trees X are equivalent to themselves as X can be mapped
to X using the identity permutation which is an allowed permutation.
Symmetry: If a tree X can be mapped to a tree Y using an allowed permutation Π then Y can be mapped to X using Π−1 . Π−1 is an allowed
permutation as it consists of the same interchanges of siblings as Π
does but in reverse order.
Transitivity: If a tree X can be mapped to a tree Y and Y can be mapped
to a tree Z using allowed permutations Π1 and Π2 respectively, then
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X can be mapped to Z using the permutation Π = Π1 Π2 . Π is an
allowed permutation as it is a composition of allowed permutations.
Based on this equivalence relation all trees (with any specified kind of
labeling) of a certain height h can be partitioned into equivalence classes.
The partitioning of trees into equivalence classes gives rise to several
questions. How many equivalence classes are there for trees of height h?
How many different trees are in each of these classes? How can we describe them?
We will return to these questions shortly but first we will give an example that shows what the equivalence classes look like for the case h = 3
and with black and white labels.
Example 5.2. We examine the case where h = 3, that is n = 23 = 8 leaves,
and in this example only two different labels are used, black and white.
The leaves are numbered 1–8 from left to right.
Figure 5.3 shows one representative from each of the 21 equivalence
classes for tree height 3. We name the classes by binary vectors as shown
under each representative in figure 5.3. The name is simply the vector representation for one representative of the class, namely the one shown in
figure 5.3.
Table 5.1 shows how many trees there are in each of the equivalence
classes and how one representative of each class can be characterized by
the indices of the black leaves. Summing the number of members for each
class yields a total of 256 = 28 as it should be, the total number of complete
binary trees with 8 black or white leaves.
Now we return to the questions previously asked. First we consider
the question of how many equivalence classes there are for trees of height
h. It turns out that this can be calculated using a recursive expression. The
number of equivalence classes ah for tree height h when black and white
labels are used, is given by the following recursive expression:
(
a
(a
+1)
ah = h−1 2h−1
for h ≥ 1
(5.1)
a0 = 2
The base case, a0 = 2, can be easily verified. A tree of height 0 has
only one node, which thus is both the root and a leaf. This node can be
either black or white, yielding two equivalence classes, each with only one
member.
A tree of height h can be split into one left and one right subtree, each
of height h − 1. Each of these can be in any one of ah−1 classes and there
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(a) 00000000

(b) 00000001

(c) 00000011

(d) 00000101

(e) 00010001

(f) 00000111

(g) 00010011

(h) 00010101

(i) 00001111

(j) 00110011

(k) 01010101

(l) 00110101

(m) 00010111

(n) 00011111

(o) 00110111

(p) 01010111

(q) 00111111

(r) 01011111

(s) 01110111

(t) 01111111

(u) 11111111

Figure 5.3. Representatives of all equivalence classes of tree height 3.
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Number of

One representative,

members

indices of black leaves

00000000

1

(1, 2, 3, 4, 5, 6, 7, 8)

00000001

8

(1, 2, 3, 4, 5, 6, 7)

00000011

4

(1, 2, 3, 4, 5, 6)

00000101

8

(1, 2, 3, 4, 5, 7)

00010001

16

(1, 2, 3, 5, 6, 7)

00000111

8

(1, 2, 3, 4, 5)

00010011

16

(1, 2, 3, 5, 6)

00010101

32

(1, 2, 3, 5, 7)

00001111

2

(1, 2, 3, 4)

00110011

4

(1, 2, 5, 6)

01010101

16

(1, 3, 5, 7)

00110101

16

(1, 2, 5, 7)

00010111

32

(1, 2, 3, 5)

00011111

8

(1, 2, 3)

00110111

16

(1, 2, 5)

01010111

32

(1, 3, 5)

00111111

4

(1, 2)

01011111

8

(1, 3)

01110111

16

(1, 5)

01111111

8

(1)

11111111

1

()

Table 5.1. The number of members in each equivalence class for tree height 3
(black and white labels) and a representative for each class described by the indices of the black leaves. Classes with the same number of black leaves are
grouped together.
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Class

Number of

One representative,

members

indices of black leaves

0000

1

(1, 2, 3, 4)

0001

4

(1, 2, 3)

0011

2

(1, 2)

0101

4

(1, 3)

0111

4

(1)

1111

1

()

Table 5.2. The number of members in each equivalence class for tree height 2
(black and white labels) and a representative for each class described by the indices of the black leaves.

are thus a2h−1 combinations of them. However, if the left subtree is in class
X and the right subtree is in class Y , then that combination is equivalent
to trees where the left subtree is in class Y and the right subtree is in class
X and therefore we need to divide by 2. By doing this we exclude half the
classes where the left and right subtree are in the same class so we must
a
add h−1
2 back in, resulting in equation (5.1).
Note that the recursive part of equation (5.1) is valid for all labeling
schemes. The base case however, will vary depending on what labels are
used. In the case of unique labels for all leaves the base case is a1 = 2
because for height h = 1 there are two leaves which can either be interchanged or not. The recursion is then the same as in equation (5.1) but for
h ≥ 2.
By combining two classes of trees of height h − 1 we can find representatives of all classes of height h. We will give an example showing how
the classes of trees of height 3 can be found based on the classes of trees of
height 2, again we use black and white labels for the leaves.
Example 5.3. We index the leaves in a tree of height 2 from 1 to 4. The
number of equivalence classes for a tree of height 2 and a representative of
each class is shown in table 5.2.
In table 5.3 we show all combinations of the classes for trees of height
2 and the resulting classes for trees of height 3. Note that only classes not
equivalent to each other are in the table, thus it is only half filled.
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0000

0001

0011

0101

0111

1111

00000000

00000001

00000011

00000101

00000111

00001111

00010001

00010011

00010101

00010111

00011111

00110011

00110101

00110111

00111111

01010101

01010111

01011111

01110111

01111111

0001
0011
0101
0001
1111

11111111

Table 5.3. The combinations of equivalence classes for trees of height 2 resulting
in classes for trees of height 3.

Equation (5.1) can be verified by considering table 5.3. The number of
entries in the table for height h, ah , is given by the recursive expression

ah =

a2h−1
ah−1 (ah−1 + 1)
+ ah−1 =
for h ≥ 1.
2
2

(5.2)

The base case is a0 = 2 because for height 0 the only classes are those
named 0 and 1.

5.2.1 Complement Classes
This section is only concerned with trees with two labels, black and white.
A complement of an equivalence class X is a class Y where the black leaves
of a tree x in class X are white leaves in a tree y in Y and the white leaves of
x are black leaves in y. If we instead refer to the class representation used
in table 5.1 then the complement Y of a class X can be represented by the
complement of the binary vector representing X.
When considering the equivalence classes in figure 5.3 or table 5.1 we
note that some classes are complements of each other and some are complements of themselves. The representative of class Y that results from
replacing black leaves with white ones or using the complementary binary
vector of length 2h will not yield the representative shown in figure 5.3 and
table 5.1 but it is nevertheless a representative of the complement class. To
get the representative in table 5.1 we can simply read the complementary
binary vector from right to left instead of from left to right.
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5.3 Permutation Groups
We recall the symmetric group, Sn , consisting of all permutations of n elements with the group operation being the composition of two permutations. The permutations in Sn can act on vectors of length n permuting
their elements.
As stated in section 5.1, the allowed permutations are the ones which
consist of only interchanges within one or more pairs of sibling subtrees
so that the left subtree becomes the right subtree and vice versa. The allowed permutations acting on vectors of length n form a closed structure
under composition and form a subgroup to Sn . We will denote the group
of allowed permutations in a tree of height h by Gh . The vectors can for
instance have elements that are all different (1, 2, . . . , n) which corresponds
to a labeling with a unique label for each leaf, or they can be binary, corresponding to black and white labels.
A group H is said to be generated by certain elements h1 , . . . , hk ∈ H if
combining these elements in all possible ways using the group operation
yields all elements in the group. This is often denoted H = hh1 , . . . , hk i.
The group Gh can be generated by the permutations corresponding to
simple interchanges of siblings at the leftmost sibling pair on each level of
the tree. Thus, the group of allowed permutations for tree height h can
be expressed as Gh = hg0 , g1 , . . . , gh−1 i where gi is the permutation corresponding to the interchange of siblings at the leftmost node on depth i.
Using the generators of Gh and compositions of them we can generate all
h
22 −1 elements of the group Gh of allowed permutations.
The generators of Gh can be shown in a tree representation, as in figure 5.4. In this figure each black node represents a permutation that interchanges the left and right subtrees of that node.
As stated earlier, there is a one-to-one correspondence between vectors
of length 2h and complete binary trees of height h and therefore we can
think of the equivalence classes as consisting of either such trees or vectors.
As the allowed permutations are equivalence preserving by definition, we
can state that if U is a vector in an equivalence class, X, and any element
g ∈ Gh acts on U then the resulting vector, gU , is also in X.
We recall the definition of a transitive permutation group as stated for
example by Dixon and Mortimer [DM96].
Definition 5.4 (Transitive permutation group). A permutation group G ⊆ Sn
is transitive on a set A if the group action is transitive, i.e. for any elements
x, y ∈ A there is a group element g ∈ G such that x = gy.
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g0
g1

g2

1

2

3

4

5

6

7

8

Figure 5.4. Permutations g0 , g1 , and g2 are generators of the group G3 of allowed
permutations. For instance, the permutation g2 = (1 2) changes the order of the
left and right subtrees of the black node marked with g2 .

The group Gh is transitive on each equivalence class X and thus all
elements in X can be derived by applying allowed permutations to any
vector in X.

5.3.1 Conjugacy Classes and Equivalence Classes
From equation (5.1) we know the number of equivalence classes of trees
of height h that have white and black leaves. We consider the conjugacy
classes of Gh , Cx for x ∈ Gh

(5.3)
Cx = x′ ∈ Gh x′ = gxg −1 for some g ∈ Gh .
Eldredge [Eld03] states that the number of conjugacy classes of the group
of all automorphisms of a complete binary tree of height h, which is the
group that we call Gh , is
(
c2 +3ch−1
ch = h−1 2
(5.4)
c1 = 2.

By induction we can prove that this is exactly one less than the number of
equivalence classes, ci = ai − 1 for i ≥ 1.
Note that Gh is defined as the group of allowed permutations and thus
not dependent on the type of labels used while equation (5.1) is exact only
for trees with black and white labels. The recursion is the same for other
label types as well but the base case will vary.
We have made some attempts at investigating the relationship between
conjugacy classes and equivalence classes further and there appears to be
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connections to representation theory. Eldredge [Eld03] represents the conjugacy classes of Gh by binary trees but we have not yet found a connection
between those trees and the equivalence classes described in this chapter.

5.4 Structural Properties of the SD Scheme
The trees with leaves labeled in black and white that we have discussed
above have a strong connection with the SD scheme. SD trees are complete
binary trees with leaves of two types, those corresponding to privileged
users and those corresponding to non-privileged users. We make the following important observation.
Observation 5.1. The number of required transmissions per message, T , in the
SD scheme is the same for equivalent trees.
The reason for this is that the Subset Difference scheme does not differentiate between left and right regarding the number of required transmissions, T . In a Steiner tree used by the SD scheme it does not matter whether
a link in a chain is to the right or to the left when we are only concerned
with the number of transmissions. The same number of transmissions will
be required in either case, albeit using different keys.
Because of observation 5.1, the partitioning of SD trees of height h into
equivalence classes can be very useful as all SD trees in the same equivalence class require the same number of transmissions, T . However, more
than one equivalence class can require the same number of transmissions.
Questions that we would like to answer include: How are the equivalence
classes related to the adjacency discussed in chapter 4? How can we calculate the number of required transmissions, T , for the trees in one equivalence class? The former question is discussed in section 5.4.1 while the
latter is treated in section 5.4.2.
The relationship between complement classes, discussed in section
5.2.1, does not have any apparent impact on the number of required transmissions. Complement classes do not necessarily require the same number
of transmissions. Compare for example the complement classes 00000111
and 11111000 where the SD trees in 00000111 require only one transmission
while the SD trees in 11111000 require two transmissions per message.

5.4.1 Equivalence Classes and Transitions
In chapter 4 we used transitions as the basis for bounds on the number
of required transmissions. However, we have now seen that within each
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equivalence class are trees with various different numbers of transitions
that still require the same number of transmissions. Evidently, the notion
of transitions does not fully capture what decides the number of required
transmissions when using the SD scheme, although it has provided the
bounds presented in chapter 4. The lower bound on the number of required transmissions per message, T , given by theorem 4.7, can actually be
further tightened when we use the concept of equivalent trees.
Definition 5.5 (Dense SD tree). A dense SD tree, D, is an SD tree in an equivalence class X such that no other SD tree in X has fewer transitions than D has.
The number of transitions in the dense SD tree of an equivalence class
will be denoted ṽ. There can of course be more than one dense SD tree in
one equivalence class.
We will again refer to the figures 4.7(a) and 4.7(b) and to facilitate the
reading of the following section we will again include those figures here,
as figures 5.5(a) and 5.5(b).

a

b
(a)

a

b

c

d
(b)

Figure 5.5. An SD subset has either the shape of 5.5(a) or of 5.5(b). This is a
repetition of figures 4.7(a) and 4.7(b).

We note that all subsets of shape 5.5(b) can be mapped to a subset of
shape 5.5(a) by simply permuting the order of the sibling subtrees at some
level(s) in the tree. Thus each subset of shape 5.5(b) is equivalent to two
subsets of shape 5.5(a) as the cut-out piece of subsets of shape 5.5(a) can be
either to the left or to the right.
For all SD trees equivalent to a dense SD tree with ṽ transitions, the
following bound holds:
ṽ
(5.5)
T ≥ .
2
This follows directly from the bound in theorem 4.7 and the fact that all SD
subsets in the dense SD trees are of shape 5.5(a).
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This bound can be further refined and we formulate the following theorem.
Theorem 5.1. For all SD trees equivalent to a dense SD tree with ṽ transitions
the number of required transmissions, T , is bounded by
T ≥ ṽ.

(5.6)

Proof. We consider an SD tree S and how many transmissions, T , it requires.
We first note that if T = 1 then either all users are privileged (ṽ =
0) or, in the same equivalence class as S, there is a dense tree where the
privileged users, and thus the SD subset, are in one end of the tree, either
to the left or to the right, yielding at most one transition (ṽ ≤ 1).
Then we consider the case where T = 2 and we note that in that case S
is equivalent to a dense SD tree where the two SD subsets are placed right
next to each other, yielding at most two transitions (ṽ ≤ 2).
We use these two observations and consider the two general cases:
1. T = 2k, k is an integer. S is equivalent to a dense SD tree where
the SD subsets are placed in pairs with two subsets right next to each
other, yielding at most 2k transitions: ṽ ≤ 2k.
2. T = 2k + 1, k is an integer. S is equivalent to a dense SD tree where
one SD subset is in one end of the tree and the others are paired up
as in the case where T = 2k. This results in at most 2k + 1 transitions:
ṽ ≤ 2k + 1.
Thus for all SD trees S we have the bound T ≥ ṽ where ṽ is the number of
transitions of the dense SD trees in the same equivalence class as S.

5.4.2 Equivalence Classes and Transmissions
Now we make an attempt to answer the question posed earlier about how
to calculate the number of required transmissions, T , for an equivalence
class. To do this we return to the discussion on constructing equivalence
classes for trees of height h from pairs of classes for trees of height h − 1
and formulate the following theorem.
Theorem 5.2. If an equivalence class X of SD trees of height h has a left subtree
of height h − 1 in class Y and a right subtree of height h − 1 in class Z then the
number of transmissions required for trees in X, T (X), is bounded by
T (Y ) + T (Z) − 1 ≤ T (X) ≤ T (Y ) + T (Z) .

(5.7)
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Equality in the left part of the expression occurs if and only if one of the following
conditions are met:
• All users in both Y and Z are privileged.
• All users in one of the subtrees Y and Z are privileged and the Steiner tree
corresponding to the other subtree has a chain starting at the root node.
Proof. We begin by proving the relationship
T (X) ≤ T (Y ) + T (Z) .

(5.8)

The Steiner tree corresponding to X, call it X̂, is composed of the Steiner
trees corresponding to Y and Z, call them Ŷ and Ẑ respectively, joined
together with a root node and two edges, see figure 5.6.

Ŷ

Ẑ

Figure 5.6. The Steiner tree X̂ of height h is composed of the Steiner trees Ŷ and
Ẑ, each of height h − 1, joined together with a root node and two edges.

The addition of a new root node and two edges cannot introduce any
new maximal chains. However, if one of Ŷ and Ẑ is empty, only one new
edge will be added (from the new root node to the subtree that is not
empty), thus possibly introducing a new maximal chain. On the other
hand, if this is the case then the empty subtree still originally required
one transmission as all its users were privileged so the number of required
transmissions will not be increased and (5.8) still holds.
We then turn to proving the other inequality,
T (Y ) + T (Z) − 1 ≤ T (X) .

(5.9)

It is clear that when the new root node and two edges are added, no chains
in Ŷ or Ẑ can disappear. However, if one of Ŷ and Ẑ is empty (meaning
that all users in Y or Z are privileged) there will be no chains in that Steiner
tree but it will still require one transmission. Without loss of generality, say
that Ŷ is empty, then there are three possibilities for Ẑ:
1. Ẑ is also empty. In this case X̂ will also be empty and require exactly
one transmission (to all users). In this case we have equality in (5.9).
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2. Ẑ has a maximal chain that starts at its root node. This chain is prolonged by one link when Ŷ and Ẑ are joined but the total number of
maximal chains is still the same. However, the transmission required
for the empty Ŷ is not necessary as the transmission corresponding
to the prolonged chain will include all users in Y and thus we have
equality in (5.9).
3. Ẑ is not empty and does not have a chain starting at its root node. In
this case a new chain is added, from the new root node to the root
node of Ẑ. The transmission required for the empty Ŷ then corresponds to this new chain and thus we have equality in (5.8).

5.5 Results and Conclusions
We have defined allowed permutations of leaves in a complete binary leaflabeled tree of height h. When the allowed permutations act on complete,
binary, leaf-labeled trees, equivalence classes are formed as the allowed
permutations map the trees to equivalent trees, that is, trees within the
same equivalence class.
For trees with two labels, black and white, we name the equivalence
classes using one representative of each class and with that notation it is
easy to see that an equivalence class of trees of height h can be constructed
by two equivalence classes of trees of height h − 1.
The SD scheme requires the same number of transmissions for all SD
trees in the same equivalence class and we can bound the number of required transmissions for one equivalence class X based on the two equivalence classes Y and Z of lower trees that it is constructed of:
T (Y ) + T (Z) − 1 ≤ T (X) ≤ T (Y ) + T (Z) .

(5.10)

We have also derived necessary and satisfactory conditions for when this
expression achieves equality.
If we restrict ourselves to the SD trees with the least number of transitions, ṽ, in their respective equivalence class, dense SD trees, then we
achieve the following bound:
 
h
v.
(5.11)
ṽ ≤ T ≤
2
As stated in chapter 4, the upper bound is not valid in the case where
all users are privileged because then one broadcast transmission must be
made although there are no transitions in the user set.
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The allowed permutations form a group Gh . We have noted that the
number of conjugacy classes of Gh is related to the number of equivalence
classes for trees of height h but we have not fully investigated this relationship.

Chapter 6

Allowing Errors
So far we have assumed that we have to transmit exactly to the authorized
users and no user who is not authorized may receive the information that
we send. We have held on to this assumption even though it may be very
expensive, in the number of required transmissions and/or in the number
of keys for each user to store, to always transmit to exactly the privileged
set that we intend. In some applications, however, it might be the case
that the cost of allowing a few non-authorized users to receive the message
or even blocking a few authorized users from receiving the message, may
be outweighed by the gain in number of transmissions and/or number of
keys per user.
The former idea, allowing the presence of a few free-riders, users that
are non-authorized but still receive the message, was introduced by Abdalla et al. [ASW00]. They define f-redundant schemes for broadcast encryption. By f-redundancy they mean that the number of free-riders may at
most be f times the number of privileged users. Two examples of applications where some free-riders might be accepted that are given by Abdalla
et al. [ASW00] are the distributions of electronic coupons and low-cost payper-view events. The other type of deviation from the regular assumption,
that is, refusing some authorized users the right to receive a message, does
not have the same evident applications as the first one but it might still be
interesting to look into.
In order to discuss the implications of deviating from the assumption
that the privileged users are exactly the ones that should receive each message we recall the intended set, I, which we defined in chapter 2. For
convenience we repeat the definition here.
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Definition 6.1 (Intended set). The intended set, I, is the set of users who the
sender intends should receive the message.
Now we can define different types of errors.
Definition 6.2 (Free-riders). Free-riders are users who are not in the intended
set but are in the privileged set.
Definition 6.2 is equivalent to the definition of free-riders by Abdalla
et al. [ASW00].
Definition 6.3 (Rejects). Rejects are users who are in the intended set but not
in the privileged set.
If the only errors we allow are of the free-rider type then we have I ⊆ P
while if the only errors we allow are of the reject type then we have P ⊆ I.
It is of course also possible to allow both free-riders and rejects in which
case we cannot say anything about the relation between P and I.
As in previous chapters we will consider the Subset Difference (SD)
scheme. This means that the amount of key material for each user to store
is already fixed and therefore the quantity that we will aim to minimize by
introducing errors is the number of required transmissions, T .

6.1 Distortion
Distortion is a common concept in the area of information theory but we
would like to use it in a slightly different context than what is usual. First
we will repeat the definition of distortion as it is commonly stated in books
such as Elements of Information Theory by Cover and Thomas [CT91]. Then
we will describe how we will use the concept in the area of broadcast encryption.

6.1.1 Definitions
The following definition of distortion is from Cover and Thomas [CT91,
p. 339].
Definition 6.4 (Distortion). A distortion function or distortion measure is
a mapping
c → R+
d:X ×X
(6.1)

from the set of source alphabet-reproduction alphabet pairs into the set of nonnegative real numbers. The distortion d(x, x̂) is a measure of the cost of representing the symbol x by the symbol x̂.
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The above definition is on a symbol level but based on this it is also
possible to define a distortion measure between sequences, in fact this can
be done in several different ways. Johannesson [Joh88, p. 60] uses the following definition of the total distortion.
Definition 6.5 (Total distortion). The total distortion between sequences xn
cn is defined componentwise
and x
n
 X

cn =
d (xi , xbi ) .
d xn , x

(6.2)

i=1

6.1.2 Distortion and Cost in Broadcast Encryption
Introducing errors in a user profile Ui means that instead of sending to
user profile Ui we send to some other user profile Uj . The Hamming distance between user profiles is a natural distortion measure in this case as
it measures the number of introduced free-riders and/or rejects. Another
possibility would be to use a function such as
d(φ, ρ) = aφ + bρ

(6.3)

where φ is the number of free-riders and ρ is the number of rejects, thus
giving different weight to the different types of errors. For simplicity we
have chosen to use a = b = 1 giving equal weight to the two types of errors.
The total distortion d (Ui , Uj ) is then the Hamming distance between user
profiles Ui and Uj and that notation will be used for the total distortion that
is introduced when sending to Uj instead of Ui .
We use the notation T (U ) for the number of required transmissions for
the user profile U when using the SD scheme. By ∆T (Ui , Uj ) we denote the
difference T (Ui ) − T (Uj ), which is the gain (or loss) in required number of
transmissions when sending to Uj instead of Ui .
We introduce the mapping E from the set U of all user profiles U of
length n to the same set U:
E : U → U.
(6.4)
E (Ui ) is the user profile that is sent to instead of Ui . If no errors are allowed
then E (Ui ) = Ui for all Ui ∈ U.
The distortion will be measured by summing the total distortion for
all pairs of user profiles (Ui , E (Ui )) and then dividing by the number of
possible user profiles, 2n .
P
Ui ∈U d (Ui , E (Ui ))
.
(6.5)
D=
2n
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For a cost measure we will consider transmissions per user profile.
This is consistent with previous chapters where we have considered the
required number of transmissions an important parameter.1
C=

P

Ui ∈U

T (E (Ui ))
2h

(6.6)

The measures (6.5) and (6.6) make no distinction between the user profiles. All user profiles are considered equally likely which might not be
the case in many applications. If we had a model specifying which user
profiles were the most common ones then we could apply a more sophisticated distortion measure taking into account the probability of each user
profile being used.

6.2 Tradeoff Between Cost and Distortion
Cost and distortion as defined above in equations (6.5) and (6.6) can be
used to measure the gain and the degradation that is the price for this gain.
In the following subsections we exemplify how this can be done by presenting three different algorithms for reducing the cost by introduction of
errors; one greedy algorithm and two versions of an algorithm based on
randomness, and comparing them based on our cost and distortion measures. All the presented algorithms take as input the height h of the SD
tree and output a set of pairs of user profiles, (Ui , Uj ), which are to be
interpreted as a suggestion to send to Uj instead of Ui , in other words
Uj = E (Ui ). All algorithms are meant to be run until the cost, C, and
distortion, D, are both acceptable, or until no further gain can be made by
introducing more errors of the allowed type(s).
In order to calculate the cost using equation (6.6) it is necessary to compute the sum of the required number of transmissions, T , for all possible
user profiles for a given height h. To do this by iterating through all 2n
user profiles of length n = 2h is not very efficient, in fact, for h = 5 there
5
are already 22 ≈ 4 × 109 possible user profiles. One possible way to avoid
this problem would be to use sampling for greater values of h to estimate
the sum.
1
In information theory, a rate is often used instead of a cost when considering distortion.
In this case we think that a cost is more natural to use. However, if we were to define a rate
R = 1/C it might be interesting to apply rate-distortion theory in this context.
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6.2.1 A Greedy Algorithm
One approach to deciding which user profile Uj to substitute for which Ui
is to use a greedy algorithm to select pairs (Ui , Uj ), where Uj = E (Ui ). The
greedy algorithm (algorithm 6.1) that we suggest is greedy in the sense
that it considers the ratio between the added distortion, d (Ui , Uj ), and the
gain in required transmissions, ∆T (Ui , Uj ), when sending to Uj instead of
Ui and selects a pair of user profiles that minimizes this ratio. Only pairs
where ∆T (Ui , Uj ) > 0 are considered, that is, only pairs where the cost will
be reduced if they are selected are considered.
Algorithm 6.1 Greedy cost-reducing algorithm. Input: h.
1: D ← 0
2: C ← cost when no errors are allowed
3: U ← all user profiles of length n = 2h
4: for all Ui ∈ U do
5:
E(Ui ) ← Ui
6: end for
7: repeat
8:
V ← {Uy ∈ U | (∃ Ux ∈ U | E(Ux ) = Uy )} /* V is the range of E. */
9:
W ← {(Uy , Uz ) ∈ V × U | sending to Uz instead of Uy only introducesnerrors of the allowed type(s) and ∆T (Uy , Uzo) > 0 }
10:

11:

12:
13:

d(U ,U )

Q ← (Uy , Uz ) ∈ W ∆T (Uy y ,Uz z ) = minW
(Uk , Uj ) ← Random(Q)
Ui ← Random ({Ux ∈ U | E(Ux ) = Uk })
∆T (E(Ui ),Uj )
C←C−
2n

d(Um ,Un )
∆T (Um ,Un )

d(E(U ),U )

i
j
D←D+
2n
15:
E(Ui ) ← Uj
16: until C and D are both acceptable or W is empty
17: return {(Ui , E(Ui )) | Ui ∈ U }

14:

Figure 6.1 shows the cost-distortion pairs resulting from running the
greedy algorithm on an SD tree of height 3 while allowing only free-riders,
no rejects. The graph can be divided into five segments, each a straight
line and with the slopes −2, −1, −1/2, −1/3, and −1/4 respectively. The
segment with the steepest slope is a result of the “best” substitutions where
the ratio between the distortion and the cost is 1/2. The other segments are
the results of the substitutions with ratios 1, 2, 3, and 4 respectively. The
graph in figure 6.1 is the result of 285 iterations of the greedy algorithm
and thus it is based on 285 data points.
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Figure 6.1. Cost-distortion pairs for the greedy algorithm run on an SD tree of
height 3 with only free-riders allowed, no rejects.

The greedy algorithm is very inefficient as it needs to consider all possible pairs (Ui , Uj ) in order to select the “best” one (line 10). For an SD tree of
height 4, that is n = 16 users, there are 216 = 65 536 different user profiles
and thus more than 4 × 109 different pairs of user profiles to consider. This
means that in practice it is not possible to use the greedy algorithm but it
does provide an upper bound for the optimal cost-distortion function.

6.2.2 A Randomized but Predictable Algorithm
In order to avoid the time-consuming process of generating all pairs (Ui , Uj )
we suggest a randomized algorithm (algorithm 6.2). This algorithm con-
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siders one random user profile Ui with T (Ui ) > 1 at a time. It then changes
the leftmost zero in Ui to a one, that is, adds a free-rider.2 If the resulting
user profile, Uj , requires fewer transmissions, that is T (Uj ) < T (Ui ), then
the algorithm decides to send to Uj instead of Ui . If not, the second zero
from the left in Ui is also changed to a one, resulting in a new Uj , and the
possible gain in required transmissions is again calculated. More and more
zeros are changed into ones, in other words more and more free-riders are
added, until a Uj is reached which requires fewer transmissions than Ui .
Algorithm 6.2 Randomized, predictable cost-reducing algorithm. Input: h.
1: D ← 0
2: C ← cost when no errors are allowed
3: U ← all user profiles of length n = 2h
4: for all Ui ∈ U do
5:
E(Ui ) ← Ui
6: end for
7: repeat
8:
V ← {Ui ∈ U | T (E(Ui )) > 1 }
9:
Ui ← Random(V)
10:
Z ← [indices in increasing order of all the zeros in E(Ui )]
11:
count ← 1
12:
Uj ← E(Ui )
13:
repeat
14:
Uj ← Uj with the zero at position Z [count] switched to a one
15:
count ← count+1
16:
until ∆T (E(Ui ) , Uj ) > 0
∆T (E(Ui ),Uj )
17:
C←C−
2n
d(E(U ),U )

i
j
D←D+
2n
19:
E(Ui ) ← Uj
20: until C and D are both acceptable or V is empty
21: return {(Ui , E(Ui )) | Ui ∈ U }

18:

The reason we call this algorithm predictable is that it always adds freeriders from left to right in the user profile. Therefore we can predict that
users with corresponding leaves in the far left part of the tree will be freeriders much more often than the users whose leaves are further to the right
in the tree.
2

We have chosen to only allow free-riders, not rejects, but the algorithm can easily be
modified to allow for rejects instead of, or in addition to, free-riders.
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In figure 6.2 is a comparison of the greedy algorithm and the randomized predictable algorithm in terms of cost and distortion. The figure is
the result of running these two algorithms for an SD tree of height 3 while
allowing only free-riders, no rejects. As algorithm 6.2 has an element of
randomization that will have an impact on the graph we have included
five runs of this algorithm. We see that for this case the greedy algorithm
is clearly better in terms of cost and distortion but of course, the graphs in
figure 6.2 only give us a comparison for the case h = 3.

Cost (average transmissions per user profile)
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Figure 6.2. A comparison between the greedy algorithm (dashed line) and five
runs of the randomized predictable algorithm (solid lines) for an SD tree of
height 3.

6.2 Tradeoff Between Cost and Distortion

71

As stated above, this algorithm is faster than the greedy one as it does
not attempt to consider all 22n − 2n possible pairs in order to select the
“best” one but instead selects the pairs at random. In order to retrieve a
complete graph of the cost-distortion relation such as in the figures above,
all user profiles Ui with T (Ui ) > 1 need to be considered at least once and
there are almost 2n of these. However, the complete graph may not be
the objective, it might be enough to lower the cost just enough to make it
worthwhile by adding some distortion and in order to do that only some
of the user profiles which require more than one transmission must be considered.

6.2.3 A Randomized Unpredictable Algorithm
A major flaw with algorithm 6.2 is that some users are favored over other
users. As the zeros in the user profile are switched to ones from left to
right the users represented with leaves in the leftmost part of the SD tree
will more often be free-riders than the users whose leaves are further to the
right in the tree. The algorithm we present next, algorithm 6.3, attempts to
solve this problem by selecting the free-riders randomly instead of from
left to right. Other than that, it works exactly like algorithm 6.2. Just like
algorithm 6.2, this algorithm can easily be adapted to allow for rejects instead of or in addition to free-riders.
The randomized unpredictable algorithm has a worse cost-distortion
relation than the predictable one. This is because in the predictable version the randomized algorithm allows free-riders from left to right, thus
filling up subtrees somewhat efficiently. In the unpredictable algorithm,
free-riders are assigned in a less orderly manner and thus it is likely to take
longer until a subtree is filled up.
Figure 6.3 shows a comparison between a few runs of algorithms 6.2
and 6.3 for an SD tree of height 4. As expected, we see also in this particular case that algorithm 6.2 is better in terms of cost and distortion. If
we were to zoom in on the graphs in figure 6.3 we would see that each
graph actually consists of five different graphs, a set of five runs of the algorithm. However, we can see that the variation within each such set is
much smaller than the difference between the two algorithms.
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Algorithm 6.3 Randomized, unpredictable cost-reducing algorithm.
Input: h.
1: D ← 0
2: C ← cost when no errors are allowed
3: U ← all user profiles of length n = 2h
4: for all Ui ∈ U do
5:
E(Ui ) ← Ui
6: end for
7: repeat
8:
V ← {Ui ∈ U | T (E(Ui )) > 1 }
9:
Ui ← Random(V)
10:
Z ← {indices of all the zeros in Ui }
11:
Uj ← E(Ui )
12:
repeat
13:
position ← Random(Z)
14:
Z ← Z \ {position}
15:
Uj ← Uj with the 0 at position switched to a 1
16:
until ∆T (E(Ui ) , Uj ) > 0
∆T (E(Ui ),Uj )
17:
C←C−
2n
d(E(U ),U )

i
j
D←D+
2n
19:
E(Ui ) ← Uj
20: until C and D are both acceptable or V is empty
21: return {(Ui , E(Ui )) | Ui ∈ U }

18:

6.3 Possibilities for Future Research
In this chapter we have suggested to use a cost-distortion relationship to
measure the performance of a scheme that introduces errors in the form
of free-riders and/or rejects in a broadcast encryption scenario. The three
algorithms that we have presented are merely examples of how the errors
can be introduced. We have not attempted to analytically calculate the optimal cost-distortion function nor any bound for it. Doing that may be interesting if one wishes to use the cost-distortion relationship in the broadcast
encryption context for a further study.
As mentioned earlier, an extension of the cost and distortion measures
that we suggest could include a probability distribution over the user profiles, thus taking into account which user profiles are the most common
ones. This could be a tool that would assist in finding good algorithms for
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Figure 6.3. Five runs each of algorithms 6.2 (solid lines) and 6.3 (dashed lines) for
an SD tree of height 4. The difference between the runs of each algorithm is much
smaller than the difference between the two algorithms.

the introduction of errors as a cost-reducing strategy.
The free-rider-introducing algorithm used by Abdalla et al. [ASW00] is
a greedy algorithm. The main difference between our work and theirs is
that we have chosen to use the cost-distortion measure to limit the number
of errors while they use the size of the privileged set relative to the size of
the intended set as the limit. We also use the SD scheme as the underlying
broadcast encryption scheme while Abdalla et al. initially in their work
use a variant of the complete subtree (CS) scheme3 which they later alter
3

The work of Abdalla et al. [ASW00] precedes that of Naor et al. [NNL01] where the
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in order to make it more efficient. The resulting scheme uses considerably
fewer keys than the SD scheme does so a comparison based strictly on our
cost-distortion measure would be unfair as our algorithms are based on SD
and thus use far more keys than the method of Abdalla et al.

Complete Subtree scheme is introduced with that name but it is essentially the same scheme
that is used with only a few minor differences.

Chapter 7

Conclusions and Future Work
In this chapter we state the conclusions from this thesis, provide some discussion, and formulate a number of issues from the various parts of the
thesis that might be interesting to investigate further.

7.1 Conclusions and Discussion
We confirm that adjacency of privileged users in the SD tree has an influence on the number of transmissions required, and we suggest transitions
as a way to measure the adjacency. Based on the number of transitions in
a user profile, we derive bounds on the number of required transmissions.
Equivalence classes of complete binary trees can be used to study the
structure of SD trees. All equivalent SD trees require the same number of
transmissions. We derive bounds for the number of transmissions based
on the way that a tree in one equivalence class is composed of subtrees
from other classes.
SD trees in one equivalence class can have different numbers of transitions and they still require the same number of transmissions. Therefore,
it is clear that the notion of transitions does not fully capture what decides
the number of required transmissions when using the SD scheme.
We have examined the structure of the SD trees, resulting in a platform
for further study of this structure. In section 7.2.2 we suggest some directions for such a further study.
The number of required transmissions when using the SD scheme is
smaller for some privileged sets and one way to reduce this number is to
allow some discrepancy between the privileged set and the intended set.
In other words, by sending to some extra users or by excluding some au-
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thorized users from receiving the message, the number of transmissions
can be reduced. We use the concept of distortion to study this possibility. The relationship between distortion, in the form of Hamming distance
between user profiles, and cost, in the form of required transmissions, are
used to determine the effects of allowing a slight discrepancy. The distortion can be introduced in many different ways and some simple examples
of cost-reducing algorithms are given.
Our work on reducing cost by introducing distortion has not yielded
any dramatic results but the idea may be developed further as we suggest
in section 7.2.3 below.

7.2 Suggestions for Future Work
7.2.1 Effects of Adjacency
In chapter 4 we derived upper and lower bounds on the number of required transmissions based on the number of transitions in the user profile. To follow along this line of work one could consider the distribution
of required transmissions for a fixed number of transitions, v.
The presented bounds on the number of required transmissions are
only tight for small numbers of transitions in the user profile. Finding
tight bounds for any number of transitions would be interesting in order
to gain a better understanding of how the number of transitions affects the
number of required transmissions.

7.2.2 Structural Properties
We have begun to analyze the structure induced by the SD scheme, the
trees which we call SD trees, and the allowed permutations of leaves that
yield SD trees which require the same number of transmissions. The aim
of this analysis is to understand the structure better and to be able to apply
known algebraic relations to this scenario in order to draw conclusions
from them. This work can be carried on further, we have merely provided
a starting point by describing the structure in terms of group theory.
One relationship that we have noted during the analysis is the close
correspondence between the number of equivalence classes of SD trees of
height h and the number of conjugacy classes of the group Gh of allowed
permutations in a tree of height h. This relationship would be interesting
to follow up on.

7.2 Suggestions for Future Work
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7.2.3 Allowing Errors
The cost-distortion relationship introduced in chapter 6 can probably be
further investigated by the use of rate-distortion theory. In order for this
to be meaningful, a better model for the scenario is needed. Such a model
could take into account the probability of each intended set.
The algorithms used as examples of how the cost may be reduced by
the introduction of some distortion are simple and not very efficient. Research in order to find better algorithms that could be used in practice
would be interesting.
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