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Abstract

Fault isolation is the process of reasoning required to find the cause of a
system failure. In a model-based approach, the available information is
a model of the system and some observations. Using knowledge of how
the system generally behaves, as given in the system model, together
with partial observations of the events of the current situation the task
is to deduce the failure causing event(s). In our setting, the observable
events manifest themselves in a message log.

We study post mortem fault isolation for moderately concurrent dis-
crete event systems where the temporal order of logged messages con-
tains little information. To carry out fault isolation one has to study the
correlation between observed events and fault events of the system. In
general, such study calls for exploration of the state space of the system,
which is exponential in the number of system components.

Since we are studying a restricted class of all possible systems we may
apply aggressive specialized abstraction policies in order to allow fault
isolation without ever considering the often intractably large state space
of the system. In this thesis we describe a mathematical framework as
well as a prototype implementation and an experimental evaluation of
such abstraction techniques. The method is efficient enough to allow for
not only post mortem fault isolation but also design time diagnosability
analysis of the system, which can be seen as a non-trivial way of ana-
lyzing all possible observations of the system versus the corresponding
fault isolation outcome.
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Introduction 1

Chapter 1

Introduction

May Dan be a snake in the way,
a horned snake by the road,
biting the horse’s foot so that
the horseman has a fall.

Genesis 49:17

In this thesis, we will discuss how to reason about system failures. To
avoid circular definitions, the term failure is usually defined as a signif-
icant deviation from a system specification. Measuring the significance
of a deviation is clearly a domain dependent task, and for generality
we will therefore keep this definition underspecified, appealing to the
intuition of the reader for the understanding of the concept of system
failure.

The term fault is used to denote the cause of the failure, and a central
concept of the thesis is fault isolation, referring to the deductive process
of finding the fault in presence of a failure. A fault can be any kind of
malfunction including e.g. hardware breaking or user mistakes.

When a fault manifest itself as a system failure, the observable symp-
toms of the problem may not be directly connected to the actual fault
at hand. That is, in the typical case the fault is not observable per se,
but has to be inferred from knowledge about the system and symptom
observations.
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For example, an electrical circuit of an industrial robot may break
(a fault). Typically the robot will stop (system failure) and report a
sequence of error messages, none of them mentioning the actual broken
piece of hardware. Upon such system failure, there is a need to isolate
the fault, i.e. locate the cause of the failure.

More specifically, in this thesis we investigate model-based fault iso-
lation. The fault isolation reasoning is then based upon knowledge of
the system structure and behavior. Given some observations of the sys-
tem behavior at hand, in our case in terms of logged messages from
the system, and the knowledge about how the system is designed, it is
possible to deduce what has gone wrong. Naturally, this requires that
the system model is correct and contains sufficient information for fault
isolation.

Thus, when we talk about fault isolation, the process we seek to
automate is a process of reasoning about failures of the system based on
knowledge of system design and logged system messages.

Obviously a logged message is not a magical entity that occurs when
needed, but rather a designed property of the system. It is desirable for
the system to emit logged messages of sufficient quantity and quality to
ensure that fault isolation can be successfully carried out in the event of
a failure. Ensuring this, i.e. that in case of a fault in any execution of
the system, the system model itself together with the logged messages
contains enough information to perform successful fault isolation, is what
we call diagnosability analysis.

The naive approach to diagnosability analysis of a finite state system
would be to exhaustively run the designed system through all possible
executions of the system, record the corresponding logs of messages and
see whether fault isolation can be successfully applied or not. This only
works for miniature examples, since the method does not scale, and the
main part of this thesis describes a smarter way to do diagnosability
analysis.
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1.1 System Properties

We limit our investigation to systems that are designed as sets of com-
ponents, where each component in encapsulated, i.e. does not reveal its
entire state to any other component of the system. This design practice
is typical for object oriented system design, and more or less standard
when designing complex software systems. Component oriented model-
ing of complex physical systems has also become a research field in its
own right with powerful modeling tools as Modelica [EMO01]. Our ap-
proach depends on component behavior to be expressed as synchronizing
automata, a formalism that works especially well for modeling message
propagation in software systems but also allows modeling behavioral
modes of e.g. hardware components.

The system model covers designed behavior, both the normal mode
of operation and the actions taken by the system when something goes
wrong. Modeling system behavior, typically in a language like UML
[RJB99], is becoming an increasingly used step of the system develop-
ment process. Thus, our requirement of having a correct model of the
system to be able to perform fault isolation adds no or little overhead,
since the model is typically developed and maintained as the system
evolves, with or without the need for fault isolation. This should be
compared with the approach of using a causal model that more directly
links logged messages to the corresponding faults that allows for more
convenient fault isolation at the cost of maintaining the causal model as
the system evolves. Such a model is typically not a sufficient basis for
system design, and thus at least two different models of the system are
needed.

We are interested in post-mortem fault isolation, meaning that we
perform the reasoning off-line after a failure. Thus, we may assume that
the log contains all relevant messages, and we will not have to wait for
or speculate about the possible arrival of new messages.

The work presented in this thesis has been carried out as part of a
project in cooperation with industrial partner ABB Automation Tech-
nologies, and the case study during the project has been the control
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software of an industrial robot. The project has resulted in a set of
publications on an initial approach using only structural system mod-
els [LKLN99, LKLN00] and the PhD thesis of Magnus Larsson [Lar99].
This approach is purely static and contains no behavioral models. Mag-
nus Larsson is currently employed by ABB, and one of his tasks is to
supervise implementation of this fault isolation approach in the indus-
trial robot control software. The second phase of the project has been
focused on behavioral models resulting in another set of publications
[Law00, LNK01, LNK02, LNK03a, LNK03b, LNK03c, LNK05], and this
thesis is partly based on these publications.

The system components of the industrial robot control system exe-
cute in parallel and upon system failure message logging is not the top
priority. Therefore, messages in the log may appear in an order that
has little to do with the order at which the logging components actually
received knowledge of the system failure.

Thus, there is little information in the order of the messages of the
log. Furthermore, the number of repetitions of messages is of limited
use for our purposes. Therefore, we make the conservative assumption
that the message log of the system is a set, rather than a sequence,
disregarding order and duplicates. This assumption is crucial for our
approach, since given a finite set of possible log messages, the set of all
possible logs (i.e. the power set of the set of messages) is also finite.
Compared to dealing with the unbounded number of possible sequences
of logged messages, this assumption makes reasoning about all possible
scenarios more manageable.

Regarding the log of messages as a set rather than a sequence may
be a severe limitation for some system models, while it is of lesser im-
portance for other. Thus, our approach cannot be described as the most
general approach possible, but we use the advantage of limiting the ap-
plication domain to achieve stronger results than we would be able to if
considering the general problem.
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bus

servo

moc

ipol

client

server

Figure 1.1: The static structure of the example system.

1.2 Motivating Example

To give an intuitive overview of the kind of model-based fault isolation
that is explored in this thesis, we describe a minimalistic example system
and how to find the cause of a system failure, given the logged messages
and model of the system. In following chapters we will return to this
example system in order to illustrate how automated reasoning can be
used to reach the same conclusions that we reach by intuitive reasoning
in this introduction. Thus, while in this chapter we appeal to the real
intelligence of the reader, the rest of the thesis will show how the same
kind of reasoning can be carried out automatically by means of artificial
intelligence.

1.2.1 The Example System

The example is inspired by an industrial robot control system. The
system is composed by a set of interacting components, outlined in Fig-
ure 1.1. The motion control component (moc) decides where the robot
arm should move, and sends positioning commands to the interpolator
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(ipol). The interpolator calculates a path between current arm posi-
tion and the destination. This path is called a segment and is sent to
the servo component for execution. The servo software component uses
the bus to communicate with its associated hardware. The bus is also
used by a server application which handles requests from four identical
clients. Figure 1.1 shows the structure of the system.

System behavior is described by state transitions diagrams, one for
each component. Such diagrams have the shape of a graph with states
as vertices and state transitions as edges. A state may be describing a
specific execution state of the component, or if more abstract modeling
is desired – a mode of operation.

We discriminate between five different kinds of state transitions,
i.e. edges in the state transition diagram. Epsilon transitions are in-
ternal and unobservable. Logged transitions are similar in the sense
that they are internal, but as the name suggests, the message log will
tell whether the transition has been taken or not. Critical transitions
are identical to epsilon transitions in terms of system behavior, but they
are used to represent faults. Fault isolation deals with establishing a
relationship between logged (and thus observable) transitions and the
critical (and unobservable) transitions.

Sending and receiving transitions are the means of synchronization
between components. A sending (receiving) transition cannot be taken
unless a similarly named receiving (sending) transition is taken at the
same time in another component of the system. This can be seen as a
synchronizing handshake, but may also be seen as synchronized message
passing, where the name of the transition symbolizes the name of the
passed message.

The motion control component of our example (Figure 1.2) has three
states. The initial state, indicated by an arrow tailed by a small filled
black circle, is the working state. This state indicates that the compo-
nent is operating normally. If another component simultaneously per-
forms a receiving pos transition, the motion control component may
perform its sending transition. This models the normal behavior of the
motion control component since in this model this component is a pro-
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working  pos!  

failing

 down?  

down

 log:down  

Figure 1.2: State transition diagram of the motion control component.

ducer of pos messages to the interpolator.

If receiving a down message, the component changes state to the
failing state. From that state, logging will occur and the component
reaches the down state. The logging transition is prefixed by log: indi-
cating that the transition is a logged transition, and the logged message
is down. Since there are no outgoing transitions from the down state,
the component will be silent and never leave the state once it gets there.

While the normal behavior of the motion control component was
captured in a single state, the interpolator (Figure 1.3) has a normal
operation modeled in three states. It starts in the idle state, waiting for
a pos message (which will be sent by the motion control component).
When receiving the pos message, the interpolator enters the compute
state, indicating the computation of the segment that will be sent to the
servo. From the compute state the wait state will be entered if a segment
message is successfully sent. In the wait state the interpolator is waiting
for the servo to perform the robot arm movements corresponding to the
transmitted segment, and when that is done, a new position is accepted
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idle

compute

 pos?  

wait

 segment!  

down

 crit:fail  

 ready?  

 fail?  

 down!  

Figure 1.3: State transition diagram of the interpolator.
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idle

exec

 segment?  

wait

 data!  

failing

 to?  

dead

 crit:fail  

ok

 ack?  

 ready!  

reseting

 fail!  

 reset  

Figure 1.4: State transition diagram of the servo.

from the motion control component. The interpolator thus stays in
the wait state until it receives a message. If the message is ready, the
component returns to the initial state, but if the message is fail the down
state is entered, form which the interpolator starts to try to send down
messages.

If the computation of the segment fails, because of some internal
failure of the interpolator, the segment is never sent but the component
silently enters the down state. This state transition is thus associated
with a possible fault, and therefore the transition is critical, indicated
by the crit: prefix. The name of the fault is simply fail. A more precise
name would be useful if there were several critical transitions in the
same component.

In terms of state space, the servo (Figure 1.4) with its seven states is
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wait

acking

 data?  

down

 crit:down   ack!  

 to!  

Figure 1.5: State transition diagram of the bus.

the largest of the components in the example system. The initial state
is the idle state waiting for a segment message (from the interpolator).
When the segment is received, the servo enters the exec state, indicating
that the segment is to be executed. To execute the segment, the message
data is sent (to the bus), indicating that the segment data is successfully
sent. If the data is sent, the servo enters the wait state, waiting for
an acknowledgment message. This message signals that the segment
is properly executed, and the servo thus enters its ok state, and then
sends the ready message (to the interpolator) signaling that the segment
is handled and that the servo now has returned to the idle state, ready
for a new segment.

In the exec state, two things may go wrong. Either the servo fails
in some way, then silently entering the dead state, or the bus sends a
to (time-out) message instead of receiving the data message. Upon bus
time-out, the servo sends a fail message and the resets itself and returns
to the idle state, via states failing and resetting. The transition labeled
reset from the resetting state is an epsilon transition.

The bus component is modeled by a three state diagram (see Figure
1.5). It starts in the wait state, and the normal operation is to receive
a data message and then send an ack message back returning to the
wait state. The bus can break. This happens waiting for data, and then
the down state is entered. In the down state the component sends to
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ready

handleRequest

 request?  

waitBus

 data!  

bad

 to?  

doneBus

 ack?  

 response!  

 failedResponse!  

Figure 1.6: State transition diagram of the server.

(time-out) messages. In a real application the time-out is generated in
the end of the communication channel rather than by the failed bus, and
the broken bus in simply silent. Since our modeling language does not
contain any notion of time, a proper time-out behavior (such as taking
a time-out transition after failing to send the data message for a certain
amount of time) cannot be modeled. Therefore, in our example, a failed
bus starts sending time-out messages.

The server component (see Figure 1.6) uses the bus in a way that is
similar to the servo. It starts in the ready state and waits for request
messages indicating that a client wants the server to perform some kind
of request. Consequently, the server enters its handleRequest state where
it tries to use the bus. This is done by sending the data message and
then waiting for an ack message in return. The server thus enters the
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init

wait

 request!   response?  

failed

 failedResponse?  

dead

 log:badserver  

Figure 1.7: State transition diagram of the client.

states waitBus and then doneBus from where a response message is sent
back to the client and the server returns to the ready state, ready for
another request.

If receiving a to (time-out) message when in the handleRequest state,
the server returns a failedResponse message to the client and then returns
to the ready state.

The client component (see Figure 1.7) uses the server by sending
request messages and expecting response messages back. If a faile-
dResponse message is received instead, the failed state is entered and
then a badserver message is logged before the client enters a silent dead
state, a dead-end state that will never be exited.
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1.2.2 Fault Isolation

Given a set of logged messages we would like to conclude the cause in
terms of a critical event. In a small system such as the example system,
we can perform reasoning without computer assistance.

If, for example, we are given a singleton log containing only a logged
message from moc, we conclude that since no client has complained, the
bus seems to be in order. Furthermore we observe that if the bus is
working correctly, there must be a malfunction in the ipol component
when moc emits a logged message. The servo fails silently, leaving no
traces in the log, since when reaching the dead state it leaves ipol waiting
for ever in its wait state and never telling moc about the problem. Thus,
we conclude that with this log we know for a fact that ipol has failed,
but it is also possible that we have a double fault where also servo has
failed.

This kind of reasoning can be automated, and in this thesis we will
show how to do so. In general this is a computationally challenging
task, and therefore the main topic of the thesis is the investigation of
usage of abstraction in order to make the problem more computationally
tractable.

1.2.3 Diagnosability Analysis

Given a system model, it is possible to predict which logs the system
may produce. In our kind of system model, the set of logs consistent
with the model is a subset of the power-set of all logged system messages.
Although quite possibly large, the set of logs is thus finite.

Having a finite space of model-consistent logs, it is possible to com-
pute fault isolation for all consistent system logs. Such an analysis can
be used at design time to establish diagnosability of the system. If we
find that all possible logs of the system allow for successful fault isola-
tion, the system is diagnosable.

In this thesis we will describe abstraction techniques that allow ex-
ploration of all model consistent logs without explicitly computing all
possible executions of the system. We will also show how this makes
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diagnosability analysis not only computable but also feasible in benign
cases.

1.3 Thesis Organization

In the next chapter we will describe the basics of model-based diagnosis
and model checking, which is the frame of reference and area of research
where this thesis belongs. In Chapter 3 we then provide the concepts
and tools needed to reason about systems, which will be used in the rest
of the thesis. In Chapter 4 we provide terminology needed for fault iso-
lation and also describe and discuss relations between our approach and
others. Abstraction of system models from Chapter 3 will be covered in
Chapter 5. Then, in Chapter 6 we will show how the model abstractions
from the previous chapter can be used for fault isolation and automated
diagnosability analysis. The method of Chapter 6 are further specified
and evaluated in Chapter 7, and in Chapter 8 we describe a tool that
implements the approach described in the previous chapters. Finally, in
Chapter 9, we conclude the thesis in a summary of the main features
and limitations of the thesis.
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Chapter 2

Background

Someone will call
Something will fall
And smash on the floor
Without reading the text
Know what comes next
Seen it before

Martin Gore

The concepts of diagnosis and model checking are central for this
thesis, and in this chapter those concepts are described. Thus, in this
chapter we describe the research area in which this work belongs, and
we put this thesis in context.

2.1 Model-based Diagnosis

The research area of artificial intelligence (AI) covers a vast array of
different topics, all related by a common interest to investigate the com-
putational aspects of intelligent behavior. Diagnosis is reasoning about
cause. More specifically, diagnosis means finding the reason for an ob-
served behavior. Typically, the observed behavior is in some way abnor-
mal and in order to correct the abnormality there is a need to localize
the cause of the problem.
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AI diagnosis has been studied in different contexts, both in terms of
problem domain and in terms of what kind of information is available.
Some use pattern recognition [NP05, HTP04] to find the fault given a
pattern of observations, others use abduction based reasoning [TCPD95,
AR86] or knowledge bases [SEM89, HCJK04]. Causal models [Pro02]
make the fault isolation process more straightforward since the model in
itself links observations to the causing faults. Stochastic models [TT05]
introduce the ability to reason about likelihood of a certain fault given an
observation. In this thesis we will focus on a model-based and deductive
approach.

In a model-based diagnosis approach [HCdK92, Str97], the diagnosis
reasoning is performed based on a model of the diagnosed system. A
model of the system entails a set of behaviors. Partial observations of
the system also correspond to a set of possible behaviors. If the behavior
predicted by the model is inconsistent with the observed behavior, there
is a need for diagnosis. Diagnosis then typically amounts to reasoning
about what part of the system model that is not behaving according to
the model.

Apart from the community of artificial intelligence, diagnosis is also
explored by the control theory community. To differentiate between the
communities, the artificial intelligence diagnosis community is often re-
ferred to as DX and the community stemming from control theory is
called FDI (fault detection and isolation). When a system model in the
world of DX is described in logic, an FDI system model typically is for-
mulated in differential equations. Because of the difference in system
modeling, different tools are used for reasoning. In this thesis, however,
we describe a DX approach. See Cordier et al [CDL+04] for a more elab-
orate investigation of similarities and differences of the two approaches
to diagnosis.

We first introduce the concept of discrete diagnosis with structural
system models, an instance of model-based diagnosis. We then further
discuss various implications of introducing more powerful models such
as behavioral models.
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2.1.1 The Discrete Diagnosis Problem

Pioneered by Reiter [Rei87], the area of discrete diagnosis is an instance
of model-based diagnosis. The following terminology is typically used in
the context of discrete diagnosis.

A system is a pair (SD,COMPS) where SD is a system description
and COMPS is a finite set of constants. The intuition is that COMPS
contains names of distinguishable parts of the system and SD provides
a description of the system’s behavior and structure. Each component
c ∈ COMPS has a set of behavioral modes with semantics defined in
SD. To enable reasoning about malfunctioning components, the system
description also contains a unary predicate AB, where AB(c) holds iff
component c ∈ COMPS is abnormal, i.e. dysfunctional. The behavior
of a component c is naturally connected to AB(c). In the most simple
form, the system description determines system behavior only in the case
of correctly operating components, that is the behavior of component
c is undefined if AB(c) holds. A more complex system description can
include failure modes, that is defining system behavior for component c
for both truth values of AB(c).

An observation is a set of facts, expressed as first-order sentences.
We write (SD,COMPS,OBS) for a system (SD,COMPS) with ob-
servations OBS. An observation is often expressed in terms of observed
system behavior, for example a relation between input and output sig-
nals.

A diagnosis for (SD,COMPS,OBS) is a set δ ⊆ COMPS such that
{SD,OBS } ∪ {AB(c) | c ∈ δ } is consistent. That is, the propositions
of SD and OBS are consistent together with the assumption that all
components in δ are dysfunctional. Because of its focus on model vs.
observation consistency, this approach is often referred to as consistency
based diagnosis.

2.1.2 System Descriptions

A system description describes the behavior of the system. In classical
AI diagnosis, this description is in the form of logic formulae, describing
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static relationships between i.e. inputs and outputs. This, however, is
only one possible modeling approach.

Traditionally, in discrete diagnosis the system description is a set of
first order logic formulae describing static information about the relation
between states of parts of the system. If the system for instance is
an electrical circuit, the system description may describe the relation
between the inputs and outputs of the components of the system such
as adders and multipliers.

If the system is dynamic with internal state, its behavior cannot be
easily captured in predicate logic since it is no longer simply a func-
tion from input to output. Thus, temporal logic is better suited than
predicate logic for reasoning about system behavior. A natural way of
expressing the model is to use finite state automata.

As mentioned, in standard AI diagnosis literature [Rei87] a diagnosis
of a structural model system is a (minimal) set of failed components
consistent with observations and model. For dynamic systems (systems
with state), however, a diagnosis is often defined as the set of all runs, or
trajectories, consistent with the observations [BLPZ99, CRP01, CPR00].

2.2 Model Checking

Designing a system involves a sequence of steps, often iterated until
a satisfying result has been achieved. Typically there is a first step
of defining specifications that the system should fulfill, then there is a
design phase followed by implementation. After the implementation is
done, testing may commence, in order to verify that the implementation
indeed fulfills the original specifications. Typically, in the first attempt,
the implementation fails to fully do so. Then the process has to be
restarted, at least for a subset of the system, from the design phase.

This rough outline of a system development process is in no way
intended to be exhaustive or precise, but is only mentioned to point out
that in a typical development setting, some implemented features will
have to be thrown away, redesigned and then reimplemented. Time and
money is thus wasted by implementing incorrect designs, and it would
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be useful to be able to do at least some testing on the design itself,
and thus find problems before implementing them. This is where model
checking comes in.

Model checking [CGP00] is a way to verify that a designed system
does fulfill a set of specifications. Thus, model checking offers a formal
way of testing a design without the need for implementation. Further-
more, testing an implementation is typically not an exhaustive method
– when testing is done we cannot in general be sure that the system is
correct, only that it has passed the tests. Since model checking is a for-
mal and exhaustive method, if the model checker finds the specifications
to hold for the design we have proven design correctness with respect to
the property at hand.

The stronger certainty in design correctness comes with a price. If
to be used in a model checker, the model and specifications have to be
detailed and formal enough to allow for formal reasoning. This is why for
a general software system it is not reasonable to require model checking
of the entire model. Making a large model detailed enough to be able to
prove useful specifications for the entire system is infeasible both in terms
of model and specification design, and in model checking computation
time. Therefore, the system to be model checked is typically a small
fraction of the system, such as a communication protocol or control
logic.

The fact that a model checker can be used to automate reasoning
about system models has made it popular for diagnosis of systems with
dynamic models [JK04, LNK03b].

Assume that we have a system behavior described by a transition re-
lation that can be depicted as a graph with states as vertices and state
transitions as edges. The computation tree is the unwinding of the state
transition graph to a directed tree with the initial state as root. The
children of a state in the computation tree are all immediate successor
states. The paths from the root of a computation tree represent all pos-
sible computations of the transition relation. We only consider infinite
computations here, by assuming that the leaves of the computation tree
have self-referring loops. The states are described by state predicates
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that capture relevant properties of the states. For a state predicate P
and a state q we write q |= P when P holds for state q.

The syntax of CTL formulae can be defined inductively as follows.

• All state predicates are CTL formulas.

• If f1 and f1 are CTL formulas, then

– f1 ∧ f2, f1 ∨ f2, ¬f1,

– AG(f1), AF (f1), AX(f1), EG(f1), EF (f1), EX(f1),

E[f1Uf2],A[f1Uf2], E[f1Bf2] and A[f1Bf2]

are CTL formulas.

A CTL formula is always evaluated in a state, a vertex in the com-
putation tree, and we write q |= F to denote the fact that a formula
F holds in state q, or in other words F holds for the computation tree
with q as root. The semantics of the CTL operators AG,AF,EG,EF
and EX can be described as follows. These operators form a subset of
CTL that is sufficient for the purposes of the thesis. The others are not
needed, and will therefore not be further described here.

In a computation tree rooted at q, we say that

q |= AG(F ) iff F holds in all states of the tree,
q |= AF (F ) iff in all paths from q, F holds in some state,
q |= EG(F ) iff in some path from q, F is true in all states,
q |= EF (F ) iff in some path from q, F is true in some state,
q |= EX(F ) iff F holds for some immediate successor state of q.

The following table gives an intuitive interpretation of the CTL op-
erators.

operator Intuition

AG(f) f will hold forever.

AF (f) Eventually, f will hold.

EG(f) It is possible that f holds forever.

EF (f) f may eventually hold.

EX(f) f may hold in the next state.
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Example 2.2.1. CTL formulae can be used to check various properties
of a model. Two important properties are liveness, the fact that some-
thing good will eventually happen, and safety, that no undesired things
happen. Consider the properties Good and Bad. Good holds in all states
that perform a task that is important for the performance of the sys-
tem, if permanently disabled the system is considered malfunctioning.
The predicate Bad holds in all states that are undesired, if reached the
system is malfunctioning.

A safety property of the system is that states q such that q |= Bad
are unreachable. That can be checked by evaluating the following CTL
formula.

AG(¬Bad)

or, equivalently

¬EF (Bad)

That is, there is no state in the computation tree that is Bad.
Liveness can be expressed in the following way. In all paths of ex-

ecution, Good should hold infinitely often. This means that at time of
the execution, there is a future Good state, and it can be checked by the
following CTL formula.

AG(AF (Good))

In words, it is true for all states (AG), that eventually (AF ) Good
will hold. This excludes any infinite computation not containing Good
states.

2
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Chapter 3

Mathematical Foundation

It’s 106 miles to Chicago,
we’ve got a full tank of gas,
half a pack of cigarettes,
it’s dark and we’re wearing sunglasses.

Elwood Blues

In this chapter we give a formal description and semantics of our
system model which allows us to formally describe fault isolation as well
as the concepts of abstraction.

3.1 Components

Our system model is composed of a set of interacting components. De-
pending of the level of model detail, a component may represent a sub-
system or an autonomous network agent or merely an instance of a class
in an object oriented system. In the context of software UML [RJB99]
modeling, as in Chapter 8, we will therefore use the terms component
and object interchangeably.

We will define two slightly different kinds of components; modeling
components and memory components. The modeling components will
be used only for modeling purposes, as a kind of input language, whereas
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the memory components will be the basis for the rest of the thesis. In
the following chapters, when referring to components, we will mean the
memory components.

Definition 3.1.1. A modeling component is a tuple o = (Σ, Q,→, q0)
where

• Σ is a finite set of events,

• Q is a finite set of control states,

• → ⊆ Q× Σ×Q is a set of transitions and

• q0 ∈ Q is an initial state.

2

We distinguish between internal and synchronized events. For a syn-
chronized event to take place, we require a complementary event to take
place in another component at the same time. This is not required for
internal events that may take place without inter-component interaction.
We divide Σ into disjoint subsets Σi where i ∈ { ε, rec, snd , log , crit }.

The set of synchronized events is Σsnd ∪ Σrec, where Σsnd is the set
of sending events and Σrec the set of receiving events. All events in Σsnd

have the form x!, and the events in Σrec have the form x? where x is the
name of the event. Only pairs of events x! and x? (with the same name
x) are complementary.

The set of internal events of o is Σint = Σε ∪ Σlog ∪ Σcrit . The set
Σlog consists of logged events, and all logged events are written on the
form log:x where x is the name of the logged event. Critical events
have the syntax crit:x where x is the name of the event, and the set
of all critical events is denoted Σcrit . Internal events that are neither
critical nor logged are called epsilon events and belong to Σε. An epsilon
event is written as an alphanumeric identifier without :,? or ! in it, but
since the name of an epsilon event has no effect on the semantics of the
component, epsilon events are often simply denoted ε.
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wait

acking

 data?  

down

 crit:down   ack!  

 to!  

Figure 3.1: The state transition relation of the bus component.

The relation→ is partitioned in two disjoint subsets −−B∪−−I. The
set −−B is the set of optional transitions and −−I is a set of non-optional
transitions.

We make a clear distinction between transitions that model a possible
behavior (the optional transitions, where for example critical events such
as faults are included) and transitions that express a necessary behavior
(the non-optional transitions including for example logged events).

We write q
e→ q′ when (q, e, q′) ∈ → and make the same notificational

simplification for −−B and −−I. Furthermore, when clear from context
we treat q

e→ q′ as a synonym for (q, e, q′).

Example 3.1.1. Consider the state transition diagram in Figure 3.1.
As described in Section 1.2.1 where the same figure appears as Figure
1.5, the diagram describes the behavior of a bus. Calling the modeling
component obus we write

obus = ({Σsnd ∪ Σrec ∪ Σcrit }, {wait, acking, down },−−B ∪ −−I, wait)

where

Σsnd = { ack!, to! }, Σrec = { data? },
Σcrit = { crit:down },
−−B = { (wait, crit:down, down) } and

−−I = { (wait, data?, acking), (acking, ack!, wait), (down, to!, down) }
2
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To facilitate reasoning about events that have occurred among sets of
interacting components we will instrument modeling component states
with a history element which records important events before reaching
the current state; namely events from Σlog ∪ Σcrit .

Definition 3.1.2. Let o = (Σ, Q,→, q0) be a modeling component. A
labeled event is a pair o.e. We write o.Σ for the set { o.e | e ∈ Σ }. 2

Definition 3.1.3. An extended component state of a modeling compo-
nent o = (Σ, Q,→, q0) is a pair (q,E ) where q ∈ Q and E ⊆ o.Σlog∪crit

2

Definition 3.1.4. A memory component is a tuple c = (Σ,S,→, s0, id)
where

• Σ is a finite set of events,

• S is a finite set of extended component states,

• → ⊆ S × Σ× S is a set of transitions,

• s0 ∈ S is the initial state and

• id is a function defined for all transitions of →.

2

Later in this thesis we will be manipulating components, and use a
component to represent the behavior of other component(s). Thus, tran-
sitions of a component may represent transitions of other components,
and this relationship is described by the id function. The id function is
further motivated and discussed on page 30.

Extended component states, called component states henceforth, are
denoted by s. Given a component c we write S(c) for the set of compo-
nent states of c. When c is clear from the context we simply write S.
Similarly, we write Σ(c) for the set of events of c.

In the following, this thesis will deal with memory components.
Thus, the term “components” will refer to memory components unless
explicitly stated otherwise.
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We assume that components have disjoint sets of states. This does
not limit the expressivity of our framework since a model with two dis-
tinct components with non-disjoint sets of states can be simulated by a
behaviorally equivalent model where state names are renamed to ensure
disjoint sets of states. To avoid unnecessary indexing of state names,
we take the liberty of using non-disjoint sets of state names in some
examples in this thesis.

We use init((Σ,S,→, s0, id)) to denote the initial state s0 of the
component. When comparing components we say that the size of a
component is | S(c) |, the number of component states.

A modeling component induces a corresponding memory component.
Let o = (Σ, Q,→o, q0) be a modeling component, then the corresponding
memory component is c = (Σ,S,→, s0, id) where

• S = { (q,E ) | q ∈ Q and E ⊆ o.Σlog∪crit },

• (q,E )
e→ (q′,E ′) iff q

e→o q
′ and

E ′ =
{

E ∪ { o.e } if e ∈ Σlog∪crit

E otherwise,

• s0 = (q0, ∅) and

• id(t) = t for all t ∈ →.

Let s = (q,E ) be an extended state. We will use seen to denote the
logged and critical events that have taken place before reaching s, or
formally

seen(s) = E .

We will need to reason about the observable part of seen, and there-
fore we introduce the seenlog function. Let s be a component state.
Then we define

seenlog(s) = { c.e | e ∈ Σlog , c.e ∈ seen(s) }.

Definition 3.1.5. A state s ∈ S(c) is transient iff it has an outgoing
non-optional internal transition s e−−I s′ such that s 6= s′. 2
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idle

compute

 pos?  

wait

 segment!  

down

 crit:fail  

 ready?  

 fail?  

 down!  

Figure 3.2: The state transition relation of the ipol component.

Given a transition s
e→ s′ we say that s is the source state and s′ is

the target state. If s 6= s′ we also say that s′ is a successor state of s. A
transition s

e→ s′ is called a loop transition iff s = s′.
A potentially reachable state of a component c is a state sn such

that init(c)
e1→ s1

e2→ s2 . . . sn−1
en→ sn, where n ≥ 0. A compo-

nent c′ = (Σ,S ′,→′, s0, id) is called the reachable sub-component of
c = (Σ,S,→, s0, id) iff S ′ are the potentially reachable states of c and
→′ contains all (s, e, s′) ∈ → such that s ∈ S ′.

In what follows we assume, unless otherwise stated, that all compo-
nents are reduced to their reachable sub-component.

Example 3.1.2. Consider the state transition diagram in Figure 3.2.
As described in Section 1.2.1 where the same figure appears as Figure
1.3, the diagram describes the behavior of an interpolator (modeling)
component oipol.

To compute the corresponding memory component cipol we find that
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idle

compute

 pos?  

wait

 segment!  

down
ipol.crit:fail

 crit:fail  

 ready?  

down

 fail?  

 down!  

 down!  

Figure 3.3: The state transition relation of the ipol component, extended
states.

the reachable component states of cipol are

init(cipol) = (idle, ∅), (compute, ∅), (wait, ∅), (down, ∅)
and (down, { crit:fail }).

Notice how the control state down of oipol gives rise to two component
states of cipol. The component state (down, ∅) represents being in state
down without any critical (or logged) events seen, which means that
the state must have been reached by the fail? transition, whereas the
component state (down, { crit:fail }) represents reaching down via the
critical event transition. Notice how we omit the component label if
clear from context and write crit:fail instead of ipol.crit:fail.

In Figure 3.3 we see a graphical representation of the component
states of cipol. Notice how we exclude the history element if it is empty,
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and how the members of the seen set are labeled events, listed below
the state name. A labeled event, see Definition 3.1.2, is prefixed by the
name of the component it belongs to as in ipol.crit:fail. This prefixing is
used in order to make each member of seen sets globally unique within
a system, allowing for unions of such sets without name space clashes.

From a modeling point of view, it is desirable to describe component
behavior as a modeling component (as in in Figure 3.2), without having
to think about extended states of memory components. As a matter
of fact, our diagnosability tool (described further in Chapter 8) only
allows modeling of behavior without extended states, i.e. it only accepts
modeling components as input. As a first computation step the tool
then automatically computes the extended state spaces.

2

The id Function Our system models consist of sets of components
with interleaving semantics except for the case of synchronizing events,
where two components perform synchronized transitions. We use weak
fairness, a concept that will be more thoroughly described in Section
3.4, with the intuitive meaning that no transition can be enabled forever
without taking place.

In this thesis we study various structure changing operations on com-
ponents and systems. In some cases, a so called compound component
may be introduced in a system as a replacement for some other com-
ponents. To make proofs of correctness more clear and straightforward
there is a need for keeping track of why a certain transition is included
in such a compound component.

The behavior of the compound component is intended to correspond
to that of the original components and thus a transition t of the com-
pound component corresponds to one or two (complementary) transi-
tions in the original components. We say that the transition(s) of the
original component(s) motivate the existence of t in the compound com-
ponent.

To keep track of this dependency of transitions, the id function is
introduced. The id function is defined for all transitions and returns a set
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1

2

 a   b  

Figure 3.4: A simplistic example component A with two states and two
transitions.

of transitions such that id(t) for a transition t is the set of transitions of
the original system model that motivate the existence of t, i.e. a singleton
set of a transition or a set of two synchronizing transitions.

For a component state transition t, we have that id(t) = { t } since
the transition belongs to the original system model and needs no other
motivation for its existence.

In the following sections we investigate Cartesian products of com-
ponents. A Cartesian product c of components c1 and c2 is a component
such that the runs of c simulate the parallel runs of c1 and c2. This con-
cept is often referred to as product automata or parallel composition of
automata. We will describe the concept further in Section 5.2. In the
following example we show that ids of transitions are needed in order to
maintain fairness when creating Cartesian products.

Example 3.1.3. Assume that we have a system composed of two com-
ponents A and B, as depicted in Figures 3.4 and 3.5. Component A has
two control states, called 1 and 2, and non-optional internal transitions
{ (1, a, 2), (2, b, 1) }. Component B has states 3 and 4 and a single non-
optional internal transition (3, c, 4). The initial states of the components
are 1 and 3, respectively.

Thus, component A can go from state 1 to 2 and back for any
number of times, while component B only can take its transition from 3
to 4 once.
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3

4

 c  

Figure 3.5: A simplistic example component B with two states and one
transition.

13

23

 a  

14

 c  

 b  

24

 c  

 b   a  

Figure 3.6: The Cartesian product C of the components A and B of
Figures 3.4 and 3.5.
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A run of the system where only transitions in component A take place
is non-fair, because the transition of component B will then be enabled
forever but never take place. Thus, in all fair runs, the transition of
component B will take place.

If we construct the Cartesian product C of components A and B,
we get a component as shown in Figure 3.6. Now consider the fair
runs of C. Here the transition of component B is represented by two
distinct transitions (labeled c) and with a naive fairness definition a run
containing only states 13 and 23 would be considered fair, since no single
non-optional transition is enabled forever.

Thus, we need to keep track of the fact that the two transitions
labeled c of component C actually represent the very same transition
of component B. This is done by the id function. If we do so, we may
define fairness in a way such that fairness of runs is preserved when
constructing Cartesian products.

2

3.2 The System

As mentioned above, this thesis will discuss properties and manipulation
of systems. Systems are composed of sets of interacting components, and
having defined components in the previous section we are now ready to
formally define our notion of a system (description).

Definition 3.2.1. A system description SD is a finite set of compo-
nents. 2

Definition 3.2.2. A (global) system state is a mapping

σ:SD →
⋃

c∈SD
S(c)

such that σ(c) ∈ S(c) for all c ∈ SD. The set of all system states of
a system description SD is denoted S(SD) . The state σ such that
σ(c) = init(c) for all c ∈ SD is called the initial global state (denoted
init(SD)). 2
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The set of components is fixed during run time, i.e. we do not sup-
port dynamic creation or deletion of components. It is possible to sim-
ulate any bounded behavior of creation and deletion of components by
introducing an initial state that corresponds to a component not yet
being created and a final state that corresponds to the component be-
ing deleted, but unbounded creation of components is not supported.
Our approach requires that the system state space is finite, and with
unbounded creation of components this could not be guaranteed.

3.3 The System State Transition Relation

In the following we define the system state transition relation⇒. To ex-
press the changing of the state of one of the components in a global state,
we use the following notation. Let σ be a global state, s a component
state and c and c′ components. Then

σ [c 7→ s] (c′) =

{
s if c = c′

σ(c′) otherwise

When changing state of several components of a global state we use the
following list notation. Let σ be a global state, s and s′ component
states and c and c′ components such that c 6= c′. Then

σ
[
c 7→ s, c′ 7→ s′

]

is used to denote the two substitutions

σ [c 7→ s]
[
c′ 7→ s′

]

The simplest system transition ⇒ is when one component changes its
state independently of the others; we call this an internal transition and
refer to the rule as rule R1.

σ(c) = s s
e→ s′ where e ∈ Σint(c)

σ⇒σ [c 7→ s′]
(R1)
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In order to avoid the special case of finite runs we include the stut-
tering rule R2 which allows the system to repeat the same state. Thus,
a finite run of the modeled system will be represented by a run that
ends in an infinite repetition of the same state. The concept of fair runs
defined below in Definition 3.4.2 allows us to ignore the trivial unwanted
runs that stop executing in the middle of a sequence of actions that are
to be considered atomic (i.e. either all or none of them take place) in
the real system.

σ⇒σ
(R2)

Components may synchronize by complementary events. This is al-
lowed by the synchronized transition rule R3.

σ(ci) = si σ(cj) = sj si
e!→ s′i sj

e?→ s′j

σ⇒σ
[
ci 7→ s′i, cj 7→ s′j

] , i 6= j(R3)

Definition 3.3.1. Let SD be a system description. A (system) run is an
infinite sequence of global states σ0, σ1, σ2, . . . such that σ0 = init(SD)
and σi⇒σi+1 for all i ≥ 0. The set of all runs of system SD is denoted
runs(SD). 2

We would like to be able to express substitution of components in
a system, and in the following definition we define replacement of the
components in the set C1 by the component c2.

Definition 3.3.2. Let SD be a system description, C1 a non-empty set
of components and c2 a component. Then

SD [C1 ⇒ c2] = (SD − C1) ∪ { c2 }.

2

The logged and critical events that have taken place upto a certain
system state σ in a system SD is denoted seen(σ) and defined as follows.
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Definition 3.3.3. Let SD be a system description and σ ∈ S(SD).
Then

seen(σ) =
⋃

c∈SD
{ seen(s) | σ(c) = s }.

2

3.4 Fairness

As mentioned, the reason for introducing the concept of (non-) optional
transitions is that we would like to be able to model behavior that cannot
be avoided. If, for example, we have a logging event that always is taken
given that the system reaches a certain state, we would like to exclude
the system runs that reach the state but never perform the logging.
Thus, we require the system to never let a non-optional transition be
enabled for an infinite period of time. This requirement is often referred
to as weak fairness [Mil80].

Therefore, even though runs(SD) denotes all the runs of a system
SD, we will in the following focus on a subset of these runs, namely
the fair runs. A fair run is a run that eventually lets an enabled non-
optional transition take place. That is, a non-fair run is a run where
some non-optional transition is enabled forever but never takes place.
This is allowed in the definition of runs, but undesirable from a reasoning
and modeling point of view.

We use the id function to define enabled timeouts, which in turn is
used to define fairness. For a system SD and state σ ∈ S(SD) we define
the set of enabled timeouts tosSD(σ) as follows.

Definition 3.4.1. Let σ ∈ SD be a system state of system SD. We
say that a set of transitions T is an enabled timeout of σ, written T ∈
tosSD(σ), iff

• there is a component c that can perform a non-optional internal
transition (i.e. σ(c) = s and s e−−I s′ where s 6= s′) and T =
id((s, e, s′)), or
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• there are two components c1 and c2 that can perform a synchro-

nized transition (i.e. σ(c1) = s1, σ(c2) = s2, s1
e!−−I s′1 and

s2
e?−−I s′2, where s1 6= s′1 or s2 6= s′2) and T = id((s1, e!, s

′
1)) ∪

id((s2, e?, s
′
2)).

When SD is clear from context, we write tos(σ) instead of tosSD(σ).

2

For a run t, we use infseq(t) for the set of all infinite suffixes of t.
We consider a run fair, if there are no infinite repetitions of global states
such that the same timeout transition is enabled in all of the states.

Definition 3.4.2. Let t be a run of SD. Then

fair(t) iff
⋂

σ∈ts
tos(σ) = ∅ for all ts ∈ infseq(t).

We define fair(T ) for a set of runs T in the obvious way

fair(T ) = { t ∈ T | fair(t) }.

2

Example 3.4.1. As a continuation of Example 3.1.3 on page 31, let us
first investigate how fairness works for the minimalistic example system
of components A and B.

The initial state of the system is {A 7→ 1, B 7→ 3 }. The enabled
timeouts of this state is { (3, c, 4) } and { (1, a, 2) }. A run where com-
ponent B remains in state 3 is thus not fair, since { (3, c, 4) } will be an
infinitely enabled timeout.

For system C, we see that in state 13 as well as in state 23, there is
an enabled timeout of { (3, c, 4) }, since this is the id of both transitions
labeled c. Thus, a fair run cannot stay forever in states 13 and 23, but
must eventually reach state 24 or 14. Thus, the underlying transition
from component B is forced in all fair runs.

2
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3.5 The Diagnosis of a System

A set of runs contains information about sequences of states and events
in an often intractably large state space. To facilitate reduction in the
state space we propose the abstraction runabs that focuses on the in-
formation needed for fault isolation – the correlation between logged
messages and critical events.

Definition 3.5.1. Let t be a run, then runabs(t) = (e,E ) where

• e is the first critical event of t, or X if there is no critical event in
t,

• E is the set of all critical and logged events of t.

2

Note that by definition the set of logged and critical events in a run
is growing monotonically, and stabilizing after a finite number of steps
(due to finiteness of Σ and SD).

We generalize runabs to sets of runs in the obvious way.

runabs(T ) = { runabs(t) | t ∈ T }

Definition 3.5.2. The diagnosis abstraction DiAbs(SD) of a system
description SD is

DiAbs(SD) = runabs(fair(runs(SD))).

That is, the diagnosis abstraction of all fair runs of SD. 2

Example 3.5.1. Consider a system SD consisting of three of the com-
ponents presented in Section 1.2.1, a bus, a server and a client. For
brevity we call the bus component b, the server is called s and we use c
to denote the client component. We also use the convention of describing
mappings as sets.

The initial system state is thus

σ0 = { c 7→ (init, ∅), s 7→ (ready, ∅), b 7→ (wait, ∅) }
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First assume that the bus does not enter its down state. Then the first
step of this system is for the client and server to synchronize with a
request. The system ends up in state σ1 as follows.

σ1 = { c 7→ (wait, ∅), s 7→ (handleRequest, ∅), b 7→ (wait, ∅) }

Then, the server and the bus synchronize in two steps. First the server
sends data!, taking the system to state σ2.

σ2 = { c 7→ (wait, ∅), s 7→ (waitBus, ∅), b 7→ (acking, ∅) }

The next step of the system is for the bus to send ack! back to the server,
taking the system to state σ3.

σ3 = { c 7→ (wait, ∅), s 7→ (doneBus, ∅), b 7→ (wait, ∅) }

Now, the server may send a response back to the client, taking the
system back to σ0. We have found that SD can repeat the cycle
σ0, σ1, σ2, σ3, σ0 . . . any number of times, and therefore the infinite rep-
etition of this cycle is in runs(SD). We call this run tn.

Furthermore,

tos(σ0) = { { (ready, reqest?, handleRequest), (init, request!, wait) } }

and

tos(σ1) = { { (handleRequest, data!, waitBus), (wait, data?, acking) } }

and thus tos(σ0)∩tos(σ1) = ∅. Since all infinite suffixes of tn will contain
both σ0 and σ1, we see that fair(tn) holds. Since in tn no critical events
or logged messages occur, runabs(t) = (X, ∅) and (X, ∅) ∈ DiAbs(SD)
since fair(tn).

Now consider the runs where the bus does reach its down state. This
is possible from states σ0, σ1 and σ3 where it is possible for the bus to
perform the critical action crit:down. From state σ1, the system may
therefore reach state σe0.

σe0 = { c 7→ (wait, ∅), s 7→ (doneBus, ∅), b 7→ (down, { b.crit : down }) }
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From state σe0 the bus will send a timeout (to) to the server, taking the
system to state σe1.

σe1 = { c 7→ (wait, ∅), s 7→ (bad, ∅), b 7→ (down, { b.crit:down }) }

Now the server responds to the client with a failedResponse. The
system reaches state σe2.

σe2 = { c 7→ (failed, ∅), s 7→ (ready, ∅), b 7→ (down, { b.crit:down }) }

From σe2 we get state σe3 where

σe3 = { c 7→ (dead, { c.log:badserver }),

s 7→ (ready, ∅),

b 7→ (down, { b.crit:down }) }
From state σe3 the system cannot reach any new state. Thus, runs
reaching σe3 will end in an infinite repetition of the same state. Consider
the run te, ending in such an infinite repetition of σe3 such that te =
σ0, σ1, σe0, σe1, σe2, σe3, σe3, . . .. We clearly see that te ∈ runs(SD), and
since tos(σe3) = ∅ while any infinite suffix of te will contain (an infinite
repetition of) σe3, we know that fair(te). Now,

runabs(te) = (b.crit:down, { b.crit:down, c.log:badserver })

and since te ∈ fair(runs(SD)), runabs(te) ∈ DiAbs(SD).
Intuitively it is clear that in a fair run where the bus fails critically,

eventually the client will log its message. This can also be formally
checked by showing that runabs(t′e) = runabs(te) for all runs t′e that
contain a state σe such that σe(b) = down.

We have now investigated all possible runs when the bus enters state
down and all possible runs when it does not. Thus having investigated
all possible runs, we know that

DiAbs(SD) = { (b.crit:down, { b.crit:down, c.log:badserver }), (X, ∅) }
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and conclude that the set of fair runs of the system can be parti-
tioned into two classes. The first class contains all fair runs tn of the
system abstracted by runabs(tn) = (X, ∅). In these runs, no critical
events occur and no messages are logged. They correspond to nor-
mal system behavior. For runs te in the second class, runabs(te) =
(b.crit:down, { b.crit:down, c.log:badserver }) and thus the bus has per-
formed the critical action and the client has logged its message. We
conclude that since the message is logged if and only if the critical event
occurs, the system is diagnosable in an intuitive sense.

Note that even though a run in runs(SD) such as

tu = σ0, σ1, σe0, σe1, σe2, σe2, σe2, . . .

is consistent with the model and our model semantics, there is an infinite
suffix of tu that contains only σe2 and since tos(σe2) 6= ∅, it follows that
fair(tu) does not hold, and therefore we will not include

runabs(tu) = (b.crit:down, { b.crit:down })

in DiAbs(SD). If runabs(tu) was to be found in DiAbs(SD), the system
would not be diagnosable since given an empty message log it would be
impossible to tell whether the critical event has occurred or not.

In following chapters we show how this kind of systematic analysis
of fault isolation of all possible runs of a system can be automated. We
also show how the automated reasoning can be made more efficient than
the explicit exhaustive enumeration of possible runs that is given in this
example.

2
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Chapter 4

Behavioral Model Fault
Isolation

Feeling unknown and you’re all alone
Flesh and bone by the telephone
Lift up the receiver I’ll make you a believer

Martin Gore

In a consistency based approach to fault isolation and diagnosis,
there are often several possible hypotheses of dysfunctional components
that are consistent with the model and observations. The set of all
consistent and minimal diagnoses is sometimes a satisfactory result of
diagnosis. In other cases, such as when deciding how to try to repair
the system, there is a need for finding the, in some sense, best diagnosis
among this set.

A usual assumption in classical structural model diagnosis is that
small diagnoses are to be preferred, i.e. when faced with several possible
diagnoses we select one with as few assumptions about broken compo-
nents as possible. Following the principle of Occam’s razor this is a very
reasonable approach when preferring minimal diagnosis, i.e. preferring
δ instead of δ′ if δ ⊂ δ′ and both are consistent diagnoses. In general,
though, the preference of small diagnoses is merely a fair assumption.
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Indeed, if there are some faults that are much more likely to occur than
others, it may be a more reasonable diagnosis to choose two of them
instead of one fault that is very unlikely to take place. Thus, it is not a
necessary consequence of the diagnosis framework that small diagnoses
always is the best selection but rather a heuristic rule.

The need for selection criteria also emerges in diagnosis of dynamic
systems, but in the classical formulation it is hidden by the definition
of diagnosis. The diagnosis is defined as the set of behaviors that are
consistent with the observations and the model, and thus the diagnosis
is a uniquely determined logical consequence of a given pair of system
model and observations. Therefore there is no need for any heuristics.

While providing a useful general framework for investigation of the
computational aspects of diagnosis of dynamic systems, the set of all
behaviors consistent with observations and model may not be the desired
output of a diagnostic system. Sometimes information more directly
related to the fault(s), e.g. pin-pointing a faulty component or a set of
instructions for system recovery, is required.

In this chapter we propose an approach to making reasonable as-
sumptions about how to pin-point the actual fault given a set of behav-
iors that are consistent with system model and observations. We make
no claim of presenting the only possible set of assumptions about how
to find the actual fault, but we present a framework that we find use-
ful for the class of systems that we have considered in this thesis and
we justify the assumptions with arguments valid to our kind of system
models. We present terminology describing the key concepts and discuss
possible outcomes of the fault isolation process.

4.1 Terminology

Given a system model in terms of a state transition system and an
observed behavior in terms of a message log, we would like to be able to
determine which fault(s) has caused a system failure. This overview of
our approach is depicted in Figure 4.1 where the model of the system and
an error log are used for fault isolation, and the result of fault isolation



Behavioral Model Fault Isolation 45

Model

Error 1
Error 2
...

Log

Operator

System

Fa
ul

t I
so

la
tio

n
Figure 4.1: Model based fault isolation outlined.

is presented to the user.

We use critical events to model faulty behavior of the system, and
thus finding the cause of the failure becomes synonymous with finding
the critical events that caused the system failure.

Typically, in our setting it is reasonable to assume that a system
failure is caused by a single fault, but in general also multiple fault sce-
narios must be considered. Therefore, in this thesis we use an approach
that works for multiple faults but also point out where the single fault
assumption will allow us to infer additional information.

In the following sections of this chapter we assume that we know the
set of runs T that are consistent with a given system model and a given
set of logged events. In the following chapters of the thesis we will show
how we can use the concepts presented in this chapter without explicitly
computing T , but assuming its explicit existence makes the presentation
in this chapter more accessible.

We use the term scenario to denote the pair of a model (in our case
a system description) and a set of logged events that correspond to a
system failure with one or many faults.
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4.1.1 Chronology vs Causality

Our dynamic system model will only allow for reasoning about chronol-
ogy, i.e. statements about the temporal order of the events that have
taken place. In fault isolation though, we are interested in causality,
i.e. knowing which event that has caused the system failure. Such infor-
mation is not represented explicitly in our kind of system model.

Some [GMC04, LHRG97] use a causal model for fault isolation and
diagnosis. This clearly simplifies the task of causal reasoning, but re-
quires maintaining a causal model that typically has no other use than
fault isolation and diagnosis. Another model for design and documen-
tation of the system will probably be needed as well.

For event A to cause event B, it is necessary that A occurs prior to
B. This connection can be used to link the temporal information that
may be extracted from the model to the causal relationships we wish to
reason about.

Therefore we are particularly interested in the first critical event of
a run. We observe that such a critical event is linked to a possible fault,
just like all other critical events, but furthermore we also conclude that
since it is the first event of its kind to occur, it could not have been
caused by any other critical event. This assumes (of course) that all
faults are modeled correctly. We call such an event a root event.

Definition 4.1.1. The root event of a run is the first critical event of
the run. If there are no critical events in the run, we indicate this with
the symbol X. 2

To be able to actually infer that a particular event is the root event
of a particular scenario we need a strong enough model of the system.

4.1.2 Proven Root

If all runs in T have the same root event e we say that e is the proven root
of the scenario. This means that for the scenario at hand, the proven
root is definitely the first critical event that has occurred.
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crita crita

* *

nc* nc*

Figure 4.2: Event crita is a proven root, as in all runs of T , event crita
is the first critical event to occur. The label ∗ stands for any transition
and nc∗ represents any non-critical transition.

See Figure 4.2 for a schematic example of a proven root. In this
example, T consists of two runs. The label nc∗ stands for any transition
that is non-critical, the star ∗ denotes any transition at all. Solid lines
stand for single transitions and dashed lines indicate any number of
transitions. The event crita is the first critical event to occur in all runs
of T and thus crita is a proven root.

4.1.3 Present Event

A present critical event (or in the following the shorter present event,
since in this thesis we are only interested in present events that are also
critical events) of the scenario is a critical event that is included in all
runs in T . A present event is therefore an event that we know has taken
place in the scenario at hand. One may say that the proven root is
known to be first, whereas the present event is only guaranteed to have
taken place. Obviously, a proven root is also a present event.

See Figure 4.3 for an example of a present event. Event crita is a
present event, as it is included in all runs of T . Note the difference
compared to Figure 4.2 where crita is a proven root. For the present
event we allow other critical events to occur before crita in some or all
of the runs of T .
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crita crita

*

* *

*

Figure 4.3: Event crita is a present event, since it occurs in all runs of
T .

crita critb

* *

nc* nc*

Figure 4.4: Both events crita and critb are enabled roots, since in some
run of T they appear as the first critical event.

4.1.4 Enabled Root

An event e that is a root event of some of the runs of T is called an
enabled root, meaning that the assumption that e is the root event is
consistent with the scenario. If the model is correct there is at least one
enabled root for each failure scenario. No enabled root would mean that
all runs in T are free from critical events, which would contradict the
assumption that that a failure has taken place and that the model is
correct.

See Figure 4.4 for an example of an enabled root. Here both crita
and critb are enabled roots since in some of the runs they occur as the
first critical event.
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An event that is present but not an enabled root is an event that
has taken place in the scenario, but has been precluded by some other
critical event. This may happen if the critical event at hand cannot
occur by itself, but is enabled by some other critical event that thus
always occurs before. Needless to say, an event that needs another fault
to occur to be enabled never causes a system failure by itself.

Thus, we are interested in events that are both present and enabled.

4.1.5 Strong Root Candidates

An event e that is both present and enabled is called a strong root
candidate. This is weaker than proven root, since we allow runs where
e is not the root event as long as it is included in all runs and root in
some of the runs. Obviously, if e is a proven root, it is also a strong root
candidate.

Thus, a strong root candidate is a critical event that is known to
have taken place (present) and does not necessarily follow other critical
events (enabled root).

See Figure 4.5 for an example of a strong root candidate. Here
the event crita is a strong root candidate, since it is both enabled and
present. It is the root of the left run and thus enabled root and also
included in the right run and therefore present event.

4.2 Scenario Outcomes

Given a scenario we may compute the set of present events as well as
the set of enabled roots. Depending on the number of events in these
sets we may draw conclusions about diagnosability as well as number of
faults.

As seen in Table 4.1, we find five classes of outcomes among the nine
combinations of present events and enabled roots. There are no fault
scenarios, labeled OK scenarios, that correspond to logs produced by a
non-faulty system operating normally. The WM scenarios are scenarios
where the model is considered too weak for fault isolation since there
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Table 4.1: An investigation of the possible fault isolation outcomes in
terms of combinations of cardinalities of the sets of enabled roots (ER)
and strong root candidates (SR).

No ERs One ER Several ERs

No SRs OK WM WM

One SR - FI FI

Several SRs - - MF

Explanation

OK Normal non-faulty system operation
WM Too weak model for successful fault isolation

- These combinations are logically impossible
FI Fault can be properly isolated with

exactly one strong root candidate
MF With several strong root candidates

we have a multiple fault scenario
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crita

crita

critb

* *

*

nc* nc*

Figure 4.5: Event crita is a strong root candidate. It is both an enabled
root as it is the first critical event of the left run, and a present event
since it occurs in all runs of T .

are no strong root candidates. FI scenarios are scenarios of successful
fault isolation with a single strong root candidate and MF indicates
multiple fault scenarios. The scenarios of no enabled roots but one or
more strong root candidates are labeled with a −, indicating that such
a combination is logically impossible.

4.2.1 No Fault Scenarios

If there are no enabled roots in a scenario, this means that it is not con-
sistent with the scenario to assume that any critical event has occurred.
This means that according to the model, the given log corresponds to a
system execution without faults, i.e. normal operation. This generally
corresponds to the left column in Table 4.1, and more specifically to the
upper left square in the table, since the rest of the column corresponds
to logically impossible combinations.

If a system failure indeed has taken place and a log inconsistent
with critical events has been produced, the model is insufficient for fault
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isolation of the given scenario. The simplest kind of such model insuf-
ficiency is if there is a non-modeled fault in the real system that may
cause system failure.

If on the other hand, this log has been produced for the purpose of
diagnosability analysis, the fact that there are no enabled roots in the
scenario is no indication of model insufficiency. Instead, from the fact
that the log is consistent with the model and the assumption that no
faults have occurred, we draw the conclusion that this scenario corre-
sponds to normal operation of the system.

4.2.2 Non Diagnosable Scenarios

A scenario with enabled roots but no strong root candidates, correspond-
ing to a WM scenario in Table 4.1, is considered non-diagnosable. If
there are enabled roots but no strong root candidates, none of the en-
abled roots are present, meaning that for every enabled root e there is
at least one run that does not contain e. There is a need for a stronger
model to associate the runs of disjunctive sets of critical events with
different sets of logged messages.

A minimalistic example of such model insufficiency is a system of
one logged event and two critical events where the logged event occurs
in the log iff any of the critical events have occurred. Obviously, such
a model is insufficient to discriminate between the two faults. Both of
the critical events are enabled roots in a scenario with the logged event,
but none of the critical events are present.

4.2.3 Single Strong Root Candidate Scenarios

With a single strong root candidate, as in the FI scenarios of Table 4.1,
there is exactly one critical event e that is both known to have taken
place and possibly the first critical event to occur. In this case, if there
happens to be any other critical event e′ that must have taken place, it
is not an enabled root, i.e. it is not possible that e′ was the first critical
event to take place.
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On the other hand, if there is any other critical event that is enabled
root but not present, we have a case where there are two enabled roots
but only one of them (e) is present. To remedy the system failure it
is therefore a reasonable starting point to address the fault associated
with e, since that is the only enabled root that is known to have taken
place.

Thus, in such a scenario we conclude that the likely cause of the
system failure is e, and if there actually is another cause of the failure
we still have to take care of the fault associated with e. Therefore,
addressing the fault associated with e is a reasonable first attempt to
repair the system by taking care of the only root fault we can say for
sure that has taken place.

4.2.4 Multiple Fault Scenarios

With several strong root candidates, corresponding to the MF scenarios
of Table 4.1, we have at least two events e1 and e2 that both are known
to have taken place (present events). It is also possible that any of
them was the first critical event to occur (enabled roots). Thus, we
conclude that the scenario probably is a multiple fault scenario where
all the strong root candidate events are known to have taken place, and
we have no reason to believe that they are caused by other faults since
it is consistent with log and model to assume they occur without any
other critical event occurring first.

If we assume that all failures are caused by single faults, a scenario
with several strong root candidates is non-diagnosable. Since we assume
that there is supposed to be only one fault in each scenario, we conclude
that a scenario with several strong root candidates indicates an insuffi-
ciently detailed model. If a system model designed with the single fault
assumption produces a log indicating a multiple fault scenario, there is
not enough information in the model to discriminate between the faults.
Obviously, since the system is a single fault system, only one of the
present events has actually occurred. This shows that the model allows
combinations of events to occur that are not possible in the real system.

If a system can produce multiple independent faults e1 and e2, there
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should be model consistent runs of the system that have single fault
scenarios for both e1 and e2. Unless such runs exist, we must conclude
that there is some dependency between the faults.

4.3 Events vs States

When intuitively reasoning about systems and failures in the context of
strong root candidates, it is important to consider the difference between
the states of modeling components and those of memory components. If
there are two different sequences of transitions reaching a certain state of
the modeling component and there is a critical event that occurs only in
one of the sequences, the modeling component state will give rise to (at
least) two different extended states of the memory component. Thus, a
state of the modeling component that is associated with the component
being broken may be represented by several states of the corresponding
memory component if there are different ways to reach the state.

Consider a system composed of two connected components, a light
bulb and a power source. The power source may fail in a way such that
it starts producing too high voltage, causing the light bulb to break.
Furthermore the light bulb may break by itself. When the light bulb is
broken it stops emitting light. The event of the light bulb ceasing to
emit light is the only observable event. In our terminology we call that
a logged event.

In any fault scenario, may it be the power source causing the failure
or the light bulb reaching the end of its operating life time, the same
logged event takes place – the light goes out. Furthermore the light bulb
is broken in both cases.

This may lead to the conclusion that since the light bulb being broken
is present in all runs, but the power source failing is not, the light bulb
event is a strong root candidate and the power source is not. Thus, the
system is considered diagnosable and furthermore in any event of light
failure we will replace the light bulb without checking the power source,
which clearly is a silly thing to do knowing about how a broken power
supply will continue to break light bulbs until the root cause is fixed.
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Clearly, one would say, this example shows that the concept of strong
root candidates is flawed.

The conclusion is wrong, however, and is due to a mix-up between
events and states. The state of the light bulb is indeed broken in all
fault scenarios, but the way to get there, the event leading to the failed
state, is different. From the normal state of the light bulb there are
two different transitions to the broken state. One is the critical event
and the other one is receiving too high voltage from the power source.
Realizing this, we conclude that the lamp may enter its broken state
without taking its critical transition and thus it is clear that the system
is not diagnosable, since we do not have any strong root candidates.

4.4 Related Work

In standard AI diagnosis literature [Rei87], a diagnosis is a (minimal)
set of components that when assumed faulty makes the system model
consistent with the observations. For dynamic systems (systems with
state) however, a diagnosis is often defined as the set of all runs, or
trajectories or histories, consistent with the system model and the ob-
servations [CRP01, CPR00, GCL05]. Thus, in other work in this field,
the set T introduced above is the actual diagnosis.

For dynamic systems a diagnosis does not point out a faulty com-
ponent, but rather simply describes what has happened in terms of the
set of all possible runs. In a situation that calls for diagnosis, this infor-
mation may not be sufficient to remedy the problem. Typically, we still
have a need to pinpoint a faulty component in order to know how to fix
the problem at hand.

Therefore, the standard definition of a diagnosis for a dynamic sys-
tem often requires some post-processing in order to interpret the set of
runs and conclude where the fault comes from. Thus, a general diagno-
sis algorithm produces a possibly large set T of runs as an intermediate
step before applying some kind of reasoning and presenting a final result
(such as recovery instructions or more precise failure cause analysis) to
an operator or supervisor.
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Our approach is more direct and focuses on finding the causing event
that explains (or rather is consistent with) all observables: given the
system description, and the observations, we try to infer the origin of
the fault rather than just discussing the set of runs that are consistent
with model and observations. In addition, in following chapters we will
show that this can be done without actually taking the time and effort
of computing the set T .
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Chapter 5

Model Abstraction

Abstractness, sometimes hurled as
a reproach at mathematics, is its
chief glory and its surest title
to practical usefulness.

Eric Temple Bell

The art of abstraction is central in many fields of science. Indeed,
any model is an abstraction. When designing a system, the designer
abstracts from irrelevant details of the system in order to emphasize the
current aspects of interest. Thus, the blueprints of a house do probably
not cover any information about the color of the curtains, although there
will most certainly be curtains in the actual house. Furthermore, the
engineer responsible for the plumbing has an idea of the design of the
house that differs from the person responsible for the electrical wiring.

In this chapter we will investigate how the tools presented in earlier
chapters can be used to perform abstraction of our system models. Just
like the plumber’s blueprints are designed to capture a certain set of
features of the house and are of little or no use when installing the
power outlets, the model we reach by abstraction will be tailored for
the task of fault isolation. The abstraction will lead to a less complex
model, without removing any of the information that we are interested
in.
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Since we are only interested in the correlation between the critical
events and the set of messages that are logged during the execution, we
can abstract away details such as order of messages and dynamics that
in the global system model does not change the set of logged messages
or the order of critical events. For example, cyclic behavior without
external synchronization can be abstracted to a single state.

We propose an automatic method for abstracting the model in a
way such that inter communication between objects is treated locally,
and the abstraction level increases gradually, thus never considering the
entire state space, but only a combination of abstracted subsystems.

Thus, by a sequence of local operations on the system model, the
model is replaced by another model that has less complex dynamics, but
the very same diagnosis properties, i.e. the same diagnosis abstraction.

5.1 System Diagnosis Equivalence

To verify that our abstraction works as intended we need a way of telling
that the abstraction has not removed any of the diagnosis properties of
the system. For this purpose we introduce the concept of diagnosis
equivalence. Two systems are diagnosis equivalent if they share the
same diagnosis abstraction.

Definition 5.1.1. We say that two system descriptions SD and SD′

are diagnosis equivalent, written SD ' SD′, iff they share the same
diagnosis abstraction. That is

SD ' SD′ iff DiAbs(SD) = DiAbs(SD′).

2

The diagnosis equivalence will be our measure of abstraction cor-
rectness. However, our abstraction approach will rely on a sequence of
local operations on the system model, replacing a possibly singleton set
of the components of the system with one less complex component. To
show that such a replacement results in a correct abstraction of the sys-
tem, we need to show that the replacement of components will result
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in a new system that is diagnosis equivalent to the original system, no
matter what the rest of the system looks like. Therefore we introduce
the concept of diagnosis congruence.

Definition 5.1.2. We say that a set of components C is diagnosis con-
gruent to a component c, written C ∼= c, if for all SD where C ⊆ SD, C
can be substituted by c such that the diagnosis abstraction DiAbs(SD)
remains unchanged. That is

C ∼= c iff SD ' SD [C ⇒ c] , for all SD such that C ⊆ SD.

2

The congruence is the criterion of correct system abstraction by sub-
stitution of system components. When reasoning about behavior of
components we will need a way to relate the runs of a system to the
concept of system diagnosis equivalence. First, we introduce diagnosis
equivalence of system runs.

We note that it is only the set of seen logged and critical events
together with the root event (i.e. the first critical event, as defined in
Chapter 4) of a run that matter to the diagnosis abstraction of the run.
Therefore, we consider runs to be diagnosis equivalent if they share the
same root event and seen events.

We will use the following definition of diagnosis equivalence of runs.

Definition 5.1.3. Two runs ta = σ0, σ1, . . . and tc = σ′0, σ
′
1, . . . are

diagnosis equivalent iff there is an i ∈ N such that

seen(σi) = seen(σ′i) = seen(σj) = seen(σ′j)

for any j ≥ i and the root event of the two runs, if any, is the same. 2

As stated above, we want diagnosis equivalent runs to have the same
seen events. This property is fulfilled by the above definition.

Lemma 5.1.1. Let t and t′ be two diagnosis equivalent runs. Then the
sets of logged and critical events are the same for the two runs. 2
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Proof. This follows from the definition of diagnosis equivalence of runs
and the fact that the set of logged and critical events are reflected in the
history element seen.

The diagnosis equivalence of runs is a useful tool for establishing com-
ponent congruence, but not an efficient tool when constructing proofs of
abstraction correctness. For this purpose we will instead use the concept
of infinite agreement, focusing on the fact that two runs may differ in
some states along the way, but if they agree infinitely often, they will be
diagnosis equivalent.

Definition 5.1.4. Two runs ta and tc are infinitely agreeing if there is
an infinite sequence of states σc1, σc2, . . . such that σc1, σc2, . . . occur in
the same order in ta and tc. That is,

tc = σ0, σ1, . . . , σc1, . . . , σc2, . . .

and

ta = σ′0, σ
′
1, . . . , σc1, . . . , σc2, . . .

2

Since proofs will use the concept of infinite agreement, but need
to prove diagnosis equivalence of runs we will need to prove the above
mentioned connection between the concepts, i.e. that if two runs are
infinitely agreeing then the two runs can be diagnosis equivalent.

Theorem 5.1.2. If two runs are infinitely agreeing then the two runs
are diagnosis equivalent if they have the same root event. 2

Proof. Since a run t = σ0, σ1, . . . is infinite and seen is monotone while
the state space is finite, there is an i such that seen(σi) = seen(σj) for
any j ≥ i. Intuitively, σi marks a point of the run where no more new
events will be logged and no more new critical events will take place.

We use pre(t) to denote the finite sequence of states of the run t that
take place before and including σi, and post(t) for the infinite sequence
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of states in the run that occur after σi. Then for any σ ∈ post(t),
seen(σ) = seen(σi). We also note that t = pre(t) + post(t) if we use +
as the sequence concatenation operator.

If the runs ta = σ0, σ1, . . . and tc = σ′0, σ
′
1, . . . are infinitely agreeing,

then there is an infinite sequence of states Σc = σc1, σc2, . . . such that
σc1, σc2, . . . occur in the same order in both ta and tc. Since all states
in Σc are in ta = pre(ta) + post(ta) and Σc is infinite while pre(ta) is
finite, an infinite part of Σc must be part of post(ta). We use post(Σc)
to denote this infinite suffix of Σc.

For all states σ in post(Σc), seen(σ) is constant since all such σ are
in post(ta). If we choose k such that σk is in post(Σc), we thus find that
seen(σk) = seen(σl) for all l ≥ k.

Since the same Σc occur in tc in the same order, in an analogous way
we find an m such that that seen(σ′m) = seen(σ′n) for all n ≥ m. Now
choose i as the maximum of k and m and we find that

seen(σi) = seen(σ′i) = seen(σj) = seen(σ′j)

for any j ≥ i.

As stated in the beginning of the section, the criterion for abstraction
correctness is diagnosis equivalence of systems. Now, since we want to
reason about runs of a system when constructing proofs, we introduced
the concepts of infinite agreement and diagnosis equivalence of runs. To
make those concepts useful for our purposes, we need to make a connec-
tion between diagnosis equivalence of runs and diagnosis equivalence of
systems.

Theorem 5.1.3. Two systems SD and SD′ are diagnosis equivalent,
SD ' SD′, if for all fair runs in any of the systems there is a diagnosis
equivalent fair run in the other system. 2

Proof. Let SD and SD′ be two systems, and assume that for all fair
runs in any of the systems there is a diagnosis equivalent fair run in the
other system. Further assume that the two systems are not diagnosis
equivalent. If these assumptions are inconsistent we have proven the
theorem.
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Since SD and SD′ are not diagnosis equivalent, we know that

DiAbs(SD) 6= DiAbs(SD′)

which, by definition means that

runabs(fair(runs(SD))) 6= runabs(fair(runs(SD′))).

Thus, there is a pair (e,E ) such that (e,E ) is in one of DiAbs(SD)
and DiAbs(SD′) but not in the other. Without loss of generality, we
may assume that (e,E ) ∈ DiAbs(SD) but (e,E ) /∈ DiAbs(SD′).

Since (e,E ) ∈ DiAbs(SD) there is a run t ∈ fair(runs(SD)) such
that runabs(t) = (e,E ). Similarly, since (e,E ) /∈ DiAbs(SD′),

runabs(t′) 6= (e,E ) for all t′ ∈ fair(runs(SD′)).

Now, by our initial assumption, there is a run t′ ∈ fair(runs(SD′))
that is diagnosis equivalent to t. Since t′ is diagnosis equivalent to t and
e is the root event of t, then e is also the root event of t′. Further, also
because t′ is diagnosis equivalent to t, the set of all critical and logged
events of t and t′ are the same. Thus,

there exists t′ ∈ fair(runs(SD′)) such that DiAbs(t′) = (e,E )

which leads to contradiction and concludes the proof.

Now we have tools for reasoning about system diagnosis equivalence
by looking at the runs of systems. In later sections we also need to be
able to verify diagnosis equivalence between two systems by considering
the states of the two systems. To facilitate such reasoning, we introduce
the concept of simulation. A simulation is a relation on system states
such that two related states give rise to indistinguishable behavior, when
taking all reachable states and transitions into account.

Definition 5.1.5. Let SD and SD′ be two systems and let S ⊆ S(SD)×
S(SD′) be a relation. Then S is a simulation iff whenever σSσ′ then
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1. seen(σ) = seen(σ′),

2. tos(σ) = tos(σ′) and

3. for each system transition σ′⇒σ′2 there is a corresponding system
transition σ⇒σ2 such that σ2Sσ

′
2.

We say that state σ simulates σ′ if there exists a simulation S such that
σSσ′. 2

We will use the concept of bisimulation, as presented in e.g. [Par81].

Definition 5.1.6. Let S be a simulation. Then S is a bisimulation if
also S−1 (the inverse of S) is a simulation. If there is a bisimulation S
such that σSσ′, we say that σ and σ′ are bisimilar. 2

Now, if the initial states of two systems are bisimilar, the two sys-
tems exhibit indistinguishable behavior, and then of course the diagnosis
abstraction of the systems will be the same.

Theorem 5.1.4. Given two systems SD and SD′, if init(SD) and
init(SD′) are bisimilar, then the systems are diagnosis equivalent, SD '
SD′. 2

Proof. If we show that for all fair runs in any of the systems there is a
diagnosis equivalent fair run in the other system, by Theorem 5.1.3 the
systems are diagnosis equivalent.

Let t = σ0, σ1, . . . be a fair run in fair(runs(SD)). The run t
starts with init(SD) and since init(SD′) is bisimilar, there is a run
t′ = σ′0, σ

′
1, . . . in fair(runs(SD′)) such that seen(σi) = seen(σ′i) for all

i ≥ 0. Thus, t and t′ are diagnosis equivalent.

Due to the symmetry of the problem, showing that all fair runs in
SD′ have a corresponding run in SD is analogous.
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5.2 Cartesian Product

Given a system and a pair of components in the system, we can construct
a compound component c that can replace the two without changing the
semantics of the system. We say that the reachable subset of c is a
Cartesian product of the two components.

The product of two component states s1 = (q1,E1) and s2 = (q2,E2)
is the (compound) component state ((q1, q2),E1 ∪ E2) denoted s1 ⊗ s2.

Definition 5.2.1. Consider two components c1 = (Σ1,S1,→1, a0, id1)
and c2 = (Σ2,S2,→2, b0, id2). The Cartesian product c1 × c2 of c1 and
c2 is a (compound) component (Σ,S,→, s0, id) where

• Σ is Σ1 ∪ Σ2

• S is { s1 ⊗ s2 | s1 ∈ S1 and s2 ∈ S2 }.

• → is the least relation on S × Σ× S such that

1. s1 ⊗ s2
e→ s′1 ⊗ s2 if s1

e→1 s
′
1 and s2 ∈ S2

2. s1 ⊗ s2
e→ s1 ⊗ s′2 if s2

e→2 s
′
2 and s1 ∈ S1

3. s1 ⊗ s2
ε→ s′1 ⊗ s′2 if s1

e1→1 s
′
1 and s2

e2→2 s
′
2 and e1, e2 are

complementary.

• s0 is a0 ⊗ b0,

• if a transition t ∈ → is defined only in terms of one transition
t1 ∈ →1 (resp. t2 ∈ →2), i.e. case 1 (resp. case 2) above, then
id(t) = id1(t1) (resp. id(t) = id2(t2)); otherwise, i.e. case 3, id(t) =
id1(t1)∪ id2(t2). The defined transition t is optional iff any of the
defining transitions (one transition in the two first rules, and two
in the last) are optional.

2

Theorem 5.2.1. Two components are congruent to their Cartesian
product, i.e. { c1, c2 } ∼= c1 × c2. 2
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Proof. Let SD be an arbitrary system where c1, c2 ∈ SD. Let

SD′ = SD [{ c1, c2 } ⇒ c1 × c2] .

We show that SD ' SD′.
Define a function f : S(SD)→ S(SD′) as follows: whenever f(σ) =

σ′ then σ′(c1×c2) = σ(c1)⊗σ(c2) and σ′(c) = σ(c) for all other c in SD.
We note that f preserves the seen property, i.e. seen(σ) = seen(f(σ)),
since seen(σ) is a union of seen(σ(ci)) for all components ci in SD, and
seen(σ′(c1 × c2)) = seen(σ(c1)) ∪ seen(σ(c2)).

If we can prove that init(SD) and init(SD′) = f(init(SD)) are
bisimilar we have completed the proof. We do that by showing that σ
and f(σ) are bisimilar for all σ ∈ S(SD).

First, we show that σ simulates σ′ = f(σ) for all σ ∈ S(SD). Ac-
cording to definition 5.1.5 we need to show that there is a relation S
such that σSσ′ and

1. seen(σ) = seen(σ′) and

2. tos(σ) = tos(σ′) and

3. for each system transition σ′⇒σ′2 there is a corresponding system
transition σ⇒σ2 such that σ2Sσ

′
2.

We use f to define S.
σSσ′ iff f(σ) = σ′

Item 1 - Seen Preserved

We note that whenever σSσ′ also seen(σ) = seen(f(σ)) = seen(σ′)
holds since f preserves the seen property. Thus, item 1 on the list
above always holds.

Item 2 - Timeouts Preserved

For item 2 in the list above we need to show that tos(σ) = tos(σ′)
whenever σSσ′, i.e. tos(σ) = tos(f(σ)).

According to Definition 3.4.1, for any T ∈ tos(σ), either
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1. there is a component c′ that can perform a non-optional internal
transition such that σ(c′) = s and s e−−I s′ where s 6= s′ with
id(s, e, s′) = T ,

2. or there are two components c′1 and c′2 that can perform a synchro-

nized transition such that σ(c′1) = s1 and σ(c′2) = s2, s1
e!−−I s′1

and s2
e?−−I s′2, s1 6= s′1 or s2 6= s′2 with id(s1, e!, s

′
1)∪id(s2, e?, s

′
2) =

T .

First consider all T ∈ tos(σ) that correspond to item 1. If c′ /∈
{ c1, c2 } then c′ is also in SD′ and thus T ∈ tos(σ′). If c′ ∈ { c1, c2 }
then there is a corresponding internal transition in c1×c2 with the same
id according to the definition of Cartesian product and the id function
for compound state transitions.

Then consider all T ∈ tos(σ) that correspond to item 2. Now, three
different cases are due for investigation. The intersection { c1, c2 } ∩
{ c′1, c′2 } may consist of 0, 1 or 2 components. We use

n =
∣∣ { c1, c2 } ∩ { c′1, c′2 }

∣∣ .

If n = 0 then c′1 and c′2 are members of SD′ as well as of SD and
thus the timeouts that correspond to c′1 and c′2 will be the same in both
σ and σ′.

If n = 1 the timeout corresponds to a synchronization between one
component co /∈ { c1, c2 } and one component ci ∈ { c1, c2 }. The syn-
chronizing event of ci will be enabled in c1 × c2 in the global state σ′,
and co is the same in both SD and SD′. Thus, the timeouts of σ and
σ′ are the same.

If n = 2 then the synchronization corresponding to the timeout in
{ c1, c2 } in σ will be represented by an internal transition of c1 × c2 in
σ′ with the same id according to the definition of Cartesian product and
the id function for compound state transitions.

Having established that tos(σ) ⊆ tos(σ′) we also need to show that
tos(σ′) ⊆ tos(σ).

According to Definition 3.4.1, for any T ∈ tos(σ′), either
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1. there is a component c′ that can perform a non-optional internal
transition such that σ′(c′) = s and s e−−I s′ where s 6= s′ with
id(s, e, s′) = T ,

2. or there are two components c′1 and c′2 that can perform a synchro-

nized transition such that σ′(c′1) = s1 and σ′(c′2) = s2, s1
e!−−I s′1

and s2
e?−−I s′2, s1 6= s′1 or s2 6= s′2 with id(s1, e!, s

′
1)∪id(s2, e?, s

′
2) =

T .

First consider all T ∈ tos(σ′) that correspond to item 1. If c′ 6=
c1 × c2 then c′ is also in SD′ and thus T ∈ tos(σ). If c′ = c1 × c2

then according to the definition of Cartesian product there has to be
either a corresponding internal transition in c1 or c2, or a synchronizing
transition where c1 and c2 have complementary transitions, meaning
that in both cases T ∈ tos(σ).

Then consider all T ∈ tos(σ′) that correspond to item 2. If c1× c2 /∈
{ c′1, c′2 } then c′1 and c′2 are also in SD and T ∈ tos(σ). If, on the other
hand c1 × c2 ∈ { c′1, c′2 }, T ∈ tos(σ) because the synchronizing event of
c1× c2 corresponds to a synchronizing event in either c1 or c2, according
to the definition of Cartesian product.

Thus, since tos(σ) ⊆ tos(σ′) and tos(σ′) ⊆ tos(σ) we conclude that
tos(σ) = tos(σ′).

Item 3 - Next State

Consider σ′ and all systems transitions σ′⇒σ′2 to some σ′2. The system
transition relation is defined by three rules in Section 3.3. We need to
show that for each rule resulting in σ′⇒σ′2 we have a σ⇒σ2 such that
σ2Sσ

′
2.

1. First, consider Rule R1 and system transitions σ′⇒σ′2 where σ′2 =
σ′ [c 7→ s′] for some component c and component state s′.

σ′(c) = s s
e→ s′ where e ∈ Σint(c)

σ′⇒σ′ [c 7→ s′]
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For system transitions corresponding to this rule, there exist s, s′

and e such that σ′(c) = s and s
e→ s′ where e ∈ Σint(c). Now, we

identify two cases; either c is c1 × c2 or it is not.

• First assume that c 6= c1 × c2. Then the component c is
the same in SD and SD′ and thus, σ(c) = s and s

e→
s′ where e ∈ Σint(c) and therefore σ⇒σ2 where f(σ2) = σ′2
and thus σ2Sσ

′
2.

• Then, assume c = c1 × c2. According to the definition of
Cartesian product, the state s of c1×c2 can be written s1⊗s2

and the internal transition may have occurred either

(a) because of an internal transition of c1 or c2,

(b) or because a synchronization between two complemen-
tary events of c1 and c2.

For the first case, assume that the internal transition is in
c1 (c2 is analogous). Now, σ′(c1 × c2) = s = s1 ⊗ s2 and
σ′2(c1 × c2) = s′ = s′1 ⊗ s2. The corresponding transition

in c1 is s1
e→ s′1 giving rise to σ⇒σ [c1 7→ s′1] = σ2. Now,

f(σ2) = σ′2 since

f(σ2)(c1 × c2) = σ2(c1)⊗ σ2(c2) = s′1 ⊗ s2 = σ′2(c1 × c2)

and for c 6= c1 × c2,

f(σ2)(c) = σ2(c) = σ′2(c)

and thus σ2Sσ
′
2.

For the second (b) case, we have c1 and c2 synchronizing and

thus σ′2(c1× c2) = s′1⊗ s′2 if σ′(c1× c2) = s1⊗ s2 and s1
e1→ s′1

and s2
e2→ s′2 while e1 and e2 are complementary events. The

corresponding transition in SD is σ⇒σ [c1 7→ s′1, c2 7→ s′2] =
σ2. Now, f(σ2) = σ′2 since

f(σ2)(c1 × c2) = σ2(c1)⊗ σ2(c2) = s′1 ⊗ s′2 = σ′2(c1 × c2)
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and for c 6= c1 × c2,

f(σ2)(c) = σ2(c) = σ′2(c)

and thus σ2Sσ
′
2.

2. Rule R2, the stuttering rule, is the same for all systems and intro-
duces no new reachable global states. If σ′⇒σ′2 is enabled because
of Rule 2, then σ′ = σ′2 and because of Rule 2 there is also a
transition σ⇒σ.

3. Third, consider rule R3.

σ′(ci) = si σ′(cj) = sj si
e!→ s′i sj

e?→ s′j

σ′⇒σ′
[
ci 7→ s′i, cj 7→ s′j

]

First, assume c1× c2 /∈ { ci, cj }. Then, as above, we conclude that
SD and SD′ are the same in regard of ci and cj and thus σ′⇒σ′2
implies σ⇒σ2 such that σ2Sσ

′
2. Then, assume c1 × c2 ∈ { ci, cj },

and without loss of generality we only consider ci = c1× c2. Since

σ′(ci) = si such that si
e!→ s′i, we conclude that a corresponding

transition can be found in either c1 or c2. We assume that it is in
c1 and note that the other case with c2 is analogous. Then, since
the corresponding transition is in c1 we know that si = (s1, s2) and

s′i = (s′1, s2) where si
e!→ s′i. Thus we have σ′2(c1 × c2) = s′1 ⊗ s2

and σ2(c1) = s′1.

f(σ2)(c1 × c2) = σ2(c1)⊗ σ2(c2) = s′1 ⊗ s2 = σ′2(c1 × c2)

and for c 6= c1 × c2,

f(σ2)(c) = σ2(c) = σ′2(c)

and thus σ2Sσ
′
2.

We have established that σSσ′ and to prove bisimulation we also
need to show that σ′S−1σ. Thus, the three items have to be proven for
the other direction.
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Items 1 and 2 - Seen and Timeouts Preserved

Items 1 and 2 follow immediately from the proofs of the first direction,
since we there proved that the seen property is preserved and that the
timeouts are the same, i.e. two equalities that hold in both directions.

Item 3 - Next State

For Item 3 we need to show that for each system transition σ⇒σ2 there
is a corresponding system transition σ′⇒σ′2 such that σ2Sσ

′
2, i.e. such

that σ′2S
−1σ2.

Consider σ and all systems transitions σ⇒σ2 to some σ2. The system
transition relation is defined by three rules in Section 3.3. We need to
show that for each rule resulting in σ⇒σ2 we have a σ′⇒σ′2 such that
σ2Sσ

′
2.

1. First, consider Rule R1 and system transitions σ⇒σ2 where σ2 =
σ [c 7→ s′] for some component c and component state s′.

σ(c) = s s
e→ s′ where e ∈ Σint(c)

σ⇒σ [c 7→ s′]

For system transitions corresponding to this rule, there exists s, s′

and e such that σ(c) = s and s
e→ s′ where e ∈ Σint(c).

Now, we identify two cases; either c ∈ { c1, c2 } or it is not.

• First assume that c /∈ { c1, c2 }. Then the component c is
the same in SD and SD′ and thus, σ′(c) = s and s

e→
s′ where e ∈ Σint(c) and therefore σ′⇒σ′2 where f(σ2) = σ′2
and thus σ2Sσ

′
2.

• Then, assume c ∈ { c1, c2 } and without loss of generality we
assume that c = c1. Thus, we have s1

e→ s′1 giving rise to
σ⇒σ [c1 7→ s′1] = σ2. The corresponding transition in c1 × c2
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is (s1, s2)
e→ (s′1, s2) giving rise to σ′⇒σ′2. Now, f(σ2) = σ′2

since

f(σ2)(c1 × c2) = σ2(c1)⊗ σ2(c2) = s′1 ⊗ s2 = σ′2(c1 × c2)

and for c 6= c1 × c2,

f(σ2)(c) = σ2(c) = σ′2(c)

and thus σ2Sσ
′
2.

2. Rule R2, the stuttering rule, is the same for all systems and intro-
duces no new reachable global states. If σ⇒σ2 is enabled because
of Rule 2, then σ = σ2 and because of Rule 2 there is also a
transition σ′⇒σ′.

3. Third, consider rule R3.

σ(ci) = si σ(cj) = sj si
e!→ s′i sj

e?→ s′j

σ⇒σ
[
ci 7→ s′i, cj 7→ s′j

]

The intersection { c1, c2 }∩{ ci, cj } may consist of 0,1 or 2 compo-
nents. We use

n =
∣∣ { c1, c2 } ∩ { c′1, c′2 }

∣∣ .
If n = 0 we conclude that SD and SD′ are the same in regard of
ci and cj and thus σ⇒σ2 implies σ′⇒σ′2 such that σ2Sσ

′
2.

For n = 1 we assume without loss of generality that { c1, c2 } ∩
{ ci, cj } = c1. Then we conclude that σ′⇒σ′2 such that σ2Sσ

′
2 by

reasoning analogous to the case for Rule R1.

If n = 2 we have { ci, cj }={ c1, c2 } and we assume without loss of
generality that c1 = ci. According to the definition of Cartesian
product, we have (si, sj)

ε→ (s′i, s
′
j) and thus σ′⇒σ′2 where σ′2 =

f(σ2) since

f(σ2)(c1 × c2) = σ2(c1)⊗ σ2(c2) = s′1 ⊗ s′2 = σ′2(c1 × c2)
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and for c 6= c1 × c2,

f(σ2)(c) = σ2(c) = σ′2(c)

and thus σ2Sσ
′
2.

We have established that σ and f(σ) are bisimilar for all σ. Since
f(init(SD)) = init(SD′) we conclude that init(SD) and init(SD′) are
bisimilar and according to Theorem 5.1.4 SD and SD are diagnosis
equivalent.

Theorem 5.2.2. A component is congruent to its reachable sub-comp-
onent. 2

Proof. Clearly the set of runs is not affected by removing unreachable
states, and thus the diagnosis abstraction is unchanged.

Therefore, we will in the following only consider the reachable sub-
component of Cartesian products.

Definition 5.2.2. Let SD be a system. A synchronizing transition is
called an unmatched synchronizer if there is no other component in SD
that has a complementary transition. 2

Theorem 5.2.3. Unmatched synchronizers can be removed from a com-
ponent without changing the semantics of the system. 2

Proof. Since a sending (receiving) transition t needs synchronization
with a receiving (sending) transition in another component, t will never
be used if no complementary transition exists in the system.

Theorem 5.2.4. An internal loop transition t can be removed without
changing the semantics of SD. 2

Proof. Because of the stuttering rule, such transitions are implicit and
may therefore be removed.

In the following, when referring to simplification of a component,
we mean the application of Theorems 5.2.2, 5.2.3, 5.2.4. Thus, sim-
plification of a component means to remove all unreachable states, all
unmatched synchronizers and all internal loop transitions.
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working  pos!  

failing

 down?  

down
moc.log:down

 log:down  

Figure 5.1: The state transition relation of the moc component.

5.3 Redundant Step Abstraction

Consider the extended states of the motion control component shown
in Figure 5.1. Whenever the component has reached the failing state,
in all fair runs it will eventually proceed to state down. Therefore, we
need not keep the failing state, but replace the moc component with the
simpler component shown in Figure 5.2.

More generally, if a component has a transient state from which there
is only logged and epsilon outgoing events, this state can be removed
without changing the diagnosis abstraction of the model. Since the state
is transient the model will only consider runs that leave the state, and
thus the state can be omitted if there are new transitions introduced
for all combinations of incoming and outgoing transitions. As the states
are labeled with what has been seen, logged events are not forgotten by
removing the state, although consecutive removal may remove the order
of logged messages.

This is why we cannot in general remove critical events in the same
way – the order may be lost, resulting in ambiguity regarding the root
event. Whenever seen of the source state contains a critical event,
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working  pos!  

down
moc.log:down

 down?  

Figure 5.2: An abstracted version of the moc component.

though, the matter of root event is already settled and we may treat
critical events in the same way as logged and epsilon events. We are not
interested in the order of all critical events, but only the first one.

If the removed transition is part of a cycle of transitions, it is possible
that the removal of the transition turns a fair run into a non-fair run thus
changing the behavior of the system. This happens if there is an enabled
timeout from all states on the cycle except for the removed state. This
case has to be checked for separately.

Definition 5.3.1. A fairness critical state is a state s0 such that there
are transitions

s0
e1→ s1

e2→ s2
e3→ . . . sn

en+1→ s0, n > 0

and an id i such that

• for each state sj , j = 1..n there is some non-optional transition
ti = (sj , e

′
j , s
′
j) with id(ti) = i,

• and there is no such transition from s0.

2

The fairness property is defined on system states, but a local check
like this is sufficient, since the intersection of transition ids of two distinct
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components of the system will always be empty. Thus if there is a cycle
of global states with a certain id enabled in all states, there has to be a
cycle of such component states too.

Definition 5.3.2. A transient state from which there are only epsilon
and logged outgoing transitions is called a redundant transient state if

• the state is not a fairness critical state and

• if the state is the initial state of its component, it has only one
outgoing transition.

2

Definition 5.3.3. If cc is a component with a redundant transient state
s, then a redundant step abstraction of cc is the component ca con-
structed from cc by

1. for each pair of one incoming transition si
ei→ s and one outgoing

transition s
eo→ so, adding a new transition si

ei→ so which is non-
optional iff both transitions of the pair are non-optional,

2. removing s and all transitions to and from s and

3. if s is the initial state of the component, change initial state to the
successor state of s.

2

Lemma 5.3.1. Let SD = { cc, c1, c2, . . . , cn } be a system and let SD′ =
{ ca, c1, c2, . . . , cn } be another system which is identical to SD except
for the fact that ca is a redundant step abstraction of cc. Further, let
σ ∈ S(SD′) be a system state of SD′ and thus also SD since S(SD′) ⊂
S(SD). Then, tosSD(σ) = tosSD′(σ). 2

Proof. From Definition 5.3.3 we conclude that outgoing transitions in cc
and ca differ only in states si such that there is a transition si

e→ s for
some e. Now, for each non-optional outgoing transition si

e→ s in cc there
is a non-optional transition si

e→ so in ca, where so is the target state
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of a non-optional internal transition. Such a non-optional transition
exists, since s is a transient state. Conversely, for each non-optional
transition si

e→ so in ca, there is a non-optional transition si
e→ s in cc,

since otherwise the transition in ca would be optional, according to the
definition.

Thus, for each state sa ∈ S(ca), there is the same set of non-optional
outgoing events from the corresponding state in cc. Since the systems
are identical apart from differences in ca and cc, we conclude that for
each system state that is reachable in both systems, the same timeouts
are enabled.

Theorem 5.3.2. A component is congruent to its redundant step ab-
stractions. 2

Proof. We use the notation from Definition 5.3.3 and consider two sys-
tems, SD = { cc, c1, c2, . . . , cn } and SD′ = { ca, c1, c2, . . . , cn }. Note
that the two systems are identical, apart from differences in cc versus
ca, where ca is a redundant step abstraction of cc.

In terms of states, the only differences between cc and ca is that cc
has the state s, which is lacking in ca.

Any run tc ∈ fair(runs(SD)) that reaches a state σ such that σ(cc) =
s, from a state σ′ such that σ′(cc) = si for some si will eventually reach
a state σ′′ such that σ′′(cc) = so where so is one of the successor states
of s. Since enabled timeouts are not changed by the abstraction, see
Lemma 5.3.1, for any run tc ∈ fair(runs(SD)), there is a run ta in SD′

and an infinite sequence of states σc1, σc2, . . . such that

tc = σ0, σ1, . . . , σc1, . . . , σc2 . . .

and

ta = σ′0, σ
′
1, . . . , σc1, . . . , σc2 . . .

If tc never reaches a state σ such that σ(cc) = s, we simply use ta = tc.
Thus, since there are no differences between the runs in terms of

critical events, ta and tc are infinitely agreeing and by Theorem 5.1.2
the two runs are diagnosis equivalent.
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1

4

 d?  

2

 a  

3

 b  

 c  

Figure 5.3: An example component containing an internal cycle.

It is also true that for any run ta in SD′, there is a run tc in SD and
an infinite sequence of states σc1, σc2, . . . such that

tc = σ0, σ1, . . . , σc1, . . . , σc2 . . .

and

ta = σ′0, σ
′
1, . . . , σc1, . . . , σc2 . . .

Thus, by Theorem 5.1.3 SD and SD′ are diagnosis equivalent and cc
and ca are congruent.

5.4 Internal Cycle Merging

Consider the component of Figure 5.3. Notice how the states 1, 2 and
3 form a cycle of internal transitions. From the point of view of other
components of the system, the component acts in the same way no
matter in which state of the cycle it is. Another component of the system
cannot find out which of the states that is the current one as long as it
is any of the states on the cycle. The only inference that can be done is
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2

4

 d?  

Figure 5.4: The component of Figure 5.3 abstracted by a less complex
component. Notice how state 2 abstracts the cycle of states 1, 2 and 3 of
the original component and that the outgoing transition d? is optional
since in the original component, the transition is only enabled in one of
the three cycle states.

the a posteriori deduction that if a synchronizing transition has taken
place, the system state immediately preceding the synchronization had
the synchronizing event enabled.

Since we have no explicit notion of time and only weak fairness, the
component with the cycle may take any finite number of steps along the
cycle without any other component noticing that anything has happened
at all. Therefore, since the current state on the cycle is of no importance
to the rest of the system, we may abstract the cycle by a single state.
The component after abstraction is shown in Figure 5.4.

Assume that there is a cycle of internal transitions in a component.
Note that on such a cycle it is not possible that any new critical or
logged events occur, since seen is monotonic and included in the state.
The states on this cycle can all be merged into a single state s where
incoming transitions to any of the states in the cycle are moved to s
and outgoing transitions from the states on the cycle become optional
outgoing transitions from s unless there is outgoing transition with the
same id from all states on the cycle, then the new transition becomes
non-optional.

Definition 5.4.1. An internal cycle is a cycle of internal transitions.
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Given a component c with such a cycle, component c′ is an internal
cycle removed version of c if

• all states of the cycle are replaced by a single state s,

• the transitions of the cycle are removed,

• the incoming transitions to states on the cycle are replaced by
transitions to s,

• the outgoing transitions from states on the cycle are replaced by
transitions from s where the outgoing transitions from s are op-
tional, unless when there are outgoing transitions with the same
id from all states of the cycle in which case the transition from s
becomes non-optional.

• id remains unchanged, such that a replacing transition gets the id
of the replaced transition.

2

Theorem 5.4.1. A component with an internal cycle is congruent to
any of its internal cycle removed versions. 2

Proof. Consider a component cc and an internal cycle removed version
ca.

Now consider two systems, SD = { cc, c1, c2, . . . , cn } and SD′ =
{ ca, c1, c2, . . . , cn }. Note that the two systems are identical, apart from
differences in cc versus ca, i.e. that state s of ca abstracts a cycle of states
in cc.

We would like to establish that any run in SD has a corresponding
diagnosis equivalent in SD′ and vice versa.

For any run tc in SD that lacks any σ such that σ(cc) is a state on
the removed cycle, there is an identical run ta in SD′, since the systems
are identical, apart from the cycle. Analogously, for a run ta in SD′

such that there is no σ where σ(ca) = s, there is an identical run tc in
SD.

Now consider a fair run tc in SD that contains a state σ such that
σ(cc) is a state on the removed cycle. There are two possible cases.
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1. First assume that tc ends in an infinite repetition of cycle states.
Then there is no timeout that is enabled in the entire cycle, since
then the run would not be fair. Thus, according the the defini-
tion of internal cycle removal there is no non-optional out-going
transition from s in ca. Now consider a run ta that is the same as
tc with the exception that all occurrences of component states on
the cycle are replaced by s. The run tc can be generated by SD′

and tc is fair. Therefore, in this case, there is always a diagnosis
equivalent ta for each tc.

2. Else, tc leaves the set of cycle states, and enters a state σ such
that σ(cc) = sp and sp is not part of the cycle. Then there is a run
ta in SD′ that is the same as tc except for the states where σ(cc)
is a state on the removed cycle. For those states ta instead has
σ(cc) = s. Now, since ta is infinite and does not end in the cycle,
equal pairs occur infinitely often for tc and ta. Thus, ta and tc are
infinitely agreeing and therefore tc and ta are diagnosis equivalent.

Therefore, for each fair run tc in SD, there is a diagnosis equivalent
run ta in SD′.

Now consider a fair run ta in SD′ that contains a state σ such that
σ(ca) = s. Now, there are two possible cases.

1. First assume that ta ends in an infinite repetition of state s. Since
ta is fair, there is no non-optional transition from s meaning that
there is no timeout that is enabled in the entire cycle in cc. Now
consider a run tc of cc that is the same as ta with the exception
that all occurrences of component states s are replaced by a finite
sequence of states on the cycle. The cycle states are selected such
that a fair run is formed. Therefore, in this case, there is always a
diagnosis equivalent tc for each ta.

2. Else, ta leaves the s state. Then there is a run tc in SD that is the
same as ta except for the states where σ(ca) = s. For those states
tc instead has a sequence of states where σ(cc) is on the removed
cycle. Now, since ta is infinite and does not end in σ(ca) = s,
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equal pairs occur infinitely often for tc and ta. Thus, tc and ta are
infinitely agreeing and therefore tc and ta are diagnosis equivalent.

Therefore, for each fair run ta in SD′, there is a diagnosis equivalent
run tc in SD. Thus, SD and SD′ are diagnosis equivalent and cc and
ca are congruent.

Since a component is congruent to all its cycle removed versions, we
may apply cycle removal any number of times without violating congru-
ence. In the following we will use the term “the cycle removed version
of c” to refer to the congruent component that has no cycles left, i.e. the
result of applying cycle removal on all cycles of c.

Theorem 5.4.2. If a system is abstracted by a single component c and
internal cycle merging has been performed, the transition relation is an
acyclic directed graph of internal transitions. 2

Proof. If there are no other components in the system, all sending and
receiving transitions are void since there is no counterpart to synchronize
with. The only enabled transitions left are the internal transitions, and
then internal cycle merging will remove any cycles.

Theorem 5.4.3. If a system is abstracted by a single component c and
internal cycle merging has been performed, all fair runs of c will end in
an infinite repetition of a non-transient state. 2

Proof. Since all runs are infinite, but c is finite and acyclic, all runs of c
end in an infinite repetition of a state. Since we only consider fair runs,
the state has to be non-transient, since transient states have internal
non-optional outgoing transitions that give rise to timeouts.

5.5 Related Work

Typically used in general tools for reasoning about properties of dynamic
systems such as model-checkers, partial order reduction (see e.g. [GW91,
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PGKS99], and [ABH+97] combining partial order reduction with sym-
bolic model checking) is a general method for abstracting away from
model details that are not relevant for the property examined. If the
order of two interleaving transitions does not change the result, only one
of the possible interleavings are considered.

By restricting the application domain the abstraction can be made
stronger and in our particular case we do not solve a general model
checking problem but a more specific problem. Therefore, there are
more efficient abstraction mechanisms for our particular problem.

Comparing our abstraction techniques with partial order reduction
is unfair to the standard approach, since we in this thesis consider a less
general problem. It is true, however, that any interleaving of events that
can be abstracted by partial order reduction will also be abstracted by
redundant step abstractions. The abstractions presented in this thesis
are more aggressive for the particular problem addressed.
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Chapter 6

Fault Isolation using
Automatic Abstraction

Triumph is just umph added to Tri.

Ancient triathlete proverb

The tools presented in Chapter 5 can be used to explore relevant
aspects of the system behavior without ever explicitly constructing the
global system state space. We have shown that given two components,
in practice we may construct a new component that is less complex than
the product of the two, and still get the same fault isolation results. In
this section we show how to exploit this automatic abstraction technique
in order to perform fault isolation by incrementally replacing pairs of
components with less complex components.

Additionally, we show how abstraction of the state space into a sin-
gle component has more benefits than the fact that irrelevant model
information is removed. If the entire system is abstracted into a single
component C, this component will have states similar to final states of an
automaton. Since all runs of the system are infinite, but an abstracted
component lacks cycles, the runs must end with infinite repetitions of
the same state. A transient state is a state where the stuttering rule
cannot be applied more than a finite number of times for a fair run, and
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thus a fair run will never end in an infinite repetition of such a state.
Thus, the states that end fair runs of C are the non-transient states of C.
The non-transient states of C can be easily identified as the the states
that lack outgoing non-optional transitions. Note that all transitions of
C will be internal, since there are no other components to synchronize
with.

The set of non-transient states can be used to explore the fault iso-
lation properties of all possible runs of the system, since for all runs of
the system there is an infinite suffix of some non-transient state.

In this chapter we show how the non-transient states can be used
to compute a diagnosability table, which can be used for system diag-
nosability analysis as well as computation of a minimal set of logged
messages.

6.1 Incremental State Space Abstraction

The concepts described in Section 5.1 illustrate how the state space of
the system can be reduced without altering the diagnosis abstraction
view of the system. We propose an incremental approach where the
components of the system are gradually merged into Cartesian products
and after each merge the state space of the new component is reduced
by redundant step abstraction and internal cycle removal. Thus, in
each step of the algorithm, the number of components of the system is
reduced by one by selecting a pair of components that are merged into
one. While more details will be provided later, the algorithm can be
outlined as depicted in Algorithm 1.

6.1.1 Merging All at Once

The incremental merge algorithm ends with merging all components at
once. This is done by making the Cartesian product of all components.
The advantage of this is that only the globally reachable states will be
computed, whereas when performing pair merge this is not generally
true. It is only with knowledge of the global system behavior it is pos-
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Algorithm 1 The incremental component merge algorithm.

Input: A set of components SD.
function abstract(SD) :

Abstract and simplify all components
while there is a pair of suitable components do

Replace the pair by their product
Abstract and simplify the new component

end while
Merge all remaining components into a single component c
Abstract and simplify c
return c

Output: A single component diagnosis equivalent to SD.

sible to know about which states that will actually be reached, and this
global knowledge will only be available when considering all components
of the system. That is, when merging a strict subset of the components
of the system we may be generating states that are not globally reachable
while this will never happen when merging all components at once. Fur-
thermore, when merging all system components at once, only internal
transitions need to be generated.

While the advantage of merging all components at once is that no
states will be generated that will never be reached, the disadvantage is
that we do not benefit from intermediate abstraction. The purpose of the
merge algorithm is to foresee whether merging any pair of components
will result in a Cartesian product that will be sufficiently efficiently
abstracted. Typically, if the remaining components have little or no
interaction, the most efficient decision is to merge all components at
once.

6.1.2 Merge Pair Selection

Selecting a suitable pair of components for merge is an intricate task.
The system state space is reduced the most if components with corre-
lated states are merged since if there is some correlation between the
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states of the two components, not all state combinations are possible.
Synchronization induces correlation, and thus we propose to merge com-
ponents that communicate directly. We call such components neighbor
components, i.e., two components that synchronize over some event are
called neighbor components.

Typically, there are many neighbor pairs to choose from. Even
though merge order may not significantly change the state space of the
final result of the algorithm, the intermediate state space sizes may dif-
fer considerably, thus resulting in large differences in computation time.
Simply put, we would like to avoid generating large sets of states that
will be abstracted in a later stage of the algorithm.

Thus, we propose a greedy algorithm that searches the available
pairs of neighbors and chooses to merge a pair that can be merged with
a resulting Cartesian product that is small compared to the product of
the sizes of the merged components. This way we avoid the most malign
cases of generation of globally unreachable states.

Thus, some pairs of neighbors will by merged, but some merging
will be backtracked since there are more feasible pairs. These discarded
merge results induce a performance penalty that is large in the first steps
of the algorithm, since the more components we have the more merges
will be discarded, as only one is kept for each step of the algorithm.

To gain efficiency we introduce a heuristic search for feasible pair
during the early steps of the algorithm, where the pairs are ranked ac-
cording to likelihood of efficient merge. The pairs are tested in rank
order and if sufficiently efficient the merge is kept and no more pairs are
tested.

To motivate the chosen heuristic we make the following observations.

• An appendix component is a component with only one neighbor.
Merging such a component with its neighbor will transform all
inter-object dynamics of the appendix component to internal tran-
sitions of the new component, thus allowing for complete abstrac-
tion of all the system dynamics generated by the appendix compo-
nent. Thus, appendix components are good candidates for merg-
ing.
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• An initiative pair of components is a pair of components that
may make a synchronization without any prior interaction with
other components. Thus, from the respective initial states, the
two components may perform a possible empty sequence of in-
ternal transitions, ending up in states that enable a synchronized
transition. This synchronized transition represents a reachable in-
ternal state transition of the global state space. Since we want
to avoid computing unreachable states, we give priority to states
that are known to be reachable. Thus, merging an initiative pair
is typically preferable.

The ranking of merge pair components is based on these two obser-
vations.

To measure the effectiveness of a merge, we introduce the concept of
merge reduction. The merge reduction e(c1, c2) is calculated as follows,
and is a measure from 0 to 1 of how much dynamics (in terms of number
of states) is removed by merging components c1 and c2.

e(c1, c2) =
| c1 × c2 |
| c1 | | c2 |

Here we assume that before calculating | c1 × c2 | we first simplify
the component by removing unreachable states, unmatched synchroniz-
ers and internal loop transitions. However we do not perform internal
cycle merging and redundant step abstraction of the Cartesian product
when calculating merge reduction. Abstraction is expensive, and merge
reduction is intended to be used as a cheap means of predicting how
successful a merging decision will be.

We note that for two (already simplified) components that do not
communicate at all, the merge reduction is 1.

To summarize, we propose a merge pair selection algorithm as out-
lined in Algorithm 2. A more detailed version of this algorithm is given
in Section 7.1. This outline of the algorithm does not cover all details.
In this chapter we only intend to provide an intuition for how a merge
strategy may work. The details of the merging strategy utilized in our
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Algorithm 2 The merge pair selection algorithm.

Input: A set of components.
Find all neighbor pairs
if in phase 1 then

Rank all neighbor pairs with respect to appendix components and
initiative pairs. We get four categories of pairs, where the best cat-
egory is pairs where at least one of the components is an appendix
component and the pair is an initiative pair. The worst category in
the rank consists of pairs that exhibit none of the two properties.
for all categories do

Compute merge reduction for all pairs in the current category
if the best merge reduction is good enough then

return the corresponding pair
end if

end for
else

Compute merge reduction for all pairs
if the best merge reduction is good enough then

return the corresponding pair
end if

end if
If all pairs are tested, but no pair has good enough merge reduction,
then return no pair at all.

Output: A pair of components, intended to be merged.
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work will be more thoroughly discussed in Chapter 7. Specifically, a
set of 6 threshold values will be discussed. These threshold values will
determine the underspecified parts of the algorithm.

6.2 Non-Transient System States

When the abstraction algorithm shown in Algorithm 1 is run until only
one component C remains, the resulting state diagram for C abstracts
the entire system behavior and thus all transitions are internal. Further-
more, the internal cycle removal removes all cycles of the state transition
relation of C. Thus, C is a directed acyclic graph. This is demonstrated
in Theorem 5.4.2. Furthermore, since all non-transient states of C are
reachable, for each non-transient state s of C there is at least one run
of the system that ends in infinite repetitions of s.

It is possible that C exhibits several different paths from the initial
state to a non-transient state s. The paths then share the same logged
and critical events (albeit possibly in different order), since s contains
the history and thus two runs that reach the same state must share
history. We conclude that a non-transient state s of C corresponds to a
set of runs T , such that all t ∈ T end in an infinite repetition of s and
before s the same set of logged and critical events have occurred.

Thus the set of non-transient states of C represent abstractions of
possible fair runs of the system and the runs associated to a non-transient
state s may differ only in the prefix of the run.

For each non-transient state s of C, there is at least one path of
events that leads from the initial state to s. For each such path, there is
at most one root event. Thus, associated with each non-transient state
s of C there is a possibly empty set of root events R, such that for each
r ∈ R there is a run t that ends in infinite repetitions of c and where r
is the root event of t. We say that the set R is the set of roots for s.

Example 6.2.1. The example system described in Section 1.2.1 can be
abstracted by a single component of 8 states. The component is shown
in Figure 6.1. The events in a state are the seen events, and the ones
marked by (r) are the enabled roots when reaching the state.
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The non-transient states of this automaton gives us complete infor-
mation about the correlation between logged and critical events of the
system. Thus, we can for example see that a fair run with no logged
transitions can only be ended by an infinite repetition of the initial state
or state s-29. We se that if we remain in the initial state no critical events
occur, but if we reach s-29 the servo has failed. Thus, an empty message
log means that the system is executing normally, or that the servo has
failed silently. Thus, the system is not fully diagnosable. Note how the
incremental abstraction approach has successfully abstracted all states
of the normal cyclic behavior of the system into a single state, which
also becomes the initial state of the system.

2

6.3 Diagnosability Table

A diagnosability table of a system model is a mapping from the possi-
ble logs of the system to the corresponding strong root candidates and
enabled roots. Such a mapping reduces fault isolation to table look-up,
but furthermore it can be used for diagnosability analysis as the name
suggests.

The mapping is represented as a table with a row for each possible
log, i.e. a set of seen logged messages that is consistent with the model.
The other two columns contain the associated enabled roots and strong
root candidates. See Table 6.1 on page 97 for an example of such a table.
Notice that a log is represented by a bit vector indicating which logged
messages that take part in the set.

6.3.1 Construction of a Diagnosability Table

There may be non-transient states s1, . . . , si, i > 1 of C that have the
same logged history as follows.

seenlog(s1) = . . . = seenlog(si)

Thus, seenlog partitions the set of non-transient states into equivalence
classes of states sharing the same seenlog property, i.e. the same ob-
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s-36

s-25*
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
bus.crit:down (r)

 crit:down_bus  

s-33
moc.log:down
ipol.crit:fail (r)

 crit:fail_ipol  

s-31*
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
bus.crit:down (r)

 crit:down_bus  

s-29
servo.crit:fail (r)

 crit:fail_servo  

 segment_segment  

s-30
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
moc.log:down

bus.crit:down (r)
ipol.crit:fail (r)

 crit:fail_ipol   crit:down_bus  

s-27
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
bus.crit:down (r)
servo.crit:fail (r)

 crit:fail_servo  

s-28
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver

moc.log:down
bus.crit:down (r)

 to_bus_to  

 crit:down_bus  

Figure 6.1: A single component abstracting the dynamics of the exam-
ple system. The (r) marking indicates enabled root events and the star
suffix of state names s-25 and s-31 indicates that those states are tran-
sient. For clarity, event names are suffixed by the name of the modeling
component from where they originate.
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servable history. For each such equivalence class there is a row in the
diagnosability table corresponding to the logged history.

Thus, a row in the table corresponds to a certain seenlog property,
and is therefore associated with a (non-empty) set of non-transient states
si with the same seenlog property. We say that those states are the
defining states of the row in the table.

Knowing the defining states S for a row, the corresponding enabled
roots are the union of the roots of all the states s ∈ S. A present event
corresponding to a row is a critical event that is in the seen property of
all states s ∈ S.

To compute the diagnosability table for a given system model of n
components, we proceed as follows.

• We abstract the system model in n − 1 iterations of the abstrac-
tion algorithm in Algorithm 1, leaving a single component C that
abstracts the entire system.

• The set of non-transient states of C are identified.

• The set is partitioned into equivalence classes defined by the seenlog
property of the states.

• For each such class a row in the diagnosability table is constructed,
mapping the seenlog property to the corresponding enabled roots
and strong root candidates.

The resulting table represents a mapping from all possible system
logs to the corresponding strong root candidates and enabled roots.

Example 6.3.1. Continuing Example 6.2.1, we construct the diagnos-
ability table for the component shown in Figure 6.1. First, we partition
the set of non-transient states into equivalence classes defined by the
seenlog property. This yields four classes;

1. { s− 29, s− 36 } (no logged events),

2. { s− 33 } (logged event from moc),
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3. { s− 27 } (logged events from only the clients c1, c2, c3, c4) and

4. { s− 28, s− 30 } (logged event from clients and moc).

Then, for each such class we construct a row in the table, associating
seenlog with the corresponding enabled and present critical events. For
the row corresponding to states s-28 and s-30, for example, we see that
bus.crit:down is a present and enabled root, while ipol.crit:fail is merely
an enabled root since it is missing in state s-28. The resulting table can
be found in Table 6.1 on page 97. 2

6.3.2 Diagnosability Analysis

Obviously, with a diagnosability table the process of doing fault isolation
reduces to a trivial table look-up since fault isolation requires no more
than knowing the strong root candidates given a message log.

As seen in Section 4.2, we can determine diagnosability of a scenario
given the corresponding strong root candidates and enabled roots. Since
the diagnosability table allows such analysis for all possible scenarios,
we can use the diagnosability table to analyze system diagnosability. If
all scenarios are diagnosable, then the system is diagnosable.

This requires that the table has a reasonable size. Since it has a
row for each model consistent subset of the set of logged messages, in
worst case it grows exponentially with the number of logged messages.
See Section 6.3.4 for more discussion about the size of the diagnosability
table.

6.3.3 Finding Redundant Logged Messages

It is desirable to minimize the set of logged messages in the system.
Using the diagnosability table, it is possible to determine whether a
given subset of logged messages is sufficient to produce an equivalent
diagnosability table. In this case, we regard two diagnosability tables
equivalent if they give the same set of strong root candidates for all
possible sets if logged messages.
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Definition 6.3.1. Let S and S ′ be two systems where S ′ is the same
system as S with the exception that some of the logged messages of S
have been exchanged to internal un-observable epsilon transitions. The
set of logged messages of S is denoted L and L′ ⊆ L is the set of logged
messages of S ′.

Then the diagnosability tables of systems S and S ′, called T and
T ′ respectively, are equivalent if for any possible system log obs ⊆ L
the strong root candidates in T for obs is the same as the strong root
candidates in T ′ for obs ∩ L′.

2

Given a system S with the logged messages L and a subset L′ ⊆ L
we are interested in finding out whether the diagnosability table that
would be generated for S would have the same fault isolation power as
the diagnosability table generated for a system where the messages of
L−L′ are exchanged with epsilon transitions. In that case, we conclude
that all messages in L − L′ are redundant messages in the presence of
the messages in L′.

Theorem 6.3.1. Systems S and S ′ have non-equivalent diagnosability
tables iff there are two sets of logged messages obs1 ⊆ L and obs2 ⊆ L
such that obs1 and obs2 occur in rows of the diagnosability table and
in S the strong root candidates corresponding to scenarios with logged
messages obs1 differs from the strong root candidates corresponding to
obs2 and

obs1 ∩ L′ = obs2 ∩ L′

i.e. in S′ obs1 and obs2 are considered the same.

2

Proof. First, we prove the sufficiency, i.e. that diagnosability tables for
S and S′, called T and T ′ respectively, are non-equivalent if there are
two sets of logged messages obs1 ⊆ L and obs2 ⊆ L such that in S the
strong root candidates corresponding to scenarios with logged messages
obs1 differs from the strong root candidates corresponding to obs2 and
in S′ obs1 and obs2 are considered the same.
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In T there are two different rows with different sets of strong root
candidates sc1 6= sc2 for obs1 and obs2.

In S′ logged sets obs1 and obs2 are indistinguishable, since obs1∩L′ =
obs2 ∩L′. Thus, in T ′ there is one row corresponding to both all system
runs logging obs1 and all runs logging obs2. This row will have a set
of strong root candidates sc. Since sc1 6= sc2, it is not possible that
sc = sc1 and sc = sc2. Thus, sc 6= sci for some i ∈ { 1, 2 }. Thus, the
strong root candidates in T for obsi are not the same as the strong root
candidates in T ′ for obsi ∩ L′.

Next, we show the necessity, i.e. that the diagnosability tables T and
T ′ are equivalent if there is not such a pair of sets of logged messages.

If no such pair exists then for all pairs of sets of logged messages obs1

and obs2 such that obs1∩L′ = obs2∩L′, the same strong root candidates
are associated with both obs1 and obs2 in T (and obviously in T ′, since
there the two sets are indistinguishable). Consider any obs ⊆ L. The set
of logged events obs is then associated to a set of strong root candidates
in T . If there are other sets obs′ ⊆ L such that obs′ ∩ L′ = obs ∩ L′
then obs′ is associated with the same set of strong root candidates as
obs. Since all sets of logged messages that are associated with the same
row in table T ′ correspond to the same set of strong root candidates, in
obs ∩ L′ is associated to the same set of strong root candidates in T ′ as
obs in T .

Thus, it is possible to determine if the set of logged messages L can
be reduced to a given subset L′ ⊂ L without affecting system diag-
nosability. By systematically using this check a minimal set of logged
messages can be computed. In this set none of the messages are redun-
dant, i.e. making any of the logged transitions unobservable would affect
the diagnosability of the system.

The recursive algorithm outlined in Algorithm 3 works as follows.
The function recursively computes a minimal set of logged messages
that is a subset of the given parameter L′ by first checking that L′ is
sufficient for diagnosability and then recursively testing if any of the



96 6.3. Diagnosability Table

Algorithm 3 The algorithm to compute a minimal set of logged mes-
sages.

Input: A set of logged messages L′.
function FindMinimalLoggedSet(L′) :

Test L′ according to Theorem 6.3.1 by systematically searching for
obs1 and obs2 associated with different strong root candidates and
such that obs1 ∩ L′ = obs2 ∩ L′.
if such a pair is found then

return failure {L′ is not sufficient for diagnosability}
end if
for each li ∈ L′ do

Let Li = FindMinimalLoggedSet(L′ − { li })
end for
if all Li are failures then

return L′

end if
return (one of) the smallest Li

Output: A minimal set L′′ ⊆ L′ with the same diagnosability power as
L′.
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Table 6.1: Diagnosability table for the example system. The column for
enabled roots has been left out for brevity.
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Strong Root Candidates

X X X X bus.crit:down, servo.crit:fail

X ipol.crit:fail

X X X X X bus.crit:down

l ∈ L′ can be removed without violating diagnosability. If any such an l
is found, a recursive search for a minimal set is performed.

Example 6.3.2. Consider the diagnosability table in Table 6.1. A min-
imal set of logged messages for this system is

L′ = { c1.log:badserver,moc.log:down }

This can be intuitively understood by observing that the badserver mes-
sages from components c1, c2, c3 and c4 always are the same. Either they
all appear, or none appear. Obviously, we then only need one of the four.

It can also be verified that according to Theorem 6.3.1, L′ is a set of
logged messages that create an equivalent diagnosability table. This is
verified by checking that for all pairs of sets of consistent logged events
obs1 and obs2, either

obs1 ∩ L′ 6= obs2 ∩ L′

or obs1 and obs2 correspond to the same set of strong root candidates.
The set of logs consistent with the model corresponds to rows in

the table. Thus, we are searching for two rows in the table, such that
disregarding any messages not in L′ the rows are the same. In this
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table, such a pair is only possible if obs1 = obs2 and then obviously the
corresponding strong root candidates are the same.

Next we verify that L′ is a minimal set of logged messages with
diagnosability power equivalent to the original set of logged messages.
Consider the table for L′ in Table 6.2. By removing either of the two
logged messages we will not get the same diagnosability power. The most
obvious way to reach this conclusion is perhaps by observing that the
table discriminates between four different sets of strong root candidates.
Since each message contributes with only binary information, either it
is present in the log or it is not, we need at least two messages to be
able to discriminate between 22 different scenarios.

The same conclusion can also be reached by testing the singleton
sets of logged events against Theorem 6.3.1. It will not be hard to
find a pair of logged messages that are indistinguishable in the new
diagnosability table, but which are distinguishable in Table 6.2. For
L′ = { c1.log:badserver } the sets

obs1 = { c1.log:badserver }

and

obs2 = { c1.log:badserver,moc.log:down }

provide such an example. In Table 6.2 obs1 and obs2 are associated
with different sets of strong root candidates, but obs1 ∩ L′ = obs2 ∩ L′.
Similarly, for L′ = {moc.log:down } the sets

obs1 = {moc.log:down }

and

obs2 = { c1.log:badserver,moc.log:down }

fulfill the same property of indistinguishability in the smaller table but
different sets of strong root candidates in the original system.

2
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Table 6.2: Diagnosability table for the example system with redundant
messages removed.
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X bus.crit:down, servo.crit:fail

X ipol.crit:fail

X X bus.crit:down

6.3.4 The Size of the Diagnosability Table

For each unique model-consistent log of the system, the diagnosability
table has one row. Therefore, the size of the diagnosability table is
proportional to the number of unique model-consistent logs.

This may seem as a severe limitation of the approach since in the
worst case the number of possible logs is the size of the power set of the
set of logged messages and thus grows exponentially with the number of
logged messages.

As illustrated in Section 6.3.1 each row in the table corresponds to
a set of states in the system component. Thus, the number of rows is
bounded by the number of states in the component.

We may therefore conclude that if the system can be abstracted by
a component of tractable size, the diagnosability table will also have a
tractable size.

Furthermore, if the set of logs consistent with the model is too large
to be feasibly analyzed, it seems unlikely that any general global method
for diagnosability analysis will be feasible since diagnosability cannot
be analyzed without somehow regarding all model consistent logs. For
systems where diagnosability with respect to a specific fault can be de-
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termined by regarding only a small subset of the system components, a
decentralized approach such as e.g. that of Pencolé et al [PCR01, Pen04]
will perform better.

6.4 Using Model Checking for Large Systems

It is possible to stop abstracting at any point, and let a model checker
do the rest of the work. This introduces a great overhead if the entire
diagnosability table should be constructed, since for each row in the
table at least one specification has to be checked by the model checker.
If, on the other hand, the task is not to compute a diagnosability table
but to perform fault isolation for a specific scenario, the number of
specifications to check will be proportional to the number of critical
events of the system.

This approach was used in our earlier work e.g. [LNK01] and later
in combination with abstraction [LNK03a, LNK03b, LNK03c].

6.5 Allowing for Partial Order Log

Already when formulating our diagnosis problem, we perform abstrac-
tion. We state that the observations are in terms of a set of logged
messages, thus disregarding multiplicity and order of messages.

For some situations, the real observations may actually be of such
a form – for each logged message we only know whether it has been
issued or not. In other situations it may be a severe limitation, where
the message log (which typically is a sequence) actually contains useful
temporal or numeral information.

Our approach allows us to perform more computationally inexpen-
sive fault isolation and diagnosability analysis while throwing away some
information which, if not handled correctly, may result in weaker fault
isolation results.

Thus, it would be useful to allow addition of temporal and numeral
information to our observations, while still performing fault isolation and
diagnosability analysis within our framework of observations as sets.
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The idea to achieve this is simple – we add supervisory automata to
the system model that observe or enforce the order and multiplicity of
logged messages from the system. In case of fault isolation, the super-
visory automata force the logged messages of the system to be issued
in the order of the observations. In the case of diagnosability analysis,
however, the supervisory automata record order and numbers of mes-
sages, and issues new logged messages indicating order and multiplicity
of messages.

6.5.1 Fault Isolation for Partial Order Logs

If we are not aiming to construct the diagnosability table, but only
to perform fault isolation for a given scenario, we may add ordering
information to the log. This information may be in terms of relative
ordering of messages or the multiplicity of messages.

We may have some temporal ordering information about the mes-
sages in the log. If an observation of logged messages is not only a set
of observed messages but a partial order of messages, this information
may be encoded in the scenario model and thus allow for fault isolation
using the temporal information.

The idea is to introduce supervisory automata that accept the logged
messages only in an order compatible with the given temporal ordering
information. The logged messages are then replaced by sending events
synchronizing with receiving events in the automata.

Consider the symmetric and transitive closure of the temporal order
relation. Call this relation the dependency relation. The dependency
relation partitions the set of logged messages into equivalence classes of
messages that are temporally related. For each such non-singleton class,
a supervisory automaton can be constructed as shown in Algorithms 4,
5, 6 and 7.

The supervisory automata are created by Algorithm 7. The function
label(N) is used to denote a function that returns a control state name
given a set of messages N such that label(N) = label(M) iff N = M .
The function could for example return the sorted string concatenation
of the members of N . The supervisory automaton will have states of
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Algorithm 4 Creation of the supervisory automata.

Input: SD is a system description,
Input: M is a set of messages and R ⊆ M × M is a partial order

relation.
Comps := findRelated(M,R) {Algorithm 5}
for all C ∈ Comps do

if |C | > 1 then
L := totalOrder(C,R) {Algorithm 6}
SD := addSupervisor(SD,L) {Algorithm 7}

end if
end for

Output: SD, a system that logs messages in M only in the order given
by R.

Algorithm 5 Finding related messages, transitive closure of R.

Input: (M,R) where M is a set of messages and R ⊆ M × M is a
relation on M .
function findRelated(M,R) :
Comps := { {m } | m ∈M }
for all (m1,m2) ∈ R do

for all i ∈ { 1, 2 } do
Find si ∈ Comps such that mi ∈ si

end for
Comps := (Comps− { s1, s2 }) ∪ { s1 ∪ s2 }

end for
return Comps

Output: The messages of M partitioned in classes of related messages.
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Algorithm 6 Create all total orders of a related set of messages.

Input: C ⊆ M is a set of messages and R ⊆ M ×M is a partial order
relation.
function totalOrder(C,R) :
T := ∅
Nodes := { ∅ }
Done := ∅
while Done ⊂ Nodes do

Select Node such that Node ∈ Nodes−Done
Done := Done ∪ {Node }
for all m ∈ C −Node do

if mp /∈ Node for all mp such that (mp,m) ∈ R then
NewNode := Node ∪ {m }
T := T ∪ { (Node,m,NewNode) }
Nodes := Nodes ∪ {NewNode }

end if
end for

end while
return T

Output: A set of transitions constituting the supervisory automaton
of C.
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Algorithm 7 Construction of a supervisory automaton.

Input: A system description SD, L describes the automaton.
function addSupervisor(SD,L) :
A := ∅
Q := ∅
→ := ∅
Σrec := ∅
Σsnd := ∅
for all (N,m,N ′) ∈ L do

Replace all logging events log:m in SD by sending events log m!
A := A ∪ { (Σ′, Q′,→′, s1) } such that

Σ′ = Σrec ∪ Σlog = { got m?, log m? } ∪ { log:m }
Q′ = { s1, s2, s3 }
→′ = { (s1, got m?, s2), (s2, log:m, s3), (s3, log m?, s3) }

Q := Q ∪ { label(N), X, label(N ′) }
Let X be a unique label
→ :=→∪ { (label(N), log m?, X), (X, got m!, label(N ′)) }
Σsnd := Σsnd ∪ { got m! }
Σrec := Σrec ∪ { log m? }

end for
SD′ := SD ∪A ∪ { (Σrec ∪ Σsnd , Q,→, label(∅)) }
return SD′

Output: A system with supervisory automaton attached.
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the form label(N) where N is the set of messages observed so far.
In a state labeled label(N), the messages in set N have been ac-

cepted, and outgoing transitions from that state are defined by the par-
tial order. Thus, the supervisory automaton will only let the system
log messages according to the partial order and thus the given order of
messages is enforced.

This approach can in general be used for any partial order, but there
are more or less feasible cases. Depending on the structure of the par-
tial order, the size of the supervisory automata can vary from linear to
exponential in the number of logged messages.

If the partial order has branches, i.e. a set of messages that may occur
in any order followed or preceded by a single message, the supervisory
automaton needs to branch in a similar way.

If the order is a total order, there is no branching at all and the
automata is therefore minimal. The supervisory automaton will be a
linear sequence of n transitions accepting the messages only in the ex-
pected order. This case may be true for a subset of messages of a system,
if those messages are issued by the same thread. Typically, the static
structure of the system only allows a single thread to log messages in a
specific order.

6.5.2 Diagnosability Analysis for Partial Order Logs

Similarly to the case of fault isolation with partial order logs in the last
section, we may equip the system model with observer automata that
allow us to model systems where some ordering or numeral information
can be extracted from the message log.

Assume, for a simple example, that the system will produce a se-
quence of messages, and that the relative temporal order of the first
occurrences of messages A and B can be trusted, i.e. they actually take
place in the same relative order as they appear in the log sequence. Our
approach will consider the log a set and thus throw away this order-
ing information, and we would like to remedy that problem. This can
be done in a straight forward way. We simply add a supervisory au-
tomaton to the system model, which has the purpose of logging an “A
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preceded B” message iff A was indeed issued before B. This idea can be
generalized to any number of pairs of messages as shown in Algorithm
8.

Algorithm 8 starts with using Algorithm 5 to partition the set of
messages M according to the transitive closure of R. Then, for each
partition C a supervisory automaton is introduced in the system model.

Supervisory automata are created by Algorithm 9. The function
label(N) is used in the same way as in Algorithm 7. First, on lines 3 to
6, the done state is equipped with the ability to relay all messages from
the system to the log. The state done is the final state of the supervisory
automaton, and since it intercepts messages from the system, it has to
relay them to the log when done. The algorithm maintains two sets of
states of the automaton, Nodes and Done. Nodes contains the set of
all known reachable states of the automaton, while Done contains the
set of visited states. The algorithm will terminate when Done = Nodes.

Lines 9 to 18 first select an unvisited state label(N). Then message
accepting loop transitions with event log m? are created for each mes-
sage in N , allowing the system to log already seen messages. Algorithm
10 is then used to create the transitions that take care of the first occur-
rence of all observed messages that are not yet seen. Finally, on lines 19
to 23 the modeling component is created from the computed transition
relation.

Algorithm 10 creates the supervisory automaton state transitions
from state label(N) required to observe a certain given message m, thus
the algorithm defines the supervisory behavior needed to record m given
that we have so far recorded all messages in N . In the loop, lines 5
through 9, for each message m′ that is related to m in R but is not
yet a member of N (thus not yet recorded) there is a logged message
stating that m indeed occurred before m′. Lines 10 and 11 make sure
that this logging will only occur when m is actually produced by the
system. Finally, the new state label(N ∪ {m }) is added to Nodes if
needed, that is if not all of the possible “m precedes m′”-messages are
already issued.

The states of the supervisory automaton correspond to sets of re-
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ceived messages. Thus, multiplicity will be disregarded. By instead
creating states that correspond to sequences of messages, (any predeter-
mined and finite) multiplicity can also be considered.

Note that the supervisory automaton given in this algorithm is a
modeling component, and that the corresponding memory component
may be considerably larger due to the large amount of logged messages
that may be involved.

Algorithm 8 Enabling a system to consider ordering of messages of the
log.

Input: SD is a system description, M is a set of messages and R ⊆
M ×M is partial order relation.
function addOrder(SD,M,R) :
Comps := findRelated(M,R) {Algorithm 5}
for all C ∈ Comps do

for all m ∈ C do
Replace all logging events log:m in SD by sending events
log m!

end for
SD := SD ∪ { supervisor(C,R) } {Algorithm 9}

end for
return SD

Output: A system that will be able to observe all relative ordering of
messages according to R.

For small sets of related messages, the size of the supervisory au-
tomaton is manageable. See Figure 6.2 for a hint of how the supervisory
automaton grows as the number of related messages grows. When cre-
ating this graph we have plotted the size of the supervisory automaton
versus the number of pairs of related messages, i.e. the size of R in
Algorithm 9.

When all messages are directly related, we say that the supervisory
automaton is full, corresponding to maximal R in Figure 6.2. In Figure
6.3 we have plotted the size of full supervisory automata for varying
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Algorithm 9 Create a supervisory automaton for a set of related mes-
sages.

Input: C,R where C ⊆ M is a set of messages and R ⊆ M ×M is a
set of pairs of messages from M .

1: function supervisor(C,R) :
2: → := ∅
3: for all m ∈ C do
4: Let X be a unique label
5: → :=→∪ { (done, log m?, X), (X, log:m, done) }
6: end for
7: Nodes := { ∅ } and Done := ∅
8: while Done ⊂ Nodes do
9: Select N such that N ∈ Nodes−Done

10: Done := Done ∪ {N } and N ′ := N ∪ {m }
11: if there is (m1,m2) ∈ R such that {m1,m2 } ∩N ′ = ∅ then
12: Nodes := Nodes ∪ {N ′ } and Next := label(N ′)
13: else
14: T := T ∪ { (label(N ′), ε, done) } and Next := done
15: end if
16: for all m ∈ N do
17: → :=→∪ { (label(N), log m?, label(N)) }
18: end for
19: for all m ∈ C −N do
20: → :=→∪makeStep(m,N,R,Next) {Algorithm 10}
21: end for
22: end while
23: Σrec := { e? | (s, e?, s′) ∈ TransRel }
24: Σsnd := { e! | (s, e!, s′) ∈ TransRel }
25: Σlog := { log:l | (s, log:l, s′) ∈ TransRel }
26: Q := { label(∅) } ∪ { s′ | (s, e, s′) ∈ →}
27: return (Σrec ∪ Σsnd ∪ Σlog , Q,→, label(∅))
Output: An automaton registering order of messages of C.
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Algorithm 10 Create supervisory automaton step.

Input: m is a message to observe, N is the set of messages observed so
far and R is the relation containing all combinations of messages to
observe.

1: function makeStep(m,N,R,Next) :
2: T := ∅
3: for all (m,m′) ∈ R such that m′ /∈ N do
4: Let X be a unique label
5: T := T ∪ { (X, log:m pre m′, Next) }
6: Next := X
7: end for
8: Let X be a unique label
9: T := T ∪ { (label(N), log m?, X), (X, log:m,Next) }

10: return T
Output: The transitions taking care of observation of message m.

numbers of messages. It is evident that this approach is only feasible
when the number of related messages is small.

For large sets of related messages, the resulting supervisory automa-
ton will grow intractably large as well as the set of logged messages. This
indicates that as expected, our approach is not well suited for systems
where there is much diagnostic information in the relative ordering of
all messages. We have shown in this section though, that some local
ordering information may be inserted without deserting the approach of
considering the observations as a set of messages.

6.6 Abstracting Model Symmetry

If there are more than one component in the system that have the very
same behavior, we can abstract our view of the system even further.

For such a set of c behaviorally identical components, a combined
state would be written

(s1, s2, . . . , sc)
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Figure 6.2: A graph showing the size of the supervisory automaton as
a function of the number of pairs of directly related messages R. There
are 8 messages, and all are (transitively) related.
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Figure 6.3: A graph showing the size of the supervisory automaton as a
function of the number of pairs of directly related messages R when the
relation function is as large as possible, i.e. all messages are immediately
related.
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enumerating the individual states of the components. The state size
of this set of components is nc where n is the number of states of the
components and c is the number of components.

If we disregard which component is in which state, but instead just
count the number of components in each possible state, the global states
can instead be written

(x1, x2, . . . , xn).

Thus, we can replace the set of identical components with an abstract
component that only keeps track of the number of components in each
state, instead of keeping track of each of the identical components. We
call such an abstract component a counting component and the transi-
tion relation of the identical components is called the underlying com-
ponent.

In this case, the size of the state space is

(
n+ c− 1

c

)

As shown in Figure 6.4, this abstraction has a large impact on state
space size. As expected, the strongest reduction in state space is given
when the number of states is relatively small compared to the number
of components. The figure plots the gain of abstraction versus n and c.
The gain is calculated as

g(n, c) =
nc(

n+ c− 1
c

)

that is, the size of the system divided by the size of the abstracted
system.

If there are logged events in the abstracted components, we will
not be able to differentiate between logged messages from the different
identical components when abstracting as proposed here. This however,
is a good thing, since symmetry of the components will give symmetry
of runs, such that if there is a run with one of the identical components
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Figure 6.4: The state size of a set of c components with n states divided
by the state size of the corresponding abstracted set.
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init

wait

 request!   response?  

dead
c1.log:badserver

 failedResponse?  

Figure 6.5: State transition diagram of the client component.

logging a message, there will be other runs with the other identical
components logging the same message. This will only lead to added
interleaving but no more information. Thus, removing this interleaving
is a useful abstraction.

In this case, the diagnosability table will be abstracted too. Rows
corresponding to any of the identical components logging will not be
explicit about which of the components that have logged a message, but
only the number of components that have logged a message.

Example 6.6.1. Consider again the system presented in Section 1.2.1.
Abstracted and with extended states, the state transition diagram for
the client component is shown in Figure 6.5.

The counting component of four client components is given in Figure
6.6. Note that this component has 15 states, while the four components
would have 34 = 81 states if not abstracted.

Consider the diagnosis table given in Table 6.1. As described previ-
ously, the set of messages from components c1, c2, c3 and c4 is redundant.
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Figure 6.6: State transition diagram of the counting component ab-
stracting four client components.
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Table 6.3: Diagnosability table for the example system with counting
component.
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4 bus.crit:down, servo.crit:fail

0 X ipol.crit:fail

4 X bus.crit:down

Actually, only one of the messages is needed for completeness. If we ab-
stract the set of similar components with a counting component, there
will no longer be a way to differentiate between the logged messages of
the different components. Thus, the diagnosability table reduces to that
in Table 6.3.

2

6.7 Implicit versus Explicit Component Repre-
sentation

In general we use an explicit representation of components, i.e. we actu-
ally construct the transition relation with all its states and transitions.
This is needed if one is interested in manipulating individual transitions
as in our abstraction techniques. The explicit representation does how-
ever create large structures, which may pose efficiency problems when
the components grow larger.

For counting components and supervisory automata, there are also
straight forward implicit representations. If the implicit representation
contains enough information to define both
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• an initial state of the component and

• given a state s of the component, all outgoing transitions from s,

we have enough information to traverse the state space of the component.
We call that information the defining information of the component.

For the counting component, the underlying component and the
number of underlying components is defining information. For supervi-
sory automata, the set of supervised messages is defining information.

For a compound component, the Cartesian product could also be rep-
resented implicitly, and then the defining information is the two merged
components.

Clearly, the implicit representation of a component is much more
compact than the corresponding explicit representation. The disadvan-
tage of an implicit representation is that no abstraction can be done.
For example, if all compound components are represented implicitly,
the merge of the system into a single component can be done in almost
no time at all. Nothing will be gained from this approach however, be-
cause traversing the state space of this implicit component is the same
task as traversing the state space of the system.

Thus, there is a trade-off between using an implicit or explicit repre-
sentations of compound components, counting components and super-
visory automata. The implicit representation of a component C should
be used when only a small part of the state space is actually reach-
able. This will be discovered when creating an explicit representation
of a compound component as a result of merging C with some other
component.

Example 6.7.1. Consider again the system of Example 6.6.1. The
counting component of Figure 6.6 can be implicitly represented as only
the number 4 and the client transition relation of Figure 6.5. The point
of deferring the concrete generation of the state space of the counting
component is that only a subset of its state space is actually reachable.

The clients communicate with a server component, which happens
to never receive two request?s without sending a response! in between.
Therefore, while the explicit representation of the counting component
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has 15 states, the explicit representation of the counting component
merged with the server has only 9 states as shown in Figure 6.7. Fur-
thermore, when merging with the bus, the state space shrinks even more
as shown in Figure 6.8, since when the bus starts to send timeouts it will
not stop doing so as long as the the server can accept more timeouts.

Thus, most of the state space of the counting component is unreach-
able and by representing the counting component implicitly until merg-
ing it with the server, the unreachable states of the counting component
will never need to be generated.

2

In our prototype tool implementation, described in Chapter 8, count-
ing components are represented implicitly until merged with some other
(implicit or explicit) component. All compound components are repre-
sented explicitly.

6.8 Related Work

In standard AI diagnosis, abstraction has been used to limit detail
level of models to improve computational complexity [Moz91, Pro01,
BMP04], but also to abstract away from indiscriminable details of diag-
noses [TT02]. Both automated and manual approaches to abstraction
have been proposed. This thesis describes an automatic abstraction
scheme for the domain of behavioral model diagnosis, whereas previous
work has studied abstraction for hierarchical structural models.

The work of Pencolé [Pen04] from 2004 has similarities with our
papers of 2003 [LNK03c, LNK03b, LNK03a] as all papers advocate an
iterative approach to diagnosability of behavioral model systems where
components are merged and inter component communication is turned
into internal transitions. In Pencolé’s approach to the classical diag-
nosability problem, the specific abstraction techniques as presented in
this thesis are not applicable and the scheduling strategies we present
in [LNK03b] have no counterpart in Pencolé’s work.

To summarize, our approach differs from the standard approach in
that
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Figure 6.7: A compound component abstracting the behavior of four
clients together with the server. For clarity, event names are suffixed by
the name of the modeling component from where they originate.
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Figure 6.8: A compound component abstracting the behavior of four
clients together with the server and the bus. For clarity, event names
are suffixed by the name of the modeling component from where they
originate.
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• we assume that there is no or little information in the ordering
and number of occurrences of logged messages, thus restricting
the problem domain, and

• we exploit this simplification of the problem to make the fault
isolation and diagnosability analysis run more efficiently, and

• we present concepts for reasoning about pinpointing a cause of
failure rather than just reporting a set of runs consistent with
model and observation.

Our approach bears some resemblance to that of Sampath et al.
[SSL+95], and extensions such as [Pen04, JHCK01]. While we also use
a discrete event dynamic systems model [CL99], our approach is suited
only for systems where log ordering is of little value, is amenable only to
post-mortem analysis and can be characterized as alarm filtering. The
work pioneered by Sampath is a general approach mainly intended for
monitoring and on-line detection and diagnosis. Furthermore, in this
thesis we present abstraction techniques as well as scheduling strategies
to make our diagnosability analysis scale for benign systems.

The problem we address is similar to the problem treated by e.g. Ben-
veniste et al. [BFJH03, BHFJ05a, BHFJ05b, AFB+97]. The systems
studied there are networked systems with distributed sensors that report
alarms to a global supervisor. There is no global time so the supervisor
should act on a partially ordered set of alarms, and they propose the
use of net unfoldings in Petri nets. The problem instances we consider
typically has fewer threads of execution and a more stable and sparse
topology, compared to the distributed systems considered in the work
of Benveniste et al.
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Chapter 7

Performance Evaluation

No one has the right to destroy
another person’s belief by
demanding empirical evidence.

Ann Landers

In Section 6.1 we describe the merge strategy of our abstraction algo-
rithm. The description there is intentionally vague, including statements
like “good enough” and an underspecified ranking scheme.

In this chapter we introduce 6 threshold parameters of the merge
strategy. We describe how these parameters affect the merge strategy,
and the way the parameters influence the total cost of system abstrac-
tion. We show that no part of our merge strategy can be removed
without making it less efficient, and we also give an estimate of how well
our approach scales for larger system models. This is done by providing
benchmarks of our prototype implementation, that is further described
in Chapter 8.

7.1 Merge Strategy Parameters

In the abstraction algorithm in general, and for the merge pair selec-
tion in particular, there are a set of decisions to be made that are left
unspecified in Section 6.1. The following issues are not addressed there.



124 7.1. Merge Strategy Parameters

Table 7.1: The 6 merge algorithm parameters explained.

Appendix Bonus ba Bonus points given to pairs
consisting of at least one
appendix component

Initiative Pair Bonus bi Bonus points given to initiative pairs

Phase Limit lp Determines when to enter second phase

First Phase r1 The merge reduction required
Merge Reduction for a selected pair in phase one

Second Phase r2 The merge reduction required
Merge Reduction for a selected pair in phase two

Size Limit ls If a Cartesian product is smaller
than ls ∗ s where s is the size of
the largest component of the
current system, we will regard the
merge reduction as good enough.

• We need a way to rank merge pair according to initial pairs and
appendix components.

• We need to determine when to switch from first phase to second
phase of the algorithm.

• We need to determine what amount of merge reduction that is
“good enough” in both phase one and phase two.

• We also introduce a lower limit of components size for when to care
about merge reduction, i.e. when components are small enough in
first phase, we may disregard merge reduction.

These decisions are captured by a set of 6 algorithm parameters,
as shown in Table 7.1. By introducing these parameters, the merging
algorithm described in Section 6.1 can be made more concrete as in Al-
gorithm 11. First all components are abstracted and simplified, meaning
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that we apply internal cycle merging and redundant step abstraction fol-
lowed by removal of internal loop transitions, unmatched synchronizers
and unreachable states. Then suitable pairs of components are itera-
tively replaced by abstracted and simplified Cartesian products. When
no more suitable pairs of components exist, all remaining components
are merged into a single component.

Algorithm 11 The incremental component merge algorithm.

Input: A set of components SD
function abstract(SD) :

Let phaset = lp ∗ |SD |
Abstract and simplify all components
while P = findMergePair(SD, phaset) is non-failure do

Merge P into a new component c
Abstract and simplify c
Let SD = (SD − P ) ∪ { c }

end while
Merge all components of SD into a single component c
Abstract and simplify c
return c

Output: A single component diagnosis equivalent to SD

Clarity of the presentation of the merge pair selection algorithm also
benefits from introduction of the algorithm parameters. The algorithm
can now be formalized as Algorithm 12. Lines number 6 though 17 are
run in the early phases of the algorithm, when the system consists of
many components, |SD | > phaset, i.e. phase one. When the number
of components is small enough, the algorithm enters phase two, lines
numbers 19 though 28. In both phases, pairs of components are merged
and the resulting merge reduction ratio is computed. If the size of the
new component is small enough, it is accepted, otherwise the best merge
reduction ratio is searched for. The only difference between the phases
is that in phase two all component merges are compared while for phase
one, the comparison is carried out a rank at a time.
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Algorithm 12 The merge pair selection algorithm.

Input: A set of components SD and a phase threshold value phaset
1: function findMergePair(SD, phaset) :
2: Let ta = ls ∗maxc∈SD | c |
3: Find all neighbors N in SD
4: Rank N by appendix component and initiative pair
5: if |SD | > phaset then
6: for each rank (in descending order) do
7: for each pair in the rank do
8: Merge pair to component cm
9: Compute merge reduction ratio r

10: if | cm | < ta then
11: return pair
12: end if
13: end for
14: if lowest r is less than r1 then
15: return corresponding pair
16: end if
17: end for
18: else
19: for each pair in N in descending rank order do
20: Merge pair to component cm
21: Compute merge reduction ratio r
22: if | cm | < ta then
23: return pair
24: end if
25: end for
26: if lowest r is less than r2 then
27: return corresponding pair
28: end if
29: end if
30: return failure
Output: A neighbor pair of SD or failure
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7.2 Synthetic System Generation

The example system given in this thesis is a small toy example. To
be able to evaluate the performance of our tool, we need larger system
models. Unfortunately, large behavior models of real systems are yet
hard to find. Therefore we chose to design a framework for generating
synthetic models.

Obviously, creating a completely random web of components that
interact randomly with each other will not correspond well to the char-
acteristics of real systems. Furthermore, our approach relies on the
system to be moderately concurrent and also exhibit some locality in
the static structure, having subsets of components that are closely in-
teracting as well as pairs of components that are not interacting at all.
Thus, to generate systems that have some resemblance of the kind of
real systems that we address, we need to carefully create our synthetic
system models in a way that does not violate these requirements.

We have chosen to design a small set of basic building block compo-
nents, and then assemble large systems by randomly creating instances
of these building blocks and then connect them.

The building blocks are small components performing simple tasks
such as

• starting a thread of execution,

• providing a simple service by accepting and returning requests,

• accepting requests and then passing them on to other components,

• accepting requests and then non-deterministically choosing where
to relay them,

• accepting requests and monitoring the result, logging a message if
failure occurs, and

• relaying requests and hanging if the request fails.

The simple services are the components that may fail critically. They
then return failure and ceases to accept any more requests.
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Each building block component has a number of out ports and a
number of in ports. An in port represents the ability to accept requests
from other components and an out port represents sending requests to
other components. A basic service has one in port but no out ports, a
relay has one port of each kind, a thread starter has no in port but one
out port.

We create instances of the basic building blocks. Some get several
instances, introducing both more non-determinism to the system as well
as interleaving dynamics.

Then, ports are matched. Each in port gets a matching out port,
and the synchronizing events are given names in order to reflect the
matching. Thus, the components are connected to each other. If the
system model then becomes non-connected, leaving several subsets of
components that are not connected to each other, this is fixed by re-
naming events. Simply put, to connect two non-connected subsets of
components, we break one connection in each of the sub-components.
Then the open connections are joined the other way around, making the
two subsets connected.

7.3 Parameter Impact on Performance

We have created a test-set of 50 synthetic system models, each consisting
of 40 basic building blocks with 3 concurrent threads of execution, result-
ing in reachable state spaces of approximately 2 000 to 16 000 states. By
applying a greedy search algorithm we adjusted all the algorithm param-
eters to a (locally) optimal setting. By repeating the procedure several
times and achieving similar results, we conjecture that the optimum is
close to the global optimum. Optimal parameter settings is model de-
pendent, and finding the perfect setting for a specific set of synthetic
models is of no or little interest for our purposes. The reason for finding
a locally optimal setting is to have a starting point for investigation of
how the parameters affect execution time.

With the optimal setting, running on a 2GHz AMD Athlon processor,
the best abstraction (CPU) times for all 50 system models is just above
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Table 7.2: Optimal merge strategy parameter settings.

Parameter Value

Appendix Bonus ba 50

Initiative Pair Bonus bi 50

Phase Limit lp 0.3

First Phase Reduction r1 0.2

Second Phase Reduction r2 0.43

Size Limit ls 1.3

40 seconds. The optimal setting for the parameters are given in Table
7.2.

These numbers may give a hint of the usability of the tool, but more
interesting for our purposes is an investigation of how the algorithm
parameters effect the algorithm efficiency. Therefore, we have run the
abstraction algorithm on the set of test systems while adjusting the
algorithm parameters. In the following we will show that removing any
of the parameters will yield a less efficient merge strategy.

7.3.1 Pre Merge Ranking of Pairs

The two parameters bi (initiative pair bonus) and ba (appendix bonus)
are used to rank neighbor pairs prior to merge. This is useful in the
early stages of the algorithm when the number of pairs is large. Quickly
choosing a pair to merge reduces the number of merges performed and
may thus increase performance.

As seen in Figure 7.1, both parameters add to the efficiency of the
algorithm. Removing any or both of the parameters from the algorithm,
we get execution efficiency corresponding to the values along the axes of
the graph.

The most efficient setting is achieved by setting bi = ba > 0. Thus,
we conclude that the most efficient strategy is to combine the two pa-
rameters and it happens to be the case for this set of models that equal
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weight is optimal.

7.3.2 Two Phase Algorithm

The introduction of two phases further complicates the algorithm. We
will now show that none of the two phases work well enough by them-
selves, but both are needed. Phase one is more efficient in the early
stages, and in the end phase two works best.

Consider Figures 7.2 and 7.3. The parameter lp (phase limit) can
vary between 0 and 1 depending on how early a transition between
phases occurs. It is clear that the best setting for lp (phase limit) is
strictly greater than 0 and less than 1, and thus we conclude that both
phases are useful when designing a merge strategy. The fact that an
optimal value of lp is strictly greater than 0 tells us that when having
many pairs to test, it pays off to quickly select a heuristically chosen pair
of components and discarding many Cartesian products. Knowing that
optimal lp is strictly less than 1, it is clear that when having a smaller
amount of alternatives, it is more efficient to test all alternatives and no
longer rely on the heuristic to select the pair to merge.

7.3.3 Small Component Exception

As shown in the previous section, the phase limit allows the merge strat-
egy to work in a different way depending on the number of remaining
components of the system. This is however not a sufficient method for
determining when to compare all neighbor pairs as in phase two of the al-
gorithm, and when to settle for a faster but less thoroughly investigated
decision.

Empiric studies have shown us that when the created Cartesian prod-
uct is smaller than the size of the largest component of the system, it
is efficient to perform the merge without considering other merging op-
tions.

This situation typically arises if after some steps of the algorithm the
system consists of some components that are considerably larger than
others. Then is is not feasible to investigate merge reduction ratio of
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Figure 7.1: Execution time as a function of initial pair (bi) and appendix
component (ba) bonuses. The most efficient setting is bi = ba > 0
in this case, indicating that both parameters are needed for optimal
performance.
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Figure 7.2: Execution time as a function of initiative pair bonus bi and
phase limit lp. For all values of bi it is clear that optimal lp is between
0.2 and 0.4. Execution is stopped after 300s.
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Figure 7.3: Execution time as a function of phase limit lp and merge
reduction limit of phase two r2. For all values of r2 it is clear that
optimal lp is between 0.2 and 0.4. It can also be seen that for optimal
performance, r2 > 0.3. Execution is stopped after 300s
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the large components and its neighbors, but more efficient to merge the
smaller components.

In such a case, we would like to quickly choose merge pairs in the part
of the system that consists of small components, although the number
of system components have decreased due to the previous abstraction
steps. Thus, in this case we need another mechanism to avoid exhaustive
search among the neighbor pairs, since the phase limit does not work.

The size limit ls fulfills this purpose, and as seen in Figures 7.4,7.5,7.6
and 7.7, an optimal value of this parameter is between 1 and 1.5 for our
set of models.

7.3.4 Merge Reduction Limits

The merge strategy employs two merge reduction limits, one for each
phase. For phase one, the merge reduction limit is used to determine
if a found merge is good enough or if a more thorough search, among
lower ranked pairs, will be needed. For the second phase, if there is no
pair that has better merge reduction value than the reduction limit, the
entire system will be merged at once and no more pairwise merging will
take place.

For our set of models, the best performance is achieved by using a
merge reduction limit of 0.2 for the first phase (r1). As seen in Figures
7.8 and 7.9 lower as well as higher values increase the execution time.

In Figure 7.10 we see how the merge reduction limit of phase one
interacts with the phase limit. For high values of the phase limit, the
merge reduction limit of phase 1 does not matter since in the extreme
case of phase limit lp = 1, we enter phase 2 immediately.

In phase two, any limit greater than 0.3 gives approximately the
same result, as shown in Figures 7.3,7.4,7.9, 7.11 and 7.12.

7.4 Scalability

We have also investigated how abstraction execution time varies with
the number of reachable states of the system.
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Figure 7.4: Execution time as a function of size limit ls and merge
reduction limit of phase two r2. Optimal size limit seems to be between 1
and 1.5 and it can also be seen that too low r2 is non-optimal. Execution
is stopped after 300s.
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Figure 7.5: Execution time as a function of size limit ls and phase limit
lp. We can see that optimal size limit is somewhere between 1 and 1.5.
Execution is stopped after 300s.
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Figure 7.6: Execution time as a function of size limit ls and merge
reduction limit of phase one r1. The graph confirms that optimal size
limit is somewhere between 1 and 1.5.
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Figure 7.7: Execution time as a function of size limit ls and initiative
pair bonus bi. The graph confirms that optimal phase limit is somewhere
between 1 and 1.5. Execution is stopped after 300s.
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Figure 7.8: Execution time as a function of appendix bonus ba and
merge reduction limit of phase one r1. Here we can see that optimal
merge reduction limit is close to 0.2. Execution is stopped after 300s.
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Figure 7.9: Execution time as a function of the two merge reduction
limits of phase one (r1) and two (r2). We can conclude that optimal
r1 is close to 0.2 and that r2 should be greater than 0.3 for optimal
performance. Execution is stopped after 300s.
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Figure 7.10: Execution time as a function of merge reduction limit in
phase one r1 and phase limit lp. For high values of lp, r1 does not
matter since in the extreme case of phase limit lp = 1, we enter phase 2
immediately. Execution is stopped after 300s.
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Figure 7.11: Execution time as a function of appendix bonus ba and
merge reduction limit of phase two r2. The graph is evidence to the claim
that r2 greater than approximately 0.3 is optimal, but the efficiency is
the same for all values greater than the threshold. Execution is stopped
after 300s.
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Figure 7.12: Execution time as a function of initiative pair bonus bi and
merge reduction limit of phase two r2. As Figure 7.11, this graph is
further evidence to the claim that r2 greater than approximately 0.3 is
optimal, but the efficiency is the same for all values greater than the
threshold. Execution is stopped after 300s.
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We run abstraction for a set of models, varying in number of com-
ponents and number of threads. To be able to compare execution time
with the size of the model, we are more interested in the number of ac-
tually reachable states than in the number of all combinations of states
of the system. Thus, for each model we enumerate the number of states
that are globally reachable.

Enumerating all reachable states of a system is infeasible for large
systems and therefore we limit this investigation to systems that have
less than 200,000 reachable states. If the abstraction algorithm runs
out of memory, we set the execution time to 3600 seconds to indicate
failure. In these experiments the Java virtual machine is given 500Mb
of memory.

The result of this investigation is shown in Figures 7.13 and 7.14
where execution time in milliseconds is plotted against the number of
reachable states of the system. In Figure 7.13 we analyze synthetic sys-
tem models that have only one thread of execution. The execution time
is only slightly increased when global state space is increased, indicating
that scalability is a small problem for this kind of models.

When we generate synthetic system models with many threads of
execution we typically create weakly synchronized subsystems that exe-
cute more or less independently of each other. The synthesis algorithm
avoids models that are clearly partitioned into subsets of components
but the problem is that the algorithm will typically miss many such
situations, since some generated inter component synchronizations will
only be enabled in systems states that are unreachable. Thus, even if
there seems to be inter component interaction when making a superficial
structural analysis of the system, it often turns out that after a few steps
of abstraction this synchronization will never ever take place. This is an
artifact of the system model synthesis algorithm, and is not represen-
tative of real systems model, where modeling of unreachable behavior
typically indicates a modeling error.

When faced with a system consisting of a set of non-synchronizing
subsystems, our abstraction algorithm will choose to merge all compo-
nents at once. This process will take time proportional to the number
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Figure 7.13: Execution time as a function of the number of reachable
states of the model. In some cases, the abstraction algorithm ran out
of memory. These cases are plotted on the “Ceiling” line. The system
model has only one thread of execution, making parallel execution of
non-connected subsystems impossible. Clearly, execution time is not
severely affected by system state space.
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Figure 7.14: Execution time as a function of the number of reachable
states of the model. In some cases, the abstraction algorithm ran out of
memory. These cases are plotted on the “Ceiling” line. Here, the sys-
tems model consists of several threads of execution. Non-synchronizing
subsystems introduce a linear relationship between abstraction time and
global state space.
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of reachable states. Thus, Figure 7.14 suggests that for most of the
models (i.e. the ones that contain several subsystems) there is a linear
relationship between execution time and state space.

The problem is exponential in the worst case, so obviously the mod-
els generated are not the worst possible cases. The figures may however
indicate that for reasonable well suited systems, this approach scales
well enough to be used on larger systems. The most important concern
seems to be memory requirements. Our prototype is however not at all
optimized for efficient memory handling. On the contrary, many inter-
mediate results are stored in memory for future reference. For exam-
ple, all component merge results are stored although the merge strategy
chooses to discard it and keep some other Cartesian product. Working
on an implementation of our tool that is both memory and time effi-
cient could be one path of future work. Typically, in such a project,
interpreted Java is not the first choice of language.
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Chapter 8

A Fault Isolation and
Diagnosability Tool

Don’t build at night
You need a little light
How else are you going to see
What it is going to be like

Martin Gore

We have designed a tool named StateTracer for fault isolation and
diagnosability analysis of a given UML system model. The tool imple-
ments the abstraction techniques and diagnosability analysis described
in this thesis and can be obtained via

http://www.ida.liu.se/~tcslab/sw/.

Given input in terms of a behavioral system model, StateTracer com-
putes a diagnosability table and also draws conclusions about redundant
logged messages. If the input is a specific scenario, StateTracer performs
fault isolation for that specific scenario.

In this chapter we describe the implementation of StateTracer.
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8.1 Abstraction and Merging Strategies

Given an input file StateTracer parses the input and represents the
model in an internal format. Now, in order to perform diagnosabil-
ity, we prefer to abstract the system model into a model consisting of a
single object. Having such an abstract model, it is possible to construct
a diagnosability table as described in Section 6.3.

The tool StateTracer outputs a LATEX document containing both the
resulting diagnosability table and graphical representation of the original
system model as well as all merged objects created during the abstraction
phase. As a matter of fact, all component visualizations in this thesis
and also Figure 8.1 are taken directly from StateTracer LATEX output.

Example 8.1.1. The example system described in Section 1.2.1 has 9
components and a non-abstracted global state space of 3725 states. The
merging strategy decides to merge the components in the order given
in Figure 8.1. First, all clients are merged into the counting component
Clientx4. The trailing underscore and integer indicates the size of the
component.

Then, the counting component is merged with the server giving rise
to a component of size 9. Independently, moc and ipol are merged and
finally the entire system is represented by a component of eight states
as shown in Figure 8.4.

To show some non-trivial steps along the way, we also include Figures
8.2 and 8.3, showing the compound components called server Clientx4
and bus server Clientx4.

2

8.2 Model Checking for Large State Spaces

If the state space is too large to be handled by abstraction, there is a
chance that a model-checker may perform better. This can be used when
the task is only fault isolation, and there is no need for computation of
the entire diagnosability table. A model checker will not perform well
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server_Clientx4_9

bus_server_Clientx4_5
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c2_3

Server_5

bus_3

c4_3
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c1_3

moc_2

c3_3

Figure 8.1: Merge ordering strategy visualized. A node in the graph
represents a component. The suffix of an underscore and an integer
indicates the component size. For example, moc and ipol are merged
into a component called ipol moc with 4 states.
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s-1

waitBus_1_3_0

 data_server!  

s-2
c4.log:badserver

 to_server?   ack_server?  

waitBus_1_2_1
c4.log:badserver

 data_server!  

s-4
c2.log:badserver
c3.log:badserver

 to_server?   ack_server?  

waitBus_1_1_2
c2.log:badserver
c3.log:badserver

 data_server!  

s-3
c2.log:badserver
c3.log:badserver
c4.log:badserver

 to_server?   ack_server?  

waitBus_1_0_3
c2.log:badserver
c3.log:badserver
c4.log:badserver

 data_server!  

ready_0_0_4
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver

 to_server?   ack_server?  

Figure 8.2: A compound component abstracting the behavior of four
clients together with the server. For clarity, event names are suffixed by
the name of the modeling component from where they originate.
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s-5

s-7

 ack_bus!  

s-11

 data_bus?  

s-9
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver

bus.crit:down

 crit:down_bus   data_bus?  

s-8
bus.crit:down

 crit:down_bus  

 ack_bus!  

 to_bus!  

 to_bus!  

Figure 8.3: A compound component abstracting the behavior of four
clients together with the server and the bus. For clarity, event names
are suffixed by the name of the modeling component from where they
originate.
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s-36

s-25*
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
bus.crit:down (r)

 crit:down_bus  

s-33
moc.log:down
ipol.crit:fail (r)

 crit:fail_ipol  

s-31*
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
bus.crit:down (r)

 crit:down_bus  

s-29
servo.crit:fail (r)

 crit:fail_servo  

 segment_segment  

s-30
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
moc.log:down

bus.crit:down (r)
ipol.crit:fail (r)

 crit:fail_ipol   crit:down_bus  

s-27
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
bus.crit:down (r)
servo.crit:fail (r)

 crit:fail_servo  

s-28
c1.log:badserver
c2.log:badserver
c3.log:badserver
c4.log:badserver
moc.log:down

bus.crit:down (r)

 to_bus_to  

 crit:down_bus  

Figure 8.4: The final result of the iterative merging and abstraction
algorithm. For clarity, event names are suffixed by the name of the
modeling component from where they originate.
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enough when computing a diagnosability table, due to the large amount
of specifications that have to be checked in that case.

The model checker may perform better than the abstraction pro-
vided by StateTracer, and this is mainly due to implementation issues
considering the fact that state-of-the-art model-checkers are highly op-
timized pieces of software, whereas the StateTracer tool is a prototype
tool used as a proof of concept. Thus, StateTracer has efficiency issues
when the components become too large which may happen for systems
with high level of concurrency and little synchronization where merged
components will not abstract well.

Although not tractable for large systems, a diagnosability table can
be computed using a model-checker in four phases as follows.

1. First, all rows in the table are tested for consistency with the obser-
vations given for the row in question. Table rows that correspond
to inconsistent logs are skipped in the future and not even reported
to the user. The consistency check is performed by one invocation
of the model-checker with 2n specifications, one for each row. This
obviously does not scale well for larger systems.

2. Next, all consistent rows are tested for criticality consistency, i.e.
ensuring that the log is consistent with the assumption that at
least one critical event has taken place.

3. In the third invocation of the model-checker, the set of enabled
roots is calculated. This is done by one specification for each
critical event e and critical consistent log L, testing if there is a
run where e is the first critical event to take place, and eventually
the run produces a log that is equal to L.

4. In the last phase the set of present critical events is computed. For
each critical consistent log L and critical event e, one specification
is created that computes if e takes place in all runs that correspond
to L.

Fault isolation of a specific scenario can be handled by the following
steps.
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1. First all enabled roots are computed by invoking the model-checker
with one specification for each critical action of the system.

2. Next, all enabled roots are checked for presence by invoking the
model-checker with one specification for each enabled root.

3. Now the set of strong root candidates and enabled roots for the
scenario at hand are determined, and thus fault isolation is com-
pleted.

The maximum number of specifications sent to the model-checker
are bounded by two times the number of critical events of the system.

8.2.1 NuSMV Representation of System Descriptions

Given a possibly partly abstracted system model, StateTracer may use
a model-checker for computation of present events and enabled roots for
all consistent combinations of logged messages, or for a given scenario.

The model-checking tool used is NuSMV [CCG+02], a model-checker
inspired by the earlier SMV [K. 92] which uses a symbolic model-checking
algorithm to evaluate Computational Tree Logic [CES86] (CTL) formu-
las. The model is presented to NuSMV in the form of a textual spec-
ification language. When using NuSMV for the actual reasoning step,
the task of StateTracer is to translate the system description to a model
in the language accepted by NuSMV and to express the predicates in
terms of CTL formulas.

The language accepted by NuSMV describes a set of intercommuni-
cating processes. A process is defined by a set of state variables and a
transition relation.

A major difference between the NuSMV modeling language and the
modeling requirements we have is that in NuSMV there is no support
for handshaking because there is no built-in support for acknowledging
the reception of a signal from one process to the other. This feature is
inherent in the model descriptions we use and therefore StateTracer has
to add states in communicating processes for a handshaking protocol if
the objects of the system are modeled as individual modules.
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8.2.2 Compilation to CTL

In the following, SD is a system model and OBS is a set of logged
events.

To simplify the presentation, we define the predicate obsOK ⊆ S(SD)
as

obsOK ≡ ∀e ∈ OBS, seen(e) ∧EG(∀e ∈ (Σlog −OBS),¬seen(e))

Thus, obsOK holds for system states that are consistent with OBS,
i.e. a state where all messages in OBS have taken place, and where there
is a possible future where none of the logged events that are not present
in OBS occur.

We say that an event e is an enabled root if it is consistent with the
model and the observations to assume that e is a root event. See Section
4.1.4 for more discussion about this terminology. This translates to the
following CTL formula.

EF (∀c ∈ crit,¬seen(c) ∧EX(seen(e) ∧EF (obsOK)))

In words, an event e is an enabled root if there is a reachable state
s1 such that

• no critical event has occurred in s1,

• from s1 there is a next state s2,

• event e occurs in state s2,

• a state s3, where all observed events have occurred, is reachable
from s2.

As more elaborately expressed in Section 4.1.3 we say that an event e
is a present event if it it follows as a logical consequence from model and
observation that event e has taken place. The following CTL formula
captures this property.

AG(obsOK → AF (seen(e) ∨ ¬obsOK))
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Thus, an event e is a present event if for all reachable states it is
true that if the state corresponds to a state that is consistent with the
observations (obsOK), then (→) for all possible future runs we must
eventually (AF ) reach a state where e has taken place or (∨) we have
left the set of states that are consistent with the observations.

Using the two CTL formulas as input to the NuSMV model-checker,
StateTracer can reason about enabled roots, and then about which of
the enabled roots that are present events. Events fulfilling both criteria
are strong root candidates.

8.3 Finding Redundant Logged Messages

When the diagnosability table is computed, StateTracer uses an opti-
mized version of the algorithm presented in Algorithm 3 to find a mini-
mal set of logged messages.

8.4 Argo/UML integration

The system description can be formulated in a textual language, but
StateTracer also integrates as a plug-in with the UML modeling tool
Argo/UML [RR99], adding an extra menu for computing a fault isola-
tion table of the currently modeled system and analyzing system diag-
nosability.

When invoked this way StateTracer parses the internal UML model
representation of Argo/UML in order to create its own internal model
representation. Then, StateTracer may proceed in the same way as when
the input is a text file as described above.

Finally, depending on the output format preferences of the user, a
LATEX document is generated or the result is presented in interactive
dialogs.

Example 8.4.1. As seen in the bar to the very left in Figure 8.5, the
UML modeling tool allows the user to access several different views of the
system model. Most important for our purposes is the ability to create
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Figure 8.5: The menu integrating StateTracer in Argo/UML.
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class diagrams, state diagrams and collaboration diagrams. In the figure
the user has selected the state machine representing the behavior of the
servo component.

Integration of StateTracer functionality with the modeling capabil-
ities of Argo/UML is seamless, using the “Tools” menu of Argo/UML.
As seen in Figure 8.5, StateTracer adds two menu sub-options – “Get
Full Report” and “Analyze Diagnosability”. The first option creates a
LATEX document just like when StateTracer is run stand alone.

By selecting “Analyze Diagnosability”, the user will get the diagnos-
ability result in a dialog as shown in Figure 8.6. The dialog contains the
diagnosability table as well as a some text interpreting the table.

A minimal set of logged messages has been computed, showing that
we only need one of the logged messages from the clients. For more dis-
cussion about how this is done, please consult Section 6.3.3 and Example
6.3.2 on page 97.

The table has four columns. The first column shows the set of logged
messages that corresponds to the row in question. The set of logged
events is represented by a bit vector where the logged messages appear
in order and if logged message number n is present in the set, then
number n in the vector is a 1, otherwise it is a 0. Thus, “11110” means
that all messages except for message number 5 are present in the set. The
ordering of messages is shown in the text above the table. In this case
“Logged messages are 1 c1.log:badServer, 2 c2.log:badServer...” means
that message number one is object c1 logging message badServer and
message number 2 is object c2 logging message badServer.

The middle columns of the diagnosability table show the enabled
roots and the strong root candidates for each possible combination of
logged messages.

The rightmost column tells whether the row corresponds to diagnos-
able scenarios or not. In this case the text in the dialog states that the
system is not diagnosable and consulting the rightmost column in the
diagnosability table we see that the reason for this is the case when no
messages are logged. As seen in the middle columns, this is because
there are no strong root candidates for this scenario although there is
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Figure 8.6: The diagnosability analysis shows that the system is not
diagnosable.
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an enabled root. This means that it is possible that object servo may
perform the critical event fail without any messages being logged (since
servo.crit:fail is an enabled root), but it is also possible that no critical
event takes places and that no messages are logged (since servo.crit:fail
is not a strong root candidate and therefore cannot be a present event).

In this case it is thus obvious why the system is not diagnosable.
The problem is that object servo may fail silently without leaving any
traces in the message log. To fix this problem, the designer may e.g. opt
to include message logging when object servo fails.

In general, non-diagnosability may come from a problem of discrimi-
nating between two different critical root events that give rise to the same
set of logged events. In such a case it may be helpful for the designer to
get running examples of the system that show how the system behaves
when producing the two different root events in question. Therefore, we
have added an interactive run functionality in StateTracer.

As shown in Figure 8.7 the user may double click a row in the diag-
nosability table to access a new dialog allowing the user to select any of
the corresponding enabled roots. In this case we have selected to focus
on the non-diagnosable row of the table and selecting to view a run of
the system where no critical events occur. We thus expect to get an
example of normal non-faulty system behavior.

In order to produce such runs, StateTracer uses the counter-example
feature of NuSMV. When giving negative answers to a query, NuSMV
will produce a counter-example proving that the result is correct. Such
a counter-example is a run of the system representing a behavior that
contradicts the proposition of the query. By designing a query that asks
for the opposite behavior of what we are looking for, NuSMV will give
us an example of that very behavior.

The dialog in Figure 8.7 allows the user to select which objects to
include in the run. This allows the user to focus on a specific part of the
system. The main advantage of this feature is that if not all objects are
selected by the user the system sent to NuSMV may can be abstracted,
possibly merging all deselected components into one. Thus, by selecting
a small number of objects to view, the user will more likely get a result
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Figure 8.7: Selecting to view a run of the system with no logged events
and no critical events.
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in feasible time since a large part of the model is abstracted before it
is sent to the model checker. In a toy example such as the one in this
example, the runs are produced in less than one second.

In Figure 8.8 we see the run. The run is presented as a table, with
one column for states of each object and a last column for logged events
and critical events. The cells in the columns containing object states are
left empty if no change has occurred since the last state, i.e. if the cell is
empty the state is unchanged. The rightmost column is different, since
there we do not show states, but events. Events occur as transitions
between states, and thus to be as pedagogical as possible the table cells
of the rightmost column should have been shifted half a step upwards,
indicating that they take place as transitions between states. To remedy
the problem, and without having to invent a complicated table compo-
nent with uneven grid, we let the rightmost column represent the set
seen, i.e. the set of logged end critical events that have been observed
prior to the current state. Thus, since we do not record when the event
occurs, but when we reach a state where it has taken place, it makes
sense to display events in the same time instances as states. In this
example, we have asked for a run with no logged events and no critical
events, and thus the rightmost column is empty.

The rows in the table correspond to time instances and time proceeds
as we continue down in the table. Since we are dealing with a reactive
system that does not normally come to a halt, the runs are infinite and
in NuSMV counter examples there is always a last part of the run that
is a loop. This is shown in the dialog by coloring the loop part of the
run in green, but that is not possible to convey in black and white print.
In Figure 8.8 all rows in the table are green, indicating that the loop
starts from the beginning.

The first row of the table shows the initial states of the selected
objects. On the second row we see how object c1 tries to synchro-
nize sending a request. In the NuSMV system model, synchronization
of two events is a two step process, where the sending part first tries
to send, and then in the next time step either the synchronizing tran-
sition takes place, or the sender falls back to its original state. The
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Figure 8.8: A run showing no logged messages and no critical events.
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request is received by the server object, which in row 3 has changed
state to handleRequest. Then moc sends pos to ipol that changes state
to compute.

In this case, when no messages are logged, the system is not diag-
nosable. The problem, as seen before, is that the servo component may
fail without leaving any signs of failure in the message log. To get an
example of such behavior we get back to the run selection dialog of Fig-
ure 8.7 and select the critical event instead of no critical event. The
resulting table is shown in Figure 8.9. Here, the loop part of the run
starts in the row where the critical event servo.crit:fail appears in the
rightmost column.

Now, the designer of the system may consult the two runs and decide
where to insert logging of messages in order to discriminate between the
two runs. By doing so efficiently, the system will become diagnosable.

2
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Figure 8.9: Comparing two runs with the same (empty) set of logged
messages.
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Chapter 9

Summary

I hear babies cryin’, I watch them grow
They’ll learn much more than I’ll ever know
And I think to myself, what a wonderful world

George Weiss and Robert Thiele

Diagnosability of finite state dynamic systems has been studied by
several researchers in the community of artificial intelligence. In the
standard formulation, the general problem of diagnosability is a very
hard one, since the state space grows intractably large due to exponential
blow-up.

With more complex systems and as the use of design time modeling
increases, the need for automated means of diagnosability analysis is
constantly growing. Since solutions to the general problem do not scale
well, there is a need for more tractable formulations of the problem as
well as appropriate abstraction techniques to deliver usable results for
full scale systems.

Acknowledging that the general diagnosability problem as studied in
the literature does not scale well, we relax the problem by making re-
strictions on the observations, namely regarding the sequence of logged
messages as a set. Thus, we get a less complex problem which can be
addressed by more specific local abstraction techniques, allowing au-
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tomated diagnosability analysis without ever computing the full state
space.

Our approach relies on the assumption that some behavior of the
system can be abstracted by only looking at a subset of the system
components. When such a set of components is represented by a sin-
gle automaton describing the behavior of the set of components, the
automaton has internal dynamics that does not affect the rest of the
system. This dynamic behavior can then be simplified, and the automa-
ton can be replaced by a less complex one. By iterating this procedure
the system will finally be described by a single automaton that has much
simplified dynamics, compared to the original system, but the same cor-
relation between logged and critical events. That is, the system model is
simplified without removing any information relevant for diagnosability
analysis and fault isolation.

Representing the observations as a set of messages requires that there
is little or no information in the relative ordering of the logged messages.
This assumption is based on a real world example of an industrial robot
control system where the safety-critical nature of the system dictates
that safety actions are taken before error reporting can take place, in-
troducing a variable time gap between event occurrences and the actual
logging of the corresponding event.

To formally prove the correctness of the abstraction techniques used,
we provide a mathematical framework for reasoning about the consid-
ered systems. Further, we have proposed a relaxed definition of the
concept of diagnosability in terms of strong root candidates. This relax-
ation may be used together with the abstraction techniques presented in
the thesis, but does not have to. The abstraction techniques and strong
root candidates are independent concepts.

We have described a prototype implementation of a tool that imple-
ments the abstraction techniques. This tool has also been used to study
how different scheduling strategies of the abstraction algorithm affect ex-
ecution efficiency. We have showed that a non-trivial scheduling policy
decisively outperforms a naive implementation.

We have also showed how to take temporal partial ordering infor-
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mation about logged messages into account. By introducing virtual
supervisory automata in the system model, we can observe ordering of
messages, even though our modeling framework considers observations
to be (unordered) sets of messages. It is also noted that this method
does not scale well when the amount of temporal ordering information
grows.

Relying on subsets of components to be individually abstracted,
our approach only works well with moderately concurrent systems with
sparse topology. Heavily concurrent systems with many independent
threads of execution with little synchronization between components
will not lend themselves to local abstraction techniques, and neither will
a system with a dense topology where many components synchronize
with a large set of other components. Further, since we are limited to
taking only a small amount of temporal ordering of logged messages into
account, our approach does not work well if there is much fault isolation
information in the actual order of event occurrences. On the other hand,
for moderately concurrent systems with spare topology where there is
little information in the temporal ordering of logged events such as the
studied industrial robot control system, our approach presents a signif-
icant efficiency advantage compared to general approaches.
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centralized Diagnosis Approach for the Supervision of a
Telecommunication Network. In Proc. 12th Intl Workshop
on Principles of Diagnosis, DX01, 2001.

[EMO01] H. Elmqvist, S. E. Mattsson, and M. Otter. Object-Oriented
and Hybrid Modeling in Modelica. Journal Européen des
systèmes automatisés, 35(1), 2001.

[GCL05] A. Grastien, M.-O. Cordier, and C. Largouët. First Steps
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