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Abstract

The purpose of this thesis is to evaluate the applicability of the method Inde-
pendent Component Analysis (ICA) for noise reduction of infrared images.
The focus lies on reducing the additive uncorrelated noise and the sensor
specific additive Fixed Pattern Noise (FPN). The well known method sparse
code shrinkage, in combination with ICA, is applied to reduce the uncorre-
lated noise degrading infrared images. The result is compared to an adaptive
Wiener filter. A novel method, also based on ICA, for reducing FPN is de-
veloped. An independent component analysis is made on images from an
infrared sensor and typical fixed pattern noise components are manually
identified. The identified components are used to fast and effectively reduce
the FPN in images taken by the specific sensor. It is shown that both the
FPN reduction algorithm and the sparse code shrinkage method works well
for infrared images. The algorithms are tested on synthetic as well as on
real images and the performance is measured.





Sammanfattning

Denna uppsats syftar till att undersöka användbarheten av metoden In-
dependent Component Analysis (ICA) för brusreducering av bilder tagna
av infraröda kameror. Speciellt fokus ligger p̊a att reducera additivt brus.
Bruset delas upp i tv̊a delar, det gaussiska bruset samt det sensorspecifika
mönsterbruset. För att reducera det gaussiska bruset används en populär
metod kallad sparse code shrinkage som bygger p̊a ICA. En ny metod, även
den byggandes p̊a ICA, utvecklas för att reducera mönsterbrus. För varje
sensor utförs, i den nya metoden, en analys av bilddata för att manuellt
identifiera typiska mönsterbruskomponenter. Dessa komponenter används
därefter för att reducera mönsterbruset i bilder tagna av den aktuella sen-
sorn. Det visas att metoderna ger goda resultat p infrarda bilder. Algorit-
merna testas b̊ade p̊a syntetiska s̊aväl som p̊a verkliga bilder och resultat
presenteras och jämförs med andra algoritmer.





Acknowledgments

This paper could not have been written without the help of persons to
whom I am truly grateful. I would therefore like to thank first of all Astrid
Lundmark at Saab Bofors Dynamics, Linköping, for initiating and being
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Chapter 1

Introduction

1.1 Background

The infrared cameras existing on the market today often produce noisy
images. Before any further image processing can be done accurately, such
as identification or searching and tracking of objects, it is crucial to reduce
this noise as much as possible.

1.2 Goal of the thesis

The goal of this thesis is to study and implement Independent Component
Analysis (ICA) methods for reduction of additive noise in images taken by
infrared cameras. The emphasis lies on reducing Gaussian and semi-fixed
pattern noise.

1.3 Previous work

ICA is a relatively new method introduced in the 1980s and still undergoing
research. Development of fast and robust algorithms has enabled the usage
of ICA in a vast number of application fields. One such algorithm denoted
’FastICA’ has been developed at the university of Helsinki [2]. A conducted
search revealed that there has been little or no activity in the infrared noise
reduction field involving ICA. At Saab Bofors Dynamics, methods based on
temporal high pass filtering and scene matching have been implemented by
Petter Torle [6] to reduce fixed pattern noise with good results.

1.4 Layout of the thesis

This thesis is divided into two main chapters, one on theory and one display-
ing results. The first part of the theory chapter is dedicated to independent
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component analysis and how it can be applied to image data. Two methods
for reducing noise in infrared images are presented; sparse code shrinkage,
which is a method designed to reduce additive Gaussian noise and a new
method for reducing a specific fixed pattern noise degrading infrared images.

In the chapter on results sparse code shrinkage is investigated in terms
of issues such as quality and computation complexity. The method is also
compared to an adaptive Wiener filter. Experimental results displaying the
performance of the new FPN reduction method are displayed.

1.5 Abbreviations

The abbreviations used in this thesis are listed below.

BSS Blind Source Separation
CLT Central Limit Theorem
FPN Fixed Pattern Noise
ICA Independent Component Analysis
MSE Mean Square Error
MSM Multispectral Measurement System
PCA Principal Component Analysis
PDF Probability Density Function
PSNR Peak Signal to Noise Ratio
RMSE Root Mean Square error
STD Standard Deviation
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1.6 Notations

In this paper vectors are column vectors and are represented by lowercase
letters in boldface (s), matrices are represented by uppercase letters in bold-
face (A). There are two exceptions to this, s and x can be both matrices
and vectors, this is to follow the commonly used notation. The transpose
operator of a matrix is denoted as AT . For the unit matrix, I is used, un-
less other specified. Denoising methods are only applied on a small image
patch at a time, throughout this thesis paper, this patch is called a region.
Coordinates, for pixels in images and patches, have the origin in the upper
left-hand corner. The fixed translation scheme between images and vectors
follow the example of the figure above, it is a row by row scanning from the
upper left-hand corner to the bottom right-hand corner.

3



Chapter 2

Theory

This chapter is dedicated to the introduction of independent component
analysis, of the denoising methods, and of the performance measures used
in this thesis.

2.1 Independent Component Analysis

2.1.1 The cocktail party problem

In signal processing Blind Source Separation (BSS) is often performed to
solve problems. BSS is useful when unknown source signals are to be es-
timated from a limited number of linear combinations of the sources. A
classic example of this is the so called cocktail party problem. Consider a
room full of rather self-absorbed persons all singing their own praises. Now,
since it is very important to hear what every single one has to say about
themselves, a number of microphones have been planted into the room. The
problem now is that each microphone is recording not just a single individ-
ual voice but rather a mix of what all the persons in the room are saying at
a given time. The cocktail party problem is thus to extract the sources (the
individual voices) from a set of linear mixes (the microphone recordings). A
more mathematical description of the problem is formulated as

x = As (2.1)

Where every row of x = (x1,x2, . . . ,xn)T is one mixed signal and s =
(s1, s2, . . . , sm)T consists of the source signals and where the mixing matrix
A is of size n × m. In the cocktail party problem the sources as well as the
mixing matrix are unknown. There is also an inverted relation to 2.1:

s = Wx (2.2)

W = A−1 (2.3)
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If the solution to (2.1) exists, but A is not a square matrix, W will be the
pseudo-inverse of A. Thus satisfying following condition:

W = (ATA)−1AT

2.1.2 A simple example

Before getting too deep into the formulas that make up the backbone of In-
dependent Component Analysis, an overview of how the estimation process
looks like for an outside observer is presented here. Consider the two signals
in figure 2.1 consisting of different mixes of two source signals.

Figure 2.1: Mixed signals.

The goal is to estimate the sources, s1(t) and s2(t), solely from these signals.
Denoting the signals x1(t) and x2(t), t = 1, 2 . . . k, the problem can be
modeled as

(
x1(1) . . . x1(k)
x2(1) . . . x2(k)

)
=

(
a11 a12

a21 a22

)(
s1(1) . . . s1(k)
s2(1) . . . s2(k)

)
(2.4)

Figure 2.2(a) shows how the result would look like, if everything ran smoothly.
For comparison, the original signals are displayed in figure 2.2(b). Note that
the amplitude seems to differ between the true and the estimated signals.
Also there is a smaller but still sometimes important difference, the order of
the signals has been swapped. These differences are, as will be explained, ac-
tually something inevitable and occurs as a direct result of using the model
(2.1). This was just a very simple example, but keep it in mind as it will be
referred to and further analyzed later on.
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(a) (b)

Figure 2.2: Small example, estimated signals (a), original signals (b).

2.1.3 Independent Component Analysis (ICA)

ICA is a statistical technique for performing blind source separation. There
are three fundamental assumptions made in the model, the sources are as-
sumed to:

1. Be independent of each other.

2. Be non-Gaussian.

3. Have a variance equal to one, since both A and s are unknown.1

2.1.4 Uncorrelated and independent stochastic variables

From a mathematical point of view uncorrelated and independent is not
the same. Two independent variables are uncorrelated but not vice versa.
Independence between the variables s1 and s2 can be formulated using the
probability density functions as

p(s1 · s2) = p(s1) · p(s2) (2.5)

In reality, the probability density functions are not likely to be known, there-
fore the following condition is used

E{h1(s1) · h2(s2)} = E{h1(s1)} · E{h1(s2)} (2.6)

Where h1 and h2 are arbitrary functions. The above relation can be derived
as

1One could instead limit A but the approach used here will prove to simplify the
estimation process
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E{h1(s1) · h2(s2)} =
∫∫

h1(s1) · h2(s2) · p(s1 · s2)ds1ds2

(2.5)
=

∫
h1(s1) · p(s1)ds1 ·

∫
h2(s2) · p(s2)ds2

= E{h1(s1)} · E{h2(s2)}
If the covariance between two variables is zero they are said to be uncorre-
lated

cov{s1, s2} = 0 ⇒ E{s1 · s2} = E{s1} · E{s2}
Comparing this condition to 2.6, it is obvious that independence is a special
case of uncorrelatedness.

2.1.5 Non-Gaussian stochastic variables

A non-Gaussian stochastic variable is one with little resemblance to a Gaus-
sian variable with respect to its statistical properties. To assume that the
sources are more non-Gaussian than the mixture of sources is rather natural
since the Central Limit Theorem (CLT) states that the sum of two random
variables generally gets a more Gaussian distribution than any of the two
random variables had themselves. Consider a vector g = (g1, g2, . . . , gn)T

and let

y = gT x (2.7)

If g equals the j:th row of W then y would equal the corresponding non-
Gaussian source, sj. Any other g would according to CLT produce a more
Gaussian y since according to 2.8 y is a linear combination of s.

y = gT x
(2.1)⇒ y = gT As (2.8)

2.1.6 Measures of non-Gaussianity

There exist many ways of measuring the non-Gaussianity of a given signal.
A detailed review of this subject is however out of scope of this thesis. For
a more detailed introduction of measures of non-Gaussianity, including the
one used in this work, please see [1]. One interesting measure that has shown
to have good properties is an approximation of the negentropy, J , which is
both relatively fast to calculate and not too sensitive to outliers.

J(y) ∝ (E{G(y)} − E{G(ξ)})2 ξ ∈ N(0, σξ) (2.9)

G(u) =
log cosh(a1 · u)

a1
(2.10)

7



As seen in (2.9) the negentropy is calculated using a Gaussian variable ξ and
a function G. The function G could be altered and the negentropy can even
be calculated using several such functions, see [1]. One popular function G
is the one in (2.10)

2.1.7 FastICA

The FastICA algorithm was proposed by A. Hyvärinen and E. Oja in [2]
as a fast and robust algorithm for finding the independent components in
datasets. It is essentially an optimization algorithm for finding the mixing
matrix A that maximizes the non-Gaussianity of s. A limitation to this
algorithm presented here is that it can only estimate less or as many sources
as there are mixed signals. Before unleashing the main algorithm the mixed
signals are preprocesed to simplify the problem.

Centering

The most basic preprocessing step is taken by removing the mean of the
mixed signals. This ensures that the source signals s also are of zero mean.

Whitening

A further way of simplifying the calculations is to whiten the mixed signals.
The advantage of whitening is that it limits the degrees of freedom and
thus reduces the computational complexity as will be shown in this section.
Whitening is done by finding a linear transformation that makes the signals
uncorrelated and of unit variance (var{x} = 1). One way of achieving the
transformation matrix is to use singular value decomposition:

x̃ = Vx (2.11)

V = ED−1/2ET (2.12)

In (2.12), E is a matrix containing the eigenvectors of cov{x} and D is a
matrix containing the corresponding eigenvalues in the diagonal. A new
mixing matrix Ã which is the linear transformation between the whitened
signals and the sources can now be derived as

x̃ = Vx
(2.1)
= VAs = Ãs (2.13)

Since E{ssT } = I is assumed, as in section 2.1.3, and E{x̃x̃T } = I, following
relations hold

E{x̃x̃T } = I ⇒ E{Ãs(Ãs)T } = I ⇒ ÃÃT = I (2.14)
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This shows that Ã is orthogonal which in this case is very useful. A well
known fact is that if Ã is of size n×n and it is orthogonal then the number
of degrees of freedom is constrained to be n·(n−1)

2 . This can be compared to
the case where no whitening is made, then all the elements of A have to be
estimated (n2 degrees of freedom).

Returning to the small example in section 2.1.2, the histogram of the
two unprocessed mixed signals is plotted in figure 2.3. After centering and
whitening of the mixed signals, the histogram of x̃ becomes the one in figure
2.4. The remaining work for FastICA is to find the rotation, Ã, such that
the variables, si, are not only uncorrelated but also independent. Since
there are two mixed signals in the example, Ã must be of the size 2 × 2.
Not surprisingly there remains, after the whitening, 2 · (2− 1)/2 = 1 degree
of freedom which can be seen as the rotational angle left to estimate.
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Figure 2.3: The histogram of the signals before any preprocessing.
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Figure 2.4: The histogram of the signals after centering and whitening the
data.
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Dimension reduction

This is an optional step but yet a good idea to further reduce the complexity
of the problem. Comparing the eigenvectors and discarding the ones with
small corresponding eigenvalues is one alternative for reducing the dimen-
sionality. This leads to a smaller number of sources, neglecting sources that
are more or less insignificant. This also prevents over-learning and reduces
noise. A technique for dimension reduction is Principal Component Analysis
(PCA).

The main algorithm

This is only a brief overview of the fundamentals of the algorithm, for more
details see [2]. In this section the mixed signals x are assumed to be pre-
processed as described above. A broad outline of the algorithm is given in
table 2.1.

1. Start with a random matrix Worth

2. Calculate W+ = E{xg(WT
orthx)} − E{g′(WT

orthx)}x
3. Worth = orth{W+}
4. If converged, state finished, else go back to step 2

Table 2.1: The main algorithm.

The main idea here is to maximize the negentropy, thus maximizing the
non-Gaussianity of s. Using the approximation of negentropy from 2.9 W
can be calculated as

ŵi = arg max
wi

(E{G(wix)} − E{G(ξ)})2

Note that this is done for every row, wi, of W separately. In [2] it was shown
that according to the well known Karush-Kuhn-Tucker conditions the solu-
tion to this problem is obtained at points that satisfy the following equation,
where β can be considered to be a dummy variable which eventually will be
canceled out.

E{xG′(wix)} − β · wi = 0

It was shown in [1] that with certain approximations the FastICA algorithm
is the result of solving the above equation with the Newton-Raphson method.
The orthogonalization in step 3 can be accomplished with the following
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calculation involving the whole matrix W.

Worth = (WWT )−1/2W

Once again returning to the example with the two mixed signals, the
FastICA method calculates the mixing matrix Ã which is the transformation
between the centered, whitened data and the centered source signals. Now
it is time to compensate for the preprocessing steps to find A, the relation
between xi(t) and si(t). As (2.13) shows it is only a matter of multiplying
Ã with the inverted whitening matrix, V−1 from the left to obtain A

A = V−1Ã

Using the raw xi(t) and W = A−1 in (2.2), si(t) is obtained. Figure 2.5
shows the histogram of the estimated sources, s1 and s2 from figure 2.2(a).
Clearly the signals are now independent.

−3.5 −3 −2.5 −2 −1.5 −1 −0.5 0 0.5
−1.5

−1

−0.5

0

0.5

1

1.5

Figure 2.5: The histogram of the estimated source signals.

2.2 Images and Independent Component Analysis

ICA is a powerful tool in image processing. It can be used for tasks such as
feature extraction, image denoising and image compression. The idea is that
every image depicting for example natural environments consists of a linear
combination of components taken from a certain set. The set is assumed
to be universal for all images in natural environments. Of course this is
impossible to theoretically prove, but empirically it has shown to be a good
approximation. In practice the coefficients (si in figure 2.6) with which the
components are multiplied are regarded as non-Gaussian and independent
stochastic variables.
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Figure 2.6: Every square of the image is a linear combination of the universal
components.

2.2.1 The model

Below is presented a way to model images with ICA, the usage of this
particular form is explained further on in this section.

x = As ⇒




x1

x2
...

xn


 =




a11 a12 . . . a1m

a21
. . . a2m

...
. . .

...
an1 . . . . . . anm







s1

s2
...

sm


 (2.15)

This is in fact the very same model as (2.1) but the tricky part is to know
where to put what, and to interpret the mixing matrix into something un-
derstandable. But the first thing to do is to decide what kind of geometrical
shape to model the components after, the shape of the regions. In figure
2.6 the region is made up by a square. There is no restriction to what kind
of geometrical shape this area could have, it can therefore be a rectangle or
even a circle. Given a region consisting of n pixels, a vector, x, of size n× 1
is produced by permuting the samples according to a pixel index ranging
from 1 to n as described in the notation section. The model 2.15 can now
be used, where x is an area taken from an image permuted to a vector, A is
the mixing matrix and s contains the coefficients corresponding to each of
the components in A. There are m number of components (m ≤ n), thus
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the component index goes from 1 to m. Before proceeding any further it
is recommended to take some time to get a feeling of this model. Note for
example that the pixel and component indices are present in the mixing ma-
trix along the columns and rows respectively, and how this property makes
it possible to consider every column as a component of the same size as the
image area in x and multiplied with some coefficient in s. The model 2.15
can be used when considering only one region at a time, to generalize and
make it possible to estimate the matrix A, following model is used




x11 x12 . . . x1k

x21
. . . x2k

...
. . .

...
xn1 . . . . . . xnk


 = A




s11 s12 . . . s1k

s21
. . . a2k

...
. . .

...
sm1 . . . . . . amk


 (2.16)

In this model k number of image regions are used, where the region index
goes from 1 to k, and hence there are k number of columns in s and x.
Note how each column in x depends on the same column in s. Being able
to calculate the components in A and the statistics of the coefficients, s, is
the key in ICA. This information can be used for tasks such as denoising,
compression and extraction of features. This is however a computationally
heavy task, mostly due to the fact that many areas are required to find the
components. A reasonable area size is around 120 pixels, and empirically
it has proven to be a sound strategy to involve up to 100000 areas, or even
more, in the estimation process to get useful components. Even though it
is a complex and heavy task, it is worthwhile since once the components
are calculated, they can be used on every image in the specific settings. To
make the mixing matrix as general as possible it is important to use images
reflecting different aspects of the environment in the estimation process.
With the estimation done, the matrix A can be considered as trained on the
specific environment.

2.3 Reducing additive noise with ICA and sparse

code shrinkage

In infrared imaging there are many types of noise sources affecting the final
results. It is extremely difficult (if not impossible) to model each source
individually. Some noise, such as column noise, can be modeled and reduced,
but there will still be a portion unknown noise left. Therefore it could be a
good idea to, according to Central Limit Theorem, approximate the sum of
all these unknown sources as one Gaussian noise variable. This is a common
approximation and is for example done in [7] and [8]. Equation 2.17 forms
the noise model, every noisy measurement of a pixel value z is a sum of the
true value, x, and the Gaussian noise n.
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z = x + n n ∈ N(0, σn) (2.17)

2.3.1 Maximum likelihood estimation

In this section it will be shown how a non-Gaussian variable can be estimated
from a noisy measurement with the maximum likelihood estimation. A
general estimator is here derived to later be applied in image denoising.
This estimator is only focusing on estimating a one dimensional quantity at
a time, but this will later prove to be enough.

The maximum likelihood estimator, x̂, of x in (2.17) is found by searching
for the x that maximizes the probability, p(x|z), which is the probability of
a certain x when knowing the value of z.

x̂ = arg max
x

(p(x|z))

The well known Bayes’ rule:

p(x|z) =
p(z|x) · p(x)

p(z)

Combined with the estimator gives

x̂ = arg max
x

(
p(z|x) · p(x)

p(z)
)

To simplify the calculations a bit, the expression can be converted to a sum
using the logarithm.

x̂ = arg max
x

(log(p(z|x)) + log(p(x)) − log(p(z)))

Using (2.17), the Probability Density Function (PDF), p(z|x), can be de-
scribed as a Gaussian variable with variance σn and mean value x. Hence:

p(z|x) =
exp

− (z−x)2

2·σ2
n

σn · √2 · π
The resulting x̂ will of course not be dependent on any constants in p(x|z),
therefore these will be neglected from here on. After removing p(z) and
other constants and by naming f(x) = log(p(x)) the following expression is
obtained

x̂ = arg max
x

(−(z − x)2

2 · σ2
n

+ f(x))
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Assuming f to be strictly convex and differentiable this corresponds to find-
ing a point where the derivative of the function with respect to x is zero.

(z − x̂)
σ2

n

+
∂f(x)

∂x
|x=x̂ = 0 ⇒

z = x̂ − σ2 · f ′(x̂)

The maximum likelihood estimation, x̂, is apparently given by some func-
tion, g(z). To solve the equation and isolate x̂ one needs to calculate the
inverse of the function g−1 in

g−1(x̂) = x̂ − σ2
n · f ′(x̂) (2.18)

The function g is called a shrinkage function and depends on the statistics
of both the noise and the variable x.

2.3.2 Parameterization and shrinkage functions

Solving (2.18) may be analytically impossible, but using some special dis-
tribution families it can be solved. In [3] models and their corresponding
shrinkage functions were derived. Table 2.2 gives an overview of two types
of models, the first modeling Laplacian variables. The second model suits
variables that are more sparse than the Laplacian variable, which means
that they are more often close to zero, giving them a more spiky looking
Probability Density Function (PDF). The parameterization requires the cal-
culation of some constants which are presented below. The output of the
Super-Gaussian distribution shrinkage function can be imaginary, in that
case it is set to zero.

d =
√

E{s2}

α =
2 − k +

√
k · (k + 4)

2 · k − 1
, k = d2 · ps(0)

a =
α(α + 1)

2

2.3.3 Reducing Gaussian noise in images

The method described here is called sparse code shrinkage and was proposed
in [3]. If a mixing matrix A and the corresponding matrix W have been
estimated from noise free data, as section 2.2 describes, they can be used to
reduce the Gaussian noise corrupting images depicting similar environments
as the noise free data was. The noise is seen as independent and identically
distributed, which means that the covariance matrix, Σn, is the unit matrix
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Laplacian distribution

p(x) = exp(−√
2·|x|)√

2

g(z) = sign(z) · max(0, |z| − √
2 · σ2)

Super-Gaussian distribution

p(x) = (α+2)·a(α+2)

2·d·(a+| x
d
|)(α+3)

g(z) = sign(z) · max(0, |z|−a·d+
√

(|z|+a·d)2−4·σ2·(α+3)

2 )

Table 2.2: Distributions, p(x), with corresponding shrinkage functions, g(z).

multiplied with some constant. Using the same model as in (2.17), where
the corrupted image z is a sum of x, the true image data, and the Gaussian
noise n, the relation is transformed by multiplying with W:

W · z = W · x + W · n n ∈ N(0,Σn) (2.19)

Denoting y = W · z, ñ = W · n and using equation 2.2 gives

y = s + ñ ñ ∈ N(0,W · Σn · WT ) (2.20)

In the general case this is not an easy equation to solve due to the fact that
the noise, ñ, is now correlated. But for now, only an orthogonal W will be
considered, thus preserving the covariance matrix through the transforma-
tion. A discussion about this concept is presented in section 2.3.5. With
orthogonal W every row in (2.20) is independent, which allows every si in
s to be estimated individually. To be more specific, the shrinkage function
given by (2.18) is applied for every row to get an estimate of s. Forming
ŝ = (ŝ1ŝ2 . . . ŝm)T and transforming it using the mixing matrix A gives the
sought x̂. The whole algorithm can be condensed to (2.21) where g is a
different shrinkage function for every row.

x̂ = A · g(W · z) = A · ŝ (2.21)

Obviously it is possible to use the maximum likelihood method to re-
duce Gaussian noise in images. All it requires is the noise variance and the
statistical properties of every si to be known. The latter can be extracted
at the same time as the components are estimated. The noise variance
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might be known for a specific sensor. But in some application areas, such as
infrared imaging, it can vary with certain parameters, for example temper-
ature. One possible way of estimating the noise variance was proposed in
[4]. The variance, σ2, is approximated by ( m

0.6745 )2, where m is the median
absolute deviation of the sparsest si. A variable with a sparse distribution
is one that is often close to zero and that only rarely has larger values.

2.3.4 Sliding window approach

Knowing how to denoise one image region it is only a matter of repeating
this procedure a number of times to denoise a whole image. The method of
sliding a ’denoising window’ through the image with a fixed step size, smaller
or equal to the side length of the region, is commonly called the sliding
window approach. There will be overlapping amongst the regions denoised,
meaning that some pixels obtain more than one estimate, approximating
those pixels with the mean of every estimate has shown to be a good strategy.
Increasing the step size will increase the speed of the algorithm, but tend to
produce results with blocking artifacts. An investigation on how much the
step size is effecting the final result and the calculation time is presented in
the result chapter.

2.3.5 Discussion

The method in the previous section relies heavily on that A is orthogonal,
thus making W orthogonal. However this is not true in the general case and
without the orthogonal constraint each si can not be treated individually in
the denoising process, of the reason that the noise is now correlated. Here
it is important to distinguish between A and Ã. The latter is orthogonal,
but it describes the relation between the whitened signals (not the original
signals) and s. The unprocessed noisy data serves as input to the sparse
code shrinkage method, therefore the matrix A must be used. But since it
is not orthogonal one needs to cope with this somehow. To estimate A with
ICA and then orthogonalize it afterwards is the predominant procedure and
is used in [3] and [1] and was used in this thesis.

2.3.6 Reducing Gaussian noise in infrared images

To reduce Gaussian noise with ICA it is required that a representative set of
components has been estimated from noise free images. The problem with
using this method on infrared images is that there are no noise free images
at hand. Assuming that the infrared images follow approximately the same
statistics as natural images one could use components from that type of
environment in the denoising process. In section 3.6 results are presented
that indicate that the method works.
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2.4 Reducing semi-fixed pattern noise with ICA

This section starts with a definition of semi-fixed pattern noise and a new
method for reducing this type of noise is introduced. The novelty of this
method is the usage of pattern noise components estimated with ICA to
reduce the pattern noise degrading infrared images.

2.4.1 Pattern noise

Pattern noise is in some cases the predominant type of noise degrading im-
ages taken by infrared cameras. Fixed pattern noise changes very little in
time, therefore scene-based methods such as temporal high pass filtering
have been widely used to reduce it [6]. The noise can be additive and multi-
plicative. The most visually evident additive noise for many infrared sensors
takes shape of vertical and horizontal lines and is a result of variations in
read-out electronics. One type of multiplicative noise is introduced by optics
and consists of a gain that is varying over the image. Older sensors like the
MSM (Multi-spectral Measurement System) produce images where both of
these noises are clearly visible as depicted in figure 2.7(a). Figure 2.7(b)
was taken by a more modern micro-bolometer camera, also this image is
degraded by some pattern noise of line type in both the horizontal and the
vertical direction.

2.4.2 Semi-fixed pattern noise

The pattern noise is in some cases not truly fixed, it might even change
from frame to frame. This is why the concept of semi-fixed pattern noise is
here introduced. The noise is fixed in the sense that it has similar spatial
structure but fast fluctuations in time. A temporal high pass filter is, for
obvious reasons, not suitable to use when the noise is semi-fixed, therefore
a new method based on ICA has been developed to suppress semi-fixed
pattern noise.
It should be possible to describe semi-fixed pattern noise in terms of com-
ponents (as in section 2.2), one might suspect from the severely degraded
image in figure 2.7(a) that these components are not behaving as Gaussian
variables. The hypothesis is therefore that there exists additive components
from the pattern noise which behave non-Gaussian and that are independent
to the real image data. This would enable the FastICA to find the pattern
noise components along with the image components if a set of regions from
infrared images served as input data to the algorithm.

Finding the components

Infrared images are often far too noisy for a set of components to be found
with FastICA. Reduction of dimension by, for example, PCA is therefore an

18



(a) (b)

Figure 2.7: Noisy images from a MSM camera(a) and a micro-bolometer
camera(b).

essential step. Choosing the estimation data wisely, i.e. images from many
types of conditions, is important, it ensures that the components found are
universal for the specific sensor. As discussed in section 2.2 every column
of A is a component, likewise every row of W corresponds to a component.
Every component is uniquely represented in the component index

M = {1 . . . m}
A subset of the components is related to the pattern noise, the indices of
these components are collected in

P = {p1 . . . pt} ⊂ M

In every region the pattern noise can be described as a linear combination of
the components represented in P . The matrices Ā and W̄, formed by only
keeping the columns and the rows belonging to the noise pattern components
respectively, is sufficient to remove the pattern noise as next section will
show.

Ā = A(:, P ),W̄ = W(P, :)

Removing noise pattern components

Starting with removing the pattern noise components from one region, x, it
is only a matter of repeating this procedure in a sliding window to denoise
a whole image. The idea is to first calculate the coefficients s̄ = W̄ ·x of the
pattern noise components and then transform these back to the image basis
thus giving an estimate of the noise pattern, which thereby can be removed
from the region. The estimate of the pattern noise free region is therefore
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x̂ = x− Ās̄ ⇒
x̂ = Qx, Q = I − ĀW̄ (2.22)

The estimation of the components only needs to be done once, if the
images constituting the training set are representative for all images taken
by the camera. One of the strengths of the method is that it also works for
one image at a time, meaning that it does not need a sequence of consecutive
images to work properly. The way of using components requires the pattern
noise to be statistically independent of the image data, therefore it is im-
possible to use this algorithm to reduce noise like the slowly varying optical
noise, which resembles the image data too much. As mentioned, a sliding
window approach could be used when a whole image is denoised, every pixel
is thereby estimated a number of times. Approximating the pixel value to
be the mean of the estimated values is a reasonable strategy. Figure 2.8
presents an overview of the algorithm. Estimated components and results
of the pattern removal algorithm are presented in section 3.6.1. One could
argue that at least in the case with the vertical and horizontal lines, it could
be easier to guess the components. But the point here is to find pattern
noise components that are as independent as possible of the image data,
and thereby minimizing the risk of losing important image data.

Connection to spatial linear filtering

Linear filtering is a fast standard procedure often used in image processing.
A way of transforming the algorithm above to a linear filter is presented in
this section. The approach will later show to decrease the complexity of the
problem and thereby significantly speed up the algorithm. Every filtered
pixel depends linearly on the neighboring pixels according to a so called
kernel matrix, K, in the following manner

Ifiltered(y1, y2) =
n1∑

u=−n1

n2∑
v=−n2

I(y1 − u, y2 − v) · K(u, v) (2.23)

Where n1 and n2 are defining the size of the neighborhood, y1 and y2 are the
spatial coordinates of the pixel to be filtered, note that it is an element-wise
multiplication. Since the relation in (2.22) is linear it should be possible to
translate it to a linear filter. Consider the example in figure 2.9, it depicts
the upper left corner of an image, where the small squares represent pixels.
The image is about to be denoised, for reasons of simplicity consider a sliding
window of size 2 × 2. The goal is to derive a linear relation on the same
form as (2.23) for the highlighted pixel. It is apparent that the value of the
highlighted pixel will be estimated as the average of the pixel estimations
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Figure 2.8: The pattern removal algorithm.

(a) (b) (c) (d)

Figure 2.9: The sliding window.
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calculated by the sliding window at four positions. Naming the elements of
Q as

Q =




q11 q12 q13 q14

q21 q22 q23 q24

q31 q32 q33 q34

q41 q42 q43 q44




Using the conventions in the notations, the filtered region can, when the
sliding window is in the upper left-hand corner, be formulated as




î11
î12
î21
î22


 = Q




i11
i12
i21
i22




Hence the highlighted pixel is in the first window position calculated as

î22 =
(

q41 q42 q43 q44

)



i11
i12
i21
i22




Repeating this calculation over all the four positions of the sliding window,
the mean pixel value becomes

î22 =
1
4
· ( q41 q42 q43 q44

)



i11
i12
i21
i22


 + . . .

. . . +
1
4
· ( q31 q32 q33 q34

)



i12
i13
i22
i23


 + . . .

. . . +
1
4
· ( q21 q22 q23 q24

)



i21
i22
i31
i32


 + . . .

. . . +
1
4
· ( q11 q12 q13 q14

)



i22
i23
i32
i33




Now it is possible to translate this expression into the form of a linear filter
of size 3 × 3. The upper left hand corner element represents the coefficient
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Figure 2.10: Linear filtering.

with which the element i11 is multiplied, and so on, hence the structure of
the entire kernel is

K =
1
4
·

 q41 q42 + q31 q32

q21 + q43 q11 + q22 + q33 + q44 q34 + q12

q23 q24 + q13 q14




So instead of multiplying the 4×4 sliding window matrix, Q, with the 2×2
neighborhood four times, the linear filter only needs to make an element-
wise multiplication of two matrixes of size 3 × 3 in this small example. To
generalize, it is easy to see that if the sliding window is of size c1 × c2 then
the corresponding linear filter would be of size (c1 · 2 − 1) × (c2 · 2 − 1). To
calculate the kernel from the sliding window the algorithm in table 2.4.2
can be used. The reshape function, reshapes a row into a matrix shaped
as a region. The image can now be filtered using this kernel but close
to the edges of the image something has to be done to make up for the
loss of information (some of the kernels elements are outside the image).
Normalized averaging can be used for this purpose [5]. The image is padded
with (ni − 1)/2 zeros at the boundaries, where ni is the kernel lenght in the
given direction. An uncertainty matrix, V, of the same size as the padded
image is created. Elements of V have the value one if there is reliable data
in the corresponding element in the image else zero, thus the boundaries are
set to zero and the internal elements to one. The zero padded image, Ip,
can now be calculated as

Î =
K ∗ (V · Ip)

K ∗V
(2.24)

The division is element vise, and ∗ is the standard convolution. Notice
that the kernel as computed in the algorithm in table 2.4.2 has to be rotated
180 degrees before it can be used in in the convolution.

Incorporating the time dimension, spatiotemporal components

It is possible to extend the method to allow the components to be three
dimensional or spatiotemporal. A spatiotemporal component is a sequence
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c1, c2=height,width of components;
Q= the denoising matrix;
K = [ ], u = 0, v = 0;

for j=1: c1 · c2

K(c1 − u − 1 : 2 · c1 − u − 1, c2 − v − 1 : 2 · c2 − v − 1) + = . . .
Reshape(Q(j, :));
if u == c1 − 1

if v == c2 − 1
Finished;

else
u = 0; v + = 1;

end
else

u + = 1;
end

end

Table 2.3: The algorithm for transforming a Q matrix to a kernel, K.

of components of the same type as the ones described previously. In other
words, a description of how a certain component looks like and evolves during
the propagation of time. The model is thereby that a sequence S, of the
same size as the components (in time and space), is a linear combination of
the component ensemble.

S(y1, y2, t) =
m∑

i=1

si · Ci(y1, y2, t) (2.25)

Where Ci represents the spatiotemporal component, y1 and y2 the spatial
dimensions, si the component coefficient and t the time. The goal is to
find components that are stable in time, thus being strong candidates of
being fixed pattern noise components. Going from two dimensional to three
dimensional components is a trivial step since it is only a matter of adjusting
the permutation scheme (pixel index) from section 2.2 so that it gathers data
from a sequence, instead of only one image, and forming it to a vector. A
noise removing algorithm based on spatiotemporal components works much
the same as the two dimensional algorithm, the only difference is that it
must have access to data from previous samples.

Computational complexity

After the estimation of Ā and W̄ the complexity for removing the semi-fixed
pattern noise components is not extremely high. A general formula for the
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computational complexity in terms of the number of calculations that needs
to be done when a whole image is processed is here derived. Naming the side
lengths of the region c1 and c2, it is easy to prove that (2.22) requires (c1 ·c2)2

multiplications and just as many additions for the matrix multiplication.
Denoting image height and image width h and w respectively, the total
amount of time spent should therefore be approximately proportional to
h · w · c2

1 · c2
2. To speed up the algorithm it is possible to allow the sliding

window to take longer steps than only one pixel. If the step size is named n
the calculation time is now proportional to:

h · w · c2
1 · c2

2

n2
(2.26)

The final modification to the formula is to extend it to the three dimensional
case. The difference is that every component will be a vector of length
(c1 · c2) · tc, where tc denotes the length of each component in time. Finally
the computational complexity, C, can be described as:

C ∝ h · w · c2
1 · c2

2 · t2c
n2

(2.27)

Converting the sliding window to a linear filter would, with the same deriva-
tion, result in the following computational complexity

Clinear filtering ∝ h · w · (2 · c1 − 1) · (2 · c2 − 1) · tc
n2

(2.28)

For example, consider the typical sizes h = 240, w = 320, c1 = c2 = 8, n = 1
and tc = 2. In this case C equals to 1.25 · 109 and Clinear filtering equals to
9.8 · 106. The FPN reducing algorithms are also highly suitable for parallel
implementation.

2.5 Reducing Gaussian noise with adaptive Wiener

filtering

A Wiener filter is interesting to compare with since it is the optimal linear
filter, minimizing the mean square error of the result. There is a wide range
of Wiener filters existing, in this thesis the one already present in the Matlab
Image Processing Toolbox [9] were used (function wiener2). The function
approximates a model of the image statistics in local neighborhoods, the
size is specified by the user. The model consists of the local mean, µ̂, and
variance, σ̂2, calculated as:

µ̂ =
1

N · M
∑
x,yεη

I(x, y) (2.29)
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σ̂2 =
1

N · M − 1

∑
x,yεη

I2(x, y) − µ̂2 (2.30)

Where M and N specifies the size of the neighborhood, η, and I is the image
matrix. The result of the Wiener filter, Î, can now be formulated as:

Î(x, y) = µ̂ +
σ̂2 − ν2

σ̂2
· (I(x, y) − µ̂) (2.31)

Where ν2 is the variance of the Gaussian noise.

2.6 Reducing non-Gaussian noise with ICA

Infrared images are not only degraded by Gaussian noise but the method
sparse code shrinkage has the ability to, in some cases, perform well even
though the Gaussian assumption does not hold. A study is relevant as to
verify the robustness of the sparse code shrinkage method to noise such
as the additive uniform noise and the multiplicative Speckle noise. If one
modifies the noise model in (2.17) so that it incorporates any type of noise,
the model becomes

z = x + p (2.32)

Where p = (p1, p2, . . . , pn)T is the noise variable. Following sparse code
shrinkage (section 2.3.3) the above relation is transformed by multiplying
with the matrix W, thus p̃ is a linear combination of p. Interesting to
note is that regardless of the statistical properties of p, p̃ will, probably,
be more Gaussian according to the central limit theorem. Further on, if W
is orthogonal and the noise is independent and identically distributed, then
every p̃ will have the same variance as was the case in 2.3.3.

y = s + p̃, p̃ = W · p (2.33)

2.6.1 Uniform noise

A uniform stochastic variable is one that has equal probability to take any
value between a minimum and maximum value. A test with applying sparse
code shrinkage on images corrupted with synthetic additive uniform noise is
performed in section 3.5.

2.6.2 Speckle noise

Multiplicative noise is commonly degrading infrared images, therefore it is
indeed interesting to know, if the sparse code shrinkage method can handle
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this, or at least that it will not produce totally erroneous results. An empiri-
cal test of how the method copes with images degraded by the multiplicative
speckle noise is performed and accounted for in section 3.5. Speckle noise
is modeled as pi = xi · ni, where x is the true intensity (as (2.32)) and n is
uniformly distributed.

2.7 Measuring denoising capability

Measuring the performance of denoising methods is not as straightforward
as it might sound. There are many aspects regarding the quality of an image
recovery, in this thesis for simplicity PSNR combined with visual inspection
serves as measures. Calculation of PSNR requires the true, noise free image,
to be known.

2.7.1 Mean Square Error (MSE)

The mean square error between two images I1 and I2 of size i× j is defined
in (2.34). The square root of this quantity is called root mean square error
(RMSE).

MSE =
1

height · width
· (

height∑
i=1

width∑
j=1

(I1(i, j) − I2(i, j))2) (2.34)

2.7.2 Peak Signal To Noise Ratio (PSNR)

Another popular measure is the PSNR, it describes the the error in relation
to the highest value possible. In image coding this value is often 255. PSNR
is measured in the logarithmic decibel scale and is defined via the RMSE

PSNR = 20 · log10(
MaxI

RMSE
) (2.35)

Where MaxI is the maximum value obtainable for a pixel.
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Chapter 3

Results

In this chapter results from the evaluation of the methods introduced in the
theory chapter are presented. To evaluate and test the theory, functions and
scripts have been produced for the Matlab environment. Coding in Matlab
has the benefit of being straightforward when dealing with mathematical
formulas, but it is not particularly fast in general. But since this thesis is
focused on evaluation and not direct implementation the choice was obvious.

3.1 Natural image data

A set of 13 standard photographs taken in natural environments was down-
loaded from: http://www.cis.hut.fi/projects/ica/data/images/. These im-
ages, except for the Grasshopper in figure 3.1, were used as estimation data.
The grasshopper along with five standard image processing images (Lena,
Peppers, Woman, Airfield, Goldhill) was later used for validation.

3.2 Infrared image sources

In this thesis image material captured with three different infrared cameras
have been used to evaluate the algorithms.

3.2.1 Micro-bolometer

The most frequently used camera in the work connected to this thesis was
a micro-bolometer camera. It has an infrared sensitive array consisting of
240 × 320 elements.

3.2.2 Multispectral Measuring System

The MSM used in this thesis is a rather old one, thus the fixed pattern
noise is clearly visible in the raw output. The sensor has 128× 128 infrared
sensitive elements.
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Figure 3.1: Grasshopper.

3.2.3 Infrared Search and Track

IRST is a system developed at Saab Bofors Dynamics on behalf of FMV,
the Swedish Defense Material Administration. It has got a one dimensional
array sweeping in the horizontal direction. The line array consists of 288
elements.

3.3 Reducing Gaussian noise in images

Using the 12 images from section 3.1, a set of square components of sizes
ranging from 7 × 7 to 12 × 12 pixels were estimated. The components of
one of the sets are depicted in figure 3.2. As a consequence of removing
the mean of every square before estimating the components, one dimension
(one component) is removed. These components can now be considered as
universal, meaning that they should apply to all photographs taken in the
same type of settings. A set consisting of six standard image processing
images served as evaluation data. Experiments were performed to evaluate
how well the method worked for different square sizes and different sizes of
the sliding window steps at various noise levels. The sparse code shrink-
age as described in 2.3.3 was applied to the evaluation images corrupted
with synthetic Gaussian noise. The figures in 3.3 show an example of the
noisy and denoised grasshopper image, the uncorrupted image is presented
in figure 3.1. Studying figure 3.3(c) reveals that some of the image data was
removed since it is possible to see the outlines of the grasshopper. A test
was also performed on an artificial pattern to study how the method copes
with sharp edges. Even though the components are not adapted to these
kind of images it is a relevant test as to verify that there is not too much
spatial low pass filtering. Spatial low pass filters are essentially averaging
images, thus making edges more blurry. Figure 3.4 clearly shows that sparse
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Figure 3.2: Components of size 12 × 12 found in photographic images, the
number in the upper left corner is the relative non-Gaussianity of the most
non-Gaussian component.

code shrinkage maintains the edges and has not got the effect of low pass
filtering, at least not for this noise level.

3.3.1 Performance

Having the noise free image is convenient when analyzing the performance
of the method, this enables the use of both PSNR and MSE, see section
2.7. In this section the performance is measured with PSNR, all the six
evaluation images were used and the PSNR was calculated as the mean of
every image. A look at the mean PSNR of the denoised images as a function
of the square size in figure 3.5(a) reveals that the size of the squares ought to
be 10 or 11 to maximize the PSNR. To speed up the procedure it is possible
to let the sliding window skip some of the rows and columns of the image
by increasing the step size, but the quality of the denoised image is affected,
a plot over how the PSNR of the denoised image is affected by the step size
is presented in figure 3.5(b). A step size of three is obviously performing
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(a) Corrupted image.

(b) Denoised image.

(c) The removed data.

Figure 3.3: Denoising grasshopper image corrupted with synthetic Gaussian
noise with standard deviation 30.

31



(a) The original image.

(b) Corrupted image.

(c) Denoised image.

Figure 3.4: Denoising synthetic image corrupted with synthetic Gaussian
noise with standard deviation 25.
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relatively close to having a step size of one. Figure 3.6 shows an interesting
plot of the mean PSNR, over the six evaluation images, of the noisy and
the denoised images, the step size was fixed to 1 and the region shape was
a square of size 11.
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(a) PSNR as a function of the
square size.
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(b) PSNR as a function of the
step size between the regions.

Figure 3.5: PSNR of the denoised image, noise with different standard de-
viations was corrupting the original image.
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Figure 3.6: PSNR of denoised images (solid line) and corrupted images
(dashed line) when denoising the evaluation images degraded with synthetic
Gaussian noise with sparse code shrinkage as a function of the standard
deviation.

Time issues

The algorithm for reducing Gaussian noise as implemented in this thesis
can not be considered as fast, at least not if maximal quality is demanded.
Figure 3.7 illustrates a typical example of the time, in seconds, to denoise
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the same image, as a function of both the size of the region and the step
size. The computation time is clearly more dependent on the step size,
n. Not surprisingly the computation time roughly follows the relation T =
T1
n2 where T1 is the time to denoise the image with a step size equal to
one. Every application has its own requirements regarding the performance.
Time and quality are often the most important factors, in this application
the performance can be regulated using the size of the region and the step
size as controlling variables. Since algorithms are implemented in Matlab
the absolute times are irrelevant here, but the behavior, i.e. exponential or
linear, should be the same when implemented in other, faster languages.
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(a) Computation time, in sec-
onds, to denoise an image of
size 256 × 512 as a function
of the side length of a square,
step size is 1.
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(b) Computation time, in sec-
onds, to denoise an image of
size 256 × 512 as a function of
the step size, the region was a
square of size 11 × 11.

Figure 3.7: Computation time.

3.4 A comparison with adaptive Wiener filtering

A Wiener filter is the linear filter minimizing the MSE when filtering noisy
images, therefore it is interesting to see how well sparse code shrinkage
compares to it. A brief theoretical introduction to the adaptive Wiener
filter was provided in section 2.5. The size of the neighborhood to in the
local approximation used by the Wiener filter was empirically chosen from
the evaluation images. The mean PSNR, over the evaluation images, as a
function of the size of the neighborhood is plotted in figure 3.8(a). Obviously
a neighborhood of size 5 × 5 is preferably the one used as it maximizes the
PSNR. Comparing the results of a Wiener filter of size 5× 5 to the result of
the best ICA filter in PSNR sense, 11× 11, at noise levels spanning from 20
to 40 gives the plot in figure 3.8(b). Clearly there can be no doubt that ICA

34



2 3 5 7 9
16

20

24

28

32

(a) The PSNR of images de-
noised with adaptive Wiener
filters as a function of the
neighborhood size. Noise stan-
dard deviation was fixed to 25.
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(b) Results of ICA denoising
compared to Wiener filtering
as a function of the noise stan-
dard deviation.

Figure 3.8: Comparing sparse code shrinkage to adaptive Wiener filtering.

provides better estimates of the original images than the adaptive Wiener
filter. Comparing 3.9(d) with image 3.9(c) shows that the result of the ICA
method is also more appealing to the eye than that of the Wiener filter.
denoising is superior in keeping the edges sharp.
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(a) Lena, no noise. (b) Lena corrupted with Gaus-
sian noise of standard deviation
30.

(c) Result of an adaptive Wiener
filter of size 5 × 5.

(d) Result of applying the ICA
denoising algorithm, region size
was 11 × 11.

Figure 3.9: Comparison of results of adaptive Wiener filtering and ICA
denoising.
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(b)

Figure 3.10: PSNR of denoised images (solid line) and corrupted images
(dashed line) when denoising the evaluation images degraded with synthetic
speckle noise (a) and uniform noise (b) with sparse code shrinkage as a
function of the standard deviation of the noise.

3.5 Reduction of non-Gaussian noise

An important question is how the sparse code shrinkage method works when
the noise is not Gaussian as was discussed in section 2.6. A simulation was
performed with the evaluation images corrupted with synthetic speckle and
uniform noise. The outcome is presented in figure 3.10. Comparing this
figure with 3.6 it is obvious that the method does not perform as well with
the speckle noise. But the point here is that the method can cope with
the speckle noise and even improve the image about 5 decibels in PSNR
sense. Sparse code shrinkage seems to handle uniform noise well, figures
3.10(b) and 3.6 are virtually identical. These facts shows that it might be
possible to improve even infrared images which are degraded not only by
purely Gaussian noise.

3.6 Reduction of noise in infrared images

3.6.1 Reducing Pattern noise

In this section pattern noise is only regarded as the type of noise that is
independent of the image data. The most important step of this algorithm
is the initial estimation and selection of the noise pattern components.

MSM camera

The MSM camera serves as a good starting point since it has got the most
distinct pattern noise, thus the estimation of the components should be easy.
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Figure 3.11: The components of size 8 × 8 estimated for the MSM camera.

Estimation data was a set of 27 images from which 50000 regions of size 8×8
were used to calculate the components in figure 3.11. Identifying potential
pattern noise components is not difficult; components 30, 31, 33, 37, 39 and
40 all resembles the pattern noise. Having estimated the components a test
was conducted on a validation image resulting in 3.12. There is still two
faint vertical lines in the processed image. It proved to be very difficult for
FastICA to find components describing these kinds of lines of the reason
that they are so seldom encountered.

IRST camera

Experiments were also conducted on an IRST camera. The output from
this camera was already compensated by the hardware reference existing on
the platform. Furthermore the sensor elements of this camera is a vertical,
one-dimensional array scanning the area of interest. The pattern noise is
therefore only consisting of horizontal lines. Choosing the region size 8× 5,
one component resembling the pattern noise was estimated and is depicted in
figure 3.13. This component was used in the pattern noise removal algorithm
and the result is shown in figure 3.14.

Micro-bolometer camera

A micro-bolometer camera is a modern infrared sensor that has more of a
subtle pattern noise, as can be seen in figure 2.7. It was not possible to
find all the components of the pattern noise when the region was a square.
Instead an approach with rectangle shaped areas was attempted. First a
set of rectangles of size 6 × 15 were estimated. These components were not
sufficiently describing the pattern noise, the horizontal lines were missing.
Therefore the evaluation set was cleaned from the already estimated pattern
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(a) The image as it came from the MSM
camera.

(b) Image after the pattern was re-
moved.

(c) The removed pattern.

Figure 3.12: Removing pattern from an image taken by the MSM camera.
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Figure 3.13: IRST camera component of size 8 × 5.

noise components and a new run with FastICA was made to find components
of size 12 × 6. The components are displayed in figures 3.15 and 3.16. The
exact sizes of the above rectangles were chosen empirically with a wish to
make them as small as possible to speed up the algorithm. At the same
time, if the component are too small there is a possibility that the pattern
noise components are not independent of the real image data since there are
too few dimensions. These components were used in the successful attempt
to remove the pattern noise depicted in 3.17.

3.6.2 Performance

The performance of the pattern noise removal algorithm is hard to establish
since there exists no ground truth. But studying the results and the differ-
ence images reveals that the method does what it is designed for, removes
the lines and not any image data.

Time issues

In figure 3.18 the time to complete the denoising of a whole image is plotted
as a function of the size of the region. It is obvious that the calculation
time increases exponentially with the side length of the square region. The
theoretical expressions from section 2.4.2 might look good on paper but
the numbers do not quite add up when running simulations in Matlab, the
reason is that Matlab optimizes calculation differently depending on the size
of the matrix involved. Another reason is that computation time for other
functions, such as reshaping of vectors etc., is also included in the plotted
times. It is obvious that the linear filtering ensures a much faster calculation
time.

3.6.3 Spatiotemporal component approach

Using the spatiotemporal components as described in 2.4.2 the result was
improved a bit. The components were of the size 8× 8 pixels and consisted
of a pair of consecutive frames. They were estimated from a set of 14 noisy
sequences taken by the micro-bolometer camera, each two images long. In
figure 3.19 the components are depicted in groups of two. Components
20 to 25 are indeed resembling the pattern noise. But for some of these
components there are variations in nuance between the two parts making up
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(a) The image as it came from the IRST
camera.

(b) Image after the pattern has been re-
moved.

(c) The removed pattern.

Figure 3.14: Removing pattern from an IRST camera.
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Figure 3.15: Pattern noise components of size 6 × 15 in micro-bolometer
images.

Figure 3.16: Pattern noise component of size 12 × 6 in micro-bolometer
images.

the component. This is probably because these components are representing
pattern noise that is varying at a fast rate. Picking all the components
20 to 25 and using them do remove pattern from a sequence in the same
manner as before did not prove to work well. The problem was that the
fast changing components were hard to remove. Instead removing only the
components that are stable in time (20 24 25) and then removing the faster
varying pattern noise with two dimensional components gave better results.
Figure 3.20 illustrates the difference between two and three dimensional
components.

3.6.4 Reducing Gaussian noise

The orthogonal components, of size 11×11, from section 3.3 were used in an
attempt to reduce Gaussian noise in images taken by the micro-bolometer
camera. Figure 3.22 shows the promising results, the standard deviation of
the noise was estimated to 6.6 with the algorithm from section 2.3.3. The
image was first preprocessed to reduce the semi-fixed pattern noise. Figure
3.22(d) depicts the content removed, again the outlines of the objects are
visible as was the case with standard photographs. The images in 3.20
were denoised with the sparse code shrinkage resulting in the images in
figure 3.23. If the components would have been estimated from photographs
depicting man made objects such as houses, streets and so on, the result
would probably have been even better.

Depending on what one wants to achieve with the denoising there exists
a possibility to remove even more noise. For example if infrared images were
sent through some kind of communication channel, a low bit rate would be
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(a) The image as it came from the
Micro-bolometer camera.

(b) Image after the pattern has been re-
moved.

(c) The removed pattern.

Figure 3.17: Removing pattern from a micro-bolometer camera.
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Figure 3.18: The total computation time, in seconds, as a function of the
side length of the square region. Sliding window (a), Linear filtering (b).
The image size was 240 × 320. Note the different scales.

preferable. By raising the noise variance value over the estimated variance,
the thresholds would be more restrictive and the image smoothed. More
of the real image data would be removed but the smoothed image would
require less bandwidth.
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Figure 3.19: All 8 × 8 × 2 components estimated for the micro-bolometer
camera.
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(a) Pattern removed using two dimensional components.

(b) Pattern removed using three dimensional components.

Figure 3.20: Comparing two and three dimensional components.
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(a) The removed content using two dimensional components.

(b) The removed content using three dimensional components.

Figure 3.21: Difference images.
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(a) Image as it came from the
Micro-bolometer camera.

(b) Image after the pattern has
been removed.

(c) Reduced Gaussian noise. (d) Removed content in the
Gaussian noise reduction step.

Figure 3.22: Reducing semi-fixed pattern noise and Gaussian noise.

48



(a) Pattern removed using two dimensional components and Gaus-
sian noise reduced.

(b) Pattern removed using three dimensional components and
Gaussian noise reduced.

Figure 3.23: The final result using two and three dimensional components.
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(a) The removed content using two dimensional components and
Gaussian noise reduced.

(b) The removed content using three dimensional components and
Gaussian noise reduced.

Figure 3.24: Difference images.
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(a)

(b)

Figure 3.25: Two butterfly images, revealing the difference between the
original image (left) and the mirrored denoised image (right).
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Chapter 4

Conclusions

In this thesis it has been shown that Independent Component Analysis can
be used to reduce both semi-fixed pattern noise and uncorrelated noise in
infrared images with good results. A novel algorithm for reducing the semi-
fixed pattern noise has been developed and tested on three different infrared
camera types. Fundamental in the new method is the use of ICA to esti-
mate independent spatial or spatiotemporal components from a training set.
Separation of the image data into components is thereby possible and used
to remove unwanted image data.

ICA in combination with sparse code shrinkage has been evaluated for
reduction of noise in infrared images. Simulations show that the method
works well for synthetic Gaussian noise, better than adaptive Wiener fil-
tering. It has also been demonstrated that the sparse code shrinkage can
reduce uncorrelated, non-Gaussian input noise.

The algorithms have been applied to images taken by infrared cameras
with promising results. The speed of the algorithms has not been the main
issue, but simulations have shown that the area size and the step size can be
altered in a trade-off between quality and time to optimize the performance.
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