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Chapter 1

Introduction

In the past few decades the exponential growth in the number of transistors
per chip has brought tremendous progress in the performance and function-
ality of semiconductor devices, and in particular, processors. In 1965, Intel
Corporation’s cofounder Gordon Moore, predicted that the number of tran-
sistors per chip will double every 18-24 months. This trend in the history
of computer hardware is known as ”Moore’s law” and has been accurate for
about half a century and is expected to continue for atleast another decade
and perhaps much longer. However, there have been some struggles in main-
taining the exponential growth of transistors. In the 80’s the performance of
memory off-chip compared to microprocessors started slowing down which
resulted in a ”memory wall” problem. Recently, the power dissipation of
semiconductor chips started to begin a problem which lead to the ”power
wall”. In this series of challenges the next one in line are transient (soft)
faults caused by alpha particles and neutrons and some refer to this as the
”soft error wall”.

In order to enhance performance (the overall throughput of jobs), it is in-
creasingly common to use the high transistor count to design ICs with mul-
tiple processors, so called multi-processor system-on-chips (MPSoCs). Until
recently, production test was sufficient to distinguish faulty integrated cir-
cuits (ICs) from fault-free ICs. However, for ICs fabricated in recent semi-
conductor technologies, production test only is no longer sufficient. Fault
tolerance, detection and handling of errors that occur during operation, is
therefore increasingly important to consider; not only for safety-critical sys-
tems but also for general purpose (non safety-critical) systems.

Many different faults can occur in a computer system and growing complex-
ity of these systems yields more faults. Faults can be mapped into three
different types called permanent, intermittent and transient faults. Perma-
nent faults are there all the time and can be caused by for example damaged
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CHAPTER 1. INTRODUCTION

hardware. Intermittent faults are faults that appear periodically, either at
regular intervals but more commonly at irregular intervals. Transient faults
are temporary faults i.e. faults that suddenly appear and then suddenly
disappear and can be caused by for example electromagnetic interference.
From the fault tolerance point of view transient faults and intermittent faults
manifest themselves in a similar way since both of them appears for a short
time and then dissapear. Therefore, in this thesis, intermittent faults are
included in transient faults. We will focus on transient (and intermittent)
faults since they occur far more frequently than permanent faults. Transient-
to-permanent fault ratios can vary between 2:1 to 50:1 [4] and more recently
up to even 100:1 [12]. In order to handle these faults that occur we need to
study fault tolerance. Fault tolerance is the property that enables a system
to continue operating properly in the event of a failure.

There are different fault tolerant techniques available to ensure that systems
work properly when faults occur. Two fault tolerant techniques that will
be emphasized in this thesis are rollback recovery with checkpointing and
active replication which are going to be introduced in the next chapter and
further explained in chapter 3.
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1.1. RELATED WORK, PURPOSE AND CONTRIBUTIONS

1.1 Related work, purpose and contributions

Fault tolerance is a subject that has been studied for a long time. John von
Neumann was a pionieer in the area of fault tolerance and 1952 he intro-
duced a redundancy technique called NAND multiplexing for constructing
reliable computation from unreliable devices [1].

Researchers have shown that schedulability of an application can be guar-
anteed for pre-emptive on-line scheduling under the precence of a single
transient fault [3,5,10,14]. Punnekat et al. assumes that a fault can ad-
versely affect only one task (process) at a time [7]. Kandasamy et al. have
a fault model which assumes that only one single transient fault may occur
on any of the nodes during an application execution [11]. This model has
been generalized in the work of Pop et al. to a number k of transient faults
that may occur in the system during an application execution [13]. All these
works have used the assumption that only a single transient fault or at most
a number of k transient faults may occur in the system during one applica-
tion execution. However, in this thesis we do not make the assumption that
only a single transient fault or maximum a given number of transient faults
may occur in the system during an application execution.

Sofar most work in the area of fault tolerance has focused on safety-critical
systems and the optimization of those systems [6,9,13]. For example the
architecture of the fighter JAS 39 Gripen contains seven hardware replicas
[8]. For a general-purpose system (non safety-critical system), for example
a mobile phone, redundancy such as the one used in JAS 39 Gripen, seven
hardware replicas, is unimaginable. Further, for general-purpose systems,
the average execution time (AET) is more important than meeting hard
deadlines. For example, a mobile phone user can usually accept a slight
and temporary performance degradation in order to be ensured fault-free
operation. In order to design a fault-tolerant general-purpose MPSoC there
is a need of a mathematical framework for analysis, evaluation and explo-
ration of fault tolerance versus AET. Therefore one purpose of this work has
been to analyze rollback recovery with checkpointing (RRC), voting (active
replication) and a combination of these (CRV, explained in section 3.3) in
terms of average execution time, per job and per system. In this thesis,
we define a mathematical framework where we assume given is a number of
jobs to be executed on an MPSoC and a soft (transient) no-error probability.

The main contributions of this thesis are:

• given a job and a no-error probability, we define mathematical formu-
las that makes it possible to find the optimal number of checkpoints
for the job in respect to AET when employing rollback recovery with
checkpointing (RRC). The AET formulation includes bus communica-
tion overhead.
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CHAPTER 1. INTRODUCTION

• given a job and a no-error probability, we define mathematical formulas
that makes it possible to analyze the AET for the job using various
number of processors (voting). The AET formulation includes bus
communication overhead.

• given a job and a no-error probability, we define mathematical formulas
that makes it possible to analyze the AET for the job using various
number of processors and checkpoints (CRV). The AET formulation
includes bus communication overhead.

• given a job and a set of no-error probabilities, we define mathematical
formulas that makes it possible to analyze the AET including bus
communication overhead for the job employing RRC, voting or CRV
with different probabilities.

• given a set of jobs, an MPSoC with a number of processors, and a
no-error probability, we make an integer linear programming (ILP)
formulation to find the optimal fault tolerance scheme and AET for
the system.

4



Chapter 2

Preliminaries

In this chapter an overview of the fault tolerance techniques that this thesis
is based on is given. We also look at the system architecture followed by
a look at the fault model and assumptions used in this thesis. We end
the chapter by looking at the communication model and communication
overheads.

2.1 Overview of the fault tolerance techniques

Let us look more at the fault tolerance techniques used in this thesis. When
a fault occurs there has to be a fault tolerance technique to recover from the
fault. The most straight forward fault tolerance technique is re-execution
(reboot) which means that a process starts from the beginning of the process
and executes it once again. Another type of re-execution is when the process
re-executes from a known fault-free point in the process. These points are
called checkpoints and this type of re-execution is called rollback recovery
with checkpointing. In Figure 2.1 a process with checkpoints is shown. The
part between two checkpoints is called execution segment (ES).

Two processors are needed in order to compare the result at a checkpoint,
because if there is only one processor computing, a result to compare against
does not exist. In Figure 2.2 comparison for rollback recovery with check-
pointing is shown.

Let us look at a short overview of active replication. Active replication does
not have any checkpoints, instead the technique utilizes idle processors and
then compare the output from the processors at the very end of the process.
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CHAPTER 2. PRELIMINARIES

Figure 2.1: A process with checkpoints

Figure 2.2: Comparison for rollback recovery with checkpointing

Processors used in active replication are called replicas because they execute
replicas (copies) of the first process. In Figure 2.3 comparison for active
replication with three processors is shown. A comparison with three or
more processors is often referred to as voting and therefore for simplicity we
will call active replication for voting. Rollback recovery with checkpointing
and voting is going to be explained further in the next chapter.

Figure 2.3: Comparison for active replication (voting)
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2.2. SYSTEM ARCHITECTURE

2.2 System architecture

As we can see in Figure 2.4 the system architecture consists of computation
nodes (processors) which are connected to a shared (joint) memory through
a bus. We assume that all memories, communication controllers and buses
are fault tolerant which means that the only units where faults may occur are
in the processors (cpu:s). Each computation node (processor) has a private
memory (cache memory) which stores the last checkpoint information. The
checkpoint information consists of all relevant data needed to re-execute
from the last checkpoint if a fault occurs in a processor. Each computation
node has a communicaton controller which implements the protocol services
and runs independently of the node’s processor (cpu). There is also a test
evaluation unit which compares checkpoint information from the processors
(the test evaluator and the test scheme is detailed in section 2.4) stored
in the shared memory and sends back test information to the processors
through the bus.

Figure 2.4: System architecture
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2.3 Fault model and assumptions

When a fault occurs it has to be detected and there has to be a recovery pro-
cess in order for the process to recover from the fault. In this thesis we have
made the assumption that transient faults dissapear during a recovery pro-
cess such as re-execution. Both fault tolerance techniques (rollback recov-
ery with checkpointing and voting) utilize re-execution as recovery process.
When using rollback recovery with checkpointing, checkpointing is possible
anywhere in the process and equidistant checkpointing is used, meaning that
the execution segments (ESs) are of equal length and the time to execute
an ES is constant.

The processes are executed non-preemptive i.e. once a process starts that
process cannot be interrupted by for example a process with higher priority.
We also assume that all memories, buses and so on are fault tolerant which
means that transient faults only occur in the computation nodes (proces-
sors). We assume that more than one fault may appear in an ES. However,
we assume that it is very unlikely that the processors are affected in such a
way that the information sent at the checkpoint is exactly the same which
would mean that the test evaluator would not detect the fault(s).

8
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2.4 Communication model

Assume that a job is executed on two computation nodes in Figure 2.4. At
the time of a checkpoint, each processor sends its checkpoint information
to the shared memory. The test evaluation unit compares the checkpoint
information and signals to the processors if an error (defect) has occured or
not. If no error has occured the execution proceeds with the next ES while
if an error has occured, the processors re-execute the faulty ES.

Let us introduce some communication parameters. The time it takes to store
or recover the information at a checkpoint is called checkpointing overhead
(τoh) and takes 3 µs. As described earlier the checkpoint information is
stored in each computation node’s cache memory which means that the bus
is not used for the checkpointing overhead. The time it takes to transfer
data to the shared memory from the cache memory or vice versa is called
τb, takes 5 µs and is a bus communication overhead. The time it takes for
the comparison of the data in the shared memory is called τc and takes 3 µs.

Figure 2.5 shows an example of how a process execution of two execution
segments can look like for further understanding. First we start by storing
the checkpoint information in the cache memory in order to have a fault-
free point to re-execute from if a fault should appear in the first execution
segment. After that the first execution segment is executed and at the end
of that execution segment the checkpoint information is sent to the cache
memory (τoh) and from there the data is sent to the shared memory via
the communication bus (τb). Comparison (τc) takes place and the result of
the comparison together with correct checkpoint information is sent back to
the cache memory of the computation node (τb). From there the checkpoint
information is stored in the processor register etc (τoh). Then the second
execution segment is executed and when the execution of that segment is
done we have the same procedure as before with sending the information to
the cache memory, then the shared memory, after that comparing the result
with the result from the second processor and then sending the data back
to the computation nodes. In the second execution segment we get a fault
which is detected in the test evaluator and sent back to the computation
nodes with the checkpoint information data. Since the second execution
segment did not pass the comparison it means that we have to re-execute
that segment. This time there is no fault and we are done with the execution.
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ESi: Execution segment i
τoh: Time for checkpoint overhead
τc: Time for comparison (error detection)
τb: Time for data transfer (bus communication)

τoh ES1 τoh τb τc τb τoh ES2 τoh τb τc τb τoh ES2 τoh τb τc τb q q q@@R

Error occur

@@R

Error detected

��	

Reexecution of ES2

Figure 2.5: Error occurance, detection and handling
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Chapter 3

Job-level Optimization

In this chapter we will look further at the fault-tolerant techniques and
the combination of these techniques. We will take the job-level perspective
meaning that we will focus on a single job and define formulas useful for the
average execution time (AET) analysis of a single job.

3.1 Rollback Recovery with Checkpointing

Rollback recovery with checkpointing uses time redundancy to tolerate faults.
It is called a time redundancy technique because it attempts to reduce the
amount of extra hardware at the expense of additional time. The idea
behind this technique is to insert checkpoints in a process where each check-
point stores necessary information needed for the process to roll back to
the previous checkpoint if faults occur. We call this information for check-
point information and it consist of for example the program counter and
the actual values of the registers at that time. The part of the process
between two checkpoints is called an execution segment. The checkpoints
are inserted uniformly which means that all execution segments are of equal
length (equidistant) and that the checkpoint intervall is constant. If a fault
occurs the processor rolls back to the previous checkpoint and re-executes
the last executed execution segment. We assume that more than one fault
may appear in an execution segment. However we assume that it is very
unlikely that both processors are affected in such a way that the information
sent at the checkpoint is exactly the same.
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CHAPTER 3. JOB-LEVEL OPTIMIZATION

3.1.1 Formulas for RRC

Let us assume that the probability of succesfully executing a process on a
processor for a given time is called Pt. In our experiments we set t equal to
100 µs. We also assume that the time it takes to run a succesful execution (a
fault-free execution) for a process is T . Given P100 and T we can calculate
P which is the probability of executing the entire process without getting a
fault (see Eq. (3.1)). Further we assume that the fault-free time for a single
execution segment is t (t = T

nc
) where nc is the number of checkpoints. Ps is

the probability of a succesful execution of an execution segment for a system
and Qs is the probability of a failed execution of an execution segment for a
system (see Figure 3.1). Ps is equal to 1−Qs. The probability of succesfully
executing an execution segment for a single processor is called p. In RRC
we have a system of two processors which means that Ps = p2 and p is
calculated in Eq. (3.2). E[N] is the expected number of times a single
execution segment has to be executed until it passes to the next execution
segment. In Eq. (3.3) the relation between E[N] and Ps is seen.

Figure 3.1: Rollback recovery with checkpointing

P = (Pt)
T
t , 0 < Pt < 1 (3.1)

P = pnc ⇔ p = nc
√
P , 0 < P < 1 (3.2)

E[N ] =
∞∑

k=1

k ×

Qs︷ ︸︸ ︷
(1− Ps) k−1 × Ps = Ps ×

d
dQs

( ∞∑
k=1

Qk
s

)
=

= Ps ×
d

dQs

(
Qs

1−Qs

)
= Ps ×

1
1−Qs

+ Ps ×
Qs

(1−Qs)2
=

= 1 +
Qs

1−Qs
=

1
1−Qs

=
1
Ps

(3.3)

Let us break down Eq. (3.3) into smaller parts for further understanding.
In Eq. (3.4) the first part of Eq. (3.3) is shown. Figure 3.2 tries to qlarify
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3.1. ROLLBACK RECOVERY WITH CHECKPOINTING

Eq. (3.4). The first equation in Figure 3.2 (the most upward equation) is
a formula of executing ESi one time. The second equation is when ESi is
executed two times and the last equation (the most downward equation) is
when ESi is executed k times. A summation of all these cases gives Eq.
(3.4).

E[N ] =
∞∑

k=1

k ×

Qs︷ ︸︸ ︷
(1− Ps) k−1 × Ps (3.4)

ESi,k: Execution number k of execution segment i (ESi)

ESi,1 1× Ps

ESi,1 ESi,2 2× (1− Ps)× Ps

ESi,1 ESi,2 ESi,3 3× (1− Ps)
2 × Ps

ESi,1 ESi,2 ESi,3 q q q ESi,k k × (1− Ps)
k−1 × Ps

Figure 3.2: Formulas of executing an ES various number of times

Eq. (3.5) is an explanation to the second equilibrium sign in Eq. (3.3). The
derivative of Qk

s is k ×Qk−1
s .

∞∑
k=1

k ×

Qs︷ ︸︸ ︷
(1− Ps) k−1 × Ps = Ps ×

∞∑
k=1

k ×Qk−1
s =

=

{ ∞∑
k=1

k ×Qk−1
s =

d
dQs

( ∞∑
k=1

Qk
s

)}
= Ps ×

d
dQs

( ∞∑
k=1

Qk
s

)
(3.5)

Eq. (3.6) is an explanation to the third equilibrium sign in Eq. (3.3).∑∞
k=1Q

k
s is a convergent geometric sum and is therefore equal to 1

1−Qs
.
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Ps ×
d

dQs

( ∞∑
k=1

Qk
s

)
= Ps ×

d
dQs

(
Qs ×

∞∑
k=1

Qk−1
s

)
=

= Ps ×
d

dQs

(
Qs ×

∞∑
k=0

Qk
s

)
=

= Ps ×
d

dQs

(
Qs ×

1
1−Qs

)
=

= Ps ×
d

dQs

(
Qs

1−Qs

)
(3.6)

Eq. (3.7) is an explanation to the rest of Eq. (3.3). First the chainrule
is used hence Qs

1−Qs
is a joint function. The derivative of 1

1−Qs
is 1

(1−Qs)2
.

Equation (3.7) gives the same result as in Eq. (3.3) that E[N ] = Ps ×
d

dQs

(∑∞
k=1Q

k
s

)
= 1

Ps
.

Ps ×
d

dQs

(
Qs

1−Qs

)
= Ps ×

d
dQs

(Qs)× 1
1−Qs

+

Ps ×Qs ×
d

dQs

(
1

1−Qs

)
=

= Ps × 1× 1
1−Qs

+ Ps ×Qs ×
1

(1−Qs)2
=

= Ps ×
1

1−Qs
+ Ps ×

Qs

(1−Qs)2
=

= {Ps = 1−Qs} =
1−Qs

1−Qs
+

(1−Qs)×Qs

(1−Qs)2
=

= 1 +
Qs

1−Qs
=

1−Qs +Qs

1−Qs
=

=
1

1−Qs
=

1
Ps

(3.7)

The expected execution time (E[Texe,rrc]) for a process with rollback recov-
ery and checkpointing is shown in Eq. (3.8).

E[Texe,rrc] = nc × t×E[N ] =
nc × t
Ps

=
nc × t
p2

=
T

nc
√
P

2 , 0 < P < 1 (3.8)

If we include the parameters (overheads) for the communication we will get
Eq. (3.9). The first part of the equation is equal to Eq. (3.8). The second
part is when the communication parameters (τb, τc, τoh) are included. An
explanation to Eq. (3.9) could be needed. We need to multiply the para-
maters with nc × E[N ] in order to get how many times the entire process
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3.1. ROLLBACK RECOVERY WITH CHECKPOINTING

needs to be re-executed from a previous checkpoint because E[N] is the ex-
pected number of times a single execution segment has to be executed. The
bus communication parameter τb needs to be multiplied with two because
the checkpoint information is first transferred to the shared memory through
the bus and then transferred back to the processors. The parameter τb also
needs to be multiplied with np because we have np processors in the system
and all need to transfer data through the bus to the shared memory for the
comparison and recieve the information from the comparison. RRC utilizes
two processors and np is therefore equal to two. The checkpoint information
parameter (τoh) is multiplied with two because first the checkpoint informa-
tion is transferred to the cache memory from the processor registers and then
later when the correct information has arrived from the shared memory it
has to be transferred back to the processor registers.

E[Ttot,rrc] =
T

nc
√
P

2 + (2× np × τb + τc + 2× τoh)× nc

nc
√
P

2 =

=
T

nc
√
P

2 + (4× τb + τc + 2× τoh)× nc

nc
√
P

2 (3.9)

A plot of Eq. (3.8) (first part of Eq. (3.9)) with T=500 µs and P100=0.85
(P=0.4437) is seen in Figure 3.3. Theoretically we can get down to 500 µs
if we have an unlimited number of checkpoints and if we do not consider
the communication overhead, but that would not be a good model since the
communication overhead is important to consider. In Figure 3.4 a plot with
only communication (second part of Eq. (3.9) i.e. no execution time for the
process) is seen. In Figure 3.5 both parts of equation Eq. (3.9) is plotted
i.e. both execution time for the process and the communication is seen.

Figure 3.3: Expected execution time for rollback recovery without communi-
cation
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Figure 3.4: Expected time for rollback recovery with only communication

Figure 3.5: Total expected time for rollback recovery with communication
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3.1. ROLLBACK RECOVERY WITH CHECKPOINTING

Since we have Eq. (3.9) in explicit form we can take the derivate of the
equation and the result is seen in Eq. (3.10).

dTtot,rrc

dnc
=

d
dnc

 T
nc
√
P

2 +

C︷ ︸︸ ︷
(4× τb + τc + 2× τoh)× nc

nc
√
P

2

 =

= C × P−2/nc + (T + C × nc)× d
dnc

(
P−

2
nc

)
=

=
{
x = − 2

nc
⇒ dx

dnc
=

2
n2

c

⇔ dnc =
n2

c

2
dx
}

=

= C × P−
2
nc + (T + C × nc)× 2

n2
c

× d
dx

(P x) =

= C × P−
2
nc + (T + C × nc)× 2

n2
c

× (lnP )× P x =

= C × P−
2
nc + (T + C × nc)× 2

n2
c

× (lnP )× P−
2
nc =

= P−
2
nc × (C + (T + C × nc)× 2

n2
c

× (lnP )) (3.10)

In order to get the minimum of Eq. (3.9) we set the derivative (Eq. (3.10))
equal to zero and get Eq. (3.11) and now we can calculate the optimal
number of checkpoints for a process. If the same parameters is used as in
Figures 3.3-3.5: T=500 µs, P=0.4437, τb=5 µs, τc=3 µs and τoh=3 µs we
get nc ≈ 6 (nc = 6.17) which is correct looking at Figure 3.5.

0 = P−
2
nc (C + (T + C × nc)× 2

n2
c

× (lnP )) =

= C + (T + C × nc)× 2
n2

c

× (lnP ) =

=
C

(lnP )
+ (T + C × nc)× 2

n2
c

=

=
C × n2

c

(lnP )
+ 2× T + 2× C × nc =

= n2
c + 2× (lnP )× nc +

2× T × (lnP )
C

=

= (nc + (lnP ))2 − (lnP )2 +
2× T × (lnP )

C
⇔

nc = −(lnP ) +

√
(lnP )2 − 2× T × (lnP )

C
=

= −(lnP ) +

√
(lnP )2 − 2× T × (lnP )

4× τb + τc + 2× τoh
(3.11)
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CHAPTER 3. JOB-LEVEL OPTIMIZATION

We calculate the second derivative of Eq. (3.9) in a similar way as we derived
Eq. (3.10) and then we get Eq. (3.12). Equation (3.12) is positive for all
positive number of checkpoints and execution times which means that Eq.
(3.11) gives the optimal number of checkpoints in order to minimize the
total execution time (Eq. (3.9)).

d2Ttot,rrc

dn2
c

=
4× P−

2
nc × (lnP )
n4

c

× (T × (lnP ) + C × nc × (lnP )− nc × T )

(3.12)
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3.2. VOTING

3.2 Voting

Replication techniques can utilize idle processors which means that a process
may be executed on several processors (replicas) if needed. Unlike rollback
recovery with checkpointing which utilizes time redundancy, active repli-
cation utilizes space redundany. Space redundancy means that the same
process is executed on all replicas simultaneously, in our case 3 replicas or
more. In active replication there are no checkpoints which means that there
is only a comparison at the end of a process. If two or more processors have
a succesful execution, that result is considered to be correct (called majority
voting). We still use the assumption that it is very unlikely that the proces-
sors are affected in such a way that the data sent to the shared memory for
comparison is exactly the same. If only one processor or none of them has
a succesful execution all replicas are re-executed. If a comparison involves
three or more processors (replicas) simultaneously it is called voting. This
is equal to active replication using three or more processors and therefore
we call active replication for voting from now on in this thesis.

3.2.1 Formulas for voting

The time it takes for a succesful execution of the entire process is T and
the number of processors is np. It is still assumed that the probability of
running the entire process without getting a fault is P and Eq. (3.1) is still
valid. Equation (3.3) is also valid for voting because the entire process can
be seen as a single execution segment. Equation (3.3) is here used to get the
expression for the expected execution time (E[Texe,vot]) for voting in Eq.
(3.14). The first part of Eq. (3.13) gives Qs when all processors fails and
the second part of Eq. (3.13) gives Qs when only one processor is successful
and the other processors fail.

Qs = (1− P )np︸ ︷︷ ︸
all fail

+np × P × (1− P )np−1︸ ︷︷ ︸
only one successful

(3.13)

E[Texe,vot] = T×E[N ] =
T

1−Qs
=

T

1− ((1− P )np + np × P × (1− P )np−1)
(3.14)

If we include the parameters for the communication we will get Eq. (3.15).
The parameter τb needs to be multiplied with 2×np since in voting we have
np processors and all need to transfer data to and from the shared memory
due to the comparison (voting). The checkpoint information parameter (τoh)
is multiplied with two because the checkpoint information is transferred first
to the cache memory and later from the cache memory.

E[Ttot,vot] =
T + 2× np × τb + τc + 2× τoh

1− ((1− P )np + np × P × (1− P )np−1)
(3.15)
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A plot of Eq. (3.14) with T=500 µs and P100=0.85 (P=0.4437) is seen in
Figure 3.6. In Figure 3.7 a plot with only communication (second part of
Eq. (3.15) i.e. no execution time for the process) is seen. In Figure 3.8
both execution time for the process and the time for the communication is
plotted (both parts of Eq. (3.15)). In Figure 3.9 the total expected time
for rollback recovery and the total expected time for voting is included in
the same figure to show that it is not trivial to decide which fault tolerance
technique to use for a process. In this case, if this was the only process that
was going to be executed it would be better to use rollback recovery if 4
processors or less are available but if 5 or more processors are available it
would be better to use voting.

Figure 3.6: Expected execution time for voting without communication

Figure 3.7: Expected time for voting with only communication
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Figure 3.8: Total expected time for voting with communication included

Figure 3.9: Total expected time for voting and rollback recovery with com-
munication included
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3.3 Combining Rollback Recovery with Check-
pointing and Voting

To this point we have looked at rollback recovery with checkpointing and
voting individually. Let us now look what happens when we combine these
two techniques. To this point we have had two processors for RRC but
combining RRC with voting means that we now are able to have more than
two processors for RRC. In this section we use the same assumption as
before that it is very unlikely that the processors are affected in such a way
that the data sent to the shared memory for comparison is exactly the same.
The formula for Qs,crv in Eq. (3.16) is similar to the formula for Qs that
we derived in Eq. (3.13) with the exception that P now is P

1
nc ( nc

√
P ) due

to checkpoints.

Qs,crv = (1− P
1
nc )np︸ ︷︷ ︸

all fail

+np × P
1
nc × (1− P

1
nc )np−1︸ ︷︷ ︸

only one successful

(3.16)

We derive the AET (E[Texe,crv]) for CRV (Combining Rollback Recovery
with Checkpointing and Voting) in the same way as we derived it for voting
in Eq. (3.14) and end up with Eq. (3.17).

E[Texe,crv] = T × E[N ] =
T

1−Qs,crv
=

=
T

1− ((1− P
1
nc )np + np × P

1
nc × (1− P

1
nc )np−1)

(3.17)

Equation (3.18) shows the equation for the communication overhead and
in Eq. (3.19) we derive the total AET (E[Ttot,crv]) for CRV when bus
communication is included.

E[Tcomm,crv] = nc ×
2× np × τb + τc + 2× τoh

1−Qs
=

=
nc × (2× np × τb + τc + 2× τoh)

1− ((1− P
1
nc )np + np × P

1
nc × (1− P

1
nc )np−1)

(3.18)

E[Ttot,crv] = E[Texe,crv] + E[Tcomm,crv] =

=
T + nc × (2× np × τb + τc + 2× τoh)

1− ((1− P
1
nc )np + np × P

1
nc × (1− P

1
nc )np−1)

(3.19)

In Figure 3.10 we see the AET for RRC and CRV at various number of
checkpoints. In the plot CRV utilizes 3 processors, T=500 µs and P100=0.8.
We see that CRV has lower AETs than RRC up to 20 checkpoints. But it
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AND VOTING

Figure 3.10: AET for RRC and CRV at various number of checkpoints

can also be seen that the communication overhead is rising faster for CRV
than for RRC because CRV utilizes 3 processors and therefore somewhere
above 20 checkpoints the AET for CRV will be higher than for RRC. The
lowest AET is found at 4 utilized checkpoints for CRV and at 6 checkpoints
for RRC which means that in this case RRC has the lowest AET.

In Figure 3.11 the AET for voting and CRV is compared at various num-
ber of processors. In this plot, the solution of utilized checkpoints which
yields the lowest AET for CRV is shown for the given number of processors.
It is interesting that CRV has 2 minimum points. The first one appears
at 6 utilized processors and then another one appears at around 13 utilized
processors. What happens is that CRV starts by using 4 checkpoints at 3 uti-
lized processors which also can be seen in Figure 3.10. Then at 4 processors
the technique utilizes 3 checkpoints followed by utilizing 2 checkpoints up to
9 processors. At around 6 utilized processors the communication overhead
dominates the AET up to 9 processors when CRV switches to 1 checkpoint
and the AET gets lower again. At around 13 processors the communication
overhead starts to dominate again and from there on since we are already at
the lowest amount of checkpoints the AET will only get higher and higher.
From 10 processors CRV and voting has the same AET because from that
point CRV utilizes only 1 checkpoint which is equal to voting.
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Figure 3.11: AET for voting and CRV at various number of processors
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3.4 RRC, voting and CRV with different prob-
abilities

In this section we assume that the processors do not have the same prob-
abilities. We use the same assumption as in previous sections that it is
very unlikely that the processors are affected in such a way that the data
sent to the shared memory for comparison is exactly the same. Let us first
look at RRC. The probability of succesfully executing an execution segment
for the first processor is p1 and the probability for the second processor of
succesfully executing an execution segment is p2. Then we need to modify
the equation for Ps which is the probability of a succesful execution of an
execution segment for a system. Ps is then p1 ∗ p2 and from Eq. (3.2) we
get p1 = nc

√
P1 and p2 = nc

√
P2. The number of times an execution segment

has to be executed (E[N]) is then modified as in equation Eq. (3.20).

E[N ] =
1
Ps

=
1

p1 × p2
=

1
nc
√
P1 × P2

(3.20)

Using E[N] from Eq. (3.20) in Eq. (3.9) gives Eq. (3.21):

Ttot,rrc =
T

nc
√
P

2 + (2× np × τb + τc + 2× τoh)
nc

nc
√
P1 × P2

(3.21)

We calculate the derivative of Eq. (3.21) and put it to zero, do similar
calculations as in Eq. (3.11) and then we end up with Eq. (3.22).

nc = − ln (P1 × P2)
2

+

√(
ln (P1 × P2)

2

)2

− 2× T × ln (P1 × P2)
2× np × τb + τc + 2× τoh

(3.22)
For voting we consider that we have one processor which has a different
probability (P1) than the other processors which has a probability known
as P. The probability of a failed execution for the system (Qs) needs to
be modified because we de not have the same probability on all processors
anymore. The modification can be seen in Eq. (3.23). The first part of
the equation is when all processors fail, the second part is when only the
processor which has a probability known to be P1 is succesful and all the
other processors fail and the last part is when only one of the processors with
a probability known to be P is sucessful and the rest of the processors fail.
Now we have included all scenarios which leads to a re-execution. Eq. (3.24)
is the total execution time (AET) for voting with different probabilities.

Qs,vot,dp =

all fail︷ ︸︸ ︷
(1− P1)× (1− P )np−1 +

P1 succesful︷ ︸︸ ︷
P1 × (1− P )np−1 +

(np − 1)× P × (1− P1)× (1− P )np−2︸ ︷︷ ︸
one of P succesful

(3.23)
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E[Ttot,vot,dp] = (T + 2× np × τb + τc + 2× τoh)× E[N ] =

=
T + 2× np × τb + τc + 2× τoh

1−Qs,vot,dp
=

(3.24)

For CRV we use the same approach as for voting meaning that we have
one processor with a probability P1 and the rest of the processors have a
probability P of a succesful execution. The probability of a failed execution
for the system (Qs) in Eq. (3.25) is modified again since now we have
included checkpoints in the execution of the process. Eq. (3.26) is the total
execution time (AET) for CRV with different probabilities.

Qs,crv,dp =

all fail︷ ︸︸ ︷
(1− nc

√
P1)× (1− nc

√
P )np−1 +

P1 succesful︷ ︸︸ ︷
nc
√
P1 × (1− nc

√
P )np−1 +

(np − 1)× nc
√
P × (1− nc

√
P1)× (1− nc

√
P )np−2︸ ︷︷ ︸

one of P succesful

(3.25)

E[Ttot,crv,dp] = (T + 2× np × τb + τc + 2× τoh)× E[N ] =

=
T + 2× np × τb + τc + 2× τoh

1−Qs,crv,dp
(3.26)

In Figure 3.12 the AET for RRC and CRV at various number of checkpoints
is shown. The communication parameters (τb, τc, τoh) are the same as before:
T=500 µs, P1 = 0.17 (P1,100 = 0.7) and P=0.59 (P100 = 0.9). CRV utilizes
three processors and we can see that the AET is lower for CRV than for
RRC up to in this case 15 checkpoints when the communication overhead
with three processors becomes too large compared to the communication
overhead with only two processors that RRC utilizes.

In Figure 3.13 the AET for voting and CRV at various number of processors
is shown. We use same parameters here as in Figure 3.12. We see that
CRV is the better technique up to 6 processors where the two techniques
are equal. From 6 processors the two techniques stays equal for all number
of processors because the optimal number of checkpoints for CRV is 1. The
optimal number of processors for both techniques are 8 processors.
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Figure 3.12: AET for RRC and CRV with different probabilities

Figure 3.13: AET for voting and CRV with different probabilities
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Chapter 4

System-level optimization

In the previous chapter we optimized a single job (process) with differ-
ent fault-tolerant techniques such as rollback recovery with checkpointing
(RRC), voting (active replication) and a combination of these (CRV). What
we now will do is to take the system-level perspective and optimize a set of
jobs in an MPSoC environment. We will define a set of problems and then
use ILP (integer linear programming) in order to optimize these problems
regarding to AET.

4.1 Problem formulation and optimization model

Let us consider an MPSoC optimization problem with multiple jobs. The
problem is formulated as follows:
P1 : We have an MPSoC architecture with m processors where we want to
minimize the average execution time (AET) for n jobs with different pro-
cessing (execution) times.
First we want to prove that P1 is a NP-complete problem which means
that a polynomial algorithm for the problem is unlikely to exist. In order to
show that P1 is a NP-complete problem we study another problem called
multiprocessor scheduling problem (MSP). MSP is formulated as follows:
Given: n jobs, p1, p2,..., pn processing times and m machines.
Find an assignment for the jobs to the m machines such that the total exe-
cution time is minimized. The equivalence between a MSP problem and our
problem (P1 ) can easily be seen if we say that a job is a job and a machine
is a cluster of processors (group of processors that work together closely so
that in many ways they can be seen as one processor) since we need atleast
2 processors in a cluster due to fault tolerance. Since MSP is a NP-complete
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problem [2, page 65] it means that our problem also is NP-complete.

Even though P1 is NP-complete it can be solved exactly using an integer
linear programming solver. To solve the optimization problem a lp solve
package from Eindhoven University of technology originally developed by
Michel Berkelaar is used [15]. Let us first look at integer linear program-
ming (ILP). The goal of ILP is to minimize a linear objective function on a
set of integer variables, while satisfying a set of linear constraints. A typical
ILP model is described as follows:

minimize: cx
subject to: Ax≤ b,
x≥ 0,

where c is a cost vector, A is a constraint matrix, b is a column vector of
constants and x is a vector of integer variables.
In order to solve problem P1 the ILP model is modified so it looks as follows:

minimize: Tae

subject to:
∑n

j=1Aijxij-Tae≤ 0, 1 ≤ i ≤ m∑m
i=1xij=1, 1 ≤ j ≤ n

xij ∈ {0, 1} , 1≤ i ≤ m, 1 ≤ j ≤ n
Tae ≥ 0

where:
Aij = processing time if cluster i is assigned job j
xij = {1, if cluster i is assigned job j, otherwise 0
Tae = average execution time

From this model we see that if we have m clusters and n programs we need
m ∗ n + 1 variables and m ∗ n constraints. The problem size grows with m
and n. However, in practice there is a limit on the number of jobs and espe-
cially the number of processors in an MPSoC and therefore, ILP is justified.

We define four new problems, Pv, Prrc, Pv+rrc and Pcrv which all has a
common objective to minimize the overall execution time. The problems
are:

• Pv: Given that voting is to be used, the problem Pv is to define the
clusters, which processors and how many, and assign clusters to each
job.

• Prrc: Given that rollback recovery with checkpointing is to be used,
the problem Prrc is to select processors for each job and the number
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of checkpoints for each job.

• Pv+rrc: The problem Pv+rrc is to select for each job, voting or rollback
recovery with checkpointing, and for each job using voting, define the
clusters (which processors and how many), and for each job using
rollback recovery with checkpointing select the number of checkpoints
and select which processors to use.

• Pcrv: The problem Pcrv is for each job to combine voting and rollback
recovery with checkpointing, define the cluster size (which processors
and how many) and select the number of checkpoints.

Figure 4.1: MPSoC architecture with 4 processors

These four problems are proven to be NP-complete in the same way as P1
and we make use of ILP to exactly solve the problems. Here is a small
example (E1 ) to show how Prrc is solved for an MPSoC consisting of 4
processors (computation nodes). The architecture looks as in Figure 4.1.
We see that cluster 1 consists of processor 1 and 2, and cluster 2 consists
of processor 3 and 4. In example E1 7 jobs are going to be executed with
fault-free execution times of 100, 200, 300 ... 700 µs and the probability
of sucessfully running 100 µs is P100=0.95. First we calculate every jobs
probability. After that we calculate how many checkpoints are optimal for
each job and then we calculate the expected execution time for each job.
Let us assume that the expected time for the jobs are A1...A7. Now we have
all we need to be able to formulate the ILP model for E1. It looks as follows:
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minimize: Tae

subject to: A11x11+A12x12+A13x13+A14x14+A15x15+A16x16+A17x17-Tae≤0
A21x21+A22x22+A23x23+A24x24+A25x25+A26x26+A27x27-Tae≤0
x11+x21=1
x12+x22=1
x13+x23=1
x14+x24=1
x15+x25=1
x16+x26=1
x17+x27=1

xij ∈ {0, 1} , 1≤ i ≤ 2, 1 ≤ j ≤ 7
Tae ≥ 0

where:
Aij = processing time if cluster i is assigned job j
xij = {1, if cluster i is assigned job j, otherwise 0
Tae = average execution time (AET)

In example E1 some expected execution times are equal such as A11 =
A21 = A1, A12 = A22 = A2 and so on because both clusters consist of
2 processors and are therefore identical. The lpsolve algorithm then min-
imizes the average execution time (Tae). The average execution time for
E1 is 1954 µs. This AET is achieved when job 1,6 and 7 are assigned on
cluster 1 and the rest of the jobs i.e. job 2,3,4 and 5 are assigned on cluster 2.
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4.2 Experimental results

For the experiments we assume a no-error probability P100=0.95, 10 jobs
with fault-free execution time 500, 600, 700,..., 1400 µs, per job, respec-
tively, an MPSoC where the number of processors is ranging from two to
nine, the overhead is τb = 5 µs, τc = τoh = 3 µs. We make use of lp solve
for the optimization [15].

As reference point in the experiments, called Pref , we make use of a scheme
using RRC with minimal bus communication which means that we only have
one checkpoint at the very end of the job. We compare the results from the
the four problems (Pv, Prrc, Pv+rrc and Pcrv) against Pref .

The results are collected in tables 4.1 and 4.2 and Figures 4.2 and 4.3. There
is no result for Pv at two processors as voting requires a minimum of three
processors. Table 4.1 and Figure 4.2 show the AET for Pref , Pv, Prrc,
Pv+rrc and Pcrv. The results show that Pv, Prrc, Pv+rrc and Pcrv produce
better results than Pref . The results for Pv are slightly better and in some
cases much better than the results for Pref , while the results produced by
Prrc, Pv+rrc and Pcrv are significantly better than the results from Pref .

Table 4.2 and Figure 4.3 show the relative improvement of Pv, Prrc, Pv+rrc

and Pcrv against Pref . Pcrv produces results that are up to 61 % better
than those produced by Pref . Prrc and Pv+rrc produces results that are
up to 55 % better than those produced by Pref . The results for Pv are in
most cases in the span of 14 to 30 % better than the results produced by
Pref . In one case the result for Pv gets up to 45 % but they are never as
good as the results produced by Prrc, Pv+rrc and Pcrv. The results indicate
that voting is a costly fault-tolerant technique, hence Pv does not produce
as good results as Prrc and the combination of voting and RRC (Pv+rrc)
does not result in better AET than Prrc. However, if voting and RRC are
combined as in CRV the results are better than those produced by Prrc in
some cases which means that it is possible to use voting in an effective way
combined with RRC to lower the AETs.

#proc Pref Pv Prrc Pv+rrc Pcrv

2 29386 ——– 13226 13226 13226
3 29386 16109 13226 13226 11377
4 14708 12647 6681 6681 6681
5 14708 11354 6681 6681 6125
6 9843 8057 4455 4455 4455
7 9843 6976 4455 4455 4187
8 7504 6327 3342 3342 3342
9 7504 5406 3342 3342 3203

Table 4.1: AET for Pref , Pv, Prrc, Pv+rrc and Pcrv
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Figure 4.2: AET for Pref , Pv, Prrc, Pv+rrc and Pcrv

#proc Pv Prrc Pv+rrc Pcrv

2 ——– 54.99 54.99 54.99
3 45.18 54.99 54.99 61.28
4 14.01 54.58 54.58 54.58
5 22.80 54.58 54.58 58.36
6 18.14 54.74 54.74 54.74
7 29.13 54.74 54.74 57.46
8 15.69 55.46 55.46 55.46
9 27.96 55.46 55.46 57.32

Table 4.2: Relative AET (%) savings for Pv, Prrc, Pv+rrc and Pcrv compared
against Pref
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Figure 4.3: Relative AET (%) savings for Pv, Prrc, Pvot+rrc and Pcrv com-
pared against Pref
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Chapter 5

Future work

In this thesis we have explored rollback recovery with checkpointing, voting
and the combination of these (CRV). We also have defined a mathematical
framework for these techniques, but there are many other fault tolerance
techniques (schemes) that can be interesting to look further into. The equa-
tions and the basis in this thesis can be seen as an introduction of how to
further derive a mathematical framework in the area of fault tolerance.

An interesting technique to explore would be a software fault tolerance tech-
nique meaning that we execute a job on only one computation unit but we
do it multiple times and then we compare if the results match. The pros
with this technique would be that no bus communication is needed since
everything is handled in one computation unit but the drawback would be
that the execution time needs to be longer. It would be very interesting to
see how the use of this approach would affect the AET both in a job-level
and a system-level perspective.

A more advanced bus architecture could perhaps be an area to look further
into. An introduction to derive a mathematical framework with different
probabilites for the techniques (RRC, voting and CRV) has been given in
section 3.4 and this could also be interesting to look further into.
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Chapter 6

Conclusions

In order to design a fault-tolerant general-purpose MPSoC there is a need
of a mathematical framework for analysis, evaluation and exploration of
fault tolerance versus AET. In this thesis we have defined a mathematical
framework where we assume given is a number of jobs to be executed on
an MPSoC, the fault-free execution time of each of these given jobs, and a
no-error probability.

In a job-level perspective we have derived formulas to calculate the opti-
mal number of checkpoints for the job in respect to AET when employing
RRC. We also have defined mathematical formulas that makes it possible
to analyze the AET for the job using various number of processors (replicas).

Using integer linear programming (ILP) we can find the optimal fault tol-
erance scheme, AET for the system and also how the processes in an ap-
plication (a set of processes) should be mapped in order to achieve that AET.

The results have clearly shown that RRC is a better technique than voting
in significantly reducing the AET. However, the results have also shown that
a combination of RRC and voting in such a way as used in Pcrv can improve
the results even further and we can get results that are up to 61 % better
than our reference technique (Pref ).
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Chapter 7

Abbreviations

AET Average Execution Time
CPU Central Processing Unit
CRV Combining Rollback Recovery with Checkpointing and Voting
Eq. Equation
IC Integrated Circuit
ILP Integer Linear Programming
MPSoC Multi-Processor System-on-Chip
MSP Multi-processor Scheduling Problem
RRC Rollback Recovery with Checkpointing

37



Chapter 8

References

1. J. von Neumann, ”Probabilistic logics and synthesis of reliable organ-
isms from unreliable components”, Automata studies, p. 43-98, 1956.

2. M.S.Garey and D.S.Johnson, ”Computers and Intractability: A Guide
to the Theory of NP-Completeness”, W.H.Freeman and Company,
1979.

3. A. Bertossi, L. Mancini, ”Scheduling Algorithms for Fault-Tolerance
in Hard-Real Time Systems”, in Real Time Systems, 7(3), p. 229-256,
1994.

4. J. Sosnowski, ”Transient Fault Tolerance in Digital Systems”, in IEEE
Micro, 14(1), p. 24-35, 1994.

5. A, Burns, R. I. Davis, S. Punnekkat, ”Feasability Analysis for Fault-
Tolerant Real Time Task Sets”, in Proceedings of the Euromicro Work-
shop on Real-Time Systems, 29-33, 1996.

6. A. Bertossi, A. Fusiello, and L. Mancini, ”Fault-tolerant deadline-
monotonic algorithm for scheduling hard-real-time tasks”, Proceedings
of the 11th International Parallel Processing Symposium, p. 133138,
1997.

7. S. Punnekkat A. Burns, R. Davis, ”Analysis of Checkpointing for Real-
time Systems”, in Real-Time Systems Journal, 20(1), p. 83-102, 2001.

8. K. Alstrom and J. Torin, ”Future architecture for flight control sys-
tems”, Proceedings of the The 20th Conference on Digital Avionics
Systems, vol. 1, p. 1B5/1 – 1B5/10, 2001.

9. R. Al-Omari, A. Somani, and G. Manimaran, ”A new fault-tolerant
technique for improving schedulability in multiprocessor real-time sys-
tems”, Proceedings of the 15th International Parallel and Distributed
Processing Symposium (IPDPS01), p. 10032.1, 2001.

38



10. C.C. Han, K.G. Shin, J. Wu, ”A Fault-Tolerant Scheduling Algorithm
for Real-Time Periodic Tasks with Possible Software Faults”, in IEEE
Transactions on Computers, 52(3), p. 362-372, 2003.

11. N. Kandasamy, J.P. Hayes, B.T. Murray. , ”Transparent Recovery
from Intermittent Faults in Time-Triggered Distributed Systems”, in
IEEE Transactions on Computers 52(2), p. 113-225, 2003.

12. H. Kopetz, R. Obermaisser, P. Peti, N. Suri, ”From a Federated to
an Integrated Architecture for Dependable Embedded Real-Time Sys-
tems”, Tech. Report 22, Technische Universität Wien, Vienna, Aus-
tria, 2004.

13. P. Pop, V. Izosimov, P. Eles and Z. Peng, ”Design Optimization of
Time- and Cost-Constrained Fault-Tolerant Embedded Systems with
Checkpointing and Replication”, Dept. of Computer and Information
Science, Linköping University, Sweden, IEEE computer society, DATE
conference 2005, 2005.

14. Y. Zhang, K. Chakrabarty., ”A Unified Approach for Fault Tolerance
and Dynamic Power Management in Fixed-Priority Real-Time Em-
bedded Systems”, in IEEE Transactions on Computer-Aided Design
of Integrated Circuits and Systems, 25(1), p. 111-125, 2006.

15. M. Berkelaar, ”lpsolve 3.0”, Eindhoven University of Technology, Eind-
hoven, The Netherlands, ftp://ftp.ics.ele.tue.nl/pub/lp solve.

39



CHAPTER 8. REFERENCES

40



Avdelning, Institution
Division, Department

Datum
Date

Spr̊ak

Language

� Svenska/Swedish

� Engelska/English

�

Rapporttyp
Report category

� Licentiatavhandling

� Examensarbete

� C-uppsats

� D-uppsats
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Fault tolerance is due to the semiconductor technology development impor-
tant, not only for safety-critical systems but also for general-purpose (non-
safety critical) systems. However, instead of guaranteeing that deadlines al-
ways are met, it is for general-purpose systems important to minimize the
average execution time (AET) while ensuring fault tolerance. For a given job
and a soft (transient) no-error probability, we define mathematical formulas
for AET using voting (active replication), rollback-recovery with checkpointing
(RRC) and a combination of these (CRV) where bus communication overhead
is included. And, for a given multi-processor system-on-chip (MPSoC), we de-
fine integer linear programming (ILP) models that minimize the AET including
bus communication overhead when: (1) selecting the number of checkpoints
when using RRC or a combination where RRC is included, (2) finding the
number of processors and job-to-processor assignment when using voting or
a combination where voting is used, and (3) defining fault tolerance scheme
(voting, RRC or CRV) per job and defining its usage for each job. Experiments
demonstrate significant savings in AET.
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