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In this report, we show how to implement direct ray tracing of Bézier surfaces on
graphics processing units (GPUs), in particular bicubic rectangular Bézier surfaces
and nonparametric cubic Bézier triangles. We use Newton’s method for the rectan-
gular case and show how to use this method to find the ray-surface intersection. For
Newton’s method to work we must build a spatial partitioning hierarchy around each
surface patch, and in general, hierarchies are essential to speed up the process of ray
tracing. We have chosen to use bounding box hierarchies and show how to implement
stackless traversal of such a structure on a GPU.
For the nonparametric triangular case, we show how to find the wanted intersection by
simply solving a cubic polynomial. Because of the limited precision of current GPUs,
we also propose a numerical approach to solve the problem, using a one-dimensional
Newton search.
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Abstract

In this report, we show how to implement direct ray tracing of Bézier surfaces
on graphics processing units (GPUs), in particular bicubic rectangular Bézier
surfaces and nonparametric cubic Bézier triangles. We use Newton’s method for
the rectangular case and show how to use this method to find the ray-surface
intersection. For Newton’s method to work we must build a spatial partitioning
hierarchy around each surface patch, and in general, hierarchies are essential
to speed up the process of ray tracing. We have chosen to use bounding box
hierarchies and show how to implement stackless traversal of such a structure
on a GPU.

For the nonparametric triangular case, we show how to find the wanted inter-
section by simply solving a cubic polynomial. Because of the limited precision
of current GPUs, we also propose a numerical approach to solve the problem,
using a one-dimensional Newton search.

Keywords: Ray Tracing, Bézier Surface, Newton, Newton’s method, Graphics
Processor, Graphics processing unit, Graphics Hardware, GPU.
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Chapter 1

Introduction

This document presents the results of my master’s thesis work at LUGG (Lund
University Graphics Group) during the autumn 2005. In this first chapter, a
short background to the material is presented along with an overview of the
contents of the later chapters.

1.1 Background

Computer hardware is reaching a point where interactive, or even real time,
ray tracing can become a reality. Software implementations taking advantage
of advanced features such as SIMD architectures and intelligently using caches
have shown to give great speeds on modern computers. One example of this
is the OpenRT project [8]. We have also seen the appearance of processors
specialized for ray tracing, especially the RPU [51], having surprisingly fast
render times. One key factor to reach high speeds is to reduce the number of
primitives, allowing for more aggressive optimizations. The above mentioned
ray tracing systems uses triangles as the only primitive.

Direct ray tracing of curved surfaces, that is, not using tessellation, is a bit more
involved and places more demands on the implementation. Previous implemen-
tations of interactive Bézier surface ray tracing has been made in [1, 17]. They
reached reasonable speeds by heavy use of SIMD extensions and restricting their
implementations to bicubic surfaces.

Graphics processing units (GPUs), whose processing power today are increasing
more rapidly than CPUs, have started to become an alternative for computa-
tion purposes other than rasterizing graphics. They exist in most modern home
computers, and can therefore be used as co-processors by many applications.

1



2 Chapter 1. Introduction

One of these general-purpose applications is ray tracing. A few implementa-
tions of GPU ray tracing exist. Purcell et al. [37] proposed already in 2002 how
to completely fit the ray tracing algorithm on a GPU by using a stream pro-
cessor model. Just recently, two more implementations have been made [28, 6].
Yet another implementation [5], uses the GPU only for intersection tests and
performs the rest of the algorithm on the CPU. All of these implementations
use triangles as the sole primitive.

In this report we take a closer look at how to utilize graphics processing units
for the purpose of ray tracing Bézier surfaces. Several existing methods is con-
sidered, trying to find one fit to be implemented on a GPU. GPUs have several
limitations which need to be taken into account when choosing method. We
choose an appropriate method and implement ray tracing of rectangular Bézier
surfaces as well as nonparametric triangular Bézier surfaces.

1.2 Overview

The report has been split into seven chapters which, excluding the current
chapter, has the following content:

Chapter 2 contains an introduction to triangular and rectangular Bézier sur-
faces.

Chapter 3 introduces the concepts of the graphics processing unit and explains
the advantages and limitations we need to take into consideration.

Chapter 4 gives an overview of the different methods that exist for ray tracing
Bézier surfaces, along with any advantages or disadvantages the methods
may have in comparison.

Chapter 5 explains the algorithm that was chosen for implementation in this
work and the reasons for making this choice. Included are also discussion
and solutions to the different problems that exist with the algorithm.

Chapter 6 gives details on the GPU specific implementation.

Chapter 7 finally presents the results, a conclusion and a short discussion on
how this work may be extended in the future.



Chapter 2

Bézier Surfaces

A Bézier surface is a parametric surface defined by a set of control points (usually
in three-dimensional Euclidean space) and a set of basis functions, in this case
Bernstein polynomials, which hold the weight of each control point through-
out the parametric domain of the surface. Bézier surfaces yield a natural and
intuitive way of representing surfaces and algorithms are usually fast and nu-
merically stable. This chapter gives a brief overview of two types of Bézier
surfaces, triangular and rectangular.

2.1 Triangular Bézier Surface

For triangular surfaces, we are given a set of control points pi,j,k, i + j + k = n,
where n is the degree of the surface. In the triangular case, each control point
is assigned a bivariate Bernstein polynomial as basis function, defined as

Bn
i,j,k(u) =

n!

i!j!k!
uivjwk, i + j + k = n, (2.1)

where u = (u, v, w) is given in barycentric coordinates. The parametric domain
is set to be u, v, w ≥ 0, u + v + w = 1. A few examples of the Bernstein poly-
nomials can be seen in Figure 2.2. More thorough information on barycentric
coordinates can be found in [14, 13], but briefly, the theory proceeds as follows:
assume we have points a,b, c,p ∈ R

2. Then p = ua + vb + wc is called a
barycentric combination. We require that u + v + w = 1. Now u = (u, v, w) is
said to be the barycentric coordinates of p in the barycentric coordinate system
(abc). Note that (2.1) really is bivariate, since w = 1 − u − v. Note also that
the control points can be placed arbitrarily and independently of each other in
Euclidean space.

3
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b0,3,0

b0,2,1 b1,2,0

b0,1,2 b1,1,1 b2,1,0

b0,0,3 b1,0,2 b2,0,1 b3,0,0

v3

3v2w 3uv2

3vw2 6uvw 3u2v

w3 3uw2 3u2w u3

(a) (b) (c)

Figure 2.1: Bézier triangle example. Control point indexing (a), corresponding basis
functions (b) and surface (c) of a cubic Bézier triangle.

The equation of the surface takes the form

Sn(u) =
∑

i+j+k=n

pi,j,kBn
i,j,k(u). (2.2)

If, however, the control points are distributed in a certain uniform manner, more
specifically

pi,j,k = (u, v, w, z) = (
i

n
,
j

n
,
k

n
, pi,j,k),

where (u, v, w) are the barycentric coordinates of the point in a given plane, the
surface can be reduced to the form

z =
∑

i+j+k=n

pi,j,kBn
i,j,k(u). (2.3)

In this form, the task of ray tracing the surface becomes particularly simple,
especially for low-degree surfaces (degree ≤ 4), since the ray-surface intersection
then can be found by solving an explicit formula. We will look closer at this
case in a later chapter.

A natural derivative to consider when working with triangular patches is the
directional derivative [14]. They give us a tool to compute the derivative along
any direction in the parametric domain of the triangle:

DdS(u) = n
∑

i+j+k=n−1

(dpi+1,j,k + epi,j+1,k + fpi,j,k+1)B
n−1
i,j,k(u), (2.4)

where the (barycentric) vector d = u2 − u1 = (d, e, f) defines the direction of
the derivative. As we can see by (2.4), a derivative of a Bézier surface is itself
a Bézier surface. Note that for a vector in barycentric coordinates we have
d + e + f = 0.
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B3

0,1,2 = 3vw2 B3

0,3,0 = v3 B3

1,1,1 = 6uvw

Figure 2.2: Three of the basis functions of a cubic Bézier triangle.

However, for the purposes in this thesis, we need non-barycentric partial deriva-
tives. The surface can easily be rewritten as a function of two parameters by
replacing w = 1 − u − v. The partial derivatives of the surface then becomes
simple special cases of the directional derivatives:

∂

∂u
Sn(u, v, 1 − u − v) = D(1,0,−1)S(u), (2.5)

∂

∂v
Sn(u, v, 1 − u − v) = D(0,1,−1)S(u). (2.6)

Bézier surfaces enjoy several useful properties, one of which is invariance under
affine transformations. This means the overall shape of the surface remains un-
changed when translating or rotating the surface (that is, applying a translation
or rotation transformation to all control points). Also, Bézier surfaces have the
convex hull property, meaning that the surface is always completely contained
inside the convex hull generated by its control points. This property is very
useful for ray tracing purposes as we shall see later.

2.2 Rectangular Bézier Surface

For rectangular surfaces we have a set of control points pi,j , 0 ≤ i ≤ m, 0 ≤
j ≤ n, where m and n are the degree of the surface along the two different
parametric directions. In this case, the basis functions are given by the product
of two univariate Bernstein polynomials:

Bm,n
i,j (u, v) = Bm

i (u)Bn
j (v), (2.7)

where

Bn
i (t) =

(

n
i

)

ti(1 − t)n−i, 0 ≤ t ≤ 1, (2.8)
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Figure 2.3: Bicubic Bézier surface example.

B
3,3

0,3 = (1 − u)3v3 B
3,3

0,1 = (1 − u)33v(1 − v)2 B
3,3

1,1 = 3u(1 − u)23v(1 − v)2

Figure 2.4: Three of the sixteen basis functions of a bicubic Bézier rectangle.

yielding the surface equation

Sm,n(u, v) =

m
∑

i=0

n
∑

j=0

pi,jB
m,n
i,j (u, v)

= uT Pv. (2.9)

In the last expression the equation has been rewritten as a matrix-vector prod-
uct, where

uT = [Bm
0 (u) Bm

1 (u) . . . Bm
m(u)] , (2.10)

vT = [Bn
0 (v) Bn

1 (v) . . . Bn
n(v)] , (2.11)

and P is the m × n matrix with the surface control points as elements.

The partial derivatives of a rectangular patch is given by

∂

∂u
Sm,n(u, v) = m

m−1
∑

i=0

n
∑

j=0

(pi+1,j − pi,j)B
m−1,n
i,j (u, v), (2.12)

∂

∂v
Sm,n(u, v) = n

m
∑

i=0

n−1
∑

j=0

(pi,j+1 − pi,j)B
m,n−1
i,j (u, v). (2.13)
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Again, we can see that the partial derivatives of a Bézier surface are also Bézier
surfaces.

Similar to triangular surfaces, rectangular surfaces is invariant under affine
transformations and has the convex hull property.



8 Chapter 2. Bézier Surfaces



Chapter 3

The Graphics Processing

Unit

Before going into detail of the algorithms used for implementation, we need
some information about the usage of graphics processing units (GPUs) for other
purposes than graphics. Current design of GPUs have a few limitations which
need to be explained in order to motivate the choices of algorithms.

3.1 General purpose usage

The main purpose of a GPU is to accelerate the rendering of triangles using the
traditional rasterization technique. This includes hardware transformation and
decoration, such as lighting, texture mapping, bump mapping, etc. Figure 3.1
shows a rudimentary overview of the rendering pipeline. The transformation
and decoration steps are programmable, giving the programmer the means for
implementing a wide range of different effects. The effect programs are known as
vertex shaders and fragment shaders, used for transformations and decorations
respectively.

In later years, the research community has started to utilize the programmability
of modern GPUs to perform general purpose calculations [34, 29, 19, 2, 30],
often huge amounts of simple calculations. The GPU is extremely efficient for
this purpose, performing simple calculations on large sets of data in parallel.
For general purpose computations we normally don’t have much use for vertex
shaders, but instead use the fragment shader. The algorithms are implemented
as a number of fragment shader programs, also referred to as kernels, and we use
the stream processor model (Figure 3.2), where each kernel works on a stream
of data.

9
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- -
Vertex

shader
- - -

Fragment

shader

Figure 3.1: Rough overview of the GPU pipeline. The vertex and fragment shaders
are the programmable parts of the GPU. The vertex shader transforms the geometry
and the fragment shader determines the value (color) of the pixels.

In 2002, [37] introduced the GPU as a stream processor for ray tracing purposes.
Several GPU ray tracers have been implemented since then [38, 28, 10]. In [5]
the GPU is utilized for intersection computations only, leaving the rest of the
ray tracing algorithm for the CPU to resolve.

3.2 Limitations

Unfortunately, when it comes to more complex programs, the GPU is not as easy
to program as a CPU. A GPU does not have all the functionality and flexibility
of a CPU simply because it does not have to, in order for it to accomplish its
main task, rendering triangles.

Firstly, and most importantly, GPUs have a different memory model [30]. Every
kernel have access only to read-only memory, in the form of textures. During
the execution, there are a number of temporary registers available to store in-
termediate values, but the only way to communicate values outside the program
is through the return values of the program. Normally, this value is sent to the
final buffer used for display, but by using render-to-texture instead, we have the
means to send data back to the CPU. Alternatively, it makes it possible to setup
data for further processing in other kernels (or repeated process in the current
kernel), a technique called multipass rendering (see Figure 3.3).

GPUs have no stack [30]. This means recursion is not allowed within kernels.
On the other hand, there are loop constructs and conditional constructs we
can use to implement similar stackless algorithms. Alternatively, we can take
advantage of the multipass rendering technique to simulate a stack.

Furthermore, GPUs do their computations in a very limited precision envi-
ronment. The maximum precision available is what is normally called single
precision, in other words, 32 bit floating point precision. This affects algorithms
that depend highly on numerical accuracy. We shall see later that it has a
serious impact on one of the algorithms implemented during this work.
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Output

Input

Kernel

?

?

Figure 3.2: Streaming model used for general purpose GPU programming.

Kernel

?

?

-

Kernel Kernel Kernel

? ? ?

?

(a) (b)

Figure 3.3: Multipass rendering using one kernel (a) or several kernels (b).
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Chapter 4

Ray Tracing Bézier Surfaces

In this chapter, we will take a look at different existing methods for ray trac-
ing Bézier surfaces, that is, methods for finding the intersection between a ray
and a Bézier surface. In addition to a description, advantages and disadvan-
tages with each method are discussed, including a motivation to whether the
method is appropriate for an implementation on a GPU. The examples in this
chapter all concern rectangular patches, but each method below can (with some
modification) be used on triangular patches as well.

Before heading into the different methods, we will say a few words about a
technique that can be used together with most of the methods. If we, before
applying the ray tracing method, project all control points of the surface to two
dimensions [26, 33], we can reduce the amount of work of surface specific oper-
ations (for example the de Casteljau algorithm and surface point and derivative
evaluations) with some 33% (even the problem of ray tracing rational surfaces
can be reduced to two dimensions [33]). Doing this does not always reduce
the total cost of finding the intersection, since we lose some depth information.
We often need to do extra computations in the final stages of the algorithm,
computations that wouldn’t be needed if projection was not performed.

A ray can be written in parametric form as

r = o + td = (ox + tdx, oy + tdy, oz + tdz), (4.1)

where o is the ray origin, d is the (normalized) direction of the ray and t is a
variable scalar that determines positions along the ray (alternatively the length
of the ray). If we find two perpendicular planes, intersecting exactly along
the ray, we can use the plane normals as basis vectors for a two-dimensional
Euclidean space. We easily construct these normals as [31]:

13
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Figure 4.1: Projection of a surface from three to two dimensions.

n1 =

{

(dy,−dx, 0) |dx| > |dy| and |dx| > |dz|
(0, dz,−dy) otherwise

, (4.2)

n2 = n1 × d. (4.3)

In this space, the ray reduces to a point. If we want the ’ray point’ to lie at
the origin, the projection of a control point pi from R

3 to the currently defined
space is performed by

p′

i =

(

pi · n1 − n1 · o
pi · n2 − n2 · o

)

. (4.4)

The projection is illustrated in Figure 4.1. Finding the intersection now reduces
to the problem of finding the parametric coordinates of the surface at the origin
in the two-dimensional space.

4.1 Subdivision

Subdivision is a straightforward method for finding an intersection and was
implemented for bicubic Bézier patches in [1] using SIMD optimizations on a
CPU (and earlier in [50]). The idea is simple: split the surface into smaller
and smaller patches, throwing away those patches that cannot be intersected by
the ray, until some maximum depth has been reached. Then we are left with
a (hopefully) small set of patches that are candidates for nearest ray-surface
intersection.

Splitting the surface may be done efficiently using the classic de Casteljau algo-
rithm. Discarding patches is simple: if all of the control points have the same
sign on one of the coordinates (in the two-dimensional space defined before),
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(a) (b) (c)

Figure 4.2: Subdivision method. Surface (a) is split into (b) and (c). (b) can be
discarded since all of its control points lies on one side of a coordinate axis.

the patch cannot be intersected by the ray due to the convex hull property (see
Figure 4.2). Finally, the control point mesh of each candidate subpatch is used
as an approximation to the surface and the intersection is found by performing
simple ray-triangle intersection on the triangles generated by the mesh.

Although the basic idea is simple and easy to implement, there are some draw-
backs to the method. First of all, an object consisting of several surfaces must
use the same subdivision depth for all its surfaces in order to avoid cracks. Sec-
ondly, since we are approximating the surface with control point meshes, the
intersection points can be found only with a low degree of accuracy. We can
improve accuracy by increasing subdivision depth, but that would make the
method slower. Lastly, since we need to cache at least one surface at every
subdivision depth, the demand for temporary memory is high. For this reason
the method is hard (if not impossible) to implement on a GPU.

4.2 Newton’s method

Finding a zero of a system of nonlinear equations is a standard problem in
computational mathematics, and a problem that appears in many applications.
One of the few tools available for this task is Newton’s method [23].

Finding the intersection between a ray and a Bézier surface can easily be for-
mulated as a system of equations. Using the projected control points (4.4) we
already have a system of nonlinear equations ready to solve: S(u, v) = (0, 0)
(see Figure 4.3). In [17, 31] a slightly different approach is taken, performing
the projection after surface points and derivatives have been computed in R

3.
In [44] the method is implemented for triangular Bézier surfaces.

Newton’s method is an iterative method, derived from the truncated Taylor
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series of the system [23]:

f(x + s) ≈ f(x) + Jf (x)s. (4.5)

The Jacobian Jf of a function f : Rn → Rn is a n × n matrix with elements

{Jf}ij =
∂fi

∂xj
. (4.6)

If we assume x + s to be a zero of f we have Jf (x)s ≈ −f(x). We let s be the
change of the current approximate zero xi and get the Newton step (note the
inverse Jacobian):

xi+1 = xi + s = xi − J−1
f (xi)f(xi). (4.7)

Newton’s method can be used for finding the zero of a system in a fast, but
not unconditionally stable manner. To start iterating we need an initial guess
x0, and in order for the method to converge to a solution, it is crucial to have
an initial guess close enough to the solution. For ray tracing purposes this is
often solved using precomputed bounding volume hierarchies, which completely
encloses the surface (Figure 4.4(b)). Each volume in the hierarchy is associated
with one or several initial guesses for the part of the surface contained in that
particular volume [31, 17, 10]. If the ray intersects one of the volumes, the
probability that it also intersects the surface is high, and we can start a Newton
iteration using the initial guess of the current volume. Interval analysis gives us
another tool to ensure convergence as we shall see in the next section.

There are other problems inherent to the method in addition to the vague con-
vergence conditions. If the Jacobian Jf is close to singular, that is if the con-
dition number of Jf is very large, we will run into serious numerical problems.
This happens when the ray is close to tangential to the surface and close to
areas on the surface where at least one of the partial derivatives is close to zero
(for example when neighboring control points of the surface coincide). This is
solved in [31, 10] by slightly perturbing the parametric point to push away from
the problem area. Another problem concerns multiple intersections within one
bounding volume (see Figure 4.5). We can increase the chance of getting the
correct solution by assigning several initial guesses to every bounding volume
and putting some effort into choosing the best one for a given ray [10].

Newton’s method is the method chosen for implementation on GPU (using only
one initial guess per bounding volume), and we will go into more detail on how
to apply the method for ray tracing Bézier surfaces in the next chapter.

4.3 Interval Analysis

Interval analysis is a tool often used in error analysis to keep track of error
propagation and computing error limits [22], but it can also be utilized for ray



4.3. Interval Analysis 17

u0
0
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v

x = 0

u
0

0

1

1

v

y = 0

(a) (b) (c)

Figure 4.3: The intersection is located at (x, y) = (0, 0), and we therefore search for
(u, v)-coordinates such that S(u, v) = (0, 0).

s

S(u, v)

r(t)
s

z

r1

r2

(a) (b)

Figure 4.4: Actual intersection (a) and bounding
volume technique (b) to find initial guess for New-
ton’s method.

z

Figure 4.5: Problem
with multiple intersections
within a bounding volume.

tracing. Again Newton’s method is used to find the wanted intersection, but
interval analysis can be used for providing good starting approximations. In
fact, by utilizing a couple of theorems of interval analysis, we can test whether
Newton’s method is guaranteed to converge to a unique solution inside a given
parametric interval, using any initial guess inside the interval [45].

This method could be used in conjunction with a precomputed bounding box
hierarchy. Every time a node is reached, a test for guaranteed convergence is
performed, and if convergence is guaranteed, we start a Newton search. If a leaf
node has been reached and convergence is still not guaranteed, the parametric
interval is split further on-the-fly.

Interval analysis also provide us with the interval Newton iteration method,
similar to Newton’s method used in the previous section, but instead working on
intervals [45]. Given a parametric interval containing the intersection point, this
method can under certain conditions be used to give us a fairly rapid convergence
of the interval to the intersection point.

A down side of the method is that we may need to make an extreme amount
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of surface splits (or interval Newton iterations) to get an interval inside which
convergence is guaranteed. Additionally, in a prototype CPU implementation,
the test for guaranteed convergence proved slow, and this method was therefore
never included in our GPU ray tracer.

For more information on the details of the method, the reader is referred to [45,
32], where the method is implemented and described more in depth. See also [27,
20] for a similar approach for implicit surfaces.

4.4 Bézier clipping

Bézier clipping is a technique that was introduced in [33], and proposes a method
to iteratively narrow the parametric domain of the surface in which the inter-
section can be. It was later improved in [3, 4] and has also been implemented
for triangular Bézier surfaces in [39].

The given control point mesh is first projected onto two dimensions (even the
problem of ray tracing rational surfaces can be reduced to two dimensions [33]).
In this example we will perform clipping in the parametric u-direction. First of
all, we define a line L:

ax + by = 0, a2 + b2 = 1, (4.8)

through the origin, parallel to the vector v0 + v1 (see Figure 4.6(a)). We then
define the signed distance from every (projected) control point pi,j = (xi,j , yi,j)
to L as

di,j = axi,j + byi,j (4.9)

(Figure 4.6(b)). Now, the control points

di,j = (
i

m
,
j

n
, di,j)

(m and n being the surface degrees) can be used to form a new Bézier surface
d(u, v), for which we find the convex hull (seen from the side in Figure 4.7).
Analyzing where this convex hull intersects the zero axis, we find the parametric
interval in which the ray can intersect the original surface. The ray can only
intersect the surface in the interval [umin, umax].

Finally, when we have found umin and umax, we compute new control points for
the subpatch corresponding to the subinterval of the original parametric domain
(Figure 4.8).

The procedure is then repeated, alternating between the parametric directions,
until the wanted accuracy has been reached. If, in some step, the total reduction
of parametric interval is too small (which for example may happen when we have
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v0

v1

L

(a) (b)

Figure 4.6: Bézier clipping method. Determine a line L (a) and compute distances
to L from every control point (b).

multiple intersections), the surface is split in half, and the procedure is continued
for each of the halves.

This last case is the reason for not implementing this method on a GPU. When
performing a split, we are left with two new surfaces, one of which must be stored
temporarily while we work with the other, which makes the method unfit for
GPU (for the same reasons as the subdivision method). The method is stable
in the sense that it is guaranteed to find an intersection if it exists, but it is
relatively slow for surfaces of higher degree [39].

0

d(u, v)

u

umin

umax

Figure 4.7: Convex hull of ’distance’
surface.

Figure 4.8: Resulting subpatch after
one iteration of Bézier clipping.
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4.5 Other methods

There are a few other methods in addition to the ones mentioned in this chapter.
The probably most commonly used method today is tessellation of the surface,
that is, approximating the surface with a set of triangles, before starting the ray
trace. This solution has similarities to the subdivision method, but often has
an extreme demand on memory to store the precomputed meshes. However,
ray tracers with triangles as primitives have already been successfully imple-
mented on GPUs, so this method would certainly be an alternative for GPU
implementation.

Other methods include implicitization methods. If possible we rewrite the para-
metric surface as an implicit surface, or if that is too costly, approximate the
surface with other implicit surfaces [42, 41, 18].



Chapter 5

Ray Tracing Algorithm

In this work, we have implemented ray tracing of rectangular, bicubic Bézier
surfaces using Newton’s method, since this method meets the limitations of
modern GPUs. Apart from the needed precomputation, it is fast and has very
little demand on memory for intermediate data during the actual search.

Bounding volume hierarchy traversal is used to find candidate surfaces for in-
tersection with the ray, and further to find initial guesses for Newton’s method.
This traversal is done without recursion since GPUs don’t have a stack, and thus
cannot allow for recursion. As bounding volumes, we use axis aligned boxes.

Furthermore, ray tracing of nonparametric triangular Bézier surfaces has been
implemented. This is done in a brute force way, in the sense that no space
partitioning has been made, but every surface is tested against every ray. non-
parametric surfaces is faster to ray trace and could be used for terrain or water
(height maps).

This chapter describe the implemented algorithms in detail.

5.1 Traversing the Bounding Volume Hierarchy

Space partitioning is a fundamental technique when accelerating ray tracing,
allowing us to reduce the total amount of intersection tests we need to make.
But having no stack affects the algorithms that are usually used when traversing
the space partition hierarchies in ray tracing. Either we simulate a stack, or we
rewrite the algorithms to fit the non-recursive environment.

There are several ways we can choose to do space partitioning. In [21] it is
shown that KD-trees is the best choice for most purposes when performing ray
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Figure 5.1: Simple two-
dimensional KD-tree.

(a) (b)

Figure 5.2: Bounding box hierarchy (a) and corre-
sponding node tree (b).

tracing on CPU. A KD-tree is built recursively by splitting each node into two
smaller nodes using an axis-aligned splitting plane (see Figure 5.1). Stackless
KD-tree traversal has been successfully implemented on a GPU in [16], see
also [12], where KD-tree traversal on GPU is implemented by simulating a
stack. However, this approach works with a fixed stack depth and memory cost
is high as we need memory proportional to the number of rays times the stack
depth.

Here, we have instead chosen to try to implement stackless bounding volume
hierarchy traversal, using axis aligned boxes as bounding volumes, and it turns
out to be feasible indeed.

In a bounding volume hierarchy, each node is associated with a volume, com-
pletely enclosing its children (see Figure 5.2(a)). For Bézier surfaces, we build
the hierarchy simply by repeatedly splitting the surface until some flatness cri-
terion is met, or until a maximum depth is reached. In [31] a measure based
on the surface curvature is used to determine the number of splits. The convex
hull of the subsurface can then be used to generate a bounding volume.

Normally, the first time we visit a node, we compute the entry point of the ray
in each of the children node volumes, in order to decide which child to traverse
first. Having a stack, we have fast access to stored information about what
choices we made during previous visits to the node. This is a luxury we must
live without when doing a stackless implementation. The only memory we will
use is a short traversal history, telling us which node we just came from.

As mentioned before, using a stack we would only have to compute child node
entry points once. Here, we need to make this computation every time we visit
a node. Having the children entry points we can, based on which node we came
from, decide on where to traverse next. We can enter the node from three
directions, from its parent or from one of its children (Figure 5.2(b)). Coming
from the parent, we proceed to one of the child nodes (providing the current
node isn’t a leaf), and we make the decision on which child simply based on
which entry point is closest to the ray origin. When coming from one of the
children the decision is slightly more complicated. Assume we came from the
left child. Now, if the left child entry point is closer to the ray origin than the
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right child entry point, we know that we traversed the left child first, and thus
need to traverse right. If the left child entry point instead was further away than
the right child entry point, we know that we have traversed both children, and
instead traverse up. Coming from the right child we make traversal decisions in
the same way. Of course, we keep the value of the currently nearest intersection
at all time, avoiding to traverse nodes that obviously cannot yield a closer
intersection. Pseudo code for the algorithm is given in Algorithm 5.1.

Algorithm 5.1 Stackless bounding box hierarchy traversal

1: previousNode = Parent(root)
2: currentNode = root
3: tn = INFINITY {Reset nearest intersection to infinity}
4: while currentNode 6= Parent(root) do

5: if currentNode has no children then

6: tn = min(tn, nearest surface intersection in currentNode)
7: previousNode = currentNode
8: currentNode = Parent(currentNode)
9: else

10: BBl, BBr = bounding boxes of child nodes
11: tl, tr = ray entry points in child node boxes
12: if previousNode = Parent(currentNode) then

13: previousNode = currentNode
14: if ray hits BBl and tl ≤ tr and tl ≤ tn then

15: currentNode = LeftChild(currentNode)
16: else if ray hits BBr and tr ≤ tn then

17: currentNode = RightChild(currentNode)
18: else

19: currentNode = Parent(currentNode)
20: end if

21: else if previousNode = LeftChild(currentNode) and ray hits BBr

and tl ≤ tr and tr ≤ tn then

22: previousNode = currentNode
23: currentNode = RightChild(currentNode)
24: else if previousNode = RightChild(currentNode) and ray hits BBl

and tl > tr and tl ≤ tn then

25: previousNode = currentNode
26: currentNode = LeftChild(currentNode)
27: else

28: previousNode = currentNode
29: currentNode = Parent(currentNode)
30: end if

31: end if

32: end while
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5.2 Rectangular Surface Intersection

After having reached a leaf node of the bounding volume hierarchy, we are set
with the surface patch identifier and Newton iteration initial guess associated
with the node. We will not project the control points to two dimension be-
fore starting the Newton search. Tests showed that the algorithm slowed down
when preprojecting the control points. The cost of projecting the points obvi-
ously overshadowed the reduced cost of computing surface point and derivatives.
Additionally, we need a depth value of the intersection point, something we get
for free when using the original control points. Using projected control points,
we need to make an extra surface point and derivative evaluation in three dimen-
sions after the search. In our implementation, the mean number of iterations in
the Newton search most often lay between two and three. With a higher mean,
the reduced cost of surface point and derivative evaluation would probably be
more beneficial.

Recall the Newton step (4.7). In order to get a two-dimensional search, we
define the following function f(u, v) to use in our search [31, 17]:

f(u, v) =

(

n1 · S(u, v) − n1 · o
n2 · S(u, v) − n2 · o

)

. (5.1)

This means basically that we delay the projection to two dimensions until after
we have computed the surface point. n1 and n2 are the normals defined in (4.2)
and (4.3) and o is the ray origin. Using this function, we get the Jacobian

Jf =

(

j11 j12
j21 j22

)

=

(

n1 · Su(u, v) n1 · Sv(u, v)
n2 · Su(u, v) n2 · Sv(u, v)

)

. (5.2)

The inverse of the Jacobian is particularly easy to calculate in the two-dimensional
case:

J−1
f =

1

detJf

(

j22 −j12
−j21 j11

)

, (5.3)

where the determinant is determined by

detJf = j11j22 − j12j21, (5.4)

giving us the final piece of information we need to start iterating. Newton’s
method is described in Algorithm 5.2.

We keep iterating until one of the stopping criterion is met. If at any time the
norm of the function value is less than some preset tolerance, that is

|f(un, vn)| < ǫ, (5.5)

we consider the search a success and report a hit. If, however, this measure
grows from one iteration to another,

|f(un+1, vn+1)| > |f(un, vn)| , (5.6)
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or if we reach a maximum number of iterations, we assume the ray missed the
surface.

Note that (5.5) only gives a measure of the spatial error, not the error of
un and vn. We could use an alternative error measure as stopping criterion,
∣

∣(un+1, vn+1)
T − (un, vn)T

∣

∣, giving us a measure of the error in the parametric
domain.

Finally, if a hit was reported, we make sure the resulting (u, v)-coordinates lie
within the parametric domain of the surface. This test needs to be done with
some tolerance to avoid visual artifacts in the seam between surfaces.

Algorithm 5.2 Newton’s method

1: u0 = initial guess
2: n = 0
3: repeat

4: un+1 = un − J−1(un)f(un) {un = (un, vn)T }
5: previousError = error
6: error = |f(un+1)|
7: n = n + 1
8: until error < TOL or error > previousError or n ≥ MAXITER

5.3 Nonparametric Triangular Surface Intersec-

tion

Trying to exploit the simplicity of solving polynomials of low degree (less than
or equal to three), we have also implemented ray tracing of nonparametric,
triangular Bézier patches. These types of surfaces may well be used for example
to interpolate height data, creating terrain or decorating reliefs. The certainly
most numerically appealing type is the surface of second degree. There exist
several simple interpolation schemes for these types of surfaces, for example
the C1 Clough-Tocher interpolant or, particularly for piecewise second degree
surfaces, the C1 Powell-Sabin interpolants [13].

We opted for testing cubic surfaces, which gives us the possibility to use the
explicit cubic formula to solve the intersection problem. However, due to nu-
merical problems using the this approach, we present also a different method,
based on the one-dimensional Newton method.

In order to utilize the implicit form of the surface, we first transform the ray
into the local coordinate system of the surface. We assume the surface has been
modeled in the barycentric coordinate system (abc), a = (1, 0, 0), b = (0, 1, 0),
c = (0, 0, 0) (Figure 5.3). By making this assumption, we can simply use the
inverse of any transformation applied to the surface to get the ray into the local
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x

y

z

Figure 5.3: Local coordinate system of nonparametric triangular Bézier surface.

coordinate system of the surface. Furthermore, the barycentric coordinates
needed as argument for the basis function are easily extracted from the local
(x, y)-coordinates by letting u = (x, y, 1 − x − y).

Now, we rewrite the surface in implicit form and insert the elements of the
transformed ray’s parametric form (4.1), yielding:

z − f(x, y) = oz + tdz −
∑

i+j+k=3

pi,j,kB3
i,j,k(ur) = 0. (5.7)

where ur = (ox +tdx, oy +tdy, 1−(ox +tdx +oy +tdy)). Expanding (5.7) reveals
the coefficients to a third degree polynomial:

c0t
3 + c1t

2 + c2t + c3 = 0, (5.8)

and how these coefficients depend on the elements of the ray. Before solving the
polynomial we rewrite it in the following form:

t3 + at2 + bt + c = 0. (5.9)

As before suggested, there are some numerical aspects we need to consider
when solving (5.9). First of all, to avoid excessively large coefficients and thus
potential numerical problems (remember, we are working in 32 bit precision
only), we reset the ray origin to a location closer to the surface along the ray.
All coefficients except c0 depends on the ray origin coordinates, and large values
on the origin can very much affect the accuracy of the final result. Here, we
solve the problem by simply resetting the origin to the entry point of the surface
bounding volume. This may not yield the best possible values, but proved good
enough for our tests. We keep track of the distance we move the origin in order
to be able to get the distance between the actual origin and the intersection.

To solve (5.9) explicitly, we follow the methods outlined in [36, 49], with some
modifications to improve numerical stability. Define

Q =
a2 − 3b

9
, (5.10)
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R =
2a3 − 9ab + 27c

54
. (5.11)

The discriminant is defined as

D = R2 − Q3. (5.12)

For large values on a, R2 and Q3 are both completely dominated by the term
a6/729, and we have an obvious risk of cancellation. Using instead the expan-
sions

R2 =
a6

729
− a4b

81
+

a3c

27
+

a2b2

36
− abc

6
+

c2

4
,

Q3 =
a6

729
− a4b

81
+

a2b2

27
− b3

27
,

to compute D, we arrive at

D =
a3c

27
− a2b2

108
+

b3

27
− abc

6
+

c2

4
. (5.13)

The sign of the discriminant reveals the number of real roots to the polynomial.
If D < 0 it has three real distinct roots, if D = 0 it has three real roots of which
at least two are equal, and if D > 0 it has one real root only. If D < 0, we
compute an angle θ using one of

θ =
π

2
− arctan

R√
−D

, (5.14)

θ = arccos
R

√

Q3
, (5.15)

and then get the three real roots using:

t1 = −2
√

Q cos(
θ + π

2

3
) − a

3
, (5.16)

t2 = −2
√

Q cos(
θ + 5π

2

3
) − a

3
, (5.17)

t3 = −2
√

Q cos(
θ + 9π

2

3
) − a

3
. (5.18)

If instead D >= 0, we compute one real root (note that even if D = 0, we still
compute one root only) using

S = −sgn(R)
[

|R| +
√

D
]1/3

,

T =

{

Q/S S 6= 0
0 S = 0

,

t = S + T − a

3
. (5.19)
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Of course we also need to take care of the degenerate cases when (5.9) reduces
to a second or first degree polynomial.

On a CPU prototype implementation, (5.14) yielded better results than (5.15),
but on the GPU implementation (using the Cg language) the trigonometric
function arctan had an unpleasantly bad accuracy. In this case arccos proved
better, but still not nearly as good as in the CPU implementation. Because
of these shortcomings, we have also implemented a solution based on the one-
dimensional Newton method. This method is slower, but much more stable.

Define a function using the cubic polynomial:

f(t) = t3 + at2 + bt + c. (5.20)

Taking a closer look at (5.20), we find that we have only four basic cases needed
to be taken care of. To figure out the case of the current ray, and an initial
guess for the Newton search, we compute the discriminant of the (quadratic)
derivate of the cubic polynomial:

Df ′ = b2 − 4ac, (5.21)

and its roots t′1 and t′2. The four cases are then as follows:

1. Df ′ < 0: the derivative has no roots, and thus f has no local minimum
or maximum. Use any initial guess t0. We have chosen to use the explicit
formula to compute an initial guess in this case (the case where the cubic
polynomial discriminant D >= 0, see above).

2. Df ′ >= 0 and f(t′1) ·f(t′2) <= 0: we have three real roots. Find one using
a Newton search with initial guess t0 = (t′1 + t′2)/2.

3. Df ′ >= 0 and f(t′1), f(t′2) > 0: we have one real root. Use initial guess
t0 > t′2. We have chosen to use t0 = t′2 + (t′2 − t′1)/2.

4. Df ′ >= 0 and f(t′1), f(t′2) < 0: we have one real root. Use initial guess
t0 < t′1. We have chosen to use t0 = t′1 − (t′2 − t′1)/2.

These cases are illustrated in Figure 5.4 (note that the figure does not illustrate
the ray and the surface but rather the value of f along the ray).

Having an initial guess, we start the Newton search:

tn+1 = tn − f(tn)

f ′(tn)
= tn − t3n + at2n + btn + c

3t2n + 2atn + b
, (5.22)

and repeat until some desired accuracy has been reached. In case 2, where we
have three roots, we can use the just found root t∗ to find the other two by
solving the second degree polynomial

t2 + (t∗ + a)t + ((t∗)2 + at∗ + b) = 0. (5.23)
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case 1 case 2 case 3 case 4

Figure 5.4: The different cases of the cubic polynomial.

Having a root t∗ we quickly find the ray-surface intersection point either by
inserting t∗ into the parametric form of the original (untransformed) ray, or
by computing the point on the surface using the barycentric coordinates u =
(ox + t∗dx, oy + t∗dy, 1 − (ox + t∗dx + oy + t∗dy)).
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Chapter 6

Implementation

Now that the algorithms have been made clear, we will discuss the actual im-
plementation of them on the GPU. All GPU specific code was written in Cg
and run through the Cg API of OpenGL. Cg (C for graphics) is a programming
language developed by NVIDIA to give developers access to GPU hardware on a
higher level than pure assembler [15]. We will focus mainly on the implementa-
tion of the rectangular case, since our current implementation of nonparametric
triangular Bézier surfaces is very much a simplified version of the previous, with
no traversal and of course a different intersection kernel.

6.1 GPU ray tracing

Traditionally, GPUs are used to render large amounts of triangles fast, handling
also transformations and decorations that we may want to apply to the triangles.
By specializing on this, the GPU can be extremely efficient for drawing the type
of three-dimensional graphics used in for example modern games, where all
models are drawn onto screen triangle by triangle. For ray tracing purposes, we
cannot fully take advantage of this functionality since the algorithm is inherently
different. Instead of drawing all triangles onto the screen one by one, we need
to work on each screen pixel one by one, tracing a ray through each one. As
mentioned in Chapter 3, the decoration step (fragment shader) of the GPU is
programmable, and this is what we will use to get the GPU ray tracing.

Instead of using the fragment shader (see Chapter 3) to decorate a triangle with
bitmap textures and light, we use it to run the ray tracing algorithm. This
is accomplished by programming a set of fragment shader programs (kernels),
each one specialized to handle a certain step of the ray tracing algorithm. To
get the GPU to execute a certain step of the ray tracing algorithm, we simply
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enable the kernel corresponding to the step, and then draw two triangles which
entirely cover the screen (see Figure 6.2). When rasterizing the triangles, the
GPU will then execute the kernel on each pixel.

6.2 Data

Each kernel need to be able to read and write data in order to communicate
with other kernels. All data is put into textures, for example, a point in three-
dimensional space can be stored in the red, green and blue components of a
texture. Before describing the details of the program, we will briefly discuss
how to handle the input (and output) of data to a kernel. There are basically
two ways of accessing the data, directly or indirectly.

When applying textures to triangles for decoration, we supply texture coordi-
nates to each triangle vertex. The GPU then interpolates these coordinates
over the triangle to fetch the correct value of the texture for each generated
pixel in the triangle (Figure 6.1). This is the facility we will use to simulate a
streaming data model. We call this direct data access, since the GPU always
supplies the current kernel with the address to the value in the texture. When
drawing the two screen covering triangles, we set texture coordinates in each
corner of the triangles to map the texture perfectly to the screen (Figure 6.2).
Having textures of the same size as the screen, every element of the texture will
be addressed by exactly one pixel.

Not all kind of data can be used in this way. For example, when laying out
the bounding volume hierarchy data in a texture, there is no particular relation
between any part of this data and a certain pixel in the screen space. Instead,
any piece of this data may be needed for the calculation of any pixel value (for
example, we never know beforehand which parts of the hierarchy a certain ray
will traverse). Thus, we need to compute the address of this data ourselves, and
we call this indirect data access. Often, we compute this address using data
from another texture (Figure 6.3).

In our implementation, we use six data sets. We use two screen sized sets to
store ray origin and direction. Screen sized textures gives us the possibility to
use direct access and gives each pixel the corresponding element of the texture
for storage (note that a texture can be either read from or written to during one
kernel execution, not both). Additionally, we use two indirect data sets to store
the bounding box hierarchy and Bézier control point data. Lastly, we also need
two screen sized (direct) data sets holding current traversal data (for example,
current node identifier) and nearest found intersection.
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Figure 6.1: Classic texture mapping using a bitmap texture.
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(a) (b) (c)

Figure 6.2: We execute a kernel on every element of a data set (texture) by drawing
two triangles just large enough to get a one-to-one mapping between the generated
pixels in the screen space and the data set. In this example we use a screen size of
8× 8 pixels. The triangles we draw (a) are rasterized when drawn in screen space (b).
By enabling a certain kernel before drawing the triangles, we force the GPU to execute
this kernel on every pixel generated. During this execution, we access the values of
screen sized textures (c) at corresponding coordinates.

Other data set

Input stream 2 5 3 3

U s?�

Figure 6.3: Indirect addressing using streams.
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6.3 Program

The program is implemented using multipass rendering consisting of eight ker-
nels and the program flow is illustrated in Figure 6.4. It should be mentioned
that the program currently only handles primary rays, meaning that shadow,
reflection and refraction effects have not been implemented. The bounding vol-
ume hierarchy and the Bézier control point data are set up as texture data
before starting the program and then input to kernels when needed. In the
bounding volume hierarchy data set, we add information about surface id and
initial guess to each leaf node, supplying us with the required information to
start a Newton search. Following is a brief description of each kernel:

Generate primary rays This is the simplest of the kernels. It generates two
textures, one with the origins and one with the normalized directions of the
rays through every pixel. We need no input texture, but simply generate
the two output textures by setting the origin and direction values in each
corner of the texture and letting the GPU interpolate these values.

Initialize traversal During the program execution we need to keep track of
each ray’s state, that is whether it is traversing the bounding volume tree
(and if so its current position in the tree), waiting for intersection test or
has been deactivated (done traversing). We also need to hold information
about the currently nearest intersection that has been found. For this we
use two data sets, both of which we initialize in this kernel.

Check state In this kernel we decide whether to continue traversing or whether
to perform an intersection test. This decision is based on how many
rays are ready for intersection test, that is, rays that have reached a leaf
node. The number of rays in a certain state is counted using occlusion
queries [29]. A kernel can always discard a value if it needs to, resulting
in no value being written to the output stream (leaving previous data in-
tact). The check state kernel discards values if the corresponding ray is
in waiting state or deactivated. Occlusion queries are used to count the
number of values which was not discarded by the kernel, and we can thus
determine whether to continue traversing or not.

Traverse This is the bounding volume hierarchy traversal kernel. Assuming
a ray is in traversal state, we traverse the tree based on which node we
came from, and based on intersection tests between the ray and child node
bounding volumes (which is also performed by this kernel). If a ray reaches
the root node after having traversed both of its child trees (if needed), it
is deactivated.

Intersection When enough rays (see next section) are in a waiting state we
stop traversing, and instead perform an intersection test. Using the surface
id and initial guess from the current leaf node, we start a Newton search.
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Figure 6.4: Program flow.

In this kernel we also make an occlusion query. If all values were discarded,
then all rays have been deactivated, we are done and can continue to the
shading step.

Continue This step consists of two kernels, the first used to update the nearest
intersection data set, and the other to update the state data set. This
could be combined into one kernel, but was kept separate to simplify
implementation.

Shade Finally, when all rays are deactivated, this kernel takes care of shading
using the nearest intersection data set.

6.4 Optimizations

A naive implementation can prove to be very inefficient, especially if we do
not take into consideration the parallel nature of the GPU. In this section, we
explain a few techniques we have used to speed up the rendering of a scene.

The probably single most important optimization is tiling of the screen space.
The number of needed kernel executions vary from different parts of the screen
space. After each iteration, we will have larger inactive areas of the screen space.
Executing each kernel on the entire data set thus means a lot of unnecessary
work. Since we do have screen coherency to some extent, we tile the screen
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space. From the start we maintain a list of active tiles, that is, tiles with at
least one active pixel (Figure 6.5), for which we execute the current kernel.

We can speed the program up by performing some load balancing [37]. Execut-
ing a kernel on a tile with almost no active pixels means a lot of redundant work.
Therefore, we do not wait for all pixels to be in waiting or inactive state before
switching kernel. In the current implementation we use the following rules for
the traversal/check state loop to perform load balancing:

1. A tile is considered to be in waiting state if one of the following holds:

• the number of active pixels in the tile are larger than a threshold
Pactive and the number of pixels in waiting state represent at least
Pwaiting% of the number of active pixels.

• all active pixels in the tile are in waiting state.

2. We switch to the intersection kernel if one of the following holds:

• the number of active tiles are larger than a threshold Tactive and the
number of tiles in waiting state represent at least Twaiting% of the
number of active tiles.

• all active tiles are in waiting state.

For our tests, we have used a screen size of 512×512, a tile size of 16×16 pixels
and the following values for the rules:

Pactive = 30,

Pwaiting = 80%,

Tactive = 40,

Twaiting = 35%.

These values have been roughly determined through experimentation to give
good results for our test scenes. Small variations to the values do not affect the
results significantly.
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Figure 6.5: Tiling of the screen space and list of active tiles.



38 Chapter 6. Implementation



Chapter 7

Results

In this chapter we will present and discuss the results of the Bézier surface ray
tracer that was implemented on GPU as well as give a few suggestions on how
to extend the work.

7.1 Results

The implementation of the algorithms presented in this work has been tested
on a few scenes, illustrated in Figure 7.1. All tests were run on an NVIDIA
GeForce 6800 with a screen size of 512 × 512 pixels and a tile size of 16 × 16
pixels. The scenes were tested with two different bounding box tree depths to
investigate how this affects the rendering time. The data and results for the
scenes are given in Tables 7.1, 7.2 and 7.3. The data shows how many times the
traversal and intersection kernels were bound (loaded into memory) and how
many times they were executed on a tile. We also tested the performance of the
kernels and the results are given in Table 7.4.

The main work is made by the traversal and intersection kernels, which have
the highest instruction count. Switching kernels does not seem to have any
significant effect on the overall speed and as we can see, neither does the the
number of bounding boxes. We need more tests to determine the effect of the
tree depth however.

The results show that our GPU implementation is at least comparable with
the rendering speeds achieved in [17, 1] with CPU implementations. We will
not make a qualitative comparison with those CPU implementations, since it is
hard to make a fair one.
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In Figure 7.2 and 7.3 we show two of the problems that can arise when using
Newton’s method.

The test scenes for nonparametric triangular patches are shown in Figure 7.4.
These are simple scenes consisting of four patches only using no spacial parti-
tioning, thus every ray is tested against all surface patches. Both scenes reached
a speed of 17 fps using the numerical method to find intersections.

Scene teapot (1) teapot (2)
Patches 32 32
Bounding boxes 12423 3111
Tree depth 13 12
Traversal binds 433 233
Traversal executions 59391 44555
Intersection binds 29 27
Intersection executions 6253 5751
Frames per second 1.00 1.18

Table 7.1: Results from teapot scene tests.

Scene teacup (1) teacup (2)
Patches 26 26
Bounding boxes 8571 2671
Tree depth 13 12
Traversal binds 374 311
Traversal executions 74125 57802
Intersection binds 25 27
Intersection executions 6984 7169
Frames per second 0.89 1.01

Table 7.2: Results from teacup scene tests.

Scene teaspoon (1) teaspoon (2)
Patches 16 16
Bounding boxes 3433 1245
Tree depth 12 10
Traversal binds 581 388
Traversal executions 25638 20037
Intersection binds 31 28
Intersection executions 2764 2631
Frames per second 1.89 2.22

Table 7.3: Results from teaspoon scene tests.
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Figure 7.1: Test scenes for rectangular Bézier ray tracing. Screen is 512×512 pixels.
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Kernel Instruction count Pixel throughput (GP/s)
Generate primary rays 4 0.975
Initialize traversal 21 0.300
Check state 3 1.950
Traverse 157 0.061
Intersection 341 −
Continue (state) 21 0.433
Continue (intersection) 10 0.780
Shade 149 0.031

Table 7.4: Results from running NVShaderPerf on the kernels. Intersection kernel
failed to test pixel throughput.

Figure 7.2: Problem area on the knob of the teapot. Several control points coincide
and we run into numerical problems when computing partial derivatives.

Figure 7.3: To few bounding boxes have been created for the surface patches resulting
in bad initial guesses. We therefore find the wrong intersection or none at all.
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Figure 7.4: Test scenes for nonparametric triangular Bézier ray tracing. Screen is
512 × 512 pixels.
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7.2 Conclusion

We have shown in this work that it is possible to implement ray tracing of Bézier
surfaces on a GPU using Newton’s method and we have introduced bounding
box hierarchy traversal on GPU. The results show that our GPU implementation
is slower but still performs well compared to previous similar implementations
on CPUs. We have used load balancing and suggested and implemented the use
of tiling to speed up execution.

Furthermore, we have shown how to ray trace nonparametric Bézier triangles.
We have proposed two methods, one direct method using the cubic formula to
find the intersection analytically, and a numerical method based on Newton’s
method to handle an environment with limited floating point precision, which
we are presented with when working with GPUs. The numerical method has
been implemented and works quite well on our simple test scenes.

7.3 Future work

We have successfully implemented the basic parts of a Bézier surface ray tracer
on GPU, but there is still a lot of work that can be done. A first step to extend
the current ray tracer could be to add shadow rays and support for reflection
and refraction. We should also put more work into minimizing the numerical
problems that still exist and test the algorithm on larger and more complex
scenes.

Another point that certainly deserves some attention is the use of early-z culling.
This is a technique used by modern GPUs to avoid unnecessary execution of
fragment programs which we could utilize to speed up the execution. By making
a look-up in the depth buffer, the GPU can discard pixels before execution of
the fragment program. By setting up the depth buffer properly before executing
an expensive kernel, for example by running a small and much more inexpensive
kernel specialized for this task, we can avoid unnecessary work on inactive rays.

Further testing of nonparametric triangular surfaces would include the use of
more complex scenes and spacial hierarchies. Also, if future GPUs offers higher
floating point precision or if the current numerical problems can be solved, the
analytical approach would yield faster execution.

The algorithms in this work have all focused on cubic surfaces, but in some
cases it may be sufficient to use quadratic surfaces. Quadratic surfaces are
much more attractive when considering the numerical aspect and would also
yield faster algorithms.

In [17] rays are not traced one by one, but rather several rays at a time in
small packets. A similar approach should be possible to implement on a GPU,
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effectively reducing the total work of traversing the spacial hierarchy traversal.
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