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Abstract

Imaging is an invaluable tool in many research areas and other advanced domains such as health care. When
developing any system dealing with images, image quality issues are insurmountable. This report describes digital
image quality from many viewpoints, from retinal receptor characteristics to perceptual compression algorithms.
Special focus is given to perceptual image quality measures.

Categories and Subject Descriptors(according to ACM CCS): I.4.2 [Image Processing and Computer Vision]: Com-
pression (Coding); I.4.3 [Image Processing and Computer Vision]: Enhancement; J.3 [Computer Applications]:
Life and Medical Sciences;

1. Introduction

The value of an objective image quality metric is indis-
putable, it can play a variety of roles. First, it can be used
to monitor image quality in order to dynamically adjust it.
An example is a network digital video server that examines
the transmission quality and thereby can allocate streaming
resources. Second, the metric can be employed to optimize
parameter settings in image processing systems, such as bit
assignment in a compression algorithm. Third, it can be used
to benchmark image processing systems, a very important
role in the research context.

This technical report attempts to cover many aspects of
image quality. The initial sections will describe general
foundations for perceptual research. First, section2 will de-
scribe definitions and models for image quality research as
such. Next, some properties and limitations of the Human
Visual System (HVS) are presented in section3.

The next sections deals with image quality measures.
General subjective measures are described in section4.
Some common objective difference measures are explained
in section5. Note that the termobjective in this context
means that no human interaction is required to derive these
measures, the terminstrumentalhas also been used to under-
line this interpretation. Task-based measures are covered in
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section6. One could argue that they would fit in two two pre-
ceding sections, but this class of methods is seldom related
to the others in image quality research.

There are quite a few models attempting a more complete
description of image quality, these are described and dis-
cussed in section7. The final part of this report, section8,
covers perceptually elaborate image compression methods.
Finally, some concluding remarks are given in section9.

2. Image quality modeling

Image quality is difficult to assess for a number of reasons.
Firstly, image quality is perceptual by nature. This makes it
hard to measure in a standardized way and allows for per-
sonal preferences. Secondly, it can differ vastly between dif-
ferent domains. Acceptable disturbances in vacation photos
are not the same as in x-ray images. All in all, it is essen-
tial to start any image quality studies by developing a solid
foundation in form of a suitable image quality model.

A general three-step approach to developing image qual-
ity measures was given by Bartleson [Bar82]:

1. Identification of perceptual dimensions (attributes) of
quality

2. Determination of relationships between scale values of
the attributes and objective measures correlating with
them

3. Combination of attribute scale values to predict overall
image quality.
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Figure 1: Engeldrum’s Image Quality Circle. The ultimate
goal is to connect the imaging systems variables to subjec-
tive quality preferences. Steps 1, 3, 5, and 7 are prerequi-
sites, whereas 2, 4, and 6 need to be defined in a full quality
scheme. An example from artistic photography is given for
the prerequisites (purple text).

Bartleson’s basic approach has subsequently been ex-
tended into the Image Quality Circle [Eng99], where the
relation to attributes in the imaging system are introduced.
The goal of an imaging system designer is to use the quality
preference of the viewer to guide the technical design. Since
the viewer preference cannot be explicitly collected for each
change in the technical method, it is essential to have a qual-
ity model that predicts the resulting effect. The Image Qual-
ity Circle is seen is figure1, where the viewer corresponds
to the ”customer”.

1. Technology variables. Technical elements that are manip-
ulated to change the image quality. E.g. resolution, com-
pression algorithm.

2. System models. Models that predict the physical image
parameters from from the technology variables.

3. Physical image parameters. Objectively measurable im-
age attributes, such as spectrum, signal statistics, noise
measurements.

4. Visual algorithms. Models that compute the perceptual
entities (e.g. sharpness, darkness, graininess) from the
physical image parameters.

5. Customer perceptions. Perceptual attributes that describe
an image (e.g. sharpness, darkness, graininess).

6. Image quality models. Models that weight the perceptual
dimensions into a quality measure.

7. Customer quality preferences. An overall image quality
rating in a specific situation.

From the definition of the Image Quality Circle, the rela-
tion between objective and subjective quality measures be-
come clear. The objective measurements are often consid-
ered superior, since it is easier to achieve precision and ac-
curacy. However, objective measures miss the fundamental

point that humans, in most cases, are the final recipient of
an image. Therefore, a subjective measurement is the true
benchmark of quality.

The situation when the image is viewed can also affect
the quality assessment. If there is a clear task at hand, e.g.
in medical imaging, good quality means accurate diagnosis
and nothing else. Traditionally, irrelevant distortion is inter-
preted as errors that go unnoticed when observing for a few
moments. Zetzsche et al. [ZBW93] instead proposesStrict
irrelevance: if a critical observer given unlimited time can-
not find the difference. This is potentially a better model for
the diagnostic situation of classifying an image object.

A consideration for an image quality study is which at-
tributes that should be taken into account. Keelan [Kee02],
approaching image quality from a photography standpoint,
proposes a three-way classification of attributes: Type, as-
sessor type, and technical impact. The attribute type can be
personal, aesthetic, artifactual, or preferential. The type de-
termines whether the attribute can be objectively measured,
which is not the case for the two former types. Assessor
type can be 1st party (photographer), 2nd party (subject),
or 3rd party (independent). Technical impact tells whether
the imaging system can affect the attribute or not. The con-
clusion is that the attributes worth studying should be possi-
ble to objectively measure and independently assess, and, of
course, be affected by the properties of imaging system.

The way of measuring image quality depends on the ex-
istence of an ideal image. If the perfect image exists, e.g. in
image compression or television, the quality is usually mea-
sured as the impairment from the ideal. This is known as a
full-referenceapproach. In photography there is no known
ideal image, hence, ano-referencequality assessment is
needed. A third alternative is when the reference image is
only partially available, in the form of a set of extracted fea-
tures. This is referred to asreduced-referencequality assess-
ment. The objective methods in this report are of the full-
reference type.

The perceptual attributes are often overlapping, i.e. depen-
dent. One goal of a successful quality model is to reduce and
separate the set of attributes into a few orthogonal dimen-
sions. An example is the analysis Miyahara et al. [MKA98]
make of their own Picture Quality Scale consisting of five
components, see section7.2.

3. Human Visual System

This chapter briefly describes the aspects of the Human Vi-
sual System (HVS) that are important for a discussion of
perceptual image quality. First, the most important ”signal
processing components” of the HVS are presented. Then,
the HVS limitations allowing imperceptible distortion are
explained.
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Cone Rod

Amount 6 million 120 million
Location Central Overall

Color detection Yes No
Working light Daylight Twilight

Sensitivity peak 555 nm 500 nm
Dark adaptation 10 min 30 min
Response time 0.08 s 0.3 s

Table 1: Characteristics for retinal light receptor types:
cones and rods. The sensitivity peaks of 555 nm and 500
nm corresponds to greenish yellow and bluish green, respec-
tively.

3.1. Signal processing

This section describes the function of the human vision from
a signal processing perspective. Two main parts are covered:
the detection in the retina and the processing in the brain’s
cortex. This presentation is based on the book by Wade and
Swanston [WS01], where further details can be found.

The basic components of the HVS are well known through
extensive research over the years. The most advanced studies
have, however, only been conducted on monkeys. Neverthe-
less, the overall similarities between monkeys and humans
are so large that it safely can be assumed that the results are
valid for humans as well.

3.1.1. The eye

The retina is an outgrowth from the central nervous system
with approximately 130 million receptors. The receptors are
of two types (named after their shape): cones and rods. Their
respective characteristics are shown in table1. The cones are
fewer and located in the fovea centrally in the retina, the fo-
cused part of our vision. The rods are distributed evenly over
the retina thereby solely constituting our peripheral vision,
they are also more sensitive to dim light.

The cones are often said to be color detecting. However,
all receptors are equal in the respect that they merely signal
the absorption of photons, which depends on both photon
intensity and wavelength. The same signal can result from a
wide range of intensity and wavelength combinations. They
key to detect color is that cones come in three types with
different wavelength sensitivity. By processing input from
several cone types, the color can be extracted. Since the rods
are of one type only, they cannot yield color information.

The difference in sensitivity peaks between cones and
rods explains the effect known as Purkinje shift. Since the
rods are dominant in dim light, the HVS is then most sensi-
tive to bluish-green colors (500 nm). In daylight, the sensi-
tivity of the cones dominates, having its peak at greenish-
yellow (555 nm). Therefore, bluish-green objects appear
brighter in dim light than in daylight, whereas the opposite
is true for greenish-yellow objects.

The cones and rods are connected the ganglion cells that
constitute the optic nerve. The 130 million receptors are con-
verged into 1 million ganglion cells. This re-coupling is an
important part of the signal processing. Central receptors,
mostly cones, often have a one-to-one connection with a
ganglion cell, while ganglion cells corresponding to periph-
eral parts connect to large areas of receptors.

The area of the retina that influences a ganglion cell is
called its receptive field. The resulting signal at ganglion
level depends on differences over the receptive field rather
than e.g. average stimulus level. For spatial differences (pat-
terns) there are on-center cells that are excited by light in the
center of the receptive field, but also inhibited by stimulus
in the annular surround. The opposite is valid for off-center
cells. There are also cells registering wavelength differences
between the center and surround. Variations over time are
detected by other ganglion cells, X cells detect sustained
stimulus whereas Y cells respond to onset and cessation of
stimulation.

The on-center and off-center cells correspond to the fre-
quency sensitivity. Maximum response are given for spatial
variations, where the projected size on the retina corresponds
to the affected receptive field. For instance, a pattern of al-
ternating lines is best detected if the projected line width ex-
actly covers the center region of the field.

In summary, the inhibitory function when combining the
retinal stimulus act to enhance edges and boundaries. This
feature also causes some well known optical illusions known
as Mach bands or Hermann-Hering grids.

3.1.2. The visual cortex

The optical nerve connects to different parts of the brain’s
visual cortex. A re-coupling is again made, so that the re-
ceptive fields of brain cells have a different character than
the ganglion cells. Clusters of brain cells can be thought of
as feature detectors. Some of these feature detections serve
as input to the more advanced ones in a hierarchical setup.
Some features recognized are:

• Light intensity
• Color
• Edges of certain orientation
• Edge movement
• Edge disparity (compares the input from same retinal lo-

cation in the two eyes)
• Complex stimuli, e.g. faces

The size of the cortex dealing with fovea stimulus is
disproportionally large compared to its relative size in the
retina. Thus, much of the visual system’s signal processing
power is assigned to the central visual field. This would be a
problem if the eyes were stationary, since an interesting ob-
ject so easily could move out of focus. However, the brain
has exquisite control over eye movements, which is tightly
integrated with the visual system.
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The further one goes from the eye into the cortex, the
harder it is to conduct experiments to study the HVS signal
processing. The result is that the function of the eye is quite
well understood, whereas the more complex interpretation in
the visual cortex is less known.

3.2. Perception limitations

The HVS is tuned to analyze the features that were histori-
cally most important for survival. In return, there are other
features that cannot be distinguished or are easy to overlook.
The limitations form the basis for much research on per-
ceptual image quality from a psychovisual standpoint. There
are several image quality measures attempting to model the
components of the HVS, in order to quantize the visibility of
image distortion. The limitations of the HVS has also been
used to directly guide image compression to yield only in-
significant distortion.

The limitations of the HVS have been determined by ex-
tensive psychovisual experiments using simple patterns. The
advantages of such studies are that they can be well con-
trolled and the results are suitable for validation. However, it
is unclear to which extent the results for simple patterns are
possible to ”extrapolate” to natural images.

In psychovisual experiments, frequency is defined in
terms of the space angle of the observer’s eye. The unit is
cycles/degree. This means that to compare the spatial fre-
quency of an image as it is defined in signal processing to
the observed frequency, the observation geometries must be
known: pixel size and viewing distance.

The limitations of the HVS relevant to image quality are
the following:

Luminance sensitivity Detection of luminance differences
depends on the luminance level. The HVS is more sen-
sitive at higher luminance levels, which is commonly re-
ferred to as Weber’s law. The sensitivity is normally mod-
elled by a power-law relation.

Frequency sensitivity The contrast sensitivity of the HVS
depends on the observed frequency. The Modulation
Transfer Function (MTF) of the HVS, commonly called
the Contrast Sensitivity Function (CSF), is of band-
pass nature where the peak can occur between 2-10 cy-
cles/degree [Bra99] depending on the viewer and obser-
vation environment, see figure2. The drop-off at high fre-
quencies is caused by the optics of the eye, whereas low
frequencies are damped in later stages of the visual sys-
tem.

Spatial frequency selectivity The HVS is tuned to narrow
ranges of spatial frequency, depending on frequency and
orientation. Vertical and horizontal frequencies are pre-
ferred, called the oblique effect [App72].

Masking The detectability of a certain pattern is reduced
by the presence of an overlayed pattern. This can cause

Figure 2: An example of a human Contrast Sensitivity Func-
tion (CSF), after [JJS93]. The HVS sensitivity is of band
pass nature, with a peak at 2-10 cycles/degree depending
on viewing situation.

noise to be unnoticed. Also, variations in the microstruc-
ture of a texture are hard to find if the macrostructure is
intact. Masking is a very complex process, being difficult
to capture in generally reliable models.

Peripheral vision The peripheral vision is blurry and insen-
sitive to colors. Noise can pass unnoticed if that part of the
image is never studied.

In many quality metrics, the luminance level used to
model Weber’s law uses the global luminance level of the
image, i.e. the average luminance. However, natural images
often show great variation in local luminance, which makes
the average approach invalid [EB98].

As stated in section2, the goal of the observation affects
the quality criteria. HVS-based perceptual error measures
often assume a passive observation, thus measuring if distor-
tion is visible in casual viewing of an image. A different ap-
proach is the ”strict irrelevance” of Zetzsche et al. [ZBW93],
where distortion visibility during active scrutiny is in focus.
The passive approach is highly valid for e.g. vacation pho-
tos, whereas active viewing seems like a more appropriate
model for medical diagnostic work. The benefit of exploit-
ing HVS limitations is likely to be higher for passive view-
ing. For instance, it has been shown that the masking effect is
dependent on how familiar the test person is with the image
[WBT97].

4. General subjective measures

As stated above, image quality is perceptual in nature. Thus,
to truly measure image quality a subjective assessment is
needed. The problem when involving real people is that the
efficiency and effectiveness of such studies is very low com-
pared to an computerized objective study. Nevertheless, to
validate automated approaches, user studies are insurmount-
able for image quality research.
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Number Quality Impairment

1 Bad Very annoying
2 Poor Annoying
3 Fair Slightly annoying
4 Good Perceptible, but not annoying
5 Excellent Imperceptible

Table 2: Mean Opinion Score categories for image quality
and impairment recommended by ITU-R.

The process of assigning numbers to perceptual sensa-
tions is referred to asscaling. This chapter explains some of
the most common methods used. The experiments employed
in these methods can be divided into four types:

• Single-stimulus: Assess the quality of a single image
• Double-stimulus: Assess the quality for both images in a

pair
• Dissimilarity: Assess the overall difference between two

images
• Difference: Assess the difference in quality between two

images

4.1. Global scaling

This section describes some methods to convert large scale
perceptual differences into numbers. The termglobal scal-
ing refers to the large differences, as opposed to the near-
threshold differences in focus forlocal scaling in the next
section.

In category scaling, the test persons translate their sen-
sation of image quality or other attributes into one category
from a given set. The categories are usually ordinal, i.e. they
correspond to ordered levels.

The Mean Opinion Score (MOS) is a common categorical
scaling method. The observer assesses the quality of the im-
age compared to an original and gives it a score. The scale of
the quality difference is defined through descriptive words.
Two scales recommended by ITU-R for quality levels and
image impairment, respectively, are given in table2.

The score is then averaged over many observers. It can be
argued that the definitions above is prohibitively fuzzy, and
that each observer will make a different interpretation of it.
Nevertheless, when a large number of observers is used, the
average is more likely to be consistent with ”general image
quality”.

There is, however, an important drawback of MOS and
similar methods. The intervals of each category are very
likely to be of unequal size [Mar03]. For instance, the differ-
ence in sensation between categories 1 and 2 may be much
different from 4 and 5, even though the numerical distance
is identical. This often neglected effect may introduce errors
in subsequent statistical analysis.

One way to obtain close-to-equal category intervals is to
remove the category descriptions. This method is referred to
asnumerical category scaling[Mar03]. Having only a num-
ber for each category, it has been shown that humans tend
to calibrate the perceptual scale well. A requirement is that
the number of categories must be limited. The most reliable
method to achieve a linear sensation scale ispaired compar-
ison scaling[She62], where numbers are avoided altogether.
Instead the test person is presented with two pairs of images
and the task is to select the pair with least difference. A rank
order analysis of the pairs reveals the scale. The experiments
required are unfortunately extremely time consuming.

Another type of global scaling method istradeoff scal-
ing [MNP77], where quality is expressed in Gaussian noise
equivalents. The impaired test image is displayed together
with versions of the original image distorted by differing
amounts of additive Gaussian noise. The task of the test per-
son is to select the noise image best corresponding to the test
image in terms of overall quality.

The above methods all deal with a single quality dimen-
sion. However, it is often evident that the overall quality
is dependant on several perceptual attributes, e.g. blur and
noise. Differences in the assessments of different test per-
sons or different image-related tasks can then be modeled as
different weighting of the perceptual attributes.Multidimen-
sional scaling[Mar03] is the method needed to study image
quality from this viewpoint.

A graphical tool to assess multidimensional image qual-
ity is called Hosaka plots [Hos86]. The test and reference
images are divided into a hierarchical block structure. For
each block size, the average error mean and standard devia-
tion are calculated. The values are plotted in structured man-
ner, as shown in figure3. Large areas of the polygons thus
correspond to low image quality.

4.2. Local scaling

Small perceptual differences are studied inLocal scaling.
The dominating method isJust Noticeable Difference(JND).
However, JND can be extended to a global scaling method,
as will be presented later on. The foundation of the JND
method is that perception is a probabilistic phenomenon. If
a number of observers are asked to compare two images and
select the one with highest quality, the selection would prob-
ably differ somewhat. The probability distribution depends
on the quality difference.

The usefulness of JNDs as measures of image quality and
image attributes in general, is due to the a number of charac-
teristics. First, they are easily interpreted units. Furthermore,
the concept is suitable for minor quality differences that are
common when comparing test and reference systems. JNDs
can also be extended to cover a wide range of image quality
differences.

JND assumes a series of pairwise comparisons with
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Figure 3: An example of a Hosaka plot for error estimation.
The left part shows standard deviation errors for different
block sizes, the right part shows mean errors.

forced selection. Then, JND is defined in terms of detection
certainty as follows:

If two images differ by one 50% JND (JND50), the
difference between them will actually be detected 50% of

the time.

With a JND50 (i.e. a JND of 50% detection certainty),
the difference will not be detected in the other 50% of the
cases, and the observer has to select randomly. Thus half
of these selections will be correct as well. Therefore, one
50% JND corresponds to a 75:25 outcome of the pairwise
selections. In mathematical terms:p0 = (1+δ)/2, wherep0

is the probability of a correct selection (here 75%), andδ is
genuine detection (here 50%). Images within one 50% JND
of one another are normally considered to be functionally
equivalent, whereas a difference exceeding two 50% JNDs
is of clear significance.

Having definedJND50, the outcome of a pairwise selec-
tion can be transformed to a quality difference measure∆Q.
The pairwise comparisons are modeled by a probability dis-
tribution, typically a normal distribution. The outcome of the
selections,p, can then be connected to a deviationz, see fig-
ure 4. Relating the deviation for a test with the reference
deviation forJND50, the quality difference∆Q is obtained,
see equation1. Some∆Q, z, andp values based on normal
distribution andJND50 are given in table3.

∆Q =
z(p)

z(p0)
(1)

The deviation only depends on which distribution that is
assumed. An alternative choice is an angular distribution
[Kee02], basically a positive peak of a sinus curve. The

Figure 4: Connecting the output of a JND experiment, the
detection probabilityp (blue area), with a statistical deviate
z. Here, a normal distribution is used.

∆Q z p

1.0 0.67σ 75%

2.0 1.35σ 91%

3.0 2.02σ 98%

Table 3: Quality difference∆Q related to deviationz and
pairwise selection outcomep. Based onJND50 and normal
distribution with standard deviationσ.

shape is similar to normal distribution, but the angular dis-
tribution has no tails, which better corresponds to the JND
results of very different images.

JNDs as presented so far can only be used for small qual-
ity differences. The dynamic range is not greatly exceeding
1.5 50% JNDs compared to a reference. The main reason is
that for a comparison where there is 100% selection of one
image, we cannot know if that corresponds to 3 or 17 JNDs.
In order to use JNDs over larger quality ranges, i.e. for global
scaling, several reference images covering the whole inter-
esting quality range can be used.

Let the physical attribute be objectively measured in a
metric Ω, monotonically related to the perception. By per-
forming grouped pairwise comparisons where each refer-
ence image is compared to a number of similar images, a
number of local JND functionsQi(Ω) are found, each valid
for a narrow interval around reference pointΩi as shown in
figure5. The local derivativeQ′

i(Ω) can be found through a
linear approximation. Finally, by integrating the local deriva-
tives, a difference inΩ can be directly mapped to a percep-
tual difference∆Q.

5. Objective difference measures

This section will describe a number of low-level image qual-
ity measures, both physical and perceptual ones. The term
objectiveshould here be interpreted as ”not requiring human
interaction”, as opposed to section4. These measures can
be used on their own, but they can also be part of the more



C. Lundström / Measuring digital image quality 7

Figure 5: Combining several narrow-range JND measures
into a full-scale perceptual difference mapping.Ω is the
studied physical attribute of the images. Each local JND
function is approximated by a linear function, whose deriva-
tives are integrated into the mapping function covering the
wholeΩ range.

complex models described in the section7. A very common
usage is also as benchmarks for the high-level models.

5.1. Physcial difference

A very simple and very common distortion measure is Root-
Mean-Square Error (RMSE). It is defined in equation2.

RMSE =
“ P

i(pi − qi)
2

n

”1/2

(2)

The pixels of the two images are given bypi and qi.
Hence, the images are compared pixel for pixel, and the re-
sulting distortion measure is averaged over all pixels. Mean-
Square Error (MSE) can also be used, it is simplyRMSE2.

RMSE may not be comparable between different images,
if the signal in the images differ greatly. A better choice in
that case is Signal-to-Noise Ratio (SNR) or Peak Signal-to-
Noise Ratio (PSNR). These measures relate the error to the
content of the image, thereby yielding a better impression of
how important the noise is. SNR is expressed in dB and is
commonly defined as in equation3. To achieve PSNR the
numerator is replaced by the highest possible signal value.

SNR = 20 · log10

“ P
i p2

iP
i(pi − qi)2

”
(3)

Physical difference measures are known to have severe
limitations. It is very easy to find examples where images
of equal physical error are very different perceptually. An
example is given in figure6.

5.2. Perceptual difference

Perceptual pixelwise difference has mainly been studied
within color research. Hence, two areas ignored by the phys-

ical difference measures above are handled: perceptual as-
pects and color images. In 1976, two color spaces were
standardized by CIE, CIELUV for illuminant colors and
CIELAB for surface colors. These spaces were intended to
be equalized such that a distance in the space corresponded
to an equal perceptual difference regardless of the position
in space. However, subsequent research has proved that this
goal was not achieved.

CIELUV has fallen out of favor in the research area, in-
stead many extensions to CIELAB have been proposed over
the years. A novel standardization effort was made by CIE
in the late 90s. Using the experiences and test data sets of
the existing CIELAB extensions, the new color difference
measure∆E00 (a.k.a. CIEDE2000) was derived [LCR01].
It performs substantially better than CIELAB and is the best
or at par with the best measures for all data sets tested.∆E00

has also been tested on illuminant colors. The main improve-
ments are for blue colors and grayscale images. The calcu-
lation of the CIELAB metrics is given in appendixA.

So far the discussion has been limited to pixelwise mea-
sures. In order to get a complete measure of perceptual
differences in an image, the spatial frequency must be ac-
counted for. Such an effort is the S-CIELAB model [ZW96]
that extends the original CIELAB color space with approx-
imations of the human CSF. S-CIELAB has also been com-
bined with∆E00 [JF03]. A neighboring area is Color Ap-
pearance Models (CAMs), where the environment of col-
ors is in focus. The different versions of CIELAB are based
on experiments on large patches of color. However, it is
well known that the color appearance of small patches are
heavily influenced by neighboring colors. These effects are
accounted for in CAMs, as well as differences in media
and viewing conditions. This research has culminated in the
CIECAM02 model [MFH∗02], recommended by CIE.

6. Task-based image quality

A natural way to define image quality is to study how the
performance of an image-based task. In medical imaging,
this means that an image is of good quality if the resulting
diagnosis is correct. This validity of this approach is under-
lined by the fact that experience and viewing search strate-
gies play a major role in the perception of artefacts [EB98].
Task-based image quality is the dominating approach in im-
age quality research within the medical domain.

By carefully setting up psychophysical experiments, it is
possible to derive a reliable measure of task-based image
quality, usually using ROC analysis. However, these studies
are very cumbersome, since many people need to perform
many time consuming tests. Given that the research goal is
often to study a whole range of parameters, the number of
test cases are subject to a combinatorial explosion, making
human experiments completely unfeasible. Therefore, there
has been considerable interest in ”model observers” that au-
tomatically predict the performance of a human observer,



C. Lundström / Measuring digital image quality 8

Figure 6: Failure of physical difference measures. Top left is the original image. The other five images have equal distortion in
terms of RMSE, but the distortion is of different type (left to right, top-down): Salt-pepper noise, shifted mean, lowered contrast,
blurred, quantized. Clearly, RMSE is not a sufficient image quality measure.
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especially in radiological image quality research. Below we
will present ROC followed by a review of model observers.

6.1. Receiver Operating Characteristics (ROC)

Receiver Operating Characteristics (ROC) is used to mea-
sure the performance of a binary prediction method. A com-
mon prediction task is to detect whether a certain signal is
present in the image or not. Comparing the predictions with
the known correct responses, an evaluation is achieved in
terms of True Positives (TP), False Positives (FP), True
Negatives (TN), and False Negatives (FN), see left part of
figure 7. From these entities the two important properties
sensitivityandspecificityof the method can be derived. Sen-
sitivity denotes how well the method detects positives and is
defined asTP/(TP+FN) . Specificity corresponds to how
well false alarms are avoided, defined asTN/(FP + TN).

ROC values are plotted in a two-axis diagram, with the
ratio of True Positives on the vertical axis and ratio of False
Positives on the horizontal axis. The prediction is assumed
to be dependant on a detection threshold parameter. Varying
this parameter results in different ROC values, turning the
ROC plot into a curve, as shown in right part of figure7.

The best possible prediction method would yield a graph
that was a point in the upper left corner of the ROC space,
i.e. 100% sensitivity (all true positives found) and 100%
specificity (no false positives). For a completely random pre-
dictor, the ratio of TPs and FPs would always be equal,
yielding a diagonal line in the plot. Results below this no-
discrimination line would suggest a detector with consis-
tently erroneous results, and could be used as a detector if
its decisions were inverted.

The ROC plot can be summarized into a single value. Fre-
quently used is the area between the ROC curve and the no
discrimination line. The better predictor, the larger the area
becomes. This measure can well describe the performance of
the method, but naturally not capture the complete trade-off
pattern given by the plot.

6.2. Model observers

As for any subjective assessment, an automatic alternative to
ROC is wanted to facilitate studies. These methods to mimic
the performance of a human observer for a certain task is
called model observers and are the target of much research
efforts within psychophysics and medical imaging.

The tasks defined in model observer research are usually
based on real-life diagnostic classification tasks, such as le-
sion detection. In order to apply the automatic models, the
tasks need to be very distinct and simple. A common setup
is a ”two alternative forced choice” (2AFC), where the task
is to determine whether a signal is present or not. Test data
consists of the signal to detect and its background, where at
least the signal is most often simulated [ZPE04] to enable

Level : Anatomical feature

1 : Cortical and trabecular bone structures
1 : Air filled compartments
1 : Sella turcica
1 : Cerebellar contours
1 : Cerebrospinal fluid space around the brain stem
1 : Great vessels and choroid plexuses after intravenous contrast
2 : The border between white and grey matter

Table 4: The standardized diagnostic quality criteria for a
CT examination of the scull base. Quality level 1 isVisually
sharp reproduction, 2 isReproduction.

extensive experiments. Another property of the task is the
extent that the signal is known by the observers. It is com-
mon to assume that the signal is known exactly or that its
variation is highly restricted. All in all, the experiments are
reasonably close to a fairly large portion of real diagnostic
tasks. Nevertheless, the simplifications do remove important
aspects. Many diagnostic situations are not well described
by binary detection tasks, such as estimating a size or giving
a level of certainty for the diagnosis.

There are numerous types of model observers. Early re-
search efforts focused on the ideal Bayesian observer, which
performs the optimal classification. There are situations
where this approach is possible to employ and predicts hu-
man performance, but its limitations spurred development of
other models. The most commonly used models are [ZPE04]
”Non-prewhitening matched filter observer with eye filter”
and different types of the ”Hotelling observer”. The ob-
servers are linear and detect signals by calculating the dot
product of a template with each local region in the image.
Characteristics of the HVS are incorporated to differing ex-
tent.

6.3. Standardized diagnostic image quality

In the medical practice, image quality can be defined as the
possibility to make the correct diagnosis, i.e. a type of task-
based image quality. The European Commission has devel-
oped a standardization of image quality, e.g. for Computed
Tomography images [eur99]. The primary goal was to admit
lower radiation dose without affecting diagnostic fidelity, i.e.
retaining ”diagnostically lossless” quality.

For each type of examination, a number of important
anatomical features are listed along with a quality level re-
quired for diagnostic fidelity. As an example, the quality cri-
teria for the scull base is listed in table4. The standard de-
fines only two quality levels:

• Reproduction: Details of anatomical structures are visible
but not necessarily clearly defined.

• Visually sharp reproduction: Anatomical details are
clearly defined.
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Figure 7: Receiver Operating Characteristics (ROC). Left: Outcome from a detection experiment. There are two groups of
cases, positives (red) and negatives (blue). A detection method computes a distinguishing measureΩ to separate the groups,
where the typical result is overlapping distributions. When setting a threshold (green line) to predict positive/negative cases,
there is always a tradeoff between sensitivity and specificity. Sliding the threshold line corresponds to sliding along the ROC
curve to the right. Right: ROC curve. If the two distributions overlap completely, the ROC curve will be the diagonal no-
discrimination line. The better the prediction method, the closer to the top left corner the curve gets.

7. Composite image quality models

In this section general-purpose image quality measures de-
rived from more or less complex models are described. The
general components of the models are fairly similar, these
components are presented in the next section. In the follow-
ing sections, some important models are briefly described,
divided into two types: error sensitivity and structural simi-
larity models.

7.1. General framework

A typical framework for assessing image quality consists of
up till five steps:

1. Pre-processing. A number of basic operations is per-
formed to remove known distortions from the signal. Ex-
amples: transformation to a HVS-adapted color space,
simulation of display device characteristics, and simula-
tion of eye optics.

2. CSF filtering. The contrast sensitivity function (CSF) de-
scribes how the sensitivity of the HVS varies for spatial
and temporal frequencies. The signal is usually weighted,
mimicking the effect of the CSF.

3. Channel decomposition. The image contents is typically
separated into components, which are selective for fre-
quency (spatial and temporal) and orientation. These
components are called ”channels” in the psychophysical
literature. A common choice of channels are the subbands
of a wavelet transform, but they can also be more sophis-
ticated, attempting to mimic the processing of the human
visual cortex.

4. Error normalization. The error, i.e. the difference be-
tween the reference and distorted signals, is normalized

for each channel. Apart from weighting the channel error
contributions, the normalization accounts for ”masking”,
i.e. how the visibility of an error in a channel is influenced
by image contents and errors from other channels.

5. Error pooling. The result of the assessment is usually
a single quality value. Therefore, the normalized errors
must be consolidated over the spatial extent of the image
and across the channels. Usually, a Minkowski metric is
used, see equation4.

E =
“ X

l

X
k

|el,k|β
”1/β

(4)

The total errorE is consolidated from the partial errors
el,k, wherek is the spatial index,l is the channel index, and
β is a constant typically between 1 and 4. The higherβ, the
more the total error is influenced by large single errors,β =
inf selects the maximum single error. It has been shown that
the best selection ofβ depends on the spatial extent of the
error [PAW94], i.e. errors that are spatially close are easier
to detect than distant errors.

There are two general problems with image quality mod-
els based on this scheme. First, in order to combine errors
across channels through a straight-forward Minkowski met-
ric, the channel errors should be independent. Error sensitiv-
ity models often use wavelet subbands as channels, which
are highly correlated. An important task is to reduce this
and other dependencies. Second, the cognitive understand-
ing and the visual interaction are known to affect the per-
ceived quality of an image. Cognitive factors could be the in-
structions for the assessment or prior information/experience
of the image content. Visual interaction consists e.g. of eye
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movements and fixation. Image quality metrics have diffi-
culty in incorporating this aspect, since it is hard to quantify.

7.2. Error sensitivity

The traditional view of image quality is in terms of error sen-
sitivity. The image is thought of as the sum of an undisturbed
signal and an error signal. The loss of image quality is as-
sumed to be directly related to the visibility of the error sig-
nal. Thereby, the task of assessing image quality translates to
making a psychophysical analysis of the error signal, to de-
termine its visual impact. The error sensitivity approach can
be said to answer the question ”How big is the difference?”

Error sensitivity models employ a bottom-up approach,
originating from simulations of the HVS. The implemen-
tations are often complex, but the strength of this so-
called mechanistic approachis the solid foundation from
psychophysical experiments, incorporating state-of-the-art
knowledge about the HVS into the image quality measure.
The examples presented above are very elaborate models in
this respect. Nevertheless, the usefulness of these models has
been questioned [EB98], [Mar03]. First of all, error sensitiv-
ity models are based on the assumption that image quality is
the same as error visibility. This is not necessarily true, es-
pecially not in medical imaging. Clearly visible errors may
not be important, the simplest example is to multiply every
pixel with a scale factor.

Moreover, the psychophysical foundation introduces
problematic generalizations. The experiments usually esti-
mate the threshold at which a stimulus is barely visible. The
extrapolation of these near-threshold models to assess larger
(suprathreshold) distortions is not obvious. The experiments
are also based on simple patterns such as spots and bars. The
assumption that these results are valid also for complex nat-
ural images is difficult to verify.

An important quality metric based on error sensitivity is
the Sarnoff model. It has found many practical applications
and is a common benchmark for other metrics. It exists in
monochrome versions [Lub93], [Lub95] and for color im-
ages [Fib97], the latter is available as a commercial prod-
uct. Another often cited image quality measure is the ob-
jective Picture Quality Scale (PQS) introduced by Miyahara
et al. [MKA98]. The PQS builds a distortion attribute space
from five separate quality measures, to some extent focused
on block-based compression. Subjective assessments on a
MOS scale determined how to combine the components, the
two most important parts were structural error (in terms of
local correlation) and errors in high-contrast regions. Even
though much effort was put into PQS, its merits are unclear.
A much simpler alternative with better performance for a
limited test set was suggested by Fränti [Frä98], see section
7.3.

Daly introduced the Visible Differences Predictor (VDP)
[Dal93]. The VDP is used to predict how visible differences

between two images will be to the human eye, which is a
common approach in early vision models [ZH89], [TH94].
The result is a difference image that for instance can be su-
perimposed on the original image for manual error analysis.
Thus, the output is not collapsed into a single number, which
has advantages as well as drawbacks. Quality rankings are
not possible, but the nature of the error is easy to analyze
visually.

The above methods all deal with a single quality differ-
ence. Martens [Mar03] suggests a multidimensional scaling,
see section4.1. This no-reference approach assumes that the
types of distortion to study are known a priori. The model
includes objective measures for three important distortion
types: blockiness, noise, and blur.

7.3. Structural similarity

In error sensitivity models image quality is defined in terms
of perceived errors. But, as stated in among its limitations,
this definition is often inappropriate. Modulating an image
by scaling its intensity values does not change its informa-
tion (apart from saturation effects), whereas the difference is
clearly visible. The structural similarity approach employs
a different quality definition: image degradations are per-
ceived changes in structural information. A structural sim-
ilarity measure can be said to answer the question ”How im-
portant is the difference?”

The most significant characteristic of the framework is
that low-level assumptions of the HVS are not needed. For
instance, the CSF filtering is not employed. The HVS prop-
erties are implicitly accounted for through the quality defini-
tion itself: structures are important.

Both the strength and the weakness of the structural simi-
larity approach lies in its lack of explicit HVS influence. The
weakness is that solid psychophysical research does not back
up the model. However, the quality definition that degrada-
tion of structures best describes image quality seems more
appropriate in many situations, very much so in the medi-
cal context. Not using phsychophysical experimental results
also mean that the suprathreshold and natural image com-
plexity problems described above does not apply. On the
other hand, it is reasonable to assume that structural similar-
ity measures are less accurate for near-threshold distortions.

The cognitive part of image quality has to some extent
been incorporated in the structural similarity approach. The
implicit assumption is that finding structure is the goal for
the cognitive process. Cognitive interaction is still, however,
a major factor for image quality assessment that is beyond
control.

Wang et al. [WBSS04] introduced the term structural sim-
ilarity and suggested a measure called SSIM. They separate
the signal into three channels: local luminance, local con-
trast, and local structure. Luminance is defined as the inten-
sity mean, contrast as the standard deviation, and structure
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as the correlation of the normalized signal. The error nor-
malization is implemented by ad hoc functions, having qual-
itative similarities with Weber’s law and contrast masking of
the HVS. The results show a good correlation with subjec-
tive quality ratings and outperforms the Sarnoff model.

Another example is the measure proposed by Fränti
[Frä98]. As for PQS, its focus is to assess the image qual-
ity result of block-based compression schemes. The compo-
nents of the quality measure are errors in contrast, structure,
and quantization (gray level resolution) captured by straight-
forward operators.

8. Perceptual coding

One of the main motivations for perceptual image quality
measures is that they can be used to optimize image com-
pression methods. This application of image quality, referred
to asperceptual coding[JJS93], is the topic of this section.
Image compressions schemes generally attempt to make
compression artefacts invisible to the human eye, but the
perceptual aspects are accounted for in varying degree. Be-
low, some examples of elaborate perceptual coding schemes
are presented. The common denominator of these methods
is that they attempt to translate HVS limitations to the DCT
or wavelet domain.

When JPEG was state-of-the-art in image compression,
several researchers achieved perceptual enhancement of the
DCT coding within the JPEG standard. Perceptually derived
multipliers for DCT blocks have been used to spread the per-
ceptual error evenly in the image [RW96]. Other work aimed
at estimating the perceptual importance of each single DCT
coefficient by mapping the DCT frequency space to the HVS
cortex transform [TS96], [HK97].

Wavelet-based compression has been in focus in recent
years, also within perceptual coding. Enhancements have
been achieved by mapping each individual wavelet coeffi-
cients to a perceptually uniform domain prior to quantiza-
tion [ZDL00]. In other efforts, the options of the JPEG2000
standard have been utilized [TWY04].

The VDP model of section7.2 has been adapted to the
wavelet based compression context by Bradley [Bra99], sug-
gesting the Wavelet VDP (WVDP) model. The frequency
sensitivity characteristics of the visual cortex, i.e. an oriented
band-pass structure, is very similar to a wavelet decomposi-
tion, as seen in figure8. This observation makes it plausible
that error visibility can be deducted directly from wavelet
coefficients, thus being able to guide an efficient quantiza-
tion.

The main perceptual operator in WVDP is a threshold
elevation function, that estimates how much error a coef-
ficient of a certain subband can have without resulting in
visible error. The function is based on psychovisual exper-
iments assessing impact of noise added to wavelet coeffi-

cients [WYSV97]. The general characteristic of this func-
tion across all subbands is that large coefficients can be more
heavily quantized. Comparing two images, the probability of
detecting an error at a pixel is given by the relation of coef-
ficient difference to the threshold function, combined for all
subbands.

An inherent problem of this approach is that wavelet co-
efficients are not equal to image contrast, which is the basis
of the HVS model. This simplification assumes that local lu-
minance is constant across the image, removing the effect
of varying luminance sensitivity of the HVS. The validity of
this simplification remains unclear. Furthermore, the normal
critically sampled wavelet decomposition employs subsam-
pling, meaning that a single coefficient in a subband corre-
sponds to a whole region of the original image.

9. Conclusions

As this report has demonstrated, digital image quality is an
extremely complex issue. The ultimate goal is to devise a
generally applicable quality measure, but no such method
can be seen at the horizon. There are many branches of sci-
ence working with digital image quality. In each branch,
there are existing methods that solve the everyday needs for
quality assessment. It is as easy to show deficiencies for each
of these methods as it is hard to define new ones that can be
put to practical use with better results. In fact, even RMSE
or PSNR can be hard to replace given their simplicity.

Psychovisual studies continue to explore the subtleties of
the HVS. Even though there is still much to learn there, it
seems like only incremental progress can be expected. Un-
less revolutionary results are achieved, improved HVS mod-
eling will have limited impact on image quality in general in
the future. We already see that the complexity of image types
and viewing situations makes consistent use of advanced
perception models virtually impossible. Nevertheless, there
seems to be substantial potential in developing perceptually
correct quality measures as domain-specific efforts. Since
the tools of the trade differ extensively between the science
domains encountered in this report, there is probably much
to be gained by cross-discipline synergies.

Appendix A: CIELAB metrics

This section describes the equations needed to transform RGB col-
ors into CIELAB color space and how to calculate perceptual dif-
ference measures∆E∗

ab (of CIE 1976) and∆E00, see section5.2.

The conversion of RGB components to theL∗a∗b∗ components
is performed in two steps. First, the RGB colors are transformed
into CIE XYZ tristimulus coordinates using equation5. As the RGB
color components used in computer graphics do not refer to any
particular standardized color space, one solution is to approximate
them by the standardized sRGB colors (RGB709) [Gen90, Poy97].
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Figure 8: The similar frequency characteristics of cortex processing in the HVS (left) and four-level wavelet decomposition
(right). After [Bra99].

24X

Y
Z

35 =

240.412453 0.357580 0.180423

0.212671 0.715160 0.072169
0.019334 0.119193 0.950227

35 ·
24R709

G709

B709

35 (5)

In the second step, the tristimulus XYZ are converted toL∗a∗b∗,
whereL is the luminance component, using equations6 through9
[LCR01]. The white-point, (Xn, Yn, Zn), in the CIE XYZ color
space is computed fromRGB709 = (1, 1, 1).

L∗ = 116f(Y/Yn)− 16 (6)

a∗ = 500
“
f(X/Xn)− f(Y/Yn)

”
(7)

b∗ = 200
“
f(Y/Yn)− f(Z/Zn)

”
(8)

f(I) =

(
I1/3 I > 0.008856

7.787 · I + 16/116 otherwise
(9)

The CIE76∆E∗
ab difference measure is then calculated accord-

ing to equations10. The hue difference∆H∗
ab is calculated as in

equation11. The∆ andΠ symbols denote the difference and prod-
uct, respectively, of an entity between the two images. For instance,
∆L∗ is the luminance difference.

∆E∗
ab =

“
∆L∗2 + ∆a∗2 + ∆b∗2

”1/2
(10)

∆H∗
ab =

“
∆E∗

ab
2 −∆L∗2 −∆C∗

ab
2
”1/2

= 2
p

ΠC∗
absin

“
∆hab

2

” (11)

C∗
ab =

p
a∗2 + b∗2 (12)

hab = tan−1
“ b∗

a∗

”
(13)

The∆E00 difference measure introduces a correction of thea∗

axis to improve performance for grey colors, as well as an interac-
tive term between chroma and hue differences to enhance the preci-
sion for blue colors. The grey correction gives a new tripletL′a′b′,
where onlya′, given in equation14, is different fromL∗a∗b∗. Con-
sequently, a new chroma valueC′ is defined in equation15. C∗

ab is
the arithmetic mean of theC∗

ab values of the two compared images,
this bar notation for means is used for other entities below.

a′ = a∗

 
1.5−

vuut C∗
ab

7

C∗
ab

7
+ 257

!
(14)

C′ =
p

a′2 + b′2 (15)

The next step is to calculate the adjusted hue difference∆H′, as
described in equations16and17.

∆H′ = 2
√

ΠC′sin
“∆h′

2

”
(16)
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h′ = tan−1
“ b′

a′

”
(17)

Finally, the formula for the∆E00 perceptual difference measure
is given in equation18. The many parameters are described in the
equations19 through25. The parametric weightskL, kC , andkH

can be used to fit the metric to an existing test set, but for most
application they are all set to1.0. Some caution for hue angles in
different quadrants is required when calculatingh′. The mean of
90◦ and300◦ should be15◦ and not195◦.

∆E00 =

 “ ∆L′

kLSL

”2
+
“ ∆C′

kCSC

”2
+
“ ∆H′

kHSH

”2
+αCH

!1/2

(18)

SL = 1 +
0.015(L′ − 50)2“

20 + (L′ − 50)2
”1/2

(19)

SC = 1 + 0.045C′ (20)

SH = 1 + 0.015C′T (21)

T =
“
1− 0.17cos(h′ − 30◦) + 0.24cos(2h′)

+0.32cos(3h′ − 6◦)− 0.20cos(4h′ − 63◦)
” (22)

αCH = RT

“ ∆C′

kCSC

” “ ∆H′

kHSH

”
(23)

RT = −sin(2∆θ)2

vuut C′7

C′7 + 257
(24)

∆θ = 30exp
h
−
“
(h′ − 275◦)/25

”2i
(25)
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