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ABSTRACT
The work in this thesis addresses design and development of multimodal dialogue
recommender systems for the home context-of-use. In the design part, two investigations on
multimodal recommendation dialogue interaction in the home context are reported on. The
first study gives implications for the design of dialogue system interaction including
personalization and a three-entity multimodal interaction model accommodating dialogue
feedback in order to make the interaction more efficient and successful. In the second study a
dialogue corpus of movie recommendation dialogues is collected and analyzed, providing a
characterization of such dialogues. We identify three initiative types that need to be addressed
in a recommender dialogue system implementation: system-driven preference requests, userdriven information requests, and preference volunteering. Through the process of dialogue
distilling, a dialogue control strategy covering system-driven preference requests from the
corpus is arrived at.
In the development part, an application-driven development process is adopted where reusable generic components evolve through the iterative and incremental refinement of
dialogue systems. The Phase Graph Processor ( PGP) design pattern is one such evolved
component suggesting a phase-based control of dialogue systems. PGP is a generic and
flexible micro architecture accommodating frequent change of requirements inherent of agile,
evolutionary system development. As PGP has been used in a series of previous informationproviding dialogue system projects, a standard phase graph has been established that covers
the second initiative type; user-driven information requests. The phase graph is incrementally
refined in order to provide user preference modeling, thus addressing the third initiative type,
and multimodality as indicated by the user studies. In the iterative development of the
multimodal recommender dialogue system MADFILM the phase graph is coupled with the
dialogue control strategy in order to cater for the seamless integration of the three initiative
types.
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Chapter 1

Overview
As the number of computer users increases and computers are used for more
and more diverse situations and tasks, the need to tailor information to specific
users in specific use contexts arises. Specifically, computer technology in the
home and leisure context-of-use implies different characteristics compared to
the traditional work and professional context. Adding a constantly increasing
connectivity between both users and information, means to efficiently navigate
this constantly increasing and changing information space are required. Furthermore, as users differ in skill, motivation, and goals we need personalized
systems that adapt to users’ individual needs.
One prominent example of user adaptive systems are recommender systems.
Recommender systems model user preferences for the purpose of suggesting
domain-specific items from a large quantity of available items to a user to examine or purchase. Recommenders differ from information retrieval systems
and search engines since they are personalized and reason (implicitly or explicitly) about an individual user’s preferences in the application domain in order
to make the system interesting and useful for the user [12].
A crucial issue for the performance of recommender systems is the way the
system acquires preferences from the user, in particular first-time users for which
there is no preference data available. This is known as the new-user cold-start
problem [12, 68], which is the time and effort a new user has to invest in order
to convey her preferences to the system so that a correct and sufficient preference model can be generated. In general, performance factors such as the
new-user cold-start problem can be addressed by two main approaches. The
first approach is to improve and combine recommendation techniques and algorithms in order to calculate and predict items to a specific user. This approach
can thus be said to focus on the internal workings of the recommender system.
The research on improving algorithms and techniques has resulted in significant
advances, and recommender system developers today have a wide range of recommendation algorithms to choose from. Indeed, recommender systems have
been implemented in a wide range of domains, utilizing one—or a combination
of several—of the algorithms and techniques provided by this research. For ex13
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ample, it is a common feature of most commercial shopping web sites to provide
product recommendations to customers based on their individual purchase history. Several research groups also maintain web-based recommendation systems
in a variety of domains for e.g. data collection. However, since the focus is on
internal data structures and algorithms, user interaction is often pre-supposed
to take the form of standard direct manipulation in graphical user interfaces.
The second approach is—as a constrast—focused on exploring alternative interaction models and techniques for conveying preferences to the system and
is thus more interaction-oriented. Of the two approaches sketched, recommendation algorithms and technique improvements have received most attention,
while the area of interaction and preference conveying technique research has
been neglected to a large extent [16].
Recent advances in natural language processing have provided techniques for
building robust speech interfaces and spoken dialogue systems [67]. This opens
up exciting opportunities for recommender system builders, since it is now possible to incorporate speech as interaction modility, in addition to that of direct
manipulation in traditional graphical user interfaces. Speech interaction has
several advantages [5]. One of the most commonly acknowledged advantages is
naturalness, i.e. that there is no need to learn a command language or graphical
user interface controls and is thus suitable for casual users. Spoken and multimodal dialogue interaction may thus have a positive impact on recommender
system interaction and performance in a home and leisure use situation, since
a wide range of users can express their preferences in a natural manner. Consider the example dialogue between a user and a spoken dialogue recommender
system in Figure 1.1. This short dialogue gives a taste of how a recommendation dialogue can be carried out. The system guides the user by asking for
relevant preferences, but remains flexible depending on the user’s responses (as
in utterance S3 in Figure 1.1). Movie recommendations are presented in a conversational manner, based on the previously gathered user preferences.
The intersection of multimodal interaction and user-adaptive recommender
systems is an interesting research topic, and an area where this thesis aims to
make a contribution. More specifically, the thesis contribute to recommender
system interaction and preference conveying by investigating aspects of design
and development of multimodal recommender dialogue systems. The following
section refines this aim into feasible research issues.

1.1

Issues

The general topic is to address design and development of multimodal dialogue
interaction in order to uncover design knowledge on, and effeciently build personalized recommender dialogue systems. This is broken down into four issues:
1: How is human-computer natural language dialogue in the home
context-of-use manifested?

1.2. METHOD
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U1: Hi! I would like a movie recommendation please
S1: Sure. What kind of movie do you feel
like?
U2: I feel like watching a science fiction
movie
S2: Can you tell me one of your favorite science fiction movies?
U3: Uhm, I’m not sure
S3: Okay. Maybe you can tell me one of
your favorite actors?
U4: I think Keanu Reeves is good
S4: I see. Have you seen The Matrix?
U5: No
S5: I think you would like it. The Matrix is
a science fiction movie starring Keanu
Reeves
U6: Sounds promising! What is it about?

Figure 1.1: Example recommendation dialogue about movies between a system
(S) and a user (U). Movie titles and actor names are in italics.

2: How are recommendation dialogues between humans manifested?
3: How are recommendation dialogue strategies modeled?
4: How are personalized dialogue recommender systems developed?

1.2

Method

In order to address the stated issues, a multidisciplinary approach combining
two research methodology principles is adopted. This section provides an elaboration on this hybrid methodology, before giving a description of the work
scheme of the thesis.
This thesis’ aim rests on two cornerstones, which we refer to as design and development. These terms are used in different senses in different disciplines. For
the purpose of this thesis, we make the following demarcations: Design is used
in the sense of shaping human-computer interaction, building on design knowledge. Design knowledge is viewed as being gained by empirical investigations of
human-computer interaction, with no software implementation considerations.
Thus, the first part of the thesis reflects an empirical research approach, where
knowledge and conclusions are based on interpretation of data collected in user
studies.
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Figure 1.2: Main method of this thesis, showing important work activities and
their resulting contributions.

The second part, that of development, relates to the process of constructing
software1 . Development is grounded in an engineering approach, where we focus
on functionality and robustness of software, work effort connected to the construction process, and reason about development methods from the perspective
of usefulness and efficiency for programmers.
A promising approach proclaiming simplicity and flexibility in dialogue system development is iterative and incremental development [23, 22, 46]. Such
development is viewed as consisting of iterations, supporting incremental addition of functionality, or refactoring. Iterative and incremental development is
referred to as an evolutionary development process. The second part of the thesis is thus focused on such evolutionary methodology, facilitating reuse between
dialogue system projects, and that is suitable for development of multimodal
recommender dialogue systems.
By illuminating the stated research issues from this hybrid approach [39,
page vi] a number of interesting answers can be provided, and we will view the
contributions of the thesis in the light of this.
The diagram in Figure 1.2 shows the work scheme that has been used in
order to address issues 1-4 stated above. Aligned with the activities in the diagram are six resulting contributions. User Study I is a case study aiming at
uncovering design knowledge on dialogue system interaction in the home. The
analysis of User Study I results in general guidelines for functionality, such as
1 It is noteworthy to mention the conflict in terminology here, since one use of “design”
is in connection to software construction (i.e. “software design”). To avoid confusion in this
matter, we avoid terms like “software design” in the sense of creating and shaping internal
software architectures etc.
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multimodal interaction, personalization, added system-initiative, and dialogue
experience. More concretely, the analysis results in a three-entity interaction
model for multimodal dialogue systems aiming at communicating a clear distinction between the two dialogue partners in the interaction, and the topic of
the dialogue.
In User Study II a human-human movie recommendation dialogue corpus
is collected. The aim of this study is to assess linguistic properties of recommendation dialogues. User Study II results in three contributions: First, the
recommendation dialogue corpus itself. Second, a categorization of recommendation dialogue phenomena is presented, with implications for recommender
dialogue system design. Third, through the process of dialogue distilling, we arrive at a recommendation dialogue control strategy suitable for implementing recommendation dialogues in the movie domain.
Having summarized the implications of User Study I and II, we let the results
of the empirical studies converge as we turn to the evolutionary development of
recommender dialogue systems, examplified by the MadFilm prototype. MadFilm is a functional multimodal movie recommender dialogue system where
users convey movie preferences and ask for information using speech and direct
manipulation. An evolutionary development process has been chosen, which is
viewed as consisting of an iterative development method, coupled with a flexible
architecture allowing for incremental additions.
A development-historical perspective is taken, as we adopt an applicationdriven view where MadFilm is viewed as building on generic results arrived at
from previously developed dialogue systems. Of central concern here is reuse of
generic components at different levels. One of the generic results of this work,
and the fifth contribution of the thesis, is the incremental micro architecture
called the Phase Graph Processor (pgp) pattern. Finally, MadFilm is
presented as the sixth contribution, examplifying the design and development
of multimodal recommender dialogue systems.

1.3

Thesis Outline

The thesis is organized in the following way:
Part I

is this introduction.

Part II: Design focuses on the design of, and interaction with, recommender
systems. Chapter 2 provides a survey of research on adaptive systems, user
modeling, and recommender systems. Chapter 3 reports on User Study I, where
multimodal dialogue system interaction in a home context-of-use is studied, resulting in the three-entity interaction model. User Study II and analysis resulting in the recommendation dialogue categorization is described in Chapter 4.
In Chapter 5 the human-human recommendation dialogues are adapted to a
human-machine situation through dialogue distilling and we put forward the
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recommendation dialogue control strategy that can be modeled in a dialogue
system implementation.
Part III: Development shifts focus to the evolutionary development of
MadFilm. First, Chapter 6 provides an overview of iterative and incremental development and reuse. In Chapter 7 the application-driven development
history of some dialogue systems is described, yielding the generic pgp pattern.
Part III is concluded with a development history and system description of the
MadFilm dialogue system application (Chapter 8).
Part IV: Conclusion concludes the thesis by summarizing and discussing
the contributions, and by providing future research issues (Chapter 9).

1.4

Contributions

As shown in Figure 1.2, the work activities result in six distinct contributions,
all of which aim to address one or more of the issues stated above. The contributions are summarized below:
1. Interaction Model: A three-entity interaction model for multimodal dialogue systems for a home environment (Chapter 3)
2. Corpus: A recommendation dialogue corpus (Chapter 4)
3. Categorization: Categorization of dialogue phenomena in recommendation
scenarios (Chapter 4)
4. Dialogue Strategy: A recommendation dialogue control strategy design
(Chapter 5)
5. pgp: The Phase Graph Processor incremental micro architecture facilitating incremental development (Chapter 7)
6. MadFilm: an implementation of a multimodal movie recommender dialogue system (Chapter 8)

1.5

Publications and Cooperation

The ideas and results presented in this thesis are partly due to cooperation and
joint work. User Study I was designed by Aseel Berglund. The analysis of
User Study I, resulting in the three-entity interaction model, is joint work with
Aseel Berglund [40, 41]. The design and analysis of User Study II is my own,
while carrying it out and collecting the data is joint work with Jenny Isberg
and Sophie Öhrn. The construction of MadFilm is my own work [45, 44]. The
development of the pgp design pattern is joint work with Lars Degerstedt [21].
Applying and verifying the iterative method is joint work with Lars Degerstedt
and Arne Jönsson [46].

Part II

Design
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Chapter 2

Background
This chapter introduces adaptive systems, and in particular user-adaptive systems. User modeling is identified as one of the main means of designing user
adaptive systems (section 2.1). Then some user modeling approaches are briefly
surveyed, based on both user model content and interaction techniques for acquiring the user model (section 2.2). After this overview, the sub-classes of
recommender systems and user preference modeling are considered in greater
detail in order to provide a theoretical context for the work presented in this
thesis (section 2.3).
It should be noted that these areas cover vast bodies of knowledge drawing
from highly specialized research fields, and that the survey in this chapter cannot
cover all relevant aspects. It is the goal of this chapter to quickly reach issues
within the intersection of the surveyed areas that are specific enough to be
meaningful to address.

2.1

Adaptive Systems

One of the central problems for system developers—and as a result, users—in
the field of Human-Computer Interaction is to write software (at design-time)
for potentially millions of users that will fit the needs of each individual (who are
only known at use-time). To customize software to fit an individual user so that
she can perform her tasks as efficiently and enjoyably as possible is one issue
that research on adaptive systems is trying to address. In short, Fischer [26,
page 1] informally captures the benefits of adaptivity:
The challenge in an information-rich world is not only to make information available to people at any time, at any place, and in any
form, but specifically to say the right thing at the right time in the
right way.
The distinctive feature of adaptive systems is thus that adaptive systems continue to change behavior after leaving the design-time stage (i.e. being shipped
21
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to end-users) and going into the use-time stage. One important type of adaptive
systems are user adaptive systems. In order to adapt to a user, some sort of
model of that user is built. This area of research is called user modeling, and is
further surveyed in section 2.2.
In the literature, the terms attentive and adaptable often appear along with
adaptivity. Basically, attentive systems employ a separate component responsible for monitoring interaction. For example, user actions could be monitored
and reasoned about in order to detect e.g. goals, preferences, or intentions of
the user. Any system that automatically builds an individual user model without explicitly asking users for user model data is attentive. If the system on
the other hand allows the user to configure the adaptation in some way, it is
referred to as being adaptable.
There has been a recent shift in techniques for adaptation. Early work
was focused on text-based cooperative systems, where the adaptive features
consisted of hand-crafted goal, plan, belief, and task models in a domain. Plan
recognition was a cornerstone in this work. According to Jameson [42], these
systems often relied either on poorly understood ad hoc techniques or on general
techniques, neither of which were suitable for handling the relevant problems.
Furthermore, the utility of these prototype systems were never evaluated, and
has now largely disappeared [87]. As Chin [17] points out, empirical evaluation
techniques of user models and adaptive systems have only recently started to
mature.
Current work is more focused on shallow and robust systems, often tolerant
to uncertainty. Plan recognition remains as an important part of user adaptive
systems, even though there is a shift from handcrafted plan libraries towards
predictive statistical methods from the field of machine learning. The early systems’ cumbersome plan libraries were used to make inferences from observations
about users and their intentions and preferences. These knowledge bases were
usually built by carefully analyzing several instances of the problem at hand,
which were deemed to be representative of this problem. Traditional plan recognition starts with a set of goals that an agent might be expected to pursue in the
domain and an observed action by the agent. The plan inference system then
infers the agent’s goal and determines how an observed action contributes to
that goal. The system has a set of allowed actions that the agent typically executes. These are compared to a plan library, which is a set of recipes that defines
how an agent might perform the actions. The plan library also contains information about preconditions, sub-goals, and effects [15]. While this approach is
still used, it suffers from two shortcomings: construction is a resource-intensive
process (the “knowledge bottleneck problem”), and usually they are not adaptable or extendable. The early systems also ignored noise, such as interruptions
and false starts. To come to terms with this, predictive statistical methods
have been proposed since they have the potential of handling uncertainty and
noise [86].

2.2. USER MODELING

2.2

23

User Modeling

As the previous section shows, adaptivity and the concept of user modeling
are tightly interrelated. This section will go over some of the most important
benefits of user modeling, and what a user model really is. Furthermore, some
user modeling application types will be listed, as well as with different types of
user model content.
To lay a basic foundation for this overview we start off with a very intuitive
“definition” of a user model, i.e. that a user model is knowledge about the
user of a system, encoded for the purpose to improve the interaction. Kass and
Finin [53] view user models as a subclass of agent models. An agent model is
a model of any entity, regardless of its relation to the system doing the modeling. A user model is thus a model of the agent currently interacting with the
system. Furthermore, Kass and Finin note that implicit user models are often
not interesting, since they merely represent assumptions about the agent made
by designers of the system (at design-time). Their discussion is thus focused on
explicit agent models, which often are related to knowledge base design (and
utilized at use-time). There are four features that characterize agent models [53,
page 6]:
1. Separate Knowledge Base. Information about an agent is not distributed throughout other system components.
2. Explicit Representation. The knowledge about the agent is encoded
in an expressive language, with support for inferential services.
3. Support for Abstraction. The modeling system can distinguish between abstract and concrete entities, such as classes and instances of objects.
4. Multiple Uses. The agent model can be used for various purposes such
as support dialog, or to classify a new user etc.
Since the user model concept is approached from different directions, its definitions are multi-facetted and can be categorized along the lines of several
dimensions. Kass and Finin [53] summarize these dimensions as:
• Specialization. The user model may be generic or individual. Typically,
the stereotype model [77] can act as a “bridge” between a generic and an
individual model.
• Modifiability. If the user model is changed during the course of an
interaction, it is dynamic. Otherwise, it is static. User models that tracks
goals and plans of the users are dynamic.
• Temporal extent. The dimension of temporal extent is defined on a
short-term – long-term scale. At the extreme of short-term models, the
user model is discarded as soon as the interaction ends. On the other
hand, static models (as well as individual models) need to be long-term.
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• Method of use. User models may be descriptive (i.e. described in a
simple data base which can be queried), or prescriptive (where the system
simulates the user to check the user’s interpretation of the response).
• Number of agents. Some systems are not limited to a one-to-one relationship between user and system. There might be several agents involved
in the interaction, such as in a medical diagnosis system where there is
one doctor interacting with the system, and one patient. Both the doctor
and the patient can be modeled in separate agent models. The system
could also have a model of itself.
• Number of models. For each given agent, it is possible to have several
models. Separate models for an individual agent corresponds to real-life
situations where humans can ”wear different hats” depending on if they
act as a private person, or represent a company etc. Kass and Finin
claim that there has to be a central model responsible for deciding which
sub-model to employ in any given situation.

It is possible to imagine more dimensions of a user model. Zukerman and
Litman [87] for example, present the concept of multi-dimensional user models.
While their use of “dimension” in this case is not directly comparable to that of
Kass and Finin1 , it gives rise to the concept of modality, which can be viewed
as an addition to the list above.
The characterizations above fail to provide a holistic view of user models in
a context of the world. According to Kay [54], today’s usage of the term user
model means different things for different researchers and blends in with related
concepts such as mental models, task models, user profiles, etc. She suggests to
use user model as the term emerges from the fields of adaptive systems research
and human-computer interaction. Kay’s definition clearly separates the notions
of users’, programmers’, and systems’ models of real-world context. Figure 2.1
shows these relationsships. The characteristics and dimensions given above
together with the relationships shown in Figure 2.1, provide a sufficient notion
of what a user model is for the purpose of this thesis.

2.2.1

Advantages and Benefits

Billsus and Pazzani claim that the infamous issue of information overload could
be helped by user modeling in the context of intelligent information agents [8,
page 148]:
[User modeling systems] locate and retrieve information with respect
to users’ individual preferences. As intelligent information agents
aim to automatically adapt to individual users, the development of
appropriate user modeling techniques is of central importance.
Sparck Jones [80] lists the following benefits of employing a user model:
1 Rather, Zukerman and Litman’s use of “dimension” seems to be more related to Kass and
Finin’s “number of models”.
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Figure 2.1: Relationships between the real world, context, and models of a user,
programmer, and system. After Kay [54].
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• Effectiveness. The prime object of the user model is that the system
reaches the correct decision. A correct user model is thought to help the
system achieve this.
• Efficiency. A user model can also serve to reach the correct decision in
an economical way.
• Acceptability. The system may use a user model to support its decisionmaking in a comprehensible and agreeable way.

The notion of effectiveness and efficiency are generally agreed upon in the user
modeling research community [54].
Even though formal utility evaluations of user modeling are rare thus far,
one can conclude that there seems to exist several potential benefits of applying
user models.

2.2.2

Disadvantages and Problems

The lack of evaluations actually points out one of the problems with user modeling and adaptive systems; i.e. that they tend to become non-deterministic.
That is to say, the interface and the available commands may differ depending
not only on who the user is; but could also differ for the same user depending on
the task she is currently attending. This is really walking on the edge in terms
of usability, since it is very close to violate established usability principles, such
as recognition rather than recall, the principle of making things visible [70], etc.
Höök et al. [37] point out that adaptive systems run the risk of leaving the
user without a sense of control. It is necessary for intelligent systems that they
are inspectible, controllable and predictable. This is addressed by transparent
systems. Transparency occurs when the system is built as a “glass box” (i.e.
the user can see the internal workings of the system). The view that the user
should be able to view and control the user model (i.e. to provide adaptability)
is shared by several researchers in the field. Fischer [26, page 14] claims that:
it will be a major challenge to find ways to avoid misuses, either
by not allowing companies to collect this information2 at all or by
finding ways that the individual users have control over these user
models.
In order to avoid some of these ethical and social pitfalls, Kobsa [57] provides
the following guidelines:
• Users should be aware of the fact that the system contains a user modeling
component.
• Users should be instructed that computer systems make errors, and merely
rely on assumptions.
2 i.e.

”user models”. (Author’s note).
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• Users should be instructed that a system might pursue non-cooperative
interests.
• Users should have the possibility to inspect and modify their user model.
• If technically possible, users should be able to switch off the user modeling
component.
• Long-term characteristics should be modeled with caution, since misuse
is more likely to have a larger effect, and because they are often more
intimate/personal than short-term characteristics.
• Results in user modeling research should be made accessible to the general
public, since they will eventually be affected by it.
Systems following these guidelines would have an “interactive user model”, and
thus be adaptable. As an example of a system that abide to (at least some of)
these guidelines, the owl system [63] could be noted, since it adds a toolbar
to a popular word processing application (making the user aware of the user
model). Furthermore, the user can switch it off anytime by simply clicking a
button on the toolbar.
A related problem, which could yield negative social implications, is the
issue of incorrect models. A recommending system, such as a TV guide, with
an incorrect user profile could happily start recommending TV shows that a
user is not interested in - or still worse: would not want to be affiliated with.
In some contexts (e.g. watching TV with friends), such recommendations could
result in a social faux pas.
Finally, the user modeling systems have to prove their worth to their users.
User-adaptive recommender systems benefit from being able to explain their
recommendations since it builds trust if the recommender system clearly shows
that it utilizes the user preference model in a clever way. Indeed, Buczak et al.
found that users thought the system was broken when it recommended shows
unknown to the user without an accompanying explanation relating to the users’
preferences [11].

2.2.3

User Modeling and Natural Language Interaction

The traditional goal of the dialogue system research community is to create
systems that allow users to interact using natural language in similar ways as
they interact with other humans. Accordingly, early research was inspired by
the Gricean maxims [34]. There was also a heavy reliance on plan recognition,
and complex inference mechanisms for modeling user knowledge and beliefs in
a particular domain (e.g. [53, 56]). The earliest work is regarded to be that of
Allen, Cohen and Perrault (in [58]), and Elaine Rich [77]. In this early work,
user modeling was handcrafted and often little distinction was made between
user modeling components and other system components. Since then, work has
been carried out to design generic and reusable user modeling components or
shells (e.g. [25, 73]).
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User modeling in the context of dialogue systems has slowly progressed. It
has generally been claimed that the natural language processing techniques has
been a progress bottleneck, and even today—almost 30 years after the first thriving attempts—user modeling success stories in the context of natural language
dialog systems are still rare [57, 87].
Recently, however, natural language interaction with computers has become
more feasible both in scientific and commercial terms. This is due to scientific
research in speech technology, dialogue modeling, and language processing, as
well as the arrival of faster computers [67]. This recent development provides
opportunities to incorporate user modeling in dialogue systems. It should be
noted however, that the main focus of this research is on adaptive dialogue,
and other linguistic attributes, and addresses the issue of how adaptive and
cooperative dialogue is manifested. The issue of adaptive content (i.e. what the
dialogue is about) is often neglected.
Jokinen et al. focus on using machine learning techniques to enable natural
language dialogue interaction in situations where it previously has not been
possible or robust [48]. They view dialogue systems as learning systems, as
opposed to a more traditional view with static models [47], and is clearly in
line with the shift from hand-crafted static models to statistical and machine
learning models mentioned in section 2.1.
Natural language interaction has also found its way to other types of user
modeling applications. Intelligent tutoring systems (ITSs) have a rich history
of helping students in certain scientific domains, like geometry, chemistry, and
programming. These sorts of domains are ideal for ITSs, because they can be
easily represented. Most implemented ITSs to date rely on traditional interaction techniques, and not on natural language processing even though this might
be suitable. The progress bottleneck has been the lack of natural language
processing techniques. As Wiemer-Hastings et al. put it [84, page 127]:
Without significant advances in the application of natural language
understanding techniques, the use of an ITS in a domain like history,
for example, would be very difficult, and for philosophy would be out
of the question.
It is noteworthy that ITS research typically involves modeling user knowledge
and learning style3 . A crucial problem for ITSs is to model what a user believes
to be true about the application domain.

2.3

Recommender Systems

Having surveyed some general adaptive user modeling application types, we arrive at the application type focused on in this thesis: systems that perform personalized recommendations to individual users. First, five recommender types
3 In some texts, agent models in the context of ITSs are referred to as student models, since
both approaches to, and content in, these agent models differ a lot from other user models,
and constitutes a research area of its own.
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are presented, where we identify the new-user cold-start problem as a universal
problem for most recommender types. Second, some key factors for recommender performance are identified. Third, an overview of various approaches
concerning interaction techniques for recommender systems is presented.

2.3.1

Recommender Types

Recommender systems can be characterized in a number of ways. One taxonomy, suggested by Burke [12], bases the categories on the used data sources and
algorithms used by the recommenders. The following categories are considered
in his survey:
• Collaborative filtering
• Content-based
• Demographic
• Utility-based
• Knowledge-based
The recommender system types all have their own advantages and disadvantages, and each of the above types are described below.
Collaborative filtering (cf) systems are widely used and perhaps the most
familiar recommendation technique. cf systems utilize the rating information
of several users (hence the term “collaborative”) in order to predict item ratings
for a specific user. A preference model typically consists of a vector of items
rated by the user. This vector is sometimes called a “basket”4 . The vector is
compared to other users’ vectors with an appropriate similarity measure and
a neighborhood of similar users is identified. Recommendations then basically
consist of previously unseen/unrated items in the neighborhood. The ratings
in the vectors can either be binary (e.g. seen or not-seen; purchased or notpurchased etc.), or valued (e.g. rated on a scale from -1 to 1, or 1 to 5). The
main advantages with the cf approach are that it:
• works well for domains where the items consist of aspects that are hard
to model correctly, such as music, movie, and book taste.
• always is a “correct” and relevant model of end-users’ preferences, and
where each user’s personal preference is catered for in the community.
This assumes that users’ ratings do not change too often and that users
keep rating items continuously.
• can cope with cross-genre recommendations, such as making confident
predictions of comedy movies to a user U that never rated comedies before
(as long as the neighborhood of U contains comedies).
4 As in “shopping basket”, due to the many commercial online shopping implementations
that use cf.
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• requires no domain-knowledge
• is adaptive, i.e. the model improves over time as more ratings are added
to the preference model.

cf systems work best if the domain objects do not change too often, in which
case other users’ ratings become less important. Furthermore, if ratings in general are sparse it becomes hard to identify a correct and relevant neighborhood.
There is also a problem if a specific user’s basket is too small. This raises the
question of how to “fill the basket” as quickly as possible. This issue is known as
the new-user cold-start problem. A related issue is when a new object (such as
a newly released movie) enters the domain, and thus contains very few (if any)
ratings in the community. This issue is called the new-item cold-start problem.
Content-based (cb) systems utilize a user preference model based on the
features of the objects rated by the user. Instead of deriving a user-to-item
correlation and defining neighborhoods, item-to-item correlation is used. User
preference models are—as in the case of cf models—long-term and improved
as users rate more items in the domain. The advantages and disadvantages are
basically the same as cf systems with two important exceptions. On the one
hand, cb systems can not identify cross-genre items and thus tend to stick to
the same type of recommendations, whereas cf systems can introduce new types
(see above). On the other hand, the new-item cold-start problem is not apparent
in cb systems, since all its features are known as soon as it is introduced and
not dependent on user ratings. Another feature of cb systems is that items are
limited to their initial description—or features—and this makes the technique
dependent on the features that are explicitly given. Both cb and cf systems
suffer from the new-user cold-start problem.
Demographic systems rely on explicit user attributes and base recommendations on the demographic cluster that a user belongs to. This kind of recommender are thus stereotypical, since they build on the assumption that all users
belonging to a certain demographic group have similar taste or preference [77].
One of the first recommendation systems—grundy—was a book recommendation system developed by Rich [76]. The main disadvantage with demographic
systems is the need to gather demographic information, with all the difficulties
and privacy issues that comes with it. Both new-user and new-item cold-start
problems exist in demographic systems [12].
Utility- and Knowledge-based systems are related to each other and for
the purpose of this survey it is suitable to group them together.
A utility-based system is typically short-term, and bases recommendations
on utility values of each item in a domain for a specific user. Knowledge-based
systems employ functional knowledge, i.e. explicit knowledge about how items
in the domain meet user needs [12]. Knowledge-based systems do not require
a utility function from the user. However, they require knowledge engineering,
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which is very expensive. Knowledge-based systems have the power to identify
how features in an item explicitly address user preferences (or problems that
the user wants to solve) and reason about how items meet needs. Knowledge
engineering may take many forms, but according to Burke [12, page 338] all
knowledge systems require: (a) catalog knowledge about all objects (such as
ontological relationships etc.), (b) functional knowledge describing how user
needs map to item features, and (c) knowledge about users. User knowledge
can be of varying form depending on the application.
Both types share the advantage of not being prone to cold-starts. This is
definitely a big advantage. However, together they share two (probably just as
big) disadvantages: First, utility-based systems require the user to input the
utility function which is to be satisfied. This function must cross all features of
the objects. A benefit of this is on the one hand that a skilled user can express
non-product specific attributes. On the other however, this demands that the
user is a skilled professional who can design her utility functions efficiently, since
they require the user to take all attributes of the domain into account. Second,
these systems are static and cannot learn or improve their recommendations as
e.g. cb and cf systems can. The inflexibility of the utility-based approach does
not fit casual browsing, since moving around in the item space is cumbersome
due to the fact that a new utility function must be conveyed for each such move.
Finally, knowledge-based systems require knowledge engineering, which often is
expensive.

2.3.2

Recommendation Performance Factors

It is hard to state if one of the above recommender system types generally are
better than the others, since they all have trade-offs. Indeed, much attention
is given to combine the above techniques into so-called hybrid recommenders
in order to utilize the best (and eliminate the worst) characteristics of the different techniques [12, 16]. Hybrid recommenders show promise to address the
most crucial part for recommender system performance: the accuracy of item
recommendations and predictions. However, the combination of algorithms is
only one of the key factors to efficient and accurate recommender systems.
A second important factor is the content and density of the set of user
ratings [16], or the user preference model. While this problem exist for all
recommender types (except utility-based systems), the problem has received
most attention in cf systems. In cf systems, the preference model (“shopping
basket”) consists of ratings of items in the domain. The more ratings in the
model, the better predictions (and thus recommendations) the cf algorithm
can compute. Building user model content is highly related to the new-user
cold-start problem.
For completeness, a third key factor can be added to algorithms and preference model density: The use of domain knowledge management and ontologies
as proposed by Middleton et al. [68]. They report on successful integration of
the Quickstep recommender system and an ontology. Quickstep is a hybrid recommender system and bases its user interest profiles on an ontology of research
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paper topics. The construction of ontologies requires knowledge engineering
and this approach thus suffers from the disadvantages from the knowledge- and
utility-based system class (see section 2.3.1).
Recommender system research should thus be focused on (a) developing
recommendation techniques and algorithms (including combinations of existing
techniques), and (b) interaction design for efficient preference data acquisition.
According to Carenini et al. [16], the latter aspect has been neglected to a large
extent.
As hinted above, one problem prominent in all types of recommenders (except for the utility-based systems, see section 2.3.1) is the new-user cold-start
(or ramp-up [12]) problem. In order to give personalized recommendations, systems have to know about the user’s preferences. The process of acquiring these
preferences demands time and effort from a new user. This delayed benefit is
in effect the new-user cold-start problem. Users want to be able to efficiently
start using the system right away, and get relevant information the minute they
start using it. The cold-start problem is a serious problem, since it has been
shown that most users tend to resort to non-personalized information-browsing
instead of investing the effort of conveying the preferences needed by the system. Indeed, Baudish et al. [6] recommend that regular information-providing
behavior thus should be a neccessary functionality of recommender systems in
order to ensure immediate benefit.
The process of getting to know a user’s preferences varies depending on the
application, and the recommendation technique used. Most cf systems require
the user to go through a process of explicitly rating a number of pre-defined
items in the chosen domain as they are provided by the system. This is for
example the approach taken in the MovieLens movie recommendation system
[74]. Recommendations in such systems start out being based on the “average”
user preferences. As the user rates more and more items, the recommendations
gradually improve.
Another approach is to let the user give explicit content-based preferences
in some sort of sign-up process. This is currently a common practice in several
commercial systems, such as Amazon5 .
With sparse data in the preference model, we will always face the cold-start
problem—no matter how good prediction techniques and algorithms we develop.
Hence, research towards devicing suitable interaction techniques for preference
elliciting is important. The next section surveys some contemporary attempts
to address this issue.

2.3.3

Interaction Techniques for User Preference Acquisition

According to Kay [54], four principal “techniques” for acquiring user preference
data exist. The techniques listed are at a rather abstract level and says little
of how the actual acquisition can be implemented in a system. However, they
5 http://www.amazon.com
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serve the purpose of providing a framework for continuing the discussion. The
four techniques are:
• Elicitation. Eliciation is a straight-forward method of simply asking the
user. The quality of the data is quite high, but the drawback is that it
demands the user’s attention, possibly hindering her from focus on the
task at hand.
• Monitoring. This unobtrusive method demands no attention from the
user’s part, since it resides in the background. However, the data is typically of low quality and can never be better than a guess. This is the
technique utilized by attentive systems (see section 2.1).
• Stereotypic reasoning. A stereotype is one the oldest and most common
elements in user modeling work. This approach is mostly used to quickly
assess default values about a user, which inferential reasoning can be based
on. Disadvantages include that stereotypes by definition are nothing more
than rough guesses about individual characteristics, and that it requires a
significant amount of knowledge engineering to chart relevant stereotypes
and related implications for a domain.
• Domain- or knowledge-based reasoning. This approach is related
to stereotypic reasoning and relies on inferences drawn from some sort
of domain model or ontological relations. For example, a user indicating
that she knows nothing about concept x, allows the system to infer that
she is also ignorant of concept y, if it follows from the knowledge model
of domain z that y is a prerequisite for x.
Obviously, taking all possible techniques for acquiring user preference data into
account is a huge task, considering e.g. the range of available interaction modalities that can be viewed as orthogonal to the techniques listed above. For the
purpose of this thesis, we focus on the approach of elicitation with possible
glances towards domain- and knowledge-based reasoning. Furthermore, the approaches surveyed below have more or less explicit connection to conversational
and dialogue interaction styles, and—at least implicitly—with focus on natural
language as modality.
Carenini et al. [16] propose the Conversational and Collaborative Model
(CC), in contrast to what they refer to as a Standard Interaction Model. The
Standard Interaction Model preference acquisition occurs at registration time,
after which user and system communicate in “an independent and asynchronous
way” [16, page 13]. While still providing the traditional way of rating items,
the CC model aims to exploit situations where the user has a high motivation
to rate items. Carenini et al. identify four such situations in their CC model:
• The user asks for a rating for an item she is interested in, but the system
signals that it does not have a sufficient preference model and asks the
user for more ratings.
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• The system predicts an average rating (i.e. recommendation is not good
enough to decide whether or not the user should be interested). The user is
willing to provide more ratings to get a better supported recommendation.
• The user is puzzled by a recommendation (e.g. the user believes a prediction for an item would be significantly different).
• If the user rates items, the accuracy of other users can be improved. In the
future, they may reciprocate. (Certain systems also implement “rewards”
for this type of behavior).

Even though the CC model aim for conversational interaction, and indeed employs something like a dialogue flow, it lacks a natural language processing component. Users are thus not permitted to utilize the natural language modality
as means of interaction.
Burke et al. [13] present a range of recommender systems based on the
FindMe Assisted Browsing framework (e.g. assisting users to browse through
car, video, apartments, stereo equipment, and restaurant information). Their
focus lies on structuring information retrieval based on users’ critique of previously retrieved items in the domain. The FindMe systems are knowledge-based
and the framework can be applied to interaction situations where the user faces
a large, fixed set of choices and where the domain is too complex for users to fully
articulate a specific information query. However, when faced with a retrieved
item, the domain is familiar enough for the user to articulate some critique of
the solution. The crucial point here is that the critique can be different for
different users; the critique signals what attributes are important for a specific
user. This is called tweaking in the FindMe framework. Consider the following
movie recommendation implementation tweaking: Let us say that a user U is
recommended the violent science-fiction movie Terminator II starring Arnold
Schwarzenegger. Theoretically, the user can criticize each single attribute of
this movie in response to the recommendation. Responses such as (a) “too violent”, (b) “I don’t like science fiction”, and (c) “not Arnold Schwarzenegger”
are all valid, and signals what attributes are important to user U. The next recommendation provided will differ greatly depending on which of the responses
(a, b, or c) U chooses.
FindMe systems aim to reduce complexity, but maximize functionality.
However, Burke et al. acknowledges that using only direct manipulation in
a purely graphical user interface falls short compared to other modalities such
as natural language when describing the movie recommendation systems Video
Navigator and PickAFlick [13, page 16]:
Interface constraints also entered in the decision not to employ tweaking in Video Navigator and PickAFlick. There are simply too many
things that the user might dislike about a movie for us to present a
comprehensive set of tweak buttons. ... natural language tweaking
capacity ... is the most likely candiate for a tweaking mechanism in
this domain.
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Another approach based on users’ critique of system solutions is the CandidateCritique Model (CCM) proposed by Linden et al. [62]. The CCM is implemented
in an automated travel assistant, and builds on the assumption that communication between the system and the user is in the form of system candidate
solutions to a problem, and user critiques of those solutions. Although not implemented in the system, free-form natural language dialogue is the ultimate
aim of the system, since that would [62, page 69]:
allow solution information to be communicated concisely from the
system to the user and allows arbitrary information about the user’s
preferences to be communicated from user to system
In their paper on interfaces for elliciting new user preferences, McNee et al. [66]
evaluate their “mixed-initiative” approach to acquiring movie preferences to the
MovieLens system. Here, “mixed-initiative” means to provide the user with
the option to (a) rate items provided by the system, or (b) let the user type
the name of an item (i.e. a movie) and associate a rating to the system. The
former technique (a) is what Carenini et al. calls the standard model [16].
McNee et al. conclude that their notion of mixed-initiative does not provide
a sensible alternative, since their evaluation shows that users were the least
likely to return to the system, and had the worst preference models compared
to both purely system-driven and purely user-driven interfaces.
The CC, assisted browsing, CCM, and mixed-initiative approaches all use
purely graphical user interfaces with direct manipulation and typing of search
terms as means of interaction, even though the CC, assisted browsing, and CCM
models all acknowledge the possibility to use natural language interaction [16,
13, 62].
As an example of an approach utilizing typed natural language interaction,
consider the work of Elzer et al. [14]. In their work, Elzer et al. propose to
utilize dialogue context by modeling preference strength depending on the conversational circumstance in which a preference occurs. Their work is based on
naturally occurring dialogue. Four conversational circumstances are identified
and ranked according to the difference in preference strength:
1. Reject-Solution. User gives preferences as a reason for rejecting a recommendation/solution.
2. Volunteered-Background. User includes preferences as part of a background problem description.
3. Volunteered. User volunteers preferences without prior prompting from
the system.
4. Question-and-Answer. User provides preferences in response to a direct
system query.
Elzer et al. also utilize endorsements in preference detecting, to calculate varying
strenghts of preferences. This work shows how natural language and dialogue
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efficiently can work together in a recommender system, utilizing the modalityand interaction technique-specific properties.
Another recommender system approach is the Adaptive Place Advisor [33,
59], which was first presented with a graphical user interface [59], and then with
a natural language interface [33]. The latter implementation is one of (if not
the) first spoken personalized recommender dialogue system. The approach constrasts against the ranked-list approach commonly used in other recommender
systems. Instead, the goal of the Adaptive Place Advisor is to narrow down the
alternatives by having the user remove instead of re-order items. As noted by
Göker and Thompson [33], deriving preferences from on-going interaction, and
gradually narrowing down choices by allowing partial descriptions of items, is a
suitable recommendation strategy for conversational systems. The benefits are
that (a) the user is not overwhelmed by a myriad of items, and (b) the user is
aided in her understanding of the domain and her preferences by thinking about
questions in the dialogue. The Adaptive Place Advisor utilizes dialogue moves
to modify both the current query and the user preference model. For example,
if the result set size for a query is larger than four items, the user is asked to
constrain the query with attributes or values of item properties. If the result
set is empty, the system asks the user to relax the current constraints. Sizes in
between (i.e. 1–4) are manageable by the user and thus recommended.
Finally, the AdApt system serves as an example of a multimodal recommender system. AdApt is a dialogue system that helps the user to find apartments by asking questions and providing guidance in a dialogue [35]. The system
employs an animated talking head and presents information both graphically
on maps, and auditory by the talking head. Furthermore, the system allows
for both direct manipulation of the graphical user interface by means of mouse
pointing, as well as speech recognition. According to Gustafson et al. [35], the
apartment domain is complex enough to warrant natural language interaction as
one major interaction modality. Since the research focus of AdApt is on multimodal interaction—and not on recommendation techniques as such—issues
related to recommendations in the dialogue are not thoroughly described. Indeed, it is questionable if AdApt should be categorized as a proper personalized
recommendation system, since there is no explicit, individualized user preference
model built. AdApt instead utilizes an implicit user model that presupposes
cooperative dialogue behavior from the user. AdApt follows the Adaptive Place
Advisor’s notion of eliminating items from ranked lists. (AdApt tries to limit
the matching number of hits to 7 or less, whereas Adaptive Place Advisor tries
to limit the list to 4 or less). Future aims for AdApt include development of
strategies for automatically supporting users’ decision of selecting objects depending on underlying but not expressed preferences [35]. However, to date, no
such strategy has been published to the author’s knowledge.

2.3.4

Summary of Approaches

In summary, the following approaches have been surveyed:
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1. Various hybrid recommenders and improvements in algorithms (see section
2.3.1)
2. Ontologies [68]
3. The Collaborative and Conversational Model [16]
4. Assisted browsing [13]
5. The Candidate-Critique Model [62]
6. Mixed-initiative (in the sense suggested by McNee et al. [66])
The following attempts to utilize natural language interaction in recommender
systems have been surveyed:
1. Preference strength in a typed course advisor [14]
2. Adaptive Place Advisor [33, 59]
3. AdApt [35]
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Chapter 3

Dialogue System
Interaction in the Home
Of the many possible home information system appliances, Electronic program
guide (EPG) and interactive television (iTV) usage is of special interest, and
subject to several recent studies. The iTV use situation is specialized and differs
a lot from more traditional work-oriented desktop computer usage. Except for
technical differences (TV screen resolution, limited keyboard interaction possibilities, distance from the screen, etc.), the inherent context-of-use is highly
different. Users of iTV and EPGs typically use the device and services on their
free-time for personal entertainment purposes, in a relaxed home environment.
This has implications on a wide range of usability qualities. Moreover, a range
of EPG prototypes has been built and evaluated. However, the usage of natural language as main mean of interaction is rather rare, and knowledge on
iTV/EPG interaction in a living-room or home context-of-use is sparse.
In order to uncover knowledge and design implications for dialogue system
interaction in the home, a case study is carried out. This case study is labeled
User Study I and is the topic of this chapter, where four important design
implications for future systems are identified.

3.1

User Study I

The aim of User Study I1 is to get qualitative assessment of critical issues that
will have an impact on the interaction design of a spoken language EPG system
in a home context-of-use. The method is based on observations and interviews
in order to exploratively collect information about users’ experiences of natural
language dialogue system interaction.
1 This study was carried out and analyzed in collaboration with Aseel Berglund (formerly
Ibrahim), and is further described by Ibrahim and Johansson [40, 41].
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3.1.1

Participants

Five professional interaction designers employed at Nokia Home Communication participated in the study. They all had prior experience with traditional
EPGs (i.e. menu-based systems where the only means of interaction is by remote control). According to Nielsen [69] professional subjects have valuable
expert knowledge and a conceptual framework for talking about interaction and
usability, that give them the power to identify more useful issues than a layman.

3.1.2

Setting and Apparatus

The experiment was set in a home environment lab built specifically for various
types of usability studies. The home environment represents a normal living
room environment for the TV application. The reason for using this environment
is to avoid laboratory-style setting and try to emulate a real living room with
the qualitative attributes of that setting. Admittedly, the home environment is
not a real living room as such. However, we believe that the setting eases the
process of getting the subjects in the right mood for a more realistic iTV/EPG
interaction context.
Participants interacted with the NokiaTv dialogue system prototype. NokiaTv is described in detail in section 7.1.1.

3.1.3

Procedure

Seven task scenarios were prepared for the subjects to complete. The aim of the
scenarios is to have the subjects find various types of TV program information,
covering channels, times, actor and director information etc. The scenarios are
open-ended enough to allow for unrestricted solutions, but specific enough to
activate and engage the users with realistic tasks. Individual scenarios also vary
in how specific they are, ranging from direct tasks (e.g. “Find out who the
main actor in the movie Gladiator is”), to open-ended tasks (“In preparing for
a James Bond theme party, you want to find out fun and useful information
about some James Bond movies, and even watch one to get in the mood”).
The interaction was carried out by means of spoken interaction. Wanting
to minimize intervening speech recognition errors, the speech recognition was
simulated by a human, who typed the the subjects’ utterances to the system.
This serves the purpose of allowing users to talk more freely, and not limiting
their interaction due to bad speech recognition. This ”unrealistic” approach is
justified by the fact that we are not focusing on error handling, but want to
assess other types of interaction qualities that would probably not surface if the
users were discouraged.
A follow-up interview was undertaken with each subject. During the interviews subjects were asked to draw a conceptual picture of the system, and their
experienced role in the interaction.
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Analysis

The analysis is based on the transcription of the semi-structured interview material. The material is summarized and clustered into categories that capture
observations, subjective opinions, and self-reported behavior. A set of design
issues emerged as a result. These issues can be sorted under the following headings:
• Personalization and efficiency
• Interaction modalities and context-of-use
• Dialogue and feedback
• Interaction model
The analyzis of each of the main categories revealed some prominent implications for iTV applications in the home context-of-use. These are described in
the following sections.

3.2.1

Personalization and Efficiency

Even with the relatively small TV tableau database used in the NokiaTv application, users quickly complained about the lack of personalization. Subjects
seem to agree on that a prioritized functionality is to be able to create some
sort of personal profile where personal preferences can be set. A commonly mentioned example is that the system should realize that a specific user does not like
shows belonging to a specific genre. Endowing the information-providing dialogue system with a personalized recommendation service seems like a promising
way to go for future applications.
Natural language as main interaction modality was considered to be more
efficient than mere menu-based interaction. That initial vague queries could be
refined since the system is utilizing a dialogue history were considered a highly
desirable feature.
A final note on efficiency is the lack of utilizing the system as an “expert” that
should realize underlying user intentions. Subjects formulated this as a desire
to endow the system with “common sense”. The system should thus be more
active and present alternative choices and suggestions when user queries fail to
give results. Consider for example the dialogue in Figure 3.1. A cooperative
U1: is Friends on at six tonight?
S1: no
Figure 3.1: Rather un-cooperative dialogue excerpt from a NokiaTv session.
Show title in italics.
version of this dialogue should instead read as in Figure 3.2. The same type
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U1: Is Friends on at six o’clock tonight?
S1: No. Friends is shown at 5:30 pm. Spin
City is shown at 6:00pm.
Figure 3.2: Cooperative dialogue alternative. Titles are in italics.

of reasoning could connect to personalized recommendations. In this way, the
system could predict and suggest possible alternatives to the users.
To summarize, an important implication for successful EPG design lies in
endowing the application with more system initiative to make sure users do not
miss vital information, and to gather preference data to provide personalized
show recommendations.

3.2.2

Interaction Modalities and Context-of-Use

Spoken input is acceptable—and even preferred in the relaxed home contextof-use—by the subjects. However, multimodal input where direct manipulation
and speech input could be used unaccompanied as well as combined is a desirable
interaction feature. The direct manipulation would be conducted by means of
e.g. a remote control or similar device. Three situations where users would like
to use the remote control are:
1. When they are not allowed to make noise, such as when speaking would
disturb the rest of the household.
2. When the mouth is busy, e.g. while talking to someone else.
3. When they are not sure how to express a query.
The possibility to combine modalities is one way to accommodate the diversity
of the interaction style in the end-user group and is another reason for suggesting multimodal interaction. This is consistent with the recommendations by
Cohen [19].

3.2.3

Dialogue and Feedback

As previously reported by e.g. Brennan and Hulteen [10], it might be fruitful
to consider dialogue and feedback rather than e.g. underlying speech recognition technology for improving dialogue system interaction. System feedback is
defined as system communication to a user either as a direct result of the user’s
actions, thus providing the user with information about the state of user-system
communication; or to inform the user about the result of a noteworthy event. In
the study, subjects expressed dissatisfaction with the system feedback. It was
unclear what users could ask about, and system feedback was not as complete as
desired. Feedback in the form of visually presenting the recognized user utterance was found to be very helpful. However, recognizing a string of words is not

3.2. ANALYSIS

43

Figure 3.3: The perceived two-entity interaction model.

the same as correctly interpreting them, which was also pointed out. Connecting the recognized string to system feedback on accompanying interpretation, or
information about what system actions result from the utterance was desired.
Related to the lack of feedback is the lack of understanding of the exact
capabilities of the system. This property is something that users learn by using
the system, but the system should provide guidance for novice users about its
capabilities.

3.2.4

Interaction Model

From the subjects’ interviews and illustrations of the system it was found that
their conceptual model generally was based on two entities: the user and the
system. As intuitive as that may seem, that view lacks a fundamental component: something to talk with the dialogue partner about. The subjects felt
as if they were interacting with the actual TV program database itself rather
than with a dialogue system helping them to search the database. Interviews
indicate that this discouraged the subjects to interact with the system as a dialogue partner. The interaction model derived from the subjects’ point of view
is shown in Figure 3.3. This interaction model makes it difficult to separate between domain results and system status feedback. It is possible to theorize that
the confusion between who we talk to, and the stuff we talk about, is one of the
sources to the lack of system feedback and lack of understanding the dialogue
capabilities of the system.
Since spoken feedback was not desirable at all times, a clear separation between domain results and system feedback must be catered for visually. NokiaTv does not provide such a quality, since the system presented all information
in the same window.
Subjects reported that they felt that they had a conversation with a TV
program database and not a dialogue partner. In order to communicate the
dialogue feeling a three-entity interaction model is therefore proposed (shown
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Figure 3.4: The suggested three-entity interaction model. The “system” entity
from the two-entity model in Figure 3.3 is split into two separate entities as
shown by the dashed area.

in Figure 3.4). The model is based on a clear distinction between the two
dialogue partners (user and system) and the domain about which they reason.
This distinction could increase the feeling of dialogue partner interaction as the
user communicates with the system (the dialogue partner) about an object, (e.g.
the TV program guide database). A similar model has been used in the denk
multimodal system [85].
The interaction model is based on a dialogue approach which defines the dialogue as a collective act achieved by two partners, a speaker and a hearer. The
hearer must ground, that is acknowledge, the speaker’s utterances in order to
establish a common ground [52, 18]. The distinction between the dialogue partner and domain object should be clearly reflected in the design of the interaction
as these two components play distinct roles in the user-system interaction. One
implication for the design of the graphical user interface is thus to separate the
dialogue between the user and the system in two separate areas, both of which
are separated from the domain results (e.g. TV program information).
The three-entity interaction model has strong implications on the design of
future multimodal interfaces that combine natural language and direct manipulation. As Figure 3.4 shows, direct manipulation and corresponding visual
feedback concern object management of domain objects, and are kept cleanly
separated from linguistic communication between user and the dialogue partner.

3.3

Summary

There are four main implications from the study presented in this chapter: First,
direct manipulation and spoken interaction should be integrated in the multimodal dialogue system. The functionality requirements for this need further
investigation and is one topic addressed by User Study II.

3.3. SUMMARY

45

Second, user preference modeling and incorporating a recommendation service with the information-providing functionality should be investigated. Preference conveying in spoken natural language dialogue is also a topic for User
Study II.
Third, the impact on system feedback and efficiency in both task and dialogue could be addressed by having the system take more initiative. As we shall
see in the following chapters, this and the previous issue tie in to each other as
the system can be more active in its preference request dialogues.
Fourth, the three-entity interaction model should be taken into account when
designing the multimodal recommender dialogue system. The interaction model
constitutes the first of this thesis’ contributions.

46

CHAPTER 3. DIALOGUE SYSTEM INTERACTION IN THE HOME

Chapter 4

Human-Human
Recommendation Dialogues
User Study I left us with challenging implications for dialogue system design in
the home context-of-use. To address these issues and issues on recommendation
dialogues, a second study is designed. This study is labeled User Study II and
the experimental setup and its analysis are described in this chapter.

4.1

User Study II

In order to get empirical data covering aspects of recommendation dialogues,
system initiative, and multimodality in dialogue, a corpus of human-human
dialogues is collected. An alternative solution is to perform a Wizard-of-Oz
(woz) study, aiming at collecting human-machine dialogues instead. A woz
study requires a simulation environment, complete with user interface, interaction protocol for the wizard to follow, and use scenarios. Such an approach
requires us to take several important design choices that we need to build into
the woz environment. Now, if we instead let two humans carry out the dialogue
with a scenario we hopefully get a more complete picture of the phenomena and
services that the future system implementation should handle—without limiting
the users’ choice concerning vocabulary and dialogue strategies. Furthermore—
and as contrast to a woz approach—we do not want the users to adapt to what
a woz system with possible flaws can provide them with. This is a risk in
general when applying woz, since several assumptions are built into the woz
system [51].
An argument against using human-human dialogues for the purpose of developing a language-understanding dialogue system is naturally the fundamental
differences between human-human and human-machine dialogues. This argument can be met in two ways: First, it is addressed by the chosen analysis
method, dialogue distilling, which is specifically designed to resolve this issue.
Dialogue distilling as analysis method is described in Chapter 5.
47

48

CHAPTER 4. HUMAN-HUMAN RECOMMENDATION DIALOGUES

Second—and in line with an iterative development methodology (see part III)—
we want rather fast iteration cycles, and setting up a woz environment requires
a lot of time and resources. By starting out with a human-human dialogue
setting, we quickly (on around one to two man-weeks) get substantial material
ready to be utilized in the first sketches of a recommender dialogue system. This
gives us an option of designing a woz study later in the development process,
built on the knowledge derived from the human-human dialogue analysis.

4.1.1

Participants

Forty-eight participants (24 female and 24 male) were recruited. They were all
students at Linköping University, and did not know each other. More specifically and importantly, they did not know each other’s movie preferences. Each
dialogue session requires two subjects, one acting in the role of a movie recommender, and the other in the role of a client wanting movie recommendations.
In order to avoid repetition of recommendation strategies in the dialogues, each
session had a new recommender. The benefit of receiving varying dialogue
strategies is judged to outweigh the benefit of having a more experienced recommender (i.e. that would have acquired more “recommendation skill” due to
his/her acting in several sessions). An experienced recommender would obviously be an advantage, but at this stage we prioritize variation.
All sessions were kept as varied as possible in terms of gender and roles,
including male-female, male-male and female-female dialogues, as well as mixing
the recommender and client roles in order to ensure as much variation as possible
in the dialogues. The subjects were not payed.

4.1.2

Apparatus

User Study II is set in the same home environment as User Study I, and is
described in Section 3.1.2. Additional apparatus for this experiment includes:
• A laptop connected to an extensive movie information database1 for the
recommender to use.
• A movie recommendation protocol—also called the “to-see list”—where
the recommender writes down movie recommendations for the client.
• Scratch pads and pencils for both client and recommender to use for notetaking.
A stereo microphone connected to a MiniDisc recorder is used to record each
dialogue session.
1 The

Internet Movie Database (http://us.imbd.com).
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Procedure

The dialogues are between one dialogue partner playing a movie recommender
role, and one partner acting as a client who is looking for movie recommendations. One of the dialogue partners in each session is assigned the role of a
professional movie recommender, and gets a 15-minute tutorial on how to use
the movie information database. The second dialogue partner is assigned the
role of a client, and recieves no training.
One scenario is specifically designed for the client, which includes a short
background story. This scenario, in combination with the environment (see
Section 3.1.2), is aimed to put the client in the right mood; and to provide
motivation for conveying preferences and be cooperative in the dialogue with
the recommender.
The recommender also receives a scenario prior to the tutorial, which provides her with the task of recommending in total ten movies. Five of these
should have been seen by the client and verified as “good” recommendations (in
order to indicate that the recommendations were fit for the current client), and
five should be previously unseen. When the recommendation protocol (or the
“to-see list”) is completed, the session is terminated.
Both dialogue partners are allowed to use the scratch paper and pencils
provided in order to keep notes throughout the session. Furthermore, even
though the recommender uses the database, both participants are allowed to
look at the laptop information screen.
A total of 24 dialogues were recorded with two participants in each session, resulting in 7.5 hours of recorded material. In addition to recording, two
observers were present (however residing in the background to avoid interference). The scratch pads were collected along with observation notes from the
two observers.

4.1.4

Analysis

Transcription of the dialogues resulted in 2684 utterances with a mean of 112
utterances per dialogue. Analyzing this material was carried out in two subsequent steps.
First, a number of dialogue phenomena were identified and quantified. This
work results in a categorization of critical issues to consider when modeling recommendation dialogues. This categorization is described in detail in section 4.2.
Second, the dialogues were systematically re-written to human-machine dialogues through the process of dialogue distilling [51, 60]. The resulting corpus
is the foundation from which the dialogue control strategies modeled in the
MadFilm prototype are built. This latter process is described in Chapter 5.

4.2

Dialogue Categorization

This section provides a general description and characterization of recommendation dialogue properties that have implications on future recommender dialogue
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Category

%

Task

79.3%

Subcategory
Information
Requests

%
28.6%

Subcategory
Class

Preference
Requests

%
8.9%

50.7%

Instance
Class

19.7%
18.3%

Instance

32.4%

Communication 14.5%
management
Irrelevant
6.2%
Table 4.1: Utterance content taxonomy. Percentage of utterances in the corpus.

system implementations.
When analyzing a dialogue corpus, there are several coding schemata available. These are usually based on taxonomies of speech acts (starting with
Searle [78]). In this analysis, we are interested in utterance features with focus
on the content of the dialogues. The coding presented here is thus not as “thorough” as e.g. the complete DAMSL schema [3] would allow. As we shall see, the
motivation behind this is that we—at this stage of the analysis—are interested
in the content coupled to the domain, more than the form of the dialogue.
The utterance content taxonomy covers three broad categories: task, communication management, and irrelevant. Task phenomena includes requests for
information about movies, requests for movie preferences, and reporting on results from database searches, as well as suggesting movies and explaining movie
suggestions. Communication management covers dialogue phenomena such as
discourse openings (greetings) and continuations, asking a dialogue partner to
repeat something that was not understood or heard, etc. In multi-functional
cases (such as when an utterance fits in both communication management and
task), task has been prioritized. This explains the rather high rate of task utterances. The category Irrelevant is assigned to utterances that e.g. report on
system failures to the experiement conductor, and is ignored when modeling the
sub-language of the movie recommendation domain.
In line with the focus on content of utterances in the corpus, we can identify two important request types in the task category. The first, information
request, is concerned with information about movies found in the database. The
second, preference request, is concerned with information about clients’ movie
preferences. According to the DAMSL schema, these requests are both “information requests” in the forward looking function layer. Here, “information” is
connected to “database information”. Typically, information requests are posed
by the client, and preference requests by the recommender. Table 4.1 shows the
percentage of utterances belonging to the three categories. As Table 4.1 indicates, the two main sub-tasks—information and preference requests—are further
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No. Category
1

Information
request

Subcategory
Class

Preference
request

5

Example

Instance
Class

“List all movies starring Brad
Pitt”
“Are there any movies directed
by George Lucas before 1966?”
“Who is starring in Gladiator?”
“I like science-fiction movies”

Instance

“I really didn’t like Traffic”

2
3
4
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Table 4.2: Examples of information and preference requests in the class and
instance categories. Movie titles are in italics.

sub-divided into the categories class and instance. An utterance beloning to the
instance category refers to a specific (i.e. named) object in the domain. In
the movie domain, this is when a dialogue participant says something about
a specific movie title. When participants say something about several movies
without naming them explicitly, we have an utterance belonging to the class
category. Table 4.2 shows some clarifying examples. Class utterances are of
varying complexity and may involve negations. Note that a class utterance may
well end up referring to only one domain object in reality, e.g. there might only
be one movie in the database that matches the criteria of a class utterance.
Utterance 2 in Table 4.2 is an example of this. However, since this is unknown
to the client at utterance-time, it is still considered a class utterance. Similarly,
a class defined by an utterance may obviously result in zero instances.

4.2.1

Information Requests

The most common use of information requests as part of the recommendation
dialogue is when clients need to verify that they have seen a recommended movie.
Clients do not always recall a given movie by its name only, but have to ask for
plot or actor information before they know what movie the system is referring
to (see Figure 4.1). Clients also frequently ask for information before deciding
R1:
C1:
R2:
C2:

have you seen The Bone Collector?
who is acting in it?
these [displays a list of actors]
yeah / I liked that one

Figure 4.1: Dialog excerpt where the client (C) wants information about a movie
(C1) in order to respond to the recommender’s (R) question (R1). Movie titles
are in italics, actions within brackets.
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if the movie is to be written down on the to-see list (see Figure 4.2). Another
R1: have you seen Alien Nation?
C1: what is it about?
R2: the plot is [reads plot information from
the screen]
C2: yeah / sounds good / put that down
please
Figure 4.2: Dialog excerpt where the client (C) wants information about a movie
(C1) before deciding if it should be put on the to-see list. Movie titles are in
italics, actions within brackets.
interesting feature is that information queries are also posed when clients indeed
have seen a particular movie, such as in Figure 4.3. This could mean that clients
recognize the title and know that they have seen it, but cannot quite remember
the plot or the actors.
R1: have you seen Good Will Hunting?
C1: yeah / what is it about?
Figure 4.3: Dialogue excerpt where the client wants information about a movie
she has already seen. Movie titles are in italics.

Gradual Refinement of Information Requests
As can be expected, a significant amount of utterances involve clarifications.
These are initiated by both recommender and client, and involve both database
information as well as preference information. Typically, client-initiated requests are initially vague, and further refined by responding to the recommender’s sub-dialogue, as in Figure 4.4. Exceptional results from a database
C1: I would like some Gene Hackman movie
R1: yeah / he’s done a lot / any particular
kind?
C2: uhm / a drama
R2: he acts in The Royal Tenenbaums /
have you seen that one?
Figure 4.4: Dialogue excerpt showing gradual refinement of a query through
clarification. Movie titles and actor names are in italics.
query (such as too many hits, or no hits) is a common reason for the recommender to initiate a sub-dialogue. In Figure 4.4, C1 results in 60 movies, which
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the recommender judges as too many hits. The recommender tries to limit
the number of matches by asking the user to constrain the search space with
a genre (R1). Another typical example is when the client provides erroneous
or conflicting attributes, or too little information to even issue a query. The
dialogue corpus consists of 16.7% clarification requests2 , which is consistent
with e.g. Flycht-Eriksson and Jönsson’s [28] evaluation of a human-machine
dialogue corpus. It is thus an important implication that a dialogue system
implementation has such sub-dialogue capabilities.

4.2.2

Preference Requests and Recommendations

The categories and examples presented thusfar show a nice duality in terms of
initiative. On the one hand, we have recommender-driven preference requests,
where ideally the client response aids the recommender to assess a “preference
profile” of the client in order to make qualified movie suggestions. On the
other, we have client-driven information requests, where the client asks the
recommender to retrieve information from the database. Examples of this are
found in Figures 4.1 and 4.10.
In this section we observe preference request and recommendation-specific
phenomena, before we approach the integration of the two in section 4.2.3.
Volunteering Preferences
There is a third feature of the dialogues that is interesting. This involves preference volunteering from the client’s side. A preference volunteering happens
when a user suddenly utters a preference about a movie (or actor, or genre
etc.) that has not been previously discussed neither as part of a recommender
preference request, nor as part of a client information request. This happens at
no particular or predictive pattern. However, it is hard to model and explain
when and why these preference volunteerings happen. An important implication for a recommender dialogue system is thus to allow and handle seemingly
unconnected preference volunteering. Figure 4.5 shows an example of preference
volunteering. Locally, it seems not to affect the dialogue at all (C3-R3), however
when the recommender chooses what movie to recommend the volunteering has
been taken into account (R12, R13).
Changing and Verifying Recommendation Base
At an early stage of virtually all dialogues a notion of “recommendation base”
is established. This is typically one of the first explicit attributes that the client
puts forward, and on which a series of recommendations are based. It is common
to return to the recommendation base in the dialogue, such as when wrapping
up a sub-series of recommendations. On top of the original recommendation
2 These are limited to task-related clarifications according to Table 4.1, and do not include
clarifications such as “what did you say?”.
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C1: tell me more about it please
R1: Mulholland Drive is about / [reads plot
information from the screen] / David
Lynch directed it
C3: ah / yeah that sounds alright / The
Ring is also great
R3: would you like more movies by David
Lynch?
...
R12: did you also watch the original version
of The Ring?
C12: no
R13: then I can recommend that since you
liked the new one /

Figure 4.5: Dialogue excerpt showing seemingly disconnected preference volunteering, that is used later in the dialogue. Movie titles and director names are
in italics.

base several modifying attributes can be put for a few turns. The recommendation base can thus be modified; but it can also be changed completely. The
recommendation base is a somewhat fuzzy concept, and sometimes hard to separate from an ordinary search attribute or constraint (or collection of attributes).
However, it seems that changing the recommendation base completely, requires
some sort of explicit utterance from either of the dialogue partners. Four principal types of recommendation base changes or verifications are found in the
corpus:
1. Changing the recommendation base when the client is satisfied with the
current.
2. Changing or relaxing the recommendation base when there are no more
options (i.e. all movies meeting the recommendation base have been considered).
3. Providing a new recommendation base suggestion when the client is uncertain or out of ideas.
4. Ensuring or verifying the attributes and importance of attributes in the
current recommendation base depending on client feedback on recommendations (i.e. if the agreed recommendation base seems to generate several
“bad” recommendations in the client’s eyes).
Figure 4.6 shows an example where the recommender suggests a recommendation base to a client who is unsure of what attributes to consider3 . Note
3 This example is rather clear, since the recommender actually uses the word based (R4).
In many cases, establishing a recommendation base is more subtle.
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that although the recommendation base put forward by the client in C1 is valid
(however very broad), it is unpractical for this dialogue since the client cannot
remember a single favorite title in the proposed genre (C2). Since the recommender needs to base his or her recommendations on previous titles—as well as
on e.g. genre specifications—this particular recommendation base is abandoned
(R3). The recommender suggests to base recommendations on an actor instead of genre (R3-R4). Figure 4.7 shows an excerpt where the client’s negative
R1: what kind of movie are you looking for
C1: uhm / a drama thriller like /
R2: Ok / do you have any favorite drama
thrillers
C2: no not that I can think of
R3: I see / do you have a favorite actor or
actress
C3: Adam Sandler is usually funny
R4: right / let’s see if we can find any movies
based on that
Figure 4.6: Dialogue excerpt showing an explicit recommendation base suggestion by the recommender (R3). Actor names are in italics.

feedback makes the recommender question the current recommendation base.
Indeed, the client agrees and provides a new (and very different) recommendation base in C3. It should be noted that the distinction between preference
R1:
C1:
R2:
C2:
R3:

so have you seen American Psycho?
no / and I don’t think I want to either
ok / uhm / how about Hannibal?
no that one really sucked
right / so do you still want to look for
horror movies?
C3: let’s / let’s find something funny with
Hugh Grant instead
Figure 4.7: Excerpt where the client’s negative feedback on the suggestions
based on the previously established recommendation base of horror movies
makes the recommender suggesting a change of recommendation base. Movie
titles and actor names are in italics, actions in brackets.

volunteering (see section 4.2.2) and recommendation base changes (this section)
is fuzzy, and hard to provide a model of the phenaomena suitable for a dialogue
system implementation.
An important implication for a dialogue system design is nevertheless to
(a) allow users to change the recommendation base explicitly, as well as (b) let
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the system suggest recommendation base when the user does not suggest one
herself, or when the recommendation base has been exhausted.
Explaining Recommendations
As soon as a recommender has acquired enough preference information from
the client, she can perform a recommendation. That is, based on the attributes
decided upon in the recommendation base, a movie (that the recommender believes has not been seen by the client) is suggested. In order to verify that
the recommended movie indeed matches the attributes in the recommendation
base, an accompanying explanation is often presented by the recommender.
Figure 4.8 shows how this can be done. In R2, the recommender utilizes the
R1: have you seen American Beauty?
C1: no
R2: that’s also a drama / starring Kevin
Spacey / should I note that on the list?
C2: yeah / sounds good
R3: ok and it has the same critical black
humorous tone as Big Lebowski / I think
you’ll enjoy it
Figure 4.8: Excerpt showing how the recommender provides an accompanying
explanation to a recommendation based on the current recommendation base
(i.e. drama, and one modifying attribute is the actor Kevin Spacey). Movie
titles and actor names are in italics.
recommendation base to provide an explanation or motivation for her recommendation. Furthermore, the recommender connects back to a previously given
preference (R3). This sort of objective explanation (i.e. utilizing previously
established recommendation base and preferences) is the most common type of
explanation. There is, however, a second type of explanation—more subjective
in nature. This happens when the recommender relies on personal experience,
such as in Figure 4.9. In this case, the client has to explicitly ask the recommender for an objective explanation. Relying solely on subjective explanations
and personal experience seems to require that a fairly high notion of trust in
the recommender’s knowledge about the client’s preferences has been reached.
In a dialogue system, this seems like a hard goal to reach. It thus seems
sound to rely on explanations based on factual attributes of movies in an implementation (see also Section 5.1.3).

4.2.3

Integration of Information and Preference Requests

We have seen how information requests are posed by clients in order to respond to recommenders’ preference requests (section 4.2.1). Another important
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R1: have you seen Spy Game?
C1: no / I haven’t
R2: that’s you know / honestly that’s one
of the best movies I’ve seen
C2: yeah / all right
R3: do you wanna watch that you think?
C3: uhm / it’s about /
R4: it’s starring Brad Pitt and Robert Redford as C I A agents
Figure 4.9: Excerpt showing how the recommender provides an accompanying
subjective explanation to a recommendation. Movie titles and actor names are
in italics.

coupling between preference and information requests in recommendation dialogues is that information requests can work as “fuel” to the recommendation
dialogue. The results of information requests typically take the form of lists.
The by far two most common types of lists are lists of actors that appear in a
given movie, or lists of movies starring a given actor. These lists (when seen
as responses to client-driven information requests) often drive the user to respond to recommender-driven preference requests. One of the central goals of
the recommender is to assess preferences (or “ratings”) of as many movie titles as possible in order to give qualified suggestions of movies that the client
has not yet seen. Thus, it is a common recommender strategy to take every
chance to ask for ratings of movies that appear as a result of a database search.
Figure 4.10 shows how client-driven information requests drive the preference
dialogue forward. R1 is the overall preference request from the recommender.
The sub-dialogue initiated by the client in C2, eventually leading to R4, results
in another list of movies from which the client can pick favorites. C4 can thus
be viewed as a response to the overall goal introduced in R1. The dialogue
continuing from R5 is a direct result of the content of C4, which in turn is a
result of the information requests in C2 and C3. (It is important to note that
Mel Gibson, who is mentioned in C3, occurs on the Ransom actor list in R3).
In summary, a complete recommendation dialogue is viewed as a seamless
integration of (a) system-driven preference requests, (b) user-driven information requests, and (c) user-driven preference volunteering. A dialogue system
implementation should thus accommodate flexible shifts between these initiative
types.

4.3

Object Management

It is evident from both recordings and the observer notes that both recommender
and client often are pointing at both the maintained lists in their notes, as well
as on the information presented on the laptop screen. Several of the utterances
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R1: Rene Russo acts in these movies / any
you like there? [displays a list of movies
on the screen]
C1: yeah / that one is great [points at one
of the titles on the list]
R2: I see / please name another good movie
C2: uhm / who’s starring in this? [points
at another title—Ransom—on the list]
R3: here are all the actors in Ransom [shows
the actor list of Ransom]
C3: so what other movies has Mel Gibson
done?
R4: all of these [points at Gibson’s filmography list]
C4: right / oh yeah / Braveheart is one of
my absolute favorites
R5: Oh then I think you’d like Gladiator
Figure 4.10: Dialogue excerpt showing how user-initiated information requests
move the more general preference dialogue forward. The overall goal for the
recommender is to retrieve movie preferences (R1, R2), based on movie titles
from the filmography list of the actress Rene Russo. Subsequently, the client
initiates information requests (C2, C3), thereby retrieving another filmography
list. This excerpt also shows how pointing at lists affects the language in the
dialogue. The pointing actions are indicated as square brackets. Movie titles
and actor names are in italics.
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concern organization of movie titles on the to-see list. Both the recommender
and the client refer to this list in the dialogue, and they cooperate to incrementally add items to it. Figure 4.10 shows examples of how the list pointing works
in the dialogue.
To keep the analysis simple, it is deemed sufficient to define principal objects
in the movie recommendation domain as movies, indicated by their titles. One
could argue that persons (e.g. actors, directors, and producers) could also be
viewed as objects in the domain. However, as their main function in the dialogue
is as (possibly future) attributes to the movies under discussion, they are defined
as attributes, instead of as objects on their own.

4.3.1

Maintaining Lists as Memory Aids

The fact that both dialogue partners maintain and refer to lists of favorite and
bad titles, favorite actors, and genres, indicates that a way of organizing the information is desirable. This is an important implication for a future implementation, since (a) it seems useful to keep lists of favorite objects (and attributes)
as well as bad object recommendations, and (b) the visual representation of
item lists functions as a memory aid and a point of reference in global focus
shifts, which denote utterances that cannot be specified from local focus [1].
The lists and notes thus aid the dialogue to flow smoothly. In total, 14.8%
of the utterances denote global focus utterances. Figure 4.11 shows how the
lists function as global focus “access points”. The incorporation of lists in a
graphical user interface and the possibility to refer to them in the dialogue
through pointing at them imply that the final implementation might require
multimodal input in the form of combined speech and direct manipulation.

4.3.2

Organization and Search

Roughly, two issues in the interaction can be distinguished. First, dialogue
partners are faced with a search problem, since they want to gather information
about movies or about preferences depending on their role as client or recommender. This is typically carried out using natural language queries that can
be gradually refined through dialogue as described in section 4.2.3. Second, the
maintainance of lists can be categorized as an organization problem. This is relying more on direct manipulation, but also on natural language commands of a
more spatial nature. Table 4.3 shows how the search and organization problems
are handled by mixing the two modalities of speech and direct manipulation.
These types of interaction possibilities mirror the individual client interaction
styles found in the corpus. Some clients utilize gesture more than others, and
point on both the laptop screen and the lists frequently. Others seldom even
look at the laptop screen, and scarcely refer to items on lists by pointing at
them. Dialogue system implementations in this domain should thus allow for a
multimodal and personalized interaction style.
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R1: what sort of movies do you like?
C1: a drama please
R2: all right / any favorite actors? [R notes
“Genre: drama”]
C2: yeah / I like the actor in Gladiator
R3: uhm / that’s Russell Crowe [R notes
“Actor: Russell Crowe”]
C3: who directed Gladiator?
R4: Ridley Scott / have you seen G.I. Jane?
C4: yeah that’s a good one / I like war
movies
R5: then you’ll like Black Hawk Down / it’s
a war drama by him
C5: sounds good / please note that [R notes
“Black Hawk Down” on the to-see list]
R6: I think you’ll like A Beautiful Mind also
/ that’s a drama starring him [R points
at “Russell Crowe” in his notes]
C6: all right / note that as well / so who
else is starring in that one [C points at
“Black Hawk Down” on the to-see list]
Figure 4.11: Excerpt showing how global focus shifts are aided by various lists
maintained by the dialogue partners. Movie titles and actor names are in italics,
actions in brackets.

Modality
Natural Language

Search Task
“Who directed Alien?”

Direct Manipulation

—

Integration

“Who directed this
one?” [points at the
text ‘Alien’ on a list]

Organization Task
“Put Alien on the tosee list, please”
[writes ‘Alien’ on the
to-see list]
“Put
Alien
here,
please” [points at the
to-see list]

Table 4.3: Multimodal interaction crossed with the search and organization
tasks in the movie recommendation domain. Utterances are within quotation
marks, actions within brackets.
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Summary

In this chapter, User Study II and its analysis boil down to two contributions:
a human-human recommendation dialogue corpus, and a categorization of recommendation dialogues. This first analysis of the study leaves us with the
following implications for movie recommender dialogue system interaction in a
home context:
First, the necessity to allow for seamless integration of and switching between
(a) system-driven preference requests, (b) user-driven information requests, and
(c) user-driven volunteering of preferences. Second, ways to provide cues for
movie titles to keep an interesting dialogue go on. This seems to be possible by
introducing personalized lists, and providing lists of titles associated with the
current property under discussion. The lists double as memory aids for global
focus management. Third, as gradual refinement of initially vague queries is
common, the dialogue representation should accommodate this kind of behavior. Fourth, a varying style of interaction should be accommodated by e.g.
allowing for different combinations of speech and direct manipulation, where direct manipulation typically is used for organization-oriented tasks, and speech
typically is used for search-oriented tasks.
With these implications in mind, we embark on the second analysis step of
the human-human dialogue corpus collected in this study: dialogue distilling
and the construction of a suitable dialogue control strategy.
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Chapter 5

Human-Machine
Recommendation Dialogues
Hitherto, we have focused on interaction without considering implementing details. In the second analysis step of User Study II, we start bridging the gap
and move towards a software implementation. This chapter first reports on the
transformation of the human-human dialogue corpus described in Chapter 4
into a human-machine dialogue corpus through the process of dialogue distilling
(section 5.1). Based on this analysis, a dialogue control strategy is presented
that accommodates system-driven movie preference dialogue (section 5.2). As
we get closer to a software implementation, we need to consider issues such
as the capabilities of the recommendation engine to be used, speech recognizer
capabilities, etc. These issues are addressed as they arise.

5.1

Dialogue Distilling

Dialogue distilling is the name of a method for collecting and analyzing dialogue
corpora, with a particular aim for dialogue system development [51, 60]. The
method can be seen as a complement to Wizard-of-Oz (woz) studies [50], where
the aim also is to collect human-machine dialogue corpora, and where the machine is emulated by a human “wizard”. However, as mentioned in the previous
chapter, the motivation for distilling human-human dialogues in the beginning
of a dialogue system development project is (a) practical and economical, and
(b) design-theoretically sound, since free flowing dialogue between two humans
may provide a truer picture of the relevant tasks in the domain—without the
inbuilt assumptions inherent in the design of a woz environment [51].
This section gives a brief overview of the process of distilling, followed by an
account of the guidelines used in the analysis phase of User Study II, and the
results of the distillation.
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5.1.1

The Distilling Process

When distilling, we aim at re-writing an original human-human dialogue corpus
into a plausible human-machine dialogue. In the movie recommendation corpus,
we appoint the recommender participant to function as “the system”, and the
client as “the user”. In the following, this is how they are referred to.
In general, dialogue distillation is a two-step process [60] consisting of:
1. Guideline development
2. Guideline application
It is important to realize that even the most thoroughly developed guidelines
cannot be fully objective and exact, and in the application of them, issues will
most certainly arise where the distiller may have to go back and refine or redefine the guidelines [60].

5.1.2

Guideline Development

Defining the guidelines is a hard task, because all communication characteristics
and phenomena are less than perfectly understood—both concerning humanhuman as well as human-machine communication. In order to perform methodological changes to the corpus, Jönsson and Dahlbäck suggest two sets of guidelines [51], which are further developed by Larsson et al. [60]. This boils down
to four sets of guidelines: general guidelines, linguistic properties guidelines,
functional properties guidelines, and ethical properties guidelines. Each set consists of a number of specific guidelines, as well as rules of thumbs for applying
them. For the movie recommendation corpus collected in User Study II, several
guidelines were developed based on these suggestions. They are summarized in
Table 5.1.

5.1.3

Guideline Application

Several issues arises when trying to apply the guidelines. As noted by Larsson
et al. [60], the guidline application step boils down to “common sense”, and
perhaps the most notable benefit of using the distilliation method is that the
distiller is forced to confront abstract principles with the concrete dialogue data,
and thereby gains an understanding of the dialogue system that is to be built.
As the collection of issues provided in this section shows, the distillation process
provides us with a large number of observations that enhance understanding of
the dialogue behavior of a recommender dialogue system.
Modification of Excessive User Utterances
The biggest challenge is to apply distillation guidelines on user input. On the
one hand, we want to stay as true as possible to the human way of expressing
herself—as in the human-human corpus—since we do not want to build a dialogue system that restricts the user. On the other, several difficulties arise as
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Guideline
Linguistic properties
Syntax

Turn-taking
Focus

Functional properties
Relevance/Quantity
Quantiy

Immediacy
Memory

Orderliness

Repetition
Mapping

Ethical properties
Honesty
Politeness
Seriousness
Voluntariness
User Initiative
Neutrality
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Explanation
S speaks syntactically correct in full
sentences, and does not mumble or hesitate.
S does not interrupt U, and always allows U to take initiative.
S presents the information in such a
way that coherence with the focus of
the user’s utterance is maintained.
S only presents relevant information.
S asks only for the information it needs
to complete its task; no more and no
less.
S gives all relevant information at once.
S does not forget information and does
not ask user twice about the same piece
of information.
S follows a certain order when asking questions; S does not skip between
questions.
S does not repeat itself unless asked to.
S is responsible for mapping the nl representation of a database request to a
suitable one.
S does not lie and does not try to cheat
the user.
S is polite.
S is not ironic, does not flirt, etc.
S does not try to persuade the user.
S does not take the initiative (including
the turn) from the user.
S does not express its own opinions.

Table 5.1: Dialogue distilling guidelines used in the movie recommendation
dialogue corpus analysis. (S = system, U = user). Adapted from [60].
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many utterances are very complex and ambiguous and thus hard to implement in
a dialogue system. Furthermore, capturing the multi-facetted user preferences
in a human-human dialogue with existing recommendation engine technology
in mind is next to impossible. The general rule is to modify user utterances as
little as possible. However, the closer we get to implementing a speech-based
dialogue system, the more restrictive we need to be with what sort of input we
will accommodate. This is because, the longer the utterances, the harder it is
to recognize and interpret them with contemporary speech recognizers.
Another issue related to both utterance length and content is when clients
are very talkative and provide information that even a very advanced recommendation engine will not be able to make use of. An example of this sort of
user input as a response to a movie recommendation is shown in Figure 5.1.
Recognizing and interpreting utterances C1 and C2 in Figure 5.1 is beyond the
R1: have you seen Star Wars?
C1: yeah the new Star Wars movies are
quite lousy / the first / uhm / episode
one / was really bad because of that
computer animated clown that jumped
around and squealed / of course they removed him in the second movie / which
was good / but that movie didn’t have
any plot at all
R2: ok
C2: but then again they’re good to watch
/ you know lots of special effects and
great sound / so I’d watch them anyways
R3: right / I see / have you seen The Matrix?
Figure 5.1: Excessive client input from the human-human dialogue that will be
modified in the distilled version. Movie titles are in italics.
capabilities of the dialogue system reported on in this thesis. Given that a
speech recognizer suceeds in correctly recognizing and interpreting C1 and C2,
the only really usable fact for future recommendations is that the user ratings
for the episode I and II in the Star Wars series are less than average. Even
if the recommendation engine could utilize and model preferences concerning
e.g. computer animation and special effects in movies, we would not be able
to draw any conclusions about this from C1 and C2, since the user first states
that the movie is lousy because of the “computer animated clown”, but then
says that the movies are good because of the “special effects”. Thus, the distilled version of the dialogue in Figure 5.1 becomes quite severly changed (see
Figure 5.2). This particular dialogue is even harder to accommodate correctly,
since Star Wars is both one of currently five episodes in a series, as well as one
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unique movie in that series. It is not clear whether the recommender in R1
was originally referring to the movie or the series. We can view the excerpt in
S1: have you seen Star Wars?
U1: yeah but I didn’t like it very much
S2: I see / have you seen The Matrix?
Figure 5.2: Distilled version of the dialogue excerpt of Figure 5.1. Movie titles
are in italics.
Figures 5.1 and 5.2 as an application of the Mapping guideline (see Table 5.1)
since neither the information nor the recommendation managers of the system
can handle the content of the original dialogue in Figure 5.1.
System Utterance Syntax
As the guidelines dictate, the system should not make use of ambiguous ellipses,
since this may confuse the user. Repairing such misunderstandings requires
complex dialogue tracking and makes the dialogue less efficient. Figure 5.3 shows
an example of this from the dialogue corpus. The confusion in the dialogue
in R7-C8 is avoided if we make sure that the system never uses ambiguous
expressions such as R7.
User Initiative
Even though the recommender in the human-human dialogue generally tries to
accommodate client requests, she sometimes ignores client requests and maintain initiative according to her plan. Since the recommender has a legitimate
“expert” role, this behavior is accepted by both parts in the dialogue. However,
in a human-machine dialogue this sort of behavior will probably be less easy to
accept for the user. When distilling, we need to accommodate this and abide
to the User Initiative guideline. That is, when the user takes initiative, the
system should let her do that without question.
The typical example of this is when the user initiates an information request
before responding to a pending system-initiated preference request, as noted in
section 4.2.3.
“Do Not Diagnose What You Cannot Treat”
As pointed out by Höök [38], user modeling applications should not include data
that are of no relevance for the task being performed. That is, the system should
not request user model properties that have no relevance for the recommendation task. This seems intuitive and clear, but when applying this guideline to
the corpus we are required to know the workings of the recommendation engine
that we will put to use in the final dialogue recommender system. Otherwise,
we might remove too much from from the corpus, as well as remove too little.
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R1: Samuel L Jackson acts in the following
movies [shows list of movies]
C1: Time to Kill is good
R2: have you seen 51st State?
C2: no
R3: do you want to put it on your to see
list?
C3: what is it about?
R4: 51st State is about [reads plot information]
C4: no
R5: have you seen Unbreakable?
C5: is Bruce Willis starring in that?
R6: yes
C6: Bruce Willis has done many good
movies / The Sixth Sense is great
R7: ok / he acts in Star Wars
C7: Bruce Willis!?
R8: no no / Samuel L Jackson / do you like
science fiction?
C8: aha / yeah
Figure 5.3: Dialogue excerpt where the recommender (R) makes an ambiguous
reference (R7), confusing the client (C). Movie titles and actor names are in
italics; domain information, such as title lists and plot information, from the
database is omitted but marked with brackets.
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For example, one recommender asked for a client’s age. Demographic recommender systems (see section 2.3.1) utilize age information in their user model,
whereas cf systems do not. When distilling, we thus complement the guidelines
with the relevance recommendation of Höök [38], as well as taking the chosen
recommender engine into account. In its current version, MadFilm utilizes a
cf recommendation engine. Details on this is covered in Chapter 8.
Another example of preference conveying covering attributes that are hard
to model is found in the excerpt of Figure 5.4. The preference in C1 in FigR1: it seems that you like movies where the
story is not chronological?
C1: yeah / like the story jumps back and
forth with cool cuts
R2: right / then I think you’d like Memento
Figure 5.4: Dialogue excerpt with a complex preference attribute. Movie titles
are in italics.
ure 5.4 would require a knowledge-based recommender system with explicitly
encoded information for “non-chronological storyline” and “cool cuts”. Allowing for such—and other equally complex—attributes is perhaps possible, but it
obviously requires a massive knowledge engineering effort.
Wasting Turns: Immediacy and Forgetfulness
Human recommenders tend to “waste turns” by not giving all relevant information at once, as the guidelines suggest. This is partly due to that it takes time
for a human to browse and overview the information in the movie database.
Figure 5.5 shows how this affects the dialogue (R1, R2). Another turn-waster is
C1: do you have any spanish movies
R1: spanish? / uhm how do I find that //
C2: I think I’ve heard about a Spanish move
called Amores something
R2: uhum / maybe
C2: supposed to be a gang movie
R3: sorry / what was the title?
C3: like Amores Peros I think
Figure 5.5: Dialogue excerpt showing how the dialogue can be affected by
database browsing difficulties and human memory limitations. Movie titles are
in italics.
due to human memory limitations. Several dialogues contain utterances where
the recommender asks the client to remind her of a title or an actor name, as
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in Figure 5.5 (R3). While this dialogue behavior is natural between humans, it
is not suitable in a human-machine dialogue according to the Forgetfulness
guideline.
Orderliness: Is it there or not?
The Orderliness guideline has been applied with care, since it is hard to characterize the original corpus as being very orderly. Recommenders differ greatly
in their strategy, and sudden “interruptions” from the users in form of preference volunteering and information requests (see section 4.2.3) make the dialogue
take unpredicted ways. This mutual breaking of order from both recommender
and client seems to work out fine in the human-human context. The dialogue
discussed here may require seemingly unordered skipping between issues in order to arrive to qualified movie suggestions. The high number of global focus
shifts (see section 4.3) may be a reflection of this. Thus, the recommended
Orderliness guideline has been treated with moderation.
The Unbiased Recommender
In the excerpt in Figure 5.6 the recommender poses a leading question (R2),
that makes it very hard for the client to disagree without “losing face”. In R2 in
R1:
C1:
R2:
C2:

have you seen Harry Potter?
yeah /
it was a bit childish right?
uhm / yeah / I guess

Figure 5.6: Example of a leading recommender question unsuitable for an unbiased dialogue system. Movie titles are in italics.

Figure 5.6 the recommender indicates that the client is “a bit childish” if she likes
the movie Harry Potter. The response in C2 is very hesitant, indicating that the
client only agrees with the recommender in order not to seem childish. In effect,
the inferred low “rating” of the movie in question thus might be incorrect and
in turn affect future recommendations. In order to avoid such negative effects,
leading questions are re-written as unbiased questions (e.g. “What did you think
about it?” instead of R2).
A related issue on bias that is commonplace is when the recommender motivates her recommendations by claiming personal experience of the movie in
question. This is fine in a human-human situation where the more knowledgeable recommender is the expert. Indeed, as noted in section 4.2.2, subjective
explanations of this sort occur in the original corpus. However, in a humancomputer situation users are probably less likely to accept a system that states
“I have seen this movie myself, and I enjoyed it very much”. Thus, all recommendation explanations and motivations are based on objective attributes of the
movie (such as genre and cast), as the Neutrality guideline prescribes. This
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Figure 5.7: Part of a distilled dialogue transcription (left), and a corresponding
network graph (right). Box labels correspond to the “goal” of the node (i.e.
GetValGenre means that the node goal is to assign a value to the attribute
genre). Arch labels correspond to the interpretation of the user utterances.

is in line with the Relevance guideline, that suggests that the system should
only present relevant information. In this case, this is done by using matching
attributes in the current recommendation base in the explanation. Examples of
this is found in Figure 4.7.

5.2

Recommendation Dialogue Control Strategy

With the completion of the distillation, we have an empirical ground to start developing a computer system that gives movie recommendations through natural
language dialogue. This section describes the dialogue control model covering
the distilled material.
The goal is to use the dialogue control model in the MadFilm movie recommender dialogue system implementation. The distilled corpus (see section 5.1) is
used as base for this work, with additional implications from the first recommendation dialogue categorization found in Chapter 4. The result encapsulates the
significant implications from User Study II, and the model arrived at is called a
dialogue control strategy. In the spirit of iterative and incremental development,
we aim at building a control strategy implementation that is sufficient for the
target implementation, yet as simple as possible.
One way to visualize a distilled dialogue is to draw a simple network consisting of system utterances represented as nodes, and user utterances represented as arches. A sample distilled dialogue and corresponding network graph
is showed in Figure 5.7. System utterances in the simple network shown in Figure 5.7 are represented as boxes, and user utterances as arrows connecting the
system utterances. For each distilled dialogue, one separate network similar to
the one in Figure 5.7 is constructed. Each separate network has a unique linear
sequence, since there (naturally) is exactly one user utterance following a given
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system utterance.

5.2.1

Dialogue Node Network

The simplest form of dialogue management is finite-state machines, which guides
the user through a series of pre-defined steps. This form of dialogue is completely
system-driven in terms of initiative, and very unflexible. While sufficient for
simple tasks, such as basic banking tasks [52], the restrictions make more complex dialogues hard to model with this approach. The main advantage of a
finite-state model is simplicity.
As we have seen previously (see Chapter 4), the recommendation dialogues
in the corpus can be viewed as consisting of a combination of (a) system-driven
preference requests, (b) user-driven information requests, and (to a slightly
lesser extent) (c) user-driven volunteering of preferences. The mixed-initiative
character of the dialogue can roughly be said to correspond to a seamless integration of these three intiative types. Based on this assumption, we turn to the
network graphs of the distilled corpus and try to merge them into one general
recommendation dialogue network graph.
This is done by comparing system utterances with focus on preference requests, and then incrementally adding arches corresponding to the various user
utterances that occur as responses to the nodes. The resulting network is—not
surprisingly—larger and more complex than the individual dialogue networks.
In terms of the taxonomy above, the dialogue node network is limited to systemdriven preferences (a).
Figure 5.8 shows the complete network graph. The view of the dialogue in
Figure 5.8 corresponds to system-driven requests for user preferences. However,
it is important to allow the users to initiate information requests at any time
in the dialogue. Furthermore, we do not want to limit users as to when to
volunteer any preferences. These two latter user initiatives must be catered for
in the design, and the method for doing this is described further in Chapter 7. In
the reminder of this chapter however, we focus on the system-driven preference
dialogue (a).

5.2.2

Dialogue Node Functionality

This section describes the nodes in Figure 5.8 and their function in the dialogue, and covers the system-driven preference-requesting and recommendation
dialogue.
Initiating the Recommendation Dialogue (Start and RecBase)
The Start node simply produces a welcome message, and asks the user how
the system can be of service. A user response indicating that she wants a
movie recommendation leads to the RecBase node. In Figure 5.8, there is only
one arrow arching out from the Start node, leading directly to the RecBase
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Figure 5.8: A recommendation dialouge network graph covering dialogue flows
of the 24 distilled dialogues from the movie recommendation dialogue corpus.
Some arches have been ommitted for clarity. Circle-shaped nodes correspond
to system utterances, arches correspond to user utterances, and square nodes
correspond to system decision points that are “invisible” to the user. Dashed
arches correspond to system decisions, and are not influenced by user utterances.
These nodes and arches are not part of the model, but shown here to clarify the
workings in the model.
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node. This is a simplification, since users have the possibility to directly set the
recommendation base from this node, thus skipping the RecBase node.
In RecBase, we aim to establish a “recommendation base”, which is the principal attribute set that future recommendations are based on (see section 4.2.3).
There are several possible responses to the RecBase depending on what attribute
the user prefers. Most users want to base their recommendations on genre (e.g.
a drama, comedy, or action movie), whereas some users aim for movies starring
their favorite actor (such as “I would like a movie with Cary Grant please”).
Getting Attribute Values (GetVal)
There are two nodes whose goal is to get values for specific attributes suitable
for the recommendation base. GetValGenre is responsible for trying to assess
what genre(s) the user is interested in. This is achieved by asking, as well as
providing a list of genres. The GetValActor node functions in a similar way,
asking the user for names of their favorite actors or actresses. The information
retrieved by the GetVal nodes is integrated in the recommendation base.
It is possible that a GetValDirector node should be added in the network.
However, this has not been done since such a move never occurs in the dialogue
corpus. Future versions of the network might include this feature, should the
need arise.
Acquiring Title Ratings (GetTitle and RateTitle)
A central issue when utilizing cf recommender engines is to acquire title ratings
from the user. The more titles that are included in the user preference model,
the better recommendations the engine can provide. Furthermore, the system
needs some way of keeping track of which movies the user has seen, so the
system does not recommend them again1 .
Thus, we have three GetTitle nodes, each based on one of the attributes genre,
actor, or director. The typical GetTitle node usage is when the user has provided
an attribute value (such as the name of an actor). The system then provides the
user with a list of titles matching the given attribute values and asks the user to
identify movies that the user likes. Note that this list is a non-personalized list
and thus not a recommendation set. The GetTitle nodes typically occur before
any requests have been passed to the recommendation engine. As we will see,
interleaved information requests can influence how the lists turn out (such as the
excerpt in Figure 4.10). Thus, there is no hard connection between the GetTitle
node and the current recommendation base, since the titles in the list at any
given moment do not need to reflect the recommendation base. This serves two
purposes. First, we do not decrease the user’s freedom of posing information
requests, and indeed utilize these in the recommendation task. Second, it is
good for the user preference profile to be as diverse as possible and not only
include ratings for movies matching the current recommendation base. To a
1 This

is independent of what recommendation algorithm we employ.
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certain extent this naturally depends on what recommendation algorithm we
choose (see section 2.3.1).
Further down in the network the RateTitle node is found. This node comes
into function after a recommendation has been proposed. The function of the
RateTitle node is to extract the rating of an already seen recommended movie,
so that we constructively can utilize an otherwise “useless” recommendation,
while maintaining a conversational tone in the interaction.

Performing Recommendations (SeenTitle)
SeenTitle is one of the central nodes in the usage situation, since this is when
the system presents a movie suggestion to the user. The corresponding system
utterance for the SeenTitle node is “Have you seen this movie?” along with
the title of the highest ranked recommendation. All nodes that have arches
leading to SeenTitle need to go through a similar type of check2 , since there
are two cases where it is not possible to traverse to SeenTitle (i.e. performing
a recommendation): (1) when the current user’s preference model is too small
and thus not suitable for performing recommendations, and (2) when all movie
titles matching the current recommendation base has been exhausted and cannot
perform any recommendation for that reason.
The SeenTitle node is thus called only if the recommendation engine is able
to deliver a suggestion. Otherwise, there is a need to continue to get title ratings
from the user (by returning to an appropriate GetTitle node), or to change the
current recommendation base.

Handling Changes (RelaxRecBase, SuggestRecBase, and VerifyRecBase)
As pointed out in section 4.2.2, the user may change the recommendation base,
by i.e. providing a new actor name or a new genre etc. A change in the recommendation base can also arise from the system’s part (e.g. to relax the
constraints posed by the current recommendation base in case it has been exhausted). The excerpt in Figure 5.9 shows an example of how the system suggests to change the recommendation base in the human-human dialogue corpus.
In terms of network traversing, S1 is an instantiation of the SeenTitle node.
The response in U1 is a positive rating of the recommended title, causing the
system to return to the SeenTitle node to perform another suggestion. Now,
since all movies based on the current recommendation base have been considered and/or rated previously we traverse to the RelaxRecBase node (S2). From
this node there are several options, depending on the user’s response. Since the
user provides a new recommendation base (recommendations should henceforth
be based on the director in U2) the system moves to the GetTitleDirector node
according to Figure 5.8.
2 This

check is represented as the “invisible” RecPossible node in Figure 5.8.
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S1: have you seen Taxi 3
U1: yeah / awesome
S2: it seems like we have covered all movies
/ is there any other kind of movie you’d
like
U2: uhm / are there any movies by Oliver
Stone?
Figure 5.9: Dialogue excerpt showing how the recommender suggests a relaxation of the recommendation base when the matching titles have been exhausted.
The current recommendation base is based on the director Luc Besson. Movie
titles and director names are in italics.

Managing Recommendation Dialogue (ToSee, NewRec, and End)
In case the recommendation in a SeenTitle node is indeed unseen by the user,
we have a potential recommendation. The system now needs to explain, or
motivate, the recommendation objectively following the theory of building trust
(see section 2.2.2), and according to the findings in the dialogue corpus (see
sections 4.2.2 and 5.1.3). This is done in the ToSee node, which (a) generates
the explanation by relating to the matching attributes in the current recommendation base, and (b) providing the user with the option of putting the
recommended movie on the user’s personal to-see list. In case the user declines,
the system needs to verify the current recommendation base, since this response
is interpreted as negative feedback to the recommendation (as outlined in sections 2.3.3 and 4.2.2). On the other hand, if the user responds positively, we
have a successful recommendation. The system then adds the recommended
movie to the to-see list and moves on.
After a successful recommendation has been made (i.e. a recommended
movie was added to the to-see list) the system asks if the user wants a new
recommendation. This is the function of the NewRec node. In the corpus, a
wide range of responses follows this question. A simple “no” indicates that the
session is terminated (moving the End node), whereas a simple “yes” is equally
easy to handle, since we simply test if we can go to the SeenTitle node to perform
a new recommendation (after passing the RecPossible check). However, often
a user provide an entirely new recommendation base if she decides to continue
the dialogue. It is easy to assume that this is because the users want variation
in a set of recommendations in a session and desires e.g. one action movie, one
drama comedy starring their favorite actor, and one animated movie. Examples
of such responses to the question “Would you like a new recommendation?”
include:
• “yes / something like Gladiator please”
• “a drama starring Mel Gibson would be nice”
• “do you have any animated movies?”
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• “sure / give me movies directed by Ridley Scott”
In the case of a changed recommendation base, we traverse to any of the GetTitle
nodes (depending on which attribute(s) has been changed), in order to get a
complete picture of any modifying attributes to the new recommendation base
before moving on to a new SeenTitle node.

5.2.3

Influencing Transitions

As evident in Figure 5.8, several nodes have multiple arches branching to different nodes. It was discovered early in the distillation process that similar system
preference queries can be responded to in very different ways.
By comparing the surrounding dialogue context and taking into account how
long dialogues have progressed (i.e. how many previous preference requests had
been completed), and the available information from the database, three ways
of influencing the network node transition are identified:
1. User utterances
2. User preference model
3. Database content and recommendation base
User Utterances
The first—and most obvious—way to guide transitions is to take the content of
the user’s response to the system query into account. This is done by having
each node check the interpreted utterance and decide which node to traverse
to next. The content of the user utterance is thus the most important as well
as straight-forward way to influence dialogue node transitions. However, while
this is the default and most common transition influence, there are cases where
the content of a user utterance may yield two (or more) equally valid system
responses. We then need to consider other parameters.
User Preference Model
One alternative parameter is what the recommender (i.e. system) believes to
be true about the user’s movie preferences. This reflects that the recommender
needs to know a number of preferences (ideally covering both positive and negative preferences about the bulk of all available attributes) before a qualified
recommendation can be issued. It seems sound to assume that the recommender
utilizes previously known preferences about movies, actors, and genres to dictate
his or her next utterance.
In recommender system terms, this relates to the density and size of the user
preference model (see section 2.3). Concretely, a cf recommendation system is
not able to calculate any prediction scores unless the user preference model has
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reached a certain density and size3 . Figure 5.10 shows how the system returns to
the GetTitleGenre node after failing the RecPossible check due to an incomplete
user preference model. Thus, the size and content of the user preference model
U1: I would like a drama please
S1: Can you please say a drama movie that
you like?
U2: yes / Schindler’s List
S2: Ok. Do you have any other favorite
movies?
U3: what movies have Luc Besson directed?
S3: Luc Besson is the director of these
movies [displays a list of movies]
U4: The Big Blue is very good
S4: Ok. Do you have any other favorite
movies?
U5: I liked that one as well [selects another
movie from the list]
S5: Ok. Have you seen Jeanne D’Arc?
Figure 5.10: Dialogue excerpt showing how the system fails the RecPossible check
twice (S2, S4) and continues to ask the user for movie ratings. In S5, we reach
SeenTitle since RecPossible is passed, since the recommendation engine now has
enough data to provide a recommenadation. The established recommendation
base consists of dramas (U1). Movie titles and director names are in italics,
actions within brackets.
serves as an input to the dialogue nodes’ transition decisions. In Figure 5.8,
this is shown as the dashed arch from the RecPossible node to the GetTitle node.
Implementation details are described in Chapter 8.
Database Content and Exhausted Recommendation Base
A third, but still important, issue is when the recommender realizes that the
user’s preferences takes the form of too demanding constraints for the search for
movies. This is true both for regular database queries, and recommendations.
It then often happens that the recommender asks the user to relax these constraints. This happens both when an information query from the user is too
narrow, or when all movies matching the current recommendation base have
been considered.
When there are no matching movies—or when all movies matching a specific
preference set have been considered—in the dialogue, the system must have
ways to proceed if the user does not take initiative and starts introducing new
preferences or search constraints (as noted in section 4.2.2).
3 A cf system is not required to cover any other attribute than titles, which is not a strategy
typically employed by a human recommender.
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An exhausted recommendation base can thus be the reason for traversing to
a RelaxRecBase node instead of a new SeenTitle node (see Figures 5.9 and 5.8).

5.3

Summary

This chapter provides the fourth contribution of this thesis in the form of a
recommendation dialogue control strategy. The strategy is presented as a network of nodes where nodes represent the system-driven preference dialogue,
and arches represent user utterances. The arches are affected by three ways to
influence transitions, namely (a) the meaning of the utterance itself, (b) the accumulated user preference knowledge, and (c) database content. The presented
dialogue control network thus models one of the three identified initiative types
from the previous chapter: system-driven preference request dialogue.
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Chapter 6

Background
Iterative and incremental development [65, 20], is viewed as consisting of iterative development cycles, where each iteration may consist of e.g. incremental
additions of functionality or re-factoring of code. In the following, the term evolutionary development is used to describe an iterative and incremental methodology. In this chapter, we will first sketch a background on evolutionary development, and facilitation of reuse (section 6.1). After this overview, we will
describe an iterative method tailored for dialogue system development in further
detail (section 6.2).

6.1

Incremental Development and Reuse

As software systems tend to become more and more complex, and given the
human limitations in keeping an overview of complex systems, products developed according to a methodology that requires up-front analysis, followed by
design, and then implementation—such as the waterfall method as it is commonly applied—run the risk of ending up being filled with flaws [65]. Such
heavy (or monumental) methodologies are contrasted to lightweight (or agile)
methods [30]. The cornerstones of agile methods are iterative and incremental
software development.
Figure 6.1 shows the evolutionary approach where feedback is part of the
overall structure. Booch claims that complex systems cannot successfully be
designed from scratch, but needs to be incrementally built—or evolved—from
smaller and simpler systems [9]. An iterative development process thus aims at
developing full-scale software systems in a succession of iterations in an evolutionary style, where each iteration builds on results of preceding iterations, by
incrementally enhancing functionality in increments [43].
Simplicity and flexibility is crucial for iterative and incremental development in general [7, page 103]. Often, simplicity in tools (e.g. frameworks that
need to be customized, etc.) is hard to achieve. Dialogue system research has
a fairly long tradition of constructing generic frameworks that implement di83
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Figure 6.1: Conceptual view of an evolutionary development process.

alogue system theories. They span over finite-state models (e.g. the CSLU
toolkit [81]), information-state models (e.g. Trindikit [61]), dialogue grammars (e.g. LinLin [49]), blackboard architectures (e.g. Galaxy [79]) and
agent-based architectures (e.g. Jaspis [82])1 . These frameworks often provide
native configuration and scripting languages and/or formalisms, as well as being
complex architectures in themselves.

6.1.1

Design Patterns

In evolutionary development, the notion of design patterns or micro architectures
becomes important. The design pattern concept is originally derived from traditional architecture design, where Christopher Alexander developed a “pattern
language” consisting of several hundred patterns that each represents a generic
and reusable solution to commonly occurring problems [2]. All patterns in the
pattern language are packaged as a three-part rule describing the relationships
between a context, a problem, and a solution. The notion of a pattern language has been adapted to software construction, and one the most prominent
pioneers in this venture is Gamma et al. [31]. According to Jia [43], the main
purposes of using design patterns are to (a) capture and document software
construction experience to help developers acquire expertise; (b) support reuse;
and (c) provide a common vocabulary for software developers to communicate
effectively.
Evolutionary development is facilitated by design patterns because each increment must be flexible and extendable. The key is to accommodate changes
and additions in future iterations.
The State Design Pattern
While there are several of the established design patterns used in this thesis,
one will be considered in greater detail: the State pattern [31]. The intent of
1 Non-dialogue system specific frameworks are also used, such as the Open Agent Architecture [64].
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Figure 6.2: Class diagram of the State pattern.

the pattern is to allow an object—or “context”—to alter its behavior when its
internal state changes. Figure 6.2 shows a class diagram of the pattern. The
problem is that the logic that determines the behavior of the context can easily
be spread and is hard to overview. Controlling the behavior often results in
nested if-else statements. The basic idea of the State pattern is to distribute
any such complex code on a collection of objects that each represents a certain
state of the context. A generic operation (outlined in the abstract state class)
is thus distributed across the collection of states. Since each concrete state
extends the abstract state the context may utilize—and change between—any
state instance dynamically.

6.1.2

Reuse and Frameworks

Reuse is an important part of software development. One way to manifest
reuse is through frameworks2 . Reusable frameworks should not be developed
in isolation, since one then cannot verify their reusability. According to Martin [65], such frameworks will most likely not be reusable at all. Rather, it is
suggested that frameworks evolve from a natural desire to avoid double work.
Consequently, when the same need arise in several projects—that aims at developing a specific application—that need might be suitable to be included in a
framework.
Design patterns play a crucial role in the development of reusable frameworks. Although both frameworks and patterns seem to address the same problem (i.e. mechanisms for capturing and simplify reuse), they differ in one critical
way: design patterns are abstract, schematic descriptions. They are not con2 Here, the term framework is used in the sense of a collection of cooperating
software modules, some of which may be functionally incomplete (“abstract”), that cater
for reuse, e.g. object-oriented frameworks [31].
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crete, language-dependent programs; whereas frameworks are written and compilable in specific languages. Design patterns are fundamental building blocks
of frameworks [43]. Frameworks are thus more specialized and concrete than
patterns.
Even though there is no accepted taxonomy of covering contemporary software architecture paradigms, several architectural “styles” can be identified [32].
The reminder of this section brings forth two architectural styles that are relevant for the development part of this thesis.
Filters
According to Reiter [75], a filter architecture [32] is the most feasible control
mechanism of a consensus generation module, at least from an “engineering”
perspective. The simplicity of the filter pipe leads to simply debugged and
maintained overall behaviour of the module. In its basic form a filter architecture
makes two assumptions: (i) a filter should not be aware of other filters, and
(ii) the execution order of the filters is a unique linear sequence. This gives us
several advantages, such as simplicity concerning understanding of input/output
behavior in the system, reuse (provided that data transmission between filters
is exactly defined), and increased maintainance and extension possibilities.
Layers
Layered systems are organized hierarchically, where each layer provides some
form of service to the layer above it and—naturally—acts as a client to the
layer below [32]. Although layers share some properties with filters (i.e. that
each component communicate with at most one component on either side),
layered systems can, according to Garlan and Shaw [32], provide richer forms of
interaction between the layers since they allow a closer and two-way transmission
between the layers.
A common example of a layer architecture is a communication protocol,
where each additional layer provides a more abstract representation of the lowest
layer that typically deals with hardware connections.

6.2

An Iterative Development Method

In this section the iterative component of evolutionary development is addressed.
An overview of a development method, specifically tailored for dialogue system
application development is presented3 .
The method was created by Lars Degerstedt and Arne Jönsson [23, 22], and
builds on experiences of developing dialogue systems for a variety of tasks and
domains. The method has been used and verified in several dialogue system
3 In order to make the method description coherent, we extend the meaning of the term
“design” in this section to adhere to the original method terminology [23, 22, 46]. The notion
of design in this section connotates software design, i.e. internal system design as opposed to
design of user interaction.
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Figure 6.3: Graph showing the relations between conceptual design and framework customization of dialogue systems (DS) as two corresponding aspects
within one iteration. Each iteration results in a runnable prototype. From
Degerstedt and Jönsson [23, 22].

projects (cf. [46]), and is highly influenced by contemporary object-oriented
and agile methodology, such as open source software development, and Extreme
Programming [7].
A central concept of the method is to work iteratively from the two angles conceptual design and framework customization. Each iteration results in
a working prototype system with the capabilities of the conceptual design implemented. Conceptual design and framework customization are seen as two
mutually dependent aspects of the same phenomena. Figure 6.3 depicts this
approach and should be viewed as the extent of one iteration. Iterations are
typically short, and the functionality requirements may change in sometimes
fundamental ways, why extensive and long-term planning is avoided if possible. The development space shown in Figure 6.3 is extended with a dialogue system dependent notion called module capability steps. The three resulting dimensions—conceptual design, framework customization, and capability
steps—are orthogonal [23, 22]. This extended three-dimensional development
space is shown in Figure 6.4. Other specializations of the capability dimension
are also possible, for other types of modules [23].
Conceptual design is an on-paper activity that results in design notes. The
design notes are recommended to be brief, since their content will be iteratively
refined. An example of design note content is a commented API specification.
The result of the framework customisation is the actual module code. At the
end of each iteration we expect to have a readable version of the design notes
and a runnable module prototype.
Typically, the design notes for a module should eventually include discussions
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Figure 6.4: Three-dimensional view of the iterative method’s development space,
including the three dimensions conceptual design, framework customization, and
dialogue capability steps. At each point in the space we expect to address a
specific problem, e.g. how to represent knowledge for each of the tools used for
handling atomic requests. From Degerstedt and Jönsson [23, 22].

on:
• Modularization: identification of central sub-units, their responsibilities, and possibly design patterns for the module
• Knowledge representation: identification and formulation of data items
for the module.
• Interfaces: (a draft) formulation of interface functionality and module
dependencies.
Framework customization consists of actual coding work. Coding starts off
from the selected framework for the system. The system is created iteratively.
There are three forms of reuse from a framework that complement each other:
• Tools: customization through well-defined parameter settings and data
representation files, e.g. the use of a parser to process a rule-based knowledge source.
• Framework templates: framework templates and application-specific
code are kept in separate code trees.
• Code patterns: sub-modules, edited code patterns and other forms of
textual reuse.
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Dialogue Capabilities are identified as:
• Atomic request handling: identification and handling of user requests
that require only a direct and single system response, i.e. no sub-dialogue
or dialogue history. A system within this class is a basic question-answer
system, which starts out as a “blank slate” for each new user request.
• Dialogue history modeling: taking the dialogue history into account,
the system dialogue performance is increased. Systems in this class can
typically handle referring expressions, and manage various local and global
focus shifts in on-going dialogue.
• Sub-dialogue control: allowing for more advanced dialogues features
and, at each user entry, consider what dialogue strategy to use.
The method suggests that implementation work is organized mainly from the
perspective of dialogue capabilities. For each capability step it is suggested to
solve the related specification requirements from the two viewpoints of design
and customization. At the end of each iteration a runnable module prototype
is expected. The capability steps split the iterative implementation schema
into more manageable pieces. Typically, each capability step for constitutes a
workflow step during an iteration [46].
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Chapter 7

Application-Driven
Software Construction
In this chapter, several important things concerning the construction of dialogue
system applications are discussed. First, we adopt a view that describes how
application-driven development facilitates parallell development of generic components and how these components enrich future applications. A development
history covering three dialogue systems is presented in section 7.1, as it results
in generic components utilized in the development of MadFilm. This process
boils down to one of this thesis’ contributions: the Phase Graph Processor (pgp)
design pattern. In section 7.2, the pgp contribution is introduced as a micro
architecture that fits iterative and incremental development methodology. pgp
is evaluated in terms of its generality in section 7.3.

7.1

Development History and Generic Results

The work reported on here has been carried out in two related work environments, and a description of the development history should be set in context.
First, the work methodology at the natural language processing laboratory
(nlplab) research group has provided me with a tradition of dialogue system
development, with a balanced focus on both theory development and engineering practices.
Second, the open source project of nlpFarm1 has served as a virtual work
environment for several of the projects described in this chapter. nlpFarm as
a project emphasizes iterative and incremental development and the collection
of projects—divided into tools, libraries, and frameworks—encourages and simplifies reuse between them [24]. The material in this section is thus inevitably
affected by my personal view of these two work environments, as they have
facilitated the evolution of the components described herein.
1 http://nlpfarm.sourceforge.net
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Figure 7.1: Overview of the application-driven development process, showing
the two iterative processes and how they feed off one another.

Figure 7.2: Overview of the development history showing relationships between
applications (left) and generic components (right).

Application-driven development can be seen as two iterative processes, as
shown in Figure 7.1. The left-most process concerns development of applications. During the iterations, the emergence of general solutions evolves from the
application development feeds into the generic process. Generic components are
part of the right-most process, since they are iteratively refined and then fed
back into the appliction process, and thus enriching it.
Figure 7.2 depicts a timeline showing the project phases of the applications NokiaTv, TvGuide, BirdQuest, and MadFilm along with the generic
projects of the three-entity interaction model (see section 3.2.4), a knowledge
source management package (quac), the pgp pattern (see section 7.2), and
the recommendation dialogue control strategy (see section 5.2). The rest of
this section describes the development processes of these systems and generic
components.
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NokiaTv

NokiaTv is the first system, and is entirely based on the LinLin dialogue
system framework [49]. A generic contribution given during this project is the
three-entity interaction model, which is described in Chapter 3. The system was
developed in three iterative steps corresponding to the three capability steps in
the iterative method presented in section 6.2.
NokiaTv is an information-providing dialogue system, with the two main
modules being the dialogue manager (dm) [49] and a domain knowledge manager (dkm) [27]. The dm is the central controller of the system, and handles
natural language requests from the user. The dm utilizes a robust chartparser
that produces feature structures representing user utterances. dm capabilities
include a dialogue history model allowing for basic anaphora, and sub-dialogue
strategies that allows the system to pose simple clarification questions that
handles exceptional results (i.e. none or too many database hits). The dkm
is responsible for handling domain reasoning, such as TV program and movie
information retrieval, and temporal reasoning.
NokiaTv User Interface
User input is provided by means of spoken natural language and the system
output is provided by means of visual representation only. The purpose of this
combination is to take advantage of the strengths of visual representation and
the natural language flexibility of expression. The system provides access to a
database containing TV program information about titles, categories, channels,
starting times, dates, credits (such as actors, directors, presenters), as well as
a brief program synopsis. A screen shot of NokiaTv is shown in Figure 7.3.
The system provides three types of output: tables of TV programs, text to
cater for sub-dialogue clarifications, and text to provide miscellaneous information (such as detailed description of programs). The natural language interface
provides functionality that handles the added flexibility TV program searches
using natural language dialogue. Figure 7.4 shows an excerpt of an interaction with the system, examplifying a simple sub-dialogue clarification strategy.
The NokiaTv prototype is built by developing an existing menu-based electronic program guide which is manipulated by means of remote control. The
menu-based program guide provides the same type of domain information as
the dialogue system prototype. Below follows a description of the components
of the system (see Figure 7.5).
Interpretation Management
The interpretation manager is a robust chart parser, which produces a feature
structure representing the user utterance as one or many objects, whose properties the system and user reason about [49]. The feature structure also consists of markers that handle distinctions between task requests (e.g. database
queries), system requests (e.g. questions about the system’s capabilities), and
dialogue management (e.g. greetings and farewells). The parser uses lexicons
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Figure 7.3: NokiaTv’s graphical user interface.

U1: Are there any movies on tonight?
S1: There are 35 movies on tonight. Would
you like to see all of them?
U2: No, only the ones on channel Cinema
between 9 pm and 8 am.
S2: [Presents information of the movies at
the required channel and time]
Figure 7.4: Dialogue excerpt from NokiaTv interaction. The initial user query
(U1) is very general and results in too many matching titles to be put on the
TV screen. The system starts a simple sub-dialogue (S1), which is resolved in
U2, allowing the system to present a refined result to the initial query (S2).
Actions are within brackets.
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Figure 7.5: NokiaTv system components overview.

and context-free grammars annotated with feature structures, and is capable of
shallow parsing (i.e. it can skip words in a user utterance that are not included
in the lexicon but still produce a parse tree).
Two steps are involved when building the lexicon for the system. First, a
small corpus was generated from mere introspection. This corpus is automatically tokenized and a list of all words is produced. Second, the list is sorted
by syntactic categories. The result is a word list with 120 words, which form
the basis of the lexicon. With a small corpus like in this case, the lexicon can
be manually completed with synonyms and related vocabulary. For example,
all weekdays were added, even though only ”Monday” and ”Friday” actually
occurred in the original list. Tokenization also includes the identification of
lexical units, and abbreviations, which was done manually in this case. Some
words are ambiguous, and need to be considered in the generation of lexicon and
grammar (such as the verb and the noun ”show”). The created lexicon serves
as a generic, static resource for the TV program domain, independently of what
actual instances of titles, and channels etc. are included in the database. To accommodate the actual instances, a second lexicon is created automatically from
the database content. It is necessary to include all program titles, channels,
actors, presenters, directors, and categories in the lexicon if the system is to
understand a user’s question that deals with explicit channels, titles, and actors
etc. This second lexicon is more dynamic to its nature, since it is constantly
updated as new TV shows are added to the tableaus in the database. The advantage of keeping two lexicons is that the dynamic lexicon can be exchanged on
for example a daily or weekly basis, without interfering with the static lexicon.
A third lexicon is needed for temporal expressions, and is used by the temporal
grammar discussed below. All lexicons are loaded at system start.
Two grammars are used in this system. The first one is a domain-specific
grammar modeling phrases encountered in the TV program domain. This grammar uses the static and the dynamic lexicon. The second grammar is a generic—
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but language-specific—grammar for temporal expressions, and uses the temporal lexicon. Both grammars are loaded, and produce one feature structure for
each user utterance. A typical user utterance in the TV domain consists of
at least one phrase belonging to the domain-specific grammar and one phrase
consisting of temporal information, thus belonging to the temporal grammar,
as in Figure 7.6.
U1: What movies are on BBC1 tomorrow
night after five?
Figure 7.6: Dialogue excerpt from NokiaTv interaction, showing a single utterance deriving interpretation from both domain and temporal grammar.

Here, the domain-specific grammar handles the first part of the utterance,
identifying that the user is naming a category (movies) and a specific channel
(“BBC1”). The temporal grammar handles the last part of the utterance, identifying the necessary deictic (“tomorrow”), and relation (“after”), etc. When
such an utterance is parsed, the structures from the two grammars are unified
into one feature structure. This structure is then used by the dm.
Dialogue Management
The dm incrementally builds a dialogue tree as the interaction in a session
progresses. The dialogue tree encapsulates the notions of a dialogue history
(i.e. a record of what has been said during the user-system interaction), and
focus management (i.e. what topic is currently discussed). The dialogue tree
consists of a three-level structure, where the top level is structured into discourse
segments. A segment is called an initiative-response node, which is further
divided into dialogue moves [49]. Focus handling is represented horizontally
in the dialogue tree, whereas sub-dialogues are built vertically by utilizing a
dialogue grammar. The dialogue history allows for anaphora resolution, such
as in Figure 7.7. In this case, the dialogue tree keeps record of that the current
U1: Who is starring in the James Bond
movie?
S1: [Presents actor information for chosen
James Bond film]
U2: And who directed it?
S2: [Presents director information for the
same film]
Figure 7.7: Dialogue excerpt from NokiaTv interaction, showing simple
anaphora resolution. Actions are within brackets.

focus is the “James Bond movie” found in the earlier result set. Hence, the
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information in utterance U2 is assumed to involve the property director of the
“James Bond” movie object.
Certain phrases contain markers for focal shift. The markers are identified
at utterance level rather than discourse level. For example, after a series of
questions about a certain movie, the user might want to know something about
news broadcast. The system then has to abandon the search criteria that are
connected to the discussed movie (e.g. actor and director properties). However,
certain search criteria might still be valid for the new focus (e.g. temporal
information, etc.). When the dm encounters a marker that signals a new focus,
a new discourse segment is created in the dialogue tree and the old is abandoned.
Sub-dialogue is catered for by vertically adding nodes in the dialogue tree.
This happens for example when user requests result in too many hits (such as
U1 in Figure 7.4), or no hits. The system then keeps the focus from previous
queries, and takes the initiative. In the case of too many hits, the system keeps
the category focus (i.e. movies), but asks the user for a specific day or channel.
The system can also use sub-dialogue to correct misconceptions. For example,
if the user asks for actors in a show that does not have this property (e.g. news
shows) the system informs the user that news do not have actors. The system
then continues to ask if the user wants to view news shows, or if he or she wants
to name a show that actually has actors (such as a movie). The dm gets such
domain knowledge from the dkm.
Domain Knowledge Management
The dkm is responsible for reasoning about aspects connected to the domain.
In this case, the dkm possesses knowledge about relations between entities in
the world of TV shows. It also contains temporal reasoning capabilities via
its temporal reasoner (tr). The tr holds temporal knowledge and a set of
heuristics for interpreting the often vague user notions of time (e.g. “tonight”,
“tomorrow afternoon” etc.), and convert them to date instances which can be
compared to the starting times and dates in the database. The tr operates
on the part of the feature structure produced by the temporal grammar and
lexicon. This information is needed when constructing queries dealing with
starting times for various TV shows.
After interpreting the meaning of the temporal information in the feature
structure the dkm utilizes a database manager to formulate a valid database
query based on the feature structure. The database manager is responsible for
executing the query and collecting the result set. For exceptional results (i.e.
empty or too large result sets) the dkm informs the dm which then initiates a
clarification sub-dialogue (see above).
Response Management
The response manager is responsible for generating the system response. Typically, an answer consists of the collected result set from the database. The
result is presented on-screen in the graphical user interface. In the case of sub-
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dialogue, the response manager can generate simple natural language responses.
This is done by using canned templates, which are customized depending on the
situation.

7.1.2

TvGuide

The second system—TvGuide–tackles a similar domain as NokiaTv; a natural language interface to movie information. However, this time we started out
simple and from scratch. TvGuide drives the development of two generic sideprojects. The first contribution is the Question/Answer Components (quac)
package, which has evolved to a generic knowledge source management package.
quac currently handles sql based knowledge sources and Internet (i.e. HTTP
based) searches. Especially, the combination and integration of several knowledge sources is of interest since TvGuide provides TV information from an sql
database, and movie information from an Internet-based movie search engine2 .
The second contribution is a first sketch of what is to evolve into the pgp
micro architecture described below. At construction time of TvGuide it was
constructed as a basic phase-based design pattern normally used when building
computer game level transitions and installation wizards, etc. As the TvGuide
project continued through iterations, results accumulated in a package that soon
evolved into the pgp pattern (see section 7.2).
As a dialogue system, TvGuide is quite modest since it, at the time of
writing, has not reached more than the first dialogue capability step advocated
by the iterative method (see section 6.2). As such, TvGuide handles atomic
user queries about TV tableau information and movies, but no dialogue history
or sub-dialogue capabilities are implemented. Instead, effort has been put into
refining the quac project, as well as laying the foundation of the development
of pgp.
Both quac, pgp, and TvGuide are hosted at the nlpFarm3 open source
repository. TvGuide exists in one English and one Swedish version and is
written in Java.
TvGuide User Interface
Figure 7.8 shows the graphical user interface of TvGuide. TvGuide implements the three-entity interaction model inherited from the User Study I (see
section 3.2.4) and is divided into three main parts. The top left area is called the
user area, where the user’s input is visible. To its right, the dialogue partner’s
utterances are displayed. Since TvGuide is a basic question-answer system
the “dialogue” consists of explanations of the results visible in the domain area
(bottom) or other kinds of feedback in the case of e.g. too many or no database
hits.
2 The

Internet Movie Database, http://us.imdb.com.
nlpFarm version of TvGuide is neither endowed with the sql based TV program
knowledge source, nor speech recognition, due to properitary reasons.
3 The
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Figure 7.8: TvGuide graphical user interface.

A Phase-Based View of Components
In TvGuide a first step towards the phase-based approach was taken. Each
interaction turn is viewed as consisting of a user request, which is provided as
typed natural language, and a corresponding system response, which is generated both as linguistic feedback, as well as domain results. Since the turns are
not connected throughout a session, there is no need to implement any dialogue
memory or context-tracking modules etc. Thus, it was sufficient to base the
first iteration of TvGuide on a simple filter architecture. Figure 7.9 shows an
overview of the phase-based view of the TvGuide system architecture. There
are three phases (a-c) in the pipe ranging from linguistic interpretation of user
input (a), building and executing a database query (b), and presenting the information along with system feedback message (c). Each phase utilizes several
modules in the module layer in the bottom of the figure. Phase a utilizes a
chartparser to produce a feature structure interpretation of the user input. In
the task handling phase (b) a set of knowledge source handlers is used to handle
database queries to both local and Internet-based information sources. Finally,
a simple template-based generation module is used in phase c, which produces
the appropriate material to be presented to the user in the graphical user interface. Two main generic processes were triggered in the TvGuide development:
First, the knowledge source handlers were refined into the generic quac package. Second, the phase-based view of control was refined into the pgp pattern,
which is described in detail in section 7.2.
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Figure 7.9: TvGuide phase-based architecture overview.

7.1.3

BirdQuest

This section briefly describes the bird information-providing dialogue system
BirdQuest4 .
Like NokiaTv, the original BirdQuest system [4] is based on the LinLin [49] dialogue system theory. After the introduction of pgp in the TvGuide
project, the task was to re-write, refine and extend the code from this earlier
prototype of the same system, which is not phase-based, to a phase-based one.
This results in BirdQuest-1. Subsequently, we distinguish two BirdQuest
versions by index 1 and 2. The resulting phase design of BirdQuest-1 is
refactored into a design that is easier to overview and maintain. The simpler question-answering TvGuide is used as the initial code pattern for this
refactoring, and as much as possible of the TvGuide phase graph design is
reused in BirdQuest-2. BirdQuest-2 also aims at covering more advanced
dialogue and domain reasoning compared to BirdQuest-1. BirdQuest-2 is
thus different from TvGuide, as the main focus is on dialogue capabilities using
an ontology [29], whereas knowledge source management and the development
of the quac framework is TvGuide’s focus. The final BirdQuest-2 system
covers the three capability steps from section 6.2, and thus has support for dialogue capabilities, such as clarification sub-dialogues and focus management in
information-providing dialogue.

7.1.4

MadFilm

The latest system in the considered development history is the topic of this
thesis: the multimodal movie recommendation and information system Mad4 The development of BirdQuest was carried out by Lars Degerstedt, Frida Anden, and
Sara Norberg, and further described elsewhere [29, 4]. BirdQuest is mentioned here in order
to clarify its role in the application-driven development process.
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Film. MadFilm inherits the interaction model derived from the NokiaTv
project, the movie domain and associated knowledge source reasoning from
TvGuide, and reuses the phase-based information-providing implementation
from BirdQuest-2. Furthermore, MadFilm utilizes the recommendation dialogue control strategy from Chapter 5, as well as the multimodal implications
from User Study I and II described in Chapters 4 and 3.
As the system is described in detail in Chapter 8, this short introduction is
sufficient for understanding the evolutionary view of application-driven development and generic components.

7.2

pgp: An Incremental Micro Architecture

As pointed out in section 6.1, most dialogue system frameworks today employ
their own scripting languages and formalisms, and require a high inital effort
for new developers. Furthermore, as frameworks often start out as test-beds for
dialogue theories, certain theoretical assumptions are built into the frameworks.
One of the most important problems however, is that when applying an iterative
process, requirements often change as the project evolves. This requires that the
development platformor framework admits frequent and fundamental change.
Even if the proposed methodology is sound and allows for rather drastic changes
in requirements, this is vain if implementing changes in the used architecture is
unpractical and uneconomic. A project that has reached a certain maturity is
hard to change in any deeper manner, and changes usually end up being shallow
furnishing on surface features. Thus, there is an urgent need for an architecture
that is simple but sufficient enough for simplicity and overview, but flexible
enough to allow sometimes drastic changes.
Starting with the phase-based view in TvGuide, which is further refined
through the development of BirdQuest, we define a phase-based reusable component. In order to facilitate reuse, simplicity, and flexibility, an object-oriented
combination of filters and layers is proposed as a micro architecture for phasebased dialogue system control. Reuse is facilitated due to the micro character
of the architecture, and is contrasted to monolithic approaches aiming for complete coverage of dialogue system control. By working with modularized micro components—often no more than a design pattern [31]—we arrive at more
flexible and simpler solutions. This is in line with incremental and iterative
development (see section 6.1). The proposed micro architecture is called Phase
Graph Processor (pgp), and the description and evaluation of pgp is based on
Degerstedt and Johansson [21].
The central idea of the pgp design pattern is that phases are represented
explicitly by software units in the system. In the terminology of software architecture the pgp design pattern is inspired by two architectural sub-styles [31]:
filters and layers [32]. Extending Reiter’s [75] argument for the simplicity of
filter architectures (see section 6.1), to hold for dialogue system development,
debugging and maintenance becomes especially important, due to such systems’
knowledge-intensive character. This is an important feature in incremental de-
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Figure 7.10: Overview of the pgp design pattern. The processor controls the
progression of the phases using the phase graph. The state is the input and
output of each phase unit. There are no restrictions on how the phase units
may use underlying modules.
velopment. Figure 7.10 illustrates the pgp pattern. As Figure 7.10 shows,
phases are not aware of other phases. Thus, it is easy to incrementally add
and reorganize phases as the system is iteratively refined. The layer of phase
units is called the phase layer. Underneath the phase layer there can be one or
several layers of modules. In the pgp design pattern we consider modules as
free resources that can be used by any phase unit and may or may not contain
a persistent state. That is, no further structure is enforced.
The separation of phases and modules relaxes the requirement of the filter
axiom (i) (see section 6.1.1). Filter axiom (ii), is, in turn, relaxed in pgp by the
use of a phase graph. Formally, the phase graph ; is defined as a graph of the
domain of phase units such that for every pair of phase units p1 and p2 :
p1 ; p2 iff ∃ trajectory t: p1 precedes p2 in t
The case of the unique linear sequence is called a pure phase graph and requires
that the phase trajectory set contains only one phase trajectory that totally
orders all phases of the phase domain. However, in general, the phase graph
can contain loops, branching and it can be a total ordering of the phases without
being pure, interpreted as “forward jumps”.
The phase graph gives a description of the overall behavior of the system.
It also serves as input for the pgp processor. The processor is the main control
unit of the pgp pattern, and resides in the processor layer. The processor
executes the phase progression. It utilizes a model of the phase graph, and
keeps state pointers for the current phase and the current state as in Figure 7.10.
The state jointly denote input event, the intermediate formats, and the output
event of the phase process. The state can consist of incremental refinements of
a representation or it can introduce a new format at the exit of each phase.
Phase exit points are the major points of execution control of pgp. For nonpure phase designs, the phase units should determine where to go next. The
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solution is to allow the phase units to send exit messages to the phased process
controller. Currently, pgp exploits three major phase exit messages:
• next(): continue with the (default) successor phase, w.r.t. the phase graph
of the phased process controller.
• forward(hlimiti): where hlimiti is the name of a forward phase limit, i.e. the
name of a phase trajectory position after the current phase.
• branch(hb-entryi): where hb-entryi is the name of a branch entry point,
i.e. the name of a phase trajectory branch that starts directly after the
current phase.
It is noteworthy that these calls do not refer to a particular phase, merely a phase
limit between phases. The trade-off is on the one hand simplicity and flexibility
of coding, and on the other that these constructs refer to points outside the
phase units and thus violate filter axiom (i).
However, as we shall see, this functionality is useful in the development of
phase designs. Getting rid of branches and phase jumps and working towards
pure phase designs is a main refactoring goal, and part of the iterative development process.

7.3

pgp as a Generic Product

Two measures of the generality of pgp has been taken. First, assessing simplicity
and development experiences is done by interviews with developers with firsthand experience of pgp. Second, the actual code and phase graph designs
arrived at through application-driven development is examined.

7.3.1

Developers’ View of pgp

Evaluation of the feasibility of pgp in combination with agile methodology is an
important task, but not easily done in practice. We have found that qualitative
interviews with developers is a promising approach [4]. To date, pgp has been
used in three projects.
In the studied projects (TvGuide, BirdQuest-1, and BirdQuest-2), one
developer was responsible for the pgp package and its connections with other
packages. For each of the three projects, this developer was interviewed about
his experiences. The interviews show that pgp is perceived as easy to use,
but that sample code is a necessity to understand how it works. The small
time overhead in comparison with other parts of the constructed system was
appreciated. The interviews, as well as the actual code, also indicate that phase
objects could be reused from earlier systems with minimal adjustments. The
phase objects served as a natural place for top-level control of module calls and
parameter data. Distributing the control code into several objects helped to
increase reuse.
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The pgp process as a whole is black-box in the studied cases: the only point
of access to the pgp related code is during initialization, from the user interface
event loop, and the access to external information sources. Moreover, as pointed
out by the developers, the pgp black-box functions well since other developers
in the projects never need to worry about the pgp package.
The main incremental strategy for pgp is successive addition of new phases,
when new constructs get implemented. The development histories of TvGuide
and BirdQuest show that the addition and re-arranging of phases fit nicely
with the iterative method. Adding a new phase is, according to the respondents,
in principle simple, but often requires two steps: adjustment and refactoring of
existing code, and addition of new functionality, cf. [30]. Refactoring in the
pgp context is often in the form of purification, i.e. avoiding phase jumps and
branching in order to maintain a simple overview of the system flow. However, allowing for branching and phase jumps is a crucial feature during the
development phase.
Earlier experiences of alternative approaches was considered more cumbersome to use than pgp. This included experiences of a hub-based approach,
a facilitator-based message-passing scheme, and hard-coded module interaction
code. The pgp pattern was experienced as helpful to make phases explicit in the
code and thereby also support incremental additions and re-factoring of phases.

7.3.2

Reuse of Phase Graphs

In this section we examine the resulting pgp code in the applications. TvGuide
consists of three phases, as depicted in Figure 7.11. In terms of Java code,
the overhead related to the pattern in TvGuide is low and easy to overview.
There are 15 lines of code for each phase, and 30 lines of code defining the
semantic state object class, and 5 lines of code for the call pattern at each
system turn. Finally, 5 lines of code defines the phase graph, which gives a
concise overview of the TvGuide system. This is refined as the number of
phases grows. The refactored version of BirdQuest consist of five phases and
an associated increase in code. Especially in the state class, since the enhanced
dialogue capabilities require more fields. Figure 7.11 shows the evolution of
the phase graph design starting from the simple TvGuide, and arriving at the
more advanced BirdQuest-2 system. As Figure 7.11 shows, the first phasebased version of BirdQuest–BirdQuest-1–has a cumbersome graph design
that is hard to overview. In a refactoring phase, the graph is purified and
yields the much simpler design of BirdQuest-2. Note that the phases evolve
into more generic components that are being reused in subsequent systems. As
the phase graph design has evolved to that of BirdQuest-2, we have a phase
graph design suitable for basic information-providing dialogue for unitary (i.e.
unimodal and single-domain) dialogue systems.
As reported by Degerstedt and Johansson [21, page 62], the standard phases
for new unitary dialogue systems consists of the following phases:
• Linguistic Analysis: syntactic/semantic interpretation of the separate
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Figure 7.11:
Application-driven evolutionary development of a basic
information-providing dialogue system phase graph. The phase design for the
systems is iteratively defined in terms of incremental addition (extending the
dialogue capability steps between TvGuide and BirdQuest-1), and refactoring between BirdQuest-1 and rendering a purer phase graph which is
fit for reuse in other information-providing dialogue systems. Abbreviated
names of the phases: la=linguistic analysis, th=task handling, g=generation,
dm1–3=dialogue management (part 1–3), dk=domain knowledge management,
pi=pragmatic interpretation, m=memorization.

user utterance. Typically, the phase contains a call to one or more parsers.
• Pragmatic Interpretation: refined interpretation of user input based
on dialogue context. Typically, a collection of algorithms using dialogue
memory to add/change information in the interpreted structure.
• Task Handling: dialogue-act execution. Typically, the phase uses a
dispatcher that delegates incoming request to suitable handler(s).
• Generation: transformation of an internally represented “system move”
to a suitable surface sentence format and/or multimedia format for the
(multimedia) graphical user interface. Typically, this phase uses one or
more generation filters, e.g. sentence-planning and surface-generation.
• Memorization: records the current dialogue turn in the dialogue memory, or context tracking modules.
This list is based on the iterative and incremental development of the previously
described systems. The standard sequence of phases can naturally be varied if
needed, and the phase graph may include one or more phase jumps and/or
branching. This is carried out in an iterative and incremental fashion, and can
easily be done with the pgp pattern.
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7.4

Summary

In this chapter generic components are viewed as spin-off projects of application
development projects. Such components are in turn fed back into subsequent application projects. This is examplified by the development histories of the three
dialogue systems NokiaTv, TvGuide, and BirdQuest; leading to the topic
of development of MadFilm covered in the next chapter. One of the generic
components is a phase-based control structure called Phase Graph Processor
pattern, which is the fifth contribution of this thesis. We have seen how implementations of the pgp pattern in previously developed systems has been refined
incrementally to a reusable phase graph that handles unimodal informationproviding dialogues in a limited application domain. The next chapter provides
details on how preference and information-providing dialogues are seamlessly
integrated by combining the pgp and the State patterns, as well as details on
the MadFilm implementation.

Chapter 8

MadFilm
MadFilm is a dialogue system that recommends movies to users based on their
personal preferences. Preferences are conveyed to the system by the user in
spoken natural language dialogue and direct manipulation of the graphical user
interface. The system asks the user for preferences on movie titles, favorite genres, and favorite actors throughout the dialogue session. Based on the acquired
preferences, MadFilm utilizes a standard cf server to calculate personalized
movie recommendations to the user.
As the development of MadFilm is carried out in an evolutionary style, the
description in this chapter will highlight a few interesting issues in that process.
It is noteworthy that the iterations carried out in previous projects concerning
information-providing dialogue capabilities have now reached a maturity that
allows us to reuse those parts as is. Iterations are thus focused on integrating
this behavior and capabilities as implied by User Study I and II, e.g. with
system-driven preference dialogue, and multimodal aspects of the interaction.
First, the design of MadFilm’s graphical user interface is described (section 8.1). Second, we address incremental refinement of the phase graph by
adding direct manipulation to the interaction (section 8.2). Third, a description of language interpretation and generation, along with the implementation
of preference-driven dialogue is provided (section 8.3). Fourth, the components
responsible for generating user preference models and performing recommendations are described (Section 8.4). Fifth, management of knowledge sources are
covered (section 8.5). We conclude with an overall summary of the components
in section 8.6, and a validation of dialogue coverage in section 8.7.

8.1

User Interface

MadFilm utilizes the three-entity interaction model (see section 3.2.4), with
a clear-cut division of the user, the dialogue partner interaction, and the domain results, similar to the approach taken in TvGuide. Figure 8.1 shows a
screen shot of MadFilm’s graphical user interface. Except for the three main
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Figure 8.1: The graphical user interface of MadFilm, designed after the threeentity interaction model.
areas implementing the three-entity interaction model, the interface has been
extended with three areas (lower right in Figure 8.1). These three areas represent lists used by the dialogue partners as described in section 4.3. The top list
represent the recommendation protocol (the to-see list) and this is where movie
titles are put after a successful recommendation. The second list is a list of
favorites, where users can put especially good movies. These movies may serve
as reference points for e.g. global focus shifts by pointing. By putting a movie
on the favorites list, the user has performed a preference volunteering (see sections 8.4 and 4.2.2). The bottom list—the trash—is the opposite to the favorites
list. Here the user can put bad movies. Like the previous list, actions taken
on the trash list is detected by the user preference modeling components. All
lists, as well as the domain result information, are drag-and-drop enabled. The
areas detect mouse movements, accommodating simultaneous and coordinated
multimodality as outlined in the next section.

8.2

Multimodality by Phase Graph Extension

MadFilm utilizes the pgp pattern (see section 7.2). Figure 8.2 shows the
original phase graph design of MadFilm. In principle, the “standard” phase
graph is reused from BirdQuest-2. The phases are listed in section 7.3.2.
Reused as it is, this design caters for the user-driven information-providing part
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Figure 8.2: Overview of the unimodal information-providing phase graph, as inherited from BirdQuest-2. Abbreviated names of the phases: la=linguistic
analysis, pi=pragmatic interpretation, th=task handling, g=generation,
m=memorization.
of MadFilm (see section 4.2.3).
However, the phase graph is extended according to the requirements implied by the two user studies. A prominent feature not evident in the systems
described in section 7.1 is the integration of direct manipulation by means of
mouse and speech recognition. Since direct manipulation is part of the search
problem (see section 4.3), components handling information-providing requests
need to be extended to cover both modalities. We differentiate between the
following classes of multimodal input [83]:
1. Sequential multimodal input. Input is processed in a sequential order,
with no integration of the modalities.
2. Uncoordinated simultaneous multimodal input. Simultaneous input processed in random order and not integrated.
3. Coordinated simultaneous multimodal input. Exploiting multimodality to the full, integrating the multimodal input to one unified representation.
The coordinated combination allows the user to get a higher flexibility and accommodates individual interaction styles (e.g. talkative users might rely more
on natural language and dialogue, whereas less talkative users—or users in environments where the use of speech is not suitable—may rely more on pointing).
In MadFilm the coordinated simultaneous approach is implemented according to the following: Simultaneousness is handled since each modality is
handled in a separate thread. This allows the user to speak and use the pointer
at the same time. Coordination is handled since the information conveyed by
the speech recognizer interpretation is merged with the interpretation of the
gesture component into one unified structure (i.e. the semantic state of the
pgp pattern). This functionality is necessary for covering the frequent utterances in the corpus where the user points at e.g. movie titles on the screen in
combination with speech.
An important note is that pgp is compatible with multi-threading. That
is, information may be collected in separate threads, even though the pattern’s
control structure processes the data sequentially. Concretely, speech recognition is processed in one thread distinct from the graphical user interface event
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Figure 8.3: Overview of the modified information-providing phase graph, allowing for direct manipulation. Abbreviated names of the phases: la=linguistic
analysis, gp=gesture phase, pi=pragmatic interpretation, th=task handling,
g=generation, m=memorization.

thread that monitors mouse actions. As user utterances in the distilled corpus
(on which MadFilm’s speech grammar is based) are short, and the direct manipulation actions involve very few accompanying steps (see section 8.7), time
lags between modality-specific inputs is not an issue. Accordingly, we do not
rely on time stamps in the manner suggested by e.g. Oviatt [71] and Kellner
and Portele [55].
As we have seen in section 4.2.3, objects can be referred to as individual
instances or sets of instances. While pointing, we restrict users to a single
instance at each click (i.e. multiple instance selection can currently not be
performed).
We utilize the incremental properties of pgp and insert a gesture phase
gp between the linguistic analysis la and pragmatic interpretation pi phases.
The function of gp is to augment the speech interpretation (see below) with
information derived from the graphical user interface. By having gp operating on
the same structure as la, there is no need to change the semantic state structure.
However, we do need to accommodate this insertion in the speech grammar to
allow for utterances that hint on the use of two modalities. pi is thus “unaware”
of the fact that gp acts as a tidying filter prior to its own manipulation of
the semantic structure. Figure 8.3 shows the refined phase graph of MadFilm
with the added gesture phase. We end by noting that MadFilm currently
runs on a desktop computer, with a standard mouse pointer device. Porting
MadFilm to other platforms—such as an electronic program guide running on
a digital set-top box— is not a trivial issue, since a mouse is not a standard
navigation instrument in the TV setting. Despite the platform-independence
of Java, future end-user applications will have to address this, and MadFilm’s
direct manipulation capabilities should be seen as a prototype example.

8.3

Natural Language and Dialogue Management

This section describes the speech interpretation component, the recommendation dialogue control strategy implementation, and MadFilm’s generation component.

8.3. NATURAL LANGUAGE AND DIALOGUE MANAGEMENT

8.3.1
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Speech Interpretation

MadFilm utilizes a state-of-the-art speech recognition package, which is grammarbased. The grammar development has been carried out in a modularized fashion. Hence, one grammar handles information requests (see section 4.3 and Table 4.3), one covers recommendation and preference utterances, i.e. utterances
influencing transitions in the dialogue control strategy network (see section 5.2),
and one grammar handles utterances that accompany direct manipulation interactions (i.e. organization utterances in Table 4.3). Grammar coverage is
based on the distilled corpus, and extrapolated in a similar fashion to that of
the development of NokiaTv (see section 7.1.1).
Interpretation consists of creating attribute-value feature structures consisting of domain objects and associated properties. Furthermore, attributes with
a basic taxonomy of task tags are added. For instance, the utterance “who is
starring in Alien” is tagged as an information search task, whereas utterances
such as “move Alien to my favorites” is labeled as an organization task. A third
example is the preference task, which is assigned to utterances such as “I like
action movies”.
Note that the speech grammars handle class utterances as well as instance
utterances, whereas we are limited to (single) instance operations with the direct manipulation modality. Since the recognition package is grammar-based,
we are forced to include all movie titles, as well as actor and director names explicitly. Since the recommendation engine covers more than 1,600 movies—all
with one or more directors and a large cast of actors—proper names constitue
the majority of the vocabulary.

8.3.2

Dialogue Control Strategy

In order to efficiently implement the dialogue control strategy for system-driven
recommendation dialogue defined in section 5.2 and Figure 5.8, we use the State
design pattern described in section 6.1.1. Each node represents a state in the
dialogue context. Accordingly, each dialogue node is defined in a separate class
that extends an abstract state (i.e. an abstract dialogue node). This is contained
in a Dialogue object. In order to traverse the network as the dialogue progresses,
each node is equipped with the pgp implementation described in section 8.2.
By putting a default pgp implementation in the abstract node, we gain
the advantage of being able to reuse the same pgp code at each state of the
recommendation dialogue. Furthermore, if the need arise to tweak the phase
design in a certain state, we may simply override the pgp implementation locally.
However, in its current design, MadFilm utilizes the default phase graph for
all dialogue nodes.
It should be clear that the machinery based on the State design pattern
takes care of the system-driven recommendation dialogue, and that the pgp implementation is able to handle user-driven information requests. The interplay
between these two initiative types thus arises as an emergent behavior since the
phase processor is accessible from each dialogue node in the network. Table 8.1
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System utterance

User utterance

S1:
What kind of
movie would you like?
S2: Ok. Any movies
you like among these?
S3: Ok. Any other
movies you like among
these?
S4: I found the following actors in The Fugitive
S5: Tommy Lee Jones
acts in the following
movies
S6: Have you seen this
movie?

U1: Something starring Harrison Ford
U2: That one is great

Initiative Dialogue
type
node
System
RecBase
System

GetTitleActor

U3: Who is starring in
The Fugitive

User
(info)

GetTitleActor

U4: List all movies
with Tommy Lee Jones

User
(info)

GetTitleActor

U5: I like US Marshals

System

GetTitleActor

U6: no

System

SeenTitle

Table 8.1: Dialogue progression showing interplay between system-driven preference requests and user-driven information requests.

shows an example of this integration. Conclusively, the State design and the
pgp now handle two of the three initiative types found in the dialogue corpus
(see section 4.2.3). The third type (i.e. user-driven preference volunteering)
is described in section 8.4 to which we will turn after considering MadFilm’s
natural language generation component.

8.3.3

Response Generation

There are three basic response types in MadFilm. First, each node in the recommendation dialogue network consists of a static utterance, which is simply
displayed in the dialogue partner area of the graphical user interface. Second, feedback on information requests are generated using a template filling
approach [52]. For example, the template activated by a successful actor search
for a movie looks like this:
I found the following actors in <title>.
Similarly, if the user asks for all movies where a given actor acts, the following
template is instantiated:
<actor> acts in the following movies.
There are also templates handling exceptional results (too many or no hits) of
similar character.
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Third, explanations of recommendations need to be generated as outlined
in sections 4.2.2 and 5.2. They are in fact part of the dialogue network, but
since they are dynamically generated and inserted in the ToSee node’s static
utterance, explanations are viewed as a response type of its own.
Explanations are also generated from a template, and make use of the current
recomendation base to be instantiated. Depending on what attributes are in
the recommendation base, an appropriate template is used. In the following
example, the recommendation base consists of two genres and an actor.
<title> is a <genre> <genre> starring <actor>
The instantiated template may thus for example read: “Fight Club is a drama
thriller starring Brad Pitt”. This leads us to the mechanisms of actually performing recommendations.

8.4

User Preference Modeling Components

This section is devoted to the components that (a) utilize the preference model
to perform recommendations, and (b) builds the model.

8.4.1

Performing Movie Recommendations

One of MadFilm’s two knowledge sources (See Figure 8.5) is a cf system called
cfengine1 . It uses the nearest neighbors algorithm described in Herlocker et
al. [36]. The user-item matrix consists of 100,000 ratings for 1,682 movies by
943 users2 .
Due to the introduction of the domain-dependent recommendation base
which acts as a filter making sure that the cf recommendations correspond to
the established attributes, one can argue that MadFilm actually uses a hybrid
recommendation strategy. It seems to be generally agreed upon by the recommender system research community that hybrid recommenders show promise
(see section 2.3.2).
Calculating recommendations in MadFilm is thus a two-step process. First,
the cfengine server decides whether the current user preference model (“basket
of ratings”) is large and dense enough to identify a neighborhood. This is done
according to the standard cf algorithm [36]. If the server is unable to perform
a reliable recommendation, more ratings are needed. In the dialogue, this is
modeled as failing the RecPossible check (see section 5.2) making the system
traverse to an appropriate GetTitle node. If a set of recommendations can be
generated by the cfengine server, this set is returned and compared to the current recommendation base, that removes recommendations that do not match
1 The cfengine package is developed by the Intelligent Information Systems research group
of Oregon State University, and is freely available at http://www.cs.orst.edu/iis/.
2 The data set is provided by the GroupLens research group at the Department of Computer Science and Engineering at the University of Minnesota
(http://www.cs.umn.edu/Research/GroupLens/).
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the recommendation base. The cf algorithm does not take domain-dependent
attributes into account so in theory any kind of movie can be recommended as
long as there is a general positive attitude to the movie in the current neighborhood. If no titles pass the recommendation base we have exhausted the
current recommendation base, which is modeled as the second type of RecPossible failure. The system now traverse to the RelaxRecBase node (see Figure 5.8),
which corresponds to the dialogue behavior in Figure 5.9. If, however, there are
one or more titles passing the RecPossible check the system can traverse to the
SeenTitle node and present the top title as a recommendation.

8.4.2

Updating the User Preference Model

A central issue of personalized systems is of course constant improvement of the
user model. Thus, MadFilm needs to provide mechanisms for updating the
preference model as the user rates movies.
The user preference model in MadFilm consists of two parts, with different
temporal extents (see section 2.2). First, there is long-term model (i.e. one
that is saved between user sessions) consisting of title ratings. This is the user’s
“basket”, which is used by the cf recommendation engine. As the cf engine
requires the items in the basket to be rated on a scal from 1 to 5, where 1
is the lowest and 5 is the highest rating, we need to convert natural language
judgments about movies to this scale. Assessing such title ratings is a tricky
issue, and MadFilm currently utilizes a rather simple approach to the subject.
The speech grammar allows users to use a variety of judgmental descriptions of
movies, ranging from single-word utterances (e.g. “good”, “excellent”, “dreadful”, etc.) to multi-word expressions (e.g. “I really like this”, “Gone with the
wind is fantastic”, etc.). These constructions are based on the distilled expressions in the dialogue corpus. The problem of converting between natural
language and numerical sentiment is naturally the “fuzziness” of language. For
example, what is the quantitative difference between “fantastic”, “brilliant”
and “awesome”—and how do these relate to “wonderful”? This issue has been
addressed by employing machine learning techniques (cf. [72]). The approach
adopted in MadFilm is rather prototypical: We differ between negative, positive, and neutral sentiments. Most positive judgments are mapped to a ‘4’, and
most negative judgments are mapped to a ‘2’ rating. A few extraordinary constructions have been given a ‘5’ or ‘1’ rating respectively. The neutral category
is the smallest one, consisting of words like “so-so”, “okay”, and constructions
like “it’s alright”. Neutral constructions correspond to a ‘3’ rating.
Second, there is a short-term model, constituted as the recommendation
base, holding the current attributes of interest. This model is not saved between
sessions. The recommendation base is established as the user and system engage
in the dialogue and, as noted previously, consists of attribute preferences (e.g.
concerning actor, genre, or director). The attributes in the recommendation
base filter recommendations based on the long-term model as calculated by the
cf engine.
User preferences are acquired in two ways, and we relate this to the initiative
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Figure 8.4: Extending the phase graph with a user prefernce modeling
phase, allowing for user-driven preference volunteering. Abbreviated names
of the phases: la=linguistic analysis, gp=gesture phase, up=user preference modeling, pi=pragmatic interpretation, th=task handling, g=generation,
m=memorization.
types presented in chapter 4. First, the RateTitle node functions as an ellicitation
mechanism in the dialogue strategy. I.e. if a user indicates that she has seen
a movie, the system immediately wants to know what the user thinks about it.
Second, there is the third initiative type—user-driven preference volunteering
(see section 4.2.2). Preference volunteering happens according to no apparent
pattern, and is thus difficult to provide a strategy for. The solution proposed in
MadFilm is simply to have an independent “preference listener” (see Figure 8.5)
that registers any preference volunteering. The preference listener updates the
preference model with the interpreted information from each such utterance.
The user preference model, directly used by the recommendation components
to calculate movie recommendations, can thus be enhanced at anytime in the
dialogue.
Since the preference listener is disconnected from the main dialogue progression it can tap directly from the utterance interpretation without worrying
about the dialogue control strategy. We thus insert a user preference modeling phase (up) in the current phase graph that utilizes the preference listener
component. Figure 8.4 shows the design of the enhanced phase graph. This design thus handles both volunteerings (see section 4.2.3) and responses to direct
preference requests (see section 5.2).

8.4.3

Ethics: Switching Off Personalization

We conclude the section on user modeling components with some ethical considerations. As noted in section 2.2.2, it is a good idea to allow the user to
switch off personalization at any time but still be able to use the system in
a meaningful way [57]. In MadFilm this is resolved in two ways: First, since
user-driven information requests may be posed at any time regardless of position
in the recommendation dialogue network the user may utilize the system as a
non-personalized information-providing dialogue system at all times. Second—
and related to the first issue—is that information requests are not taken into
consideration by the user preference modeling component. MadFilm relies on
ellicitation, and not on monitoring (see section 2.3.3). Thus, an informationrequest about horror movies do not affect any preference data on horror movies
in any way. A user may therefore ask for information of any kind without
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Figure 8.5: Architectural overview of MadFilm components.
worrying that it is being modeled by the preference modeling components.

8.5

Knowledge Source Management

As shown in Figure 8.5, there is a second knowledge source at work in MadFilm
in addition to the cfengine. This is the same Internet-based movie information database (Imdb) used by the human recommenders in User Study II. The
task handling phase in the phase graph is responsible of constructing and issuing queries based on any information requests from the user. This is done by
the ImdbManager, residing in the module layer, which is accessed by the task
handling phase. The ImdbManager is reused from TvGuide and thus benefits
from the quac project (see section 7.1.2).
The ImdbManager currently handles queries about genres, actors, directors,
and is able to retrieve free text summaries of movies provided by Imdb. Followup queries about e.g. movies starring specific actors are allowed. However, users
cannot ask about the information included in the summary. Imdb is also utilized
by the recommendation base (see Figure 8.5) in order to check for matching
attributes in the set of titles returned by the cfengine. The recommendation
base looks for three attributes: genres, actors, and directors.

8.6

Components Overview

We conclude the system description with an overview of the main components
as shown in Figure 8.5. The user provides input using a combination of the
two input modalities. They are analyzed separately and integrated in the pgp
pattern implementation. The dialogue control strategy—modeled as a State
pattern—dictates the system utterance and decides how to traverse the dialogue nodes. Information-providing requests are ignored by the dialogue nodes
and handled by the pgp task handling phase, utilizing the ImdbManager to
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retrieve the desired information from the database. Preference volunteering is
detected by the PreferenceListener, which in turn updates the user preference
model. When the system reaches the RecPossible node the RecManager sends
a recommendation request to the cfengine. Result sets (including the null
set) are returned to and filtered by the recommendation base (using Imdb) and
returned to the RecManager, which in turn returns the result to the RecPossible node. If things are in order, a recommendation is made in the SeenTitle
node. The generation phase is responsible for instantiating the various response
templates and formatting the response back to the graphical user interface.
In the previous chapter, we noted that the pgp pattern is suitable for unimodal dialogue system development, both in terms of usability for programmers
in their working context, and for the functionality of dialogue systems. The
phase graph for unimodal dialogue systems has now been put to a “fitness test”
as we use it in the development of the multimodal application MadFilm.
As Figure 8.5 shows, the pgp and State patterns reside together with the
preference listener and knowledge source components to provide a seamless integration of the three initiative types found in recommendation dialogue interaction.

8.7

Validation of MadFilm

This section reports on MadFilm’s dialogue capabilities. As basis, we use
the distilled corpus and report on phenomena covered and not covered by the
system. This should give a flavor of the dialogue capabilities of MadFilm itself.
However, a more detailed evaluation involving real usage of the system is needed
in order to give any formal account of MadFilm’s capabilities.

8.7.1

Initiative Switching

We have based MadFilm’s dialogue capabilities on the analysis of User Study
II, where we found that three main intitiative types builds up recommendation
dialogues in the movie domain.
Preference Requests and Recommendations
The overarching initiative is system-driven preference requests, and provision of
recommendations. This initiative is handled by the recommendation dialogue
strategy described in section 5.2. MadFilm handles all such utterances from
the corpus on the level of instances, such as utterance S1 in the dialogue excerpt
of Figure 8.6. However, MadFilm does not cover class-based recommendation
utterances, that is when the recommender tries to find out if the user has seen
a class of movies, as opposed to a specific title. Utterance S2 in Figure 8.6
shows an example of this. In the distilled corpus, class-based recommendations
from the system constitute 7% of the recommendation utterances, the rest are
instance-based and covered by MadFilm.
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S1: have you seen Unbreakable?
U1: no it seems exciting too
S2: have you seen any Swedish comedies?

Figure 8.6: Dialogue excerpt showing instance-based (S1) and class-based (S2)
recommendations. Movie title in italics.

Explanations
MadFilm does not cover the fact that the recommenders sometimes alter order
between explaining and performing a recommendation. Sometimes an explanation is given before a recommendation is made, and sometimes the explanation is
given after the recommended title has been given. There are no evident patterns
or rules governing this behavior, it is therefore difficult to assess this behavior in
MadFilm. The recommendation dialogue control strategy always follows the
same pattern, i.e. by first asking if the user has seen a particular movie, and
if the response is negative an explanation is given directly followed by querying
the user if the movie should be put on the to-see list.
User Preference Volunteering
User preference volunteering are user-driven preferences that are not interpretable as answers to system-driven preference requests (see section 4.2.2).
Consequently, the classification of user preference volunteering is dependent on
the conversational context. Conversational context in this case is simply defined
as the current node in the dialogue control network. Capturing the preference
in a volunteering is handled as described in section 8.4.2, and covers all such
user utterances. However, the impact of such utterances on the main dialogue
is very limited since they do not affect the dialogue flow—only implicitly since
they affect the preference model which in turn affect which movies are being
recommended in the dialogue.
The Recommendation Base
Changing, verifying, and suggesting recommendation base works in MadFilm
as long as only one attribute is introduced in each utterance. Utterances introducing several attributes, such as the utterance “I would like comedies with
Adam Sandler / no science fiction” introduces the two attributes actor and
genre. While the recommendation base itself can model several attributes, the
bottle-neck is the speech grammar. Allowing for all possible multi-attribute
utterances requires a huge speech grammar which takes time to develop, and
will most likely result in decreased recognition rates. However, multiple genre
values are implemented in the speech grammars (e.g. “I would like a drama
thriller”). However, this is doable since there is a significantly smaller number
of genres than, say, actors.
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Figure 8.7: An example of an information request.
Information Requests
The information-providing dialogue is carried out as described above. Figure 8.7
shows how an information request looks like in the graphical user interface.
Generally, information-providing requests are handled correctly, assuming that
the user asks about valid attributes. An exception to this is yes/no queries,
which are not handled at all. Figure 8.8 shows an example of a yes/no query
(U1). As it turns out, this excerpt also examplifies a non-valid attribute since
MadFilm currently does not include information about country of origin. The
S1: Have you seen The Visitors?
U1: Is it Swedish?
Figure 8.8: Dialogue excerpt showing a non-valid yes/no query (U1). Movie
title in italics.
relevant information needed to resolve a yes/no query may be present in the
database, and indeed be provided implicitly. For example, while talking about
the movie Proof of Life (starring among others Russel Crowe), the query “does
Russell Crowe act in it?” is responded to with a simple “yes” in the corpus.
MadFilm however, treats this query as a general actor query, by spotting the
word “act” in the query and assigning the title under discussion through local
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focus management to “it”. The result is a list of all actors in the movie Proof
of Life, with Russell Crowe among them. However, if a yes/no query cannot be
resolved as a query of this sort, MadFilm fails.
Successful query resolution naturally requires that the user asks about valid
attributes covered by the knowledge source handlers. If users ask for attributes
not covered, the system generates a standard error message informing the user
that the attribute is not covered. The area of correcting such queries in a more
subtle and refined manner is a research area of its own and is not covered by
MadFilm’s strategies. Indeed, such failures occur in the corpus as well since
the recommender uses the movie information database.
An important issue for the focus of this work is the interplay between userdriven information requests and the preference requests posed by the system. As
mentioned, information requests are handled within each and every recommendation dialogue state. Title lists resulting from information-providing queries
may be utilized by the user in order to respond to the current dialogue node’s
request—independently of how many information requests that have been posed
by the user. Table 8.1 shows how the user’s response to the system’s preference
request is derived from a list of movie titles generated by subsequent information requests, thus different from the list first generated in the GetTitleActor
node. MadFilm handles such interplay in the distilled corpus, given that the
queried attributes are covered by the knowledge source handler, and that it is
not in the form of a yes/no question.

8.7.2

Multimodal Interaction

Both User Study I and II yielded multimodal implications in order to accommodate natural dialogue. The multimodal implications from User Study I concern
the user interface design in order to efficiently communicate dialogue. This is
addressed by the three-entity interaction model in the graphical user interface.
User Study II provided us with two related implications; namely that of personalized lists as point of reference for utterances combining speech and direct
manipulation as a way to address organization of movies in the lists and in
the domain area. By using coordinated and simultaneous multimodal input,
interaction like Figure 8.9 shows is possible in MadFilm. Organization can
be carried out either by speech only, direct manpulation only (i.e. standard
drag-and-drop), or a combination of the two. The coordinated and simultaneous approach makes this possible, as shown in Figures 8.9 and 8.10. However,
the approach described in section 8.2 pre-supposes that there are no time lags
between speech and mouse gesture. That is, users are limited to rather short
utterances and use the pointer simultaneously. If we want to allow users to use
longer, more elaborate, utterances the speech grammars must be extended to
cover this as well.
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Figure 8.9: Organization using speech and direct manipulation. The utterance
“put Snatch here” is accompanied with a mouse click on the Favorite Movie list.
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Figure 8.10: Organization using speech only.

8.8

Summary

In this chapter, the sixth contribution of the thesis has been described: the
MadFilm system. We have seen how the three-entity interaction model has
been implemented in the user interface; how the multimodality and three dialogue initiative types found in the dialogue corpus have been implemented;
details on user preference modeling and recommendation components; as well
as knowledge source management. MadFilm has also been validated based on
the distilled dialogue corpus.

Part IV

Conclusion
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Chapter 9

Discussion and Future
Work
This chapter first summarizes the work put forward in the thesis (section 9.1).
A discussion on the research issues and contributions is presented, with pointers
to future work (section 9.2).

9.1

Summary

The work presented in this thesis consists of two main parts: First, we set out
to find out how natural language recommendation dialogue in a home context
is manifested, by examining human-computer interaction with an informationproviding dialogue system prototype in a home environment, and by collecting
a human-human recommendation dialogue corpus in the same setting. The
implications of the two studies served as a basis from which a recommendation
dialogue control strategy was developed, and a design of a movie recommender
dialogue system emerged. This first part of the work provided us with the
following contributions:
• A three-entity interaction model for multimodal dialogue systems for a
home environment (Chapter 3)
• A recommendation dialogue corpus (Chapter 4)
• Categorization of dialogue phenomena in recommendation scenarios (Chapter 4)
• A recommendation dialogue control strategy design (Chapter 5)
Second, we turned to implementing the MadFilm system, using an evolutionary development method. By systematically combining and customizing generic
micro components, we adopted an application-driven view where the process of
developing the dialogue system application spawns more generic component
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packages. One prominent example of this is the evolution of the (generic) pgp
pattern, and the reuse of a standard (application-oriented) phase graph for
information-providing dialgogue. The properties of pgp allowed for incremental
extensions of the phase graph with low overhead in terms of code and man-hours
since the unimodal information-providing phase graph was extended with multimodal and user-preference modeling capabilities. The pgp implementation was
then integrated with the system-driven recommendation dialogue control strategy, rendering MadFilm to accommodate mixed-initiative dialogue consisting
of (a) system-driven recommendation dialogue, (b) user-driven information requests, and (c) user-driven preference volunteering. The second part of the work
resulted in two contributions:
• The pgp incremental micro architecture that facilitates iterative and incremental development (Chapter 7)
• The MadFilm prototype: an implementation of a multimodal movie recommender dialogue system (Chapter 8)

9.2

Discussion

The discussion is organized to roughly correspond to the contributions put forward in the thesis. First, the design of recommendation dialogues and the chosen
analysis method is discussed. Second, we note some interesting issues on the
development of the MadFilm system and associated generic components.

9.2.1

Recommendation Dialogues

Natural language is suitable for all types of mixed-initiative dialogue. It handles
both instance and class utterances prominent in recommendation dialogues1 ,
and this property is hard to capture with only direct manipulation. Indeed, this
is one of the underlying assumptions for investigating natural language interaction for recommendation systems. For a cf engine however, there needs to be
a mapping from classes to instances since it operates on ratings of instances.
For example, a class utterance like “I don’t like science fiction movies by George
Lucas” should indicate a low rating on all matching instances. While this has
not been implemented in MadFilm, it could have implications on the efficiency
of accumulating ratings, since the system quickly could assign guessed ratings
for all instances as defined by a class utterance, thereby increasing the number
of rated items in each turn. Note that the dialogue strategy presented here covers this issue, while there are no preference modeling components currently in
MadFilm that utilize class utterances. Extending the user preference modeling component with class-based reasoning seems like a promising approach to
enhance natural language recommendation system performance.
1 That is, dialogues of the sort focused on in this thesis, such as dialogues about item
recommendations.
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The proposed solution to the preference volunteering initiative is advantageous since it is simple. However, one potential drawback is that this initiative
type has no impact on the dialogue progression. Preference volunteering is thus
seen as disconnected from the “main” dialogue, which may be hard to accept.
Likewise, the user can perform organization tasks (such as moving titles back
and forth between lists in the user interface), without affecting the main dialogue progression. However, while the lack of a top-down model of the complete
dialogue structure may be disturbing, the system is able to handle the characteristics found in the dialogue analysis. An urgent matter is thus to verify this
with user tests of the system.
Dialogue Extension: Cooperative Dialogue
This work has focused on using a rather static natural language dialogue interface to build user preference models that are used to perform personalized
recommendations. The adaptivity is thus a property of the domain reasoning
and preference modeling. Recent work addressing the adaptivity of the actual
dialogue, with focus on cooperative features, has been carried out by Jokinen et
al. [48, 47]. The recommendation dialogue representation presented in this thesis has no cooperative features and is static in terms of how system utterances
are expressed. One interesting issue for future work is to merge cooperative
dialogue management with the content-oriented model presented here, and investigate what the resulting dialogue interaction would look like.
Dialogue Extension: Context-awareness
Not only may adaptive systems change according to an individual user in terms
of domain preferences and dialogue cooperativity. They may also adapt to a
surrounding environment, or the context-of-use. Context adaptive systems are
mainly being investigated within the area of ubiquitous computing. Possible
adaptations within context-dependent systems include adapting to noise, temperature, varying light conditions, and other environmental attributes, as well
as varying computational platforms (e.g. PDAs, cellular phones, laptops, digital TV applications, etc.). An interesting issue for future research is thus to
enhance the content-oriented dialogue presented here with both a cooperative
dialogue component, as well as context modeling components.

9.2.2

Dialogue Distilling as Analysis Method

Collecting human-human dialogues and performing a dialogue distilliation is
a comparatively fast process. However, this approach has its limitations and
the data collected and modeled will eventually have to be extended with new
user studies. Possibly other methods will be more sufficient. For instance, a
woz study could be very useful for discovering phenomena not detected by the
dialogue distilling method.
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In the dialogue control network presented, certain plausible arches and nodes
are not modeled, since they did not occur in the distillation. However, given a
slightly different setting, scenario set, other participants etc., now-absent dialogue behavior might as well have occurred. Even though the presented study
is fairly large, and indeed sufficient in scope for a first prototypical implementation like MadFilm, we probably need to examine phenomena not covered in
the current dialogue collection. Varying the scenarios in the studies, as well as
varying the design of the recruitment of participants, is a desired extension for
future iterations.
It is clear that a human cannot mimic a cf system, as little as a cf system
can mimic a human recommendation strategy. Despite the fact that we try
to keep the dialogue control strategy model disconnected from our choice of
recommendation engine, we sooner or later need to address that issue. Arriving
at the details at implementation level, the distilled dialogue depends on the
choice of recommendation engine. As the dialogue distilling method is tailored
to information-providing dialogue, this issue is not sufficiently covered by the
guidelines presented by Larsson et al [60]. Thus, revising the set of guidelines
to port them to other dialogue genres, such as recommendation dialogues, is a
possible venue for enhancing the method.
If we maintain a state view of recommendation dialogue, it is plausible that
the complexity and size of network correlate to on how hard we distill. In the
work put forward herein, a rather drastic distillation has been undertaken looking at the dialogue control model from a human-human dialogue perspective.
This is in line with the iterative approach taken in this work. A state design is
sufficient for the current distillation degree. If we, in future iterations, aim to
distill the original dialogue less drastic in order to cover more of the naturally
occurring human-human dialogue properties, we might well have to abandon the
finite-state approach in favor of other suitable implementation patterns. However, this will also require drastic capability increases in both natural language
processing modules (such as parsing and generation) and recommendation modules.
We end with an observation on applying guidelines developed for one dialogue genre onto another: The original corpus contains recommender utterances
taking a very direct approach to attribute queries. For example, instead of asking the client what genres she likes in an open-ended fashion, the recommender
can ask for a rating of attributes—and not only on titles (e.g. “Do you like
the actress Nicole Kidman”). As this has been judged to fall under the Neutrality guideline (i.e. why would the system prioritize to ask about Nicole
Kidman instead of any other actor or actress?) we need not be concerned with
this in the validation of MadFilm’s coverage of the distilled corpus. However,
since it occurs in the corpus accross several dialogues it might be interpreted
as this guideline—which is relevant in information-providing dialogue—removes
important characteristics of the recommendation dialogue genre. Again, this
calls for addressing the portability of distilling guidelines.
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On Reuse and Generic Micro Components

Dialogue management in MadFilm is modeled in two separate structures—
each built on a separate design pattern. The State design pattern is used to
implement the system-driven recommendation dialogue. A basic informationproviding phase graph design reused from BirdQuest-2 is used to accommodate user-driven information requests. By extending the phase graph with a
user preference modeling phase and corresponding module we can also cover
user-driven preference volunteering. We also add flexibility of expression for
organization tasks by introducing direct manipulation and speech, accommodated by two separate threads and the addition of a gesture phase in the phase
graph. The emergent dialogue and interaction behavior covered is an example
of how simple micro architecture solutions provide a sufficent but simple way
to implement complex knowledge-intensive systems in an iterative development
process.
pgp has been verified by both code examination and developer interviews,
and has worked sufficiently well for applying it to a previously uncharted dialogue genre. However, this is but a brief glimpse of the world outside informationproviding dialogue and pgp needs to be put to more extensive tests for different
dialogue genres and capabilities. Indeed, incremental and continuous updates
in an interactive application might be a problem. However, this is a general
problem in many dialogue system frameworks that do not use a filter-inspired
approach as well. The most prominent example of this sort of capability is continuous dialogue feedback, which is a general problem in speech-based dialogue
systems.
Frameworks are more specialized and domain-dependent than design patterns, and a too firmly developed framework runs the risk of being too specialized. It is thus important not to force the framework development, since
we may intrude on flexibility requirements. This is especially important in
non-standardized application domains such as adaptive dialogue systems, since
requirements may change rather drastically. It is imperative that a framework
in this application domain allows for drastic and fundamental changes, since we
know so little about the workings of the inherent interaction. The approach
taken in this thesis—with a micro architecture based approach to dialogue system development, where rather loosely coupled generic components on different
levels are tied together by the pgp control structure—seems promising and it
may be worthwhile to further explore this approach.

9.2.4

MadFilm

MadFilm is an example of how to utilize the contributions put forward in the
thesis, and even though it is listed as one of the contributions in the thesis, it
should be viewed as such from an example, or proof-of-concept, perspective. As
a prototype, it suffers from several issues related to robustness and usability.
Improving MadFilm can thus be done on a number of levels in terms of speech
grammar tuning, prompt design, generation template variability, as well as both
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depth and breadth extensions on database coverage. In terms of user experience,
two particular bottle necks for MadFilm’s performance are speech recognition
errors, and database coverage. These issues are of little research interest in the
thesis, but make a world of difference for end-users. First, due to the dominance
of proper names and movie titles in the vocabulary, the speech recognizer often
makes mistakes which cause the system to malfunction. Second, since the ratings data set was released in 1998, a large number of relevant “new” movies are
not included. Getting movie recommendations dated 1998 and earlier is obviously going to affect the user experience of the system in 2004. These issues will
have to be addressed in order to perform an end-user evaluation of MadFilm.
Another modification to the current prototype solution is to change or modify the underlying recommendation engine, while keeping the recommendation
dialogue. Currently, a cf engine, augmented with a “recommendation base”
filter is used. By employing the recommendation base filter we gain two things
and lose one. The gains are that this “hybrid” approach makes the recommendations fit more closely to the established attributes in the recommendation base,
thus serving the user better. Second, we can generate objective explanations of
the recommendations which is a known mechanism to build trust between the
user and system, and is a commonly occurring phenomena in human-human
recommendation dialogue. Without a recommendation base that establishes
domain-dependent attributes it would be tricky to generate objective recommendation explanations. However, by adding domain-dependent reasoning (in
this case movie-related attributes such as genre, director, and actor), we lose
one of the prominent advantages with cf; that of cross-genre suggestions where
the system can make confident predictions of e.g. comedy movies to a user that
never rated comedies before. Tuning—or exchanging—the recommendation engine and/or recommendation base filter has not been focused upon in this work,
and it is intended that way since the dialogue control structure aims at collecting preferences, and is in that sense independent of such modifications in the
recommender engine. One kind of fine-tuning of the preference modeling components is to enhance and extend the title rating conversion (see section 8.4.2).
Furthermore, incorporating mechanisms for utilizing class utterances to rapidly
increase the size and density of the preference model as outlined in section 9.2.1
is an interesting issue to address.
cf has been used in a variety of domains, and generalizing the recommendation dialogue control strategy presented in this thesis to domains other than
movie recommendations is an important issue for future work in recommender
system design. Conversely, the process of customizing such a dialogue strategy to new domains is an important issue for recommender dialogue system
development.
The work reported on in this thesis has provided us with experience of an
approach where an empirical principle has explicitly been combined with an
engineering ditto. One important question that arises is then how to further
integrate this dual approach when designing and developing recommender dialogue systems in the future.
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