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Abstract 

For many years OSE has been a common used operating system, with real 
time extensions enhancements, in embedded systems. But in the last dec-
ades, Linux has grown and became a competitor to common operating sys-
tems and, in recent years, even as an operating system with real time ex-
tensions. With this in mind, ÅF was interested in replacing the quite expen-
sive OSE with some distribution of the open source based Linux on a Po-
werPC MPC8360. Therefore, our purpose with thesis is to implement Linux 
on the named platform and make some tests to see if it is possible to re-
place OSE with Linux. Using Linux has several advantages, for example it is 
free of charge to use and over the years the popularity of Linux within the 
developer community has resulted in numerous tools and utilities available 
for free. 

As a result, this study shows that Linux with real time extensions on the 
MPC8360 PowerPC platform is a viable alternative to OSE regarding cost 
efficiency, flexibility, adaptability and competence available on the market.  

Further studies can be done towards benchmarking for I/O systems and 
implementing support for more hardware on the MPC8360 AF platform. 
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1 Introduction 

In this chapter the reader will find general information about the work and 
background to the thesis, a short description of the purpose of the thesis, 
our results and an outline for the rest of this report. 

The thesis was done at ÅF AB Systems division in Kista and examined at 
the Department of Computer and Information Science at Linköping Univer-
sity. This thesis is a part of our engineering degree in information technolo-
gy. 

1.1 Overview 
Internet is today an essential part of our lives, it is spreading to new com-
puters through different technologies, both wired and wireless and the use 
of internet devices is spreading rapidly around the world. In a recent esti-
mate, 1.5 billion people around the world are now connected to the inter-
net and that number has grown with an average of over 200% per year for 
the last eight years (Miniwatts Marketing Group 2008). As the usage of this 
relatively new technology finds its way to the population in more cost sen-
sitive areas, such as Asia, Latin America and the African countries, cost effi-
ciency becomes an increasingly critical factor for success.  

The new devices used must not only meet these new needs, but the 
network itself must also be extremely cost efficient. This is because the 
number of internet users grows, the amount of data grows even faster as 
video and other media is more commonly spread to internet users. (Cisco 
Systems 2008) 

ÅF has for the last 100 years acted as an advisor and consultant in vari-
ous technical areas, always working with innovation by experience. Today 
ÅF consists of over 4000 employees, spreading all over the world. The sys-
tem division is an organization with over 400 people working with system 
development in 13 offices. The system department is engaged both as a 
personnel resource for employing and as an outsourcing one-stop shop for 
entire projects. (ÅF 2008) 

1.2 Background 

Testing and verifying the functionality of new networking hardware is es-
sential in development, but unfortunately quite expensive as well. ÅF has 
for the last few years been a very active partner to several networks re-
lated companies when it comes to developing platforms for testing new 
and existing network soft- and hardware through many different projects. 
An ÅF project concentrating on developing a high performance platform 
capable of handling massive amounts of data is where this thesis is per-
formed. The project platform is partly based on a processor from Freescale 
consisting of a PowerPC e300 core and some extra hardware, called a 
MPC8360. The MPC8360 is then put on a board together with flash, RAM, 
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Ethernet connections, FPGA etc. The MPC8360 on the AF platform today 
runs OSE, a commercial real time OS developed by ENEA.  

1.3 Problem description 

For several reasons, such as cost efficiency and flexibility, ÅF is interest-
ed in replacing the quite expensive OSE with some distribution of the open 
source based Linux/GNU OS (called Linux from now on). Using Linux has 
several advantages in different aspects; not only is it free of charge to use, 
but over the years the popularity of Linux within the developer community 
has resulted in numerous tools and utilities available for free. Since it is so 
widespread, many developers are also more familiar with the environment 
and development models compared to OSE, leading to a shorter start-up 
time for many new developers.  

OSE on the other hand, used in millions of cell phones and other em-
bedded devices, is known for its stability and performance. It has had a 
solid base of stable and optimized code for years now, with only carefully 
tested new code for each new version and many stability upgrades. (ENEA 
2008) 

If Linux is to replace OSE, the stability must be comparable and perfor-
mance acceptable for the situations applicable on this platform. Today, this 
typically means being able to handle control data while the data through-
put is handled by the on board FPGA. The CPU then controls the FPGA, and 
is in turn controlled through the serial or Ethernet port.  

In the future though, ÅF is interested in evolving the platform software 
to also send data loads through the Ethernet, USB or other interfaces. This 
would put more load on the CPU and higher requirements on short re-
sponse time. 

1.4 Purpose 

The purpose of this thesis is to implement Linux on a PowerPC MPC8360 
platform and research if it is possible to replace OSE in accordance to per-
formance, stability and cost efficiency. 

1.5 Method 

We got in contact with ÅF in the beginning of the summer and they were 
interested in comparing two operating systems, Linux and OSE. We were 
interested in the idea since Linux is a relatively new operating system on 
the market and is expanding every year with its open source philosophy, 
and OSE is a big commercial operating system, even if almost no one knows 
that it exists. If it is possible to replace OSE and instead use Linux and still 
maintain the same performance and stability we see a great potential of 
obtaining a huge market for Linux with real time support in embedded sys-
tems.  
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Our mission was primarily to port Linux and a boot loader to this plat-
form, making it possible to run Linux so that simple performance tests can 
be done under light to medium CPU load, to see if performance is accepta-
ble for further development into a full-blown real time system with all de-
vices and applications ported. This was done by measuring response time 
to interrupt calls, kernel calls and user-space calls. 

Secondarily, we investigated how Linux behaves with a Real Time kernel 
extension that adds Real Time capabilities to the Linux kernel. Our investi-
gation focuses on stability and performance, where the first is expected to 
improve and the latter to suffer from adding these capabilities to the OS. 

The results will reveal if Linux is mature enough as an operating system 
for critical applications to replace OSE, or not. 

1.6 Limitations 
The performance tests on Linux are only focusing on the specific MPC8360 
AF platform, and are only valid in this context. Some conclusions can be 
drawn for similar PowerPC processors, but on different platforms other 
tests should be made due to the changes described in chapter 5. 

When implementing the boot loader and Linux, we were forced to make 
some practical limitations due to time constraints and platform confiden-
tiality issues. We have only implemented support for the serial UART port, 
on-board flash memory, RAM memory and some GPIO pins.  

These hardware limitations do not affect the amount of testing areas 
performed in this thesis since testing areas grow rapidly when more hard-
ware is activated. See chapter 5.2.3 for an example of how Ethernet sup-
port would multiply the number of possible and relevant performance 
tests. This can rather be the subject of another, or several other, thesis 
works. 

No real performance tests have been done on OSE, partly due to time 
constraints, but mainly due to the difficulty of constructing a fair, compa-
rable benchmarking tool. This difficulty comes from the fact that we do not 
have access to the necessary documentation or tools for OSE, something 
that is restricted due to confidentiality issues. 

1.7 Source criticism 
In a world changing as quickly as the computer world, especially the real 
time operating system part of that world, updated and thereby accurate 
information is of the greatest importance. For the background theory we 
have mostly used books recommended by Linköping University for various 
courses in operating systems in their latest edition and various internet 
sources. Generally, background theory and algorithms have changed very 
little in a time perspective of 5-10 years while the practical limitations, im-
plementations and availability are totally different from how they were ten 
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years ago. Therefore we have tried to only use the most recent facts for 
the implementation part whilst general theory sometimes has relatively old 
sources. 

1.7.1 The Wiki-problem 
This thesis obviously largely focuses on Linux and different parts of Linux. 
The problem with writing about Linux is that it is open source and has a 
large, informal developing group. As a result of that, people who are de-
veloping and have big knowledge about Linux often do this on their spare 
time and does not get paid for it – implying there is a risk that they only do 
the “fun” parts, leaving out “boring” documentation. Also some pages are 
made as a Wiki, which implicate that anyone can change the information, 
in purpose to always have “right” information online when an application 
gets updated, but sometimes it can be wrong or outdated.  

On that account, the information we found on the internet might not be 
so trustworthy, even if the people who are working with Linux are real en-
thusiasts and would not write anything wrong about Linux on purpose. 
Having the possibility to check each wiki page history helps in verifying that 
the text has been stable and with only minor changes for some period of 
time, and thereby should have been reviewed by a fairly large group of 
people, but it is no guarantee for quality. In order to validate the results we 
have used printed literatures to get information. However, sometimes in-
ternet was the only choice to obtain information about this subject, due to 
the scare information.  

1.7.2 Existing biases 
The article mentioned at 6.2.1 is suspiciously positive of OSE and we think 
that Dedicated Systems are highlighting OSE needlessly much and are very 
uncritical in theirs “independent” test. By taking a quick look at Dedicated 
Systems homepage it shows that Enea is one of their platinum sponsors, 
which puts their claim of independent tests of Real-Time Operating Sys-
tems in a new perspective.  This is nevertheless the only publicly available 
comparison between the two operating systems from a general real time 
operating system point of view and therefore it is mentioned here despite 
the somewhat questionable source. 

1.8 Results 

Linux on the MPC8360 PowerPC platform is a viable alternative to OSE with 
regard to cost efficiency, flexibility, adaptability and competence available 
on the market. Linux with a Real Time extension is also a worthy alternative 
of OSE when it comes to performance and stability, even if some tradeoff 
has to be done when choosing between the two. 
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1.9 Outline 

The outline of this thesis is as follows: In chapter 2 we bring up basic theory 
about what an operating system consists of. In chapter 3 and 4 you will find 
more deep information about the operating systems OSE and Linux, and 
their real time enhancements. In chapter 5 we describe different options to 
compare operating systems. The actual comparison on the platform is de-
scribed in chapter 6 and finally the conclusions are drawn in chapter 7. 



 

  11 

2 Operating system concepts 

The whole discussion in this chapter is based on (Silberschatz, Galvin and 
Gagne 2008) if nothing else is mentioned.  

What an operating system is, what it consists of, and what functions it is 
supposed to fulfill, probably has as many answers as people you ask. When 

a user interacts with a computer 
system, it is usually done 
through an application inter-
face. When the application 
needs a task to be done by the 
system hardware, like read a 
file, print a document or surf the 
internet, it then contacts the 
operating system of the com-
puter through a system call. The 
operating system is then re-
sponsible for the proper use of 
hardware related to the system 
request. In other words, the op-
erating system (OS) is the link 
between user software and 
hardware platform. It is respon-

sible of handling multiple applications running simultaneously, it controls 
the access to different kinds of hardware interfaces on behalf of applica-
tions and sometimes it handles multiple users on the same computer. 

An application is what is presented to the user, but the operating sys-
tem (and thereby the hardware) is an essential and required part of the 
user experience that the application relies on. This chapter will go further 
into what parts an operating system usually consists of in general, at least 
the areas relevant for this thesis. Generally speaking an operating system 
can be said to be the kernel running at all times when the system is up. One 
critical aspect that defines many operating systems is the access to supervi-
sor mode or kernel mode in the processor. User applications usually run in 
a so called user mode in the processor where not all hardware functions 
are available, whereas the operating system controls the hardware whilst 
running in supervisor mode. The user mode usually includes several crucial 
restrictions required for a multi-application environment, protecting the 
system from being corrupted by applications and applications from corrup-
tion by each other. Memory management control ensures that an applica-
tion will not write to memory outside its own restricted area, i.e. into other 
programs memory space which could cause system instability. 

An operating system often manages the I/O-systems available in the 
machine as well. It may choose to give the full control of such units to a 
user space application, but many times it will manage the access to I/O-

User application

Operating system

Hardware

Figure 1: Applications, OS and hardware 

The relation between applications, operating sys-
tem and hardware. The operating system is availa-
ble to the user application as a tool to use, and in 
turn uses the system hardware as a resource.  

The system hardware in this model is typically not 
directly accessible for the user application 
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Figure 2: Process states 

A schematic model over the different process states in an OS. This may differ slightly between 
different operating systems. Processes always start with being created, and end with being 
terminated. A process goes from ready to run by being activated by the scheduler, gets blocked 
if another process holds a required resource and will go into waiting state for an external 
resource, such as hard drive, ethernet or keyboard if needed. 

systems through the use of some sort of mutex (see chapter 2.6), to allow 
all application access without causing unexpected behavior through con-
text switching. 

2.1 Processes and threads 

When a user executes a program, it is commonly known as a process. While 
a program is an amount of machine code residing in a storage unit that 
may be executed, a process is a program actually executing, or waiting to 
be executed. As described by Silberschatz, Galvin and Gagne (Silberschatz, 
Galvin and Gagne 2008), a process consists partly of the program code (al-
so referred to as the text section), partly of global variables (the data sec-
tion), the current activity as reflected by the processor’s registers and used 
parts of the system stack. Two processes may origin from the same pro-
gram, since the text section is the same, but there are still two separate 
entities since they consist of different data sections and other variables.  

Switching a process out of the CPU to let another process run is known 
as context switching. All CPU registers are copied, cache (chapter 2.4) may 
be updated and more CPU states may be changed as well. It is important to 
minimize the number of context switches and to optimize the time it takes 
to do them in order to minimize the CPU overhead caused by switching 
between processes. This interferes somewhat with several other properties 
we are looking for in an operating system, something that will be further 
discussed in the following chapters. 

A process may be in a number of different states. Once it has been 
created, it will go into ready state, waiting only for the scheduler to set it to 
run. The process may be waiting for an external I/O activity to finish, or 
requesting a busy resource to become available in which case it may be 

Create 

Ready 

Waiting 

Running 

Blocked Terminated 
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blocked by the process using the resource. Eventually, the process will ter-
minate when it is finished or forced by the system. 

Processes communicate between each other through some sort of inter-
process communication. The details about this are left for the Linux and 
OSE chapters since this cannot be described generally due to great differ-
ences  between different operating systems. 

Inside each process there always exist one or more threads. The differ-
ence between threads and processes is also something that varies from 
operating system to operating system, but can be described in general de-
spite this.  Threads consists each of a program counter, a register set and a 
stack space, and share all other resources such as memory area, file han-
dlers and scheduling with each other. 

Threads can exist in states similar to the ones of processes. The outline 
in Figure 2: Process states is also applicable to threads since they also are 
created, can be blocked or waiting and end with being terminated. A 
thread is usually created by the initialization of a process or by another 
thread.  

Context switching between threads costs less than switching between 
processes since so much of the data remains the same, so threading is use-
ful for instance when a process is waiting for a pending I/O-request to 
finish while there still are other tasks in the process that can be done. Since 
they share so much data, there is a great risk of race conditions to occur 
when two threads of the same process try to access the same resource 
simultaneously. A race condition is when two or more threads accesses 
and/or try to modify a resource which requires multiple clock cycles to 
change into a new legal state. Thread A modifies value 1 when a context 
switch occurs and thread B modifies value 1 and 2. When thread A is al-

Process 

Thread Thread 

Thread 

Figure 3: Process to thread relation 

Threads all have resources that are specific to them, but share a great deal with the 
process which they exist within. This illustration is not completely accurate since 
threads also have access to one another’s internal registers and memory areas, but 
this is considered less of a problem since threads within a single process are managed 
by the same developer and therefore the responsibility of third party. 
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lowed to run again and completes the set with modifying value 2, the re-
source ends up with value 1 from thread B and value 2 from thread A 
which could be an illegal state and cause unexpected behavior from the 
application. Race conditions are in general difficult to reproduce or identify 
when debugging. 

The problem of race conditions is usually solved through the use of 
some sort of semaphore, a mutex (MUTual EXclusive object), that ensures 
that a resource is only used by one thread at a time. This is described more 
in chapter 2.6. However, since the creator of a program is in full control of 
all threads running in the program, threads within an application can be 
trusted in a different way than processes. Handling the shared resources 
and scheduling may be the responsibility of the application developer, but 
often the operating system offers a model for doing this as well. There are 
also third-party libraries available for many operating systems to handle 
resource sharing between threads within a process. User thread scheduling 
can be implemented in one of several different ways depending on how 
the operating system is implementing threads and the hardware architec-
ture, see chapter 2.2 for more on this. Threads are not only useful due to 
the faster context switches; the real benefit of threading is when a single 
process with multiple threads is run on a multi-core system. This, if correct-
ly done, allows for a process to execute with significantly higher speed al-
though consideration has to be taken to avoid race conditions and dead-
locks (explained in chapter 2.3.3) for common resources. (Silberschatz, 
Galvin and Gagne 2008) 

2.2 Preemption 

Changing from one process, or thread, to another may take place under 
one of several conditions. All of them occur when a process either leaves 
the running state, or enters the ready state. It may happen  

 when a process switches from running to waiting or blocked,  

 when it is terminated,  

 when it switches from running to ready,  

 when going from waiting or blocked to the ready state.  

In the first two cases, when a process leaves the running state and can-
not run again directly, it is required for the system to choose a new process 
to run. In the latter two cases, when a process enters the ready state, the 
system may choose to interrupt the currently running process and choose 
the newly ready-stated process to be run. Doing this is a technique known 
as preemption. Preemption allows for higher prioritized processes to be 
run quicker than what would otherwise be the case, but it comes at a cost. 
Preemption induces an extra context switch, and it is not always possible to 
interrupt the current running process without leaving data in an inconsis-
tent state. (Silberschatz, Galvin and Gagne 2008) 
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To solve this problem of possibly corrupting data by preemptive inter-
rupts, it is possible to make parts of the code non-preemptive; typically this 
applies to code running in supervisor mode. Making all code that runs in 
supervisor mode non-preemptive could however greatly affect the advan-
tages of preemption. Real time systems often use some more advanced 
form of preemption, allowing for supervisor mode preemption and some-
times even interrupt preemption. One approach is to implement preemp-
tion points in the supervisor code where it is safe to break and if possible 
allow for a higher prioritized process to run. This however is often hard to 
implement, since supervisor code often already has been optimized for 
being as short and efficient as possible. Another way of handling this prob-
lem is by making the supervisor code preemptible. This imply that all su-
pervisor code uses some sort of synchronization mechanism for the critical 
sections, something that is discussed in more detail in chapter 2.6. It also 
commonly involves using priority inheritance, as discussed in chapter 2.3.3. 
How preemption is handled in Linux and OSE are discussed in chapter 3 
and 4 respectively. 

2.3 Scheduling 

The art of making multiple programs run as efficiently as possible is per-
haps the most difficult of all operating system programming. It involves 
several different techniques and having a good scheduler is an essential 
part of switching among processes as efficiently as possible. 

Switching among processes, of course, requires some CPU time to make 
the decision on what to do next and load new data into registers and 
cache, some overhead. This complete waste of CPU time where no real 
work is being done should of course be minimized to allow for maximum 
CPU efficiency. The consequences of the conflict between a scheduler mak-
ing good decisions and low scheduler overhead might be a number of dif-
ferent CPU schedulers, where some are short term, of less complexity and 
running often and others run seldom and are of significant complexity. 
Another way to utilize the CPU better is to use threads, where possible, 
instead of processes, which results in less overhead due to less context 
switching as mentioned in chapter 2.1. Making programs run as efficiently 
as possible can mean different things in different types of operating sys-
tems. For most end-user operating systems, this means ensuring that the 
CPU utilization is maximized while all processes get their fair amount of 
CPU-time. The difficulty of this is of course to define what the true meaning 
of fair really is. 

There are a number of factors involved when making a scheduler as effi-
cient as possible. First, and possibly most important, is CPU utilization. At 
all times we wish that the CPU is used for our processes as much as possi-
ble. Measuring how many processes complete during a specific time period 
(throughput) is a result of this CPU utilization. For a specific process, what 
counts is how long it takes before the process is finished, the turnaround 
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time. This involves more than just waiting in the ready queue (like I/O-
operations, loading times and actual CPU execution time), and average 
time to execution (waiting time) is the easiest to influence using a schedu-
ler. Different factors are important in different situations, and therefore it 
is difficult to say what scheduling algorithm is the best although some are 
generally better than others for a number of different reasons. Almost all 
algorithms come in a great number of variations, but the general principles 
are almost always the same, based on one or more of the following poli-
cies. 

2.3.1 First-come, first-serve 
The easiest way of defining fair and what gets to be run next is using a first-
come, first-serve scheduling policy. With such a system, whoever requests 
the CPU first also gets it first. It is easy to implement this policy in any sys-
tem, and it requires little overhead for running. It does have some negative 
effects though. Short jobs might have to wait a long time to be done when 
a big job is before in line. Instead of being finished in 1 ms from when set 
to ready state, they have to wait for the previous process to finish which 
could be, for instance, 250 ms. That is quite a drop in turnaround perfor-
mance for the specific job! 

2.3.2 Shortest-job-first 
The issue of performance impact on small jobs due to the inconsiderate 
first-come, first-serve algorithm can be solved through a shortest-job-first 
scheduling. This ensures that the next job to be done is also the smallest 
one, thus optimizing the average waiting time for any number of given 
processes. Whether this scheduler is preemptive or not differs from system 
to system, but both options have been implemented in operating systems. 

The problem with shortest-job-first is many times the difficulty of ac-
tually knowing how long time a specific job will take. This can be very time-
consuming to calculate and thereby render the scheduler inefficient due to 
large overhead. Calculating the amount of time required for the next CPU-
burst of a specific process is difficult, however in a long-term scheduler 
these values can be the responsibility of every program creator to specify. 
Therefore this can be useful in long term scheduling. For short term sche-
duling, it is possible to overcome the problem by making a guess, calculat-
ing an average of how long the next job is for every specific process should 
be based on previous results. This of course comes with the disadvantage 
of inaccuracy, but it still minimizes the average waiting time with some-
what reasonable overhead work.  

2.3.3 Priority-based 
Commonly, processes vary in the importance they have for the system in 
which they run. Some might be critical for the system to work as expected, 
others can be essential for the end user experience and others might just 
be required to run “every now and then”, when the system is not required 
for anything else at the moment. Processes are therefore given different 
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priorities. Basically, shortest-job-first as described above is a special case of 
priority-based scheduling by giving shorter jobs higher priority. 

The process with the highest priority which is in the “ready” state is 
usually the one scheduled for execution. However, there are a few excep-
tions to this where lower prioritized processes can be allowed to run any-
way. If a low priority process 1 is holding resources causing a block on a 
higher priority process 2, process 1 may be allowed to execute despite that 
process 3, with a priority higher than process 1 but lower than process 2 
also is ready to run. This is called “priority inheritance” or “priority inver-
sion” and is discussed further in the chapter about semaphores, chapter 
2.6. Whether priority inheritance is implemented or not is something that 
differs between operating systems. In most of the implementations there is 
some sort of support for avoiding deadlocks, most commonly through rais-
ing the priority of the process acquiring a resource to the highest priority of 
all processes who would ever request that resource. When all resources 

that might be needed at the same time are requested in correct order, this 
solves the problem of deadlock that could otherwise occur with priority 
inheritance. There might also be other solutions to this problem, as can be 
seen in chapter 2.3.6. 

Another problem with priority-based scheduling that also exists in 
shortest-job-first scheduling is starvation. If one or several high priori-
ty/short jobs enter the ready queue constantly, a lower priority/long job 
will never be able to complete. If starvation is an issue or not somewhat 
depends on the system, if the system load is never over 5% anyway this will 
probably never occur. If the system has all its priorities set straight and low 
priority processes really do not need to run at any critical time, there is no 
problem. But if a low priority process does need to run eventually in a sys-
tem where high prioritized processes actually can wait an extra few millise-
conds, then we have a problem. This can very well occur in user desktop 
systems where the system designer trusts the applications to set proper 
priorities for themselves or in real time systems where the correct priority 
settings for all applications running are important. This problem is com-

P1 

P2 

P3 

P1 

P3 

P2 
 

Base priority 

Time 

Figure 4: Priority-based scheduling with priority inheritance 

Process 1 (P1) acquires resource A, gets preempted by P2 which in turn gets preempted by P3. 
After some time, P3 requires resource A blocked by P1. P1 is then given same priority as the 
blocked process P3, is activated and allowed to run until it is finished with resource A, leading to 
P3 running again. When P3 is finished, the scheduler gets P2 running. This figure does not illustrate 
any technique for avoiding deadlocks. A deadlock could occur if P3 acquires resource B, which then 
is requested by P1 before releasing resource A. 
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monly solved through the use of priority rising as the process ages. For in-
stance, a process might obtain a higher priority every 5 minutes that pass 
without completion, eventually guaranteeing it to be run.  

2.3.4 Round-Robin 
In a time-sharing system, there is a need to be somewhat fair to all con-
nected users, giving them some execution time regardless of the priority of 
their processes. Round-Robin (RR) scheduling has such a design, being simi-
lar to first-come, first-serve but uses preemption to rotate among all active 
processes. The CPU execution time is divided into time slots, and each 
process in the ready queue gets one time slot each, after that it is 
preempted and placed last in the queue. If a new process enters the 
queue, it is placed at the end as well. If a process finishes before its time-
slot is up, the next process is immediately started by the CPU. 

The length of a time slot greatly affects the processes. If the length is set 
to be extremely long, infinite, RR is the same as first-come, first-serve. If it 
is set to the smallest possible unit, RR is equal to processor sharing – that 
means all n processes experience as if they were on a CPU with 1/n of the 
real CPU performance. This however does not take into account the over-
head caused by context switching. So while the ultimate in CPU utilization 
remains the first-come, first-serve scheduling, RR has significant advantag-
es in making multiple users or processes all moving a little bit ahead con-
stantly. To balance this; minimizing CPU context switching overhead while 
allowing all processes to run, a RR schedule is said to have optimum trade-
off when 80% of all CPU bursts by processes can fit into the time slot set.  

2.3.5 Multilevel feedback queue 
To allow for greater flexibility in a system, these scheduling algorithms can 
be combined into a system with multiple queues. Each queue contains a 
set of processes with a certain system property, for instance putting critical 
processes in one queue, front-end processes in one queue and background 
jobs in another. Each queue can internally be formed as whatever is ap-
propriate of the scheduling algorithms (priority based, round-robin etcete-
ra) and the CPU shifts between all queues using for instance a round-robin 
scheduling giving the critical processes 70% of CPU time, front-end 
processes 20% and so on. 

P1 P2 P3 P1 P2 P1 P1 
0 5 10 14 19 22 27 32 

Figure 5: Round-Robin scheduling 

With time slots of 5 time units, a process P1 taking 20 time units, P2 taking 8 time units and P3 
taking 4 time units, the processes are scheduled as above. P3 finishes within one time slot while 
P2 takes two time slots to finish and P1 finishes last, even though it entered first. 
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To further allow flexibility in assuring all processes get some CPU time, 
avoiding starvation, and none gets too much, the scheduler can analyze all 
processes and promote or demote processes as it sees fit if they abuse 
their right to CPU execution time or starve for too long. With such a design, 
jobs could be scheduled to arrive at RR queue 1 first, with the highest 
priority and given a timeslot to execute. If not finished by then, they would 
be moved to RR queue 2 with two timeslots for execution. If it still does not 
finish within that time it is moved to first-come, first-serve queue 3 where 
all long jobs finish one after another in a first-come, first-serve manner. 
Using a multilevel feedback queue is the most flexible and general queuing 
schedule, but it also requires a lot of overhead if not carefully planned. 
(Silberschatz, Galvin and Gagne 2008) 

2.3.6 Rate Monotonic Scheduling 
In real time systems the scheduling algorithm needs to consider not just 
that all processes may execute but even the deadline of each process is 
important. In the rate monotonic scheduling algorithm (RMS), periodic 
tasks are scheduled by using static priority with preemption when execu-
tion is scheduled. The priorities are based on the length of the period 
(compared with shortest-job-first which prioritizes the execution time); the 
shorter period, the higher priority and vice versa.  

Let’s look at an example of how a scheduling by RMS is applied by using 
two processes, P1 and P2 with periods p1=25 and p2=50. The time to ex-
ecute for each process is 10 for P1 (t1=10) and 20 for P2 (t2=20). The dead-
line for each process is the period time, which means that the process 
needs to have been executed before the next activation arrives. First of all 
it is necessary to ensure that these processes can be scheduled so that 
each process meets its deadline. CPU utilization of a process Pi is calculated 
as the ratio of its execution time to its period, t1/p1. The CPU utilization of 
process P1 is 10/25 = 0.4 and that of P2 is 20/50=0.4, which gives a total 
CPU utilization of 80 percent. The calculations shows that in this example 
the processes will meet their deadlines and still have some available cycles 
left for the CPU, something that is not always guaranteed for RMS. At first, 
we assign P2 to have a higher priority than P1. P2 starts to execute and 
completes at time 20, at this time, P1 starts to execute and completes at 
time 30. While P1 is executing the deadline for P1 has passed (at time 25) 

so the scheduler has missed the deadline.  

If we instead are using RMS, the process P1 will have the higher priority 
than P2, due to the shorter period. P1 is executing first, completes at time 

5 10 15 20 25 30 35 40 45 50 55 60 65 70 75 80 85 90 95 100 

P1 P2 P2 P2 P2 P1 P1 P1 

Figure 6: Rate monotonic scheduling 
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10, and has met its first deadline. P2 starts to execute and runs until time 
25. At this time, a new process P1 has arrived and preempts P2 due to its 
priority. P1 completes the execution at time 35 and P2 which has 5 units 
left can complete its task and also meeting its first deadline. The system is 
then idle until time 50, when new processes P1 and P2 arrives. 

RMS is an optimal scheduling algorithm, if a set of processes cannot be 
scheduled by the RMS algorithm, they cannot be scheduled by any other 
algorithm that assigns static priorities. Even if RMS is optimal, it has some 
limitations: The CPU utilization is bounded, and it is not always possible to 
maximize the CPU resources due to overhead caused by context switching. 
The worst case CPU utilization with RMS for scheduling N processes is 
2(1/n – 1). With one process, the CPU utilization is 100 percent, but with an 
infinite set of processes the CPU utilization falls to approximately 69 per-
cent.  

2.3.7 Earliest Deadline First 
Earliest Deadline First (EDF) is another scheduling algorithm used in real 
time systems. Based on, as suggested by the name, prioritization resulting 
in that the process with the earliest deadline is executing first. In real time 
systems this is very important, because if a task is not executed before its 
deadline the information it provides is worthless and there is no meaning 
to execute the specific process. In contrast to RMS, EDF has dynamic priori-
ties instead of static. That is because when a process becomes executable, 
it must announce its deadline requirements to the operating system, so the 
scheduling algorithm can rearrange the priorities.  

Here is an example of how EDF is working. Once again we have 
processes, P1 and P2, with periods p1=25 and p2=40, and their execution 
time t1=10 and t2=20. Process P1 gets the highest priority since it has the 
earliest deadline and begins to execute first. When it is finished, P2 starts 
to execute. If we had a RMS, P2 would be preempted by a new process P1 
at time 25, but EDF allows P2 to continue to execute. That is because P2 
has a higher priority since its deadline is at time 40, while P1 is at time 50. 
This will make that both processes will meet their first deadlines. Process 
P2 will then start to execute when a new process arrives at time 40, but 
gets preempted by P1 when its deadline is at time 75 while P2s is at time 
80. P1 is finished at time 60 and P2 finalize its execution and ends at time 
75. Thereafter the whole process starts over at time 75 again.  
  

5 10 15 20 25 30 35 40 45 50 55 60 65 70 75 80 85 90 95 100 

P1 P2 P2 P2 P2 P1 P1 P1 

Figure 7: Earliest deadline first scheduling 



 

  21 

Unlike the RMS algorithm, EDF scheduling does not require that 
processes are periodic, neither that a process demands a constant CPU 
time per execution. The only thing EDF requires is that the process an-
nounces its deadline when it arrives. Theoretically EDF is optimal, it can 
schedule processes so that each process meets its deadline and the CPU 
utilization will be 100 percent. But in practice, that is impossible since the 
cost of context switching between processes and interrupt handling results 
that the CPU utilization will never achieve 100 percent.  

2.4 Memory management 

In the very first computer systems, all memory was accessible to the single 
process that was running. As the use of an operating system, multiple run-
ning programs and multiply concurrent users grew, the need to ensure that 
one process, unintentionally or maliciously, did not write into the memory 
area of another process or the operating system became critical. It is some-
thing that could very well be fatal to the system. 

At the same time, the need for program addressing that was possible to 
combine with dynamic loading of processes became urgent. When a sys-
tem only had one running process, addressing variables and functions with 
absolute addresses was no problem. When operating systems and multiple 
processes needed to co-operate about the memory, addresses available for 
a specific process could change from one time to another. Absolute ad-
dressing was no longer possible, but rather a relative address combined 
with a base address was implemented. This had severe impact on the per-
formance when implemented completely in software. To solve the prob-
lem of unauthorized writes to other processes memory areas and relative 
addressing in an efficient way, some new hardware was researched and 
developed. Today, all fairly advanced CPU’s (including the MPC8360 of our 
interest) contain a Memory Management Unit, MMU. The MMU keeps 
track of every running process designated memory areas and is used to 
map the virtual or logical address used within processes, to the physical 
address where the memory actually resides. This technique is called pag-
ing. 



 

 22 

The use of an MMU by the operating system gives several advantages. 
Apart from getting away from the need of absolute addressing when creat-
ing a program, processes are protected from each other through the fact 
that a certain process only is allowed to use logical addresses within specif-
ic bounds (typically 0 to a maximum decided by the operating system). The 
logical addresses map to specific physical areas and if the process tries to 
access memory areas that do not exist in the MMU mapping table, the 
MMU will not be able to translate the address into a physical one, thus by 
definition preventing processes from (un)intentionally write to each other’s 
memory areas. Another advantage of paging is that processes that partly 
utilize the same code, typically through common libraries, can use this to 
have some logical sections translated to the same physical address where 
the common code resides. While the processes still have their data sec-
tions translated to different physical addresses, they save both memory 
space and loading times by using the same pages for the common code. 
See chapter 4.4 for more information on how this is used in Linux system 
libraries.  

2.4.1 Caching 
In order to improve speed on memory access, caching is used. A cache is by 
definition a copy of data existing somewhere else in the system (as op-
posed to a buffer, which might be the only place where data is stored). The 
cache consists of a memory with faster access time and/or transfer rate 
than the original memory where data is stored. Cache is usually imple-
mented in hardware and transparent to the software, but software imple-
mentations (such as caching files into RAM) are common as well. The cache 
is then used if the same memory area is requested multiple times, which 
often is the case. Cache is also used for writing, when writing only the 

Logical address space Physical address space 

Figure 8: Logical vs. physical address space 

Each process has its own logical address space, beginning at 0 and reaching as far as required. The 
memory space is divided into pages, each logical page mapping against a physical memory block. 
The mapping is managed by the MMU. Note that physical memory does not necessarily need to 
reside in RAM; it could also be on disk or other memory unit. 
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cache is affected initially and before the cache is cleared the result of all 
write operations is saved to the memory that was originally cached. 

Caching may become a problem if a RAM cache is, for instance, internal 
to a CPU and the RAM that is cached then gets updated by another unit on 
the memory bus, making the cache invalid. Caches may therefore be locked 
to only allow to be read from (writes will go directly to the actual memory 
place) or configured to be updated by the DMA controller immediately 
after a change has occurred either in the cache or the cached location. See 
chapter 2.5.3 for details on DMA. An erroneous cache configuration may 
have a great impact on system performance, either by decreased perfor-
mance if not optimized or by system instability if set too aggressive. 

2.5 I/O systems 
Apart from computing, a computer is spending a considerable amount of 
time receiving and sending data to different peripheral units. This can in-
volve receiving data from the keyboard and send data to the display, com-
municating over a network or writing files to a hard drive. Naturally, while 
some processes focus on CPU utilization, others might be more concen-
trated on processing data going in and/or out of the system. Handling this 
communication is ultimately the responsibility of the operating system, 
partly since these units are usually shared resources but also to simplify for 
the userspace programmer and let him/her keep the focus on program 
development. The operating system, of course, works in close collaboration 
with the system hardware, implementing one or several methods of han-
dling system I/O operations. 

2.5.1 Polling 
A basic form of I/O communication is through frequently asking, or polling, 
the peripheral hardware for data or to see when it is ready to receive data. 
This has the great advantage of being fast as it can be done without con-
text switching and when the device is ready, data can be handled almost 
instantly, but the process occupies the CPU throughout the polling. 

2.5.2 Interrupts 
To avoid the problem of constant CPU use by a process, the process re-
questing a busy resource may put itself (or be put by the scheduler) into a 
waiting queue. When the resource is available again, an interrupt is raised 
leading to a context switch to the scheduler which can then decide what to 
do next. This allows for many processes to wait for input data whilst others 
can utilize the CPU meanwhile. However, interrupts cause some CPU over-
head with the context switches implied, and the process running might be 
in a critical section where all I/O-interrupts are disabled, further delaying 
the interrupt to be handled. Therefore, interrupts may not be suitable in all 
situations, but rather those where there is a risk of waiting a long time for 
the reply. Interrupts can also be used in combination with polling, where a 
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process might poll a short time for reply and then put itself in an interrupt 
queue if the answer takes too long. 

2.5.3 DMA 
Copying large amounts of data from a serial port to RAM or disk to network 
is a repetitive task that does not require complicated algorithms to be suc-
cessful. In order to reduce the amount of CPU utilization for these kinds of 
tasks, especially where there are large amounts of data to be transferred, a 
special technique, Direct Memory Access (DMA) is used.  

A DMA consists of a piece of hardware that handles the memory trans-
fer without utilizing the CPU. Once set up by the CPU, the DMA handles the 
data transfer all by itself and may raise an interrupt or just set a status flag 
in memory when completed. It is usually connected to the same bus as the 
CPU and thereby somewhat affecting computer performance (if data can-
not be transferred fast enough to the CPU when the DMA occupies the 
bus). Utilizing the DMA is up to the operating system being used, and while 
letting the DMA be used by the application is fast, it is also unsafe and 
greatly increases the risk of system corruption (due to the natural lack of 
MMU control over the DMA). Therefore, most modern operating systems 
(including Linux and OSE) handle the DMA by themselves, with a perfor-
mance decrease but with a security and stability increase. The operating 
system then provides an user space application an interface towards the 
kernel to use the DMA, with appropriate data controls before passing the 
information on the DMA unit.  

2.5.4 Software I/O handling  
The amount of possible peripheral units is ever-growing in both sheer 
numbers but also in types and areas applicable, but despite this almost all 
units can be categorized using a rather small amount of properties. This 
brings the advantage that a system can be made to interface with a generic 
unit of a certain type instead of specifying every hardware piece that it may 
ever interface to. A new storage unit can be designed to have the exact 
same interface as an existing, thus there will be no need for new drivers. 
The hardware designer may also choose to develop new drivers for an op-
erating system to fully utilize the new unit if needed. Of course, the drivers 
for a specific hardware type still need to be adapted to every operating 
system and may vary in quality, both in speed and in stability.  

Therefore, when doing performance analysis on I/O-systems, the quality 
of the driver may have a severe impact on the results. This is further dis-
cussed in the specific case of OSE vs. Linux on the MPC8360 platform in 
chapter 5.2.3. 

2.6 Process synchronization and semaphores 

A computer system usually has many resources that are shared between 
the processes running, like different I/O-systems, storage units or memory 



 

  25 

areas, where the latter is also used for information sharing between 
processes. In an environment where many processes are running, it is es-
sential to ensure that multiple processes do not utilize the same resource 
simultaneously, which could lead to inconsistent data and system corrup-
tion. Managing this is the responsibility of the operating systems, and can 
be done in many different ways, generally through the use of a monitor.  

In many operating systems the implementation relies on semaphores. 
Semaphores are objects with certain properties. They are constructed in 
such a way that only the predefined number of processes (usually one) is 
allowed to hold a semaphore at any given time, and ensures that not two 
processes can take a semaphore even if executed concurrently. This is 
done through hardware support for a test-and-set instruction, where a CPU 
instruction tests if a semaphore is available and takes it in one, atomic, 
instruction. The atomic property of this operation is the core property of 
the semaphore, since it otherwise would be possible for process A to check 
if the semaphore is available, then a context switch takes place where 
process B checks if the semaphore is available, another context switch 
takes place where process A takes the semaphore, in which situation 
process B would believe the semaphore is available when in fact it is not.  

Once the semaphore has been acquired from the system, the process is 
allowed to access the requested resource and is blocking all other 
processes requesting the same semaphore until the semaphore receives a 
signal from the blocking process. This block could either be a spinlock or a 
waiting lock. A spinlock, where the waiting process is spinning (running) 
constantly waiting for the semaphore to be available could be useful in 
multiprocessor environments since no context switching then is required, 
the process can start much quicker once the semaphore can be taken. In a 
single processor system this is of less use, therefore usually other tech-
niques are being used in those cases. A waiting lock implies that the 
process waiting for the semaphore puts itself in a semaphore-related wait-
ing queue, effectively blocking itself until the resource becomes available. 
Once the semaphore is signaled by whatever process holding it, the system 
scheduler will decide which process gets hold of the semaphore next. This 
design requires some extra overhead and puts an extra delay on processes 
waiting to run, but allows for better control by the system of what process 
gets to run at any given time. 

Semaphores and a monitor alone do not protect from deadlocks caused 
by multiple processes requesting the same resources in different order as 
described in chapter 2.3.3. It does not either protect from bad design by a 
programmer if a semaphore is requested when already given to the 
process or not given back after the resource has been used. Neither do 
semaphores protect processes from starvation. To overcome these issues, 
critical resources require a special authentication from the system to be 
acquired so that only trusted programs may do so. For instance, in Linux 
this is done by raising the process’s effective user ID to root. This authenti-
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cation verification against the operating system has proven to be a great 
security risk in multi-user systems; however that is something which is not 
applicable for our MPC8360 platform.  

2.7 POSIX 

POSIX, Portable Operating System Interface, is a set of standards created to 
make applications easier to port to different operating systems and plat-
forms. IEEE developed the IEEE Std 1003 family of standards commonly 
known as POSIX covering many different areas of system-application com-
munication. It takes many elements from UNIX systems and gives a design 
specification making it possible to run any POSIX-compliant application on 
any fully POSIX-compliant operating system, including UNIX, Mac OS X, 
certain distributions of Linux and Windows XP (with the POSIX subsystem 
Interix installed). (Josey 2006) 

POSIX, originally consisting of the now-called POSIX.1 standard, has 
been given two significant extensions, the POSIX threads and the POSIX 
real time extensions. Another important part of POSIX is the inter-process 
communication standard of messages and signals. 

2.7.1 POSIX messages and signals 
In order to handle asynchronous events arriving to processes, POSIX uses 
signals to handle this within a process. Asynchronous events are typically 
raised by a process when a quick response is needed by another applica-
tion. There are a number of predefined signals used for error handling, 
timer expiration signaling, shut down signaling, I/O operation response and 
application defined purposes, including real time signals.  

An incoming signal is handled by the process receiving it by either block-
ing the signal to handle it later, handle it immediately or by simply ignoring 
the signal. A signal is handled by a predefined function which runs when a 
certain signal is received. In many ways, signals are an application-level 
interrupt function, interrupting whatever the process was doing in order to 
handle the incoming signal now, or put it in queue if in a critical section. As 
with interrupts, signals cannot be queued. A detail that is consistent with 
the fact that they do not contain any further information than the signal 
identifier itself1.  

2.7.2 POSIX threads 
POSIX threads, pthreads, were developed when threads became more 
common and were designed as a lightweight alternative to processes. All 
threads have the basic attributes described in 2.1. They are started by de-

                                                      
1
 Real-time signals may be considered an exception since they can have one of several 

different priorities although only one real-time signal of each priority level can be waiting 
to be delivered. Real-time signals may also carry some information beyond the basic signal 
identifier. 
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fining what function to run within the thread and can be finished by either 
returning from the function, calling a thread exit function or by receiving a 
signal. The pthread extension to a model not designed for handling threads 
but rather just deal with processes became somewhat a compromise be-
tween the two in some aspects. One is how to handle the creation of a new 
process through a fork2 from a multi-threaded process, where the new 
process according to the POSIX standard should only have one thread. 
(Burns and Wellings 2001) 

While signals generated as a consequence of a synchronous error are 
sent to the specific thread causing the error, other signals may be sent to 
the entire process but are handled by a single undefined thread within the 
process. (Burns and Wellings 2001) Both Linux and OSE have implemented 
and our specific versions are also using POSIX threads. (ENEA OSE Systems 
2000) 

2.7.3 POSIX real time extension 
The real time extension to POSIX defines several properties important to 
handle the real time nature of a system correctly. Preemptive scheduling 
policies, real-time signals with additional data compared to normal signals, 
timers, semaphores, memory queues, shared memory and memory locking 
are the items that are the main part of the POSIX real time extension. All of 
these properties work as described previously in this chapter, and have 
been implemented in several of the more common Linux real-time exten-
sions. See chapter 4 for more details on this. (Obenland 2001) 

2.8 Real time operating systems 
Essentially, real-time performance means that when an event occurs the 
system must respond to that within a specified deadline. Such a system is 
called event-driven and is characterized by terms of latency, where latency 
is defined as from the time when an event occurs and until the time the 
system has finished the tasks the event triggered. In user desktop systems 
such as Windows or Linux the latency is not as important as in real time 
operating systems. Take for example that you are pressing a button when 
you are typing in a text editor, if it takes 30 milliseconds or 300 millise-
conds you will probably not notice it. But if the deadline is 5 milliseconds in 
a real time operating system, violating it can create huge problems in the 
system.  

Real time is defined by the IEEE (Lehrbaum 2000) as “a real-time system 
is a system whose correctness includes its response time as well as its func-
tional correctness”. In other words, it is not only the correctness of the 

                                                      
2
 When creating a new process in POSIX a traditional UNIX fork command is used. Fork 

makes a complete copy of the current running process, with all memory areas and so on, 
but with a different process ID. The ID is then in the common case used to identify the 
copy and launch a new program as desired. 
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result that is important; the response time is equally important. If the 
deadline fails, it does not matter how correct the result is. 

2.8.1 Soft real time systems 
In soft real time, the scheduling deadline is more of a goal than an absolute 
requirement. A soft real time system is considered to function correctly 
when the users feel that the system responds optimally and the system 
does not fail because it has missed a deadline.  

The real time functionality is often required in commercial enterprises 
systems, for instance in embedded systems. But even your own computer 
may need that functionality, take for example when you are using VoIP 
(Voice-over-IP) telephony, like Skype. If some packages are dropped under 
the conversation there might not be a problem, but if a major part of the 
packages are dropped the communication will interrupt and the system 
will fail. The first thing that pops up in your mind might be that this is soft 
real-time, but if the application fails so the application also has a hard real-
time level. We can summarize it that the application is a soft real-time sys-
tem but has a hard real-time floor as a lower limit. (Lehrbaum 2000) 

2.8.2 Hard real time systems 
The general definition of hard real time is “guaranteed worst-case re-
sponse time” (Lehrbaum 2000). If the system meets maximum worst-case 
times requirements, it is a hard real time system. An operating system is 
not hard real time per definition, instead it can be that when it meet the 
requirements for an application, but not for others. The requirements de-
pend entirely on the applications deadline.  

According to Qing Li’s book “Real Time Concepts for Embedded Sys-
tems”, a hard real time system is: “a real-time system that must meet its 
deadlines with a near-zero degree of flexibility”. In other words, the system 
must meet the deadline otherwise a disaster will occur.  

2.8.3 Deterministic real time systems 
In embedded systems there is an extensive knowledge of the environment 
of the system and the applications running on it, as opposed to the condi-
tions of a normal desktop computer. This knowledge has a value in real 
time systems, where some of them are called deterministic, because in 
those systems they have a response time to detect an event that can be 
pre-determined. To be called a deterministic real time system, each com-
ponent of the system needs to have a deterministic behavior so the system 
knows how much time each component requires to finish a specific task. In 
that way, a deterministic real time system will be more sensitive to 
changes in the environment. If the system cannot be adaptable it will result 
that the system will be less robust. To have a deterministic and robust sys-
tem it is required to balance these two. The method to do that is applica-
tion- and system-specific, which is out of scope for this thesis. Both OSE 
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and Linux can be configured to be deterministic if required, at the expense 
of some performance and flexibility. (Qing Li 2003) 
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3 Operating System Embedded 

Operating System Embedded, OSE, is a commercial real-time embedded 
operating system created by the Swedish company ENEA. This chapter will 
discuss the characteristics of OSE and how the operating system works rel-
ative to other operating systems. 

3.1 Processes 

There are four major different types of processes in OSE. Interrupt 
processes run when a hardware interrupt or a software event occurs. It will 
run to the end, unless no other interrupt process with a higher priority 
wants to run, a pre-emptive approach. When this process has completed 
its task, the process with lower priority can continue. Interrupt processes 
have always a higher priority than any prioritized or background process. 
Timer-interrupt processes are like interrupt processes except that their 
calls depend on the system timer. The most common process type is priori-
tized processes. Prioritized processes have infinite loops so they will run 
until they are pre-empted by an interrupt process or a prioritized process 
that has higher priority activated. Background processes run in a time shar-
ing mode at a lower priority then prioritized processes, and like them they 
run in infinite loops. A background process is executing on its fresh time 
slice until the time slice has expired or until the process is being preempted 
by an interrupt or prioritized process. Prioritized and background processes 
can either be static or dynamic. Static processes are created at system start 
and they are supposed to exist forever, until the system or the software 
unit dies. Dynamic processes are the opposite of static processes; they can 
be created and killed during run-time. (ENEA OSE Systems 2000) 

3.2 Inter-process Communication 

There are different ways to communicate between processes in OSE. The 
recommended way in OSE is to use signal handling. A signal in an OSE sys-
tem is a message that is sent from one process to another. The message 
contains several fields; identity, owner, the name of the message, sender’s 
and receiver’s address, and also the data. The owner field is changing from 
the sender to the receiver while the signal is being sent. To eliminate con-
flicts the sender and receiver process cannot access the signal at the same 
time, once the sender has sent the signal he cannot access it; then the re-
ceiver has the ownership. If a process has received several signals, OSE al-
lows for that process to choose which of the signals it wants to fetch. If a 
process is requiring a particular signal that has not yet arrived, the process 
can choose to wait for it and the execution will switch to another process. 

In some cases a signal may need to be processed by another process 
then it actually is sent to. To fulfill this, processes may optionally be sup-
plied with a redirection table. The redirection table must be specified when 
the process is created, and contains a list of signal numbers and corres-
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ponding process identities. When the signal is sent to a process, the redi-
rection table will be reviewed and if the signal number is found in the ta-
ble, the kernel will look in the table and decide the corresponding process 
and redirects the signal to that process instead. To avoid infinite loops, the 
kernel has a detection mechanism built in. If a loop is detected, the kernel 
ignores all redirection tables and the signal is sent to the ordinary receiver. 
(ENEA OSE Systems 2000) 

3.3 Memory Management 

In an OSE system there are several memory groups, some of them are 
meant for complex systems so this section will focus just on the main ones. 
A pool is an area of memory from which signal buffers, stacks and kernel 
areas are allocated. The system pool is the global memory pool in an OSE 
system. The system pool’s existence is crucial to the kernel and is always 
allocated in kernel memory. It is possible to let all processes access the 
system pool, but if the system pool is corrupted the whole system will 
crash. A better solution is to group several processes into one group, 
named a block. To clarify the following text, Enea is calling a thread for a 
process and a process for a block. A block of processes can allocate memo-
ry from the system pool, but more common is that they have their own 
memory pool. If this pool is corrupted, it will not affect the system pool, 
just the processes which are connected to that pool through the blocks. It 
is possible to create or kill all processes in a block with just one signal sys-
tem call. Instead of sending signals between processes, the system has the 
ability to send signals between the block processes. The block process acts 
then as a router and transfers the signal to the right process inside the 
block. To improve the performance it is possible to use segments, which 
contain one or several blocks. But to achieve full security you need to put 
the pools into different segments that are isolated by a Memory Manage-
ment Unit (MMU). (ENEA OSE Systems 2000) 

3.4 Scheduling 

The OSE system uses four different scheduling principles: preemptive, cyc-
lic, priority based, and round robin. The principles are further presented in 
chapter 2.3. All prioritized processes use a priority based scheduling prin-
ciple to decide which process will be executed first. When several 
processes have equal priority level to access the CPU, OSE uses the Round 
Robin algorithm. It makes a queue for all processes that has equal priority 
and the process that is first in the line will be executed first. The preemp-
tive scheduling algorithm provides that all processes can be preempted by 
the operating system, even if the process is executing a system call. Timer-
interrupt processes need to be scheduled or run at certain time intervals, 
in order to achieve that OSE uses the cyclic scheduling algorithm. (ENEA 
OSE Systems 2000) 
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3.5 Semaphores 

A semaphore’s main purpose is to ensure that only one process at a time is 
using a global shared resource. Immediately after a process releases the 
resource, the next process in the line will automatically take the sema-
phore in order to protect global shared resources from concurrent execu-
tion (mutual exclusion) without disabling interrupts. Semaphores are pri-
marily operated by two system calls, signal operation and wait operation, 
where the latter decrements the value of the semaphore. If the value be-
comes negative it will block the process. A process can only perform a wait 
operation on its own semaphore and an interrupt process is not allowed to 
do that at all. A process will be blocked until the value of the semaphore 
becomes non-negative, which is achieved when another process makes a 
signal operation on the semaphore. If a semaphore is blocked by a process 
with high priority and another process with less priority performs a signal 
operation, it will immediately be pre-empted and the process with higher 
priority starts to execute. (ENEA OSE Systems 2000) 
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4 Linux 

Linux is an operating system based on UNIX, made as an open source 
project. In this chapter we will describe the background of the open source 
project, the essential theory of what Linux consist of, different distributions 
of Linux and what kind of real time extensions we can use. 

4.1 Background 

A little over 17 years ago the core to a new operating system was released, 
called Linux named after its creator Linus Torvald and the similarities to 
UNIX. It was made for free available (open source) for anyone to download 
the source code and modify it to his or her likings, as long as the changes 
done were made public to whoever used this new version. All distributions 
following the GPL (General Public License), are having this as their core 
philosophy. 

Today, Linux is the largest operating system available for free; both if 
seen to number of devices it is used in, and number of developers working 
on further enhancing the OS and the uses of it. It is available on numerous 
different devices, from small embedded devices with tight resources to 
large clustered super computers. A recent study funded by the EU esti-
mates that the redevelopment cost for Linux kernel 2.6.8 is about 882 €, 
using a conservative COCOMO model to reach this conclusion (Ghosh 
2006). Due to the flexibility when everybody can adapt and modify the OS, 
combined with the fact that everything done is made available for the pub-
lic for free, Linux has grown to be a very usable solution when the need for 
an OS on a brand new platform arises. There is a great chance that some-
one already has done almost exactly the same work before, which the de-
veloper then can draw great benefits from. Extensive documentation may 
not be the most distinguished feature of the Linux project, but many ques-
tions are answered in detail by the developers and published online. 

Linux is, strictly speaking, a kernel containing all the core components 
which gives the function and features of the operating system. Different 
distributions, like Red Hat or Ubuntu, then adds user programs, graphical 
interfaces and perhaps some custom modifications of the kernel to en-
hance stability. The kernel can be configured and extended in numerous 
ways, including using one of several different real time extensions, making 
Linux a true real time operating system. Since OSE is a RTOS, our ben-
chmarking is made using a real time extension, Xenomai, to the Linux ker-
nel to make Linux meet the same reliability level as OSE has. 

4.2 Boot loader 

Every operating system needs a boot loader to initialize RAM, to set up 
some kind of display system, access permanent storage, and other basic 
hardware before handover to the OS can be done. Linux has several boot 
loaders available, where the most commonly used are LILO (LInux LOader) 
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and GRUB (GRand Unified Boot loader), at least for the x86 platform 
(Bonney 2005). However, these boot loaders only constitute a small part of 
the hardware initialization process since the system BIOS initializes CPU, 
memory, IDE-drives and more. Embedded systems require more advanced 
boot loaders that also have these capabilities, such as Redboot or Das U-
boot which is used in this thesis. This is further described in chapter 6.1.2. 

The boot loader configures performance and stability related settings, 
such as RAM access timings and local bus clock frequency. If the clock is set 
lower than the hardware is capable of (i.e. conservative settings), perfor-
mance will suffer. If timings are too tight or simply just wrong, the hard-
ware may become unstable and cause intermittent system crashes hard to 
diagnose.  

Clocks and timings in Das U-Boot have been set up according to availa-
ble documentation and current implementation on the AF boot loader, 
which should eliminate hardware configuration as a factor in system evalu-
ation. Since no problems appeared that could be traced back to this hard-
ware configuration during our tests, we consider this a successful imple-
mentation of required low-level software without system performance or 
stability impact. 

4.3 Linux kernel 

A Linux system, as all other UNIX systems, can be described in three major 
parts. First and most important is the kernel, which is the core of the oper-
ating system, makes it possible for the applications to utilize the comput-
er’s devices. Secondly there are the system libraries. They contain a set of 
functions that applications can use to interact with the kernel. These func-
tions fulfill a lot of the operating system functionality that does not need to 
be run in kernel mode. Thirdly, the system utilities are programs that are 
running (permanently) in the background, to handle some tasks, for exam-
ple responding to incoming network connections and updating log files. All 
these parts of the system are required for Linux to be useful.  
 

Figure 9 shows the components that a typical Linux system consists of. 
The Linux kernel distinguishes itself from everything else in the figure. To 
gain access to all physical resources in the computer, the kernel code is 
executing in the processors privileged mode, also called kernel mode. In 
Linux, only kernel code is permitted in the processor kernel mode, no user-
mode code can be run there. The system libraries contain all operating sys-
tem support code that does not need to be run in kernel mode. The Linux 
kernel is like UNIX kernels a monolithic kernel, which is a kernel architec-
ture where the entire kernel is run in kernel space in supervisor (kernel) 
mode. The primary reason to use a monolithic kernel is to improve the per-
formance in the operating system. That’s because all kernel code and data 
structures are placed in a single address space. The benefit of this solution  
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is that no context switches are required when a hardware interrupt is re-
ceived or when a process calls an operating system function. This single 
address space contains not only virtual memory code and core scheduling; 
even all kernel code like device drivers, file systems and code for network-
ing are placed there. Another advantage of using a monolithic kernel is that 
it supports modularity, which we will discuss further in the section below. 
It is difficult to do correct code integration with a monolithic kernel since it 
is very tight, even if every module is separated from everything else in the 
address space. Since all modules runs in the same address space, a bug in 
one module can crash the whole system, which is a disadvantage with this 
type of kernel. (Silberschatz, Galvin and Gagne 2008) 

4.3.1 Kernel modules 
As we have mentioned above the Linux kernel does support modularity, 
which means that it has the ability to load and unload arbitrary sections of 
kernel code at run time. These loadable kernel modules run in kernel 
mode, which give them full access to all the hardware devices of the ma-
chine they run on. Theoretically the kernel module has the permission, by 
the kernel, to do anything; in general a module would implement for ex-
ample a device driver, a file system or a networking protocol.  

Kernel modules provide many types of functionality. As we have men-
tioned earlier, the Linux sources are freely available, so anyone who wants 
to write kernel code can compile an existing kernel with his code and re-
boot to load that new function. But if you just want to develop a new driv-
er this is a very tricky way to go, with recompiling, relinking and reloading 
the entire kernel. This is where the benefit of the kernel modules comes in, 
it is not necessary to make a new kernel to test the new driver, just com-
pile the driver and load it into the existing kernel that is already running. 
Once a new driver has been made, it can of course be distributed as a 
module so that others can download it and add it as a module without re-
compiling their kernels.  

System management 
programs 

System libraries 

Loadable kernel modules 
 

Linux kernel 

User processes 
User utility  
programs 

Compilers 

Figure 9: Components of the Linux system 
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Kernel modules allow the Linux kernel to be dynamic, only the drivers 
that the user needs will be installed, the rest will wait until the user is re-
questing them. The drivers can either be loaded explicitly at startup or 
loaded automatically by the system when required at run time and un-
loaded when they are not necessary anymore. For example, a DVD-ROM 
driver needs to be loaded when a DVD will be used and can be unloaded 
from memory when the DVD is not used anymore. This is a very useful fea-
ture in this thesis work, where it is possible to make the Linux kernel with 
only the features required for the thesis and thereafter add it with mod-
ules, real time modules for instance, that might be needed later on. 
(Silberschatz, Galvin and Gagne 2008) 

4.4 System libraries 
A library contains data and code that provides services for programs. This 
allows code and data to be shared and changed on a modular way. In de-
veloping of software, it is very useful to use libraries because it is not ne-
cessary to develop all code by your own, a part of the code may be already 
written. 

Almost every operating system provides libraries that implement most 
of the system services, also named system libraries. Applications today 
require that the operating system has some standard services in the libra-
ries, because most of the code that it uses is in the libraries. In the same 
way that the Linux kernel can load (and unload) modules dynamically at 
run time, even a user application can load system libraries at run time to 
use a piece of code.  

System libraries are appropriate for several reasons. The most basic is 
that they provide for applications to make system calls. That involves trans-
ferring the control from an unprivileged user mode to a privileged kernel 
mode. System libraries can even take care of collecting the system call ar-
guments, and if required, arrange them in the right order to make a system 
call. In system libraries a more complex version of system calls are pro-
vided. System libraries contain for example the C language’s buffered file 
handling functions. It will provide a more advanced control of read and 
write of data in a file than the basic system calls. Sorting algorithms, ma-
thematical functions and string manipulation routines are functions that 
also are provided in the system libraries, even if they do not refer to sys-
tem calls. Another advantage with system libraries is that they provide 
sharing of code in the memory. This is applicable when several applications 
execute the same physical page of RAM, which is mapped into different 
address spaces. In the system libraries for Linux all the functions that are 
needed to support the running of UNIX and POSIX applications are imple-
mented. (Silberschatz, Galvin and Gagne 2008) 
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4.5 Vanilla Linux 

When Linux was created, the purpose was to make a general-purpose mul-
ti-user operating system, implementing all functions available in UNIX. This 
resulting in system properties that are generally the opposite of what a 
real-time operating system is. Linux and all other general multi-user oper-
ating systems are made to maximize average performance which can result 
in high latency, whilst real-time operating systems aim to minimize latency 
and have an absolute upper bound on the latency even at the cost of per-
formance. (Abbott 2006) 

In Doug Abbot’s book, Linux for Embedded and Real-Time Applications, 
(Abbott 2006) a couple of reasons why vanilla Linux cannot be used as a 
real-time operating system, are presented:  

 Coarse grained synchronization kernel system calls are not pre-
emptive, which means that when a process is executed by the ker-
nel it cannot be pre-empted by another process until the process is 
finished and has exited the kernel.  

 Paging, for all practical purposes, like to get a page off of a disk 
drive, the process of swapping pages in the virtual memory is un-
bounded. We have no way of knowing process delays due to page 
faults.  

 Fairness in scheduling: Linux uses a scheduling type which is fair to 
all processes. Even if a process has a very low priority it can be 
scheduled before a process with high priority, for example when 
the low priority process has been waiting for a long time to be ex-
ecuted.  

 Request reordering: to make the usage of the hardware more effi-
cient Linux reorders I/O requests from different processes. For in-
stance, when a process with low priority reads from the hard-drive 
and another process with higher priority wants to access the hard-
drive, Linux will give the process with lower priority precedence 
with the intention to minimize disk head movement or increase the 
chances of error recovery. 

 Batching: to make use of the resources more efficiently, Linux 
batches operations. For instance, instead of freeing one page (see 
chapter 2.4) at a time when it lacks of memory, Linux will go 
through the entire list of pages and clear out all pages possible. This 
will delay the execution of the processes compared to just clearing 
out what is required at the very moment. 

All the above shows that a vanilla Linux distribution does not have a 
chance to compete against a real time operating system when it comes to 
the specific requirements of those systems. With these issues in mind we 
will see below how a couple of real time extensions for Linux can complete 
the OS to become a true Real Time operating system and compete against 
a commercial real time operating system like OSE.  
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4.6 Real Time extensions for Linux 

Over the years, Linux has evolved into a more and more compelling choice 
in embedded systems due to the cost efficiency in open source software, 
the code design allowing for easy adaptation to new hardware and the 
possibility to control exactly what application features to be available in 
the system. The lack of true real time support in Linux has for a long time 
been one of the great disadvantages. A few years ago, a new version of the 
kernel (version 2.6) was released with better support for preemption (a key 
feature in real time systems) and better possibilities to adapt the kernel to 
real time environments. Since then, a number of Linux real time extensions 
has grown and their capabilities have evolved. 

In spring 2007 MontaVista shipped a new version of its commercial em-
bedded Linux distribution and they said that the new version will supply 
true real-time performance along with a small footprint. This new version 
of MontaVista Linux Professional Edition includes pre-emption latency in 
the range of five microseconds. According to MontaVista, the new distribu-
tion kills the myth that Linux has too large footprint for traditional embed-
ded applications. A footprint is the amount of memory space used by an 
application or operating system. (Silberschatz, Galvin and Gagne 2008) 
There are also claims that a new uClibc, which is a C library optimized for 
embedded systems, configuration option generates footprints to be 3 MB 
or 75 percent smaller than ordinary Linux. (LinuxDevices 2007) 

4.6.1 Real Time Linux 
To provide real time services on Linux there are two options to choose be-
tween: First, improving the Linux kernel preemption, also called “preemp-
tion improvement”. Second, adding a new software layer beneath the Li-
nux kernel with full control of interrupts and processor key features, 
named “interrupt abstractions”. Real Time Linux (here called RT-Linux) is 
based on the second approach. RT-Linux is an operating system with a 
small and fast real-time kernel that is following the POSIX 1003.13 “minim-
al real time operating system” standard (see chapter 2.7.3). Between the 
standard Linux kernel and the hardware, RT-Linux provides a virtual hard-
ware layer. This layer acts as the hardware for the standard Linux kernel. 
RT-Linux is a complete and predictable RTOS without any involvement of 
the standard Linux kernel. All normal Linux processes are treated as a 
background process, while the real time processes are executed by a fixed 
priority scheduler. (OCERA, Ismael Ripoll et. al 2002) 

In order to virtualize the hardware so that the RT-Linux kernel can take 
full control over the hardware, there are three main modifications done. 
First, the RT-Linux kernel takes control over all the interrupts that occur, if 
it is not a real time interrupt, the kernel will forward it to the standard ker-
nel. RT-Linux also takes control over the hardware timer, and implements a 
virtual timer for standard Linux. The final modification is to replace all func-
tions calls that control the interrupt flags, from the Linux kernel, so Linux 
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only can make virtual interrupt disable and not a real one. (OCERA, Ismael 
Ripoll et. al 2002) 

 

 

Below the Linux kernel, RT-Linux implements an execution environment. 
One reason is that real time processes cannot use Linux services, due to 
deadlocks and system differences. To solve this problem, RT-Linux has im-
plemented two separate layers instead of one. The hard time layer, ex-
ecuted on top of RT-Linux and the soft time layer, executed in the Linux 
environment. In this solution RT-Linux provides hard real time while having 
all features available on a desktop operating system. It also separates the 
real time kernel and the standard kernel so that both can be optimized 
independently. (OCERA, Ismael Ripoll et. al 2002) 

A problem, for us in this study, is that RT-Linux went from being a GNU 
General Public Licensed operating system to (from year 2000) being pa-
tented (LinuxDevices 2000). This means that a company developing pro-
prietary software based on the RT-Linux technology must purchase the 
Wind River Real-Time Core. (Wind River 2008) Wind River has for a year 
ago also made an Open RT-Linux, which is under the GPL License. But that 
version is only for “academic, research, and other open software projects 
that include real time functionality on a self supported free software basis” 
(Wind River 2008). Since this platform will be used by ÅF in a commercial 
system a free real time extension was chosen instead, although RT-Linux 
might be an option if performances in other extensions are insufficient. 
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 RT-Linux has proved to be very successful in practice. The worst case in-
terrupt latency on a 486/33 MHz PC measured less than 30 microseconds 
(Yodaiken 1997), which is close to what the hardware can achieve. As in 
this case, when the real-time system and a standard operative system coo-
perate, many applications draw benefits from the performance. The real-
time applications get full support of the real-time kernel whilst the applica-
tions that do not need any real-time support can execute their processes 
when it is possible. This is the main goal in a real time operating system. 

4.6.1.1 Inter-Process Communication 

There are several ways for inter-process communication in RT-Linux, but 
here we will bring up the most common and important way of communica-
tion between processes, the real time FIFO. By the name it is easy to con-
clude that it consists of unidirectional queues. At one end of the FIFO, a 
process writes data into the FIFO and in the other end of the FIFO, a 
process is reading the information that exists there. To achieve data ex-
change at both directions, you need to use a pair of FIFOs. (Divakaran 
2002) 

Another method for inter-process communication in RT-Linux is POSIX 
message queues. It has been used since other methods lack the opportuni-
ty to establish a communication channel between processes in a flexible 
way. POSIX message queues provide several features to solve that kind of 
problem: First, synchronized and protected access to the message queue. 
Second, prioritized messages, even if several messages are sent at the 
same queue, the sending process can be sure that the oldest (first in line) 
message will be picked up first. Third, asynchronous and temporized oper-
ation, the process can send a message, without waiting for confirmation 
that the receiving process has read it, and continue executing other things. 
Last, asynchronous notification of message arrivals, the receiving process 
can make so the message queue notifies when new messages are arriving. 
This will make the receiving process more efficient, so the receiving 
process can focus on other things than constantly check if new messages 
have arrived.  

4.6.1.2 Scheduling 

RT-Linux has three different scheduling policies, SCHED_FIFO, 
SCHED_SPORADIC and SCHED_EDF. SCHED_FIFO is based on a fixed priority 
scheduling and threads that have the same priority level are scheduled by 
the First-In-First-Serve algorithm. The SCHED_SPORADIC algorithm is an 
implementation of the sporadic server, which is quite similar to the more 
famous scheduling algorithm Rate Monotonic Scheduling (RMS), which is 
used to run aperiodic processes. In SCHED_EDF, each thread has a fixed 
priority and a deadline. They are sorted by priority level, but if they have 
same priority, the threads are scheduled by the Earliest Deadline First (EDF) 
scheduling policy. (OCERA, Ismael Ripoll et. al 2002) 
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4.6.1.3 Memory Management 
RT-Linux is designed to use a processor with support for a memory man-
agement unit (MMU). This is where the RT-Linux kernel and all the applica-
tion threads run in the same address space, which means that the response 
times are very short. But between the threads or even between the kernel 
and the threads there are no memory protection implemented, so it be-
comes less secure and stable. (OCERA, Ismael Ripoll et. al 2002) 

Before the threads are created, it is possible to allocate the memory 
that each thread will require. RT-Linux does not provide dynamic memory 
allocation, neither uses it internally. The real time goal of predictability is 
generally achieved by reallocating most of the resources that the threads 
will use at run time. If dynamic memory allocation is implemented effi-
ciently, which it should be, it is not predictable and on that account it is not 
used in RT-Linux. As mentioned earlier, the RT-Linux kernel has no memory 
protection and besides that it does not use virtual memory. This is called 
real-addressing, where the physical addresses are the same as the logical 
addresses. (OCERA, Alfons Crespo et. al 2004) 

4.6.2 RTAI 
Real-time Application Interface, RTAI, is not a real time operating system 
but rather it is an extension to the Linux kernel to provide real-time func-
tionality to the operating system. RTAI is an option to use instead of RT-
Linux, the difference between RT-Linux and RTAI is that RTAI consists of an 
add-on module that takes control of the system resources and runs the 
Linux kernel as a secondary task. Through quickly responding to high priori-
ty real-time events, RTAI adds hard real-time capacity to Linux and the op-
erating system is still useful for standard Linux APIs and applications. Like 
RT-Linux, RTAI treats Linux as a background task which starts to execute 
when no real time events occurs. RTAI is widespread in the Linux sphere 
and is supporting a number of different processors including PowerPC, 
MIPS, i386, ARM and m86k-nommu. As mentioned earlier, RT-Linux does 
not follow GPL at all, while RTAI fulfills the GPL requirements totally. This 
makes RTAI a more interesting prospect to use. 

While RTAI is only a module to Linux it offers the same services as the 
standard Linux kernel, adding the features a real time operating system 
offers. Essentially RTAI consists of an interrupt dispatcher, which mainly 
catches the related interrupts and if needed, re-routes them to Linux. It is 
not a critical modification of the kernel; it uses the expression HAL, hard-
ware abstraction layer, to get information from Linux to catch some central 
functions. The HAL does not provide so many dependencies to the Linux 
kernel that would lead to a basic modification in the Linux kernel; a simple 
RTAI port from different versions of Linux and a simpler use of other oper-
ating systems instead of RTAI.  
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4.6.2.1 Inter-Process Communication 
There are a set of IPC mechanisms in RTAI, shared memory, message 
queues, real-time FIFOs, mutexes and semaphores. Here we will mention a 
few of them. (Yaghmour 2001) 

With mailboxes, RTAI provides a way to exchange data between mul-
tiple tasks, or processes. A task can send a range of bytes from its buffer to 
a particular mailbox and at the receiving end another task can read another 
range of bytes from that mailbox into its own buffer. The messages, which 
can have different sizes, are ordered in the mailbox by the FIFO algorithm. 

In contrast to mailboxes, messages and remote procedure calls (RPC) 
are task-based. To perform this, a task sends or receives a message from 
another task. Consequently there is no need to initialize any structure or 
identifier to the message or RPC, it is only necessary to ensure that the 
recipient of the message is a live task. This is obvious when all the calls re-
quire the passing of a pointer to the specific task. The messages are fixed 
size unsigned integers.  

Another way to share data between executing processes in RTAI is 
through sharing memory. It provides basically for the allocation and freeing 
of memory regions. To ensure that further allocation of an earlier allocated 
area is not used by any other than the owner, identification of these mem-
ory regions is done by using a name scheme. This will also result in the 
mapping of the selected region to the process’s memory map, since the 
caller provides a pointer to the named region. Shared memory is a separate 
module that is can be optionally loaded. Once loaded it is usable by both 
user-space applications and real time tasks.  

4.6.2.2 Scheduling 

As in Linux, also RTAI has three different scheduling policies available, one 
for general applications SCHED_OTHER, and two for real-time applications 
SCHED_FIFO and SCHED_RR. In a real-time Linux based operating system all 
processes scheduled under SCHED_OTHER have the static priority 0, 
processes scheduled under SCHED_FIFO or SCHED_RR have a static priority 
in the range from 1 to 99.  

SCHED_OTHER is a time-sharing scheduling algorithm that uses a fair 
policy to schedule processes. The algorithm uses credits to each process to 
decide which process to execute, the more credits a process has, the more 
likely a process will be executed. If a process has not been executed for a 
while the credit will increase until the process has been executed.  

Both SCHED_FIFO and SCHED_RR execute processes that have static 
priorities higher than 0, which means that when that kind of process is ex-
ecuted it will pre-empt any currently running SCHED_OTHER process. 
SCHED_FIFO is a simple scheduling algorithm without time-slicing, and as 
the name says it uses the first-in-first-out algorithm. SCHED_RR is a simple 
enhancement of SCHED_FIFO, and as the name says here it uses the Round 
Robin algorithm. Both these algorithms apply the following rule: a process 
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that has been pre-empted by a process of a higher priority will stay in the 
queue and wait until all processes with higher priority have been executed 
before it can resume executing. (CCRMA 2002) 

4.6.2.3 Memory management 

As almost every operating system today, RTAI is developed to run proces-
sors with MMU, where the RTAI kernel and all the application threads run 
in the same address space. But there is no memory protection between the 
threads, or between the kernel and the threads. From the memory man-
agement perspective, the Linux kernel has the complete control of the 
memory and RTAI is the visitor operating system of the Linux kernel. RTAI 
provides a module that contains two functions, rt_malloc and rt_free, 
when the module is inserted, a part of the memory will be pre-allocated. 
From this area, or memory pool, real time tasks can allocate and free 
memory while they are executing in the RTAI environment. (OCERA, Ismael 
Ripoll et. al 2002) 

4.6.3 Xenomai 
The DENX group, creators of the U-boot boot loader used for our platform, 
has together with the Xenomai project developed another option to pro-
vide real time services to Linux, named Xenomai. 

The Xenomai project was set up in August 2001. In 2003 the project 
merged with the RTAI project in order to produce a free real time software 
platform for Linux, called RTAI/fusion. Xenomai is designed with the so-
called “co-kernel” approach, which is real time applications running on a 
separate RTOS kernel (also known as nucleus) that co-operates with the 
vanilla Linux kernel, thereof the name co-kernel approach. This coopera-
tion is operated by an interrupt pipeline layer named “Adeos”.  

The abstract RTOS core, which is the base for Xenomai, is usable for 
building any kind of real time interfaces over a kernel, which provides an 
amount of basic RTOS services. The different RTOS personalities are called 
“skins” and can be built over the kernels. By using the services of a single 
generic core it provides the skin’s own specific interface to the application 
where it is implemented.  The definition of Xenomai is as presented on 
their homepage: “Xenomai is a real time development framework coope-
rating with the Linux kernel, in order to provide a pervasive, interface-
agnostic, hard real time support to user-space applications, seamlessly in-
tegrated into the GNU/Linux environment.” (Xenomai 2007)  

To provide a completely virtualized real time environment in Xenomai, it 
has been designed to use separate layers. One layer contains generic RTOS 
features, which includes for example basic thread management and real 
time scheduling properties. The other layer contains architecture real time 
capabilities, for example support for context switching and depends on the 
hardware it is running on. This separation implies that the Xenomai core 
and the interfaces can run on many different platforms, including a simula-
tion engine. With this virtualized real time environment, Xenomai can use 
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most real time technologies, to provide its unique feature skins. (Xenomai 
2007) 

Xenomai is POSIX real-time extension (see chapter 2.7.3) compliant 
through a module (skin) mounted on top of Xenomai. It supports almost all 
features from POSIX and gives alternative, options for those functions that 
are not supported directly. (Xenomai 2007) 

4.7 Cross compiling 

When working with embedded systems, CPU and memory resources are 
usually very limited, making a compiler very slow or impossible to use on 
the platform. Aside from that, for new embedded systems there is a need 
to compile the initial OS to run on the system, which also creates the need 
to run the compiler on a different platform. Also, doing the actual devel-
opment on an embedded platform with extremely limited resources often 
makes it difficult to use a more advanced development environment than a 
simple text editor (Abbott 2006). This is why the cross compiler is suitable 
for this specific project. 

A cross compiler is, in short, a compiler running on platform A, creating 
a binary executable file for platform B. Perhaps the most well known com-
piler capable of cross compiling is the GCC, Gnu Compiler Collection. GCC is 
a free tool which can be configured to cross compile to and from numerous 
platforms (Brown 2005), including to the MPC8360 processor from, for 
instance, x86 Linux. GCC is popular to use for compiling Linux since it’s free, 
and is also used by ENEA to compile OSE to the current platform (ENEA 
n.d.). There are also several other compilers available, both free and com-
mercial ones like Scratchbox, Sourcery G++ or Imagecraft compiler. How-
ever, GCC is the only cross compiler that to our knowledge has been ported 
not only to the PowerPC e300 core processor in the MPC8360, but also 
adapted to work with the other parts of the MPC8360 platform (for exam-
ple the QUICC engine). GCC comes in several types (including plain), as 
there are several implementations from different parties with different 
advantages and disadvantages with regard to usage and features. Mostly, 
the C-library used is what differs with regard to various sizes and number 
of features implemented. Naturally, for different operating systems differ-
ent linker and other utilities differ. What settings to use for GCC is general-
ly decided when compiling it. 
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5 Comparing operating systems 

The task of comparing operating systems in the perspectives of perfor-
mance and stability is not a trivial one. Some aspects can be studied in 
theory; other can be measured in tests whilst complete, true answers can 
only be obtained by long term usage.  

This chapter describes the operating system factors affecting the per-
formance, security and stability of the MPC8360 AF platform and how we 
measure some of those factors through theory, previous results and empir-
ical studies.  

5.1 Background 
As described in previous chapters, there are several different factors in-
volved in achieving optimal system performance on a specific hardware 
platform. Some can be controlled by the operating system while others can 
be lying in the hands of the application. Typically, there is a conflict be-
tween achieving the best performance and having maximum stability in a 
system. While common operating systems focus on reaching a balance be-
tween the two, real-time systems have their focus on the system stability 
and predictability. 

5.2 Evaluating operating systems 

There are a lot of factors that determine the performance when evaluating 
operating systems. This subchapter describes the most important ones that 
have been focused on for this thesis.  

5.2.1 Preemption 
By having a preemptible kernel, performance will suffer but predictability 
and stability for the highly prioritized processes are greatly improved 
(chapter 2.2). Typically, the average time for response will be higher in a 
real-time system, but the maximum time will be lower. (Burns and Wellings 
2001) This can be realized through understanding that in a preemptible 
kernel more context switches naturally will occur, a fact that has also been 
verified several times, not least through testing Linux with and without the 
preemptive kernel option available in the 2.6 kernel. (Grandegger 2008) 

5.2.2 Scheduling 
Choosing the right model for process scheduling is another aspect that has 
great effect on the system. In a hard, deterministic real-time system there 
is no problem since the model must guarantee that all processes get their 
required CPU time at any given time. A scheme that can guarantee this is 
required and sufficient to achieve this. In soft real time systems, such as 
OSE and Xenomai, things are a little bit more complex. Here, both theory 
and artificial testing are difficult to use in order to reach a good answer to 
what model is the most effective. This is due to two reasons, partly the 
complexity of many scheduling models such as the multilevel feedback 
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queue (chapter 2.3.5). The other reason is the simple fact that a running 
system cannot be simulated or benchmarked through testing since the 
testing tool itself will have too much of an impact on the scheduling and 
system performance. Here, only long term testing in real environment will 
give a useful result.  

The model used for communication between tasks is of great impor-
tance as well. Having an extreme model where all processes act like 
threads and thus share data area is fast but affects system stability in a 
very risky way. Using signals between separated processes is safer, but de-
pending on how signals have been implemented it can be less safe and 
fast, or more safe and slower. How semaphores and monitors are imple-
mented also has an effect on the inter-process communication. There are 
implementations of what is known as fast semaphores in both Linux and 
OSE, and how they are used by applications affects their impact on system 
performance. This can most efficiently be measured through software con-
text switching, message passing and communication by holding and releas-
ing semaphores. Measuring the time passed from sending a message to a 
different process to the return time of an answer gives a rough estimate on 
the duration of two context switches and sending two messages. As the 
context switch time for handling a passed message can be considered as a 
part of the time required for message passing, dividing the measured time 
by two gives a good estimate on message passing performance. (Sacha 
1995) 

5.2.3 I/O performance 
The importance of I/O performance greatly depends on the system usage 
areas.  It is furthermore affected by the general system usage level when 
an I/O request occurs (if a preemptive, expensive, context switch is re-
quired or not) and how the I/O request is implemented – as an interrupt, 
kernel level process or user level process, through a spinlock or by setting 
up a DMA. The implementation can be different depending on the needs of 
the current system and application, but all I/O request types can be eva-
luated through software. The measurements and following results can be 
quite complicated, and can indeed be a master thesis by itself. In a study 
from 2006, Sophia Li tested the performance of two similar SCTP imple-
mentations on OSE and Linux respectively and discovered that while OSE 
uses less CPU on small SCTP bit rates, Linux is more efficient on larger bit 
rates (Li 2006). Considering additional factors such as network response 
time, network sending prioritization and process priority and preemption 
while sending data this area is more than enough for a more advanced dis-
sertation and therefore nothing that will be dealt with in this study. 

5.2.4 Memory management 
Today, most major operating systems (including OSE and Linux) support 
various configurations of a MMU and cache. Using a MMU and/or proces-
sor caches or not is more a choice of stability versus speed, flexibility ver-
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sus simplicity. Since the implementation of these features does not differ 
significantly between operating systems as much as they are hardware and 
application-bound, the best way to tune these values is through system 
testing and not by artificial benchmarking. 

5.3 Evaluating real time operating systems 

In the realm of real time operating systems, focus lies on general system 
performance and time to execution when a high priority process is dis-
patched by the processor and preempts the currently running process. Sys-
tem performance in any fairly optimized system is more dependent on sys-
tem hardware and application optimization than the operating system, but 
nevertheless there are factors that can and should be evaluated with tradi-
tional benchmark tests.  

The time required to make a context switch is a key feature in any oper-
ating system which also greatly affects the real time performance of such a 
system. However, it is not trivial to measure, as described in chapter 5.2.2. 
Using internal software will always affect performance, but there are me-
thods to limit that performance impact to reach a close to exact result on 
context switching performance. 

Using an external source for inducing an interrupt and measuring the 
time to response is a useful option to see how long time two context 
switches (plus required work in between) take. This is the approach we 
have chosen to take when evaluating Linux real time performance. 
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6 Real Time on the MPC8360 platform 

This chapter describes the system setup in Linux, some previous test re-
sults for OSE on a PowerPC-platform, how the two operating systems com-
pare from different perspectives and how well Real Time Linux runs on the 
MPC8360 AF platform. 

6.1 System hardware configuration in Linux 

The MPC8360 system with Linux is set up of some different, but equally 
necessary, components. In Figure 11 is an overview of those components, a 
description of what they do and why they are needed in the Linux system. 

6.1.1 Cross compiler 
Freescale has developed a free cross compiler based on GCC, in the Linux-
Target Image Builder (LTIB) package, which amongst others, supports the 
MPC8360-platform. LTIB includes not only a cross compiler, but also a full 
Linux distribution with all drivers needed for a reference board using the 
MPC8360. Since this board uses slightly different hardware than the refer-
ence board, it is not possible to use this distribution without modifications 
and additions regarding hardware drivers. The cross compiler itself in LTIB 
remains the same though, based on Dan Kegel’s Crosstool for GCC. It has 
been patched, tested and verified to work correctly by Freescale and the-
reafter is distributed as a binary together with the full source of the mod-
ified Cross tool from www.bitshrine.org.  

Figure 11: A schematic sketch of Linux system setup 

http://www.bitshrine.org/
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The cross compiler uses the assembler instructions setup from the Po-
werPC core e300c2 while the MPC8360 platform uses an e300c1 core. The 
e300c2 lacks some instructions available in e300c1 since it does not have 
an FPU (Floating Point Unit). Therefore, the compiler does not utilize these 
functions in the core when compiling. The lack of FPU utilizations is not an 
issue in the applications we use though, since no floating point calculations 
are done. 

This cross compiler works on most modern Linux distributions, but since 
all source code is provided (naturally), it should be fairly easy to develop a 
cross compiler for running in Windows (through Cygwin) as well. 

6.1.2 Boot loader 
The Universal Boot Loader (“Das U-Boot”) is a monitor program used as a 
boot loader for Linux on several other boards utilizing the MPC8360, all of 
them are typically used for embedded applications. It is available under a 
GPL license (just like Linux) and is in fact the only free boot loader available 
for the MPC8360 (Denx 2004). We have based the implementation from 
the MPC8360EMDS board and adapted U-Boot to initialize our MPC8360 
board, including local bus, RAM, FLASH and UART before the system hands 
itself over to Linux. 

Note that we have not activated USB, Ethernet or any other of the sys-
tem features since we do not have access to all the necessary documenta-
tion, nor the time to do the driver implementation. 

6.1.3 Linux kernel 
The Linux kernel we use is an optimized version from DENX Software Engi-
neering, kernel version 2.6.26.8 (tagged with DENX-v2.6.26.8 in the DENX 
git repository). It is configured with most standard options, although all 
network support has been disabled for the same reasons as for the U-boot. 
This should however, if anything, improve our system performance as less 
processes need to run in the background during normal system operation. 

We then patched the normal Linux kernel with the Xenomai real time 
extensions version 2.4.6. See chapter 4.6.3 for more information on Xeno-
mai. Xenomai has been configured with the most common options (using 
POSIX threads, utilizing the RTDM driver) and verified through running the 
accompanied testing tools. 

6.1.4 File systems 
Linux, of course, requires a file system to run. For the main bulk of pro-
grams, libraries and system tools a zipped down file is saved on the flash 
and is then unpacked into an EXT2 file system into RAM on boot. This en-
sures fast access to binaries when the system is running and, no matter 
what is done to the system essential files, Linux will restore everything af-
ter a reboot and work fine again. 
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However, some things might still need to be saved to the on board flash, 
such as configuration and user files. For this, we have created a partition 
on the flash where a JFFS2 file system resides, and mounted this partition 
to store the configuration directory (/etc) and home directory (/home). 
This setup allows for speed and safety from accidental modification in ap-
plications since they are accessed from RAM as well as flexibility in system 
configuration since it can be changed from within Linux. 

6.1.5 Real Time support 
Now we have a running operating system with a file system. But which real 
time support do we need? As mentioned in chapter 4.6, RT-Linux and RTAI 
have been two large competitors for a time, but in the last years a new 
alternative has come up, Xenomai. We have chosen to use Xenomai (See 
chapter 4.6.3 for more information on Xenomai) in this project for several 
reasons. First, it is available to use for free and modify by having a GPL li-
cense, it is constantly maintained by a relatively large and stable user 
group, it has several benchmark tools readily available for our use and it is 
POSIX compliant through an included skin. We have then patched the nor-
mal Linux kernel with the Xenomai real time extensions version 2.4.6. Xe-
nomai has been configured with the most common options (using POSIX 
threads, utilizing the RTDM driver) and verified through running the ac-
companied testing tools. 

6.2 OSE on the MPC8360 platform 

As we have mentioned in the introduction the platform is today using the 
operating system OSE. OSE is a commercial system that costs a lot of mon-
ey in license, that only big commercial information technology companies 
are interested in. In contrast to Linux, there exists not so much information 
about OSE, even less benchmark tests and when we could not make any 
benchmark tests by our self on OSE for several reasons (see chapter 1.6) 
we found an interesting article at Dedicated Systems homepage. 

6.2.1 A benchmark of OSE 5.1 on a PPC platform 

In the article “Enea´s OSE Real-Time Operating System Shines in Inde-
pendent Benchmarks” (Dedicated Systems 2006), Dedicated Systems 
presents an independent test result of Enea’s Real-Time Operating System, 
OSE. Dedicated Systems was responsible for the tests and evaluated with a 
large scope of key RTOS performance, reliability and functionality parame-
ters. The tests were made on a Motorola Sandpoint PowerPC system and 
OSE got high grades in a range of key categories, for instance inter process 
communications, performance, fault tolerance, and memory protection. 
Martin Timmerman, CEO of Dedicated Systems said that: “From a study of 
the OSE architecture, it is clear that this operating system is especially well 
suited for distributed fail safe systems” (Dedicated Systems 2006). 
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This article however seems to be very biased; read more about our criti-
cism of the sources at chapter 1.7 and about this article more specific at 
chapter Fel! Hittar inte referenskälla.. 

6.3 Linux and OSE side by side 

When comparing OSE and Linux, several important aspects have already 
been discussed in this thesis. Linux has advantages in having a great flex-
ibility due to the open source nature, has well developed applications in-
cluding debugging tools and not the least is free to use as pleased. OSE on 
the other hand, has been developed by the same company, ENEA, for many 
years, is a proven effective Real Time operating system and comes with 
extensive support from ENEA.  

However, Linux has lately been the focus of several new companies 
which gives Linux support for a fair amount of money. Since competition in 
this support market by default is fiercer than for OSE, better support for 
less money can be expected as the market for Linux support evolves.  

In the end though, it all comes down to hard core performance. For var-
ious reasons, we have not been able to do benchmarking on OSE first hand, 
but have been informed by ÅF that performance for a similar test on OSE 
to what we are doing on Xenomai Linux lies somewhere in the area of a 
response time for a Real Time task of 13-14 μs. For Xenomai to be an inter-
esting alternative, it has to be in the same area.  

6.4 Xenomai Linux benchmark performance 

When everything is up and running, some benchmarking is required to veri-
fy that the system is running as expected, and also to see that performance 
is at an for ÅF acceptable level compared to OSE. As mentioned earlier, this 
is done by measuring the time to response when generating an interrupt to 
the system. This is perhaps the single most important property of any real 
time system based on external asynchronous events. 

We have used a slightly modified version of Wolfgang Grandegger’s tool 
“GPIOIRQBench”3 which can run as a Xenomai real time user task, kernel 
task or in interrupt space within a Xenomai Linux installation. The tool has 
been set to generate an interrupt after an external pin has been raised 
high, the interrupt in turn fires off a task setting another pin high which 
signals that the system operation of generating a response has finished. 
The time between a signal on the first and second external pin is measured 
using an independent machine when putting a contiguous and heavy load 
on the CPU to ensure that preemption and context switching takes place 
within the system. 

                                                      
3
 Source code is available at 

 http://www.denx.de/wiki/DULG/AN2008_03_Xenomai_gpioirqbench 
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The load used for every test was four sessions of the command 

dd if=/dev/zero of=/dev/null 

running in the background, which ensures that caches are emptied be-
tween interrupts are generated. 

The modifications to the tool were done to adapt it to our hardware 
platform since it was developed for a different PowerPC-processor and 
obviously for a different platform. 

The tests are done in user space, kernel space and directly in the inter-
rupt routine (since modifying kernel space code and interrupt routines is 
possible to do at run time in Linux using kernel modules). Running in user 
space and kernel space should give reasonable comparable results since, 
among other things, the scheduler gets invoked in both cases before decid-
ing what to do next. Nevertheless, kernel space should be somewhat faster 
due to the fact that there is no context switching to user mode for the pro-
cessor core (but instead it stays in kernel mode with all what that implies in 
possible security and stability issues). Running in interrupt mode should be 
considerably faster since nothing but benchmarking code will run during 
the handling of the incoming interrupt. 

6.4.1 Xenomai Linux Real Time task performance 
 

 
Figure 12: Spread of response time for User Space task 
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 Figure 13: Spread of response time for Kernel Space task 
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7 Conclusions 

Linux has over the years step by step widened its usage areas to both big-
ger and smaller units. For the last few years several Linux projects have 
focused on becoming a competitive alternative in the Real Time operating 
system market, an area with somewhat different priorities than in a tradi-
tional operating system.  

Jim Ready, a pioneer at the RTOS market stated in 2007 that: “…/Linux 
changed the game by offering a stable, secure, and cost-effective platform 
that fosters an ecosystem of broader connectivity and convergence. With 
new real-time performance enhancements, the sky is the limit for embed-
ded Linux” (LinuxDevices 2007). With this in mind, add that Linux attracts 
designers because it is free to download, you get full source code, and that 
it is compatible with a lot of processors. Furthermore you got a worldwide 
support community, a reputation of reliability, free tools and a well tested 
code base. All of this put together, it is our opinion that Linux is a good 
candidate to fight against the big commercial giants at the RTOS market in 
general. 

When it comes to our specific PowerPC platform, the results received 
from testing are close to what was expected beforehand. This confirms 
that Linux is close to being a worthy replacer of OSE, if not already there. 
OSE has all its real time tasks running in the same mode, within the kernel. 
Compared with Linux, Linux has some advantages in this area. By utilizing 
the possibility to run kernel code directly from within the interrupt routine 
(test case no. 3), the time to response is minimized to close to what is re-
stricted by hardware. Also, running less time critical real time applications 
in user space gives the option to guarantee a system which will not fail due 
to a single application failure. 

7.1 Future work 

In our thesis we have focused on implementing Linux and everything else 
that is required to use Linux on the ÅF platform. Due to this extensive work 
we have not done so much performance tests, which would be very valua-
ble when considering if Linux can replace OSE on the specific platform. But 
as we have mentioned earlier, to accomplish all that will require a master 
thesis by itself or even a more advanced dissertation and therefore we see 
this thesis as a foundation in order for others to continue the work of ex-
amining if Linux can replace OSE.  
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A. Technical terms and abbreviations 
This appendix presents the meaning of technical terms and abbreviations 
used in this thesis.  

 

BIOS Basic Input / Output System 

CPU 
Central Processor Unit, the unit of a computer that executes 
instructions. 

DMA Direct Memory Access 

EDF Earliest Deadline First 

FIFO First In First Out 

FLASH 
Is a non-volatile memory that can be used instead of ordinary 
hard drives 

FPGA Field Programmable Gate Array 

FPU Floating Point Unit 

GCC GNU Compiler Collection 

GNU GNU Not Unix 

I/O Input / Output 

IDE 
Integrated Drive Electronics, a hardware bus mainly used for 
hard drives and optical drivers 

IEEE Institute of Electrical and Electronics Engineers 

JFFS2 
Journaling Flash File System 2, a file system in Linux suitable 
for flash memory chips. 

LTIB Linux Target Image Builder 

MMU Memory Management Unit 

MPC8360 The platform we have worked on 

OSE 
Operating System Embedded, an operating system developed 
by ENEA 

POSIX Portable Operating System Interface for UNIX 

RAM Random Access Memory 

RMS Rate Monotonic Scheduling 

RR Round Robin, a scheduling algorithm 

RTAI Real Time Application Interface 

RTOS Real Time Operating System 

SCTP Stream Control Transmission Protocol 

UART 
Universal Asynchronous Receiver/Transmitter, are commonly 
used in serial ports 
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B. Test values 
load no load

user-space kernel IRQ handler user-space kernel IRQ handler

31,55 22,8 7,55 22,98 19,05 6,96

31,27 23,9 7,42 25,83 19,77 5,47

32,1 22,84 7,5 28,54 18,65 5,55

31,99 23,71 7,87 25,77 19,84 5,57

31,18 25,12 8,96 25,62 20,16 6

30,18 25 8,86 25,23 18,84 5,78

30,66 25,13 8,51 28 19,01 5,47

29,78 23,73 7,77 25,98 18,66 5,55

30,42 23,45 7,5 25,44 19,05 5,44

29,65 23,47 7,69 25,44 19,51 5,63

30,35 23,05 7,84 24,68 19 5,87

30,02 23,43 7,28 24,57 19 7,21

30,42 22,52 7,22 24,38 18,88 6,86

30,02 22,8 7,57 24,03 20,15 6,81

29,48 23,7 7,34 24,48 20,25 6,73

29,9 23,07 7,39 24,16 20 5,63

29,87 23,56 7,05 24,54 20,41 5,72

29,78 22,06 7,57 24,94 18,64 5,85

29,91 22,8 7,47 24,27 18,81 5,7

29,87 22,18 7,16 24,8 19,16 5,87

29,78 22,4 7,58 24,25 18,92 5,77

30,06 22,94 7,45 24,32 19,2 6

30,19 22,18 7,41 24,65 18,61 5,53

30,29 22,31 7,16 24,42 18,84 5,41

29,52 22,96 7,25 24,88 19,24 5,83

29,57 22,49 7,31 24,55 18,85 5,72

29,85 22,73 7,28 24,57 18,88 5,71

30,16 22,14 7,22 25,06 18,76 5,67

30,24 22,38 6,76 24,63 18,97 5,66

29,95 23,07 7,21 24,33 18,83 5,36

30,17 22,12 7,01 24,72 18,6 5,4

29,52 22,08 6,74 26 18,48 5,36

30,61 22,96 7,03 27,38 18,84 5,55

30,55 22,44 7,23 26,29 18,55 5,46

31,15 22,71 7,88 25,11 18,92 5,56

31,34 24,49 8,74 24,23 19 5,69

30,45 24,51 8,69 24,16 18,86 5,62

30,24 24,38 8,69 27,15 19,04 5,63

30,14 23,32 8,24 24,97 18,9 5,49

30,15 23,72 7,77 25,05 18,88 5,44

30,28 23,55 7,74 24,75 18,86 5,59

30,46 23,79 7,56 24,45 18,91 6,64

30,03 23,36 7,83 24,56 18,53 6,57  
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Load no load

user-space kernel IRQ handler user-space

30,43 22,93 7,61 24,25

30,02 23,31 7,03 24,48

29,81 23,41 7,44 24,72

29,71 23,55 7,52 24,77

29,85 23,25 7,17 25,36

29,67 23,28 7,17 24,86

29,73 23,07 7,31 24,8

30,19 23,13 7,97 24,95

30,58 22,57 7,15 24,17

30,39 23,1 7,37 24,02

30,26 24,05 6,9 24,8

29,68 23,77 7,26 24,4

29,73 24,41 6,81 24,24

28,9 23,81 7,1 24,54

29,34 23,79 7 25,86

30,35 22,27 7,02 25,2

29,1 22,68 6,77 24,95

29,5 22,55 6,81 25,52

29,69 23,37 7,21 25,33

29,84 23,01 7,91 24,17

29,28 22,86 7,81 24,59

30,74 22,86 7,91 24,85

29,62 23,04 7,76 24,48

29,94 23,25 7,88 24,28

29,88 22,84 7,76 24,64

30,54 22,49 6,86 24,38

30,27 22,89 6,99 24,12

30,15 22,57 6,83 24,69

30 22,48 7,01 24,63

30,71 22,12 6,81 24,29

29,97 22,45 7,34 24,37

30,25 23,97 7,06 24,94

29,86 23,51 7,32 24,5

29,89 23,85 6,92 24,27

29,5 22,93 6,87 24,61

29,95 23,81 6,83 25,66

30,22 23,02 7,23 24,06

29,9 23,04 7,02 24,56

30,21 22,77 6,83 24,46

30,12 22,39 7,95 25,36

30,05 22,67 7,82 25,22

30,69 22,79 8,11 25,92

30,57 23,36 7,99 25,05

29,93 23,02 7,67 25,36

29,31 22,73 7,04 24,43  
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30,91 23,22 7

29,89 22,76 6,65

31,12 22,83 7,16

31,27 22,7 6,77

29,9 22,29 7,28

29,94 22,39 7,05

30,53 23,96 7

30,4 23,71 6,93

29,97 23,5 7,06

29,86 23,45 7,05

30,27 23,58 6,87

29,73 23,22 7,02

29,94 22,25 7,05

30,14 22,73 7,01

30,89 22,71 8,04

30,13 22,23 7,85

30,21 22,33 8,07

29,95 22,1 7,71

30,7 22,56 7,05

29,08 22,38 7,44

28,75 22,57 7,5

29,16 22,46 7,63

29,72 22,31 7,54

30,08 23,45 7,2

29,26 24,19 7,46

28,89 23,47 7,15

28,8 23,44 7,28

28,67 23,1 7,26

28,77 23,25 7,41

28,86 23,53 6,95

28,79 22,27 7,57

29,13 22,16 7,36

28,62 22,44 7,42

28,75 22,51 8,22

30,88 22,32 8,06

30,23 22,78 7,85

30,2 22,73 8,4

30,18 22,49 7,62

30,23 21,92 7,29

29,96 22,17 7,19

29,93 22,72 7,11

29,54 21,88 7,37

29,87 22,48 7,31

29,24 24,08 7,37
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Load

user-space kernel IRQ handler

28,97 23,25 7,41

29,27 23,02 7,3

29,3 22,94 7,67

28,58 22,59 7,31

28,43 23,28 7,12

28,79 22,67 7,36

29,33 22,32 7,55

28,47 21,73 7,13

28,58 22,27 7,3

28,72 22,64 7,6

28,97 22,4 7,87

28,51 22,89 8,31

30 22,71 7,82

29,74 22,19 8,06

29,56 22,63 8,15

30,26 22,44 7,81

29,67 22,18 7,26

29,06 21,74 7,31

29,09 23,42 7,73

29,55 23,3 7,88
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