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Abstract 
 
With an increasing number of transistors integrated on a single die, the need for global 
on-chip interconnectivity is growing. Long interconnects, in turn, have very large 
capacitances which consume a large share of a chip’s total power budget. 
 
Power consumption can be lowered in several ways, mainly by reduction of switching 
activity, reduction of total capacitance and by using low voltage swing. In this project, 
this issue is addressed by proposing a new encoding based on Pulse Width Modulation 
(PWM). The implementation of this encoding will both lower the switching activity and 
decrease the capacitance between nearby wires. Hence, the total effective capacitance 
will be reduced considerably. Schematic level implementation of a robust transmitter and 
receiver circuit was carried out in CMOS090, designed for speeds up to 100 MHz. On a 
10 mm wire, this implementation would give a 40% decrease in power dissipation 
compared to a parallel bus having the same metal footprint. The proposed encoding can 
be efficiently applied for global interconnects in sub-micron systems-on-chip (SoC). 
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Introduction 

1.1. Background 

The CMOS technology scaling is unfolding various opportunities, allowing us to make 
large systems-on-chip (SoCs). The ITRS roadmap predicts that by the year 2010 over one 
billion transistors will be integrated onto a single die. In order to provide the required 
global connectivity, there will be an increasing demand on the wiring system, requiring 
long on-chip wires. In each new technology generation the metal interconnects are placed 
closer to each other, implying higher capacitance. At the same time efforts are being 
made to use materials that have low dielectric constants to cancel the increase in 
capacitance due to reduced space. In practice, the introduction of low dielectric constant 
materials is very challenging and reduces the mechanical strength of the metal stack. 
Therefore, the interconnect capacitance is increasing because size shrink outpaces the 
introduction of low dielectric constant materials. Higher capacitance translates directly 
into higher power consumption, as the power consumption is linearly dependent on the 
capacitance being switched (charged or discharged).  

The technology scaling trends also show that the delay of local interconnects is tracking 
the delay of transistors, but the delay of global interconnects is increasing. This is 
becoming a major bottleneck in the realization of systems-on-chip. Furthermore, as the 
number of wires is increasing, the amount of power consumed in driving these wires is 
also increasing due to added capacitance. These interconnects are actually consuming a 
major share of the total power budget of a chip, so there is a need for low power solutions 
that tackle this problem. Since in many cases it is not feasible to lower power dissipation 
by reducing factors such as supply voltage, frequency or capacitance, efforts are instead 
made to reduce the switching activity in global interconnects [7-11 & 16]. Most of these 
solutions require either specific types of data or very long wires to be effective, while 
others consume a large chip area when implemented.  

The scope of this report is to implement a technique based on pulse width modulation 
(PWM), which can be used on-chip to save power by reducing switching activity. Pulse 
width modulation means modulating the width of a pulse to encode data, and is usually 
used for off-chip communication or controlling DC engines by varying the mean value of 
a signal. The proposed solution applies PWM for on-chip communication to reduce the 
number of transitions on global interconnects.  

1.2. Outline of the report 

Chapter 2 presents solutions that lower the switching activity of a bus. Towards the end a 
new encoding based on pulse width modulation is introduced. Chapter 3 and 4 present 
the results and conclusions drawn from the new encoding. In chapter 5 the circuits 
implementing this encoding are described in detail, followed by conclusions and 
recommendations for future work in chapter 6. 
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2. Prior art and proposed encoding 
Before the analysis and circuit design, a literature study was performed. The objectives of 
the literature study were: 

1. To see if similar work had been done before. 
2. To see how other solutions addressed the issue of reducing switching activity. 
3. To see what work had been done on off-chip PWM communication and see if that 

was applicable to on-chip interconnects as well.  
 

Since the research on trying to lower the switching activity on on-chip wires is 
proceeding rapidly, many different methods and encodings have been developed. There 
are several variants on similar techniques and ad-hoc solutions for specific problems. 
Therefore this chapter has been restricted to a few commonly known techniques and at 
the end a new encoding is presented, which will lower the switching activity of the 
interconnects by implementing a variant of pulse width modulation. 

2.1. Bus-invert coding 
With bus-invert (BI) encoding [8] an extra wire, the bus-invert line, is added to the bus, 
to notify the receiver that all signals on the bus are inverted. The inversion occurs when 
more than half of the wires switch in the same clock cycle. The bus-invert line will then 
switch instead, and all the signals that are not switching in the original data will switch. 
Thereby the data on the bus is inverted. This encoding is effective for wires with a high 
signal transition correlation and high switching probability.  
 

2 3 2 3

D0

D1

D2

D3

Number of 
transitions

2 2 2 2

D 0

D 1

D 2

D 3

BI

N um ber o f 
transitions

Figure 1: Regular bus and BI-encoded bus respectively 

The BI-encoded bus on the right side of figure (1) sends the same data as the reference 
bus to the left. At the second dotted line, there are three transitions on the reference bus, 
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so the bus-invert line switches, reducing the number of transitions to two by inverting the 
bus. The bus stays inverted until three or more transitions occur simultaneously again. At 
this point (the last dotted line in the figure), the bus will once again be inverted, changing 
back to duplicate the reference bus. In the example of figure 1, the total number of 
transitions has been reduced from ten to eight using by bus-invert encoding. 
 
Variants of BI encoding are partial bus-invert (PBI) [7] and adaptive partial bus-invert 
(APBI)[16]. PBI works similar to BI, except only some pre-selected wires on the bus are 
BI encoded. Signals with low transition correlation and low switching probability will be 
excluded from the encoded bus, the decision on which wires are going to be included in 
the encoding is made while designing the chip. With APBI, a more advanced encoding 
technique based on the same basic theory. However, the wires to be encoded do not have 
to be decided before run-time. Instead, using identical coding masks, based on statistics, 
in both transmitter and receiver, which wires are encoded can change and adapt to the 
specific data being sent at the moment. This is especially suited for data buses that may 
send a number of different types of data. 

2.2. T0 coding 

Like bus-invert, T0 encoding [10] uses an extra wire to control the bus. If the extra bit is 
set, the previous value is incremented on the receiver side, instead of sending new data 
on the bus, guaranteeing transition-free transmission of a stream of sequential data. This 
makes T0 very suited for address buses and similar situations where long streams of in-
order values are sent. However, T0 is not very effective for general-purpose buses or 
random data segments. 

D0

D1

D2

D3

1 2 2 3Number of 
transitions

T0

D0

D1

D2

D3

1 0 4 3Number of 
transitions

Figure 2: Regular bus and T0-encoded bus respectively 

At the two first dotted lines in figure (2), the original data on the bus is incremented by 
one, and the T0 line is set. Instead of incrementing the bits on the bus, the T0 line goes 
high, announcing that the data should be incremented. Whenever the data bits switch to 
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some other value than its incremented last value, the T0 line goes low again and the data 
bits are set to their data value. In the example of figure (2), the total number of transitions 
is the same for the regular and the T0 buses. T0 would, however, be more effective for a 
longer stream of in-sequence data. 

2.3. Adaptive Minimum Weight Coding 

Adaptive minimum weight codes (AMWC) [9-11] uses statistics, like APBI, to adapt the 
encoding scheme to the current data, at run-time. The general idea is to map data words 
to code words, where the most common words are assigned code words with mostly 
zeros, and the least frequent words are assigned code words containing mostly ones. This 
will reduce the number of transitions, since most data sent will consist of zeros. The 
codes will be calculated and reassigned at specified intervals, in order to adapt to 
changing types of data. 

2.4. Pulse Width Modulation 

Pulse width modulated (PWM) data is transmitted not by sending ones or zeros, but by 
varying the width of a pulse. Theoretically any amount of data could be sent with only 
one pulse, but the number of different possible pulse widths would be large, demanding 
either extremely high-resolution encoder/decoder or a very long pulse. Therefore 
encoding a large number of bits with PWM is not feasible at high speeds. For off-chip 
communication at lower speeds in wires with very large capacitances however, PWM is 
more practical and proven technique. At higher speeds, and shorter pulse widths, the 
number of encoded bits will therefore be limited by the shortest delay that can be 
produced and measured. Since PWM guarantees two transitions per clock period, it is not 
efficient for buses with low switching probability. 

Start 0 1 2 3 Start 0 1 2 3

Figure 3: PWM encoded values 00 and 10 
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This encoding has several advantages: 

1. Only one wire is used for the data communication, independent on how many bits 
will be encoded. 

2. Always a fixed number of transitions (two). 

3. Simple encoding which is easy to implement. 

 

It also has some disadvantages: 

1. It can be hard to encode many bits. For example if 4 bits would be encoded the 
clock period has to be divided into 24 = 16 time windows. If there are 16 bits, 
216= 65536 time windows is needed. So to encode many bits, either a very long 
clock period or very high resolution is needed. Another option is to use several 
wires, each carrying PWM coded data on it. 

2. This encoding also suffers from bad performance if the switching activity of the 
input data is low, because it always sends two transitions, while a parallel bus 
would not send any. 

3. Cross talk and noise on the wire can be an issue, because if the signal for example 
is delayed by the noise, the data could be interpreted as another value. 
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2.5. Phase Coding  

Start 0 1 2 3 Start 0 1 2 3

Figure 4: PC encoded values 00 and 10 

Phase coding (PC)[6] is similar to pulse width modulation, but instead of modulating 
data by varying the pulse width, the phase of the sent pulse determines the data. A phase 
coded bus only sends pulses of a short, fixed length, but sends them at different times 
during a clock period. This encoding requires a synchronized clock at the receiver side. 

 

2.6. Phase Coded Pulse Width Modulation  

Start 0
4
1

7 
5 
2 

9 
8 
6 
3 Start 0 1 2 3

Figure 5:PCPWM encoded values 2 and 5 

Phase coded pulse width modulation (PCPWM) is a combination of PC and PWM, 
meaning that both pulse widths and clock phases are varied, allowing more data to be 
encoded in a single time interval. The downside, of course, is that the encoder and 
decoder circuits are much more complex than regular PC or PWM circuits, consuming 
more power as well as chip area. The PCPWM encoding in figure (5) has the same 
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resolution as the PWM in figure (3) and the PC in figure (4), but can send values 0-9 
instead of just 0-3. This encoding also needs a synchronized clock on the receiver side. 

2.7. Proposed encoding 

We propose to lower the power dissipation in long interconnects by implementing a 
technique based on PWM encoding. The main difference between this solution and 
regular PWM is an extra wire that switches every time new data is to be sent from the 
transmitter side of the interconnect. This wire is called the start wire. Instead of varying 
the width of the pulse to encode data, the proposed encoding varies the delay between 
transitions on the 
start wire and the 
data wire. In a case 
where regular PWM 
would send a pulse 
with width ∆t, this 
encoding will send a 
transition on the data 
wire, ∆t after the start 
wire switches. In the 
transmitter, the input 
data from multiple 
wires is converted 
into a time dependent 
delayed transition on 
a data wire. When the 
receiver recognizes a 
transition on the start 
wire it will start 
measuring the time 
between the start and 
data wire transitions 
(figure 6a). The 
measured delay is 
then converted back 
to the original data. 
In case the input data 
to the transmitter is 
the same data as in 
the previous clock 
cycle, the data wire 
will not switch and the receiv
data. Hence, there will be a
(compared to two with regular

 

 

 

 

 

 

 

 

 

 

 

 

 

If additional data wires are in
thereby reducing the number o
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Figure 6a: PWM encoding with 1 data wire and 1 start 
wire, with the data throughput of a 4-bit  parallel bus. 

Figure 6b: PWM encoding with 4 data wires and 1 
start wire, with the data throughput of a 16-bit 
parallel bus (4x 4-bit data wires). 
er will experience a timeout and output previously received 
 maximum of one transition per wire and clock cycle 
 PWM coding).  

troduced (figure 6b), they can share the same start wire, 
f transitions compared to regular PWM. The separate start 
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wire will only contribute to power reduction if more than one data wire is used, otherwise 
one wire could be used for both data and start transitions.  

In the proposed encoding, exact timing is crucial. Therefore neighbouring wires are not 
allowed to switch at the same time, since that will change the effective coupling 
capacitance and thereby also the total delay. By implementing a technique where every 
second data wire will have a short delay compared to its adjacent wires, this capacitance 
will not change considerably. Since a separate start wire is used, clock extraction would 
be easily implemented at the receiver end. 

By measuring the distance between a transition on the start wire and the corresponding 
transition on a data wire, the value of the sent data can be retrieved. At the second start 
transition (figure 6b), the “Data 2” wire does not switch, which the receiver recognizes, 
and instead outputs the previously received data. This way the encoding will perform 
fairly well even if the input data does not change, as opposed to PWM and PC that have a 
constant switching activity. In the rest of this report this proposed encoding is for 
simplicity referred to as PWM. 

2.8. Conclusions 

1. Bus-invert is a simple, but not very efficient encoding. 

2. T0 is a good encoding for specific types of data, for example address bus data. It 
is not applicable for a general-purpose data bus. 

3. Pulse width modulation is a proven technique for long off-chip communication, 
which reduces the switching to two transitions per clock cycle.  

4. To use PC or PCPWM, an extra clock signal, which must be cross-talk 
insensitive, needs to be sent with the data. They will have the same switching 
activity as PWM, but this extra wire would add to the dissipated power. 

5. The proposed encoding will have a lower switching activity than PWM and PC, 
and will be most efficient when several data wires are used. 

6. To be able to achieve a rather high speed on the transmission, the number of 
encoded bits per wire has to be quite low, or the resolution would have to be very 
high. In the proposed encoding this is solved by having several data wires. 

7. By implementing a design that does not send a transition unless the input data 
changes, the main disadvantage of regular PWM is eliminated. 

8. In the worst-case scenario of input data, the proposed encoding has only one 
transition per clock period, compared to two per data wire and clock period using 
PWM or PC. 

9. Cross talk and noise might be an issue in the proposed encoding and have to be 
taken in consideration. 
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3. Analytical and simulation results 
In order to evaluate the proposed encoding, and estimate how efficient it is, analytical 
calculations and simulations were performed. The needed background theory, along with 
the analytical and simulation results, is presented in this chapter. To give a fair 
understanding of these concepts, first interconnects and interconnect issues are handled 
and then theory on how power is dissipated in CMOS circuits is presented. At the end of 
the chapter analytical results as well as the results from the simulations of the earlier 
proposed model are presented. 

3.1. Interconnects 

As the number of long on-chip interconnects is increasing with scaling, new issues are 
introduced. In this chapter some theory on interconnects and repeaters is presented to 
explain how the analytical calculations and simulations were carried out. 

3.1.1. Capacitance  

Interconnect capacitance has a major impact on both delay (see equation 4) of the signals 
propagating through them, and power dissipation (see equation 9). With technology 
scaling and increasing chip dimensions, on-chip wire capacitance is dominating the gate 
capacitances, since gate capacitance is getting smaller while the wire capacitance is not 
[4]. Therefore, device scaling will not suffice to achieve overall minimization of 
capacitances. The capacitance per unit length will remain approximately constant as 
technology scales, but the wire length is increasing with increasing chip size, hence the 
total wire capacitance will increase [3]. 

The capacitance in an 
interconnect is divided 
into three components; 
area capacitance (Carea), 
fringing field capacitance 
(Cfringe) and coupling 
capacitance (Ccoup). With 
technology scaling, the 
fringe capacitance and 
especially the coupling 
capacitance becomes 
dominant over the area 
capacitance. To get a 
more precise value, an 
extraction tool for the 
specific design should be 
used, and in order to 
calculate the total 
effective capacitance in a wire, the switching activity of the other wires has to be known.  

Ccoup Ccoup

CfringeCfringe Carea

Ground plane

A V A

Figure 7: On-chip wire capacitances. This is only a 
model. In reality, capacitances are much more 
complex. The A and V wires are located one metal 
layer above the ground plane. A are the aggressor 
lines, and V is the victim line. 
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The area capacitance and the fringe capacitances are constant during chip operation 
(changes in temperature and similar variations are disregarded), but the effective 
coupling capacitance is dependent on the switching of all the other wires on the chip. In 
this discussion, for simplicity, the calculations will be restricted to one victim wire (V) 
and one aggressor wire (A). In this case there will be three different effective coupling 
capacitances; Ceffcoup = 0 (when both A and V are switching in the same direction), 
Ceffcoup = Ccoup (when V is switching but A is idle) and Ceffcoup = 2 * Ccoup (when both A 
and V are switching, but in opposite directions). Hereby three different effective total 
capacitances for one victim and one aggressor wire can be concluded, presented in 
equations (1) – (3): 

 

fringeareaeffBest CCC +=       Equation 1 

 

coupfringeareaeffTypical CCCC ++=     Equation 2 

 

coupfringeareaeffWorst CCCC ⋅++= 2     Equation 3 

 

Worst-case switching capacitance (Equation 3) can be used to calculate the delay of a 
wire and typical (Equation 2) can be used to calculate the mean power consumption. [3]  

3.1.2. Resistance 

As with capacitance, interconnect resistance is becoming a larger issue as technology 
scales and chip size increases. Since wire resistance is proportional to the length and 
inversely proportional to the width, the longer and narrower the wires are, the higher total 
resistance they will have. Thus wire resistance is increasing in submicron technologies 
[5]. Resistance also has a proportional impact on the propagation of the signals on the 
wires (see equation 4). 

3.1.3. Scaling 

As the process technology scales, a number of important parameters will also change. 
More specifically, the resistance and capacitance of an interconnect will depend on its 
dimensions. The most common scaling approach is linear scaling, in which all horizontal 
design rules are reduced by the same factor, allowing easy design migration from one 
process generation to the next [14]. As the minimum width of a metal wire is reduced, 
resistance increases while top and bottom capacitance decrease. On the other hand, the 
area capacitances also increase when metal layers are vertically closer on the chip. 
Coupling capacitance will increase for reduced wire spacing. Since wire thickness does 
not scale with the process, fringe capacitance remains fairly constant, although somewhat 
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dependent on wire- and metal layer spacing. Since design rule scaling usually means area 
reduction (as well as power and delay reduction), more circuitry can fit on a single die, 
leading to a larger need for interconnectivity.  

3.1.4. Repeaters 
To be able to get the desired performance (speed), repeaters are introduced in long 
interconnects. The speed on interconnects is often referred to as propagation delay [5]. 
The propagation delay in a wire is dependent on both capacitance and resistance, both of 
which increase linearly with length. The delay will therefore have a quadratic relation to 
the wire length. If repeaters are introduced (also called intermediate buffers) the 
propagation delay will be linearly dependent on wire length, but when they are 
introduced an intrinsic delay for each repeater will be added. Thus, for a given wire there 
are an optimum number of repeaters that should be used to minimize the propagation 
delay. This is the (optimum) number N that minimizes N * (section delay + repeater 
delay). One method [2] that has been developed to try to reduce the power consumption 
is to decrease the silicon area for the repeaters and thereby decrease the power 
consumption according to theorem (1). 
 
Theorem (1): If the contribution of short-circuit power is negligible, the area 
minimization for a certain performance simultaneously minimizes power for that 
performance [2]. 

Repeater Interconnect Repeater/
Receiver

Ro

CoCi Ci

rint , cint
+

-
+-

vtr vst

 

Ro, Ci and Co are output resistance, input and output capacitances of interconnect 
drivers/repeaters. wopt and lcrit are optimal driver size and critical section length 
respectively, which are calculated based on the Elmore delay model [5]. The interconnect 
delay per section is given by: 

Figure 6: Interconnect model 
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( ) ( ) 2
intintintint critcritiooptoiopto lcarlCrcRbwCCwbR ++++=τ  

Equation 4 

Where a and b for 50% delay, measured between 0.5*Vdd (power supply) point at 
transmitter and receiver, are 0.38 and 0.67. The rise time is given as: 

⎟
⎟
⎠

⎞
⎜
⎜
⎝

⎛ −
=

n

p

T

TDD
rise V

VV
t lnτ       Equation 5 

which is τ⋅0.78 for a 90nm CMOS technology. The delay is minimized by separately 
optimizing interconnect length l and driver width w in equation (4) by replacing lcrit and 
wopt by l and w respectively.  

intint

)(
car

CCbRl ioo
crit

+
=       Equation 6 

int

int

rC
cRw

o

o
opt =        Equation 7 

To achieve any speed increase, the total length of the wire should be at least twice the 
critical length. For the CMOS090 process the variables can be found in the tables below. 

 

Variable Metal 6 Metal 2 Unit Comment 
Vdd 1.2 1.2 V  
Ro 2.95 2.95 kΩ Minimal sized driver 
Ci 4.29 4.29 fF Minimal sized driver 
Co 2.20 2.20 fF Minimal sized driver 

rint typical 22.00 72.00 mΩ/□  
rint worst 92.00 28.00 mΩ/□  

Table 1 Interconnect variables 
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3.2. Power consumption 

Since the capacitance in a global interconnect is very large compared to transistor gate 
and output capacitances, this chapter will be devoted to what effect this capacitance has 
on the total power consumption.  

Power dissipation in CMOS circuits can be divided into three parts; switching, short-
circuit and leakage power, where switching power generally is the largest contributor [5]. 
The total power can be expressed as: 

 

leakcircuitshortswitchtot PPPP ++= −      Equation 8 

 

or 

 

VddIfVddIVddCP leakpeakLtot ⋅+⋅⋅⋅+⋅= α)( 2   Equation 9 

 

Where CL is the load capacitance of the driver, Vdd the supply voltage, Ipeak the static 
current while switching, Ileak the leakage current,α the switching factor of the signals on 
the interconnect and f the frequency of the system. 

In equation (9), it can be seen that the load capacitance (mostly interconnect capacitance 
in long interconnect) and switching activity have a large impact of the total power. In this 
report one of our goals will be to try to lower these. An inverter will be used to explain 
some fundamental concepts, since inverters are often used as drivers and that is where the 
power dissipation of the interconnect occurs. 

CL

A

1

2

3.2.1. Switching power 

Switching power, sometimes also called dynamic 
power, is due to the charging and discharging of 
capacitances. When a PMOS transistor in a pull-up net 
switches, a capacitance CL is charged through that 
transistor. At that point a certain amount of energy is 
drained from Vdd (1 in figure 9), most of which is 
stored in the capacitor and the rest is dissipated through 
the transistor (heat). When the circuit switches again, 
the energy stored in CL will be discharged through the 
NMOS transistor (2 in figure 9). Figure 7: Switching 

power in an inverter 
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The energy and power dissipated in one transition can be calculated according to 
equation (10) and equation (11) respectively.  

 

 

2

2
ddL

switch

VC
E

⋅
=       Equation 10 

 

2

2 α⋅⋅⋅
=

fVC
P ddL

switch      Equation 11 

 

Eswitch is the mean energy dissipated during a transition, Pswitch is the mean power 
dissipated, f is the frequency and α is the switching probability of the load capacitance. 
CL is, in this case, the effective load capacitance of the inverter. If no switching occurs 
the switching power will be zero, but on the other hand, if the switching probability and 
frequency is high the power dissipated will be large. 
 

3.2.2. Short-circuit power 

When simulating circuits in CMOS, zero rise and fall times are often assumed, but in 
actual implementation they are always non-zero. This will in turn lead to a short interval 
where both the NMOS and the PMOS transistors 
are conducting, and the current will have a direct 
path between Vdd and Gnd (figure 10). The size 
of this current (Isc) is decided by the size of the 
transistors and the size of the load capacitance CL. 
If the transistors are large, the current through 
them will be higher and hence the short-circuit 
current will be higher. The input capacitance on 
the node A and the load capacitance CL also have 
an important role. If CL is much larger than the 
input capacitance, Isc will be close to zero, and if 
it is considerably smaller, Isc will be close to 
saturation current in the transistors. Under the 
assumption that the inverter has the same rise and 
fall times and that Isc is linear, the energy and 
power dissipated can be calculated according to 
these equations [5]: 

CL

A
Isc
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scpeakdd

circuitshort

tIV
E

⋅⋅
=−      Equation 12 

 

2
α⋅⋅⋅⋅

=−

ftIV
P scpeakdd

circuitshort     Equation 13 

 
Eshort-circuit and Pshort-circuit are the average energy and power dissipated respectively, Ipeak 
the peak Isc current, tsc the rise/fall time, f the frequency and α the switching probability 
of the node A.  
 

3.2.3. Leakage power 

Ideally, the static current through a CMOS circuit is zero, as the PMOS and NMOS 
devices are never on simultaneously in steady-state operation. Unfortunately, there is a 
leakage current flowing through the junctions of the transistor, caused by the diffusion of 
thermally generated carriers. This current is generally very small, but its value increases 
exponentially with the temperature of the chip. As an example, it is 60 times greater at 
85˚C than at room temperature.  

The drain-source current of an ideal transistor is zero when VGS < VT. In reality, the 
transistor will conduct even in the cut-off region. This subthreshold current will get 
larger as VGS gets closer to VT. Because of this, leakage power increases when the 
threshold voltage is lowered for submicron scaling. Thus, the choice of threshold voltage 
represents a trade-off between performance and static power consumption. The leakage 
power can be calculated as: 

 

leakleak IVddP ⋅=       Equation 14 

 

where Pleak is the total leakage power dissipated and Ileak the leakage current. 

 

3.3. Analytical results 

To get a fair comparison when analysing the proposed encoding, a few decisions were 
made. This section will present some of these choices and the reasoning behind them.  
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For a fair comparison, a switching activity of 30% was decided upon, but with a higher 
switching activity on the interconnect, even larger savings can be made (see figure 11). 
The analysis also showed that 4 reference wires converted into 1 PWM wire would be 
reasonable, if less than 4 wires would be converted the power savings will go down and 
if more is used, the number of stages needed to transmit, would be high, which in turn 
would lower the maximum speed of the transmission (see figure 12-13). Both the 
frequency and the length of the interconnect is proportional to the dissipated switching 
power (see chapter 3.2), and in turn larger power savings are achieved the faster and 
longer interconnect is. The maximum data switching activity on the interconnect will be 
limited by the accuracy of the encoding and decoding circuits. The length will be limited 
by the fact, that if this circuit only works for very long wires, its actual use would be very 
limited. Taking these factors into account, 100 Mhz and 10 mm wire was settled for. 
These parameters provide the best performance and power savings, while maintaining 
reasonable constraints on the system. Since very few interconnects are longer than 10 
mm, the length was restricted to this value. Furthermore, a higher frequency than 100 
MHz would be hard to implement given the chosen PWM resolution and CMOS process.  
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Figure 9 Effective capacitance in PWM model and reference model 
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  Figure 10 Effective capacitance savings 
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3.4. Proposed PWM wire and reference models 

In order to evaluate the PWM encoding, a reference bus was used. It consisted of 16 
parallel wires and a shielded clock wire. The PWM consisted of 4 data wires and 1 start 
wire, thereby 4 reference wires (parallel) were compressed to each PWM data wire. The 
input data was a pseudo-random generated data with 30% switching activity over a long 
time. The same data used in the reference model was converted into pulses sent by the 
PWM model. Four different combinations of spacing and width were used in the 
reference model, and the PWM geometries were chosen to have a matching metal 
footprint on the chip. 

3.5. Power analysis 

Simulations were performed in two different metal layers, metal layer 2 between 
grounded metal 1 and metal 3 layers (M1-M2-M3), and metal 6 above grounded metal 5 
layer (M5-M6). The simulations were done at 100 MHz in a CMOS 90nm low power 
process on wire lengths of 6mm and 10mm, with longer wires corresponding to the upper 
metal layer. Shorter wires were used in M1-M2-M3, because of the high resistance in the 
lower metal layers, therefore giving a matching delay in the two layers. Each wire 
segment was divided into 10 T-sections to simulate a distributed wire model. To make 
the simulations as correct as possible, the capacitances were extracted from a layout of a 
10 mm wire above a grounded metal plane. For repeater insertion, the methodology 
described in chapter 3.1.4 was used. 

The power dissipated and delay comparisons were made (in this section) without 
including the encoding and decoding circuits needed for the PWM. 
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3.5.1. Simulated results 

As expected, the simulated values match the analytical calculations well (within 12%). 
The variation in power dissipation for the different widths and spacings is significant in 
the reference model (see figure 14-15), but smaller in the PWM model; this is mainly due 
to the reduced impact of coupling capacitance. The choice of metal layer has a similar 
effect; as seen, the PWM model has rather constant values. So if the spacing between the 
wires of the reference bus would be even larger, the gain will be lower for PWM based 
bus. If metal area reduction is a design objective, as well as power savings, achieving this 
would be possible by actually reducing the spacing between the PWM wires. 

The reference model dissipates more power in metal layer 6 than in metal layer 2. Both 
the relative and absolute power savings are highest in the metal 6 with double width and 
minimum spacing case. However, this is also the case that dissipates the most power in 
both models, if only slightly more for the PWM. The values on which these figures are 
based on can be found in appendix D. 
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Figure 12: Simulated power dissipation in a 6mm metal 2 bus between grounded 
metal 1 and metal 3 layers at 100 MHz 
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Figure 13: Simulated power dissipation in a 10mm metal 6 bus above a 
grounded metal 5 layer at 100 MHz 
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3.6. Conclusion 

1. As shown in section 2.1, the major part of the on-chip power dissipation occurs 
while switching, so if less switching could be achieved, the power dissipation 
would decrease almost linearly. Therefore it makes sense to try to reduce the 
switching activity.  

2. To keep cross talk at a minimum, either a shielded wire should be inserted or the 
spacing between the wires should be large, otherwise adjacent wires would have a 
large impact on each other’s performance.  

3. The results of the simulations show that large power savings can be made if a 
PWM bus is used instead of sending the data in parallel. 

4. Top metal layer is more suitable for long interconnects, because of its low 
capacitance and resistance. 

5. In addition to using the PWM encoding to save power, it can also be used to 
reduce the interconnect metal area. 
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4. Specification 
The goal of this project is to design a low power on-chip bus system based on pulse 
width modulation (PWM). By using PWM coding, the switching factor on the wires will 
decrease and thereby also the effective capacitance (see section 3.1), which in turn will 
lower the power dissipated in the interconnect. Since variations on the chip might affect 
the operation of the circuits, a study was performed on these effects and the appropriate 
measures needed to keep them at a minimum. The study and conclusions are presented in 
this chapter. 

The circuit was designed in a Philips 90 nm low power process. The chosen process has a 
minimum gate length of 100 nm and a standard supply voltage of 1.2 V. 

4.1. Targeted performance 

The design of the circuits were set to try to have this performance and settings: 

Process: CMOS090 

Interconnect metal layer: M6 above grounded M5 

Interconnect length: 10mm 

Number of wire sections: 2 

Frequency: 100 MHz 

Switching activity: 30% 

Number of input data wires: 16 

Number of PWM data wires: 4 

Interconnect width: 0.42 µm 

Interconnect spacing: 2.24 µm (matched footprint) 

 

4.2. On-chip variations 

In order to design a robust high-performance system, some CMOS technology related 
issues have to be taken into consideration. This section will present what kind of 
variations there are on a chip and then suggest appropriate measures to compensate for 
them.  

On-chip variations are usually divided into two major classes; environmental and 
physical [12]. Since timing will be critical in the proposed encoding, proper measures 
have to be taken to limit the impact of these variations. 
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4.2.1. Environmental 

Supply voltage changes and temperature differences are examples of environmental 
variations. They can either be spatial or temporal, or both. For example, the supply 
voltage can suddenly drop for the entire chip (temporal) or there can be static voltage 
variations from one part of the chip to another (spatial). Temporal variations can be hard 
or impossible to remove with calibration, but spatial are usually more managable. 

4.2.2. Physical 

Physical variations are often also called process variations. They are a result of the 
manufacturing of the circuit, such as mask imperfections and other process differences. 
Transistor length, width and interconnect thickness are examples of these variations, 
where channel length variation of the transistor is the dominant source [12]. Physical 
variations are also divided into separate groups depending on the level of variations that 
occur. The four different groups are lot-to-lot (differences between batches of chips), 
wafer-to-wafer (differences from one wafer to another), within wafer (spatial differences 
on the wafer) and intradie (differences on one chip) [13]. Lot-to-lot and wafer-to-wafer 
variations are more random than within wafer and intradie, which have more spatial 
correlations. 

4.2.3. Calibration 

Since the chip is affected by these variations, it needs to function under different 
conditions. Thus, the chip will have to adapt to its current environment, usually by using 
a calibration circuit, and/or have large enough margins to cope with these variations.  

To see if calibration of the circuits was needed, and in that case how much the needed 
range was, a test design was made to see how large the on-chip variations were. The 
variations were divided into two parts. First, by statistically simulating, within chip, two 
delay lines with physical variations and then measuring the difference between them, a 
maximum variation of 7% delay over 400 simulations could be noted.  

The second part came from static on-chip voltage variations, which with the design flow 
used is less than 5% (60 mV for 1.2V supply voltage). These voltage variations 
corresponds to an 8% delay difference in the delay lines. Adding these two parts gave a 
range of 15%, which has to be adjusted with the calibration. Since 15% of a 10 ns period 
corresponds to a 1.5 ns difference, and a 16-element delay line would in the worst case 
have 250 ps (fast corner) delay between the elements, it was apparent that calibration has 
to be done and the precision would have to be within tens of picoseconds. 
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4.3. Conclusions 

1. The top metal layer has a lower resistance than the lower metal layers, which 
makes the signals propagate faster. It has a larger spacing, which lowers the 
coupling capacitance, and it does not have a top capacitance. Taking these points 
into consideration a decision was made to use this layer for implementation of the 
interconnects. 

2. To get a fair comparison, the smallest wire geometries were chosen. Any wire 
geometry would be applicable, but this one has a high potential for power 
savings, and still is a reasonable geometry for a parallel bus. 

3. The interconnect spacing was set to match the metal footprint (total width on the 
chip) of the reference bus. 

4. To make the circuits scalable, they should as far as possible be implemented with 
standard cells, and analogue components should be avoided. 

5. The calibration requires a range of at least 15% delay compensation for process 
and on-chip voltage variations. 
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5. Design and simulation 
This chapter will explain the circuits that were implemented and the results from them. 
First there will be an explanation of how the transmitter is operating, followed by 
descriptions of interconnect, receiver and calibrator design. At the end, results from the 
simulations are presented. 

An implementation of the proposed encoding needs a transmitter and a receiver, as 
shown in figure (16). The suggested transmitter consists of one start signal generator and 
several data signal generators. The number of data signal generators is dependent on how 
many bits will be encoded into a single wire and how many bits in total needs to be 
transferred. In this case 16 bits are being encoded, so 4 data signal generators are needed. 
The number of data wires on the bus and registers in the receiver also matches the 
number of data signal generators. The start signal generator inverts the outgoing signal at 
every clock cycle, so the receiver will be able to recognize a different data batch being 
sent.  Both the transmitter and the receiver are modular and easy to expand. The 
schematics of the circuits are attached in appendix B. 

 

Transmitter Interconnect Receiver
Start Signal
Generator

Data Signal
Generator 1
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Generator 2

Data Signal
Generator 2

Data Wire
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Register
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Figure 14: Proposed PWM system 
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5.1. Transmitter 

While the main objective of the transmitter is to encode and send data to the interconnect, 
it also has to check the input data to see if the same data is sent twice in a row. If so, no 
transition will be sent on the interconnect. The transmitter mainly consists of three parts:  

• Start signal generator 

• Delay line  

• Data signal generators 

The designs of these parts will be described in following sub-sections. Figure 17 gives an 
example of what the transmitter signals might look like. For simplicity, only one set of 
input data converted into one data wire is shown. 

1010 0001 0001 1111 1110 0000
In0

In1

In2

In3

Start

Data 0

Figure 15 Input and output of transmitter 
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5.1.1. Start signal generator 

The task for the start signal generator is to create a transition on both the start wire sent to 
receiver and also to the input on the delay line. This will ensure that the same type of 
transition (rising or falling) will propagate through the transmitter and receiver delay 
lines. This will make the system more robust and tolerant to process variations. The delay 
element will delay the transition by the fixed delay τ in the data signal generators (see 
section 5.1.3), and thereby establish the same delay difference between the start and data 
wire transitions as the difference between the delay elements in the delay line (see 
section 5.1.2). 

System 
Clock

To Start Wire
T-Flip Flop Delay

To Delay Line

τ

 

Figure 16: Start signal generator 
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5.1.2. Delay line 

The start signal generator will supply the delay line with a transition, which propagates 
through the delay line. The delay line consists of a number of delay elements, in this case 
sixteen. To achieve an exact and robust element, two DCVSL (Differential Cascode 
Voltage Switch Logic) gates (see figure 20) in series are used to form a delay element. In 
the DCVSL, the falling edge is faster than rising, so to average out this gap, two cells 
were used instead of one. This way, any pulse coming into the delay element will result 
in both a low-to-high and a high-to-low transition. The output from the delay line could 
either be read from the out or outbar signals, but since it is crucial to have the same delay 
on both of them, each wire has an inverter as load, thereby ensuring that the load 
capacitance will be symmetrical in both chains (see figure 19). The 50% propagation 
delay, ∆t, is 570 ps in the slow process corner and 250 ps in the fast corner, which makes 
a total of (16*570ps) 9.1 ns and 4 ns respective in a 16-element delay line. 

Delay 
ElementIn

Out0 Out1

∆t

Delay 
Element

Delay 
Element

Figure 17 Delay line 
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The delay line is the most important part of both the transmitter and receiver (see section 
5.3). Thus different structures for the delay elements were tried out. Compared to a 
regular inverter chain, the chosen solution will consume about 50% more power (45 µW 
compared to 30 µW), but regular inverter chains fluctuate more when compared under 
similar conditions (110 ps difference instead of 100 ps in the DCVS). The inverter chain 
would also require more transistors (256 compared to 162). Taking these facts into 
account, the decision to use DSVSL instead of regular inverters was made. 

in inbar

outbar out

Figure 18: DCVS Logic in delay cell 

In many digital PWM systems a counter is implemented instead of a delay line to 
generate the modulated pulse, but a counter would need a high-speed clock [15]. This 
clock has to either be generated on-chip or supplied from an off-chip source, which both 
could be major problems. Furthermore, a high-speed clock consumes a significant 
amount of power, because of the high switching factor (see section 2.1). Considering 
these issues, a decision was made not to use an approach that included counters to 
generate the pulse, but instead use a delay line. However, counters are more stable as far 
as variations are concerned. 
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5.1.3. Data signal generator 

The data signal generator receives the delayed signals from the delay line and will send 
the correct signal onto the data wire, depending on the input data. This block also handles 
the comparison between current and previous input data to determine if a transition 
should be sent on the data wire or not. 

The data signal generators consist of a comparator block, a multiplexer and a bypass 
logic block. When new data arrives, the comparator, which includes a register holding 
previous sent data, compares the new and the old data, if they match a signal is sent to 
the bypass logic block, halting the transmission. The multiplexer, which also is 
controlled by the data bits that are to be sent, determines how far the transition will 
propagate through the delay line before reaching the interconnect. Therefore, the time 

from the start to the data transition depends on the number of delay line stages the signal 
has to pass through. To expand the PWM for additional transmitted signals, another data 
signal generator has to be added to the transmitter. As seen in figure (16), there is a 
difference between the data signal generator blocks. The block called Data signal 
generator 1 has an added cell (input logic block, see figure (21)), which controls the input 
to the multiplexer. The input logic block is in turn controlled by the calibration signal. 
The receiver (see section 5.2) will only calibrate on one of the data wires, which should 
be sending 1110 in calibration mode. The input logic block makes sure this data is sent. 

Comparator

Multiplexer

To Data Wire

Data
Bits

Data from Delay Line

Bypass Logic

τ

Calibration

Input 
Logic

Figure 19: Data signal generator 
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5.2. Interconnect 

Wire 
DelayStart Drivers Interconnect
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Start
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InterconnectDrivers

Drivers Interconnect InterconnectDrivers Wire 
Delay

Wire 
Delay Drivers Interconnect InterconnectDrivers

Drivers Interconnect InterconnectDrivers Wire 
Delay

Wire 
Delay Drivers Interconnect InterconnectDrivers

Figure 20 Interconnect 

When the signals that are sent from the transmitter reach the interconnect, the signal 
strength of the signals will be increased using cascaded inverters, in order to drive the 
large interconnect drivers.  

The interconnect consists of wire delays and cascaded inverters in addition to wires and 
drivers. A wire delay cell was added so that two adjacent wires would not switch at the 
same time, and thereby reduce the impact of cross talk and also lower the effective 
coupling capacitance. To achieve the same time difference between the start wire and the 
data wires, the same wire delay was added on the receiver side on those wires without a 
delay cell on the transmitter side. Since there is an even number of wire sections, the 
rising and falling edge will propagate at the same speed, ensuring the same delay 
between start and a data wire on the transmitter side and on those signals on the receiver 
side. 
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5.3. Receiver 

At the receiver the signals that have propagated through the interconnect will be decoded 
back into the original input data. First a transition on the start wire will arrive, which will 
start propagating through a delay line matched with the transmitter delay line. The delay 
line outputs sixteen signals that are decoded into four bit data, and when the transition on 
a data wire arrives a register will be clocked with current decoded data to produce 
original data. The receiver consists mainly of following blocks: 

• Delay line 

• Data signal decoder 

• Registers 

5.3.1. Delay line 

The receiver delay line is similar to the one in the transmitter, but has some additional 
features. Since the receiver and transmitter delay lines have to be calibrated to match 
each other (see section 4.1), a number of transistors have been introduced in order to vary 
the delay by adding capacitance (see next section). Each delay cell has ten capacitance 
transistors (shunt capacitors) of different widths, controlled by five control signals from 
the calibration block, for a total of thirty-two different settings. The reason five control 

signals were chosen is to get both the required range and precision. To recall, that value 
was 15% (see section 4.1.3).  

In Inbar
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Figure 21: Delay cell inverter with calibration 
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5.3.1.1.    Transistor capacitance 
To be able to control the delay in the delay elements, NMOS transistors were used to 
change the output capacitance of the delay element. The theory on why this is feasible 
will be presented and discussed in this section. 

CGSO CGDO

DrainSource

Gate

Bulk

Channel

CGC

CSB CDB

CCB

Figure 22 Drain-source path capacitance 

The total drain-source capacitance is dependent on the operation mode of the transistor. 
For simplicity, the reasoning in this section will only be presented for an NMOS 
transistor.  

When the transistor is operating in the cut-off region, the capacitances CGC and CCB (see 
figure 24) will not be present, and the only capacitances are the overlap capacitances 
from drain and source to gate (CGDO and CGSO respectively) and the bulk capacitances 
(CSB and CDB). If the transistor operates in resistive or saturation mode, however, the 
capacitances between the channel and gate (CGC) and the channel and bulk (CCB) appear 
[5].   

 

DBSBGDOGSOoffCut CCCCC +++=−   Total cut-off capacitance 

)( CBGCDBSBGDOGSOLinear CCCCCCC +++++=   Total linear capacitance 

)(3/2 CBGCDBSBGDOGSOSaturation CCCCCCC +++++=   Total saturation capacitance 
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A B

C0

Figure 23 Shunt capacitor 

 

If both drain and source are connected to the same net (see figures 25 and 26), controlling 
which region the transistor operates in can be used to vary the capacitance and thereby 
also the delay of that net. Since VDS = 0, this can be done by simply changing the gate 

A

B, C0 = 0V B, C0 = 1.2V

B, C0 = 0V

B, C0 = 1.2V

Figure 24: Shunt capacitor used to control delay. The delay is very much 
dependent on the sizing of the transistors. A large transistor has more 
capacitance and therefore more delay is added when it is turned on. In this case 
quite large transistors have been used to be able to see the difference in delay. 
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potential. When a high (1.2V) voltage is applied on the gate, the capacitance increases, 
and when a low voltage (0V) is applied, the capacitance decreases. This is an easy way to 
fine-tune the delay in a circuit. Since source and drain are connected, the transistor will 
always be in either the cut-off or linear region. 

5.3.1.2.    Other ways to control the delay  
Since there are many ways of controlling the delay in a delay line, other methods than the 
method used, and why they were not used, will be discussed here. 

Instead of a design with controlled NMOS transistors, several other methods were 
considered. First of all, a design implementing NMOS and/or 
PMOS transistors was tested. The purpose of these transistors 
were to lower the supply and raise the ground voltage by 
controlling the voltage on the gates, and thereby be able to control 
the delay through the delay line. This method would consume less 
power than the method used, but the problem would be to create 
the desired voltage on the PMOS/NMOS respectively. This 
control voltage has to be set within tens of millivolts to get the 
desired accuracy. Some test designs were made to see if this was 
feasible, but the conclusion was that such a design would be too 
noise-dependent and hard to design.  

Another design considered was similar to the one used, but 

instead, the number of capacitance (transistors) could be selected 
to vary the delay, and each capacitance could be switched on and 

off with a corresponding transistor, 
used as a switch. The problem with 
this design is that the capacitances, 
usually in form of NMOS transistors, will 
power and require more area than the chosen
is because more transistors are needed, wh
larger area and more power consumed.  
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© Koninklijke Philips Electronics N.V. 2005  
Figure 26: 
Voltage 
controlled delay 
dissipate more 
 solution. This 
ich leads to a 
Figure 25: NMOS 
controlled 
capacitors 
37 



 

 

5.3.2. Data signal decoder 

The purpose of the data signal decoder is to decode the data (16 bits) from the delay line, 
so that the sixteen bits are translated into four output data bits. 

The data signal decoder includes an edge detecting block, a register and a decoder. 
Incoming transitions on the start wire propagate through the delay line. Whenever a data 
wire switches, the register samples the delay line. The edge detector sends a short pulse 
when there is a transition on one of the data wires, thereby allowing the use of standard 
rising-edge-triggered flip-flops in the register. The decoder then recovers the original 
data from the pulse width modulated streams.  

Register

Decoder

Edge
Detector

From Data Wire

Data from Delay Line

To
Registers

Figure 27: Data signal decoder 

 

5.3.3. Register 

In the registers the output data will be sampled when the corresponding data wire 
switches, it will also store this value to make the data available for the receiving system. 
The number of registers after the data signal decoder is equal to the number of data wires. 
If more data signal generators would be added in the transmitter, the same number of 
registers must be added. The registers consist of four latches (based on how many bits are 
encoded into a single data wire). 
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5.4. Calibration  

To generate the C0-C4 signals, which are sent to each delay element in the receiver delay 
line, controlling the delay of the delay line, a calibration circuit is needed. This circuit 
will try to find the best setting for these signals in any given environment. While running 
the calibration the calibration circuit will try every possible setting for the C0-C4 signals 
(32 combinations in total) and choose the mean value of the settings where the 
calibration is valid. For a setting to be considered valid, both the rising and falling 
transition propagating through the delay line must output the decimal value 14. This is 
because when in calibration mode, the transmitter will send the value 14 over and over. 
Once the calibration block has determined the interval for which the receiver functions 
correctly, the middle setting of the interval is selected. 

The calibration block consists of:  

• Counter 

• Control block 

• Registers  

• Mean value block  

• Multiplexer  

 

Multi-
plexer

Counter

Register 1 Register 2

(R1+R2)/2

Control 
Block

Bit 14 from 
Delay Line

Calibration 
Signal

Control 
Signals

To Delay 
Line5

5

5

5

Calibration

Start 
Wire

Data 
Wire

Reset

5 5

  

Figure 28: Calibration block 
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The operation of the calibration block will be explained in more detail below. 

The counter will step through all possible control signal settings to vary the delay in the 
receiver. The control block will then check the output from the delay line. The first time 
the receiver interprets the pulse as 1110 (14 decimal), register 1 will sample the counter 
values. Register 2 samples the counter every time the delay line output is 1110, until 
finally it will hold the last setting for which the pulse was interpreted as 1110. The two 
registers now contain the first and the last valid setting and the mean of these two values 
is calculated by a (R1+R2)/2 operation. When the calibration is finished, the multiplexer 
will output the calibration signals to the receiver delay line. 

To calibrate the circuit, the calibration signal has to be set for at least 670 ns, to ensure a 
correct calibration sequence. There is no maximum time the calibration signal is allowed 
to be set, after 670 ns the calibration circuit will output the calibration results and wait for 
the calibration signal to end. 

Another way to implement a calibration circuit is to use a comparator, but since the 
chosen design has superior scalability, as it contains only standard gates, flip-flops and 
multiplexers, the idea was discarded. 
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5.5. Simulation results 

When the circuits had been designed, a number of simulations were made to ensure the 
correct operation. 

5.5.1. Calibration 

To be able to see if the calibration circuits function correctly, simulations were run in all 
process corners. The calibrator chose an acceptable calibration setting in all corners. To 
show the operation of the calibration block a simulation in the typical process corner is 
shown. 

The signal dlout14 in figure (31) is set when the delay line holds the decimal value 14. In 
the valid calibration range, the output is correct for both rising and falling transitions, 
compared to just outside the range, where only one of the two edges produces a correct 
output. After the calibration is finished the chosen value is sent to the delay line. 

C0

C1

C2

C3

C4

dlout14

Calibration 
finished

Valid 
calibration 

range

Figure 29 Calibration 
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typical snsp snfp fnsp fnfp
C0 1 1 0 0 0
C1 0 0 1 1 1
C2 0 1 1 1 1
C3 0 0 1 1 0
C4 0 1 1 0 1

Decimal 16 21 15 14 13

The circuits are calibrated to choose the decimal value 16 in the typical case. The 
transmitter delay line and receiver delay line are implemented differently, which in turn 
affects the operation in other corners than typical, therefore a value different from 16 is 
chosen in those corners. 

Figure 30 Chosen calibration settings in different corners 

5.5.2. Data transmission 

The transmission of data was also tested in all process corners to ensure operability of the 
system. The conclusion was that the data transmission works satisfactory in all corners. 
To test the most critical paths, the test data sent through the circuit was; 1010, 0001, 

1010 0001 0001 1111 1110 0000

1010 0001 1111 1110 0000

IN0

IN1

IN2

IN3

START

D0

OUT0

OUT1

OUT2

OUT3
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1111, 1110, 0000, (every other combination was also tested but the results are not shown 
here). As seen in figure (33), the arrival time of the data depends on the transmitted data, 
but there is at least a 1.5 ns window at the end of the transmission, where the data is 
certain to have arrived and the data can be clocked out at the receiving system. For other 
corners, see appendix E.  

5.5.3. Power consumption 
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Figure 34 Power consumption, typical case 
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Since lowering power dissipation was our main goal in this project, several simulations 
were run to see what parts of the system dissipates the most power and also to see if there 
were any variations in power consumption in different process corners. 

The power consumption depends on what mode the circuit is in, calibration or 
operational. Furthermore, the switching factor of the input data has a large impact on 
power, especially at the receiver (the interconnect power is of course even more 
dependent on the switching factor), which will consume much more power when every 
wire is switching than if none is. The power in the transmitter is more constant, since the 
largest consumer is the delay line, which always switches, independent of operation 
mode. The calibration circuits are turned off when the calibration is not running, so the 
power consumed is marginal except in calibration mode, but even then it is a minor part 
of the total power.  

The total power consumption in the circuits is higher in the fast corner, this is mainly due 
to the higher voltage used. In the slow corner the supply voltage is lower, which in turn 
lowers the total power consumption in the circuits.  

For numerical values and specific parts of the circuits, see appendix C. 

If the values of the reference bus (see section 3.5.1) are compared to the ones with PWM, 
40% power saving is achieved with the PWM (812 µW compared with 1389µW). Since 
power is proportional to the length of the wire, a break-even point is found at 6 mm. A 
wire shorter than that would consume more power if it was to use the proposed encoding. 
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5.5.4. Robustness 

As mentioned in chapter 4.1, process variations can have an impact of the operation of 
the circuits. Therefore statistics simulations (the process variables are given random 
values depending on how they statistically change in real designs) were carried out to 
show that the circuits work, even when random process variables are used. Due to lack of 
time, only a few statistical simulations were made, but the results were all conclusive. 
The circuits were also tested with random input data, to see if cross talk between the 
PWM wires would affect signal integrity. The results show, since the spacing between 
the wires is so large and since there is an added delay between any two adjacent data 
wires, the signals do not have a crucial effect on neighboring wires, even in the worst-
case scenarios (see section 3.2.1). To test the margins of the receiver, to see how large 
error on the PWM signals the receiver can handle,  an artificial input signal was sent to it. 
Varying the width of the pulse and checking the output from the receiver to see when it 
went from correct to incorrect data confirmed these margins: 
Corner Pulse width margin

fnfp 230ps
snsp 500ps
fnsp 240ps
snfp 260ps

typical 310ps

Figure 33 Receiver margins 

As seen, the margins are much higher in snsp than in fnfp, since the time period where 
the data is sent is much longer in snsp. The calibration tries to set the optimal value in the 
middle of the window, although the calibration might be slightly off since the settings are 
discrete. If this happens the margin in one direction will be less than half of the valid 
window, so to be sure, the margin of the circuit is set to a maximum of 100 ps variation 
in each direction.  
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6. Conclusions and future work 
In this report a new on-chip encoding based on PWM has been proposed. A schematic 
level circuit implementation of a transmitter and receiver with calibration has been 
designed and verified.  

6.1. Conclusions  

1. The proposed encoding does not have the disadvantages that regular PWM has, 
but makes use of the advantages (see sections 2.7-2.8). 

2. A differential delay line is appropriate for good precision and robustness. 

3. A shunt capacitor design is convenient to control delay with low power 
consumption. 

6.1.1. Main advantages 

1. Power savings can be up to 40% and above depending on the interconnect 
structure. 

2. The transmitter and receiver circuits can easily be expanded to include more data 
wires. 

3. No analogue components have been implemented, which make the circuits easy 
to scale, although resizing of components might be necessary.  

4. Mostly standard cells, which further improves scalability. 

5. The circuit can run at any frequency up to 100 MHz (only 100 MHz tested). 

6. Further improvement in power dissipation with for example voltage scaling on 
the design is possible. 

6.1.2. Main disadvantages 

1. The circuits consume a lot of chip area compared to sending the data in parallel. 

2. The circuits can only send a multiple of four wires converted into a single PWM 
wire, otherwise the delay lines have to be resized. 

3. The interconnect has to be quite long to make any power savings, on the chosen 
structure a 6 mm wire is needed to break even. 
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6.1.3. Important remarks 

1. The robustness of the design has not entirely been tested, although it is working 
in all process corners. To verify the robustness, simulations with simultaneous 
crosstalk from external sources and supply voltage variations should be run. 

2. The circuit was designed for the specific interconnect geometry. To function for a 
different interconnect structure with other properties (for example a smaller wire 
spacing, which would increase the magnitude of the crosstalk), the circuit might 
need to be modified. 

3. Robustness will not improve if the clock frequency is lowered from 100 MHz, 
since the circuits will run at the same speed, then wait for the clock period to end 
when finished. 

6.1.4. Specification 

Operating frequency:  0 - 100 MHz 

Operating voltage range 1.08 - 1.32 V 

Operating temperature range 0 – 110 °C  

Transmitter & Receiver power (interconnect not included) 343 µW at 100 MHz 

Total power (10 mm interconnect) 813 µW at 100 MHz 

Maximum allowed static on-chip voltage variation ±60 mV 

Maximum allowed pulse width variation ±100 ps 

6.2. Future work 

Instead of controlling the delay line using shunt capacitors, a design with voltage starved 
inverters could be tried out. The main objective of this approach is to find a way to safely 
control the voltages, while keeping the circuit crosstalk and noise insensitive. 

To save additional power, low voltage swing transmission could be used on the 
interconnect. The drawback of this would be that, lowering the supply voltage would 
make the interconnect more sensitive to crosstalk and noise, and add more variations to 
the delays on the interconnect. 

No layout was made for the circuit. Layout implementation and fabrication could be done 
to further verify the functionality of the PWM. 

To reduce the number of wires, the start wire and one data wire could be merged into one 
wire. The current implementation however, has not been designed to handle this. 
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A Schematics overview 
The schematics attached in appendix B have this structure: 

Transmitter 
 Start Signal Generator 
  T FlipFlop 
  Rise/Fall Inverter 
 Tx Delay Line 
  Delay Element 
  Delay Line Inverter 
 Data Signal Generator 1 
  Multiplexer 
  T FlipFlop 
  Input Logic 
  Edge Converter 
  Tx Register 
  Comparator 
 Data Signal Generator 2 

Multiplexer 
T FlipFlop 

  Edge Converter 
  Tx Register 
  Comparator 

Interconnect With Cascaded Drivers 
 Wire Delay 
 Interconnect 
  Five Drivers 
   Driver 
  Five Wire Segment 

Receiver 
 Rx Delay Line Block 
  Start Buffer 
  Edge Converter 
  Rx Delay Line 
   Cap Delay Cell 
   Delay Line Out Load 
 Data Signal Decoder 
  Edge Converter 
  Sample Delay Cell 
  Rx Delay Line Sampler 
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  Decoder 
 Register 
  Latch Delay Cell 

Calibration block 
 Control Block 
  Cal Edge Register 
  Cal Control Block 
  Data Clk Mux 
 C Register 
 Adder/Divider 
  Adder Cell 
 Calibration Mux 
 Counter 
  Counter Register 
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B Schematics 

B.1 Overview 
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B.2 Transmitter 



 

© Koninklijke Philips Electronics N.V. 2005  55 

Start signal generator 
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T-flip flop 
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Rise fall buffer 
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Delay line part 1 
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Delay line part 2 
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Delay element 
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Delay line inverter 
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Data signal generator 1 
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Multiplexer 
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Input logic 
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Edge converter 
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Transmitter Register 
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Comparator 
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Data signal generator 2 
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B.3 Receiver 
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Rx Delay Line Block 

© 
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Start Buffer 
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Rx Delay Line Part 1 
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Rx Delay Line Part 2 
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Cap Delay Cell 
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Delay Line Out Load 
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Data Signal Decoder 
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Sample Delay Cell 
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Rx Delay Line Sampler
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Decoder  
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Register  
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Latch Delay Cell  
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B.4 Calibration Block 
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Control Block 
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Cal Edge Register 
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Cal Control Block 



 

86  © Koninklijke Philips Electronics N.V. 2005 

Data Clk Mux 
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C Register 
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Adder/Divider 
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Adder Cell 
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Calibration Mux 
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Counter 
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Counter Register 
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B.5 Interconnect 

Overview 
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Wire delay 
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Interconnect 
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Five drivers 
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Driver 
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C Circuits power consumption 
Full switching, typical corner  30% Switching, fast corner 
Circuit Mean power [uW]  Circuit Mean power [uW] 
Start Signal Generator 3.8 Start Signal Generator 4.5
Data1 Signal Generator 21.9 Data1 Signal Generator 26.4
Data2 Signal Generator x3 60.2 Data2 Signal Generator x3 58.9
Data Signal Receiver x4 58.8 Data Signal Receiver x4 49.8
Tx Delay Line 53.0 Tx Delayline 57.4
Rx Delay Line 70.6 Rx Delayline 67.6
Calibration block 1.1 Calibration block 0.8
Interconnect 515.6 Interconnect 467.2
Drivers 54.6 Drivers 47.7
Output registers x4 15.0 Output registers x4 12.2
Data Signal Decoder 113.1 Data Signal Decoder 94.6
Total 967.7 Total 887.1
     
Transmitter 138.9 Transmitter 147.3
Receiver 257.6 Receiver 224.2
IC+drivers 570.2 IC+drivers 514.9
Calibration block 1.1 Calibration block 0.8
     
     
No switching, typical corner  30% Switching, slow corner 
Circuit Mean power [uW]  Circuit Mean power [uW] 
Start Signal Generator 3.8 Start Signal Generator 3.5
Data1 Signal Generator 8.3 Data1 Signal Generator 21.7
Data2 Signal Generator x3 24.9 Data2 Signal Generator x3 47.2
Data Signal Receiver x4 0.0 Data Signal Receiver x4 40.2
Tx Delayline 52.4 Tx Delayline 49.4
Rx Delayline 70.3 Rx Delayline 66.4
Calibration block 0.0 Calibration block 0.9
Interconnect 93.2 Interconnect 378.4
Drivers 11.6 Drivers 40.1
Output registers x4 0.0 Output registers x4 10.2
Data Signal Decoder 0.0 Data Signal Decoder 82.5
Total 264.5 Total 740.3
     
Transmitter 89.3 Transmitter 121.7
Receiver 70.4 Receiver 199.2
IC+drivers 104.7 IC+drivers 418.5
Calibration block 0.0 Calibration block 0.9
     
     
Calibration, typical corner  30% Switching, typical corner 
Circuit Mean power [uW]  Circuit Mean power [uW] 
Start Signal Generator 4.2 Start Signal Generator 3.8
Data1 Signal Generator 13.7 Data1 Signal Generator 21.8
Data2 Signal Generator x3 28.0 Data2 Signal Generator x3 49.0
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Data Signal Receiver x4 16.2 Data Signal Receiver x4 43.9
Tx Delayline 55.8 Tx Delayline 53.1
Rx Delayline 76.2 Rx Delayline 70.4
Calibration block 19.3 Calibration block 0.7
Interconnect 221.8 Interconnect 424.9
Drivers 27.3 Drivers 44.1
Output registers x4 2.8 Output registers x4 11.4
Data Signal Decoder 46.3 Data Signal Decoder 89.8
Total 511.6 Total 812.9
     
Transmitter 101.7 Transmitter 127.8
Receiver 141.5 Receiver 215.5
Interconnect+drivers 249.1 IC+drivers 469.0
Calibration block 19.3 Calibration block 0.7
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D Interconnect power consumption 
Metal 2 between grounded metal 1 and 3 
 Interconnect width Interconnect spacing Number of wire sectionsDriver width Wire length Calculated power Simulated power 
Reference bus 0.14 µm 0.14 µm 2 2.84µm 6mm 653µW 647µW 
Reference bus 0.14 µm 0.28 µm 2 2.6µm 6mm 453µW 451µW 
Reference bus 0.28 µm 0.19 µm 1 6µm 6mm 633µW 644µW 
Reference bus
 

0.28 µm 0.28 µm 1 2.85µm 6mm 
 

527µW 517µW 
      

PWM bus 0.14 µm 0.75 µm 7 8.73µm 6mm 335µW 319µW 
PWM bus 0.14 µm 1.19 µm 7 8.73µm 6mm 334µW 317µW 
PWM bus 0.28 µm 1.2 µm 3 7.67µm 6mm 308µW 295µW 
PWM bus 0.28 µm 1.49 µm 3 7.66µm 6mm 

 
307µW 

 
295µW 

      
     Metal 6 above grounded metal 5 

 Interconnect width Interconnect spacing Number of wire sections Driver width Wire length Calculated power Simulated power
Reference bus 0.42 µm 0.42 µm 1 9µm 10mm 1420µW 1389µW 
Reference bus 0.42 µm 0.84 µm 1 8.14µm 10mm 978µW 960µW 
Reference bus 0.84 µm 0.42 µm 1 15.5µm 10mm 1640µW 1608µW 
Reference bus
 

0.84 µm 0.84 µm 1 15.2µm 10mm 
 

1180µW 
 

1157µW 
     

PWM bus 0.42 µm 2.24 µm 2 15µm 10mm 492µW 479µW 
PWM bus 0.84 µm 3.57 µm 2 15µm 10mm 479µW 464µW 
PWM bus 0.42 µm 3.15 µm 1 15.5µm 10mm 540µW 528µW 
PWM bus 0.84 µm 4.48 µm 1 15.4µm 10mm 532µW 520µW 

 



 

E Data transmission 
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SNSP 
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F Terminology 
FNFP Fast NMOS and fast PMOS transistors. 

SNSP Slow NMOS and slow PMOS transistors. 

Fast corner Fnfp, 1.32 V and 0 degree Celsius used in the simulation. 

Slow corner Snsp, 1.08 V and 110 degree Celsius used in the simulation. 

Rx Receiver 

Tx Transmitter 

Cross talk When signals on one wire affects the signals on other wires. 

ITRS roadmap International Technology Roadmap for Semiconductors. (http://public.itrs.net/) 

CMOS Complementary Metal Oxide Semiconductor 



   

På svenska 
 
Detta dokument hålls tillgängligt på Internet – eller dess framtida ersättare – 
under en längre tid från publiceringsdatum under förutsättning att inga extra-
ordinära omständigheter uppstår. 

Tillgång till dokumentet innebär tillstånd för var och en att läsa, ladda ner, 
skriva ut enstaka kopior för enskilt bruk och att använda det oförändrat för 
ickekommersiell forskning och för undervisning. Överföring av upphovsrätten 
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