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Optimization of flight deck crew assignments on Scandinavian Airlines' intercontinental flights

Staffan Holmgren

Creating efficient schedules for airline crew is a very complex combinatorial task and the process is
heavily dependent on optimization. A large set of constraints comprised of union- and governmental
rules as well as company policies and quality factors must be taken into consideration when the
schedules are created.

This master thesis examines how the distribution of rank in the SAS international pilot corps affects the
total cost associated with flight deck crew. The focal point is the development and evaluation of a
simulation environment developed in order to create and analyze fictitious crew populations with
different distributions of rank. Furthermore the solution methods to the scheduling problem
implemented at SAS and the optimization theory associated with them are discussed.

The project has resulted in an evaluation of the developed simulation environment and a discussion
about the difficulties of analyzing crew populations with the systems currently in use at SAS.

Optimering Simulering Rostering Besättningsplanering SAS
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Abstract 
 
The harsh competition in the airline industry continuously forces airline carriers to 
streamline their production and cut back on costs. Manpower constitutes the largest 
expense in Scandinavian Airline System, closely followed by fuel costs. Thus 
effective crew planning is vital to face the competition from international actors and 
low cost carriers. 
 
Creating efficient schedules for airline crew is a very complex combinatorial task and 
the process is heavily dependent on optimization. A large set of constraints comprised 
of union- and governmental rules as well as company policies and quality factors must 
be taken into consideration when the schedules are created. 
 
This master thesis examines how the distribution of rank in the SAS international pilot 
corps affects the total cost associated with flight deck crew. 
 
Long haul flights at SAS intercontinental are manned with a captain, a first officer and 
a relief pilot. Pilots may man lower ranking positions on any given flight in order to 
make efficient use of the pilot corps and to minimize the need of full time equivalents. 
 
This work discusses the development and evaluation of a simulation environment 
developed in order to create and analyze fictitious crew populations with different 
distributions of rank. Furthermore the solution methods to the scheduling problem 
implemented at SAS and the optimization theory associated with them are discussed. 
 
The project has resulted in an evaluation of the developed simulation environment and 
a discussion about the difficulties of analyzing crew populations with the systems 
currently in use at SAS. 



Sammanfattning 
 
Den hårt konkurrensutsatta flygindustrin tvingar flygbolagen att kontinuerligt skära 
ned sina kostnader och strömlinjeforma sin verksamhet. Näst efter bränslekostnaderna 
utgör besättningen den största enskilda kostnaden hos Scandinavian Airlines System. 
Effektiv besättningsplanering är därför vital för att möta konkurrensen från 
internationella aktörer och lågprisbolag. 
 
Att skapa effektiva scheman för flygplansbesättningar är ett mycket stort 
kombinatoriskt problem och processen är i hög grad beroende av avancerade 
optimeringsmetoder. En mängd bivillkor som utgörs av myndighetsregler, fackliga 
avtal, företagspolicy och kvalitetsaspekter måste beaktas då ett schema skapas. 
 
Långdistansflygningar på SAS interkontinental bemannas med en kapten, en styrman 
och en avbytespilot. Genom att låta piloter flyga under sin ursprungliga rank kan 
pilotkåren utnyttjas optimalt och antalet heltidstjänster minimeras. 
 
Föreliggande examensarbete undersöker hur den totala kostnaden associerad med 
piloter i SAS interkontinentala pilotkår påverkas av distributionen av rank i 
densamma. 
 
Problemet adresseras genom utveckling och evaluering av en simuleringsmiljö vars 
syfte är att skapa fiktiva populationer där olika fördelningar av rank kan analyseras. 
Vidare diskuteras den lösningsmetodik för besättningsplaneringsproblemet som 
implementerats på SAS samt optimeringsteorin associerad med denna. 
 
Examensarbetet har resulterat i en evaluering av den utvecklade simuleringsmiljön 
samt en diskussion angående svårigheterna med att analysera olika 
besättningspopulationer med den programvara som idag används på SAS. 
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1 Introduction 

1.1 Short description of SAS 
Scandinavian Airlines Systems, henceforth SAS, is the 4th largest airline company in 
Europe and flies approximately 1445 flights to 146 destinations every day. SAS is 
actually comprised of four different companies, gathered under the SAS group.  
 
The four companies are SAS Sweden, SAS Denmark, SAS Braathens and SAS 
Intercontinental. Each company employs its own crew and has its own management. 
SAS Braathens are based in Norway, and the name originates from the merge between 
SAS Norway and the domestic flight corporation Braathens. 
 
This thesis has been performed at the department of crew planning at SAS 
Intercontinental during the winter of 2005/2006. The department has 5 employees 
situated at the SAS main office in Frösundavik and works in close collaboration with 
planners from SAS Sweden. 
 
As the name implies, the department plans and schedules aircraft crew on SAS 
intercontinental flights. A significant part of the scheduling is bought as a service 
from SAS Sweden and is performed by planners at Arlanda Airport, while all 
development, analysis and administrative tasks are performed at Frösundavik. 

1.2 Background 
Closely followed by fuel, crew constitutes the largest expense at Scandinavian Airline 
Systems. According to the closure of 2005, the annual cost of flight deck crew at SAS 
Intercontinental amounts to 636 million SEK each year counting salary and 
employment tax. Cost effective crew planning is important to maximize profits, and 
cost reductions of a few percent have major impact on the annual closure. Due to this, 
and to the limited possibility to cut back on fuel costs, airline companies put major 
focus on planning and scheduling of its crew and aircraft. 
  
The enormous set of data and parameters in airline planning, including for instance 
government and union rules, crew preferences, home base, qualification and aircraft 
range, makes the process very complex and time consuming. Crew planning is 
divided in to pairing and rostering, which both are complex integer optimization 
problems. 
 
Planning and scheduling at SAS are performed using a suit of programs supplied by 
Carmen systems. The suit includes Carmen Crew Pairing (PAC), Carmen Crew 
Rostering (CAS) and Carmen RAVE. The programs are used both in the planning 
process and to evaluate and analyze new agreements and different takes on the 
planning process. 
 
As a natural step in the continuous streamlining of the production at SAS 
Intercontinental the composition of rank in the crew population are to be studied. 
Pilots are allowed to perform certain tasks depending on their rank and qualification. 
High-ranking pilots are allowed to perform the duties of lower ranking pilots but not 
vice versa. Naturally high-ranking pilots are more expensive than their subordinates 
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but they are much more flexible in the planning process as they are allowed to fly 
below rank.  
 
A balance between the number of full time equivalents i.e. the amount of full time and 
part time crew combined in to a total number of full time posts and the cost of all 
crewmembers are needed to create a cost efficient crew population. A well-balanced 
crew population must obviously be able to liquidate all production, i.e. man and fly all 
flights in the timetable. 
 
As the characteristics of the timetable and thus the crew need are undergoing constant 
change, one can not simply formulate a static model that solves the problem for a 
certain month, a generic tool for testing and analysis are needed to ensure that future 
scenarios can be easily addressed. 

1.3 Purpose 
The purpose of this master thesis is to develop a simulation environment where 
fictitious crew populations can be created and studied in order to search for an optimal 
mix of rank in the SAS intercontinental pilot corps. The fictitious populations must be 
exact copies of the current crew population with the exception of the allotment of 
rank.  
 
The simulation environment aims to provide means to conduct experiments and 
simulations on crew data in order to find the optimal allotment of rank in the pilot 
population and hopefully find the most cost effective crew composition that can 
assign the correct number of pilots to all the flights in the timetable. 

1.4 Limitations and assumptions 
To restrict the problem to fit in the scope of this thesis, assumptions has been made 
and limitations has either been lifted or imposed to the problem. The following 
chapter describes some of the more important assumptions that have been made. 
Other limitations and assumptions are described continuously in the text. 

1.4.1 Pre-activities 
The current crew populations are derived from the crew management system CRU80 
and stored in table files readable from all Carmen software. Activities locked to 
certain individuals before the rostering process (the rostering process is described in 
section 4.3) are stored in similar files. When the external table files are changed to 
create the new populations, pre scheduled activities remains locked to the individual 
they where originally assigned to. This result in activities specific to a certain rank can 
be assigned to a pilot with a mismatching rank. In a few cases this can result in 
irregularities such as low ranking pilots evaluating the performance of high-ranking 
pilots on line check trips instead of vice versa. This relaxation is very tangible, and as 
it would take a lot of manual interaction to prevent the phenomenon, it is considered a 
valid assumption to make. 
 
As measurements has been taken to avoid that this phenomenon propagate trough the 
generated populations, it is assumed that the total amount of pre assigned activities 
stays the same independent of how the population looks and thus this flaw is accepted. 
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1.4.2 Multiple simulation runs 
The method utilized to minimize the number of crewmembers used in each solution 
(described in section 6.3) requires multiple simulation runs in order to minimize 
unassigned production. The number of simulations that can be submitted to the 
optimizer simultaneously is limited and more than one planner uses the calculation 
capacity. As the method used requires a lot of capacity it is not suitable for use in an 
environment that requires available resources to ensure that the fundamental processes 
are working correctly. 
 
As planning is conducted in cycles the most taxing period for the systems is right 
before- and on schedule release which occurs the fifteenth of each month, simulation 
and analysis is more or less prohibited during the indicated period. Right after 
schedule release, the resources are freely available and thus the demanding procedures 
of the simulation environment might not impair regular production during certain 
periods of the month. The performance of the method presented in this master thesis is 
limited by the time consuming simulation process at SAS. 

1.4.3 Rules concerning flying below rank 
Recency, i.e. the requirement of a certain number of landings in a period in order to 
prevent aircraft qualification licenses to expire, is a very important issue in crew 
planning. To prevent pilots from losing their license due to excessive flying below 
rank, a number of structural assumptions are implemented as rules in RAVE. These 
assumptions guide the solver in CAS to a robust solution where recency problems are 
minimized. As rules of this type exclude many possible solutions with pilots below 
rank, they have been turned off in the simulations. The rules that govern flying below 
rank are turned off with the assumption that the aggregating recency problems that 
might occur will not affect the solution short-term. With a more refined handling of 
recency landings the rules might even be superfluous. The structural assumptions 
concerning flying below rank are further discussed in chapter 9. 

1.5 Outline 
Chapter 2 describes the method used to address the purpose of the thesis and gives a 
brief overview of what is included in the simulation environment and why the solution 
method has been chosen. Chapter 3 gives deeper insight in the complexity of the 
question at issue and the problems hefted with it. Chapter 4 contains the theoretical 
focal point of the thesis and describes the mathematical formulations of the problems 
addressed in the crew assignment problem. The chapter also gives a brief overview of 
the planning process at Scandinavian Airlines Systems.  
 
All software used are presented and discussed in various extents in chapter 5. The 
development of the model and the resulting application is presented in chapter 6. 
Chapter 7 presents results of a series of test runs. Chapter 8 discusses the results and 
conclusions drawn in the thesis. Chapter 9 contains a discussion about potential future 
work and chapter 10 provides a dictionary over some of the nomenclature used 
throughout the text. 
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2 Method 
In order to address the purpose of this thesis, to create a simulation environment 
where fictitious populations can be studied in order to find the optimal mix of rank in 
the pilot corps, two questions need to be answered: What should be included in the 
simulation environment and which method is to be used?  
 
It is of course impossible to use trial and error in the actual system as the workforce is 
an inert resource and it is impossible to implement and evaluate the effects of changes 
while abiding union rules and ensuring productivity. Tests and analysis must be 
conducted in a secluded environment that does not affect the actual production, hence 
the use of a simulation environment. 
 
The methodology of simulation can in short be described as a series of controlled 
experiments conducted in an environment that resembles the system that is to be 
simulated and that does not interfere with the actual production. 
 
In order to achieve this secluded environment a new user in CAS is created. All data 
from the live production environment is copied into the test environment and all 
changes are confined to the new user. All scripts and modules are then placed in the 
Python (the programming language Python is described in section 5.9) library, i.e. the 
path where CAS looks for Python scripts executable from within the program, linked 
to the new user and thus the features developed are only available in the test 
environment. 
 
Simulation has been chosen in favor of creating and solving an optimization model 
that describes the problem. An optimization model that takes all aspects of the 
problem described in section 3 into consideration would be very complex and difficult 
to solve. Even if it would be generalized and relaxed, the multitude of constraints 
would be almost impossible to implement. If the problem is over-simplified it will not 
yield interesting results. Furthermore an optimization problem would require some 
kind of solution software to be implemented in a user-friendly environment. 
Development of such software would be out of the scope of this thesis and proprietary 
solver software is often expensive and requires a lot of new system knowledge from 
the user. 
 
Concerning the content of the simulation environment two functions are imperative: 
The ability to view and change the allotment of rank in any given population and to 
minimize the number of crew used in each solution. Both functions can be 
implemented using the programming language Python to extend the functions of 
CAS. 
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3 Problem description 

3.1 Rank 
The pilot corps at SAS consists of three different ranks, flight captain (FC), flight 
pilot, (FP) (also known as first officer) and relief pilot (FR). The flight captain is the 
commanding officer on the airplane and has the overall responsibility on the bridge.  
 
Every flight has to be manned by at least one captain, as he or she is the commander 
of the aircraft. The flight pilot has the same essential function as the captain, but 
serves as a helmsman and lacks the commanding post. The third category, the relief 
pilot, is only employed at long haul flights as a relief to the regular pilots and is not 
allowed to take off or land the airplane. When the captain or first officer needs to rest, 
the relief pilot replaces him or her for an unspecified period of time. All long haul 
flights at SAS utilize pilots on all three positions. 
 
The FR category exists mainly to prevent problems with recency landings, i.e. to 
ensure that all flight pilots and captains get the number of landings during a specified 
period that are required to prevent their flying-license to expire. The relief pilot is 
essentially a first officer that performs all landings in a simulator.  
 
When a domestic flights or intra Scandinavian pilot has enough seniority he or she 
can be promoted to intercontinental flights. Promoted pilots always start as relief 
pilots. A first officer can hold the position of relief pilot for a maximum of 40 months 
and thereafter he or she participates in courses and training in order to regain the 
qualification of first officer. Relief pilots that are upgraded keep their first officer rank 
for at least six months. 
 
High-ranking pilots can be assigned to lower rank positions on any given flight. The 
procedure allows efficient use of the corps and flexibility in the rostering process. The 
rostering process is discussed further in chapter 4.3. 

3.2 History 
The distribution of rank in the current crew population is a result of tradition and the 
effects of seniority order in the pilot corps. Pilots start their careers on small aircraft 
on domestic flights, and advance through the ranks and aircraft types. Pilots are 
recruited from the captain category on domestic and intra Scandinavian flights to 
relief pilot on intercontinental flights, and advance from there.  
 
Advancement is strictly decided by how senior a pilot is in the company i.e. how long 
he or she has been employed, and most pilots can calculate when they are to be 
promoted.  
 
Naturally retirements and new employments affect the composition of rank in the 
population as old pilots often leave the company and captains and other pilots are 
promoted to fill their places. The number of pilots with each rank is obviously 
dimensioned to guarantee that all production can be liquidated, but there have been 
very few attempts to analyze the effects of altering the composition of rank in the 
population and how this will affect the total cost of crew in the company. 
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3.3 Composition 
The objective of this study is to provide means to analyze the allotment of rank in the 
pilot corps. This objective might seem vague, and a further discussion of the problem 
is in order. 
 
Pilots of different ranks are not equally expensive to employ. Flight captains are 
naturally the most expensive group, mainly because of a high monthly salary. The 
second highest rank, flight pilots are the least expensive rank to employ. The reason 
why relief pilots are more expensive than flight pilots is that they use far more time in 
the simulator because of their restriction in landing actual aircraft.  
 
As a number of landings with each aircraft type a pilot are qualified for are mandatory 
each month in order to keep the license for that type, relief pilots constantly need to 
land aircraft in a simulator. They are also required to go through training after 18 
months as a relief pilot in order to regain their officer status. Simulator training is not 
only expensive, it is also difficult to schedule and takes the pilots out of production 
temporarily.  
 
Not only relief pilots are affected by this procedure, simulation duty requires a captain 
to participate in the simulation in order to resemble real life conditions as closely as 
possible. Captains with instructor skills are a scarce resource and they have to be 
planned carefully in order to be able to both supervise all simulation duty and to 
liquidate regular production. 
 
With respect to SAS, real figures for crew cost will not be published in this thesis. 
The relationship between the different categories is however shown in table 1. 
 
Table 1: Crew costs 

 
As crew cost is SAS second largest expense, it is very important to limit the size of 
the crew body. It is tempting to draw the conclusion that the amount of captains in the 
population needs to be minimized, while the number of flight pilots should be high. In 
a certain sense this is correct but as pilots can fly below rank, a captain is more 
versatile and can fly a larger combination of trips than a flight pilot.  
 
As the largest savings point is the size of the crew, a balance between expensive 
versatile pilots and less expensive pilots with more restrictions are needed to find a 
cost efficient crew population. The balance sought must be robust enough to 
guarantee that all pilots get enough recency landings in their original position to 
prevent them from losing their flight license. 

3.4 Crew need 
An essential part of the problem at hand is to discern the minimal number of 
crewmembers needed to liquidate all production over time. The question is 
fundamental in many types of analysis in the crew-planning department, such as 
predicted crew need with changed collective agreements. 
 

Category FC FP FR 
Cost 100 83 85 
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Despite the importance of the question, CAS lacks the ability to solve the rostering 
problem with the least possible number of pilots used in the solution. Efficient use of 
the pilot population is valued much higher than analysis options, and thus the function 
to spread the workload evenly are fundamentally integrated in CAS.  
 
The generation part of the rostering problem uses a k-shortest path algorithm, which 
restricts the structure of the objective function in the same way as column generation 
does. The algorithm does not support an objective function that minimizes the number 
of pilots used. The process of column generation is often used when the problem at 
hand is too large to consider all variables explicitly. For a detailed description of 
column generation, refer to the well known example of the cutting stock problem. The 
k-shortest path algorithm is a method for finding not only the shortest path between 
two nodes in a set, but also the second shortest, third shortest and up to the k shortest 
path. The k-shortest path algorithm and the restrictions on the objective function are 
further discussed in chapter 5.8. 
 
CAS inability to minimize crew usage makes the problem of discerning a cost 
effective crew population very difficult. Different takes on how to perform this 
process are discussed further in chapter 6.3. 
 
As the automatic pairing constructor (discussed further in section 5.5) uses heuristics 
to solve the rostering problem, different input to the process can produce radically 
different solutions. When the automatic pairing constructor is faced with different 
populations in the initial step, local optima for the whole population might differ from 
earlier solutions. Rosters from the previous solution that are perfectly legal and 
possible to generate in the new solution might not be evaluated or even created in the 
new simulation. This behavior makes it exceedingly hard to evaluate different 
populations using strictly mathematical models, as it is impossible to predict which 
rosters that will be created. 
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4 The planning process 
As this thesis discuss the composition of rank in the pilot population it is necessary to 
understand in what context the information is used and how it correlates to the 
planning process. Figure 1 provides a schematic overview of the planning process. 
Each step is described in the upcoming chapters and the illustration serves as a 
memento. The process described in this chapter is based on the one in use at SAS, but 
it can be considered representative for most airline companies as all steps described 
has to be performed during any crew planning process. 

 
Figure 1: Schematic overview of the planning process 

 
The airline planning process is the core administrative task at an airline company. The 
process is performed in multiple sub processes and in different departments and 
includes everything from initial market research to last minute changes in a 
crewmember’s work schedule. 
 
The process is generally divided into three categories, long-, mid- and short-term 
planning, where the output of one step serves as input to the next. Long-term planning 
is naturally found in the topmost layer of the process where overall structural 
decisions are being made. As suggested by the name, long-term planning results in an 
overall strategy where the financial and structural goals of the airline company are 
formulated. Long-term planning is based on market research. Mid-term planning 
constitutes the most technically complex part of the process and includes aircraft- and 
crew scheduling. Mid-term planning contains the focal point of this thesis, the 
rostering process, which is described in depth in section 4.3. The short-term planning 
process is the last step before the timetable is liquidated. The process includes 
adjustments of individual crew schedules due to unexpected events or factors not 
considerable in earlier stages. 
 
Long-term planning is conducted in the network department. This department also 
handles all planning tasks concerning the aircrafts. Mid- and short-term planning is 
conducted at the crew-planning department. The crew-planning department is divided 

Research expected demand 

Develop a frequency and capacity plan 

Create the timetable 

Solve the fleet assignment problem 

Solve the pairing problem 

Solve the rostering problem 

Solve the tail assignment problem 

F
eed

b
ack 
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into cabin- and flight deck planning and has corresponding divisions for 
intercontinental- and domestic flights. 
 
A major part of the planning process at Scandinavian Airlines is conducted in a suit of 
programs from Carmen Systems, which are discussed further in section 5.1. 
 
As previously mentioned, the process is distributed over several departments. Each 
department oversees its own part, and keeps the other posted about progress and 
changes. Feedback is given through the whole process and between the departments in 
order to ensure robustness of the process. 
 
In the initial step of the planning process a frequency and capacity plan is constructed 
based on the amount of passengers needed to make a profit and the expected revenue 
from changing destinations and frequency. The process is subject to expected demand 
and available fleet. The frequency and capacity plan is a rudimentary timetable from 
which a set of flight legs (flights without stopovers) and the actual timetable is 
derived. The main constraints in the timetable generation are aircraft range and 
available timeslots.  
 
The timetable is an ever-changing entity and every department needs to maintain up to 
date information about changes being made in other steps of the process. 

4.1 Fleet assignment 
Since the frequency and capacity plan takes the expected revenue into consideration, 
aircraft types can be allocated to the derived legs. The process is called fleet 
assignment. Naturally large planes will be assigned to legs with high demand. The 
number of engines and range are also taken into consideration to maximize speed 
where needed and to avoid unnecessary intermediate landings.  
 
It is important to understand that aircraft types, rather than individual aircraft are 
allocated in this process. This second step of the process aims to ensure efficient use 
of the fleet and a feasible timetable. As previously mentioned, the timetable is subject 
to perpetual change and thus feedback is given to the initial step of the process. 

4.2 Pairing 
Using the output from the previous step, legs are combined into sequences that begin 
and end at the same base. Such sequences are called pairings. Depending on whether a 
pairing consists of long- or short haul legs, they can range from one to eight days.  
Since multiple take offs and landings combined with short hectic flights are taxing, 
domestic flight pairings usually do not last for more than three days.  
 
Pairings may include flights where crewmembers are transported to where their 
assigned leg originates. A crewmember that is being transported to another base 
without being on active duty is called a deadhead, and the phenomenon is normally 
referred to as deadheading. 
 
As previously mentioned, feasible pairing must start and end on the same crew base. 
Structurally, pairings naturally group into duties. A duty is specified as a sequence of 
flights within a 24-hour period. The length of intercontinental pairings usually forces 
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the crew to have their daily rest at their destination and thus intercontinental pairings 
usually have night stops away from the home base.  
 
Figure 2 illustrates a two-day duty from Copenhagen to Washington with deadhead 
flights to and from Oslo. 
 
 
         

        OSL       CPH            IAD            IAD  CPH OSL 
Figure 2: Two-day duty 

 
Pairings are anonymous, i.e. no individual crewmember is initially assigned to them. 
The amount of pilots of each category needed to liquidate the pairings can be derived 
from the process. Resource planners use this information to assign activities that are 
bound to certain dates, called pre-activities. Pre-activities include among other things 
vacation, leave of absence, ground duty and part time duty and training. Pre-activities 
impose constraints on the rostering process and by fixating those early in the 
scheduling process, crew availability for the expected need is ensured. 
 
A multitude of government regulations and physical constraints makes the pairing 
process very complex. Furthermore, robustness- and quality factors have to be taken 
into consideration. The pairing problem has been subject to intense research (Medard 
and Sawhney, 2004) largely due to the fact that small improvements can result in 
large savings. The airline industry is an extensive source for optimization- and 
operations research problems. The complex nature of the various processes and the 
combinatorial nature of the problems make them ideal for these methodologies. 
  
The pairing problem can be described as a series of atomic tasks derived from the 
timetable that must be assigned to crewmembers (Kohl, 2003). The tasks are denoted 
legs in airline terminology and describe a flight between two bases. A sequence of 
legs that define a possible working pattern for a crewmember is called a trip. A trip 
always starts and ends at the same base and is subject to a multitude of government- 
and union rules. 
 
The crew-need, i.e. the number of crew members of each position required to man the 
flights are represented as vectors. The first three instances in the vector [1/1/1//2/2/0] 
indicate the need for one pilot of each category. The last three numbers concerns the 
cabin crew and will not be further discussed. In order to keep the same crew flying 
together to the largest possible extent, the flights are partitioned into slices based on 
the largest common crew-need (Medard and Sawhney, 2004). The vectors 
[1/1/1//2/2/0] and [1/1/0//2/4/0] are sliced into [1/1/0//0/0/0], [0/0/1//0/0/0], 
[0/0/0//2/2/0] and [0/0/0//0/2/0]. The slices constitute the largest common crew-needs 
of the first two vectors. A flight can belong to one or many slices. Slice 
decomposition ensures that as much crew as possible are combined on any single 
pairing. 

4.2.1 Mathematical formulation 
The pairing problem can be formulated as a set-covering problem (Medard and 
Sawhney, 2004) such as:  
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Sdenotes the slices to plan for, P  is the set of feasible pairings across all slices 
(slices are described in the previous chapter). P  is typically very large and can be in 
order of billions for large aerospace companies. px  denotes whether pairing p is used 

and in  denotes the number of times flight i  must be covered in the given slice. The 

objective function models all tangible costs associated with the pairing in the variable 

pc . pc  includes hotel cots, meals, rental cars, per diem etc. ipa  is a binary coefficient 

that assumes the value 1 if pairing p covers flight i  and ( )sI  represents the set of 
flights to cover in slice s. 
 
The first constraint in the model is formulated with a ≥  sign to allow over covering of 
the flights. A strict equality sign would make the formulation a set-partitioning model 
that makes over covering illegal. The ability to over cover flights can increase 
flexibility in the pairing process but it also incurs additional costs. Surplus variables 
with over-cover cost coefficients can be used to direct the solution to a balance.  
 
The second constraint applies to specific groups of pairings such as all flights that 
originates from a certain base. The constraint can be used to enforce base specific 
rules or impose restrictions of workload on the different bases. The variables jpb  and 

jm  can describe various characteristics depending on what is to be constrained. 

 
Although the pairing problem is a vital part of the crew planning process it will not be 
described further as the scope of this thesis mainly includes the rostering problem. 

4.3 Rostering 
Anonymous pairings are assigned to individual crewmembers in the rostering process. 
A roster is defined as all activities assigned to a crewmember during a planning 
period, including pre-activities. At SAS, a planning period lasts for one month and 
seven days. 
 
As the pairings are the input to the rostering process, they need to be refined in order 
for the latter to generate meaningful results. It is very difficult to compensate for 
mediocre pairings late in the process. 
 
Figure 3 gives a schematic overview of the rostering process. 
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Figure 3 : The rostering process 

 
Unlike the pairing process, which follows the same basic characteristics in every 
airline company, rostering can be conducted in various ways following different 
approaches.  
 
Scandinavian Airlines employs personalized rostering, which is based on the idea that 
all crewmembers can express personal preferences and are guaranteed a certain level 
of satisfaction as long as it does not affect the productivity. Crewmembers express 
their preferences by assigning points to desired duty characteristics in the preferential 
bidding system. RAVE rules reads the data generated from the system and tries to 
guarantee an 80 percent bid satisfaction ratio for the whole population without 
compromising productivity. Bids placed in the preferential bidding system expresses a 
single crewmember’s desires and how he or she values different characteristics of 
their duty periods. Points are not accumulated in any way and should not be confused 
with currency. 
 
At other airline companies, mainly in North America, anonymous rosters are created 
and the whole rosters are then assigned to individual crewmembers based on bids. The 
method is called the bidlines approach. In this system, points are accumulated and 
used as currency. Seniority is often a major factor in how many points a crewmember 
can accumulate, which in turn means that senior pilots can pick and choose among the 
bidlines. 
 
The rostering process at Scandinavian Airlines Systems aims to minimize crew costs 
and maximize bid satisfaction while complying with a multitude of union- and 
government rules. The goal is to cover the crew complement on all pairings, but 
manco flights, i.e. flights with some unassigned crew positions, are allowed to a 
certain extent as long as only quality aspects and no union- or government regulations 
are affected. 
 
As previously mentioned, the rostering process involves assignment of individual 
crewmembers to anonymous pairings. Detailed information about the crew population 
and the activities to be rostered serves as input to the process. Government- and union 
rules and regulations together with the objectives for the rosters impose constraints 

Objectives 
Costs, crew bids, 
robustness 

Rules 
Rest-time, vacation, 
days off, limits on 
duty/blocktime 

Activities 
Pairings, ground 
duties, training 

Crew 
History, qualification 
pre-assignments 

Crew Rostering Rosters 
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and can also be regarded as input. In order to ensure robustness in the generated 
solutions, the input to each new roster usually contains some history for the 
crewmember in question.  
 
The crew information includes each crewmember's personal records, qualifications 
and pre-assigned activities. The records contain attributes used for legality checks 
against rules, regulations and other constraints used in the optimization process. The 
attributes are usually accumulated values such as hours flow during different periods, 
number of take-offs and landings, due dates for medical checks and simulator 
trainings and so forth. 
 
Depending on which position a crewmember works in, qualification contains 
information about the aircraft types a pilot is allowed to fly, the equipment a 
crewmember is allowed to handle and what languages the cabin crew speak. Pre-
activities contain training, ground duty, government regulated training and medical 
checks. These activities are locked in the initial step of the solution process due to 
their static nature. 
 
Apart from pairings, activities to be assigned contain standby duty, vacation, freedays, 
courses, simulator training and other types of ground duty. 
 
The rostering problem, also known as the crew assignment problem, is a very 
complex large-scale combinatorial integer optimization problem.  
 
This section describes the rostering process in detail, introduces the mathematical 
formulation of the crew assignment problem and discusses a solution method and the 
difficulties associated with the process. 

4.3.1 Mathematical formulation 
The crew assignment problem can be expressed as a set partition problem (Meinhof, 
2000). The set-partitioning problem is of mixed integer type and can be expressed as 
follows (Medard and Sawhney, 2004): 
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C denotes the total set of crew and cR  is the set of feasible rosters. The binary 

decision variable crx  assumes 1 if roster r  is chosen for crewmember c . A  is the set 

of all activities that are to be planned and K  is the set of categories i.e. FC, FP and 
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FR. Pairings requiring special qualification constraints are grouped in the set denoted 
by Q . 
 
The objective function expresses the desire to minimize the cost crf  associated with 

the rosters used in the solution. 
 
The first constraint ensures that only one roster is selected for each crewmember. The 
second ensures that the demand for each of the crew categories is covered for every 
planned activity. In order to fill the rosters, open time is modeled by slack columns 
with incurred costs for these constraints. The third constraint expresses vertical rules 
that affect more than one roster, e.g. inexperienced crewmembers may not fly 
together. 
 
The set-partition model is used because each crewmember must be assigned exactly 
one roster and because whole pairings are never over covered. 
 
In order to solve the set-partitioning problem, it can be relaxed into a set-covering 
problem. If the strict equality condition is relaxed and over covering of single pairings 
is allowed, the problem can be solved using linear programming methods. 

4.3.2 Extensions 
The problem stated above is only a generalized model of the real problem and does 
not consider every important factor. The problem stated above is extended with 
constraints similar to the second one expressed in the mathematical formulation.  
 
As SAS employs pilots from Denmark, Sweden and Norway and flies from bases in 
each different country, all flights have base variants that enable crew from each base 
to man flights originating from any other base. An important extension at SAS is base 
constraints. Base constraints are implemented when crew and production is distributed 
over more than one base. It is important to match the distribution of parings with the 
distribution of crew in order to minimize the need for deadhead flights. All 
combinations of base and date usually have their own base constraint. 
 
Other types of important constraints are route instruct- and quality constraints. Route 
instruct constraints enforce certain crewmembers to either fly the same or different 
pairings and are mainly used for training purposes and to avoid social conflicts 
between crewmembers. Quality constraints are used to ensure that pilots are qualified 
to fly certain aircraft and that a certain amount of the cabin crew speaks the proper 
language for the flight. 

4.3.3 Complexity 
As previously mentioned, the crew assignment problem is a very complex large 
combinatorial integer optimization problem. The problem is classified NP hard (Clay 
Mathematics Institute, 2006). Problems of this kind cannot be solved with any 
polynomial time algorithm and it cannot be proven that any polynomial algorithm that 
solves the problem exists (Math World, 2006).  
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A common way to approach a solution to a NP hard problem is to evaluate it using 
some kind of heuristic. This method can find feasible solutions and local optima, it is 
even possible to find a global optimum but it is often very hard to prove optimality. 

4.3.4 Sub-optimization 
As the problem at hand is NP hard it is approached using heuristics. By decomposing 
the problem into smaller parts it gets easier to evaluate. The method used at SAS is 
generate and optimize in which a large number of feasible solutions are created and 
then an optimization problem that selects the best combination of rosters is solved. 
The technique is described in detail in sections 5.5 and 5.8. 
 
The methodology of optimization is often described as: Finding the best solution to 
the right problem as fast as possible. Splitting an optimization problem can 
compromise the second part of the dogma as the focus of the optimization is no longer 
directed at the right problem. This means that even though the sub-problems might be 
solved optimally, the original problem is only partially solved. Solving a sub-problem 
to optimality might in fact render a solution to the original problem that is 
considerably worse than if the sub problem is solved only to a certain extent. 
Decomposing large optimization problems into smaller more tangible parts is a 
common approach, and it has to be conducted carefully to avoid problems with sub-
optimization. 
 
The crew assignment problem is in fact not the right problem in itself. The pairings 
that are used as input is results of a sub-optimization problem called “the pairing 
problem” while the original problem is to assign individual tasks to individuals. 
 
To avoid the problems associated with sub-optimization, the sub problems give 
feedback to each other and the planning process can be rolled back and all steps can 
be redone in a different way based on the feedback. 

4.3.5 Rules and regulations 
All rosters have to comply with a set of rules and regulations, and these are 
implemented as constraints in the rostering process. Different instances impose these 
rules and regulations; some are due to union rules, some to government legislations 
and others to company policies and safety precautions. 
 
A Gantt chart is used to represent rosters in CAS, thus the rules are categorized as 
horizontal, vertical or artificial. A Gantt chart is a graphical representation of the 
duration of tasks against the progression of time (Gantt Charts, 2006). Figure 4 
illustrates the Gantt chart representation of rosters in CAS. 
 
Each row in the chart represents a roster, and rules that only affect one roster are 
called horizontal. When rules affect several rosters, and thus several crewmembers, 
they are called vertical. Artificial rules can be of either type and are used to direct the 
solution methods and prune feasible solutions of low quality. A brief discussion of the 
most common type of rules to give a comprehensive overview of the legality system 
is in order. 



Chapter 4  16 
 

4.3.6 Horizontal rules 
The majority of rules in the rostering problem are horizontal (Kohl and Karisch, 
2004). Horizontal rules handle the attributes of the crewmember for which the roster 
was created, and the properties of the assigned activities. 
 
Compatibility rules evaluate the combination of any person, task and time with 
respect to various characteristics such as pre-activities, vacation and qualification. 
This type of rule can often be evaluated before the actual scheduling. Another 
important set of rules that are fairly easy to evaluate are rest time rules. These rules 
determine whether two tasks can lie in conjunction to each other in a roster. Even 
though the evaluation of this type of rules is easy, it might be very complex to 
calculate the actual rest time since it is influenced by many factors. Rest time are 
typically decided by hours flown and the length of the next leg in the roster. Attributes 
of the flights such as the time of day it starts or ends and what type of task is 
performed are also considered when rest time is calculated. 
 
Another common type of horizontal rules imposes limits on accumulated values. 
Typical rules of this type limit the number of block hours flown and the number of 
especially taxing duties. The rules can also guarantee that crewmembers get the 
minimum number of days off. 

4.3.7 Vertical rules 
Vertical rules affect either a subset of rosters or the whole schedule. The rules are 
called vertical as they affect more than one row in the Gantt chart that represents 
rosters in CAS. 
 
The most important vertical rule concerns crew complement. The rostering problem is 
usually decomposed by crew where all activities require a crew complement. 
Depending on the characteristics of the flight, the crew complement is decided. Short 
haul flights generally require a captain and a flight pilot while long haul flights also 
require a relief pilot. Certain duties such as training and line check require different 
crew complement on both short- and long haul flights. 
 
Constraints affecting the whole schedule are called global. Global constraints can 
control overall bid satisfaction in the preferential bidding system or handle horizontal 
rules that spans over more than one planning period.  
 
Another important vertical constraint that is especially interesting in this thesis is 
limitations concerning flying below rank. As previously mentioned allowing 
crewmembers to fly on a position below their rank can increase the flexibility in the 
rostering process. In certain cases such as when a captain is newly appointed and need 
experience or when a flight pilot is about to loose their qualification due to lack of 
landings vertical rules can impose limitations on flying below rank. 

4.3.8 Artificial rules 
Artificial rules govern structural assumptions concerning the robustness and quality of 
the solution. Artificial rules are not based on government- or union rules and exists 
solely to limit the solution space and to force the solution to follow certain patterns. 
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A typical example of an artificial rule at SAS is that all members of a certain crew are 
kept together when they change aircraft within a pairing. If crewmembers spread to 
different flights and aircraft inside pairings any delays would propagate through the 
whole aircraft population instead of being confined to a certain pairing. There are no 
rules or regulations forcing this behavior but it is implemented as the solutions 
become much more robust when the rule is activated. 

4.4 Tail assignment 
The last step of the planning process also includes the tail assignment problem. Tail 
assignment is the aircraft equivalent of the crew rostering process. The aircraft types 
in the frequency and capacity plan are assigned to individual aircraft, creating aircraft 
rotations. The tail assignment problem is of the same type as the rostering problem, 
but in a much smaller scale. 

4.5 Feedback 
The process is described in chronological order, and every step gives feedback to the 
previous step to a certain extent. The different steps in the planning process are in fact 
sub-problems to the crew assignment problem and feedback is essential to avoid sub-
optimization. The planning process can be rolled back if certain pairings are poor or if 
flights are unassignable.  
 
The single most important feedback loop occurs between pairing process and the 
creation of the timetable. If it is impossible to create feasible pairings with the current 
timetable, feedback is given and the process is rolled back. A new timetable is created 
with the data from the pairing process as the foundation. 
 
The feedback process at SAS is called “snurran” which roughly translates into “the 
loop”. Snurran is not an automatic feature of the planning software but rather a 
manual system used to ensure feasibility and to avoid sub-optimization. 
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5 Software 
This chapter introduces the software that are used in the planning process and that 
have been used when developing the simulation environment. 

5.1 Carmen Systems 
Carmen Systems AB is a Gothenburg based company with offices in America, 
Canada, Mexico, England and numerous other countries. Carmen develops advanced 
planning solutions for the transport industry and has a lot of prominent companies 
among its clients. Apart from SAS, Green Cargo, British Airways, KLM and Air 
France use the planning tools developed by Carmen Systems. Carmen mainly 
employs academics, and the amount of PhDs amongst the employees is high. Carmen 
Systems was recently (2006-03-03) acquired by Boeing and is now a subsidiary of the 
aerospace company. 

5.2 The pairing assignment system (PAC) 
The pairing assignment system is used to create optimal pairings for the airline and 
has the same layout as the crew assignment system. As the focal point of the thesis 
lies in rostering, PAC has not been used in any way and will not be described further. 

5.3 The crew assignment system (CAS) 
The Carmen crew assignment system is used to solve the rostering problem. 
Anonymous parings are distributed among the population and crew identifiable 
rosters are created. The rostering problem is solved from left to right, i.e. trips early in 
the period are assigned first. Long pairings are also considered before short, as they 
are more difficult to assign. 
 
CAS is divided in to two major parts: The graphical pairing and assignment 
constructor (GPC), the automatic paring and assignment constructor (APC). The 
application is also dependent on the rule and evaluation language (RAVE) and to 
some extent on the Carmen report generator (CRG). 

5.4 Graphical pairing and assignment constructor (GPC) 
Rosters in CAS are displayed as a Gantt chart with information about all activities for 
every pilot in the solution.  
 
GPC is the main work environment for crew planners and provides functionality for 
importing and editing crew information. All parameters that control the solution i.e. 
penalties, costs and limits can be changed and rules can be turned on or off. 
Everything that is to be sent to APC can be controlled and changed in GPC. All fine-
tuning and evaluation of results takes place here. 
 
GPC is a shared component and is used in PAC as well as CAS. The contents of the 
environment differ between the applications, but the interfaces and the layout are 
similar. 
 
The screenshot in Figure 4 depicts the GPC displaying a solution of a simulation run 
deployed with a reduced crew population. The upper window displays the Gantt chart 
containing created rosters with information about the pilot in the leftmost field and all 
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activities in chronological order from left to right. The bottom window displays trips 
that have not been assigned to a crewmember.  
 
The field under the trip window contains information about the currently active object 
in the GPC. If a pilot is selected, qualification, name, id and other useful information 
are displayed. When a trip is selected, information about crew need, special 
requirements, arrival and destination base and so forth are displayed. 
 
Parameters and rules can be toggled through tables and forms with editable fields and 
short descriptions. These are reached through the roll down menus in the upper 
section of the window. 
 

 
Figure 4: GPC displaying a solution 

 

5.5 Automatic pairing constructor (APC) 
The automatic pairing constructor is the technical backend to CAS. Despite the name, 
the automatic pairing constructor performs the actual solution process of both the 
rostering- and the pairing problem. The APC includes both the generation and the 
optimization phase of the solving process. 
 
Due to the size and complexity of the rostering problem, there is no algorithm that can 
solve it in polynomial time. As time is a very important factor, attempts to solve the 
problem to optimality will not be cost effective. Instead a heuristic is used to 
approximate a good solution.  
 
The APC generates a large number of feasible rosters for each crewmember and uses 
an optimization method to find the best combination of rosters among the generated 
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ones. The solution space for the rostering problem is immense, and the generation 
process is time consuming as all generated rosters must comply with all rules and 
regulations that constrain the planning process.  
 
It is important to generate feasible solutions that are relevant and to prune bad 
solutions before they are generated. Artificial rules can ensure that undesirable 
patterns never are generated. 
 
Figure 5 aims to give an accessible and comprehensive overview of the solution 
process described in this chapter. 
 
 

 
Figure 5: Illustration of the APC solution process 

 

5.5.1 Initial solution 
The first step towards solving the rostering problem is to generate a feasible solution 
with a desirable structure. Optimality is not strived for in this initial step, as the 
solution will serve as an input to improvement methods later in the solution. The 
initial solver generates the first solution by solving a series of 1-matching problems in 
a bipartite graph (Kohl and Karish, 2004). A bipartite graph is a set of graph vertices 
decomposed into two disjoint sets such that no two vertices within the same set are 
adjacent. In short the process calculates the costs of all available trips included in all 
legal pairings to be assigned in the upcoming period. The combination of trips that 
generates the lowest cost is selected using the philosophy that every trip should be 
assigned to exactly one crewmember and vise versa. The total cost of all rosters is not 
taken into consideration in this step. 

5.5.2 Pre-activities 
As mentioned in chapter 4.2, long activities, activities that must comply with an 
exceeding number of rules and other activities that can be hard to assign may be 
assigned permanently to certain crewmembers in the initial step to avoid problems in 

Initial solution 

De-assign all activities locked to a specific crewmember 

Select size of time window 

Generate possible solutions for all crew inside the window 

Chose the best solution generated 

Update current solution and move time window 

New solution 

Iteratio
n 
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the improvement methods. This might exclude some feasible solutions, but the 
practice is required to ensure performance and the ability to create good feasible 
solutions. Activities assigned in this step are called pre-activities. 

5.5.3 Shift improve 
As the optimizer chooses the best of many generated solutions, it is imperative that 
the solutions maintain high quality. Solutions are improved using the shift improve 
method. The APC use the initial solution and sets up a time window of variable size. 
Within the time window, all pairings and activities are de-assigned, except those that 
are explicitly locked to certain crewmembers. When the activities have been de-
assigned, new combinations of pairings are created for each crewmember inside the 
time window. The new solutions have to comply with the same rules and regulations 
as the initial solution. The solution associated with the lowest overall cost is selected, 
i.e. the solution that is best for the collective, not the individual. The time window is 
then shifted forward, the solution updated and the process is repeated. 
 
As previously mentioned, the size of the time window is variable. Long time windows 
allows for better generation and hence better solutions. The price is time. Large time 
windows consume a lot of resources and make for long generation times. It is 
desirable to avoid long generation times as computing capacity is limited and solution 
time is a scarce resource. Planners must find a tradeoff between quality and 
performance. A simple rule is that the time window should be at least as long as the 
longest pairing in order to accommodate all possible activities. At SAS an overhead of 
48 hours are added to strengthen the quality of the generated solutions. 
 
The relationship between generation time and optimization time indicates whether too 
many solutions are being generated (Wedelin, 1996). The generation process is the 
most time consuming and grow linearly with the number of created rosters. The 
optimization time grows with a steeper curve and in order for the process to be 
efficient, generation time should exceed optimization time. If the optimization time 
exceeds the generation time, a significant part of the rosters created will be of low 
quality. In the crew rostering problem, generation time is usually counted in hours and 
optimization time in minutes. At SAS the optimization time is restricted to a 
maximum of 20 minutes. 

5.5.4 Depth first search 
Inside the time window, the depth first search algorithm is used to discern which new 
pairings are to be assigned. As the algorithm traverses the tree, new pairings are 
selected and checked for legality. Every time a pairing is evaluated, the algorithm 
decides whether to continue to search the active branch or to stop and select a new 
pairing and repeat the process. 
 
The search width of the algorithm decides how many trips that is to be evaluated in 
the generation process. It is possible to use different search widths in different steps to 
avoid checking trips that already have been processed before the time window shifted. 
Different search widths allow a streamlined process where unnecessary evaluations 
can be avoided. 
 
Another method to streamline the process is to exclude searches in certain branches. 
The method is built on heuristics and generates most solutions within the branch that 
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contains the most promising solution, i.e. the one with the lowest cost. Other branches 
are only scanned for one solution. The method has the same time saving benefits as 
differentiated search widths but the strongest effort is directed to the most promising 
branch. Both methods can exclude good solutions, but then again, the whole process 
is a tradeoff between quality and time. 

5.5.5 Illegal sub chains 
When shift-improving techniques are implemented, the set of rules that constrain the 
process must withstand high demands. The rule set must be designed to avoid illegal 
sub chains when pairings are reassigned inside the window. If a pairing is de-assigned 
and then re-assigned illegally inside a time window, the whole roster will be illegal 
and hence an illegal sub chain is created. If this occurs, the generator must revert to an 
earlier solution and choose a legal roster. This process is devastating to the 
performance and can only be avoided by designing the rule set in a way that 
minimizes this kind of problem.  
 
Certain structures that are known to cause illegal sub chains but are essential to the 
rule set can be modeled as high costs. The optimizer strives to create rosters 
associated with low costs and will avoid creating expensive chains and thus avoid 
illegal sub chains. The drawback with this solution strategy is that it increases the 
solution space and thus the optimization time. 

5.5.6 Confining the solution space 
The large amount of data presented to the APC allows for an extensive solution space. 
The amount of legal solutions that are possible to create and evaluate inside the time 
window is humongous and need to be restricted.  
 
As mentioned in section 4.3.5 artificial rules can control the structure of the solution. 
This type of rules can also be used to limit the amount of solutions created, and to 
prune the search from patterns that are known to generate poor solutions. Another 
way that is implemented is to set a hard upper limit on the number of rosters that are 
to be generated. The method implies that the generation heuristics are efficient enough 
to reach a good solution within the allowed number of iterations. Again performance 
factors forces local optima to suffice for the solution. 

5.5.7 Selection 
The last step in the process is to select the optimal roster for each crewmember in the 
population. The number of generated solutions is very large, and the actual 
optimization takes place in this step. 
 
The integer problem (IP) solver used in Carmen crew assignment systems are 
developed by Dash Optimization and is called Xpress-MP (Dash, 2006). Depending 
on the size of the problem, dual simplex or interior point optimization is utilized to 
solve the linear (LP) part of the problem (Kohl and Karish, 2004) in order to get lower 
bounds and duals. Xpress-MP is used together with the proprietary IP solver PAQS 
(Kohl 2003) which is developed by Carmen systems in cooperation with Chalmers 
Institute of Technology (Gustafsson, 1999). The optimizers and the solution methods 
will be discussed further in section 5.8. 
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5.6 RAVE 
The rule and evaluation language RAVE permits the end-user to specify new and 
perform in-house changes to the existing rules and objective functions that govern the 
optimizer. 
 
RAVE is a high-level special purpose language developed for use in rule 
programming. The language is designed especially for use in the transportation sector 
and the purpose of it is to supply a powerful tool to work with advanced optimization. 
RAVE code is compiled into C code by the RAVE compiler. 
 
As the name implies, a major function in RAVE is to specify rules. Rules are used to 
ensure that rosters are created in accordance with government, union, and company 
rules. They also guide the optimization process and prune solutions of low quality. 
Figure 6 illustrates how flights longer than 5 hours can be prohibited using a rule. The 
variable %block_time% is defined as the difference between a crewmembers arrival- 
and departure time at a base.  
 
 
 
 
 
 
 
 
Figure 6: Rave code that prohibits flights longer than 5 hours 
 
Depending on how a rule is defined and in which context it is evaluated, it can be 
applied a single time, multiple times or never at all. To specify in which context a rule 
should be evaluated a validity statement can be implemented. The validity statement 
restricts the rule's applicability to objects with certain attributes. 
 
When using a rule modeling language, it is imperative to write good code. Multiple 
calls to one rule or function should be avoided as evaluation takes time. The myriad of 
rules used in the rostering problem makes execution times very long and thus function 
calls and rule evaluation must be used restrictively to make sure that the time is well 
spent. 
 
RAVE syntax is built upon a hierarchy with different levels that include all different 
objects. Levels are specified to describe how different objects relate to each other and 
how to define them in rules. The most complex entity in the planning process, the 
complete roster, is on top of the hierarchy at the chain level. The most atomic entity, 
the single flight, is found on the bottom of the hierarchy at the leg level.  
 
The concept of levels allow the programmer to confine certain activities into levels 
and control the subset with rules that only affect the level in question. It is possible to 
define any number of intermediate levels in the hierarchy. Common intermediate 
levels in rostering are the working-period and duty levels. Each level can have its own 
attributes using built-in functions and operators. The basic levels (leg and chain) have 
built-in attributes called keywords that specify the most basic concepts of crew 
planning.  

%block_time% =  
 arrival – departure 
 
rule (off) 
max_five_hours_block_time = 
 %block_time% < 5:00; 
end 
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The code example in Figure 7 counts all flights in a roster where a certain attribute 
has attained a certain value under the condition that it belongs to the current planning 
period. All code are evaluated from left to right so if the attribute differs from the 
desired state RAVE will not check if the leg belongs to the planning period.  
 
   
 
 
Figure 7: Rave code illustrating the concept of levels 
 
The code above includes the traverser "count" in the syntax. A traverser allows an 
expression to be evaluated within multiple objects of the same level. RAVE is unable 
to handle the for-statements that are common to other high level programming 
languages. Instead of for-statements, traversers are used to loop over several objects. 
 
RAVE support five different data types. String, integer and boolean are well known 
concepts and are commonly used in almost every modern programming language. 
Reltime and abstime are not uncommon but is less frequently used in ordinary 
programming. Reltime measures time in the same way as a stopwatch does and is 
used to display an amount of time. Reltime is an abbreviation for relative time. 
Abstime works in the same way as an ordinary watch and indicates what time certain 
events has, will or should take place. Abstime is an abbreviation for absolute time. 
 
Note that RAVE does not support floating-point numbers and therefore all decimals 
must be expressed as quotients.  
 
To avoid the use of nested if statements cases with multiple outcomes can be defined 
in tables. Tables can be either internal or external. External tables typically contain 
data that are subject to frequent updates and thus are better kept out of the source 
code. Internal tables are used do define static cases with multiple outcomes. The 
solution method (described in section 6) in this thesis relies heavily on external tables.  
 
RAVE is also available as a standalone application that can create and maintain rules 
for any application compatible with the rule language. 

5.7 Carmen report generator (CRG) 
The Carmen report generator is a powerful tool for generating reports based on data 
extracted from the other Carmen systems. Reports are created using a special 
programming language developed for this purpose only. Reports created with CRG 
are used to present results generated in PAC and CAS in a human readable format or 
to generate output files in formats suitable for importing to other applications.  
 
Reports can also be used in combination with RAVE code in order to iterate over 
certain sets and to evaluate certain variables. 
 
CRG is gradually being replaced by Python (Python is described further in section 
5.9) but is still a central part in CAS. 

count(leg(chain)) where (%desired_attribute% = valu e and 
(%leg_in_period)); 
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5.8 The optimizer 
This section aims to give a brief introduction to the methods utilized by the optimizer 
in CAS. It is important to understand that the optimizer in CAS is proprietary with 
closed source code. The actual implementation of the optimization methods used by 
the optimizer is a corporate secret. 
 
As previously mentioned, the crew assignment problem is solved using a technique 
called generate and optimize. Chapter 5.5 describes the solution method used by the 
Carmen software, but does not discuss the actual generation and optimization 
techniques. 
 
As mentioned in chapter 5.5.7, proprietary software called PAQS is used to select the 
best roster for each crewmember. Carmen incorporates optimization software from 
Dash Optimization that uses interior point or dual simplex depending on the size of 
the problem in order to obtain lower bounds and duals (Kohl and Karisch, 2004). The 
implementation of the optimization method will not be further discussed in this thesis. 
For more information on the subject, refer to Wedelin (1995). 
 
The generation phase uses a k-shortest path algorithm to generate the rosters. The 
method makes use of column generation without sacrificing the ability to use a rule 
programming language, which is the case when shortest path algorithms with reduced 
costs are used.  
 
The k-shortest path algorithm solves a shortest path problem without resource 
constraints. Each path is a roster and the rule evaluation code is executed on the 
shortest path. If the shortest path is legal, it is chosen. Otherwise the second shortest 
path is evaluated. Eventually the shortest legal path will be found this way. The 
computational expensive part of solving a k-shortest path is the rule evaluation. 
Finding the k node disjoint shortest path in an acyclic directed graph is not the 
bottleneck in this approach. The RAVE code must be well written to avoid multiple 
calls to a function or multiple evaluations of the same rule. Excessive rule evaluation 
will slow the process down significantly. The set of possible and required activities 
determine whether there is a reasonable chance that a generated path will correspond 
to a legal roster.  
 
A limitation with the method described above is that the structure of the cost function 
used will be restricted. It will only work if the objective function is decomposed by 
activities and a combination of activities in sequence. Objective functions of this type 
structurally resemble nodes and arcs.  
 
In the rostering problem, objective functions that aim to assign as many activities as 
possible to a crewmember follow this structure. As the k-shortest path method is 
implemented in CAS, the problem with crew minimization described in section 3.4 
occurs. 

5.9 Python 
Python is an interpreted, object-oriented, high-level programming language with 
dynamic semantics (Python, 2006). Despite the fact that Python is copyrighted it is 
freely distributable and usable for anyone.  
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Like pearl, which is another scripting language, Python has its own built in memory 
management. Unlike C where you have to write your own memory management, 
coding in Python is relatively fast. Custom memory management is still very useful in 
scientific computing and 3D-graphics programming where you have to push the 
hardware to its limits, but the capacity of modern computers makes Python an 
excellent choice of default language for most programmers as it in most cases makes 
sense to sacrifice a few bytes of overhead for the memory management in order to 
save time. 
 
Python has many basic features that are appealing to programmers. Data types does 
not have to be specified as Python recognizes how to handle a variable by its contents. 
The sequence data type tuple can hold both a string and a value in a single data type 
and dictionaries can be used as associative arrays with any immutable data type as 
keys. The dynamic semantics makes Python a very comprehensible and powerful tool.  
 
Another feature that is quite distinguishing for Python is that whitespaces is 
significant in the syntax. Python has no analog of the brace syntax used in C and Java; 
instead, changes in indentation delimit statement groups. The feature is interesting as 
it per definition gives all code written in Python the same structural layout. It is easier 
to write good code in a language that makes it easy to produce good-looking code 
than otherwise. 
 
Python is very popular in the open source community and is gradually replacing pearl 
as the favored scripting language for many programmers, especially in larger projects 
where the structure of pearl rapidly get obfuscated. Python is also frequently used in 
global commercial companies such as Google and NASA. 
 
Figure 8 displays the code from a small Python script that adds manco-id to etable 
files. The script is imported as a module to another script that creates the actual 
etables. Etables are discussed further in chapter 6.2. 
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Figure 8: Python script that creates manco-id 
 
Prior to Python, Carmen systems used their own scripting language, but as Python is 
under constant development by a large community the advantages with a separately 
developed language weighed heavily and Python was chosen in favor of the old 
scripting language. 
 
Carmen systems provide a series of modules that make Python able to control various 
aspects of the software. The modules also allow variables and parameters to be 
exported and used in Python syntax. A separate scripting language allows powerful 
steering of the Carmen software, and provides means to automate different processes. 
 
Recently Python has been used to create reports with data from PAC and CAS. The 
versatility of Python makes it useful in many different fields, and by utilizing it in 
more than one area, efforts can be consolidated into fewer systems and languages than 
if different programs are used. 

#!/usr/bin/env Python 
import re, os, sys 
from random import * 
 
def create(name): 
 
 infile = open(name,"r") 
 lines = infile.readlines() 
 infile.close() 
 
 count = len(lines)-31 
 list = range(1,count+1) 
 
 outfile = open(name,"w") 
 
 
 for line in lines[:31]: 
  outfile.write(line)  
 
 for line in lines[31:]: 
  var = choice(list) 
  outfile.write(str(var)+","+line) 
  list.remove(var) 
  
  
 outfile.close()  
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6 The simulation environment 
The complexity of the crew assignment problem makes it imperative to use existing 
technology to perform the actual rostering in the simulation environment.  
 
Development of a simulation environment does not necessarily mean that explicitly 
new software has to be developed. Implementing features in existing systems and 
extending them with add-ons is sometimes a more efficient way to offer options for 
analysis that the current systems lack.  
 
To enable simulation and analysis of crew composition in the pilot corps, an extension 
to CAS is implemented in the form of a series of Python scripts bound together by a 
small graphical user interface. The user interface allows easy access to the distribution 
of rank in the crew population and allows the operations to be performed without 
entering console mode on the server hosting the software. 

6.1 User interface 
The graphical user interface is reached by one of the roll down menus in CAS and 
appears as a free-floating window on the desktop. The Python module TkInter has 
been used to draw all objects on the screen. TkInter is not cutting edge technology but 
as it is easy to handle and automatically imports environment variables that makes the 
interface blend in with the rest of the working environment, the module is suitable for 
the purpose at hand. The layout is simplistic and shows the percentage of each crew 
rank in the currently loaded population in editable fields. The fields are used to 
specify desired changes in the crew population.  
 
A button labeled “generate” situated at the right hand side of the percentages is used 
to write the composition specified in the fields and to update CAS with the new data. 
The application does not allow changes in the distribution where the sum of the 
percentages does not equal one hundred. A roll down help menu is available at the top 
right corner and gives the user a short instruction to the proper use of the program. 
 
Figure 9 illustrates the interface with CAS in the background. 
 

 
Figure 9: Screenshot of the user interface in front of CAS 



Chapter 6  29 
 

6.2 Composition 
Information about rank is stored in external RAVE tables called etables. Etables with 
information about crew characteristics are generated from a central database with 
from the crew managing systems CRU80 and TAP. 
 
When the generate button is pushed, the etable in question is read into the memory 
and the total number of pilots as well as the number of pilots of each rank in the 
population are counted. The information from the table is then edited to match the 
percentages stated in the entry fields. The percentages for the user specified 
composition are retrieved from the fields in the GUI and stored in variables. The 
variables are then used to calculate how many pilots of each rank that needs to be 
updated and to what category. The actual updating of the population is performed 
using the replace function in the regular expressions module of Python. The function 
basically searches through the table for a specified pattern and then replaces a section 
of the pattern with a desired string.  
 
Careful consideration is taken to only process those pilots who are to change rank. As 
all pre assigned activities are linked to a specific crewmember, it is important to 
change as few individuals as possible when molding the population to fit the new 
composition. 
 
When the etables has been changed and saved, CAS is updated with the new 
information. The etable is rescanned in to the application and the graphical user 
interface is refreshed in order to make the effects visible. 

6.3 Minimize crew 
In order to discern the productivity of a solution, it is necessary to evaluate the 
amount of full time equivalents that are needed to liquidate the production. As CAS 
lacks a function for minimizing the number of crewmembers used in a solution, a 
method has to be devised to find this amount. 

6.3.1 Reduced populations 
A tedious but feasible way of finding the smallest amount of crew that is needed to 
liquidate a timetable is to do a series of simulation runs with reduced populations. 
 
By using a reduced population in the simulation runs, the production will only be 
partially assigned. When a simulation run is finished, the amount of unassigned 
positions of every category can be measured. The amount of unassigned production 
can then be used to estimate the number of additional full time equivalents that are 
required for all production to be assigned to a crewmember. Additional simulations 
can then verify the estimated values by adding crewmembers to the solution step-wise 
until all production is covered. Unassigned production will be referred to as manco 
henceforth since the term is commonly used in the airline industry. 
 
In order to reduce the population to be analyzed, a RAVE rule has been implemented 
that limits the legality of the pilots in the current population. The number of pilots 
allowed in the solution is constrained by a parameter for each crew category. By 
editing these parameters, the number of pilots of each rank that are allowed in the 
solution can easily be altered. The pilots allowed in the solution are selected at 
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random by assigning all crew a random manco-id between one and the amount of 
pilots of similar rank. Pilots with a manco-id smaller than or equal to the parameters 
that is constraining the rule are then legal to use. The manco-id is stored in external 
table files created by a Python script. 
 
The manco-id generation is performed when the generate button in the graphical user 
interface is activated. The process is performed in two steps. In the first step the crew 
characteristics table mentioned above is read in to the memory and the different pilot 
categories are sorted in to separate files. In the second step, the number of entries in 
each file is counted and a manco-id is assigned to each pilot. 
 
The reason for implementing this rule instead of selecting and hiding crewmembers in 
CAS, which would also reduce the population, is that the simulation environment 
should involve as little manual interaction as possible. By parameterizing the crew to 
be used, this number can easily be altered from Python scripts. It is also desirable to 
provide an easy and intuitive way for the analyzer to choose the amount of each 
category to be used in the next simulation run. 
 
Pre-activities has a major impact on the amount of production that can be covered 
with a certain population and by manually choosing the pilots best fitted to fly a 
program, i.e. those with a minimal amount of pre-assigned activities, the resulting 
solution will not be representative of the actual system. The rule- and parameter 
method described above circumvents this by randomly choosing the pilots of each 
rank from the total population that is to be included in the simulation run. 

6.3.2 Reducing manco 
When the simulation runs with reduced populations are completed, the partially 
assigned solutions are studied to discern the amount of manco in the solution. 
 
When the amount of manco has been measured, crewmembers are added to the 
reduced population stepwise and additional simulation runs are performed with the 
new populations until there are no manco left. It is not advisable to add a number of 
pilots corresponding to the amount of manco in the solution and then expect the next 
solution to be covered. Manco are seldom evenly distributed over the whole period, 
and all pilots have pre-activities that impair their availability. Some flights might be 
unassignable to the new population due to these facts, and thus crew must be added 
with a small overhead in order to fully cover all manco in the solution.  
 
Figure 10 illustrates a comparison of the distribution of manco days over two months 
between two crew populations. The legend shows the composition of the populations 
expressed in percentages of each pilot category. 
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Figure 10: Mancodays/day spread over two months 

 
Manco are reduced by gradually increasing the parameters that constrain the amount 
of crew used in the solution. The parameters are increased as multiples of the original 
distribution in order to keep the same allotment of rank through out the whole process. 

6.3.3 Cost function 
Other feasible methods to minimize the number of pilots used in a solution might be 
considered. As opposed to the method described in previous section one might argue 
that minimization should be implemented by inserting a cost function and modify the 
objective for the optimizer. This method would be ideal as the number of simulation 
runs needed to find the minimal amount of pilots needed would decrease dramatically. 
 
A cost function shaped like a parabola would in theory associate partially assigned 
rosters with a high cost, and thus make them undesirable to select. The optimizer 
would favor either empty rosters or rosters heavily packed with production. Figure 11 
illustrates a parabolic curve. 
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Figure 11: Parabolic cost function 

 
The problem with this approach does not lie within the formulation of the cost 
function or the implementation; instead the heuristic used by the APC (described in 
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section 5.5) imposes limitations in how cost functions can be used. The shift 
improving method makes it impossible to empty an entire roster in one iteration, 
which in turn renders the parabolic cost function useless as no empty rosters ever will 
be generated. 
 
It would also be pointless to circumvent the behavior by creating a cost function that 
gradually empties a certain roster, as it is impossible to decide in advance whether the 
roster should be emptied or filled. 
 
Even if it was possible to make assignment of production very expensive, a balance 
with the other costs in the optimization would have to be found. If the cost of 
assigning production to a crewmember exceeds the cost of keeping production 
unassigned, no rosters would ever be created. As the costs in the optimization process 
are purely artificial it would be difficult to discern the weight of the new cost 
function.    

6.3.4 Freedays 
Another approach to the problem of minimizing the usage of pilots in a solution is to 
create nonsensical activities and associate them with a low assignment cost. As the 
optimizer strives to generate rosters with as low cost as possible, it would be induced 
to assign the activities before the regular ones. Pilots with rosters comprised of only 
the nonsensical activity are removed and a minimum is reached. 
 
The problem with this approach is that all activities must be assigned to a 
crewmember in order to create a feasible solution, and there is no motivation for the 
optimizer to aggregate the activities to certain rosters. This might in part be solved by 
making the cost function negative quadratic, but it will not be enough as negative 
costs are unsupported. 

6.4 Automating 
The process of minimizing the number of crewmembers used in each solution with the 
previously described method requires manual interaction in several steps. In order to 
make the simulation environment efficient, the need for manual interaction needs to 
be minimized. 
 
As Python is heavily integrated with all software from Carmen systems, all RAVE 
variables can be accessed through the language. By using Python to set up simulation 
runs with all conditions and parameters to be used, the need for manual work in the 
crew minimization phase can be reduced. 
 
By studying the scripts and structures that control the basic functions of CAS, the 
process that starts the optimization runs could be isolated. In order to automate the 
process, simulations need to be triggered from Python scripts instead of manually 
through CAS. 
 
When a simulation run is finished, RAVE variables containing information about 
manco for the different categories are read into a Python script. The information is 
then used to increase the variables that control the number of pilots used in the 
solution. When a new amount is decided, the next simulation run is set up and 
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triggered. The process is repeated until all manco has been covered and a crew 
minimum for the selected composition is found. 

6.5 Test setup 
Given time and system resources, a large number of simulation runs with randomly 
generated populations could be conducted. This process would provide means to 
calculate mean values and confidence intervals in order to generate more reliable 
results. Multiple simulation runs with different individuals in the populations would 
minimize the effects associated with the characteristics of a certain population. 
Characteristics such as the distribution of vacation and standby lines might affect the 
solutions in various ways. 
 
As previously mentioned, processing power is a scarce resource due to the size of the 
rostering problem. Although the hardware in the servers is up to date, and the number 
of servers available is dimensioned to handle all requests from the planners, multiple 
simultaneous optimization runs are taxing to the system. 
 
The generation and optimization process is very time consuming; a single long haul 
simulation typically needs to run at least 10 hours to generate meaningful results. Due 
to these properties the number of test runs and replications has to be limited. 
 
The limitation requires the tests to be carefully planned in order for the simulations to 
generate meaningful results. 
 
A good way to plan demanding simulation runs is experimental design. The 
methodology of experimental design provides a way of deciding before the simulation 
runs are performed which configuration to simulate in order for the desired 
information to be obtained with the least amount of simulation runs (Law and Kelton, 
1991).  
 
By creating test patterns and following the theory of experimental design, the load on 
the optimizer could have been limited. Because pilots can fly below rank, all 
categories in the crew population correlate to each other. This phenomenon makes 
experimental design unsuitable to plan the test runs required in this thesis. It cannot be 
naturally assumed that the number of pilots from a certain category should be 
increased just because the number of unassigned flights is largest for that particular 
category in the simulation runs with reduced populations. Higher-ranking pilots can 
man the unassigned positions, and a small increase in one of the higher ranks might 
change the solution radically with a minimum of additional pilots employed. 
 
As experimental design is unsuitable for planning the tests, other methods have to be 
found. A simple non-scientific method to achieve this goal is to consult planners who 
are accustomed to the system and form a hypothesis of an initial state and start 
simulation runs in the indicated area. The solutions generated can indicate in which 
direction to search for better solutions. As the different categories correlate, the 
planner must use his or her experience to simulate the correct compositions of the 
population. This process is tedious, but as there are limited possibilities to plan the 
experiments in other ways, it is a reasonable approach. 



Chapter 7  34 
 

7 Simulations 
In order to evaluate the functionality of the simulation environment, a series of 
simulations have been conducted. As the solution method used requires a lot of 
calculating power and thus time and resources, the search for an optimal mix of rank 
has been limited to a search around the current crew composition. 
 
The composition of crew in the SAS intercontinental pilot corps as of January 2006 
has been used as the initial state for the simulation runs. The composition has been 
altered using the interface described in section 6 to create two test scenarios to be 
compared with the current composition.  
 
As of January 2006 the active crew population consisted of 383 pilots in total. Figure 
12 illustrates the distribution of rank in the original crew population at the mentioned 
time. In the original population 168 pilots, 44 percent, held the rank of captain, 149 
pilots, 39 percent, held the rank of first officer and 65 pilots, 17 percent, was assigned 
to the relief pilot position. 
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Figure 12: Distribution of rank as of January 2006 

 
In order to create a reference point to discern whether the simulation environment is 
capable to produce meaningful results the initial crew population was subjected to the 
minimize crew function. The crew population was reduced with 103 pilots and the 
total number of pilots allowed in the solution was set to 280. The size of the reduced 
population was chosen because it is an even number, which makes calculating 
percentages easy, and because it is a substantial reduction. Apart from these reasons it 
was chosen at random. Even though a substantially reduced population means longer 
simulation time and the use of more resources it is essential to test the functionality of 
the minimize crew function thoroughly and to make sure that the minimum number of 
crewmembers required for a solution with a certain population can be found in the 
range chosen. 
 
The first iteration of the automated minimizing function displayed a solution with the 
need of approximately 21 additional pilots, four captains, five first officers and twelve 
relief pilots. Figure 13 illustrates the number of pilots used and the amount of 
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unassigned positions of every category. The graph does not represent an entire 
simulation run, it rather illustrates the result of an intermediate iteration. 
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Figure 13: First iteration in minimize crew 

 
Obviously additional iterations are needed to find a solution that uses a minimal 
amount of pilots. Further intermediate results from the minimization process will not 
be presented as they are of minor interest. 
 
The simulation run in the final iteration of the minimization process generated a 
solution where 316 pilots where employed. As the composition of rank is preserved 
through out the process, the solution contained 139 captains, 124 first officers and 53 
relief pilots. 
 
As no real costs are presented, the total cost of the crew composition are calculated by 
multiplying the costs specified in Table 1 with the number of pilots of each category 
used in the solution. The relative cost of the initial composition (44/39/17) amounts to 
28697 units. 
 
The cost associated with each solution is expressed in units as no real costs are 
presented. The costs specified in Table 1 indicate the internal cost relationship 
between the categories rather than actual monetary costs. 
 
In the first test scenario, the flight captain category was reduced by nine percent. This 
action was motivated by the fact that flight captains are the most expensive category. 
Two thirds of the former captains where assigned the first officer position as this is 
the least expensive category and one third the relief pilot position. The new crew 
population (35/45/20) was reduced and subjected to the crew minimization function in 
the same way as previous experiment. 
 
The final solution with the new crew population required a total of 317 pilots. Out of 
the 317 pilots, 111 held the rank of captain, 143 the rank of first officer and 63 the 
rank of relief pilot. The relative cost of the first test scenario amounts to 28324 units.  
 
The second test scenario was built on the opposite reasoning. The amount of captains 
was increased with six percent as they are the most versatile category. The amount of 
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relief pilots was reduced to ten percent and the amount of first officers where 
increased one percent. The resulting composition contained 50 percent captains, 40 
percent first officers and ten percent relief pilots. 
 
The final solution of the iterations conducted with the second crew composition 
included 157 flight captains, 126 first officers and 31 relief pilots. The relative cost of 
the solution amounted to 28793 units.  
 
The number of pilots used in each solution is illustrated in Figure 14. 
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Figure 14: Number of pilots used 

 
The test scenarios are as previously mentioned based on the crew population of 
January 2006. Each scenario has simulated the different crew populations liquidating 
the production of the first planning period of 2006. A planning period usually consists 
of one month with a small overhead into the next. 
 
A crew population that can liquidate all production in a certain planning period might 
be unable to man all flights in the following planning periods due to varying crew 
need and pre-activities. In order to evaluate the robustness of the output from the test 
scenarios six additional CAS simulations where performed. Each new simulation was 
performed under the same conditions as the previous ones but over the second and 
third planning period of 2006. 
 
None of the test scenarios displayed manco for the second planning period. The third 
period did however display manco for all three populations in varying degrees. 
Although the crew complement, i.e. the number of pilots of each rank needed to 
liquidate a certain flight, was not completely fulfilled on some pairings, the shortage 
could not be considered significant. In each scenario, only a small number of pairings 
in the entire period was affected and these can probably be manned by unlocking 
some pre-activity or reschedule freedays for a crewmember otherwise available. 
 
As each crew population was able to liquidate production over a longer period, they 
can be considered robust.  
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To discern which population are the most cost effective, the relative cost of each 
solution was compared. As previously mentioned the number of pilots of each 
category was multiplied with their corresponding cost and then added in order to 
calculate the total cost of a population. The cost of each population is displayed in 
Figure 15. 
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Figure 15: Cost comparison 

 
The first test scenario, i.e. the first alteration of the crew composition proved to 
generate the least expensive solution. As the solution was able to liquidate all flights 
over a period of three months with little or no manco, it can be assumed that the crew 
composition is the most favorable of the three compared. The original composition 
was less expensive than the second test scenario. Although the test scenario required a 
smaller amount of pilots in total, the versatile nature of captains did not reduce the 
number of pilots needed enough to compensate for their high cost. 
 
The simulation results do not display an optimal solution in any way. The tests do 
however prove that the simulation environment can be used to generate and evaluate 
different solutions in the search for an optimal composition of crew in the SAS 
international pilot corps. 
 
The results of the tests described above are summarized in Table 2. 
 
Table 2: Simulation results 

 FC FP FR Tot Cost 
44/39/17 139 124 53 316 28697 
35/45/20 111 143 63 317 28324 
50/40/10 157 126 31 314 28793 
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8 Results and analysis 
The purpose of this thesis was to develop a simulation environment in which fictitious 
populations could be created and studied. A secondary goal with the study was to use 
the simulation environment to search for an optimal mix of rank in the SAS 
intercontinental pilot corps. 
 
As the project advanced, it became clear that the software used to create schedules 
and solve the rostering problem at SAS was not suited for addressing problems of the 
type specified in the purpose. The inability to generate a set of rosters that liquidate all 
production using a minimal number of pilots makes the search for the most cost 
effective population exceedingly hard. 
 
Different takes on implementing crew minimization functionality in CAS has been 
discussed in the report, and a somewhat lengthy method has been chosen in lack of 
good alternatives. Minimizing crew usage by simulating schedules with reduced 
populations is slow and inefficient. Time is an important factor, and iterative 
processes that require multiple simulation runs should be avoided. The time 
consuming process to minimize the number of pilots used in each solution is forced 
by limitations in the optimization backend to CAS. 
 
Despite the rudimentary nature of the simulation environment developed in this 
project, several interesting aspects of the problem stated in the purpose have been 
revealed. 
 
The problems faced in this project highlight the issue of whether the Carmen software 
is to be used as a device for manual crew planning purposes or if simulation and 
analysis is an equally important aspect for the end user. 
 
SAS frequently use the Carmen software for simulation and analysis purposes and in 
such implementations crew minimization is a vital function. In the authors’ opinion 
the usefulness of the Carmen software could be greatly improved if the optimization 
methods used where revised in order to allow for such functionality to be 
implemented. 
 
Although the simulation environment is unsuitable for conducting larger simulations 
and analysis, the simulation runs used to evaluate the environment indicates that there 
are potential cost savings in the study of how a crew population is composed.  
 
The results produced in the evaluation simulations are not extensive enough to draw 
any concrete conclusions about how an optimal crew population would be made up, 
but as an increase of the least expensive category, the first officer, generated the best 
solution in the test simulations, it is assumed that the search for better solutions should 
continue in this direction. 
 
Since the relief pilot is the least versatile, but second most expensive pilot category 
the usefulness of the category can be argued. From authors’ point of view, the 
separate category of relief pilot ought to be taken under consideration.  
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The reason for using a separate rank to man the relief pilot position on long haul flight 
is to minimize problems with recency landings. If regular first officers would be 
flying as relief to the captain and acting first officer, he or she would not get credit for 
the landings on that flight. Eventually some first officers would loose their licenses 
due to lack of landings.  
 
Instead of using a separate group that performs all their landings in a simulator in 
order to keep their license, a round robin system could be implemented where the 
pilot closest to losing his or her license should be allowed to land. As the current 
system keeps track of all landings performed by each pilot, implementation of such a 
round robin system should be relatively straightforward. 
 
The total number of required landings for the first officer category might exceed the 
number of flights where they can perform their recency landings. The need for 
recency landings might also aggregate during certain periods of the month making it 
difficult to schedule enough landings for each pilot. This might be the reason the relief 
pilot category was invented in the first place. Although planning gets more complex, 
pilots that are unable to get their recency landings in time could be scheduled to 
perform their landings in a simulator in the same way as relief pilots are scheduled in 
the current system. 
 
Simulator duty is not provided by the main company, but is bought from the SAS 
Academy, which is a subsidiary to Scandinavian Airlines Systems. Due to this fact, 
constant availability of slots in the simulators can not be guaranteed. As long as the 
relief category exists, crew planners can book larger blocks of simulator duty well in 
advance to ensure that all relief pilots get their recency landings. If a round robin 
system causes a need of scattered timeslots, SAS Academy might not be able to 
provide them on short notice. However, updated conventions on simulator and slot 
booking might provide a solution to this problem. 
 
A round robin landing policy combined with the possibility to perform some recency 
landings in a simulator might render the relief pilot category superfluous and thus 
reduce manpower costs and simplify the crew-planning problem. 
 
As previously mentioned, a set of rules is used to limit the pilots’ abilities to fly below 
rank because of the risk of loosing qualification due to lack of recency landings.  
 
The need for structural assumptions concerning the recency problem is amongst other 
things a result of the complex situations that occur after pilots has been in the 
simulator and need supervised flight time and a certain amount of actual landings.  
 
Another vital reason for the restrictions in assigning pilots below their ranks is that 
CAS handles the need for recency landings in a mediocre way. Instead of striving to 
give pilots recency landings within the valid period, a warning is given when the rule 
is about to be broken. The structural assumptions prevent pilots from flying below 
rank multiple times during the planning period to ensure that they get their recency 
landings. 
 
Instead of preventing a pilot that recently has flown below rank from doing so again 
in the recent future, restrictions in flying below rank should be based on the amount of 
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time since the pilot’s last landing and the time left before the license expires. This 
method might be slightly more susceptible to perturbation than the current one, but 
instead it allows for better and more flexible utilization of the crew. Obviously the 
below rank rules has been created for a reason and as long as the current rule set is in 
use they are very important. 
 
Apart from searching for an optimal composition of rank, the simulation environment 
can be used to evaluate potential populations generated by promotions and 
retirements. Evaluations of specific crew populations do not suffer from the time 
consuming crew minimizing process to the same extent as an iterative search for a 
desired population. 
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9 Future work 
There are several possible areas of future improvement to the simulation environment 
developed in this thesis. The most obvious ones are the crew minimization function 
and the test setup.  
 
If crew minimization somehow could be implemented directly in CAS, the time 
consuming iterative process with reduced populations would no longer be necessary. 
An improvement of this type would greatly increase the performance of the 
application as it would become less time consuming. The usability would also be 
positively affected as no external scripts would have to be called. 
 
In order to implement an improvement of this kind, the solution methods used in CAS 
would probably have to undergo major changes. Changes of this kind would however 
be hard to motivate unless they are requested by a large part of the Carmen end users.  
 
Further studies of a method to minimize the number of pilots used in each solution 
that does not require changes in the actual software might prove an interesting step 
towards making the simulation environment more useful. 
 
As the simulation environment require multiple simulation runs in the search for an 
optimal crew composition, it is important to conduct the right experiments. A 
methodology or heuristic that can minimize the number of runs required would be a 
significant improvement as the method currently used is somewhat crude. 
 
Apart from improving usability and performance, extensions to the current 
functionality and content of the simulation environment might be considered. 
 
SAS Intercontinental employs Airbus models A330 and A340, and today most of the 
pilots are qualified to fly both aircraft types. Since education- and training costs 
constitute a significant part of the department's expenses, the issue of whether dual 
qualification is needed has been raised. 
  
The main benefit of dual qualification is the increased flexibility in the rostering 
process. If every pilot is qualified to fly both types, the optimizer will not have to take 
qualification in to consideration when assigning the pairings, which in turn allows a 
larger fundamental set of solutions. Dual qualification also means a decreased need of 
pilots on standby duty as every pilot on standby can fly both aircraft types. 
 
To obtain qualification for each type, the pilot needs to undergo training and perform 
a number of landings with the new type overseen by an experienced pilot. In order to 
keep the qualifications, a certain number of fight hours, landings and training days are 
required. 
 
The distribution of qualifications in the current population is decided by which 
destinations a pilot operate, which in turn are decided by seniority order. There have 
been few attempts to analyze how alterations in the mix of qualifications affect the 
productivity and what might be a cost effective composition. 
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While minimizing the costs of education and training and the loss of productivity due 
to ground duty, partial qualification will introduce the problem of matching pilot 
qualifications with aircraft types in the pairings. Furthermore, partial qualification will 
impair the standby system due to limited predictability of required qualification. A 
homogenous group with dual qualification will be able to liquidate any kind of flight 
combination, whilst partial qualification can induce shortage of available pilots. 
 
A search for the optimal composition of qualification in the pilot corps can be 
conducted using the methodology that has been described in the thesis. Minor changes 
in the application can grant the ability to change the characteristics of a population 
with respect to qualification instead of rank. 
 
A study of how a cost effective distribution of qualification would look like, and in 
which order pilots should be trained in order to reach it would be an interesting 
extension to the problem examined in this thesis. 
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10 Dictionary 
This section explains some of the nomenclature from the airline industry used in this 
master thesis. The dictionary is intended as a reference for the reader. 
 
APC: The automatic pairing constructor is the optimization backend to CAS. 
 
Base: The office at which flying personnel is officially employed. All trips start and 
end at a base. SAS intercontinental are situated at Arlanda, Gardemoen and Kastrup.  
 
CAS: The Carmen crew assignment system is the rostering software used at SAS. 
 
CRG: Carmen report generator. A tool used for displaying accumulated data. 
 
Deadhead: Crew flying as passengers on a flight. 
 
Duty: A workday. 
 
GPC: The Graphical Pairing and assignment Constructor is the graphical user 
interface of CAS. 
 
Leg: A take off followed by a landing. 
 
Manco: Unassigned production. 
 
PAC: The pairing assignment system. 
 
Pairing: A sequence of legs that begin and end at the same base. 
 
RAVE: The rule and evaluation language is used to formulate the rules that constrain 
the APC. 
 
Roster: A generated schedule fore one crewmember. A set of anonymous pairings 
assigned to an individual. 
 
Studio: See GPC. 
 
Trip: See pairing. 
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