
Final thesis

Detecting SSH identity theft in HPC cluster
environments using Self-organizing maps

by
Claes Leufvén

LITH-ISY-EX--06/3819--SE

2006-05-12





Final thesis

Detecting SSH identity theft in HPC cluster
environments using Self-organizing maps

by Claes Leufvén

LITH-ISY-EX--06/3819--SE

Supervisor : Systems Expert Leif Nixon
Systems and administration

at National Supercomputer Centre in
Sweden (NSC)

Examiner : Associate Professor Viiveke F̊ak
Dept. of Electrical Engineering
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Abstract

Many of the attacks on computing clusters and grids have been performed
by using stolen authentication passwords and unprotected SSH keys, there-
fore there is a need for a system that can detect intruders masquerading as
ordinary users. Our assumption is that an attacker behaves significantly
different compared to an ordinary user. Previous work in this area is for
example statistical analysis of Process Accounting using Support Vector
Machines. We can formalize this into a classification problem that we will
solve with Self-organizing maps. The proposed system will work in a tier
model that uses process accounting and SSH log messages as data sources.
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vii



viii



Contents

1 Introduction 1
1.1 Problem description . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Our design . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Background 7
2.1 Data sources . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.1.1 Process accounting . . . . . . . . . . . . . . . . . . . 7
2.1.2 System calls . . . . . . . . . . . . . . . . . . . . . . . 10
2.1.3 User command-level data . . . . . . . . . . . . . . . 11
2.1.4 Network traffic . . . . . . . . . . . . . . . . . . . . . 11
2.1.5 Application log files . . . . . . . . . . . . . . . . . . 12
2.1.6 Administrative systems . . . . . . . . . . . . . . . . 12

2.2 Data normalization . . . . . . . . . . . . . . . . . . . . . . . 13
2.2.1 Normalization of SSH log files . . . . . . . . . . . . . 13
2.2.2 Normalization of Process accounting . . . . . . . . . 15

2.3 Self-organizing maps . . . . . . . . . . . . . . . . . . . . . . 17

3 Implementation 19
3.1 Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

3.1.1 Pycluster and Cluster 3.0 . . . . . . . . . . . . . . . 19
3.1.2 Data storage . . . . . . . . . . . . . . . . . . . . . . 21
3.1.3 Smoids module . . . . . . . . . . . . . . . . . . . . . 26
3.1.4 Vacuum program . . . . . . . . . . . . . . . . . . . . 26
3.1.5 Miner program . . . . . . . . . . . . . . . . . . . . . 27

ix



x CONTENTS

3.1.6 The web interface . . . . . . . . . . . . . . . . . . . 29
3.1.7 The fetch data script . . . . . . . . . . . . . . . . . . 29

3.2 Installation guide . . . . . . . . . . . . . . . . . . . . . . . . 29
3.2.1 Installation steps . . . . . . . . . . . . . . . . . . . . 30

4 Experimental results 33
4.1 Test set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
4.2 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

4.2.1 Iterations . . . . . . . . . . . . . . . . . . . . . . . . 34
4.2.2 Weight adjustment values . . . . . . . . . . . . . . . 37
4.2.3 Committee . . . . . . . . . . . . . . . . . . . . . . . 39

4.3 Unexpected problems . . . . . . . . . . . . . . . . . . . . . 42

5 Future work and conclusion 45
5.1 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
5.2 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

Bibliography 47



Chapter 1

Introduction

This Master Thesis describes the development of a passive monitoring sys-
tem. The system is based on analysis of user command behaviour and
session characteristics. A few years ago most of the attacks against In-
ternet connected systems where using security vulnerabilities called buffer
overflows and other types of vulnerabilities in the server software running
on the machines. In response to these attacks many organizations started
to audit the code running on the servers and invested in advanced intrusion
detection systems such as Snort, ISS RealSecure and NFR Sentivist. The
IDS1 works much in the same way as an anti virus software that search
for predefined patterns in a dataset, the IDS would frequently update it’s
signature database and scan the network traffic after packets that matched
the signatures.

1.1 Problem description

One commonly used service is SSH2 that lets the user connect to a remote
system with a layer of encryption protecting both the authentication in-
formation and the data exchanged during the session. SSH was a great

1Intrusion detection system
2Secure Shell

1



2 1.1. Problem description

technical advancement from the unencrypted telnet that was used before.
To authenticate to a SSH server the user can choose between many dif-
ferent types of methods: ordinary UNIX passwords, asymmetric keys, one
time passwords and other types of authentication tokens. But all of these
methods have a common weakness, the user must possess a piece of data
that an attacker can steal. So naturally the attacker evolved his/her attack
methods from buffer overflow-hunting to password/key-hunting.

So if we focus on users connecting and running commands on a system
we have a more difficult problem to solve today. The IDS developers have
no way of developing signatures that would just match attackers authen-
ticating with the correct stolen password and not the user authenticating
with the same password. The IDS also have no special type of pattern to
match against as it has against buffer overflow attacks since the attacker
doesn’t attack a bug in the software. Finally, the last thing that makes the
IDS completely useless is the encryption that is now in common use when
switching from telnet to SSH, which makes it impossible for the IDS to
listen in to our traffic and see if any account is being used in a suspicious
way.

How can we then evolve our IDS to cope with this new way of attack-
ing? The first method we considered were to develop a rule set with rules
describing which services a user should use and from which IP address the
user should originate from. This type of solution would use the log files
from the services we want to protect and search in those to find log mes-
sages that corresponds to activity not allowed by our rule set. With this
method we solved the first problem with not being able to see the session
data because of the encryption in most services. But as we have seen with
anti virus programs and IDS signature databases we would always have
the problem with the need of updating our rule set with new rules describ-
ing our users new behavior to prevent our IDS from giving false alarms.
So with that in mind we need to find a method that would automatically
change its detection model when the user changes it’s behaviour.

The next method we could come up with was a method that used the
service logs to relevant information but then instead of having a static rule
set that we need to contionally update, it should use some way to split up
the user sessions and then try to classify those into groups and all the ses-
sions that doesn’t fit in any group we would label as intrusions. This type
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of IDS is called anomaly detection system and can be grouped in two dif-
ferent types, supervised or unsupervised. The supervised system need the
operator to do manual training in the beginning so it has some examples
that it knows are labeled correct. The training is not as time consuming as
updating the rule sets in the method described above but it doesn’t scale
well and the performance of the system being trained is very dependent
on the skills of the operator training it. So we would need a highly skilled
operator that could very accurately label each of the first sessions for each
new user and service combination. That may work well for just a few ser-
vices and users but in the HPC3 environment where a user changes it’s
behavior by joining new research projects and the system has many new
users each month it would not work. The other type of anomaly detection
system, unsupervised, doesn’t need this type of training and instead relies
on the assumption that the number of attack sessions compared to legiti-
mate sessions aren’t no more than a few percent so they should be easily
detected by a statistical analysis. Unsupervised systems didn’t work before
when the number of buffer overflow attacks could easily be a few hundred
per day. Now when that has changed and we instead analyse users that
has succeeded to authenticate to a service the ratio between the attacks
and legitimate sessions are more in favor for unsupervised methods. This
type of system seems to be the solution for our problem but as previous
research has shown they aren’t as good as they sound. When evaluating an
IDS, two commonly used performance indicators are DR4 and FPR5. DR
describes the percentage of true attack sessions that haven been success-
fully detected. FPR describes the percentage of normal sessions incorrectly
labeled as attacks. A good system should provide a low FPR and a high
DR. Unsupervised systems has obvious problems with a high FPR that
would require the operators to manually inspect a significant number of
sessions each day. This scale as bad as the training of supervised system.
Most research and development of anomaly detection systems that uses
unsupervised types of algorithms has either a high FPR or a low DR, and
most systems uses only one data source, for example: network traffic, log
files or process accounting. With this approach the system become very

3High Performance Computing
4detection rate
5false positive rate



4 1.2. Our design

dependent on that single data source and has no way of correlating the
information with data from other sources.

1.2 Our design

Our suggestion of solution is a method that uses many data sources and
an unsupervised anomaly detection system. Our method would also try to
correlate the results from the analysis of each data source to try to get a
better FPR and DR performance from the unsupervised system.

Assumptions Our design depends on the following assumptions of the
monitored system and its users.

• The majority of the successfully authenticated sessions are from a
legitimate user of the account being used. Only a few percent are of
malicious nature [1].

• The attack usage is statistically different from normal usage [2].

We will choose Process accounting and SSH server log files as our data
sources, we will also do some extra refinement of the data by adding some
extra information derived from the existing data. To classify the data
from the sources in an unsupervised way we will use Self-organizing maps
as our algorithm of choice. Self-organizing maps have been used in the
intrusion detection area before with good results [3] [4] [5]. To succeed
with the correlation we will propose a layered design. This layered design
is inspired by previous research [6]. Figure 1.1 shows the layered design.
In the first layer we will for each data source have an instance of the SOM
algorithm running. And then by looking at the histogram of how the SOM
has grouped the sessions we can derive a value in the range of 0 to 1. In
the next layer we will take those values that each session has gotten for the
different data sources and feed it to a SOM that will try to group those
together and then we will again look at the histogram for this SOM and
derive a value representing the similarity between the current session under
analysis and the other sessions previous from the user.
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Process
accounting

SSH log
messages

Process accounting
analysis

(layer one)

SSH log messages
analysis

(layer one)

Committee analysis
(layer two)

Figure 1.1: The layered design of the system

The remainder of this Master Thesis is organized as follows: Section 2
the data sources and Self-organizing maps. Section 3 present a detailed view
of the implementation of the design. Section 4 presents our experimental
design and our results with analysis. We end with a summary, conclusions
and future works in Section 5.
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Chapter 2

Background

2.1 Data sources

One of the more significant challenges of developing an IDS is to decide what
data sources to use. The chosen data sources will decide the performance
of the system and what it will be able to detect. When we have decided for
data source, we need to come up with a good model to represent the data.
Aspects such as level of noise and number of features are also important
factors. For our design we decided to use Process accounting and SSH log
files as our data sources.

2.1.1 Process accounting

On a UNIX system you can use the ps command to show running processes.
Because most processes running on a system have a very short life span,
you would need to run the ps command maybe every second to get a good
accounting of what processes a system has run [7]. Because of that most
UNIX systems have a process accounting system built in in the kernel and
collects process name, time of execution, what user executed the command
and many more details about the processes [8]. Originally process account-
ing was developed for billing and planning resources purposes on shared
systems. However process accounting is a very good source for examin-

7



8 2.1. Data sources

ing what commands an attacker has used and because of that is very likely
that the attacker will try to disable process accounting or any other logging
mechanism as quickly as possible. We can protect us from that by contin-
uously securely moving the accounting files to a different system. When
the attacker then stops our method of moving the files away we will know
that we can’t trust any more data coming from that system and source. To
show more in detail what a process accounting system collect we have here
the data model that the accounting function in the Linux kernel version
2.6.9 uses.

struct acct
{
char ac_flag;
u_int16_t ac_uid;
u_int16_t ac_gid;
u_int16_t ac_tty;
u_int32_t ac_btime;
comp_t ac_utime;
comp_t ac_stime;
comp_t ac_etime;
comp_t ac_mem;
comp_t ac_io;
comp_t ac_rw;
comp_t ac_minflt;
comp_t ac_majflt;
comp_t ac_swaps;
u_int32_t ac_exitcode;
char ac_comm[ACCT_COMM+1];
char ac_pad[10];

};

Some comments about the different fields are appropriate.

• ac flag: This flag can be one of the following.

– S – Command executed by super-user.
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– F – Command executed after a fork but without a following
exec.

– C – Command run in PDP-11 compatibility mode (VAX only).

– D – Command terminated with the generation of a core file.

– X – Command was terminated with the signal SIGTERM.

• ac uid: This is the UID of the user that ran the command, it is
important to remember that UIDs are most times system-wide.

• ac gid: This is the GID of the user that ran the command, it is
important to remember that GIDs are most times system-wide.

• ac tty: This the TTY that user was connected to when the command
ran. Some commands can have this field empty because the user has
used a command like nohup.

• ac btime: This is the time when the user executed the command,
expressed in seconds from UNIX epoch.

• ac utime: This is how much CPU time the command consumed in
user space expressed as ticks.

• ac stime: This is how much CPU time the command consumed in
system space expressed as ticks.

• ac etime: This is for how long the command ran expressed as ticks.
Combining ac time with ac time you could get exit time for the com-
mand.

• ac mem: This is how much memory the command used in average.

• ac io: This is how much io the command transfered expressed as
chars.

• ac rw: This how many blocks that has been read or written.

• ac minflt: This how many minor pagefaults occured during execution.

• ac majflt: This how many major pagefaults occured during execution.
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• ac swaps: This how many swaps occured during execution.

• ac exitcode: This is the exit code from the command.

• ac comm: This the command name, truncated to sixteen characters
and without the arguments to the command.

• ac pad: Padding bytes for the process accounting record.

All process accounting records are stored in this binary format in a file
on the system. Each record is written when the process exits, because of
that we can’t build a real time IDS system with process accounting as a
data source. Instead we have to wait until the process has finished and
with that a significant intrusion may not be noticed until it has happened.
This is not a problem if our system is a passive one that shouldn’t try
to stop the attacker in some way. But if we want a real time system or
the possibility to stop an attacker as he/she runs a specific command, we
could modify the process accounting system in the kernel so it writes as
much as possible when the command starts and then later updates the
process accounting record with the remaining information. It would make
the accounting process a bit more complex. To process the binary log file we
have a command line utility called lastcomm. It can display the following
command name, user name, tty, elapsed time and execution time. Another
way to process the file would be to write a small Perl script that output all
fields for each record in the file.

2.1.2 System calls

Another popular data source is system calls [9]. By looking at a user’s
ordinary pattern of system call usage we can make good profile of what to
expect in future sessions from that specific user. To Sun’s Solaris operating
system there exists something called BSM (Basic Security Module) [10].
The BSM provides security features for Solaris and it recognizes 228 kernel
signals. For Linux you can use SE Linux to collect and enforce system
call usage [11]. Systrace is another software for Linux and BSD-family
of operating systems [12]. Compared to process accounting, system call
logging gives a much better detailed view of what the user is doing but it
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also makes it more difficult to get a more user friendly view of the data.
For example it would be difficult to show what commands a user have run.
System call logging also produces larger volumes of data and the overhead
of collecting all the data is greater compared to process accounting that
produce one line for each command execution. With system call logging
you may get everything from 2-3 records to 100 records or greater in the
log file for each command execution.

2.1.3 User command-level data

In some shells you can specify a history file where your commands and the
arguments for that command is saved. With this source you get both a
great detail on what commands and with what arguments that has been
executed by the user. The problem with most shells is that you don’t get a
time stamp for each command and you need to have a separate history file
for each user. And most times the user can turn off the history function in
the shell so you would need to maintain a patch set for every type of used
shell on your system that adds time stamp information, prevents the user
from turning off the history function and collects everything in a central
place. All these changes will add a great cost maintaining the system.
Compared to how easy it is to circumvent the data collecting process by
just compiling your own shell and run that the first you do when you login
makes this data source not a viable option.

2.1.4 Network traffic

One of the most popular data sources for IDS systems is network traf-
fic [13] [14] [15] [16]. One of the greatest advantages of network traffic as
a source is that it most times makes a minimal impact of the monitored
system because of the passive nature of listening into the traffic on “the
wire”. But there are more advantages such as deciding on what level we
should inspect the traffic, ranging from just looking at the statistics of IP
addresses communicating with each other and what ports and protocols
they are using. To a more in depth inspection where we could develop spe-
cific protocol analyzers that finds anomalies in the protocols in the traffic
such as POP, HTTP, DNS and SMTP. One of the most significant disad-
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vantages of network traffic as a source is that now a days more and more
of the protocols use strong encryption and that forces us to doing a sim-
ple analys such as looking at what IP addresses are communicating. A
disadvantage with protocol analyzers are that they tend to need frequent
updates because of protocol updates and special fixes to cope with clients
that doesn’t follow the protocol specification and with that triggering a
false positive in the analyzer.

2.1.5 Application log files

Another good data source is the application log files. In these we can find
probably the best information of what actions the application is performing
and if it is exposed to an attacker. Most UNIX systems have a central
system logging service that log everything to text files with a time stamp
and the name of the application sending the log message. Many applications
use this service to send their logs, one disadvantage with this setup is
that it doesn’t specify a standard log message format except from what
we have described above. With that in mind we would have to write an
analyzer for each application we want to monitor. We would also have to
figure out every combination of log message that we can expect to find and
continuously update that set of filters for each time the application changes
it’s log messages. This may seem like a small problem but for OpenSSH,
a popular SSH software suite, the log messages have significantly changed
between the versions 3.1 and 3.9 [17].

2.1.6 Administrative systems

If we have access to an administrative database such as LDAP1 we could
use it to find patterns in different user groups that we can derive from
the information saved in the database. This source can be a very valuable
source because most of the information in it can’t be collected from other
sources, for example user groups, departments in a organization, projects
and shared system. Another advantage is that most organizations already
spend time on maintaining the information so using this source won’t add

1Lightweight Directory Access Protocol
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any administrative overhead for the operator. One scenario where it would
perform excellent would be when a user group uses a remote host as a
launch pad for connecting to other systems, if the remote host gets hacked
and the attacker installs some type of password collector and one of the
users authenticates to our system and with that giving his/her password to
the attacker. When we then detect the attacker using the stolen account
and password from the user we could easily mark every user that belongs
to the same group and with that uses the same launch pad to connect to
our system as having possibly stolen passwords.

2.2 Data normalization

As we mentioned above we chose Process accounting and SSH log files as our
data sources. Because of the big difference in information and format from
these two sources we use two different methods of data normalization to
reach the goal we have. Our goal is to produce a fixed length vector for each
source that contain float values in the range of 0 to 1. We choose this type
of representation because it facilitates the further analysis where we will
work with algorithms that compares the distance between multidimensional
vectors.

2.2.1 Normalization of SSH log files

IP, AS number, Auth Type, Session start and Session length derived from
the SSH log files are normalized with an ordinary normalization method
shown in equation 2.1. The normalization method is done in two steps. In
the first step, the mean (µ) and standard deviation (σ) values are calcu-
lated for each dimension in the vector. In the second step, the vector is
normalized by

x′i =
xi − µ

σ
i ∈ N (2.1)

Where µi and σi are the mean and standard deviations of dimension i.
For the field “session start” we need to find a special conversion before the
normalization because it is an increasing value. To get something useful
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Feature Range
IP address 0 - 4.228e+09
AS number 0 - 65536
Authentication type 0 - 3
Session start 0 - 86400
Session length 0 - ∞

Table 2.1: Range of features in SSH log files

from it we convert it to a value that specifies on what time on a 24-hour
period the session started, this we do by using modulo 86400 (number of
seconds in a 24-hour period). By using this way of normalizing the features
we get a few interesting side effects. If we look at the following table over
each feature we normalize and compare the value range it has before the
normalization.

We see that with this normalization we do, some features will have a
stronger influence than others. That may seem like a bad idea but if we
look at what features that have a weaker influence we will see that it might
be a good automatic weighting of the features. A change in “IP address”
will not make as significant difference as a change in “Authentication type”
and that is a good weighting because of the commonly used DHCP protocol
it is expected that the user will change its IP address more regularly than
authentication type. Another automatic weighting that might be a problem
is that “AS number” and “Session start” has about the same range but a
change in “AS number” can be more interesting then just a change in the
time of day the user log in.

For the “AS number” feature we have to derive the information in some
way from the IP address. To succeed with this we have a few different
methods. The first method is to examine the Internet routing table and
look at the ASN path for a packet addressed to this IP and in what AS
number it terminates. This method would give us correct and real time
data because of the nature of the Internet routing table being correct all
the time. But it has a disadvantage, we need access to a BGP capable
router that has a full BGP feed e.g. a complete routing table for the
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Internet, the router must also handle the load from our system querying it.
The second method is to use one of the whois services on the Internet were
you can query a registrar like ARIN and RIPE for the information. Most
registrars have correct and up to date information but the responsibility of
updating the information lies on the organization owning the IP address
space so it vary significantly how much information they have registered.
Another disadvantage is that we need to find some way of querying the
right registrar and the commonly used solution is to use a lookup table
mapping IP address space to registrar, this table needs to be updated when
a registrar is delegated a new address space for further distribution. We
can overcome this problem if we use a whois service like Merit’s radb.net
where Merit aggregates many different registrars whois records to get a
more complete and correct view. This service succeeds in finding the AS
number for an IP address most of the times and gives sufficient performance.
By using a caching whois client we can further increase the performance
and lower the load on Merit’s whois service. The third method is much
alike our first method but with a different interface to the BGP data, the
Team Cymru IP to AS number lookup service uses BGP feeds from 50+
BGP peers to base it’s information on. The different ways of querying their
service is by ordinary whois, HTTP and also DNS. With DNS we would
get lightweight queries that we also could cache in our DNS servers without
needing to do our own caching in the client querying. Team Cymru service
also tries to derive Country prefixes for the IP address and that may be a
interesting feature in our system. They also have a bulk interface where we
could use netcat to run a batch of queries and with that further increase
the performance, of course we would lose the caching effect of the DNS
protocol but that might be a acceptable performance hit.

2.2.2 Normalization of Process accounting

Compared to the normalization we do for the features we got from SSH
log files, the normalization of process accounting features is more com-
plex. Previous research have proposed a method of normalizing Process
accounting data [18] [19]. By looking at each session as a web page and
the commands that the user has issued during that session as the words
on the page we can use techniques from the data mining area such as term
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frequency (TF) [20]. Term frequency is when you measure the frequency
of occurrence of the terms in the document, and in our case the terms are
the commands and the document is the session. But term frequency alone
cannot ensure acceptable retrieval performance. Specifically, when a com-
mand issued alot of times is not concentrated to a few sessions but instead
exists in many or all sessions, the importance of the command falls. An ex-
ample of such command is ls that doesn’t really tell you something about
what the user is doing compared to the command gcc that shows that
the user is compiling some software. We need something more that favors
commands that are concentrated to a few sessions. The inverse document
frequency (IDF) performs this function, it varies inversely with the number
of documents which a term is assigned to in a collection of N documents.
A typical IDF factor may be computed as log N

n . With the TF and IDF we
get a good distinction of the commands that are run a few times in many
sessions and the commands that are run frequently in just a few sessions.
Combining TF and IDF we get the following equations

Vi[j] = TF (i, j) ∗ IDF (j) (2.2)

TF (i, j) = 0.5 + 0.5 ∗ frequency(i, j)
Max∀j(i, j)

(2.3)

IDF (j) = 1 + log(
n

k
) (2.4)

The vector Ui contains the command set from session i, this vector
is transformed into a fixed length vector Vi with the jth dimension hav-
ing the value calculated by equation 2.2. Where TF (i, j) is calculated by
equation 2.3 and IDF (j) is calculated by equation 2.4. In equation 2.3
frequency(i, j) corresponds to how many times the jth command is exe-
cuted within Ui. And in equation 2.4 n corresponds to the total number of
sessions for this specific user and k corresponds to the number of sessions
that contain at least once the jth command.
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2.3 Self-organizing maps

Clustering is the method of classifying objects into subsets (clusters) so the
members from the same cluster are quite similar, and the members from
different clusters are quite different from each other. By clustering high
dimensional vectors we can see if there are any similarities and structure
in the vectors by looking at how they are clustered together in a lower
dimensional space. One of the more popular clustering algorithms is Self-
Organizing maps(SOM) invented by Kohonen [21]. SOMs are based on a
grid of artificial neurons whose weights are adapted to match input vectors,
each neuron represents a cluster. The type of SOM algorithm we will use
is the same type that the Cluster library uses, the library we will use when
implementing this system [22].

Here are the steps in the SOM algorithm.

1. Randomize weight vectors for each cluster in the grid. These vectors
will have the same dimension as the input vectors.

2. Randomly select an input vector.

3. Traverse each cluster in the grid and use a similarity function to
calculate similarity between the cluster weight vector and the input
vector. Remember the cluster that produces the smallest distance, it
is called the Best matching Unit or BMU.

4. Update the BMU’s weight vector and the neighbouring clusters using
the input vector chosen in step 2. The amount of adjustment of the
weight vector is defined in the following way.

4Weightvector = τ ∗ (inputvector −Weightvector) (2.5)

The parameter τ is the weight adjustment value that decreases for
each iteration step. The Cluster Library uses a simple linear function:

τ = τinit ∗
(

1− i

n

)
(2.6)

Where τinit is the initial value of the weight adjustment that we can
specify when using the library. With the function 2.6 the changes
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to the weights vectors will be made rapidly in the beginning of the
iteration and in the end only small changes will be made. We will also
have to define what neighbouring clusters the SOM should change the
weight vectors for. Initially it will change all cluster within a radius R.
This radius then decreases for each iteration step with the following
function:

R = Rmax ∗
(

1− i

n

)
(2.7)

The maximum radius R is defined as:

Rmax =
√

N2
x + N2

y (2.8)

Where Nx and Ny are the dimensions of the grid.

These steps are iterated usually over a few thousand times.

Similarity function Euclidean distance is a common way of measuring
the distance between vectors. In the Cluster library the Euclidean distance
is defined as:

d =
1
n

n∑
i=1

(xi − yi)2 (2.9)

Because the data in xi and yi are subtracted directly with each other
it is important that we properly normalize the data. The denominator n
corresponds to the dimension of the vectors x and y.



Chapter 3

Implementation

3.1 Design

We have chosen Python as the language of the implementation [23]. Be-
cause of time constraints on this Master thesis we chose an already written
machine learning library. Our requirements on the library was that it
should run on a UNIX system and it should have a Python interface and
if it was possible the core parts of the library should be written in C/C++
to give us a better performance compared to a library purely written in
Python. A library that fulfill these requirements is Pycluster. The fig-
ure 3.1 shows an overview of the design and how the different parts that
are described below interacts with each other.

3.1.1 Pycluster and Cluster 3.0

Pycluster is a python module to interface with the Cluster package origi-
nally developed by Michael Eisen at Stanford University [22]. The Cluster
package has then been modified and extended by Michiel de Hoon, Seiya
Imoto and Satoru Miyano at Institute of Medical Science at The University
of Tokyo. They added support for multiple trails for the k-means algorithm,
a feature that is crucial for the k-means algorithm to be reliable. They also
extended the self-organizing-maps to include 2D rectangular geometries.
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Figure 3.1: The implementation design of the system

The graphical version of Cluster is ported to Mac OSX and Linux/UNIX
using Motif. There is also a command line version that is ported to Cyg-
win, Mac OSX and Linux/UNIX. Apart from the Python interface there
are also interfaces for Perl and C. The Cluster library is primary developed
for gene expression data analysis, an area where clustering algorithms are
widely used. Because of that the library implements the most commonly
used clustering algorithms. The following algorithms are available:

• Hierarchical clustering (pairwise centroid-, single-, complete-, and
average-linkage);

• K-means clustering;

• Self-organizing Maps;

• Principal Component Analysis.

By using Cluster we get easy access to many different clustering algo-
rithms and as a bonus they are reasonably fast because of the library is
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written in C. Additionally Cluster has a wide range of similarity functions
for measuring the similarity between the data vectors. The following eight
similarity functions are available:

• Pearson correlation.

• Absolute value of the Pearson correlation.

• Uncentered Pearson correlation (equivalent to the cosine of the angle
between two input vectors).

• Absolute uncentered Pearson correlation (equivalent to the cosine of
the smallest angle between two input vectors).

• Spearman’s rank correlation.

• Kendall’s τ .

• Euclidean distance.

• City-block distance.

3.1.2 Data storage

We used a relation database to store all the data, because NSC already
used MySQL database server version 4 for many of their other systems
we chose to do the same for this system [24]. The MySQL database is
recognized as one of the fastest Open Source database servers in the world
and many applications and languages have support for it. To interface with
the database server from Python we used MySQLdb version 1.2 that gave
us a fast and easily accessible interface to the data stored in the database.
To ensure consistency in the database tables we used InnoDB as storage
engine because that is the only engine that MySQL support foreign keys
for. Each table also have some indexes to increase the performance. We
chose the following design for the database.
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SSH staging table This table is for temporary storing every log message
we have collected from the SSH service on the different systems we monitor.
It stores the following information depending on what type of message it
is.

• Account name

• Log time stamp

• System name

• The pid of the SSH process running as root

• The pid of the SSH process running as the user

• TTY

• IP address

• Authentication mechanism

• Type of log message

For the SSH service we can detect 5 different types of log messages. It
may seem that it should be sufficient with only two types, log on and log
off, but we will describe below why each message is important.

• conn info: This the first message signals that a user has successfully
authenticated to the system. It contain information about what type
of authentication used, account name and IP address. This is a ex-
ample of the log message:

“Mar 30 23:49:36 login-1 sshd[10981]: Accepted password for y ersa
from 130.236.73.21 port 3141 ssh2”

• user pid: This type of message only occurs if the system is running
an OpenSSH server with Privilege Separation enabled. The message
contain information of the mapping between the pid of the ssh server
processes running as root and the pid of the process running as the
user. This is a example of the log message:

“Nov 15 13:50:13 login1 sshd[14503]: User child is on pid 1011”



Implementation 23

• user pty: This message contain information about what TTY has
been assigned to the session. It is important to know the TTY of the
session to map concurrent sessions to the right entries from Process
accounting. This is a example of the log message:

“Nov 15 13:50:13 login1 sshd[666]: PAM: setting PAM TY to ”/dev/pts/6””

• conn closed: This message signals that the session has been closed by
the user or by other means broken and shutdown. From this message
and the conn nfo-message we can derive the session length. This is a
example of the log message:

“Nov 15 14:00:02 login1 sshd[666]: Closing connection to 130.236.101.66”

• front node reboot: This message signals that the system we monitor
has rebooted for some reason. From this we can assume that every
session that we have not seen a conn losed-message we can delete all
session data for because we never will get a valid closure of it. This
is a example of the log message:

“Nov 15 16:55:27 login1 kernel: Linux version 2.6.9-22.EL (buildcen-
tos@louisa.home.local) (gcc version 3.4.4 20050721 (Red Hat 3.4.4-
2))”

Process accounting staging table This table is for temporary stor-
ing every log message we have collected from Process accounting on the
different systems we monitor. It stores the following information.

• Log time stamp aka execution time

• Account name

• TTY

• Command name

The previous tables have just been for temporary storage but the fol-
lowing tables are used to store data for analysis and historical retrieval.
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The users table This table holds the account and system names of the
systems we monitor. We had two choices for the design of this table, the
first was to handle each user and the accounts the user had on the different
systems as one and analyse all the sessions from the different systems as if
they came from the same system. The benefit with this approach is that
we would faster get a significant amount of sessions to use for our analyse.
The second approach would be to separate the sessions from the different
systems the user had accounts on and analyse them separately. It would
result in that we need more time to collect a satisfying number of sessions
for each system for our analysis. Because different types of HPC systems
are built with different purposes and most of the time run different types
of software and with that different commands. We thought it would make
the sessions to irregular if they were combined from all the systems and it
would make it harder for the SOM to group them correctly. With that in
mind we designed this table so that each record is a unique combination of
the account name and the name of the system it resides on. Each record
has a unique id that we later use in the table that stores the sessions to
map sessions to accounts and systems.

The sessions table This table hold the sessions we have collected and
verified to be complete. With complete we mean it has all the necessary
log messages from the SSH service and one or more log messages from the
Process accounting (eg the user has typed one or more commands in the
session). Here is a list of the fields in this table.

• Session id: A unique id for each session. We need this to later as-
sociate the commands from the command table described below to a
specific session.

• User id: The user id associating the session to a specific account and
system in the user table.

• dirty: This is a flag to mark if the session has been analyzed by the
miner described below.

• Session start: This is the session start time stored in seconds from
UNIX epoch.
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• Psacct value: This is the value from the analyse of the Process ac-
counting data for this session.

• SSH value: This is the value from the analyse of the SSH character-
istics for the session.

• SSH authentication type: This field defines the type of authentication
method the user used to authenticate.

• SSH IP: This is the IP address the user used with this session.

• SSH ASN: This is the AS number we could find for the IP address
of the session. Because it sometimes might not be possible to find a
AS number for an IP address we use a number in the reserved range
when we doesn’t find any, the number is 65535.

• Session length: This is the length of the session expressed in seconds.

• Committee value: This is the value from the analyse of the values
stored in SSH value and Psacct value fields for the session.

• Session snap: In this field we save extra data structures that we need
to reproduce the histograms for each of the different types of analys
we have done.

To ensure consistency in the database each session must have a unique
session id and the user id set for the session must exist in the user table
described above. We have also added a constraint that deletes all sessions
associated with a user id when it is deleted from the user table.

The commands table This table holds the commands that the system
has collected from Process accounting and found a matching session to.
Here is a list of the fields in this table.

• Id: Each command has a unique id.

• Session id: The session associated with this command.

• Log time: This is the execution time of the command.
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• Command: This is the command that was executed.

To ensure consistency in the database each command must have a
unique command id and the session id set for the command must exist
in the sessions table mentioned above. We have also added a constraint
that deletes all commands associated with a session id when it is deleted
from the sessions table.

3.1.3 Smoids module

We have developed a Python module to hold most of the functions in
our system. Each part of the system will use the module, for a complete
documentation of the functions and their purpose and usage we refer to
the documented source code.

3.1.4 Vacuum program

The Vacuum program takes as argument the log files from the data sources
and the name of the system they are collected from. Vacuum works in
two stages, the first stage is parsing of the log files and the next stage is
building sessions and importing them into the database. We will describe
each stage closer.

In stage one we open the log files submitted from the command line
and with a collection of regular expressions that match the log messages
we are interested in, we filter out those lines and import them into the
staging tables in the database. In stage two we first check if the system
has any recorded reboots, if we find a recorded reboot we can assume that
every session not finished before that reboot will never finish because of
the processes dying in the reboot. Then we parse the messages stored in
the staging tables for complete session. With a complete session we mean
a session that has all the necessary log messages from the SSH service and
commands associated to it. When we have found a complete session we
try to lookup the AS number for it and then inserts everything into the
session and command tables and if needed update the user table. After we
are done building sessions we run a garbage collection on the staging tables
and delete every log message older than three months. We assume that a
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session can’t be longer then that. Everything else is left to the next run
where we may get more log messages that completes more sessions.

3.1.5 Miner program

The Miner program takes no arguments when started. First it connects
to the database to list all the sessions in the session table that have the
dirty field set to true and sorts them by session start time. Then it iterates
through the list of found sessions and for each session it creates a “window
of sessions”that contains the 200 previous sessions associated with the same
user id as the current session under investigation, these sessions are already
analyzed and has the dirty field set to false. Then it performs three types
of analysis that we will describe closer.

Process accounting analysis First we start with calculating the TF
and IDF for the commands associated with the sessions we are analyzing.
After doing this we have a vector corresponding to the commands run for
each session. Those are fed to the SOM function in the Pycluster mod-
ule. We also specify the grid size, number of iterations and the similarity
measure function used. The function then returns two sets of data, one
mapping each input vector to a grid coordinate and the other contains a
list of the vectors describing the centroid for each cell in the grid. We then
continue the analyse by using the former data set as input for a function
producing histograms. The output from this function is an array describing
the distribution of sessions in the grid. The last thing we do is to lookup
where the current session under analysis has been placed in the histogram
and by counting the sessions in the same grid position and dividing with
the complete number of sessions in the grid we get a value for how big
share of the sessions that were grouped in the same position. When the
analyse is finished we store the histogram and the value in the database,
the histogram data will be used in the web interface to make a graphical
representation of how the SOM algorithm has grouped the sessions.

SSH and session data analysis In this part we analyse the following
parts of the session.



28 3.1. Design

• IP address used in the session.

• AS number that corresponds to the IP address above.

• Authentication method used for the session.

• Session start time in a 24 period so we can see if it was in the morning,
day, evening or night time.

• Session length, how long was the user connected.

All these parts are normalized as we have mentioned before with a
standard technique so they all form a vector with values in the range of 0
and 1. We do this normalization for every session in the session window.
Then we use these vectors as input for the SOM function in Pycluster
and use the same settings as we did for the Process accounting analyse
above. We then do the same type of work on the result as we did above
in the process accounting analyse. And the result is a histogram showing
the distribution of the sessions on the grid and a value corresponding to
the size of the share of session being grouped in the same position as the
session we are currently analyzing. As above the histogram data and value
are stored in the database for further use by the web interface.

Committee analysis The last analys we do is called Committee analys.
Here we will do an analys based on the values for each session from the two
previous analysis described above. By taking the values from each session
and storing them in separate vectors we get a list of vectors that we use
as input to the SOM function. Then as before we work on the result from
the algorithm in the same way as mentioned above to produce histograms
and a value describing the distribution of the sessions. The histogram and
value from the analysis are then stored in the database.

The last action performed by the miner is to update the field of the
session it has just completed an analysis of and set the dirty field to false
and continue to work on the next session needing analysis.



Implementation 29

3.1.6 The web interface

The web interface is written in Python and runs with the help of mod python.
The interface lets the operator list every session that has been analyzed and
look at “Top 10” lists of for example the most commonly used command.
When the operator looks at a specific session the interface will produce a
collection of 3D graphs that show the histogram for each data source and
also a graph describing the previous values the user has gotten for each
his/her sessions. The operator can also see the stored values for each of the
fields in the session table for the specific session. The graphs is generated
with gnuplot [25].

3.1.7 The fetch data script

To collect the log files from each system we monitor and to execute the
vacuum and miner program on the data, we have a shell script called
fetch data. It collects the log files in a secure way by using SSH public
keys and scp. Then the script executes both stages in the vacuum pro-
gram and then executes the miner. The script is configured as a cron job
running each morning.

3.2 Installation guide

Here we describe the installation of the system. First of all you need to
check that your system meet the following software requirements.

Software requirements

• Python (tested on Python 2.3.4 with modules re, time, os, struct,
socket, math, cPickle)

• MySQL (tested on MySQL 4.1.12)

• gnuplot (tested on gnuplot 4.0 patch level 0 compiled with GD)

• Pycluster (tested on Pycluster 3.0)

• MySQLdb (tested on MySQL for Python 1.2.0)
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• mod python (tested on mod python 3.1.3)

• Gnuplot-py (tested on Gnuplot.py 1.7)

• OpenSSH (tested on OpenSSH 3.1p1)

• Process accounting (tested on Process accounting 6.3.2)

3.2.1 Installation steps

You should perform the following steps to get the system installed and
working.

1. Create database, import sql-structure and update database.cnf. The
file database.sql contains the table definitions and with the command
“mysql -u <sql account> -p <database name> < database.sql” you
create them in your database. Then you update the file database.cnf
to correspond to the database settings you chose such as db user, db
password, db name and so on.

2. Update http server configuration and copy web interface. For the web
interface to work you need to update your http server configuration
so the web interface files are run by the mod ython module. Then
you can copy the web interface directory to where you have chosen
to install the web interface.

3. Copy system files. The Vacuum and Miner programs need the Python
module Smoids, so copy the directory named system to the same
directory where you want the system to reside and check the access
rights settings on the files to correspond to the user you want to run
it as.

4. Patch the SSH service on the systems being monitored. In the di-
rectory patches you will find patches for the versions of OpenSSH
that we support. If you don’t find your version being supported it
should be easy to produce a patch by looking at the other patches in
the directory. Then apply the patch on the source code of your SSH
service, recompile, install and restart it.
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5. Compile and install Process accounting command. First of all you
need to activate Process accounting on the systems being monitored
and then you need to compile the file psacct.c distributed with the
system. Then install the command on the systems as a cron job so it
can read the Process accounting log files and output a file that can
be fetched by the fetch data cron job.

6. Install fetch data as a cron job. Update the cron settings for the user
that should run the script. Also check that the user has SSH access
to the systems being monitored and the SSH keys are loaded for each
execution of the cron job.

7. Now wait a 24-hour period to let the cron jobs run and then look at
the web interface and the pretty graphs!
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Chapter 4

Experimental results

In order to evaluate the system, we tested it on data collected from one of
the login nodes for the cluster Monolith at NSC. Monolith is a Linux cluster
consisting of 200 nodes. Each node has two Xeon processors at 2.2 GHz and
2 GBytes primary memory. The type of jobs running on Monolith consists
of everything from weather models to high energy physics calculations,
because of this the command sets for each user varies. For evaluating
the system we chose two commonly used IDS performance indicators, false
positive rate (FPR) and detection rate (DR). A good system should provide
a low FPR and a high DR.

4.1 Test set

We allowed the system to collect sessions under a few weeks. Then from
the users with 100 or more sessions recorded, we randomly chose three
users. For each of the users we extracted the 100 most recent sessions
and verified that they didn’t contain any attacks. Then we continued to
reserve the first 20 sessions for each user, not including them in our statistic,
because unsupervised methods needs some data before we can derive any
significant results at all. As a result we ended up with 20 sessions reserved
for “learning” and 80 sessions available for each user. To simulate attack
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sessions we manufactured 5 sessions for each user. The attack sessions had
different IP and AS numbers compared to what the system had registered
for the user, session length was set to a value in the range of what the
user normally had. The session start time of the first attack session was
set so it occured exactly after the most recent normal session for each
user, the other attacks then was set so they followed the first attack and
some of them occured in parallel. When we manufactured the data for the
Process accounting data source we took the standard commands that is run
automatically when the user starts the session for example commands that
the shell calls from its startup script. To this data we added for each attack
session commands simulating an attacker doing system recognition, exploit
downloading and compilation. This resulted in 3-10 extra commands for
each attack session, the whole session would then add up to around 50-60
commands.

4.2 Analysis

As explained in chapter 2.3 the SOM algorithm have the following param-
eters: iterations, grid size, weight adjustment and a similarity function.
We decided to look at how the number of iterations and the initial weight
adjustment value influenced the FPR and DR performance in our system.
Because of the data normalization we did on the data sources we could use
Euclidean distance as similarity function.

4.2.1 Iterations

To examine how the system scale for a growing number of iterations we
ran 10 test runs with different number of iterations. Parameters used in
the test run is show in table 4.1. Figure 4.1 shows the result from the
test runs, because of the different types of data sources we decided to have
different weight adjustment values for each source. In chapter 4.2.2 we
will look closer at those values. As we can see in figure 4.1 our system
scales linear. This was expected because of the SOM algorithm scaling
linear. The next interesting aspect to look at was if the growing number
of iterations produced better FPR and DR performance in our system.
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Parameters Value
iterations 1000-10000
grid size 10 x 10
Initial weight adjustment value Committee 0.2
Initial weight adjustment value Process account 0.2
Initial weight adjustment value SSH log files 0.9
Similarity function Euclidean distance

Table 4.1: Parameters used in iteration test
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tions

Figure 4.2 shows the FPR and DR performance for the iteration test runs.
We have shown just the values for 2000 and 4000 iterations because with
1000 iterations the system behaved very poorly and above 4000 we couldn’t
see any significant improvement. As we can see in figure 4.1 the run time
for the system doubles when we run 4000 iterations compared to 2000
iterations and by looking at figure 4.2 we didn’t recieve a much better
performance so because of that we decided to use 2000 iterations in the
following tests. The reason we didn’t see any significant improvement in
the system performance was propably because the weight vectors in the
grid already had converged to the right values representing our data set.
If we had use a lower weight adjustment value it may have resulted in our
system needing more iterations to be able to converge it’s weight vectors.
Now when we had found an appropriate value for the number of iterations
we should use, we continued by looking at different weight adjustments
values.
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Parameters Value
iterations 2000
grid size 10 x 10
Initial weight adjustment 0.1-1.0
Similarity function Euclidean distance

Table 4.2: Parameters used in weight adjustment test

4.2.2 Weight adjustment values

As described in chapter 2.3 the weight adjustment value decides how much
each weight vector should be changed at each successful match. So a higher
value would let the weight vectors to be more influenced by the input
vector but also increase the possibility of the neural network to over-learn
to our data set. So with this test we want to find the optimal initial weight
adjustment value where our system gives a good FPR and DR performance.
We left out the rates for the layer two analysis, named Committee as seen
in 4.2, because of bad performance that we would examine separately later
in chapter 4.6. For these test runs we used the following parameters shown
in table 4.2.

In figure 4.3 we can see the FPR and DR performance for the two data
sources, Process accounting and SSH log files when changing the weight
adjustment value from 0.1 to 0.2 and then to 0.3. For the SSH data source
we didn’t see any significant improvement, suggesting that we already had
chosen an appropriate weight adjustment value for it. When we exam-
ined the performance of the Process accounting data source we could see
a significant improvement when using a higher weight adjustment value.
If we compare the two sources and examine the number of dimensions it
would suggest that a data source with a higher dimension would need a
higher weight adjustment value. This sounds reasonable because with a
higher dimension, the maximum difference between two vectors rises. If
we continue to look at the two next figures 4.4 and 4.5 we can see that the
performance for Process accounting continues to rise as we increased the
weight adjustment value. But when the weight adjustment value reached
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0.7 the performance started to decline. For the SSH data source we didn’t
see any more significant improvements suggesting as we said before that
0.2 or 0.3 is a good weight adjustment value for it.

4.2.3 Committee

In chapter 3.1.4 we describe how our system performs the second layer
analysis. As we mentioned when describing the design of the system we
thought this layered design would increase DR and FPR performance in
our system. Figure 4.6 shows the poor result from the committee analysis.
We have only included weight adjustment values from 0.1 to 0.6 because
no upwards trend could be seen. Because we did get good results from
the layer below, we could exclude that the bad performance was due to
the lower layer. The second layer analysis probably failed because of no
similarity in the results from the lower layer, they were probably instead
evenly distributed. Another way to use the advantage of having more than
one data source is to only label a session as an attack session if and only if
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Figure 4.6: Detection and false positive rate for committee at different
weight adjustment values

all data sources agree on it being an attack. In figure 4.7 we have labeled
sessions in this way. The parameters we used for the result in figure 4.7
is presented in table 4.3. They are based on the result from previous tests
and with this last test we have presented a overall measure of the DR and
FPR performance in our system. Our result indicate that while our system
did achieve good performance on the first layer of our design the second
layer analyse didn’t produce the results we expected. Instead a more simple
solution to correlate the result from the analyse of each data source and
report all sessions that are marked as attack produced a better result. This
wasn’t expected because we assumed that each data source would give a
significant worse performance that we needed to compensate for in some
way. From the result we can also derive that the weight adjustment value
has a significant impact on the performance of our system. We can also see
indications of each data source needing it’s own weight adjustment value.
Our tests have also shown that the number of iterations doesn’t influence
the performance of the system as long as is equal or above 2000 iterations.
We can also conclude that our selection of data normalization methods was
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Parameters Value
iterations 2000
grid size 10 x 10
Initial weight adjustment Process account 0.3
Initial weight adjustment SSH log files 0.9
Similarity function Euclidean distance

Table 4.3: Parameters used in combined test
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a success and the data sources we chose was a good compromise between
the other high and low level sources we presented in chapter 2.1 Despite
of the small size of the test set used for testing our system, the SOM algo-
rithm performed excellent, by this we can derive that there is a significant
statistical difference between an attack session and a normal session.

4.3 Unexpected problems

When we developed this system we discovered a few problems that may
have impact on the performance and manageability of the system when
running it in a real environment. We will now describe those and discuss
the possibilities to solve them.

Lookup timezones for an IP address In our system we look at on
what period of the day the session started. It may seem like a good idea
if the user is always in the same timezone as the system we are monitor-
ing. If the user changes timezone but continues to start his/her sessions
at the same time of the day our system will instead notice it as a change
in user behavior. Our system should in some way lookup the timezone for
each session and take that into consideration when analyzing the session
start value. After looking at a few different libraries and services for map-
ping a IP address to a country, it seemed as Geoip was the most popular
and widely used. Geoip is product by a company called MaxMind. They
maintain a database and distributes an API for many languages to query
the database, for example C, Perl, Python, Java and Ruby. The database
exists in an free version called GeoLite with an 97 percent accuracy in
mapping IP addresses to countries. They also have a version that cost 50
dollars in initial cost and then 12 dollars for each monthly update, they
claim the accuracy of this version is 99 percent. They also have a database
for mapping IP addresses to cities with the same licenses as the IP ad-
dresses to country database. But for the GeoCity database as it is called
they claim an accuracy of 60 percent for the free version and 75 percent
for the paying version. Countries such as China would be easy to guess the
timezone because they use just one timezone for the whole country and the
same holds for most of the European countries. But it gets much harder to
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do a accurate timezone lookup when the IP addresses comes from the US
where you have 6 timezones to choose from, the IP address to city database
would make it easy but the accuracy of it was too low to use. We could
use the information from registrars such as RIPE, ARIN and use the city
and country that the ISP has registered their address with. At first sight
it seems to be a good solution but what will happen with users that use a
service that lets them dial a toll-free number from any where in the world
to connect to their ISP. There is a few other scenarios where our timezone
lookup with the help of registrars information would fail but this is the
most common one. So in the end it may not be a good idea to lookup
timezones for the sessions.

SSH log message differences As we mentioned in chapter 2.1.5 the
log messages between different versions of OpenSSH changes significantly.
Another problem we found was with Privilege separation activated it where
impossible to trace a session and its log messages. Privilege separation
works in a way that it separates the functions the SSH server need in
two processes, one running as root for the functions needing root access
and another running as the user with user access and with that we have
two processes with different pid numbers that both send log messages.
The problem occurs because the SSH server writes the log message that
informs a user has successfully authenticated with its own pid number but
later when the user closes the session or it gets disconnected by some other
mean. Then it is the SSH server process running as the user that send
the log message and by that using it’s own pid for the message. When we
ran OpenSSH with the Log Level option set to Verbose we didn’t get the
message informing us of what pid the SSH server process running as the
user got when forked from the parent SSH server process and with that
making it impossible to trace the log messages for the session. Setting the
Log Level to DEBUG would give us the log message we wanted, but with
that also a huge amount of debug messages that we didn’t need. So our
initial solution was to develop a simple patch that changed when the pid
log message was reported from the debug level to the verbose level. We
tried to convince the OpenSSH developer team to include this patch in the
next upcoming release by publishing it on the OpenSSH-developer mailing
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list but we got no response from them. Because of that we used our own
patched version of OpenSSH and built new rpms for the system we were
going to monitor. This is not a good solution that would not scale because
of the manual labor of maintaining our own copy of the source code but
for this system it was good enough. In the future we should try harder to
get the OpenSSH developers to incorporate our patch or further develop
our own modified OpenSSH with patches for the HPC environment that
the developers also refuses to include in their release.

ASN lookup via whois and DNS Because we chose the method of
relying on a external service maintaining the AS number lookup service
and database we are very dependent on it. Previously it existed a similarly
service as the one Team Cumry offer but it was disconnected because of the
problem of running a free service with no revenue to cover the operational
costs. One of the solutions we could implement in our system would be to
develop many different ways of looking up the AS number for an IP address
and with that we would also get a better accuracy.



Chapter 5

Future work and
conclusion

5.1 Future work

For future work on this system we here propose a number of interesting
ideas for further research. We have also in chapter 4.3 proposed a few
other areas that are interesting to further study.

Evaluation of different similarity functions In our testing phase we
didn’t have the possibility to test how different similarity functions would
affect the performance of the system. As we mentioned in chapter 3.1.1
there are eight similarity functions available in the Cluster Library. By
extending the data set with more normal sessions and attack sessions a
more reliable result would be possible to achive and combining it with tests
of different similarity functions would produce very interesting results.

Hierarchical clustering Hierarchical clustering is another clustering al-
gorithm that has been used extensibly in gene expression analysis. This
algorithm is avaible in the Cluster library so by modifing the representa-
tion of the results from the Cluster library we could examine if Hierarchical
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clusterings is a better suited algorithm than the SOM algorithm. With Hi-
erarchical clustering we can represent the clustering in a completly different
way that may let operator easier distinguish an attack session from a nor-
mal session.

5.2 Conclusion

We have described and implemented a layered model of an anomaly based
Intrusion Detection System, totally based on a Self-organizing maps algo-
rithm, an unsupervised learning algorithm. We have also presented poten-
tial data sources for an IDS and described advantages and disadvantages
of them. In our implementation we have chosen to work with Process ac-
counting and SSH log files as data sources and described how to normalize
and enhance the data. We have described the overall design of the system
and produced results of the implementation and extensively tested a few of
the parameters that control the SOM algorithm. The results showed that
our layered model failed to produce better results compared to just corre-
lating the data sources. When we correlated the data sources the detection
rate was at 85 procent while false positive rate was at 10 procent. It proves
that the data source selection and data normalization we proposed and
implemented performs very good, it also proposes that the SOM algorithm
can be used in situations where the data sources has high dimensions and
small data sets.
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