
Institutionen för systemteknik
Department of Electrical Engineering

Examensarbete

Intercell Interference Management
in an OFDM-based Downlink

Examensarbete utfört i kommunikationssystem
vid Tekniska högskolan i Linköping

av

Jessica Heyman

LiTH-ISY-EX--06/3837--SE

Linköping 2006

Department of Electrical Engineering Linköpings tekniska högskola
Linköpings universitet Linköpings universitet
SE-581 83 Linköping, Sweden 581 83 Linköping





Intercell Interference Management
in an OFDM-based Downlink

Examensarbete utfört i kommunikationssystem
vid Tekniska högskolan i Linköping

av

Jessica Heyman

LiTH-ISY-EX--06/3837--SE

Handledare: Pål Frenger
Ericsson Research, Linköping

David Törnqvist
isy, Linköpings universitet

Examinator: Fredrik Gunnarsson
isy, Linköpings universitet

Linköping, June 12, 2006





Avdelning, Institution
Division, Department

Division of Automatic Control
Department of Electrical Engineering
Linköpings universitet
S-581 83 Linköping, Sweden

Datum
Date

2006-06-12

Språk
Language

� Svenska/Swedish
� Engelska/English

�

�

Rapporttyp
Report category

� Licentiatavhandling
� Examensarbete
� C-uppsats
� D-uppsats
� Övrig rapport
�

�

URL för elektronisk version
http://urn.kb.se/resolve?urn=
urn:nbn:se:liu:diva-6906

ISBN
—

ISRN
LiTH-ISY-EX--06/3837--SE

Serietitel och serienummer
Title of series, numbering

ISSN
—

Titel
Title

Hantering av interferens mellan celler i en OFDM-baserad nedlänk
Intercell Interference Management in an OFDM-based Downlink

Författare
Author

Jessica Heyman

Sammanfattning
Abstract

Efficient radio resource management is of paramount importance for achieving
the high bit rates targeted by the 3GPP for the 3GPP Long-Term Evolution. The
radio air interface must be able to provide both high peak bit rates and acceptable
cell-edge bit rates. This thesis therefore investigates three methods which try to
combine the peak bit rate of a reuse-1 system with the cell-edge bit rate of a
reuse-3 system in an OFDM-based downlink. These methods are soft frequency
reuse, reuse partitioning and one variation of soft frequency reuse, reuse-1 with
prioritization.

In static simulations with one user per cell and a system load of 100 percent,
a Shannon capacity gain of up to 18 percent at the 10th percentile is shown with
reuse partitioning compared to a reuse-1 system. This gain comes coupled with
a loss of only 5 percent at the median. Soft frequency reuse is also investigated
statically and shows a 13 percent gain at the 10th percentile compared to a reuse-1
system. Having a lower 10th percentile gain than reuse partitioning, it also shows
a slightly smaller loss of 4 percent at the median and a much smaller loss at the
90th percentile.

Dynamic simulations with a traffic model and multiple users per cell offer a
more realistic scenario and show that the proposed intercell interference manage-
ment methods do not provide the same throughput gains in the dynamic case
at low system loads. If interference is not an issue, interference coordination is
still costly in terms of limiting bandwidth and/or decreasing the scheduling gain,
but provides no significant interference reduction. At low system loads, reuse-1 is
therefore the best scheme although interference coordination might prove necessary
to provide edge-user throughput at high loads. For such purposes, soft frequency
reuse is shown to be a potential candidate and although not investigated in a
dynamic setting, reuse partitioning is believed to have similar performance. The
traffic model chosen in this thesis only allows study of low system loads but at
these loads, soft frequency reuse performs promisingly close to a reuse-1 system.

Nyckelord
Keywords intercell, interference, OFDM, 3GPP Long-Term Evolution, 3GPP LTE,

frequency-domain scheduling, power allocation, cell-edge users





Abstract
Efficient radio resource management is of paramount importance for achieving the
high bit rates targeted by the 3GPP for the 3GPP Long-Term Evolution. The
radio air interface must be able to provide both high peak bit rates and acceptable
cell-edge bit rates. This thesis therefore investigates three methods which try to
combine the peak bit rate of a reuse-1 system with the cell-edge bit rate of a
reuse-3 system in an OFDM-based downlink. These methods are soft frequency
reuse, reuse partitioning and one variation of soft frequency reuse, reuse-1 with
prioritization.

In static simulations with one user per cell and a system load of 100 percent,
a Shannon capacity gain of up to 18 percent at the 10th percentile is shown with
reuse partitioning compared to a reuse-1 system. This gain comes coupled with
a loss of only 5 percent at the median. Soft frequency reuse is also investigated
statically and shows a 13 percent gain at the 10th percentile compared to a reuse-1
system. Having a lower 10th percentile gain than reuse partitioning, it also shows
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still costly in terms of limiting bandwidth and/or decreasing the scheduling gain,
but provides no significant interference reduction. At low system loads, reuse-1 is
therefore the best scheme although interference coordination might prove necessary
to provide edge-user throughput at high loads. For such purposes, soft frequency
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“It’s of no use whatsoever. This is just an experiment that proves
Maestro Maxwell was right—we just have these mysterious electro-
magnetic waves that we cannot see with the naked eye. But they
are there.”

Heinrich Hertz
on discovering the physical existence of electromagnetic waves
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Chapter 1

Introduction

How many of your acquaintances own a mobile phone? In the western world,
mobile phone penetration is approaching 100 percent, meaning that the answer in
most cases will be “all of them”. Mobile communication has become ubiquitous;
it is taken for granted that you can reach anyone almost everywhere. It is hard to
imagine that commercially available mobile communication was born only 25 years
ago. From the deployment of the first generation analog networks (1G) in the early
1980s, development moved to digital technology with second generation systems
(2G) such as GSM in Europe and D-AMPS in the US. The 2G systems set off an
enormous expansion of mobile telephony and were gradually upgraded to support
packet data services and increasingly higher bit rates. The GSM system was, for
example, enhanced with the general packet radio service (GPRS), supporting up
to 171 kbits/s and enhanced data rates for GSM Evolution (EDGE) supporting
up to 384 kbits/s [1].

Today, third generation systems (3G) supporting even higher bit rates and more
services have made their way into the market. As the 1G and later the 2G systems
started to change our view of telephony from fixed to mobile, the services of the
new 3G systems are starting to change what mobile phones are used for. Demands
have grown for broadband mobile services comparable to their wired equivalents,
and the 3G mobile communication systems of today have developed the voice-only
service with low bit rate requirements from the 1980s to something much more
powerful. For example, 3G systems support Internet browsing, sending multimedia
messages through the multimedia message service (MMS), downloading music and
much more at bit rates of up to 2 Mbits/s.

The 3G standard is developed within the Third Generation Partnership Project
(3GPP), a joint standardization organ of telecommunications standards bodies,
manufacturers and wireless operators from all over the world. There are two
competing groups, 3GPP and 3GPP2, where the first works with the 3G system
developed from GSM, based on universal terrestrial radio access (UTRA), and the
latter with a 3G system developed from the American network cdmaOne. In this
thesis, 3GPP will only refer to the first group and 3G only to the 3GPP standard
although some characteristics are the same for both standards.

1



2 Introduction

The 3G standard, which is based on wideband code division multiple access
(WCDMA), has been extended by the high-speed downlink packet access (HSDPA)
concept for higher bit rates in the downlink and its uplink equivalent, enhanced up-
link (EUL), also referred to as high-speed uplink packet access (HSUPA). Further-
more, there is an ongoing process of further developing high-speed packet access
(HSPA), denoting both HSDPA and HSUPA, creating evolved HSPA (eHSPA).
Parallel to that development, the next big step in the 3G development process
is currently being discussed within a so-called study item in the 3GPP named
“Evolved UTRA and UTRAN”, where the last letter in UTRAN refers to “net-
work”. This study item is also referred to as “3GPP Long-Term Evolution” (LTE)
and its goals include achieving a peak data rate of 100 Mbits/s in the down-
link and 50 Mbits/s in the uplink. It also aims at an average user throughput
that is 3–4 times higher in the downlink and 2–3 times higher in the uplink than
that offered by HSDPA and EUL, respectively. To achieve these targets, differ-
ent techniques have been proposed and investigated. For downlink transmission,
for example, orthogonal frequency division multiplexing (OFDM) has been cho-
sen for its provision of orthogonal subcarriers, its ability to combat intersymbol
interference (ISI) and its robustness against frequency-selective fading.

The limited amount of transmission resources is a major issue when trying to
increase performance, especially since there is so much communication competing
for it. With 1.8 billion mobile subscribers [2] today and a continuing fast expansion,
combined with new services demanding higher and higher bit rates, the question
of how to efficiently utilize the available radio spectrum becomes imminent. This
thesis covers how users can share the bandwidth efficiently, without extensively
interfering with each other, in the OFDM-based downlink proposed by the 3GPP
for the 3GPP LTE.

1.1 Problem Statement
Efficient spectrum management, or radio resource management (RRM), in a single-
user environment is a matter of optimizing the modulation scheme, code rate,
transmission power and transmission protocols. In a multiuser environment, re-
source allocation must be added to the previous list. Users must share the available
resources in a way that utilizes them efficiently, while at the same time minimizing
interference between users.

Using OFDM for multiplexing users within a cell may under certain conditions
eliminate intracell interference. However, users in different cells might still inter-
fere with each other, depending on the resource allocation strategy. If the available
resources are allocated too conservatively, spectrum will be wasted, causing low
system performance. On the other hand, if users try to share the resources too
aggressively, system performance will go down due to significant intercell interfer-
ence.

The purpose of this thesis is to propose and evaluate the performance of three
alternative methods for handling intercell interference in an OFDM-based down-
link. The aim is to show these methods’ advantages and disadvantages, and to
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see how they compare to traditional frequency planning using a frequency reuse
factor of 1 and 3, respectively.

1.2 Thesis Scope
This thesis only considers downlink transmission, that is transmission from a base
station to a terminal. Uplink transmission, that is transmission from a terminal
to a base station, is similar in many ways, but with two main differences:

• In the downlink, there is a central node, the base station, that buffers all
the data to be transmitted and that gathers all the information on the sta-
tus of the channel quality through pilot signals and mobile reports. In the
uplink, the data and the information about the channel are distributed over
the mobiles served by a particular base station. A situation similar to the
downlink case can be created by having the mobiles transmit to the base
station how much they want to send and what they know about the chan-
nel and letting the base station do all the processing after which it sends
commands back to the mobiles telling them how to act. This will, however,
introduce an additional delay in the communication that is most likely to
affect performance. This delay is not present in the downlink. Furthermore,
to get as much channel quality information as in the downlink, all mobiles
would have to probe the channel causing a considerable amount of signaling.
This overhead would cost transmission resources and cause interference to
neighboring cells.

• If we assume that all base stations always have data to transmit on all
resources, we can make the assumption that the interference experienced by
a stationary mobile in that network is constant over time in the downlink.
This is not the case in the uplink, since the transmission power will be
distributed over several mobiles spread around the cell. Consequently, a
base station in a certain location will experience varying interference in the
uplink as mobiles in different locations transmit.

The specifications for the 3GPP LTE assume support for advanced antenna
systems including multiple transmit and receive antennas, but we will limit the
study to single transmit and receive antenna systems for practical reasons. A
multiple-antenna system can achieve better performance, but the aim of this thesis
is not to find absolute values on performance but to provide a relative comparison
between methods.

The 3GPP has also specified that the 3GPP LTE will have both a frequency-
division duplex (FDD) and a time-division duplex mode. This thesis only considers
FDD.

One channel model, one traffic model and one link adaptation scheme will
be chosen and used throughout the thesis. The parameters in the models can
be tuned and the models can be exchanged for other models to achieve better
performance, but the relative difference between the methods is expected to remain
approximately the same for the same system load.
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Finally, this thesis is not an exhaustive survey of RRM, which is a broad sub-
ject including handover control, power control, admission control, load control,
scheduling and resource management. This thesis only considers resource man-
agement and to some degree scheduling.

1.3 Method
In order to investigate the stated problem of proposing and evaluating methods
for handling intercell interference, the following steps are taken:

• Literature study of different resource assignment strategies.

• Choice of methods and discussion of expected characteristics.

• Implementation of proposed methods in a Java-based 3GPP LTE radio net-
work simulator developed at Ericsson Research.

• Static simulations and analysis of results looking at the signal-to-interference-
and-noise ratio (SINR) and Shannon capacity.

• Dynamic simulations and analysis of results, looking at active resource unit
signal-to-interference ratio (SIR), web traffic bit rate, voice-over-IP (VoIP)
packet delay and user throughput at varying system load.

In the static simulations, we simulate full buffers and one immobile user per
cell. This user is positioned randomly in the network a large number of times and
the achieved SINR is measured. The dynamic simulations, on the other hand,
include a traffic model, mobile users and a varying number of users per cell.

1.4 Thesis Outline
A theoretical background to wireless communication systems and OFDM is given
in Chapter 2, together with a brief description of the details of the 3GPP LTE. This
chapter assumes a general understanding of communications, but not of wireless
communications.

Related work on radio resource management is described in Chapter 3. The
text explains the basics of channel allocation and then goes deeper into a few
proposed schemes related to the methods investigated in this thesis.

The methods chosen for evaluation are presented in Chapter 4, together with
a discussion on their expected characteristics and a description of their imple-
mentation. Exact figures for thresholds and power levels are however deferred to
Chapters 5 and 6.

Simulation models with exact details of the implementation are described in
conjunction with the simulation results. The static simulations are presented in
Chapter 5 and the dynamic simulations in Chapter 6.

The conclusions can be found in Chapter 7, followed by a discussion of possible
continuation of this work.



Chapter 2

Theoretical Background

This chapter reviews the basic characteristics of wireless communication systems
and OFDM, followed by an overview of important concepts for radio access net-
works (RANs) in the 3GPP Long-Term Evolution. In Section 2.1, propagation,
channel adaptation, the concept of coverage and outage and HARQ protocols pro-
vide the starting point for a description of cellular networks and intercell interfer-
ence. The principle of OFDM in Section 2.2 then leads into Section 2.3 presenting
the 3GPP Long-Term Evolution goals and downlink details.

2.1 Wireless Communication Systems
The main difference between a wireless communication system and a wireline sys-
tem is, of course, the channel. A wire has stationary characteristics, whereas the
wireless channel changes with time since the environment between the transmitter
and the receiver changes. Not only can the transmitter and/or receiver move and
thereby cause a change in the environment between them, but other objects in the
environment such as cars, people and even clouds, move and change the transmis-
sion characteristics. Furthermore, a wired channel has a well-defined path from
starting point to possibly multiple finishing points, whereas a wireless signal is
an electromagnetic wave propagating in space from an originating antenna to any
antenna capable of receiving the signal energy. This gives rise to the concepts of
coverage and of outage probability.

All wireless systems theoretically compete for the same transmission resource:
the air. The key elements in this competition are propagation, cellular networks
and multiplexing (and multiple access) techniques that mitigate interference.

2.1.1 Propagation

Performance in a wireless system is limited by signal propagation. As a signal
propagates through the air, it is attenuated due to reflection, diffraction and scat-
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tering. This attenuation or loss l is defined as the ratio of transmitted signal power
Ptx to received signal power Prx,

l =
Ptx

Prx
> 1. (2.1)

The inverse of the loss l is the gain g, defined as

g =
Prx

Ptx
< 1. (2.2)

The value of g, or equivalently l, depends on the propagation conditions. Since a
wireless signal is an electromagnetic wave, the propagation is governed by Maxwell’s
equations. Due to their complexity and the fact that they require exact knowl-
edge of the environment, these are however rarely used in practical wireless system
design. Instead, simplified models of varying accuracy and complexity are used
to model the signal attenuation. Two different kinds of models can be identified:
physical and statistical models. Physical models require data from the specific
geographic site and produce very accurate results, but at the expense of costly
data collection and high computational complexity. Statistical models are devel-
oped from measurements in specific environments, where the gathered data is used
to describe a typical class of environments such as “dense urban” or “flat rural”.
These models are less accurate than the physical models since they are not specific
to a location, but in return require much less computational power and no further
knowledge of the environment than which class it belongs to. Descriptions of and
examples from both classes of models are given in [3].

This thesis will only consider statistical models, which are typically used in
wireless system design. Such models often split the effects of propagation into
path gain due to distance, shadow fading or shadowing and multipath fading or
just multipath according to

g = gpath loss · gshadowing · gmultipath. (2.3)

Distance Path Loss

Signal attenuation caused by the distance traveled R is often modeled as

lpath loss = β · Rα (2.4)

or
gpath loss = 1/(β · Rα) (2.5)

where the constant β depends on transmission frequency and possibly also an-
tenna heights and other factors, and the exponent α depends on the environment.
Sample values for α are 2 for free space propagation, 2.7–3.5 in urban microcells
and 3.7–6.5 in urban macrocells [4]. Figure 2.1 shows gpath loss for β = 33.9 and
α = 3.76 (which are the values used in Chapters 5 and 6).
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Figure 2.1. Distance path gain as a function of distance R.

Shadow Fading

In addition to path loss due to distance, a transmitted signal will be attenuated
by objects blocking the line-of-sight (LOS) path between transmitter and receiver.
This attenuation is referred to as shadow fading and is usually modeled as a
lognormal distribution, which is a continuous distribution where the logarithm of
the random variable is Gaussian. The logarithm is motivated by the fact that the
signal power expressed in decibels (see Appendix B) follows a normal distribution
meaning that the signal power in linear units is lognormally distributed. The
underlying normal distribution has mean µ and standard deviation σ, usually
given in decibels as µdB and σdB. Typically, µdB is set to 0 dB and σdB ranges
from 5 to 12 dB [3].

Since shadow fading depends on obstacles in the line-of-sight path, it is spatially
correlated. The decorrelation distance describes the distance at which the
autocorrelation of the shadowing process equals 1/e of its maximum value [4].
This distance varies between 50 and 100 meters in typical outdoor environments.

The shadow fading autocorrelation with its decorrelation distance of tenths of
meters implies that shadowing varies slowly with position and shadow fading is
therefore also called slow fading. However, terminology is not always consistent,
and slow fading is sometimes used to account for the aggregated effect of path loss
and shadow fading.

The combined effect of shadowing and distance path gain is shown in Figure 2.2
superimposed on the path gain. The value of µdB is in this case 0 dB, σdB is 8 dB
and the decorrelation distance is 50 meters (again values used in Chapters 5 and 6).
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Figure 2.2. Distance path gain, and distance path gain and shadow fading as functions
of distance R.

Multipath Fading

A wireless signal traveling between a transmitter and a receiver can be thought
of as a wave front propagating through the air or as a collection of rays moving
from one point to another. For the purpose of describing multipath fading, we
consider the ray interpretation. The signal rays take different paths between the
transmitter and the receiver, giving rise to what is called multipath fading or
just multipath. The distance traveled by the rays and the number and nature
of the objects in their path vary, meaning that the received signal will be a sum
of copies of the transmitted signal with different path loss, shadowing and delay
due to varying distance, and different phase due to varying number and nature of
reflections.

Example 2.1: The Plane Earth Model
The simplest example of multipath fading is a physical model called the plane-
earth model, where the signal is modeled by two rays: one line-of-sight ray (LOS)
and one ray that is reflected once in the ground as illustrated in Figure 2.3. In
this case, the reflected component suffers more path loss and longer delay than
the LOS component due to the greater distance. The phase will also be different
for the two received rays, due to the difference in distance and to the fact that one
ray is reflected and the other is not.

Assuming that the transmitted signal is a continuous wave with frequency f
and phase θ = 0, its electric field E(t) is

E(t) = E0 cos (2πft) (2.6)
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Figure 2.3. The plane-earth model.

where E0 is the field strength. The received signal is then the sum of the LOS
component and the reflected component,

Erx(t) = ELOS(t) + Erefl(t)
= aLOS · E0 cos (2πft + θLOS) + arefl · E0 cos (2πf(t − ∆t) + θrefl) (2.7)

where aLOS > arefl are the attenuation factors. The relation between θLOS and
θrefl − 2πf∆t decides how the two components add: constructively or destruc-
tively. For example, if θLOS ≡ θrefl − 2πf∆t mod 2π, the received field strength
is ±(aLOS + arefl), whereas if θLOS ≡ θrefl − 2πf∆t + π mod 2π, the received field
strength is ±(aLOS − arefl).

More advanced models assume more rays and trace them from transmitter to
receiver. As before, this requires considerable data about the environment, which
is why statistical models are used instead.

The above example covers the case when two rays have different phase and dif-
ferent delay. In reality, each such ray is a collection of subrays that all have the
same delay but that have bounced differently on objects causing them to have
different amplitude and phase. The compound ray is therefore often considered
to have a Gaussian-distributed amplitude a and a uniformly distributed phase θ.
This motivates that multipath is often modeled as a time-varying channel impulse
response. In a time-discrete system, the channel can thus be described in terms
of its time-varying, complex-valued taps representing the coefficients ai and the
phases θi, and the time between a specific tap and the first tap representing the
delay.

A very small change in position will cause a very small change in the difference
between the distance traveled by two rays. This small distance change, however,
can cause a large difference in phase. Constructive interference might change into
destructive or the other way around very fast, which is why multipath fading is
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also called fast fading. Typically, multipath fading changes significantly on a
distance of the order of a single wavelength and is hence the most fluctuating
quantity among the fading effects described. The combined effect of multipath
fading, shadowing fading and distance path loss is shown in Figure 2.4 on top of
path loss and shadowing.
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Figure 2.4. Distance path gain, distance path gain and shadow fading, and distance
path gain, shadowing and multipath fading as functions of distance R with enlarged
detail. Note that the multipath effect has only been plotted for 100 m < R < 300 m for
clarity of illustration.

Antenna Gain

An isotropic antenna radiates equal power in all directions. Since transmission
between a base station and a mobile user is an obvious example of directional
communication, isotropic antennas would be a wasteful use of resources. Instead,
directional antennas are often used. These antennas are able to procure a so-called
antenna gain since they have the same total transmission power as an isotropic
antenna, but can concentrate the transmission to a smaller angle. Including the
antenna gain gantenna, (2.3) turns into

g = gpath loss · gshadowing · gmultipath · gantenna (2.8)

The antenna gain is usually modeled as a function of the azimuth angle θ and the
elevation angle φ describing the horizontal and vertical antenna patterns, respec-
tively. Parameters for the antenna diagram are often the maximum gain, the side
lobe and back lobe gains and the 3 dB beamwidth, which is the angular width
of the beam between the points in space that experience half of the maximum
gain. An example of a horizontal antenna diagram showing the antenna gain with
reference to the maximum gain is found in Figure 2.5. This diagram consists of a
main lobe and two side lobes, but no back lobe.
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Figure 2.5. Antenna diagram.

2.1.2 Channel Adaptation
Due to the large fluctuations in a wireless channel, there is often a gain in adapting
transmission to the channel variations, so-called link adaptation. Parameters that
can be adaptively set are for instance the modulation constellation size and the
code rate.

2.1.3 Coverage and Outage
The coverage area of an antenna is the area within which a communication link of
acceptable quality can be upheld. The metric and threshold for what is considered
acceptable quality (such as for example a 95 percent probability of a signal-to-
noise ratio (SNR) above 0 dB) and for how long it must be possible to uphold that
quality are also included in the definition. Coverage is usually specified for entire
networks in percent of the total area that the network antennas aim at serving.

Outage is a concept closely related to coverage. The outage probability is the
probability that the communication link quality is below a given threshold. As in
the coverage concept, the link quality and the threshold are included in the outage
definition.

2.1.4 Hybrid ARQ
Wireless systems often implement error detection and an automatic repeat request
(ARQ) protocol that handles retransmissions of erroneous blocks. With such a
protocol, the receiver automatically asks for a retransmission if an error is detected
in a block, for instance by sending a negative acknowledgement (NACK) to the
transmitter. If the block is received and decoded correctly, an acknowledgement
(ACK) is sent instead, and the transmitter can delete the block from its buffer.
In theory, a block can be retransmitted an infinite number of times, but typically
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systems set an upper limit and regard the block as lost if it has not been successfully
received when the limit is reached.

There are several types of ARQ schemes. Stop-and-wait ARQ transmits one
block and then waits for feedback. On an ACK, the transmitter continues and
sends the second block in the buffer, whereas it retransmits the first block in the
event of a NACK. The drawback with stop-and-wait ARQ is that the transmitter
and the channel are idle while waiting for an ACK or a NACK. The go-back-N
ARQ deals with that problem by transmitting blocks continuously. All blocks
are kept in the buffer until either an ACK or a NACK is received. On a NACK,
the erroneous block is retransmitted, together with all other blocks that have
been transmitted after the faulty block. A third alternative is the selective-repeat
ARQ, which is similar to the go-back-N ARQ but only retransmits the erroneous
block. The blocks will then be received out of order and blocks must therefore be
numbered to allow for a reordering mechanism in the receiver.

Hybrid ARQ (HARQ) schemes are enhancements to the ARQ protocol. Type I
HARQ uses forward error correction (FEC) to try to correct errors caused by
the channel, and only resorts to retransmitting blocks if errors remain after the
error correction. Type II HARQ also uses FEC, and instead of discarding the
faulty block combines it with the retransmitted block, so-called soft combining.
Type II HARQ systems are split into diversity-combining and code-combining sys-
tems [5], [6]. Diversity-combining systems, also called Chase-combining or energy-
combining systems, retransmit an exact copy of the erroneous block, and two or
possibly several copies are then combined at the receiver, providing an energy gain
and possibly also a diversity gain. In code-combining systems, also referred to as
incremental redundancy (IR) systems, the retransmitted block is different from
the original. For example, the original block may consist of all information bits
and a few parity bits. If the block is not correct after the decoding, the transmitter
sends more parity bits in the retransmission. Sometimes what has been described
here as Type II HARQ is split into Type II and Type III. A HARQ scheme is
considered to be a Type III scheme if the retransmissions are self-decodable and
a Type II if they are not [7].

The disadvantage of HARQ (and ARQ) protocols is that they require a feed-
back channel for the ACKs and NACKs, and that they introduce a variable delay
in the system due to the unknown number of retransmissions. The advantage,
however, is that by using an ARQ protocol, we can permit a high block error rate
(BLER) on the first transmission attempt. That means we can choose a high code
rate and a big constellation size, which in turn will give a high bit rate when blocks
are received correctly. When errors occur, the speed of the feedback channel asking
for the retransmission and the retransmission scheme determines performance.

2.1.5 Cellular Networks
The geographic area covered by a cellular network is split into smaller units, where
each unit is served by its own base station. In this thesis, we will call these units
cells in networks with omnidirectional antennas (see Figure 2.6(a)) and base
station coverage areas in networks with directional antennas. Base station
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coverage areas are further divided into sectors or cells as in Figure 2.6(b) that
shows a network where the base stations use 120-degree sector antennas. The
location of a base station, or the base station itself, is referred to as a site.

Definition 2.1 (Base station coverage area)
A base station coverage area is the geographic area covered by a base sta-
tion.

We only need an intuitive picture of a base station coverage area in this thesis,
and hence do not further define coverage.

Definition 2.2 (Cell)
In networks with omnidirectional antennas, a cell is synonymous with a base
station coverage area. In networks with directional antennas, a cell or a sector is
the subdivision of a base station coverage area resulting from the use of directional
antennas.

Definition 2.3 (Site)
A site is a base station or the geographic location of a base station.

(a) Cellular network with seven cells
(omnidirectional antennas).

(b) Cellular network with seven sites, each
consisting of three 120-degree sectors or
cells (directional antennas).

Figure 2.6. Omnidirectional antenna and directional antenna networks.

Note that terminology in this area can vary. Originally, before the use of
directional antennas, a cell was the area covered by a base station—hence the
name cellular network. Today, a cell in a directional antenna network is sometimes
synonymous to a sector and other times to a base station coverage area. In this
thesis, however, a cell is synonymous to a sector in a network with directional
antennas.

Resource Reuse

In order for a network to have as high capacity as possible, it is desirable to
reuse the available transmission resources as often and in as many cells as possible
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without causing too much interference in the system. The fact that a transmitted
signal is attenuated as it travels through the air is then used to the system’s
advantage by allowing two transmitters to transmit on the same resource if they are
sufficiently far away from each others’ respective receivers. In a cellular network,
this translates to resource reuse in the cells.

Example 2.2: Frequency Reuse
In an FDMA system, the frequency reuse factor K is used to describe how many
different nonoverlapping sets of frequencies there are. If we consider a network
with omnidirectional antennas, the cells are divided into clusters of K cells each,
so that cell m in each cluster will use frequency set m.

For geometry reasons, there are restrictions on the values that K can assume.
It has been shown that frequency sets can be distributed to cells or sectors in a
symmetric manner in a traditional hexagonal cell pattern if K = 8 [8] or if K can
be described by non-negative integers i and j as

K = i2 + ij + j2, i, j = 0, 1, 2, . . . , (2.9)

giving K = 1, 3, 4, 7, 9, . . . [9]. Let us now look at two examples:

K = 1 There is only one frequency set. All cells use all available frequencies
as in Figure 2.7(a). This is commonly referred to as a reuse-1 system.

K = 3 There are three different frequency sets. The cells are divided into
clusters of three, where cell 1 in each cluster will use frequency set 1,
cell 2 will use frequency set 2, etc. All cells 1 thus use the same
frequencies, as in Figure 2.7(b). This is commonly referred to as a
reuse-3 system.
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Figure 2.7. Traditional frequency-planned systems with K = 1 and K = 3, respectively.
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Handover

A mobile user moving within a network will sometimes cross the border into the
area covered by another base station. If this happens during a traffic session,
the connection has to be transferred to the other base station, a process called
handover or handoff. Handover can also occur within a base station, so-called
intrasite handover or softer handover, when a user moves from one sector to an-
other belonging to the same base station.

The mechanisms for handover vary in different systems. In code division mul-
tiplexing or multiple access (CDM/CDMA) systems, for example, communication
can be maintained with both base stations or antennas at the same time for a
certain time period. This technique is called soft handover, as compared to hard
handover where the system breaks the connection with the first base station before
establishing a new connection with the other base station. Hard handover is, for
example, used in frequency division multiplexing or multiple access (FDM/FDMA)
systems if the mobiles can only transmit and listen to one frequency at a time.

2.1.6 Interference- and Noise-Limited Systems

The signal-to-interference-and-noise ratio (SINR) for a user i on a given frequency
is

SINR =
Pigi∑

j �=i

Pjgj + N
(2.10)

where Pi is the transmit power used by the serving base station for user i on
this frequency and gi is the gain from that same base station to user i. Pj is an
interfering power transmitted by the same or another base station to user j, a
power reduced by the gain gj from the transmitting base station to user i. The
variable N , lastly, is the noise. If

∑
j �=i Pjgj � N , the system is interference-

limited and SINR ≈ SIR, while the system is noise-limited with SINR ≈ SNR
if
∑

j �=i Pjgj � N .
If all powers Pn are increased by a factor a, (2.10) turns into

SINR =
aPigi∑

j �=i

aPjgj + N
=

Pigi
∑

j �=i

Pjgj +
N

a

. (2.11)

Hence, the power scaling results in a scaling of the noise. In an interference-limited
system, the noise can be considered negligible and thus also the factor a on the
noise. Therefore, increasing or decreasing the transmit power in an interference-
limited system will not affect performance.
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2.1.7 Intercell Interference and Resource Allocation
Given a cellular network, how to allocate the available radio transmission resources
to maximize capacity while minimizing interference is an intricate and prominent
question. Interference comes in two flavors: intracell and intercell interference.
Intracell interference is dealt with by the scheduler in each cell in case of scheduled
resources and by a higher network node for nonscheduled resources. For example,
if the scheduler uses FDM, TDM or OFDM, these techniques provide orthogonal
channels. If time dispersion is properly handled, there will consequently be no
intracell interference at all. However, as soon as resources are reused in a network,
for instance in a traditional frequency reuse scheme, there will always be intercell
interference. How important this interference is and how it will affect the system
depends on the resource allocation used by the schedulers. A survey of resource
allocation methods previously proposed and evaluated is given in Chapter 3.

2.2 OFDM
OFDM is a multicarrier transmission technique, based on dividing the available
bandwidth into multiple equal-width subchannels. The frequency response on each
subchannel can then be considered flat which greatly simplifies equalizer design.
In the limit, each subchannel is infinitely narrow and if the total available power
is distributed in an optimal way over the subchannels, the multicarrier system will
achieve optimum performance on the channel.

2.2.1 Orthogonal Subchannels
To understand OFDM, we first need to consider FDM, frequency division multi-
plexing. Like OFDM, FDM is a multicarrier transmission technique that allows
several data streams to be transmitted simultaneously over the same channel by
dividing the spectrum into subchannels. Instead of transmitting one data symbol
in the whole spectrum during time ∆t, it transmits N data symbols simultane-
ously during time N∆t. One data stream may use subchannel i and another data
stream subchannel i+1 without interfering with each other. Also, if the subchan-
nels are narrow enough, the channel can be considered flat over one subcarrier,
eliminating the need for complex equalizers.

In FDM, the main lobes of the subchannels do not overlap. Furthermore, the
main lobes are often not only nonoverlapping but also separated by guard bands,
as shown in Figure 2.8. The guard bands are needed to protect against inaccuracies
in frequency and to reduce the demands on the cutoff frequencies of the bandpass
filters used in the receiver.

FDM’s use of bandwidth can be made much more efficient by allowing the main
lobes of the subchannels to overlap. Orthogonality between the subchannels can
still be preserved if the subchannels overlap in a clever way, resulting in orthogonal
FDM (OFDM) whose amplitude spectrum is shown in Figure 2.9. With overlap,
we can in this example fit six subcarriers into the bandwidth previously occupied
by three FDM subcarriers.
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amplitude

f

Figure 2.8. Amplitude spectrum of three FDM subcarriers, separated by guard bands.

We can study these subchannels in the time domain by considering subcarriers
φi(t),

φi(t) =
1√
Ts

ej2πfit = cos(2πfit) + j sin(2πfit)

i = 0, 1, 2, ..., N − 1 t ∈ [0, Ts] (2.12)

where we choose fi = f0 + i∆f for some base frequency f0 and for a subcarrier
spacing of ∆f = 1/Ts = 1/(N∆t). These subcarriers are orthogonal to each other,

1
Ts

Ts∫

0

φi(t)φj(t)∗dt =
1
Ts

Ts∫

0

ej2πfite−j2πfjt =

{
1 if i = j

0 if i �= j
(2.13)

because their frequencies differ by a multiple of 1/Ts. The subcarriers are mod-
ulated in the transmitter by a bit stream, meaning each subcarrier is multiplied
with a complex number bi representing a symbol in for instance a QAM constella-
tion. The outgoing signal s(t) is hence a weighted, complex sum of the subcarriers
that travels over the channel,

s(t) =
∑

i

biφi(t). (2.14)

The received signal r(t) is still a weighted sum of all subcarriers but now with
weights b̃i that might be slightly different from the weights of the transmitted
signal. In the receiver, r(t) goes through a bank of demodulators. In a correlation
receiver, for example, each demodulator is designed to bring one of the subcarriers
down to DC, and the resulting signal is then integrated over one symbol period
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Figure 2.9. Amplitude spectrum of six OFDM subcarriers, occupying the same total
bandwidth as the three FDM subcarriers above.

as shown in Figure 2.10. Hence, the receiver effectively implements the orthogo-
nality condition, meaning that each demodulator gets zero contribution from all
subcarriers in the sum other than the one it is designed to demodulate.

r(t)

e−j2πf0t

e−j2πfN−1t

correlator

correlator

∫ Ts
0

∫ Ts
0

...

estimate of information

estimate of information
from subcarrier 0

from subcarrier N − 1

Figure 2.10. Correlation receiver (adapted from [10]).

2.2.2 Cyclic Prefix
The subcarriers of an OFDM system being orthogonal to each other eliminates
interchannel interference (ICI). However, if there is multipath fading in the chan-
nel, the subcarriers will no longer be orthogonal at the receiving side. In addition,
we have intersymbol interference (ISI) in OFDM as in most other transmission
schemes used over a multipath channel. The solution to both problems is to use a
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cyclic prefix (CP), copying the ν last samples of each OFDM symbol and inserting
them at the beginning of the symbol as shown in Figure 2.11.

cyclic prefix, Tcp original symbol, Ts

resulting symbol, Ttot

Figure 2.11. Cyclic prefix in an OFDM symbol.

In case of a time-discrete system, this means

x−k = xL−k k = 1, 2, ..., ν (2.15)

where L is the number of samples in the symbol before the cyclic prefix insertion.
The parameter ν is chosen so that ν is greater than or equal to the maximum
multipath delay with significant energy, which guarantees that the multipath delay
of one symbol will only affect next symbol’s cyclic prefix, leaving the other samples
free from ISI.

The benefit of the cyclic prefix comes at the cost of wasting power and time (or
equivalently bit rate) on repeating symbols. The total power overhead corresponds
to

length of cyclic prefix
length of OFDM symbol =

ν

L + ν
, (2.16)

which implies that the longer the OFDM symbol, the smaller the overhead. How-
ever, the OFDM symbol time is restricted by the channel coherence time, since the
point of using narrow subcarriers instead of a wideband single carrier is that the
channel is essentially flat over one subcarrier. If the coherence time is exceeded,
the channel will change during the symbol time and the frequency spectrum will
no longer be constant over one subcarrier, meaning one of the major advantages
of using OFDM is lost.

2.2.3 Transmitter and Receiver Design
The reason for using a cyclic prefix and not just inserting a time guard interval with
no power at all is that the cyclic prefix converts the linear convolution between
the transmitted signal and the channel impulse response to a cyclic convolution.
A cyclic convolution in the time domain corresponds to a multiplication in the
frequency domain—hence, the orthogonality of the subcarriers is preserved even
after they have passed through a time-dispersive channel.

To describe the details, let x be the samples of a symbol L samples long after
coding and modulation and let the matrix P represent the effects of the channel
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impulse response, possible filtering after the DA conversion and possible filtering
before the AD conversion,

x =

⎡

⎢⎢⎢⎣

xL−1

xL−2

...
x0

⎤

⎥⎥⎥⎦ , P =

⎡

⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

p0 p1 · · · pν 0 · · · 0

0 p0 p1 · · · pν
. . . 0

...
. . . . . . . . . . . . . . . 0

...
. . . 0 p0 p1 · · · pν

...
. . . . . . 0 p0 · · · pν−1

...
. . . . . . . . . . . . . . .

...
0 · · · · · · · · · · · · 0 p0

⎤

⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

. (2.17)

Although the channel and the filtering might have infinite time spread, we assume
that it is concentrated to ν + 1 samples and neglect all other samples.

The use of a cyclic prefix effectively turns the channel matrix P into a circulant
matrix, since

Pxwith CP =

=

⎡

⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

p0 p1 · · · pν 0 · · · · · · · · · · · · 0

0 p0 p1 · · · pν
. . . . . . . . . . . . 0

... 0 p0 p1 · · · pν
. . . . . . . . . 0

...
. . . 0 p0 p1 · · · pν

. . . . . . 0
...

. . . . . . 0 p0 p1 · · · pν
. . . 0

...
. . . . . . . . . . . . . . . . . . . . . . . . 0

... · · · · · · · · · · · · 0 p0 p1 · · · pν

⎤

⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

⎡

⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

xL−1

xL−2

...
x0

x−1

...
x−ν

⎤

⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

=

=

⎡

⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

p0 p1 · · · pν 0 · · · 0

0 p0 p1 · · · pν
. . . 0

...
. . . . . . . . . . . . . . . 0

0
. . . 0 p0 p1 · · · pν

pν 0
. . . 0 p0 · · · pν−1

...
. . . . . . . . . . . . . . .

...
p1 · · · pν 0 · · · 0 p0

⎤

⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

⎡

⎢⎢⎢⎣

xL−1

xL−2

...
x0

⎤

⎥⎥⎥⎦ =

= P̃x (2.18)

This will prove to greatly simplify transmitter and receiver design, because the
matrix P being circulant means that it has an eigendecomposition,

P̃ = MΛM∗ (2.19)
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where MM∗ = M∗M = I and Λ is a square diagonal matrix with the eigenvalues.
Figure 2.12 illustrates how this eigendecomposition can be useful. By inserting a
matrix M and a matrix M∗ at the transmitter and the receiver, respectively, we
get,

y = M∗P̃Mx + M∗n = M∗MΛM∗Mx + M∗n = Λx + ñ (2.20)

which is just a scalar multiplication of the input and some additive noise which is
Gaussian if n is Gaussian. Consequently, if we use a matrix M and an insertion
of a cyclic prefix as our transmitter and a matrix M∗ and a removal of the cyclic
prefix as our receiver, the channel’s only effect on the transmitted symbols is a
multiplication with the eigenvalues in Λ, which can be divided out in a later step.
There is no ICI and no ISI.

M M∗
eP = MΛM∗

n

insert CP remove CP
x Λx + en

transmitter receiver

channel

Figure 2.12. Implementation of an OFDM transmitter and receiver (adapted from [11]).

Moreover, not only does this approach eliminate ICI and ISI, it can also be
proven that M can be chosen as the inverse discrete Fourier transform (IDFT)
matrix [11],

M =
1√
N

⎡

⎢⎢⎢⎢⎢⎣

ej 2π
N (N−1)(N−1) · · · ej 2π

N 2(N−1) ej 2π
N (N−1) 1

ej 2π
N (N−2)(N−1) · · · ej 2π

N 2(N−2) ej 2π
N (N−2) 1

...
. . .

...
...

...
ej 2π

N (N−1) · · · ej 2π
N 2 ej 2π

N 1
1 1 1 1 1

⎤

⎥⎥⎥⎥⎥⎦
(2.21)

and that M∗ is a discrete Fourier transform (DFT) matrix. This gives a remarkable
computational advantage since the DFT and the IDFT can be performed with the
fast Fourier transform (FFT) with complexity O(N log2 N) instead of the O(N2)
of a full matrix multiplication.

The above description assumes discrete parallel input and output and a discrete
channel. A real OFDM system uses the same principle, but on continuous signals.
This requires the addition of a serial-to-parallel converter (S/P) and a digital-to-
analog converter (DAC) in the transmitter and the corresponding converters in the
receiver (P/S and ADC). The transmitter also performs coding and modulation,
while the receiver demodulates the signal and decodes the bits. A complete OFDM
system is shown in Figure 2.13.
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insert CP
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Figure 2.13. Implementation of an OFDM system (adapted from [12]).

2.2.4 Advantages and Disadvantages
OFDM transmission has several advantages over a single-carrier system:

Robustness against multipath fading
With its parallel transmission, an OFDM symbol time is longer than the
symbol time of a serial system. This prolongation of the symbol time means
that the multipath delay corresponds to a smaller portion of the total sym-
bol time and hence, OFDM is less sensitive to multipath—it can tolerate
longer multipath delays, and it reduces the need or the complexity of equal-
izers in the receiver. The longer the OFDM symbol, the better the tolerance
against multipath fading, but the symbol time Ts has to be much smaller
than the channel coherence time Tcoherence. If Ts is of the same magnitude as
Tcoherence, the channel will change considerably during the symbol time, and
we will need complex equalizers despite using OFDM. The fact that OFDM
is robust against multipath can also be described in the frequency domain:
the longer the symbol time, the narrower the subchannel and the narrower
the subchannel, the closer it is to a frequency-flat channel.

Robustness against frequency-selective fading
In an OFDM system, frequency-selective fading will affect only a small per-
centage of the subcarriers. Performance on these subcarriers will be severely
degraded, but since only a small percentage is affected, the bits on these
subcarriers can be recovered effectively with channel coding.

Adaptation and scheduling in the frequency domain
OFDM gives access to the frequency domain for scheduling and adapta-
tion since each subcarrier can be independently scheduled and independently
adapted to the radio conditions on each subcarrier. For example, users can
be multiplexed freely over the subcarriers to give users their best-quality
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subcarriers and one subcarrier can use 4QAM and a code rate of 1/4 while
another subcarrier can use 64QAM and a code rate of 1.

Scalable bandwidth and granularity
OFDM makes it easy to scale the bandwidth of a system without chang-
ing basic parameters. The subcarrier spacing ∆f can be kept the same and
the bandwidth can be changed by adding or subtracting subcarriers. The
same system can also operate in several different non-continuous spectrum
allocations by only assigning power to subcarriers in these allocations. Turn-
ing off one subcarrier does not mean that its ∆f main lobe bandwidth will
be power-free due to the side lobes of the neighboring subcarriers, but there
are techniques to combat this. For example, if a number of neighboring sub-
carriers are also turned off or if the closest neighboring subcarriers are used
for canceling the side lobes in the spectrum to be cleared, the side lobes can
be made small, allowing other systems to use the cleared bandwidth. The
side lobes and the problems they cause mean that an OFDM system cannot
only put out one or two subcarriers, but when turning off several contiguous
subcarriers it can theoretically offer other systems parts of its spectrum.

Simplification for MIMO
OFDM’s provision of flat subchannels is particularly valuable to systems
using multiple input and multiple output (MIMO) since most MIMO theory
assumes flat channels.

Although OFDM has several strong advantages, it naturally also has drawbacks.
The major flaws are:

Sensitivity to frequency and phase errors and clock offsets
The oscillator used for generating the signal that brings the received signal
down to baseband in the receiver might not be aligned with the transmitter
frequency, resulting in a frequency offset. Such a frequency offset introduces
ICI since functions e−j2π(fi+ε)t used to convert the subcarriers down to base-
band are not orthogonal to any subcarrier unless ε is a multiple of 1/Ts which
is unlikely. The subsequent integration of the (almost) baseband signal will
hence yield contributions from all subcarriers. The strongest contribution
will be from the desired subcarrier i, but all other subcarriers will also add
energy to the estimate from subcarrier i. In addition, the clocks used in
the DAC and the ADC also often suffer from a slight misalignment, which
not only introduces a sampling offset but can make the OFDM symbol time
longer or shorter in the receiver than in the transmitter. A small symbol
time error results in a phase rotation of the symbols which can be handled
with channel equalization, but a large error in the symbol time causes both
ICI and ISI, resulting in severely degraded performance.

Large peak-to-average ratio (PAR)
The amplitude of an OFDM signal has a Gaussian-like distribution with
a large dynamic range. This implies a high PAR, which in turn means that
the amplifiers in the system will be less efficient and that the DAC and the
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ADC will be more complex (and expensive) since they need to operate with
good precision over a large range.

2.2.5 OFDM vs. DMT
OFDM bears a strong resemblance to discrete multitone (DMT). Both are multi-
carrier transmission techniques that split the available bandwidth into orthogonal
subcarriers by means of a DFT and an IDFT (implemented by means of an FFT
and an IFFT), and both use a cyclic prefix to keep the subcarriers orthogonal and
to combat multipath spreading. The names themselves imply no difference at all
since OFDM uses multiple discrete tones (subcarriers) and DMT uses orthogonal
frequency division, but common usage separates the two terms.

The major difference is that DMT systems are usually centered at DC. The
subcarriers occupying the lowest frequencies are often zeroed, but the system in
itself is still a baseband system and the complex coefficients of the signal must
be chosen so that the signal is real after the IFFT operation in the transmitter.
OFDM, on the other hand, uses a base frequency f0 representing the lowest sub-
carrier frequency which means that the signal may be complex after the IFFT has
been performed in the transmitter.

Another difference more associated with convention than technology is that
the term DMT is often used for wireline systems while OFDM is used for wireless
systems. The DSL standard, for example, uses DMT while the WLAN 802.11a,
802.11g and 802.11n standards talk about OFDM. Since the channel can be much
more reliably estimated in a wireline system, DMT also often supports larger
constellation sizes than OFDM which makes bit loading much more attractive in
a DMT system.

2.2.6 History
The idea of multicarrier transmission surfaced in the 1940s, but it took until the
1960s before the first multicarrier system with overlapping, orthogonal systems
appeared [13]. The IFFT implementation of today, which is by far the most com-
monly used thanks to its low complexity, was described in 1971 [14]. Within the
same time period, the waterfilling algorithm was developed as an optimal way of
loading bits onto subcarriers in a multicarrier system, which made the performance
advantages of these systems even greater than before. However, multicarrier sys-
tems were coupled with several practical problems that held them back. Not until
the mid-1990s, with the breakthrough of DSL that had chosen to use discrete
multitone (DMT), did the multicarrier systems finally start to conquer the mass
market.

Nowadays, OFDM has found its way into several well-known standards such as
the European digital audio broadcasting (DAB) standard, the digital video broad-
casting (DVB) standard for terrestrial use (DVB-T) and for handheld use (DVB-H)
and all current WLAN standards except 802.11b. In addition, the xDSL stan-
dards use discrete multitone (DMT), a close relative to OFDM (see Section 2.2.5).
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OFDM is also being considered for the WiMAX standard currently being devel-
oped.

2.3 3GPP Long-Term Evolution
The joint standardization organ 3GPP has produced specification documents for
UTRAN-based systems since the 3GPP was founded in 1989. A standard known
as Release 6 was presented in 2004 and currently a Release 7 is being prepared [15].
Parallel to developing standards documents on 3G WCDMA and the evolved
WCDMA with HSDPA and EUL, the 3GPP also works on a number of so-called
study items (SIs). “Evolved UTRA and UTRAN” or “3GPP Long-Term Evolu-
tion” (LTE) is one of these study items, that investigates and discusses the future
of the UTRAN-based 3G networks. This study item is to be completed in Septem-
ber 2006, and has as of June 2006 resulted in the selection of an air interface and
an architecture layout. These choices have been used to create so-called work
items (WIs) in the 3GPP where the 3GPP LTE is to be standardized.

The goal of the 3GPP LTE is to keep 3G systems competitive in a 10-year
perspective and beyond. To ensure this goal is met, the following targets have
been identified [16], [17]:

Data rates
Very high peak data rates, up to 100 Mbits/s in the downlink and 50 Mbits/s
in the uplink in a 20-MHz spectrum allocation.

Throughput
3–4 times higher average downlink user throughput and 2–3 times higher
5th percentile (cell-edge) downlink user throughput than HSDPA as speci-
fied by Release 6. 2–3 times the uplink user throughput of Release 6 EUL,
both on average and at the 5th percentile.

Spectrum efficiency
3–4 times higher spectrum efficiency (measured in bits/s/Hz/base station)
in the downlink and 2–3 times higher in the uplink, compared to Release 6
HSDPA and EUL respectively. To achieve these improvements, MIMO is
assumed in both downlink and uplink with two transmit and two receive
antennas in the downlink and one transmit and two receive antennas in the
uplink.

Mobility
Optimized for 0–15 km/h, supporting high performance at 15–120 km/h.
The connection should be kept up to 350 km/h and even 500 km/h depend-
ing on the frequency band.

Spectrum flexibility
Should support several different spectrum allocation sizes: 1.25 MHz, 1.6 MHz,
2.5 MHz, 5 MHz, 10 MHz, 15 MHz and 20 MHz with both time division du-
plex (TDD) and frequency division duplex (FDD) modes. In addition, it will
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be possible to modify a resource allocation for broadcast transmission, for
example in an emergency situation or during special events.

Latency
A user plane latency of 5 ms one-way and a control plane transition time
of 50 ms and 100 ms from dormant to active mode and from idle to active
mode, respectively, are assumed.

Coverage
Cell ranges up to 5 km to support the above targets, up to 30 km with
some degradation in throughput and spectrum efficiency and up to 100 km
with an overall performance degradation.

Cost
The new architecture should be able to use existing base station locations
and should be compatible with earlier releases, reducing cost for the oper-
ators. Power consumption and complexity in the terminals should also be
kept to a minimum to ensure low cost for the end users.

2.3.1 Downlink Details
OFDM

So far, the 3GPP has agreed on conventional OFDM as the transmission scheme
for the 3GPP LTE downlink, using a short (4.7 µs) or a long (16.7 µs) cyclic prefix.
The long prefix is targeted for channels with a very large multipath delay spread,
for example due to large cell radii, and for multicell broadcasting.

The subcarrier spacing is ∆f = 15 kHz resulting in Ts = 66.67µs. The cyclic
prefix overhead is then

Tcp

Ttot
=

Tcp

Ts + Tcp
=

Tcp
1

∆f + Tcp
=

{
0.067 if the short cyclic prefix is used
0.20 if the long cyclic prefix is used

(2.22)

Each subframe of 0.5 ms is divided into seven OFDM symbols (with cyclic
prefixes) or six OFDM symbols, if the short or the long cyclic prefix is used, re-
spectively. The 3GPP LTE downlink should be deployable in spectrum allocations
of different sizes ranging from 1.25 MHz to 20 MHz as specified above, and the
size of the spectrum allocation will determine the number of used subcarriers.

Resource Units

The minimum transmission time interval (TTI) is equal to one subframe, but
the possibility of varying the TTI length by concatenating subframes is being
discussed. In this thesis, however, we only consider a 0.5 ms TTI.

The basic transmission resource in OFDM is not a frequency allocation, nor
a time allocation but a combination. The smallest resource is, theoretically, one
subcarrier during time Ttot, but this fine granularity is impractical since it leads
to a considerable overhead in signaling. Instead, subcarriers are grouped into
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resource units (RU) consisting of one subband of let us say k subcarriers each and
used over a minimum of one TTI, see Figure 2.14. The value of k has not yet been
decided on, but k = 16 will be assumed in this thesis.

cyclic prefix

1 subband
16 subcarriers

1 TTI
6–7 OFDM symbols

0.5 ms

1 resource unit

1 subcarrier
1 OFDM symbol

f

t

Figure 2.14. One resource unit is 16 subcarriers during one TTI (0.5 ms). Each
subcarrier consists of six or seven OFDM symbols depending on if the symbols use the
short or long cyclic prefix.

Physical Layer

Link adaptation is applied to the physical layer channel, supporting at least QPSK,
16QAM and 64QAM. Future additions to this list are possible and under investi-
gation.

An IR HARQ is assumed, as are two transmit antenna and two receive anten-
nas.

2.3.2 Terminology
Node B is a 3G base station.

Evolved Node B (eNode B) is a 3GPP LTE base station.

User Equipment (UE) is a 3G and 3GPP LTE terminal (mobile).

Subband is a collection of subcarriers.

Resource Unit (RU) is the basic transmission resource spanning a number of
subcarriers over one TTI.

The terms Node B, eNode B and UE were adopted to distinguish 3G base
stations and terminals from the 2G equivalents. In this thesis, however, we will
use the terms base station and mobile for simplicity of description. The 3G terms
are only given for reference.
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Chapter 3

Related Work

Handling interference is about handling radio resources and as a research topic,
radio resource management (RRM) has been given significant attention over the
years. RRM is a matter of allocating available resources to cells and then to users
within that cell either for a call or for other services. The resources consist of
spectrum, time and power. Previous work related to spectrum and time is covered
in Section 3.1, and Section 3.2 discusses previous work on power allocation issues.
Last, a brief summary of the status of intercell interference management in the
3GPP study item on the 3GPP LTE is given in Section 3.3.

3.1 Channel Allocation
We discuss spectrum in terms of frequencies (or subcarriers) or subbands, where a
subband is a collection of frequencies. Similarly, time is discussed in terms of time
slots. There is also the notion of a channel, that can be used to signify a frequency
allocation synonymous with a subcarrier or a subband, or a time allocation, or a
time-frequency allocation. The following overview of resource allocation schemes
is valid for all three definitions of a channel.

3.1.1 Basic Schemes
The many different strategies that have been brought forward for channel alloca-
tion can be classified into fixed channel allocation (FCA), dynamic channel alloca-
tion (DCA), and combinations of these schemes. An overview of these strategies
and their variations is given in [18], and a more in-depth presentation including
performance statistics as shown in previously published work is given in [19]. In
short, DCA tends to perform better in lightly loaded systems where the adaptive
allocation can take advantage of varying traffic load and propagation conditions,
whereas an evenly and heavily loaded system does better with FCA. In all cases,
however, DCA adds complexity and a slight overhead over FCA due to it having
to make decisions based on measurements, whereas FCA instead always requires
some kind of network planning. A fixed resource allocation scheme is compared

29
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to a random and a least-interfered scheme in terms of blocking probability in [20]
for different mixes of speech and circuit-switched data. Only traffic loads of less
than 30 percent are evaluated but for these loads the two dynamic schemes, the
random and the least-interfered allocation, outperform the fixed scheme. Choos-
ing the least-interfered resources was also slightly better than choosing randomly,
as might be expected. The dynamic schemes having lower blocking probability is
explained by the fact that there are more available resources in each cell in the dy-
namic case. However, blocking increases fast with the traffic load in the dynamic
case as the carrier-to-interference (C/I) ratio goes down.

Flexible channel allocation (FlCA), hybrid channel allocation (HCA) and fixed
and dynamic channel allocation, as discussed in [19], offer ways of combining
FCA and DCA to reduce the negative effects of both. FlCA divides the available
channels into fixed and flexible sets. The fixed sets are distributed over the cells
as in FCA, while the flexible set channels act as emergency channels allocated
to cells based on a set schedule or on predictions made in the system. HCA is
very similar, with the one difference that an arbitrary dynamic allocation scheme
can be applied for the nonfixed channel set. Lastly, fixed and dynamic channel
allocation uses DCA while traffic load is light but switches to FCA when the traffic
load increases.

3.1.2 Fractional Loading
Instead of limiting the resources given to a base station or user, constraints can be
put on the resource occupancy. With the fractional loading technique, each cell
is given more resources than needed to serve the average traffic load but there is
a threshold on how much the resources may be used over time or how many of
the resources that may be used simultaneously [21]. This alleviates or eliminates
the use for frequency planning, which has proven to be a major concern in cellular
network deployment.

Fractional loading with different channel selection schemes is evaluated in [21],
showing that choosing channels randomly is much worse than choosing the least-
interfered channel in the uplink, or the channel with the minimum sum of inter-
ference in the downlink and uplink. It is also pointed out that a key advantage of
fractional loading is the ability to easily change the limit load to allow more traffic
or equivalently a lower reuse factor at times when high capacity is essential, for
example during mass events.

3.1.3 Multiple Reuse Patterns
Spectrum allocation is closely related to the frequency reuse factor, K, which in
a traditional symmetric hexagonal cell pattern is usually defined as in (2.9). As
pointed out in Example 2.2, K can only assume the values 1, 3, 4, 7, 8, 9,. . . and
nothing in between but multiple reuse patterns (MRP) can be used to overcome
this restriction on K. The method divides the available frequency spectrum into
bands applying different reuse. Frequencies from different bands are then allocated
to the cells so that the distance to the closest interfering cells depends on the
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Figure 3.1. Cell partitioning as achieved by reuse partitioning.

particular frequency. Subsequently, frequency hopping is employed to average
the interference and through the frequency hopping, the system can attain an
arbitrary average reuse. The advantage of using MRP is that frequencies can
easily be added to a cell should it require higher capacity. Adding a frequency
to a cell means giving that frequency a lower reuse than before, but thanks to
the frequency hopping, this decrease is averaged over all available frequencies in
a cell [22]. MRP is also a good choice for networks where the cells have different
requirements on the number of frequencies available to them.

3.1.4 Reuse Partitioning

In a mature GSM system, the average reuse factor is typically between 9 and 12 [23].
With MRP and its gain from frequency hopping, the reuse factor can go down to
around 7 [22], but that still means only 1/7 of the total spectrum is available for
use in a particular cell. 3G WCDMA systems, however, have a frequency reuse
factor of 1, which means that they reuse all the available spectrum in all cells
and separate links not by frequency but by close-to-orthogonal codes. A reuse
factor of 1 is of course desirable even in systems not employing code division. The
problem posed by a frequency reuse of 1, though, is that users on the cell edge can
experience interfering signal powers of the same magnitude as the desired signal
power, giving them an exceptionally bad signal-to-interference ratio (SIR). Reuse
partitioning [24] is a technique for combating this phenomenon. By dividing each
cell into a number of concentric rings, the inner circle can use a reuse factor of 1
whereas the other rings apply a higher reuse factor as shown in Figure 3.1, with
two hexagons.

Reuse partitioning is employed in [25] and [26], in a suggestion for a downlink
radio interface. In [27], it is shown that reuse partitioning doubles system capacity
asymptotically, and in [28] upper and lower bounds on the performance of reuse
partitioning using an unspecified optimum channel assignment scheme are derived.
Note, however, that [28] does not divide a cell into concentric rings but talks of
the division in terms of arbitrary overlaid regions in a cell.
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A system with autonomous reuse partitioning without explicitly dividing the
cell into regions is proposed in [29]. Autonomy is achieved with the very simple
approach of ordering the available channels in the same way in all cells, and then
letting the base stations, independently of each other, search in this order after an
idle channel that satisfies the required channel quality both in the uplink and in
the downlink. The first such channel is assigned to the incoming call. Reuse par-
titioning is achieved since higher-order channels are allocated more often, making
them subject to more interference. Thereby, these channels are only used by mo-
bile stations with strong signal levels, mobiles that in an electromagnetic respect
are close to the base station. Compared to an FCA scheme, autonomous reuse
partitioning capacity increased capacity by 105 percent and even compared with
a random allocation scheme, the capacity increase was as high as 80 percent.

In the 3GPP LTE study item, recent documents have suggested reuse parti-
tioning, also sometimes referred to as fractional frequency reuse. An overview of
proposals from Huawei, Ericsson, Siemens, LG and Alcatel is given in [30]. All
suggestions discuss a division of the users in two parts, here referred to as cell-
center users (CCUs) and cell-edge users (CEUs), the idea being that users close to
the cell center can uphold transmission at lower power levels than users out on the
cell edge. In brief, Huawei, Ericsson and Siemens have suggested also splitting the
spectrum in two parts. Siemens wants to give one part exclusively to the CCUs
and the other part exclusively to the CEUs. Huawei wants to give one part exclu-
sively to the CCUs but allow all users in a cell to use the other part and Ericsson
wants to do the reverse: one part for the exclusive use of CEUs while the other
part is available to all users. LG has a similar approach: they want to assign a
priority to all subbands, and allocate users that require high power transmission
(CEUs) to high priority subbands. The resulting interference situation is then
controlled by how the subband priorities are assigned. The Alcatel proposal is
also based on a particular subband allocation to CEUs, but instead of having a
subband allocation that depends on what cell the CEU is in, the CEU subband
depends on what cell it is close to, that is the cell that interferes the most.

Huawei notes in [31] that the transmit power ratio between the two parts of the
spectrum is a variable parameter that can be adjusted to give more or less power
to the CEUs, and that the threshold of the metric used to distinguish CEUs and
CCUs should be alterable to allow dynamic adaptation of the number of users that
have to share certain resources.

Huawei also clarifies that the allocation of subbands to CEUs does not have
to be done statically, but semistatic or even dynamic schemes can be employed to
take advantage of varying traffic load in the network [31]. In [32], Texas Instru-
ments gives an example of such a semistatic scheme where the number of subbands
reserved for CEUs is decided by the cell’s traffic load on the cell fringe. A cell
with high traffic load on the edge gets a larger portion of the available CEU sub-
bands in the network than a cell with low traffic load on the edge. In simulations,
this strategy was shown to offer an average cell-edge throughput improvement of
50 percent when traffic load was unequal in the cells, and a minimum improvement
of 10–15 percent with equal traffic load [33].
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Siemens shows results of their strategy in the uplink [34], employing frequency
reuse 1 and 3 for CCUs and CEUs, respectively, and using the ratio between re-
ceived intracell power and intercell power—a so-called geometry factor—to classify
users as CCUs or CEUs. The uplink interference caused by other users to a par-
ticular cell of interest is evaluated, showing that the prime CEU interferers are
the users using the same frequencies in the first surrounding tier. Also in uplink
transmission, the probability density function (PDF) of the intercell interference
for both CEUs and CCUs shows, as might be anticipated, that the more spectrum
allocated to the outer ring, the lower the interference but the lower the number of
available frequencies in each cell. In [35], Siemens goes further and investigates the
optimum division of the spectrum in the uplink by evaluating throughput against
the so called effective reuse factor, defined by

Keffective =
total bandwidth

bandwidth used in each cell . (3.1)

Results show that the optimum Keffective depends on the scheduler used and can
vary between 1.3 and 2.4.

3.2 Power Planning
The interference situation is not only affected by how resources are allocated, but
also to what degree and with what power they are used once allocated. The first
case is exploited in fractional loading, while a system can profit from the latter
with power planning.

3.2.1 Varying Power over the Spectrum
A so-called soft frequency reuse scheme as described in [36] and [37] (then referred
to as fractional reuse), [38], and [39] sets different transmit powers on a cell’s
allocated frequencies. Users with good propagation conditions are then assigned
low-power frequencies and will thus cause less interference to neighboring cells,
whereas users with bad propagation conditions get sufficient C/I by using high-
power frequencies. The number of different power levels used in a cell can naturally
vary, the important issue being that the cells are coordinated so that frequencies
used with high power in one cell are low-power frequencies in the neighboring cells.

Varying this scheme, [37] suggests different ways of choosing which low-power
frequency to use (the first in a specific order or the one with the best reported
channel quality) and also adds the suggestion of reserving certain frequencies for
the exclusive use of a cell. This would prohibit all neighboring cells to use the
reserved frequencies even at reduced power, to avoid interference on particularly
sensitive resources.

Instead of having specified low-power frequencies, [40] initially allows everyone
to use all frequencies at the same power. However, when a user reports to its
serving base station that it is experiencing bad interference from another base
station, a central control node in the network tells the interfering base station to
stop transmitting or to limit its transmit power on the frequencies employed by
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Figure 3.2. The four modes proposed by Nortel: reuse-1, two soft frequency modes and
reuse-3.

that user. A similar approach is taken by Nortel in [41] where they suggest that
each cell should have four modes, shown in Figure 3.2. Mode 1 is reuse-1, mode 4
is reuse-3 and the two middle modes are so-called soft frequency reuse modes each
with two power levels, where the higher power level is the same in both methods
and the reduced power level is gradually decreased. Reuse-1 is to be used at low
system load and then a soft frequency reuse method with a progressively lower
reduced power level as the system load increases until reuse-3 is deemed necessary.
The cells are coordinated so that if one cell sends out that it is now using a higher
mode, all neighboring cells must use the same or a higher mode.

Power planning implies cell partitioning, an interesting proof of which can be
found in [42]. Here, the available channels are split in two sets, primary channels
using full power and secondary channels using reduced power, and assigned to
cells so that neighboring cells use different primary channels but some of the same
secondary channels. A probabilistic approach where a user will be assigned a
primary channel with probability θ(x) and a secondary channel with probability
1 − θ(x) is then considered with x as the parameter that the channel selection
depends on. For example, x might be a distance, geographic or electromagnetic.
With this setup, it is shown that throughput is optimized when all users with an
x above (below) a certain threshold are allocated primary (secondary) channels.
A complicated model hence comes down to a very simple strategy for channel
selection, showing that there are no gains of using full-power, primary channels
for users with an x below the threshold or reduced-power, secondary channels for
users with an x above the threshold.

Simulation results in [38] show an increased 5-percentile user throughput when
soft frequency reuse is applied, whereas the average cell-edge throughput goes
down as compared to using equal power on all frequencies. In [39], there is a very
enlightening figure of simulation results showing cell-edge, cell-center and total cell
bit rate against the power ratio of the reduced-power to the full-power frequencies.
The total bit rate goes up as the ratio is augmented, due to a large increase in
cell-center bit rate, while the bit rate at the cell edge goes down. Lowering the
employed power ratio is then a means of getting higher cell-edge bit rates when
traffic load is heavy at the cell edge and vice versa when traffic is concentrated to
the inner parts of the cell [43].

3.2.2 Power Control
The smaller the transmission power, the smaller the interference caused by the
transmission. Hence, minimizing interference can be done by minimizing the trans-
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mission power used while upholding the required C/I. In addition to power plan-
ning, transmission power control can thus be used not only to conserve battery
life in the mobiles in the uplink, but also to limit interference between users. That
the outage probability can improve substantially with power control is shown in
[44], which also states that with near-optimum, low-complexity power control al-
gorithms considerable capacity gains have been shown in systems using FCA. It is
however also pointed out that in DCA systems, the gains will be smaller since the
DCA strategy itself has already taken advantage of the same channel conditions
that power control uses to improve the system’s performance. Another problem
with transmission power control is the need for channel estimation. Good power
control algorithms depend on knowledge of the channel quality, and that estima-
tion or feedback information will never be instantaneous or exact. The larger
the delay on the information, the bigger the potential error and the worse the
performance of the power control algorithm.

3.3 3GPP Intercell Interference Management
To handle interference between cells in downlink transmission, three different
methods have been selected for further study in the 3GPP LTE study item [45]:
intercell interference randomization, cancellation and coordination (or avoidance).
Beam-forming is also mentioned as a means of mitigating interference among cells,
but is not further considered in this thesis.

Regarding intercell interference randomization, cell-specific scrambling and
cell-specific interleaving using a scrambling code and an interleaving sequence to
whiten the interference are proposed. As to performance, these two methods are
described as very similar, which is confirmed in [36]. Frequency hopping of dif-
ferent kinds is also proposed as a way of averaging the interference, however, no
observation is made as to the possible performance gain.

Intercell interference cancellation is discussed in terms of detecting intercell
interference and subtracting it from a received signal. Another suggested method
is to employ multiple receiver antennas, as it is already assumed in the LTE dis-
cussions that users will have multiple receiver antennas.

Coordination (or avoidance) of intercell interference, finally, is put forward as
a method of coordinating transmission between cells in a static, semistatic or dy-
namic way. Such a coordination will require restrictions on resource allocation, for
example on time and frequency resources and transmit power on those resources.
This kind of technique for interference mitigation is the focus of this work.
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Chapter 4

Intercell Interference
Management Methods

This chapter describes the intercell interference management methods that will be
evaluated. The goals of the proposed methods are presented in Section 4.1 and
a theoretical discussion on resource allocation in terms of intercell interference,
motivating the choice of methods in this thesis, can be found in Section 4.2.

Traditional frequency-planned systems with a frequency reuse factor of 1 and 3
(reuse-1 and reuse-3, respectively), used as reference cases in the evaluations, are
described in Section 4.3. An extension to reuse-1, reuse-1 with prioritization
(method A), is presented in Section 4.4. Two different combinations of reuse-1
and reuse-3, soft frequency reuse (method B) and reuse partitioning (method C),
are then presented in Sections 4.5 and 4.6, respectively. Last, common parameters
and restrictions for two or more methods are defined in Section 4.7.

4.1 Goal
The goal of all implemented methods is to be as close as possible to a system with
a frequency reuse factor of 1 when it comes to average performance, while at the
same time improving performance for users with bad propagation and interference
conditions, for example users on a cell edge. Performance is defined as cell and user
throughput, but will be approximated by cell capacity in the static simulations.

4.2 Theoretical Discussion
When the scheduler in a cell assigns resource units to its users, it chooses from
among its available resources. Intercell interference methods often build on re-
stricting these available resources either in frequency or in power. To understand
what restrictions we want to put on the schedulers to achieve our goal, or equiv-
alently in this work what resource allocation we want to use in the network, we

37
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study scheduler allocation and its consequences for neighboring cells in terms of
Shannon capacity.

4.2.1 Capacity Loss from Interference
If there is no interference, the SINR (or in this case equivalently SIR) on subband k
for a user i in a cell 0 is

SINR0, noninterfered(k) =
gi,0(k)P0(k)

N
(4.1)

where gi,0(k) is the gain from the serving base station in cell 0 to user i on sub-
band k and P0(k) is the power used to transmit on subband k in cell 0. As
previously described, N is the noise. If the scheduler in a neighboring cell m now
decides to allocate the same subband k to one of its users j, the SINR for user i
goes down to

SINR0, interfered(k) =
gi,0(k)P0(k)

gi,m(k)Pm(k) + N
(4.2)

where gi,m(k) is the gain from the interfering base station in cell m to user i
on subband k and Pm(k) is the power used on subband k in cell m. Adding an
interfering user in all cells in the network, we get

SINR0, interfered(k) =
gi,0(k)P0(k)

M∑

m=1

gi,m(k)Pm(k) + N

(4.3)

where M represents the total number of cells in the network excluding cell 0, or
where M can be chosen as the number of cells that exceed a threshold for being
classified as neighboring or interfering cells to cell 0.

In (4.3), we assume that all resources are used in all cells, which is not a
realistic assumption. We therefore define a binary parameter um(k) specifying if
subband k is used or not in a cell m,

um(k) =

{
1 if subband k is used in cell m

0 if otherwise.
(4.4)

We can then form the SINR on resource k as

SINR0, interfered(k) =
gi,0(k)P0(k)

M∑

m=1

um(k)gi,m(k)Pm(k) + N

. (4.5)

To simplify notation, we define a row vector U(k) as the collection of um(k) values,

U(k) =
[

u1(k) u1(k) · · · uM (k)
]
, (4.6)
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a diagonal matrix Gi(k) with the gains gi,m(k),

Gi(k) =

⎡

⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

gi,1(k) 0 · · · · · · · · · 0

0 gi,2(k) 0
. . . . . . 0

... 0 gi,3(k) 0
. . . 0

...
. . . . . . . . . . . .

...
...

. . . . . . 0 gi,M−1(k) 0
0 . . . . . . . . . 0 gi,M (k)

⎤

⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

. (4.7)

and a column vector P (k) with the factors Pm(k),

P (k) =
[

P1(k) P2(k) · · · PM (k)
]T

, (4.8)

where m, as shown, ranges from 1 to M . From (4.3), we then get

SINR0, interfered(k) =
gi,0(k)P0(k)

U(k)Gi(k)P (k) + N
. (4.9)

From an SNR, we can calculate an upper bound on achievable capacity on
subband k using Shannon’s formula for capacity (see Appendix A),

C = B · log2(1 +
P

N0B
) = B · log2(1 + SNR). (4.10)

When interference is taken into account, SINR is used instead of SNR in the above
formula and capacity decreases. However, the Shannon capacity is still an upper
bound for the achievable capacity. The given SINR in (4.9) hence yields a Shannon
capacity on the interfered subbands C0, interfered,

C0, interfered(k) = Bsubband · log2 (1 + SINR0, interfered(k))

= Bsubband · log2

(
1 +

gi,0(k)P0(k)
U(k)Gi(k)P (k) + N

)
. (4.11)

Furthermore, (4.11) gives us a means of calculating the capacity loss on subband k
in cell 0 resulting from interference from other cells as

C0, noninterfered(k) − C0, interfered(k) (4.12)

where C0, noninterfered(k) is the Shannon capacity formed from SINR0, noninterfered(k),

C0, loss(k) = Bsubband · log2

(
1 + SINR0, noninterfered(k)
1 + SINR0, interfered(k)

)

= Bsubband · log2

⎛

⎝ 1 + gi,0(k)P0(k)
N

1 + gi,0(k)P0(k)
U(k)Gi(k)P (k)+N

⎞

⎠. (4.13)
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4.2.2 Resource Allocation
We studied the capacity loss in cell 0, where user i uses subband k, if that subband
is allocated to interfering users in neighboring cells in Section 4.2.1. However, just
as the interfering cells do not use all resources all the time, the cell under consid-
eration, cell 0, will not always use subband k. We therefore let u0(k) represent
the usage of subband k in this cell, synonymous with um(k) in cell m. We can
then set up a scheduling criterion for a cell m based on the capacity losses caused
to other cells. If we assume that the allocations ul(k) are known for all cells
l = 0, . . . ,m − 1,m + 1,M and for all subbands k, our goal when scheduling in
cell m is to minimize the total capacity loss over all other cells and at the same
time get as high capacity as possible for as many users as possible in cell m. This
poses a trade-off where it is difficult to judge if the resulting interference costs
more to the network than the gain in increased throughput in the cell. We assume
a greedy algorithm, where all cells allocate resources until they have no more data
to send or there are no more subbands available to the cell’s scheduler.

We defined U(k) as the utilization of subband k in all cells. If the row vectors
U(k) for all subbands k are put together in a matrix U , column m of U will denote
the subband usage in cell m. We use Um (without argument) to describe this
column m. If we now assume that all cells use the same power on all subbands if
using a subband, the scheduler’s only parameter is Um and the scheduling decision
in cell m turns into

arg min
Um

M∑

j=0,
j �=m

K∑

k=0

Cj, loss(k),

subject to
K∑

k=0

Cm, interfered(k) ≥ C ′,

C ′ = min {required capacity in cell m, Cm, noninterfered} (4.14)

where Cm, interfered(k) is the capacity of the user using subband k on that subband
in cell m and Cm, noninterfered is the maximum possible capacity in cell m for a
given set of users. The condition for the minimization guarantees that there is at
least one allocation of scheduled resource units among the users in cell m such that
each user’s requirements are satisfied, unless the cell’s maximum capacity sets a
limit to how much data the users can get.

To analyze the scheduling criterion further, we need to make assumptions on
the gains from (4.13). We can assume a random distribution and continue ana-
lytically, or we can use Monte Carlo simulations. However, we can conclude two
things directly from (4.14):

1. When the load is significantly lower than 100 percent, we can always gain
from coordinating the resource allocation among neighboring cells. Optimum
performance never leaves a subband empty in the network if there is more
data to send, since there is no cost associated with using a previously unused
subband.
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2. The interference caused by a cell is rarely analogous to the number of sub-
bands allocated in that cell, since the capacity loss relates to SINR. Given
that Shannon capacity is logarithmic, we are not much affected by an in-
crease in interference if SINR is high. However, if SINR is already low, an
increase in interference can have great impact. Hence, in some cases the best
scheduling decision is to use many subbands with low gain, and in other cases
it is better to use very few subbands with good gain because getting a very
low SINR on these few subbands in other cells is still much better in terms
of capacity than losing a little in an already low SINR on many subbands.
The equivalent discussion can be made for varying Pm(k), where different
cases benefit from a high Pm(k) on a few subbands and others would prefer
a low Pm(k) on many subbands. For example, a cell-edge user will almost
always benefit more from a high Pm(k) on a few subbands since a doubling
of Pm(k) can boost the SINR into capacities much higher than two times
the original.

The discussion on capacity loss caused by interference is based on the scheduler
having full knowledge of the subband allocation in all other cells. A practical
limitation is thereby that such knowledge is not instantaneously available, but has
to be estimated from the subband allocation in previous TTIs. If the subband
allocations in the network change significantly between two TTIs, we will get a
bad-quality estimate and most likely not make an optimal scheduling decision
given the true interference situation in the network in the current TTI. However,
estimate errors constitute a research problem on their own, which is not treated
in this thesis.

4.3 Frequency-Planned Systems
Traditional frequency planning with frequency reuse factor K = 3 (as in Ex-
ample 2.2) reduces intercell interference by assigning different frequency sets to
neighboring cells. This removes all neighboring interferers, which means we can
expect higher SINR values in a reuse-3 system than in a reuse-1 system. Using the
Shannon formula for a capacity C, we can translate SINR values into an upper
bound on capacity. We can then observe that the expected SINR gains from a
reuse-3 scheme are not directly transferable to capacity gains due to the bandwidth
reduction from B to B/3. For a reuse-3 system to achieve the same capacity as a
reuse-1 system,

Creuse-1 = Creuse-3 ⇐⇒
B · log2 (1 + SINRreuse-1) =

B

3
· log2(1 + SINRreuse-3), (4.15)

the bandwidth loss must be compensated for by a very high SINRreuse-3 because
of the logarithm applied to the SINR. As can be seen from Figure 4.1, show-
ing the upper bound on capacity in bits per second per Hertz as a function of
SINR, the difference between a reuse-1 and a reuse-3 system in required SINR
for a given capacity increases fast with capacity. The arrow indicates that at an
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SINRreuse-1 = 1.9 dB, a reuse-3 system needs an SINR increase of 10 dB relative
to a reuse-1 system to have the same capacity for the same total bandwidth. At
higher capacity levels, an even greater SINR increase is needed.
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Figure 4.1. Capacity in a reuse-1 and a reuse-3 system. The arrow indicates that a
10 dB SINR increase is only enough to compensate for the bandwidth loss in a reuse-3
system up to a capacity of 1.4 bits/s/Hz. At higher capacities, a larger SINR increase is
required.

Consequently, the SINR gain provided by a reuse-3 system, which is important
for cell-edge users’ throughput, causes an overall capacity loss at high capacities
(or equivalently, at high SINRs). A good compromise should be able to offer
almost the reuse-3 SINRs to cell-edge users and at the same time uphold close to
reuse-1 capacity.

Intuitively, reuse-1 will perform very well at low system load in a dynamic
scenario. A user with data to send will get access to the entire bandwidth and
since the load is low, interference will be low and hence the loss probability small.
We can expect a few resource units to be severely affected by interference, but the
bits sent on these RUs can be corrected with coding or retransmitted by an ARQ
protocol. Since only a few RUs are affected, these retransmissions will not cause a
very significant slowdown of the throughput. Furthermore, the download will be
finished rapidly since the user has access to the full bandwidth. This will quickly
free the bandwidth to other users in the same cell. The download being fast also
means that neighboring cells will only experience interference for a short time. No
spectrum is wasted and interference is kept at a reasonable level.

A reuse-3 system will have even fewer interference-affected RUs, but also a
lower bit rate. Even at low system load, users will occasionally ask for large
web pages and in such cases, a reuse-3 system can only offer one third of the
bandwidth. This makes the transmission of such web pages slower and also slows
down possible other users in the same cell since the download of the web page will
take up resources over a longer time. At the same time, neighboring cells might
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not even use their shares of the spectrum. Hence, there is very little interference
but spectrum is often wasted.

On the other hand, a reuse-3 system will intuitively perform better than a
reuse-1 system at high system load. The interference in a reuse-1 system will then
cause very low SINR values and a significant amount of retransmissions, which in
turn leads to lower throughput. In addition, a big packet will take up all available
bandwidth for a longer time, causing much interference for the duration of the
packet transmission and consequently lower throughput in neighboring cells. A
reuse-3 system, though, benefits from the fact that the cells have no neighboring
interferers and experience less interference than the cells in a reuse-1 system. Fur-
thermore, the bandwidth reduction is not as severe in this case, since all cells use
almost all their resources and hence together fill up the spectrum. At high load,
reuse-3 is consequently the scheme that uses spectrum efficiently while keeping the
interference down and the SINR values up.

Figure 4.2 illustrates the principles above with a three-cell network. In Fig-
ure 4.2(a) and 4.2(b), a reuse-1 scheme is shown with low and high load, respec-
tively. The low load gives good total spectrum usage, whereas the high load gives
much interference and causes problems to cell-edge users whose received signal
power is less than the sum of the received interference (illustrated by the bars).
The reuse-3 system with low load in Figure 4.2(c) instead does not fill the spec-
trum, but at high load in Figure 4.2(d), it offers efficient use of spectrum without
too much interference.
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Figure 4.2. Spectrum usage in reuse-1 and reuse-3 systems at high and low load.

4.4 Reuse-1 with Prioritization
The main issue with a reuse-1 system is the interference due to the absence of
frequency planning and coordination. A possible improvement is to prioritize
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one third of the spectrum in each cell according to a frequency plan. The whole
bandwidth is still available for transmission in all cells, but each cell tries to use its
prioritized subbands more often than its nonprioritized bandwidth to concentrate
the interference that it causes to other cells. This is a way to coordinate the
frequency allocation: when a cell does not have much data to send, it will only
use its own prioritized one third leaving the other two thirds interference-free.
Reuse-1 already performs well at low load, and this kind of prioritization can
make it perform even better because as long as no neighboring cell fills up more
than one third of the spectrum, there will be no significant interference. At higher
load, packets will collide on some resources, but this method allows for example
one cell with higher load than its neighbors to transmit on all the bandwidth and
being interfered on a maximum of two thirds of the bandwidth. Hence, collisions
will be frequent in two thirds of the bandwidth, but at least one third is left
unaffected by the closest surrounding cells.

The fact that one third of the subbands will be less interfered in each cell can
also be used to help users on the cell edge. Since these users are more affected by
the interfering transmissions from neighboring cells than users close to the base
station, they should be given priority to use the less-interfered resources.

4.4.1 Details
Effect on Scheduling Gain

When the scheduler chooses which subbands to assign to different users, it will
generally try to give each user as high-quality resources as it can. Different quality
measures can be implemented, a common measure being the estimated SINR as
given by the channel quality information (CQI) reports. If chosen from all of the
available resources instead of from one third of the available resources, a resource
is often of better quality and therefore the so-called scheduling gain goes down
when using prioritization of resources.

Resource Prioritization

Because of the decrease in scheduling gain, prioritization should only take place
when there is not enough data to send in a TTI to fill up the spectrum. If all sub-
bands will be used, there will be no interference concentration even if prioritization
is applied, and hence no gain from prioritizing resources.

Where to set the threshold for prioritization is not obvious since there is a
trade-off between the interference concentration gain and the loss in scheduling
gain. Prioritization can be applied only when the prioritized resources are enough
for all the data to be sent during one TTI, or it can be applied when at least one
resource will be left unused. A third alternative is to have a threshold value on
the number of required resources in a TTI.

Once the prioritization criterion is set, the scheduler has to decide when the
criterion is met. To know how many RUs that will be used in a particular TTI,
the scheduler has to do a full scheduling round and go through all users with data
to send to see if the bits fit within the threshold when using prioritization. If
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not, it has to do a second scheduling round, without prioritization. The scheduler
can also do the reverse, first schedule without prioritization to see if the allocated
resources exceed the threshold and then reschedule if too few resources have been
allocated. However, no matter the method, the scheduling takes twice the time
when the initial guess of prioritizing or not proves wrong.

A second alternative is that the scheduler first estimates how much data it has
to send, without doing a full scheduling round. This could lower the complexity,
but will also introduce an error. When the estimate tells the scheduler to prioritize
and the final scheduling decision says it should not have prioritized, we have lost a
possible scheduling gain without any interference coordination gain. Conversely, if
the estimate says that prioritizing should not be applied when the final scheduled
allocation says it should have been applied, we get a scheduling gain but we could
instead have coordinated interference which is the prime purpose of this method.
The performance setback of the faulty decision will however not be great since
the difference between the final allocation and the estimate is small—given that
we assume a reasonably accurate estimate and a well-chosen threshold. If we
prioritize when we should not have prioritized, we only allocate a few more RUs
than we thought we would and hence still benefit from interference coordination.
Conversely, if we do not prioritize when we should have prioritized, we still fill up
large parts of the spectrum and the interference concentration that we could have
achieved would only have had a minor effect.

Edge-User Prioritization

As mentioned, if one third of the spectrum is prioritized in each cell and less
interfered by neighboring base stations, this part is especially beneficial for users
with bad radio conditions. Such users can be detected and given priority to the
less-interfered subbands.

The setback of prioritizing edge users is that users close to the base station
might have more important data to transmit. If edge users are given too high
priority, we risk blocking these important, nonedge users. In addition, it is the
users with good radio conditions that can get the highest throughput. Giving
them lower priority will hence decrease the average throughput.

4.4.2 Method A
The method, from now on also called method A, that we choose to investigate
handles the above degrees of freedom in the following way:

Method for finding scheduling load
We calculate the ratio of the number of bits that the cell’s users have to
send in a TTI and the number of bits that correspond to a full TTI (the
latter can be found empirically). This bit ratio is assumed to correspond to
the percentage of used subbands.

Threshold on scheduling load for applying prioritization
Resources are prioritized when the estimate implies that up to two thirds of



46 Intercell Interference Management Methods

the subbands will be used. The value is chosen so that when prioritization
is just about applied, half of the nonprioritized resources are used.

Metric and threshold for deciding if a user should be prioritized
(if priority is given to edge users) For all users, the ratio γ between the
serving base station path gain gi to the sum of the interfering base station
path gains gj is calculated,

γ =
gi∑

j �=i

gj

. (4.16)

The path gains only include distance path gain and shadowing, and is hence
frequency-independent. For a user to be classified as an edge user, γ has to be
less than −3 dB. The ratio of the gains being low does not necessarily imply
that the user will have bad radio conditions since the interfering base sta-
tions might not transmit on the considered subbands. However, γ < −3 dB
identifies all users with potentially bad radio conditions. Reuse-1 with pri-
oritization will be evaluated both with user prioritization and without.

Allocation of prioritized resources
We use traditional frequency planning with K = 3. The allocated one third
of the spectrum is implemented as a contiguous frequency band, but could
also have been distributed over the entire bandwidth. As long as the network
coordinates the cells so that there are three different equal-size allocations
for the three different groups of cells, performance will be the same if a time
average is considered since the only frequency-dependent characteristic is the
multipath fading which averages to one over time.

Note that in a full-buffer context, reuse-1 with prioritization will perform worse
than reuse-1 since all cells always fill up their spectrum. There is a possible gain
to be seen for edge users from prioritizing them, but in a single-user context, this
gain is also lost. Reuse-1 with prioritization will therefore only be investigated in
the dynamic simulations.

4.5 Soft Frequency Reuse
In addition to prioritizing one third of the bandwidth in each cell, soft frequency
reuse adds a power difference between prioritized and nonprioritized resources.

We still allow transmission on all the available subbands in all cells, so that
the entire spectrum will be used as soon as there is a base station in the network
that has data to fill all subbands. However, since the allowed transmit power
in each cell is limited in two thirds of the spectrum, we not only concentrate the
interference to one third of the spectrum by prioritizing that part, we also decrease
the interference on the other two thirds.

The power reduction on two thirds of the subbands effectively divides the cell
into an inner and an outer region. Users in the inner region can be reached with
the reduced power whereas users in the outer region need the higher power level for
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successful transmission. This allows for a possible performance gain for cell-edge
users if they are allocated prioritized, high-power subbands.

4.5.1 Details
Soft frequency reuse has the same degrees of freedom in the prioritization of re-
sources and users, and in how the prioritized resources are chosen, as method A.
The only difference is that even when no prioritization is applied, the high-power
subbands will probably still be used more often since subbands are chosen on their
estimated SINR and more power implies a higher SINR.

Soft frequency reuse has an additional parameter compared to method A: the
parameter α that governs the ratio of the reduced power level to the full power
level. With α = 0 and α = 1, method A turns into traditional frequency reuse
with K = 3 and K = 1, respectively.

4.5.2 Method B
The soft frequency reuse method, method B, that we will evaluate uses the same
prioritization as method A, apart from the resource allocation strategy, but will
only be evaluated with user prioritization. Furthermore, soft frequency reuse adds
the additional parameter α:

Allocation of high-power, prioritized resources
We use traditional frequency planning with K = 3 (method B1) shown in
Figure 4.3(a). Random allocation of one third of the subbands (method B2)
shown in Figure 4.3(b) is also investigated, though only in a static scenario,
to investigate the performance degradation due to the coordination loss.

Ratio of reduced power level to full power level
The ratio α is defined as

α =
reduced power level

full power level . (4.17)

Performance will be evaluated for sample values of α, where 0 < α < 1.

4.6 Reuse Partitioning
Reuse partitioning is similar to soft frequency reuse in that it also divides the
spectrum into two parts: one part using high power and the other using low
power. In reuse partitioning, however, the low-power part is the same in all cells
and the high-power or partially high-power part is divided between the cells so
that each cell gets one third of the high-power spectrum. Hence, the low-power
part of the spectrum uses a reuse-1 scheme, while the other part employs a reuse-3
scheme.

The resemblance between reuse partitioning and soft frequency reuse justifies
that reuse partitioning will only be evaluated statically. Therefore, only the details
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Figure 4.3. Power allocation in method B as a function of frequency. Each of the labels
a, b and c refer to one third of the cells, laid out as in traditional frequency planning
with K = 3.

relevant to the static simulation scenario are discussed. A comparison between
reuse partitioning and soft frequency reuse can then be made in the static case,
and the relative results are likely to be the same in the dynamic case.

4.6.1 Details

In reuse partitioning, the parameter β (corresponding to method B’s α) governs
the ratio between the reduced and the full power level.

The parameter b is the percentage of low-power subbands in relation to the
total number of subbands. If b = 0 or b = 1, the value of β is unessential and we
have a frequency reuse system with K = 3 and K = 1, respectively. For 0 < b < 1,
however, the parameter pair (b, β) decides performance.

4.6.2 Method C

The reuse partitioning scheme to be evaluated will also be referred to as method C.

Allocation of high-power resources
As in method B, we use traditional frequency planning with K = 3, shown
in Figure 4.4(a), for allocation of the high-power subbands (method C1).
Random allocation of the high-power subbands within the reuse-3 spectrum
(method C2), shown in Figure 4.4(b), is also implemented to provide a com-
parison both with the frequency-planned method and with random allocation
in soft frequency reuse.
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Ratio of reduced power level to full power level
The ratio β is defined as

β =
reduced power level

full power level . (4.18)

Method C’s performance will be evaluated for sample values of β, where
0 < β < 1.

Percentage of low-power subbands
The ratio b is defined as

b =
number of reduced-power subbands

total number of subbands . (4.19)

Similar to how β is handled, performance will be investigated for sample
values of b.
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Figure 4.4. Power allocation in method C as a function of frequency. Each of the labels
a, b and c refer to one third of the cells, laid out as in traditional frequency planning
with K = 3.

4.7 Parameters

There are a few parameters that two or more methods have in common. These
include the spectrum utilization factor Uspectrum, and power parameters Ptot and
Pmax.
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4.7.1 Spectrum Utilization Factor
To provide a fair comparison between reuse-1, reuse-3, soft frequency reuse and
reuse partitioning, we need a common metric. We therefore define the spectrum
utilization factor Uspectrum as

Uspectrum =
1

S · Pmax

∑

i∈S

Pi (4.20)

where S is the total number of subbands, Pmax is the maximum power used on a
subband in the system and Pi is the power on subband i. For a reuse-1 system, this
yields Uspectrum = 1 and for a reuse-3 system Uspectrum = 1/3. Hence, 1/Uspectrum
corresponds to K in a frequency-planned system.

With soft frequency reuse, a third of the spectrum uses power Pmax and the
other two thirds power αPmax. This results in

Uspectrum B =
1

S · Pmax

(
S

3
Pmax +

2S

3
αPmax

)
=

1 + 2α

3
, (4.21)

or equivalently, if α is used to describe the system

α =
3Uspectrum − 1

2
. (4.22)

In reuse partitioning, bS of the subbands use power βPmax and the other
(1 − b)S use power Pmax (assuming bS and (1 − b)S are both integers), yielding

Uspectrum C =
1

S · Pmax

(
bS · βPmax +

1
3
(1 − b)S · Pmax

)
=

3bβ + 1 − b

3
, (4.23)

or equivalently, with β describing the system instead of Uspectrum

β =
3Uspectrum − 1 + b

3b
. (4.24)

Soft frequency reuse and reuse partitioning can then be compared for the same
Uspectrum, where Uspectrum gives α in method B, and Uspectrum together with b
gives β or Uspectrum together with β gives b in method C.

4.7.2 Power Restriction
To compare methods, we also need to control how much power they use. We
will investigate two different scenarios in the static case: setting a maximum total
power Ptot in a cell or setting an upper limit on the maximum power Pmax on each
subband. Looking at (4.20), we readily see that

Ptot =
∑

i∈S

Pi (4.25)

and using (4.20), we get

Ptot = S · Pmax · Uspectrum ⇐⇒ Pmax =
Ptot

S · Uspectrum
. (4.26)
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Hence, Ptot or Pmax together with Uspectrum completely specifies method B, and
Ptot or Pmax together with Uspectrum and b or β, gives all necessary information
about method C.

Only one power restriction will be investigated in the dynamic simulations due
to time constraints.
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Chapter 5

Static Simulations

To understand the characteristics of the proposed intercell interference mitigation
methods, we study a static network where all base stations transmit at their max-
imum allowed power to one immobile user at the time. This user is randomly
positioned 10,000 times and the achieved SINR and corresponding Shannon ca-
pacity are studied and analyzed for methods B1, B2, C1, and C2. The simulation
configuration is described in Section 5.1 and the results are presented in Sec-
tion 5.2.

5.1 Simulation Model and Parameters
Essential simulation parameters are summarized in Table 5.1. Most of these pa-
rameters are taken from the 3GPP’s specifications for evolved UTRA [45].

5.1.1 Physical Network
A 19-site network with three cells per site is studied. The site radius, defined
as the circle circumscribing the site, is set to 500 meters resulting in a site-to-
site distance of 1,500 meters. To limit border effects, a wrap-around technique is
employed where the sites are repeated around the original network so that there
are in fact seven copies or representatives of the same site (and its cells). The
mobile’s gain to each of the 19 · 3 cells is then calculated using the representative
of that cell that provides the best gain.

The system bandwidth is 20 MHz, divided into 81 subbands since there are
k = 16 subcarriers of 15 kHz each in a subband. All base stations transmit contin-
uously on their allowed subbands and always with the maximum allowed power.
When Ptot is kept constant, Ptot = 80 W (≈ 49 dBm) is the maximum power
for the entire system. This value is a linear scaling from the 40 W (≈ 46 dBm)
specified for 10 MHz in [45]. If instead Pmax is restricted, the maximum power
is Pmax = 80/81 W per subband since there are 81 subbands. Given these trans-
mission powers, we look at the SINR of all subbands at 10,000 randomly selected

53
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Table 5.1. Simulation parameters.

Parameter Value

Cellular layout 19 sites, 3 sectors each
Site-to-site distance 1,500 meters
System bandwidth 20 MHz
Number of subbands 81
Mobile noise figure 9 dB
Distance path loss lpath loss = β · Rα,

β = 33.9 and α = 3.76

Shadow fading lognormal distribution
µdB = 0 dB and σdB = 8 dB
decorrelation distance of 50 m
1.0 correlation between cells
0.5 correlation between sites

Multipath fading 3GPP typical urban model
Antenna gain

gantenna(θ) = −min
(

12
(

θ
θ3 dB

)2

, Am

)
dB,

θ3 dB = 70◦, Am = 20

positions in the network and from the SINR, we calculate the Shannon capacity
for each position.

The mobile noise figure F is set to 9 dB, also from [45], resulting in thermal
noise N = 6.861 · 10−15 which corresponds to −111.6 dBm according to

N = kT0(F − 1)Bsubband (5.1)

where k = 1.38 · 10−23 Ws/K is Boltzmann’s constant, T0 = 290 K is the standard
temperature (corresponding to 16.85 ◦C) and Bsubband = 20/81 MHz ≈ 247 kHz
is the positive bandwidth of one subband in the system.

5.1.2 Propagation Model
The simulated system uses the propagation parameters specified in [45]:

Distance path loss follows (2.5) with β = 33.9 and α = 3.76, as previously
shown in Figure 2.1.

Shadow fading is modeled as a lognormal distribution with mean µdB = 0 dB
and standard deviation σdB = 8 dB, a sample process of which has been
demonstrated in Figure 2.2. Sectors of the same site are fully correlated,
while there is a 0.5 correlation between neighboring sites. The decorrelation
distance is 50 meters.
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Multipath fading follows the 3GPP typical urban (TU) model, but with a mean
of 0.93 to account for the loss from using the short cyclic prefix. A sample
process generated from this model was shown in Figure 2.4.

Directional antennas with a maximum horizontal gain of 14 dBi (for a descrip-
tion of dBi, see Appendix A) are used. The antenna diagram gantenna(θ)
with respect to this maximum value is

gantenna(θ) = −min

(
12
(

θ

θ3 dB

)2

, Am

)
dB, θ3 dB = 70◦, Am = 20.

(5.2)
where Am corresponds to the minimum antenna gain relative to the maxi-
mum value. This resulting antenna diagram is shown in Figure 5.1. At 45◦

for instance, the gain is about −5 dB relative to the maximum gain, resulting
in a total antenna gain of 9 dBi for this angle.

0°

45°

90°

135°

± 180°

−135°

−90°

−45°

−15 dB

−10 dB

−5 dB

0 dB

Figure 5.1. Horizontal antenna diagram as specified in [45].

5.2 Simulation Results
Looking at SINR and Shannon capacity CDFs, we study the performance of sys-
tems using reuse-1, reuse-3, soft frequency reuse (method B) and reuse partitioning
(method C), respectively. Firstly, we restrict the power usage to a total maximum
power Ptot and compare methods B1 and C1. Secondly, we study the effect of
changing the power restriction to limiting the maximum allowed power on a sub-
band Pmax. Finally, we look at methods B2 and C2 to study the performance
degradation caused by a random allocation.

All results on capacity in this section deal with Shannon capacity and are hence
not always measures of achievable capacity but of an upper bound on capacity.
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5.2.1 Reuse-1 and Reuse-3

As expected, the users’ achieved SINR values are generally lower in a reuse-1
system than in a reuse-3 system. Figure 5.2(a) shows that there is approximately
a 10 dB difference from the second percentile up to the 80th percentile. At the
90th percentile, the reuse-3 system is 13 dB better, and the difference increases for
higher percentiles. However, this SINR gain only compensates for the bandwidth
reduction in the reuse-3 system up to the 40th percentile when looking at Shannon
capacity. A reuse-3 system has about 24 percent better 10th percentile capacity,
but the median capacity is 9 percent worse and the 90th percentile capacity is
33 percent worse. Hence, a reuse-3 scheme does increase capacity for the edge
users, but at the expense of average capacity and capacity for center users as
shown in Figure 5.2(b).
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Figure 5.2. CDFs of SINR and capacity in a reuse-1 and a reuse-3 system.
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5.2.2 Method B1
In method B, performance depends on Uspectrum—or equivalently on the parameter
α—where 1/3 ≤ Uspectrum ≤ 1 since 0 ≤ α ≤ 1. We study the SINR and the
capacity for three values of Uspectrum and choose 0.4, 0.65 and 0.9 to differentiate
the three cases as much as possible.

Studying the SINR CDF of method B1 in Figure 5.3, the striking phenomenon
is that although this power planning method was designed to improve the condi-
tions for edge users, the SINR distributions for different parameters in method B1
are worse than the corresponding SINR distribution for a reuse-1 scheme up to
about the 70th percentile. The difference between the curves for reuse-1 and
method B1 with Uspectrum = 0.65 and Uspectrum = 0.9 is negligible above the
40th percentile and very small below that percentile, but for Uspectrum = 0.4 there
is clearly no overall SINR gain for the worst-off users. The explanation, however,
is simple. With soft frequency reuse, a user’s low-power subbands will have a very
low SINR since the SINR has a small numerator with power αPmax and a denom-
inator sum that does not differ much from the denominator sum used to calculate
an SINR on a high-power subband,

SINR =
αPmaxgi∑

j �=i,j∈Slow

αPmaxgj +
∑

j∈Shigh

Pmaxgj + N
, (5.3)

where gi is the gain of user i to the serving base station on this particular subband,
gj is the gain of the interfering transmission to a user j from another cell to user i
and Slow and Shigh represent the sets of low-power and high-power subbands,
respectively. Hence, the SINRs on two thirds of the subbands will be low, even
lower than in a reuse-1 scheme where the larger interference is compensated for
by higher transmission power,

SINRSlow =
αPmaxgi∑

j �=i,
j∈Slow

αPmaxgj +
∑

j∈Shigh

Pmaxgj + N

=
Pmaxgi

∑

j �=i,
j∈Slow

Pmaxgj +
1
α

∑

j∈Shigh

Pmaxgj +
N

α

<
Pmaxgi∑

j �=i

Pmaxgj + N

= SINRreuse-1. (5.4)

As a clarifying note, the SINR CDF for the reuse-3 system only includes the SINRs
for the one third of the subbands that are used for transmission. The two thirds
of the spectrum with SINR= −∞ are hence not taken into account. The SINR
loss at low percentiles should however be evaluated taken into account that the
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simulation scenario assumes that only one mobile is scheduled at the time and that
this mobile is given all the resources. The thought behind soft frequency reuse is
not only to vary the power over the spectrum, but to differentiate users so that
cell-edge users can use a higher power than cell-center users. When one mobile
gets all the available spectrum, we do not get any such scheduling gain and we
can hence foresee better performance in a dynamic simulation scenario.

At the upper percentiles, soft frequency reuse with high Uspectrum is still very
similar to a reuse-1 system in terms of SINR as demonstrated in Figure 5.3. A low
Uspectrum, though, is only slightly better than a reuse-1 system and surprisingly far
from a reuse-3 system, although the just slightly lower Uspectrum = 1/3 describes
a reuse-3 system.

The aim of soft frequency reuse is not primarily to increase the SINR for
the edge users, but to increase their throughput. The SINR distribution may
therefore be worse, as long as there is an SINR gain on the full-power subbands
giving the cell-edge users high throughput on these subbands. As seen in Fig-
ure 5.4, capacity does increase with soft frequency reuse at the 10th percentile.
Uspectrum = 0.65 and Uspectrum = 0.9 are very similar to a reuse-1 system but
Uspectrum = 0.4 provides a 13 percent capacity gain compared to reuse-1 at the
10th percentile. However, power planning with Uspectrum = 0.4 provides 4 percent
lower median capacity and 12 percent lower capacity at the 90th percentile. The
capacity achieved with method B1 is hence in between the capacity of a reuse-1
and a reuse-3 system, just as expected. Furthermore, Uspectrum needs to be close
to 1/3 for the performance of soft frequency reuse to differ significantly from a
reuse-1 system. With Uspectrum = 0.4 (corresponding to a reduction of the inter-
ference from one neighboring cell on the full-power subbands by 90 percent) there
is a substantial difference, but the edge users’ performance is not improved much
with Uspectrum = 0.65, although that corresponds to halving the interference on
the high-power subbands.
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Figure 5.3. SINR CDF using method B1 with enlarged detail.
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Figure 5.4. Capacity CDF using method B1 with enlarged detail.

5.2.3 Method C1
In method C1, the performance depends on two parameters: the ratio b of the
number of low-power subbands to the total number of subbands and the ratio β
of the low power level to the high power level, or equivalently b and Uspectrum. To
evaluate the performance, we therefore split the study into two parts to study the
effect of each of the two parameters separately. We first consider a fixed b and
vary Uspectrum and then we fix Uspectrum and study the effect of varying b.

Fixed b, Varying Uspectrum

To differentiate method C1’s reuse partitioning as much as possible from a tra-
ditional reuse-1 or reuse-3 system, we want to set about one half of the total
81 subbands to low-power subbands. Since the high-power subbands will be used
in a traditional frequency planned system with K = 3, we also want the num-
ber of high-power subbands to be divisible by three. For these two reasons, we
choose b = 14/27, corresponding to 42 low-power subbands. The chosen b value
puts restrictions on Uspectrum since we require β in (4.24) to satisfy 0 ≤ β ≤ 1.
Uspectrum then has to satisfy 13/81 ≤ Uspectrum ≤ 55/81 and within these restric-
tions, Uspectrum = 0.4 and 0.65 are chosen to enable a comparison with method B1.

Figures 5.5 and 5.6 show that the value of Uspectrum is not essential for SINR or
capacity; the two curves appear identical in both cases. A larger Uspectrum implies
a smaller Pmax and a larger β—in total a smaller difference between reduced and
full power—but the plot showing virtually no difference for Uspectrum=0.4 and 0.65
shows that varying the power levels has little effect. From this, we can conclude
that the system is interference-limited and not noise-limited. A more detailed
plot, for example Figure 5.11 showing the 50th and the 90th percentile against the
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10th percentile in another context, reveals that there are minor differences between
the two curves. The median and 90th percentile capacity are practically identical,
but the 10th percentile capacity is 0.1 percent higher for the Uspectrum = 0.4
system. The explanation is, as before, that the system is interference-limited and
a power scaling only results in a noise scaling, shown by (2.11). The value of Pmax
however decreases more than βPmax increases when Uspectrum increases, hence the
degradation in performance for the cell edge.

Both Uspectrum values correspond to a 14 percent capacity increase at the
10th percentile, a 2 percent decrease at the median and a 17 percent decrease
at the 90th percentile compared to a reuse-1 system.
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Figure 5.5. SINR CDF using method C1 with fixed b = 14/27 and varying
Uspectrum = {0.4, 0.65}.

Varying b, Fixed Uspectrum

Keeping Uspectrum fixed and varying b, the achieved SINR and capacity is shown
in Figures 5.7 and 5.8. The exact value of Uspectrum is not crucial as discussed in
the previous section and is set to 0.4 to provide a comparison with method B1.
To illustrate the effect of different values of b, b is set to 8/27, 14/27 and 19/27
which results in 24, 42 and 57 low-power subbands out of the total 81 subbands,
respectively. These b values were, as before, selected to leave a number of high-
power subbands divisible by three.

The result plots demonstrate that the performance of reuse partitioning is, as
expected, in between the performance of reuse-1 and reuse-3. On the cell edge,
reuse partitioning is better than reuse-1 but not quite as good as reuse-3 and vice
versa in terms of average and 90th percentile capacity. Also as expected, we clearly
see that the larger the b, the closer the reuse-1 performance we get. When b goes
from 8/27 to 19/27, we go from a 18 percent capacity gain to a 9 percent capacity
gain at the 10th percentile, while the 90th percentile capacity goes from being
24 percent worse to 11 percent worse than in a reuse-1 system. At the median,
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Figure 5.6. Capacity CDF using method C1 with fixed b = 14/27 and varying
Uspectrum = {0.4, 0.65}.

b = 8/27 and b = 19/27 give a 5 percent and a 1 percent capacity decrease,
respectively.

An interesting phenomenon in Figure 5.8 is that all reuse partitioning curves are
better than both the reuse-1 and the reuse-3 systems at the 40th percentile. Not
by more than a maximum of 2 percent, but still better although reuse partitioning
is a combination of reuse-1 in parts of the spectrum and reuse-3 in the other part.
This phenomenon is explained by the fact that in this case, all systems use a total
power Ptot = 80 W, which means that the reuse-1 part of the reuse partitioning
spectrum will not use the same power per subband as the reuse-1 system. The
same naturally applies to the reuse-3 part of the spectrum in the reuse partitioning
system. With different power levels, reuse partitioning can no longer be expected
to perform according to a weighted average of reuse-1 and reuse-3, although when
using the same amount of power per subband as a reuse-1 system and a reuse-3
system, its performance will lie in between that of those two systems.

In method C1, we can conclude that varying Uspectrum or equivalently the
power parameters β and Pmax has marginal effect on performance at the chosen
site-to-site distance; b and the resulting partitioning is the important parameter.
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Figure 5.7. SINR CDF using method C1 with fixed Uspectrum = 0.4 and varying
b = {8/27, 14/27, 19/27}.
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Figure 5.8. Capacity CDF using method C1 with fixed Uspectrum = 0.4 and varying
b = {8/27, 14/27, 19/27}.
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5.2.4 Comparison between Method B1 and Method C1

Due to their different nature, comparing methods B1 and C1 fairly is difficult.
The spectral utilization factor Uspectrum should be a good common starting point,
but Figure 5.9 shows another picture. With the 90th percentile capacity and
the median capacity plotted for the 10th percentile capacity, we get an upper
(90th percentile) row and a lower (median) row. The triangles of reuse-1 and
reuse-3 provide the end points, connected with a line for illustration purposes. For
Uspectrum = 0.4, the B1 filled diamond can be seen as a gathering point of the C1
nonfilled diamond, circle and square but the same is not true for Uspectrum = 0.65
where the B1 filled circle is far from C1’s plus and cross, in only the horizontal
direction for the median case but in both the horizontal and vertical direction for
the 90th percentile case. Again, we see that Uspectrum has minor impact on the
performance of reuse partitioning; the important factor is the number of subbands
with reuse-1 and reuse-3, respectively. Hence, the evaluation should be made for
b in method C1 and Uspectrum in method B1, but for two different parameters
defining a fair comparison is much more complicated. What can be said from
theory, and what is supported by the plot, is however that method B1 tends to have
lower 10th percentile capacity and higher 90th percentile capacity than method C1.
This is demonstrated by B1’s filled diamond with slightly lower 10th percentile and
median capacity than C1’s circle and cross, but significantly higher 90th percentile
capacity.

Furthermore, all tested parameters of methods B1 and C1 give performance
above or on the affine function describing the connection between reuse-1 and
reuse-3 performance.
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Figure 5.9. Median capacity (bottom) and 90th percentile capacity (top) vs 10th per-
centile capacity. Method B1 results are gray, filled markers and method C1 black, non-
filled markers.
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5.2.5 Power Restriction: Ptot and Pmax

All assessments have so far been made with a restriction on the total amount of
power Ptot used in one cell. If instead the maximum power on each subband Pmax
is restricted the results are similar but not identical. Figure 5.10 shows that the
10th percentile capacity is always somewhat higher for a Ptot restriction than a
Pmax restriction for method B1, and further investigation shows that the same is
true for the median and the 90th percentile capacity, although the difference at
the higher percentiles is not as big as at lower percentiles. The explanation to
Ptot’s small, but noticeable, superiority is as before that restricting Ptot instead of
Pmax results in a higher applied Pmax. Since α is the same in both systems, this
also means that the power is higher on the reduced-power subbands. These higher
power levels result in a scaling of the noise as in (2.11), hence the slightly better
performance.
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Figure 5.10. Median capacity and 90th percentile capacity vs 10th percentile capacity
for method B1. Black markers represent restricted Ptot, gray markers restricted Pmax.

The small advantage of a Ptot restriction holds true also for method C1, as
seen in Figure 5.11. Here, however, there is a second effect to study shown in
the close-up in Figure 5.11. When letting Uspectrum increase from 0.4 to 0.65, the
10th percentile capacity goes down for a Ptot restriction, but it goes up for a Pmax
restriction. The explanation can be found in Figure 5.12, where it is demonstrated
that the higher Uspectrum in the Pmax case results in a higher power level on the
reuse-1 subbands. This, in turn, gives the well-established noise scaling of (2.11),
resulting in slightly better performance on these subbands. The power on the
reuse-3 subbands is unchanged, but the improvement on the other subbands helps
the 10th percentile capacity. For the Ptot case, though, a higher Uspectrum means
a scaling of both Pmax and β where the first decreases and the latter increases.
The result is a 38 percent lower power level on the reuse-3 subbands which, at
the 10th percentile, is not compensated for by the 26 percent power increase on
the reuse-1 subbands. Median and 90th percentile capacity, however, show no
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substantial impact from the changed Uspectrum or the varying power restriction
scheme.

The overall small differences between the two investigated power restrictions
motivate the use of only a Ptot restriction in the following sections of this thesis.
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Figure 5.11. Median capacity (nonfilled markers) and 90th percentile capacity (filled
markers) vs 10th percentile capacity for method C1 with enlarged detail. Black markers
represent restricted Ptot, gray markers restricted Pmax.
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Figure 5.12. Power allocation for a cell belonging to group a. Solid line represents
Uspectrum = 0.4, dashed line Uspectrum = 0.65.

5.2.6 Method B2
Using random allocation of the high-power subbands in soft frequency reuse in-
stead of frequency planning only has minor impact on the SINR, as seen when
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comparing Figure 5.13 to Figure 5.3. The worst-off subbands tend to improve
since there are now subbands with fewer high-power transmissions than before.
The downside, though, is that there are less really good subbands, since high-
power subbands sometimes collide with other high-power subbands. Looking at
the capacity, though, random allocation is disastrous for the edge users. The
10th percentile capacity is worse than reuse-1 for all three B2 curves although soft
frequency reuse was designed to increase the throughput of the worst-off users.
The 50th percentile capacity is either similar to the frequency-planned case or
worse, as is the 90th percentile capacity. Consequently, all gains achieved by soft
frequency reuse are consumed by random allocation making reuse-1 the preferred
choice over method B2.
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Figure 5.13. SINR CDF using method B2 with enlarged detail.
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Figure 5.14. Capacity CDF using method B2 with enlarged details.
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5.2.7 Method C2
With the same choice of parameter values as when evaluating method C1, the study
of random allocation of the high-power subbands instead of frequency planning is
again split into two parts: fixed b with varying Uspectrum, and varying b with fixed
Uspectrum.

Fixed b, Varying Uspectrum

As in method C1, varying Uspectrum in method C2 has virtually no impact on
performance. The random allocation in itself, though, severely deteriorates per-
formance. Figure 5.15 demonstrates that the SINR goes down at all percentiles
compared to Figure 5.5 and Figure 5.16 shows that using method C2 also results
in lower capacity at all percentiles than achieved in a reuse-1 system. Instead of
C1’s 14 percent capacity increase at the 10th percentile compared to a reuse-1
system, method C2 has a 4 percent capacity decrease.
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Figure 5.15. SINR CDF using method C2 with fixed b = 14/27 and varying
Uspectrum = {0.4, 0.65}.

Varying b, Fixed Uspectrum

Varying b for a fixed Uspectrum = 0.4, we see the same trend in Figure 5.17 as in the
corresponding figure for method C1, Figure 5.7: the higher the b, the closer the
SINR values are to the SINRs of a reuse-1 system. However, we also see a shift to
the left in the C2 curves compared to the C1 curves, indicating a performance cut.
This performance decrease follows through to capacity shown in Figure 5.18 where
again all C2 curves have lower 10th percentile capacity than a reuse-1 system. With
b = 8/27, the 10th percentile capacity is 7 percent lower than in a reuse-1 system
and the corresponding number for b = 19/27 is 2 percent. Interesting to observe
is also that method C2 fails to provide a capacity gain even compared to a reuse-3
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Figure 5.16. Capacity CDF using method C2 with fixed b = 14/27 and varying
Uspectrum = {0.4, 0.65}.

system at the higher percentiles for b = 8/27. However, given the large spectrum
which is then used as in a reuse-3 system but with random subband allocation,
this result is not surprising since there is a severe bandwidth limitation without
the corresponding SINR increase required to uphold capacity.
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Figure 5.17. SINR CDF using method C2 with fixed Uspectrum = 0.4 and varying
b = {8/27, 14/27, 19/27}.
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Figure 5.18. Capacity CDF using method C2 with fixed Uspectrum = 0.4 and varying
b = {8/27, 14/27, 19/27}.
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Chapter 6

Dynamic Simulations

The static simulation scenario does not capture any of the dynamics of a real
network. For example, performance in a deployed network depends on system load
and in the static scenario, we assume full buffers and hence a constant 100 percent
load. Furthermore, there is only one user per cell in the static simulations, which
does not capture the effects of scheduling decisions. A more realistic scenario, with
multiple users per cell and a traffic model governing how much data the users want
to transmit, is presented in Section 6.1. The simulation results for this scenario
are then described in Section 6.2.

6.1 Simulation Model and Parameters
Important simulation parameters in the dynamic simulation model different from
those in the static simulations are summarized in Table 6.1.

6.1.1 Physical Network
Due to computational limitations, the network simulated in the dynamic simula-
tions consists of only seven sites with three sectors each. The same wrap-around
technique as in the static simulations is employed to mitigate border effects. The
site-to-site distance is 1,500 meters, as before.

The system bandwidth is still 20 MHz, divided into 81 subbands. The major
difference in the dynamic scenario is that all base stations no longer transmit
continuously on all their allowed subbands. They only transmit when there is
data to send and then use a scheduler to assign data to some or all subbands
according to their users’ needs. However, there is still a maximum allowed power
on all subbands. This maximum is defined by the method in use, given that Ptot
is kept constant at 80 W (≈ 49 dBm). No Pmax restriction is considered since
the static simulations showed a very small performance difference between a Ptot
restriction and a Pmax restriction, and restricting the total power seems more
realistic than setting an upper limit to the power used per subband.

71
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Table 6.1. Simulation parameters.

Parameter Value

Cellular layout 7 sites, 3 sectors each
Modulation QPSK, 16QAM and 64QAM
Code rate rate-matched from a parental code of

code rate 1/3
Handover hard handover
System load average of 1, 4, 7, 10, 30 and 50 users

per cell
Simulation time 200 seconds
Web traffic 200 kB object size

400 B request size
VoIP traffic 32 B packet size

1 packet every 20 ms

The mobile noise figure F is set to 9 dB as before, resulting in the same thermal
noise N = 6.861 · 10−15 (−111.6 dBm) as in the static simulations.

6.1.2 Propagation Model, Channel Adaptation and
Handover

All propagation parameters are the same as in the static simulation model in
Section 5.1.2. To model the cyclic prefix loss, the mean of the multipath fading
process is set to 0.93 representing the loss from using the short cyclic prefix.

Transmission is adapted to the channel by choosing the modulation and the
code rate adaptively based on CQI reports. The modulation is either QPSK,
16QAM or 64QAM, and the code rate is rate-matched from a parental code of
rate 1/3. Both modulation and code rate are selected once per TTI and the same
choices are applied to all subbands allocated to the same user during that TTI.

The simulator implements hard handover when a user needs to change cells,
meaning it first breaks the connection with the previous cell before connecting to
the new.

6.1.3 Number of Users
All interference mitigation methods are simulated for an average of 1, 4, 7, 10, 30
and 50 users per cell. The users are removed after two web downloads when there
are 1, 4, 7 and 10 users per cell, four web downloads when there are 30 users per
cell and five when there are 50 users per cell. Every time a user is removed, a new
user is created at a random position in the network to keep the number of users
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fixed at the above values while at the same time getting user statistics covering the
entire simulation area. Users only leave the system when they have reached their
limit on the number of received downloads; if they never receive their downloads
they last for the duration of the simulation.

The fewer the number of web downloads per user, the more users are gener-
ated. This is good for simulation statistics, but causes a large overhead in the
simulator. The increase in the number of downloads per user as the system load
increases is used to combat this overhead. Unfortunately, due to the TCP slow
start mechanism, simulations run for different numbers of downloads per user are
not comparable. In the following plots, the load cases with an average of 1, 4, 7
and 10 users are connected with a line to show that they are comparable, whereas
cases with 30 and 50 users per cell are only shown with markers. The lack of con-
nection illustrates that they do not provide a fair comparison since they represent
different simulation scenarios.

6.1.4 Number of Simulation Iterations and Simulation Time
Each simulation is run four times for 1 and 4 users per cell, three times for 7 users
per cell, two times for 10 users per cell and once for 30 and 50 users per cell. The
results of the iterations are combined to give reliable statistics even for low system
loads. All simulations run for 200 seconds.

6.1.5 Traffic Model
All users generate both web and VoIP traffic with the parameters given below.
The values are purposely set high to result in a comparatively high load given
a relatively small number of users since users are expensive in terms of memory
requirements and computational power in the simulator.

Web Traffic

A web object travels over TCP/IP (transmission control protocol/internet pro-
tocol). TCP handles segmentation of objects from the web client, congestion
avoidance and retransmissions with the help of its 24-byte header. The TCP
retransmissions are slow compared to lower-layer retransmissions, but necessary
since TCP cannot assume that its lower layers are reliable. TCP must also be
able to retransmit a data unit in case of congestion in the network or in case
the network changes—for example if a node disappears. Network congestion or
network changes are problems that lower layers cannot protect against, no matter
how reliable they are, and hence, TCP must handle these retransmissions.

Below TCP comes the IP layer, and from the IP layer down to the physical
layer, web and VoIP traffic have identical protocol stacks, as described below.

Users start requesting web pages after an initial waiting time drawn from an
exponential distribution truncated to a minimum of zero seconds and a maximum
of three seconds. When a web object has been received, a new one is requested
after a time calculated in the same manner as the initial waiting time, but with a
minimum of one second.
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Each web page request is 400 bytes and all web pages are 200 kB. All web
pages being of equal size is not a realistic assumption, but simplifies the analysis
since the TCP will introduce more delay on small pages due to the TCP slow start
mechanism and hence affect the bit rate. Furthermore, it is difficult to compare
the object delay of different methods if the simulations use different-sized web
pages.

VoIP Traffic

When in a VoIP session, a user generates a VoIP packet of 32 bytes every 20 ms. A
VoIP packet is regarded as lost if the delay exceeds 100 ms, which is about the limit
for when the human ear can detect a delay. The 32-bytes packet consists of two
10 ms frames of 8 kbits/s coded speech (figure from the ITU-T standard G.729)
and a 12-byte header. This header represents a real-time transport protocol (RTP)
header, that would include among other things a time stamp, a sequence number
and a payload type identifier. The VoIP client sends its data units over the user
datagram protocol (UDP) together with IP. UDP is an alternative to TCP that
does not handle retransmissions or congestion control. UDP only adds a header
with a source and a destination port, a packet length including the header length
and a checksum. The route from the IP layer to the physical layer is then the
same as in the web traffic case and is described below.

Users start VoIP sessions as soon as the simulation starts. Each user talks for
a random percentage of three seconds and then lets the other party—a fictitious
VoIP client, not an actual user—talk for another random percentage of three
seconds. This continues for the entire simulation time.

Common Protocols

Web and VoIP traffic travel through the same set of protocols from the IP layer
down.

The IP layer’s main functionality is to transport a data unit from a source to a
specified destination. To do this, it adds a header of 20 bytes including the source
and the destination, a data unit identification number and a header checksum
among other things. The header also contains a time to live (TTL) field, which is
an upper limit to the number of nodes that should forward the packet.

After the IP layer comes the radio link control (RLC) layer that provides re-
ordering and segmentation of data units and adds a header of 16 bytes for these
purposes. Ciphering and ARQ, which are normally included in the RLC function-
ality, are however not simulated.

The medium access control (MAC) layer multiplexes users and their different
flows (control data, VoIP traffic and web traffic), performs scheduling and provides
a HARQ protocol. The HARQ specifications follow [45], where the 3GPP specifies
that the HARQ should be a Type II HARQ using N -channel stop-and-wait ARQ
and incremental redundancy. An N -channel stop-and-wait ARQ is a regular stop-
and-wait ARQ, but with N staggered channels—processes—that transmit and
wait for an ACK or a NACK independently of each other. Concatenation and
segmentation of the data units from the RLC is also performed by the MAC layer
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to make the data unit suitable for transmission on the physical layer. The MAC
layer also, as all other layers above it, adds a header before the data reaches the
physical (PHY) OFDM layer.

The full user-plane protocol stack from UDP and TCP down to PHY is shown
in Figure 6.1 together with a descriptive illustration of the added headers.

VoIP traffic web traffic

UDP TCP
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MAC
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tx rx

(a) User-plane protocol stack.
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MAC

PHY

data

data

data
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dataTCP or UDP header

IP header

RLC header

MAC header

(b) User-plane protocol headers.

Figure 6.1. User-plane protocol stack and protocol headers as implemented in the
simulator.

6.1.6 Scheduling
Each cell has its own scheduler that operates independently of the schedulers in
the other cells belonging to the same site. The scheduler operates by ordering
all users that have data to send in a queue according to a weight function and
then taking out one user at a time to assign one resource unit. The user is then
reweighed and inserted at a new place in the queue according to its new weight.
This continues until there are no more RUs left or there are no more users with
data to send. The pseudo code for the scheduler is shown in Algorithm 1.

The weight function considers how long a user’s data has been waiting in the
buffer, pending retransmissions, Quality of Service (QoS) and committed rate,
both per QoS class and per user. There is also a weight bonus given out to a user
when it has just been scheduled and is being reweighed. This bonus is intended
to increase the possibility that the same user is scheduled again in the same TTI,
which decreases the required control signaling.
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Algorithm 1 Scheduler pseudo code
for all users that have data to send do

weigh user
insert user in queue according to weight

end for
order users according to weight
while RUs left and users with data to send left do

take highest-weight user from queue
give that user its best RU that is still available
reweigh user
reinsert user in queue according to weight

end while

Soft Frequency Reuse

Before the actual scheduling of users, the scheduler goes through its list of users
that have data to send and calculates the total number of bits that they want to
send during the TTI that is to be scheduled. If this number of bits is less than
a threshold, empirically set to 40,000 bits, we believe that less than two thirds of
the subbands will be used in this TTI and use prioritization. If the number of bits
is larger than the threshold, we schedule as in reuse-1 on the CQI reports.

At the beginning of each scheduling round, the geometry ratio γ, described
in (4.16) is calculated for all users. If γ is less than 0.5 (−3 dB), the user is
classified as a cell-edge user.

Users are weighted in the same way as in a traditional reuse-1 system, without
distinction between center and cell-edge users. However, when finding the best
resource unit for the user to be scheduled, a cell-edge user has an advantage.
If the best resource unit for a cell-edge user is among the prioritized resources
(or among the prioritized resources had prioritization been employed) and that
resource is already taken by a cell center user, the cell-edge user can move the
center user under one condition. If the center user can get the same amount of
bits through on one or two other RUs as it has been allocated on the current RU, it
can move to allow the cell-edge user a spot in the less-interfered resources. When
this happens, we call it a swap. The restriction that the center user has to get at
least as many bits through as before exists because the center user was scheduled
before the edge user, implying an originally higher weight for that user. A higher
weight means we must consider that user’s data as more important than the edge
user’s data. Hence, although we want to give privileges to edge users, we should
not do it at the expense of other, more important users.

Reuse-1 With Prioritization

The prioritization is handled in the same way in our prioritization method as
in soft frequency reuse. The classification of edge and center users is also done
in the same way, as is the swapping of center users from prioritized resources
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to give these resources to edge users. The only difference between reuse-1 with
prioritization and soft frequency reuse is that the prioritized resources also have a
larger power allocation than other resources in soft frequency reuse. This makes
it more favorable for a user to be allocated prioritized resources in soft frequency
reuse than in reuse-1 with prioritization. Equal power on all subbands as in reuse-1
with prioritization however makes it easier for a cell-edge user to move a center
user in the case that all prioritized resources are taken since it will then be easier
to move the center user to nonprioritized resource units. Apart from possible
interference and multipath fading, there is no reason two such RUs would not
provide the same bit allocation as one prioritized RU.

6.2 Simulation Results
We first compare soft frequency reuse with reuse-1 and reuse-3 in terms of subband
utilization, web client bit rate, VoIP client delay and finally user throughput. All
of these except subband utilization are performance measures on user quality and
will be plotted against system performance as measured by the cell throughput.
After soft frequency reuse, we briefly discuss reuse-1 with prioritization looking at
a selection of the above quality metrics and the HARQ block error rate (BLER).

6.2.1 Soft Frequency Reuse
Number of Assigned Subbands

To get a feeling for how an average number of users per cell corresponds to the
actual subband utilization in a network, we look at CDFs of the number of assigned
subbands for different loads. Out of a total of 81 subbands, we see in Figure 6.2
that even with 50 very active users per cell, there is still a 50 percent chance that
no subbands at all are used in a TTI. With one user per cell, this chance is as high
as 97 percent. There is also a clear difference between reuse-1 and reuse-3, where
the bandwidth limitation in reuse-3 truncates the curves at 27 subbands, which
corresponds to one third of the total number of subbands.

The subband utilization CDF for soft frequency reuse shown in Figure 6.3 fol-
lows the same general pattern as the CDF for reuse-1 when the load increases. Us-
ing soft frequency reuse, however, we can also study the effect of varying Uspectrum.
From Figure 6.4, it would seem that if Uspectrum = 0.4, fewer subbands would be
required than if Uspectrum = 0.9, provided that the load can be fitted into the
27 high-power subbands. If the load is larger, Uspectrum = 0.4 means that we
will need to allocate many more subbands to get additional bits through, whereas
the number of subbands that a system with Uspectrum = 0.9 needs to allocate to
transmit the same amount of additional bits is much smaller. The result of the
simulations, however, does not show these two contrasting cases, but a clear trend:
the lower the Uspectrum, the more subbands are used. What is not seen in the plot,
though, is that the total load in the Uspectrum = 0.4 case is 14 percent larger than
when Uspectrum = 0.9. The average number of users and the traffic model are the
same in both cases, but the higher power on the prioritized resources in the system
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with Uspectrum = 0.4 means it will get larger throughput on its one-third prioritized
resources and an overall larger throughput if the total load almost or completely
fits into this one third, which will give the users time to generate more traffic.
Hence, the fact that Uspectrum = 0.4 corresponds to higher subband utilization
than the other Uspectrum values investigated is not due to bad-quality subbands
but to good-quality subbands.

The same issue of unequal load arises when trying to compare the subband
utilization CDFs for reuse-1, reuse-3 and soft frequency reuse. Although in theory
easily comparable, the methods will not generate the same amount of traffic and
hence will have different requirements on bandwidth due to their different through-
put performance. The reuse-1 and reuse-3 curves are only plotted for reference in
Figure 6.3.

Active Resource Unit SIR

Another measure of user performance is the SIR on the subbands used, the active
resource unit SIR. Since the reuse-3 network planning coordinates interference, we
expect to see increased performance for the worst-off users in a reuse-3 system
compared to a reuse-1 system. However, this is not what is shown in Figure 6.5,
where the 10th percentile of the active RU SIR for the reuse-3 system is below
that of the reuse-1 system. The difference between our previous reasoning and
the result can be explained by the chosen traffic model: at low system load, there
will be very little interference in the network, meaning a reuse-1 scheme will not
suffer significantly from interference. Reuse-3 frequency planning, on the other
hand, does not provide the anticipated gain from interference coordination, since
there is barely any interference to coordinate. Furthermore, a reuse-3 system
suffers from its limitation in bandwidth, causing lower scheduling gain when the
scheduler only chooses the best subbands out of one third of the total number
of available subbands. The same limitation is also responsible for the lower cell
throughput shown by the reuse-3 scheme, which in turn causes packets to stay
longer on the radio resources in the system using reuse-3 than in the system using
reuse-1. Consequently, reuse-3 packets cause interference during a longer time, and
while they do not cause interference to any neighboring cells, they do interfere with
the second tier of cells, outside the neighboring, surrounding cells. When the load
increases, we expect more interference and a decrease in reuse-1 active RU SIR
compared to the reuse-3 RU SIR values. This is seen in Figure 6.5, where the
reuse-1 marker representing an average load of 50 users per cell shows a lower
active RU SIR than the corresponding reuse-3 marker.

The curves representing soft frequency reuse with different Uspectrum all show
performance very similar to the reuse-3 system at the 10th percentile. This is
expected, since at low load, soft frequency reuse approximates a reuse-3 system.
However, this phenomenon was seen already in the static simulations, in Figure 5.3,
where a 100 percent load was assumed. Hence, a part of the explanation is as
in the static simulations that reduced-power subbands are sometimes interfered
by full-power subbands, causing a very low SIR. Although subband utilization is



6.2 Simulation Results 79

generally low in these simulations, we still get a few such subbands and hence the
low 10th percentile.

At the 50th percentile, the performance of reuse-1 and the reuse-3 system have
changed places. Here, the loss in scheduling gain seems to be much smaller, and
is compensated for by a three times higher effect on the subbands used in the
reuse-3 system. We further see no particular difference between different values of
Uspectrum at the 10th percentile, while we get a clear ordering at the 50th percentile.
Interesting to note in this case is that Uspectrum = 0.4, which represents close to
a reuse-3 system, is very close to reuse-1 performance. In addition, the system
using Uspectrum = 0.65—which in theory seems closer to a reuse-1 system than
a system with Uspectrum = 0.4—is further from reuse-1 performance in the plot,
followed by the Uspectrum = 0.9 scheme which is another step further from reuse-1
performance. The explanation might however be simple: at the loads investigated,
subband utilization rarely exceeds the prioritized resources. In such cases, the
reuse-3 system and the soft frequency reuse systems should show very similar
performance, but the difference in power on the one-third used subbands separates
them in terms of their active RU SIR. The reuse-3 system uses the highest power,
followed by the soft frequency reuse systems with increasing values of Uspectrum.
That all soft frequency reuse curves are on or below the curve representing the
reuse-1 system however has a different explanation. At this low load, soft frequency
reuse applies prioritization, resulting in a loss in scheduling gain. In the reuse-3
system, the higher power compensated for this, but the power gain is less in the
soft frequency reuse curves.

Web Client Bit Rate

The bit rate achieved in a system depends considerably on the active resource
unit SIR, meaning we expect the comparison of web client bit rates for different
methods to yield similar results as the previous section. This is true to some
extent, as seen in Figure 6.6. We can observe that due to the lower 10th percentile
active resource unit SIR in the reuse-3 system, the 10th percentile web client bit
rate is also lower than in the reuse-1 system. However, encouragingly for our study,
soft frequency reuse showed 10th percentile active resource unit SIR performance
similar to a reuse-3 system, but is instead similar to a system using reuse-1 when
it comes to bit rate. This result comes from the fact that although the active RU
SIR values are comparable to the SIR values measured in a reuse-3 system, soft
frequency reuse systems do not experience the bandwidth limitation of a reuse-3
system. All subbands may be used and therefore the bad SIR can be compensated
for by using more subbands when there is a packet to send.

The 50th percentile is less conclusive since the curves cross each other. We can
however say that the bandwidth limitation of a reuse-3 system, previously shown
in its cell throughput in the active RU SIR plot, also severely limits the web client
bit rate. For high load, though, the reuse-1 and the soft frequency reuse systems
investigated start experiencing interference and a consequent falloff in web client
bit rate. The cell throughput is still larger than in the reuse-3 system but the web
client bit rate is not, indicating that the worst-off users are very disadvantaged.
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VoIP Client Delay

Since a VoIP packet is very small compared to the simulated 200 kB web objects,
VoIP traffic is almost negligible when it comes to system load. However, it is
interesting to look at the VoIP packet delay to see if all investigated methods can
uphold the required VoIP performance: a maximum delay of 100 ms. As seen
in Figure 6.7, this poses no problem for any of the methods, even at the highest
simulated load. Looking closer at the data, there are a few lost VoIP packets but
there will always be losses due to random fluctuations and handover and although
annoying, speech communication does not fail due to one or two lost VoIP packets.

Given the small size of VoIP packets, and the resulting small delay, it is difficult
to draw any more detailed conclusions from Figure 6.7. However, since speech
communication is good as long as the delay threshold is not exceeded, it is not
necessary to further specify the VoIP performance of the evaluated methods. They
all provide sufficient quality for voice calls.

User Throughput

Having studied the performance of soft frequency reuse systems compared to a
reuse-1 and a reuse-3 system on active resource unit SIR, web client bit rate and
VoIP delay, Figure 6.8 shows what might be called an aggregate or a final metric:
user throughput. Studying the 50th percentile, reuse-1 achieves the highest user
throughput, as expected. The soft frequency reuse methods again suffer from their
bad SIR on some subbands, but does perform better than a reuse-3 system for
many loads. At the 10th percentile, reuse-1, reuse-3 and soft frequency reuse with
Uspectrum = 0.4 compete for best performance, while soft frequency reuse with
Uspectrum = 0.65 and Uspectrum = 0.9 suffer from the fact that their prioritized
resource power is lower than in the system with Uspectrum = 0.4.
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Figure 6.2. Subband utilization CDFs in a reuse-1 and a reuse-3 system at different
loads.
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Figure 6.4. Power allocation in soft frequency reuse for constant Ptot.
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Figure 6.5. Active resource unit SIR for soft frequency reuse with varying Uspectrum.
Reuse-1 and reuse-3 curves are provided for comparison.



84 Dynamic Simulations

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5

x 10
6

0

50

100

150

200

250

300

350

400

450 1

4

7

10

30

50

1

4 7 10
30
50

303030

median cell throughput (bits/s)

10
th

 p
er

ce
nt

ile
 w

eb
 c

lie
nt

 b
it 

ra
te

 (
b

its
/s

) reuse−1
reuse−3
soft reuse  U

spectrum
=0.4

soft reuse  U
spectrum

=0.65

soft reuse  U
spectrum

=0.9

(a) 10th percentile.

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5

x 10
6

0

1000

2000

3000

4000

5000

6000

1

4 7
10 30

50

1

4
7 10 30

50
30

50
30

50

30 50

median cell throughput (bits/s)

50
th

 p
er

ce
nt

ile
 w

eb
 c

lie
nt

 b
it 

ra
te

 (
b

its
/s

) reuse−1
reuse−3
soft reuse  U

spectrum
=0.4

soft reuse  U
spectrum

=0.65

soft reuse  U
spectrum

=0.9

(b) 50th percentile.

Figure 6.6. Web client bit rate for soft frequency reuse with varying Uspectrum. Reuse-1
and reuse-3 curves are provided for comparison.
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Figure 6.8. User throughput for soft frequency reuse with varying Uspectrum. Reuse-1
and reuse-3 curves are provided for comparison.
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6.2.2 Reuse-1 with Prioritization
As an alternative to reuse-1 and a fairly close relative to soft frequency reuse,
we previously proposed reuse-1 with prioritization. We anticipate that its prime
benefits will be seen when the cells in a network are unevenly loaded, for example
if the user distribution is skewed or if the web downloads vary greatly in size. The
chosen traffic model is therefore not ideal to demonstrate what performance reuse-1
with prioritization can achieve. It is however illustrative to show the performance
of reuse-1 with prioritization given that the traffic load is not what the method
was designed for and we therefore give a brief presentation of the achieved active
resource unit SIR, the HARQ BLER and the user throughput.

Active Resource Unit SIR

In case of low load, reuse-1 with prioritization will not benefit from its interfer-
ence coordination but instead only suffer from its loss in scheduling gain when
prioritization is applied. This can be seen in Figure 6.9, where the reuse-1 with
prioritization system experiences lower SIR values than the reuse-1 system at the
50th percentile and very similar performance to the reuse-3 system at the 10th per-
centile.

Note that in all three cases, there is negligible difference if user prioritization
is applied. However, swaps occur so infrequently that the gain in low active chunk
SIR cannot be seen at the 10th percentile but at the 0.1 percentile or lower.

HARQ BLER

Another prime motivation for prioritizing resources was to enhance the interfer-
ence predictability, which in turn would make the CQI estimates more accurate,
providing a lower HARQ BLER. At the low loads simulated, reuse-1 with prioriti-
zation however has an even higher BLER than reuse-1, where no effort is made to
facilitate the predictability of the interference. However, we can study Figure 6.10
in the light of the reuse-3 system performance, with additionally higher BLER. At
these loads, reuse-1 with prioritization will often prioritize and resemble a reuse-3
system, hence the similar performance.

User Throughput

The bad performance previously demonstrated by reuse-1 with prioritization car-
ries through to user throughput. As seen in Figure 6.11, both the 10th and the
50th percentile user throughput is much lower for the low loads than the corre-
sponding percentile in both the reuse-1 and the reuse-3 system. At the highest
loads investigated, though, the reuse-1 with prioritization method recovers. The
reuse-1 with prioritization markers indicating an average of 30 and 50 users per
cell are very close to the reuse-1 equivalents and far from the bad cell throughput
of the reuse-3 system.
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Figure 6.9. Active resource unit SIR for reuse-1 with prioritization with and without
swapping. Reuse-1 and reuse-3 curves are provided for comparison.



6.2 Simulation Results 89

0 1 2 3 4 5 6 7

x 10
6

0.2

0.25

0.3

1

4

7
10

30

50

1

4

7

10
30

50
30 50

30
50

average cell throughput (bits/s)

av
er

ag
e 

H
A

R
Q

 B
LE

R

reuse−1
reuse−3
reuse−1 with prio
reuse−1 with prio, no swap

Figure 6.10. HARQ BLER for reuse-1 with prioritization with and without swapping.
Reuse-1 and reuse-3 curves are provided for comparison.



90 Dynamic Simulations

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5

x 10
6

7500

8000

8500

9000

9500

10000

10500

11000

11500

1

4

7
10 30

50

1 4

7

10

30

50

30
50

30

50

median cell throughput (bits/s)

10
th

 p
er

ce
nt

ile
 u

se
r 

th
ro

ug
hp

ut
 (

b
its

/s
)

reuse−1
reuse−3
reuse−1 with prio
reuse−1 with prio, no swap

(a) 10th percentile.

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5

x 10
6

2

3

4

5

6

7

8

9

10

11

12
x 10

4

1

4

7

10
30

50

1
4 7

10

30

50
30

50
30

50

median cell throughput (bits/s)

50
th

 p
er

ce
nt

ile
 u

se
r 

th
ro

ug
hp

ut
 (

b
its

/s
)

reuse−1
reuse−3
reuse−1 with prio
reuse−1 with prio, no swap

(b) 90th percentile.

Figure 6.11. User throughput for reuse-1 with prioritization with and without swapping.
Reuse-1 and reuse-3 curves are provided for comparison.



Chapter 7

Conclusions

In the 3GPP, discussions are ongoing as to what intercell interference mitigation
technique to use in the 3GPP LTE. This thesis has investigated three such possible
choices: reuse partitioning, soft frequency reuse and reuse-1 with prioritization,
comparing them to traditional frequency-planned systems with a frequency reuse
factor of 1 and 3.

Evaluation in a static scenario assuming one user per cell and a 100 percent sys-
tem load has shown promising results. With reuse partitioning, there is a Shannon
capacity gain of up to 18 percent at the 10th percentile compared to the capacity
of a reuse-1 system. This strongly implies improved conditions for cell-edge users.
The achieved 10th percentile capacity gain is accompanied by a 5 percent capacity
loss at the median, which does not seem an unreasonably high price to pay for
improved cell-edge performance. The numbers cited correspond to a setup with
24 reuse-1 subbands and 54 reuse-3 subbands spread over three cell groups, and
a reduced power level corresponding to 56 percent of the full power level. The
power level was, however, shown to have negligible impact on performance since
the simulated system was interference-limited; it was the number of reuse-1 and
reuse-3 subbands that governed performance. The evaluated setup was in no way
optimized against 10th percentile capacity and even higher gains can therefore be
expected if such an optimization is performed.

Similar but slightly lower capacity gains, and losses, were found with soft fre-
quency reuse. Compared to a reuse-1 system, soft frequency reuse reached a
13 percent gain at the 10th percentile while losing 4 percent at the median. This
performance was achieved with a reduced power level of 10 percent of the full
power level, which again was not optimized for performance, and it is likely that
other percentages will give slightly better performance. The power ratio of the
reduced power to the full power should however be kept small if the goal is to
provide a 10th percentile capacity gain, since the ratios 0.47 and 0.85 both showed
performance very similar to a reuse-1 system.

Using random allocation of the high-power subbands proved disastrous in both
the soft frequency reuse case and the reuse partitioniong case.

91
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A real packet-switched system almost never experiences full load since it is
dimensioned to handle traffic peaks and packet traffic by nature is bursty. A
dynamic setting with multiple users per cell creating both web and VoIP traffic
with given characteristics was therefore also investigated. The traffic model was
chosen to generate much traffic with few users, but even so the subband utilization
was less than 50 percent at the 90th percentile at the highest load, 50 users per
cell.

Given the similarities between soft frequency reuse and reuse partitioning
demonstrated in the static simulation results, we believe that the two methods
will also show comparable performance in a dynamic setting. For that reason,
only soft frequency reuse was investigated dynamically, together with reuse-1 with
prioritization that in a static sense is the same as reuse-1.

Without limiting bandwidth or power, reuse-1 with prioritization coordinates
resource allocation when it believes that interference coordination will be benefi-
cial. Although in theory very similar to a reuse-1 system, the loss in scheduling
gain caused by the prioritization of resources was shown to be detrimental in the
simulations. Prioritizing edge users did not show any noticeable gain either, al-
though such a gain can most likely be seen with other design choices that classify
more users as edge users and that make it easier for edge users to move nonedge
users.

The 10th percentile gain showed by soft frequency reuse in the static simula-
tions did not transfer to the dynamic simulations. The interference coordination
of soft frequency reuse had no positive effect in this low-interference system, but
rather only resulted in the same loss in scheduling gain as demonstrated by reuse-1
with prioritization. At the chosen loads, a reuse-1 scheme proved to offer the best
10th and 50th percentile throughput. However, soft frequency reuse performed
promisingly close to a reuse-1 system at these low loads, leading us to believe that
soft frequency reuse is a good candidate for interference mitigation at higher sys-
tem loads. In such cases, it is likely that soft frequency reuse will benefit from its
interference coordination whereas the throughput of a reuse-1 system, in particular
the cell-edge throughput, will go down with increasing load.

7.1 For Further Study
There is much more to investigate and develop on intercell interference in general
and on the methods presented in particular than has been evaluated in this the-
sis. A few possible extensions and developments that arose during the work are
a method to take reuse-1 with prioritization one step further and other schemes
to possibly improve performance in both reuse-1 with prioritization and soft fre-
quency reuse compared to the results shown in this thesis. Furthermore, adaptivity
to load and/or interference could be added to the presented methods.

7.1.1 Prioritizing Resources
The idea of method A, reuse-1 with prioritization, can be developed further. In-
stead of prioritizing one third of the subbands, giving all the prioritized subbands
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equal priority as in Figure 7.1(a), we can use a more advanced priority function.
Many different such functions can be conceived, such as the one shown in Fig-
ure 7.1(b).
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(a) The priority function of reuse-1
with prioritization.
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(b) A triangular priority function.

Figure 7.1. Priority functions. The labels a, b and c represent the three different cell
groups of a reuse-3 scheme.

The triangular priority function brings one major improvement: the coordi-
nation between the cells now extends to all subbands, not just one third of the
subbands. This reduces the interference when one cell has high load and its neigh-
boring cells have low load, a reduction that comes from two factors. Firstly,
the neighboring cells will be inclined to use the center subbands and concentrate
their interference even further. Secondly, the cell with high load will allocate sub-
bands from its highest priority subband and out. In the reuse-1 with prioritization
method evaluated, the scheduler chose freely among the subbands as soon as all
prioritized subbands were occupied.

A priority function does not have to be an absolute rule to the scheduler. If
a user has very bad quality on high-priority subbands, it might be a good choice
to use a lower-priority subband. We could therefore consider a priority function
pCQI with a CQI weight,

pCQI(k) = CQI(k) + p(k), (7.1)

where k represents subband k and p(k) is the value of a priority function on sub-
band k. How p(k) should be chosen in relation to the reported CQI values is a
delicate question since there is always a trade-off between concentrating interfer-
ence, which benefits neighboring cells, and maximizing throughput in the cell in
question. How this trade-off should be handled is a matter for future research.

7.1.2 Prioritizing Users
When using soft frequency reuse, the power difference between prioritized and
nonprioritized resources can be used to further prioritize users in bad radio condi-
tions. By allowing cell-center users to transmit only at power αPmax even on the
high-power subbands, we further decrease the interference caused to other cells
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while not losing too much throughput since the cell-center users are assumed to
have such good radio conditions that the power used is not an issue. Then the
prioritized one third of the spectrum will be even less interfered for the cell-edge
users.

7.1.3 Performance Tuning
The reuse-1 with prioritization method investigated includes several metrics and
parameter choices that are not optimal. For example, we have identified exterior
users as users with a low gain ratio γ whereas the “real” edge users are the users
with bad SINR. Since SINR depends on the experienced interference, and the
interference depends on the scheduling decisions of neighboring base station, it
is very difficult to estimate SINR accurately. However, filters working on old
interference data should be able to produce good estimates if the interference is
close to stationary. Resource allocation algorithms that strive for stationary (or
easily estimated) interference such as reuse-1 with prioritization, could therefore
use SINR instead of γ if the filter is well-designed.

Other parameters used in the evaluations include the metric and threshold for
when to apply prioritization of resources and the threshold value for prioritiza-
tion of users given a metric. How to set these thresholds optimally is yet to be
investigated.

7.1.4 Adaptivity
All investigated methods for intercell interference mitigation in this thesis are
static. There are both advantages and disadvantages of including semistatic or
dynamic elements, such as interference and load adaptivity.

Interference Adaptivity

Frequency planning of networks has long been a major operator concern that would
be solved if the prioritized one third of the spectrum in reuse-1 with prioritization
and soft frequency reuse was allocated dynamically based on reports from the
mobiles. The mobiles would measure their radio conditions, either on pilot signals
or by other means, and report their subband qualities to the scheduling base
stations. The scheduler would then choose for instance the least-interfered one
third of the subbands or the one third of the subbands with the best GINR or
SINR to use as prioritized resources. In this case, there is no guarantee that
neighboring cells will use disjunct thirds, but there is no value in itself in using
disjunct sets of subbands. The goal of dividing the subbands between the cells is
to reduce interference, which is exactly what a least-interfered or best GINR or
SINR allocation achieves.

In fact, if the allocation is based on best SINR and the network does not change
much over time, such an allocation will give users higher-quality subbands than a
fixed allocation. The only drawback is that the measurements will always be at
least one TTI old, and if the interference levels in the network change quickly, a
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significant error is made when these measurements are assumed to be valid for the
current TTI.

Load Adaptivity

Instead of combining reuse-1 and reuse-3 in the frequency domain as in soft fre-
quency reuse and reuse partitioning, they can be combined in the time domain.
For instance, the scheduler in a cell could choose to use either reuse-1 or reuse-3 at
the beginning of a defined time period (one or several TTIs) based on a network
load estimate. If the load is low, reuse-1 should be used whereas a higher reuse
should be applied at higher load. Such a scheme is investigated in [46] and could
be developed by using reuse-1 with prioritization or a soft frequency reuse scheme
instead of reuse-1 at low load.

Nortel’s load adaptive version of soft frequency reuse described in Section 3.2 is
also an interesting alternative. Since the simulation results presented in this thesis
imply that soft frequency reuse performs well at high system load, combining it
with a reuse-1 system could offer the interference coordination advantages of a
soft frequency reuse system at high load while at the same time providing the
throughput of a reuse-1 system at low load. The performance of Nortel’s suggestion
would therefore be an interesting topic for further studies.
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Appendix A

Shannon Capacity

Theorem A.1 (Shannon capacity) The capacity of a band-limited additive
white Gaussian noise (AWGN) channel is

C = B · log2(1 +
P

N0B
) = B · log2(1 + SNR) (A.1)

where B is the channel bandwidth, P is the maximum signal power and N0 is the
noise [47].

SNR can be replaced by SINR in the above formula to take the interference
into account. Capacity will then decrease, but the Shannon capacity is still an
upper bound on achievable capacity.
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Appendix B

Decibel

A decibel is a measure used to describe the ratio between two quantities, usually
the ratio between a value of interest x and a reference value x0. This ratio is, in
decibels,

10 log10

(
x

x0

)
dB. (B.1)

Thanks to the use of the logarithm, decibels provide a convenient way to describe
very small and very large values. Originally, engineers at the Bell Telephone
Laboratory invented a measure that they called the Bel (B), named after the
company’s founder Alexander Graham Bell. However, the Bel was too large for
many applications and therefore, the decibel (dB) was introduced, where 1 dB is
0.1 Bel as the prefix implies.

Decibels are often used to quantify sound levels (then with the lowest sound
pressure a human ear can detect as reference value) and the performance of am-
plifiers. In telecommunications, decibels are used to describe, for example, path
loss (or path gain), antenna gain and power.

There are a few different variants of decibels, including dBm, dBW and dBi:

dBm is often used for very small values since it corresponds to the ratio of a value
x to 0.001x0,

10 log10

(
x

0.001x0

)
dBm. (B.2)

dBW is used for power values, describing that the reference is 1 W. A similar
example is dBV where the reference is 1 volt.

dBi is a logarithmic measure often used for antennas. A value in dBi is the ratio
of the gain offered by an antenna to the gain of an isotropic antenna.
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