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Abstract

Identification of nonlinear dynamical models of a black box nature involves both structure
decisions (i.e., which regressors to use and the selection of a regressor function), and the
estimation of the parameters involved. The typical approach in system identification is
often a mix of all these steps, which for example means that the selection of regressors is
based on the fits that is achieved for different choices. Alternatively one could then inter-
pret the regressor selection as based on hypothesis tests (F-tests) at a certain confidence
level that depends on the data. It would in many cases be desirable to decide which re-
gressors to use, independently of the other steps. A survey of regressor selection methods
used for linear regression and nonlinear identification problems is given.

In this thesis we investigate what the well known method of analysis of variance
(ANOVA) can offer for this problem. System identification applications violate many
of the ideal conditions for which ANOVA was designed and we study how the method
performs under such non-ideal conditions. It turns out that ANOVA gives better and more
homogeneous results compared to several other regressor selection methods. Some practi-
cal aspects are discussed, especially how to categorise the data set for the use of ANOVA,
and whether to balance the data set used for structure identification or not.

An ANOVA-based method, Test of Interactions using Layout for Intermixed ANOVA
(TILIA), for regressor selection in typical system identification problems with many can-
didate regressors is developed and tested with good performance on a variety of simulated
and measured data sets.

Typical system identification applications of ANOVA, such as guiding the choice of
linear terms in the regression vector and the choice of regime variables in local linear
models, are investigated.

It is also shown that the ANOVA problem can be recast as an optimisation problem.
Two modified, convex versions of the ANOVA optimisation problem are then proposed,
and it turns out that they are closely related to the nn-garrote and wavelet shrinkage meth-
ods, respectively. In the case of balanced data, it is also shown that the methods have a
nice orthogonality property in the sense that different groups of parameters can be com-
puted independently.
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1
Introduction

The problem of system identification is to find a good model for a system from measured
input/output data, without necessarily knowing anything about the physical laws control-
ling the system. A system can be any object we are interested in, physical or imaginary.
Examples could be a water-tap, an industrial robot or the growing rate of a child, see
Table 1.1. Output data are typically things that are important to us, such as the flow and
temperature of the water, the movements of the robot arm, and the length and weight
of the child. Things that affect the system are divided into two groups: inputs and dis-
turbances. Inputs can be controlled, e.g., the flow of cold water and the flow of warm
water, the voltages to the robot motors, and the amount and contents of the food fed to
the child. Disturbances cannot be controlled, such as the warm water temperature, the
load of the robot arm, or how much the child moves. It is often not possible to measure
the disturbances. The questions of what affects the system, if all relevant signals have
been measured, and whether a measured signal is an input or not, are not always easy to
answer.

A model, in general, is any qualitative description of a system, taking into account
the most important factors that affect the system. In this thesis, the term model is used
for a mathematical description of the system. The model can have several purposes: give

Table 1.1: Examples of systems.

System Outputs Inputs Disturbances
Water tap Water flow Warm water flow Warm water temp.

Water temperature Cold water flow Cold water temp.
Industrial robot Movements of robot Voltages to motors Load
Child Length Amount of food Physical activity

Weight Contents of food Disease

1
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greater understanding of how the system works, give a foundation for how to affect the
output of the system (control) or give a possibility to tell if something new has happened
in the system (e.g., fault detection). Many models are derived from fundamental phys-
ical laws. A model will never be complete, but good approximations may be possible.
Sometimes the knowledge of the system is limited or the complexity of the system makes
it too hard to take the step from the fundamental laws to a mathematical system model.
These are cases when system identification (e.g., Söderström and Stoica (1989)) from
measurement data can help.

1.1 System Identification

The process of finding a good model from measurement data can be divided into five
tasks:

Experiment design Decide what input signal(s) should be manipulated in the identifica-
tion experiment (Godfrey, 1993; Ljung, 1999) and how often measurements should
be made. Signal ranges and frequency content should be considered as well as in
what working points the model will be used. Good experiment design is neces-
sary to get informative measurement data that can be used for estimation of useful
models. In some systems the possible experiments are strictly limited, due to, e.g.,
safety constraints or cost.

Regressor selection Decide what regressors to use for explaining the output of the mod-
el. A regressor is some function of the measured data, e.g., the previous and last
inputs and/or previous outputs of the system. The regressor selection can be done
completely guided by measurement data or in combination with knowledge gained
from other sources, e.g., physical laws. If proper regressors are found, the tasks of
choosing an appropriate model type and estimate the model parameters are much
easier. For nonlinear systems, the regressor selection is not extensively studied in
the system identification literature.

Model type selection Determine what function is suitable to describe the relation be-
tween the regressors and the output. There are several versatile model types avail-
able for both linear (see, e.g., Ljung (1999)) and nonlinear relations (Sjöberg et al.,
1995). The flexibility of the model type has to be weighted against the amount
of introduced parameters. Nonlinear model types tend to have a large number of
parameters, even for few regressors, due to the “curse of dimensionality”. A large
number of parameters makes it necessary to have a large amount of estimation data.
The more flexible a model type is, the more parameters it usually has.

Parameter estimation The parameters associated with the chosen model type have to be
estimated. Typically, this is done by minimising some criterion based on the differ-
ence between measurements and predictions from the model (e.g., Ljung (1999)).
This is often the easiest task to handle, but could be time consuming.

Model validation The estimated model has to be validated to make certain that it is
good enough for its intended use. Prediction and simulation performance, model
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errors and stability are important to check. The input/output data used for esti-
mation should not be reused for validation, but instead a new data set should be
used (Ljung, 1999). The importance of the model validation cannot be overrated.

In this thesis, the focus is on regressor selection when the input/output data originates
from a nonlinear system. The motivation to put some effort on regressor selection is to
significantly reduce the effort necessary to select a model type and estimate the associated
parameters. If the regressors are not fixed beforehand, several models have to be tried to
determine which regressor set works best. For nonlinear model types, it takes considerable
time to estimate the parameters, and it is not only regressors that have to be chosen. Also
the complexity of nonlinearity (or model order) and other structural issues need to be
considered. All in all, the amount of investigated models can grow very large.

We will go into a bit more detail on some of the tasks above. Assume that we have
a given measured output signal y(t) and the corresponding input signal u(t). Let ZN

denote the measured input/output data for time t = 1, . . . , N .

1.2 Regressor Selection

It has turned out to be useful to describe the relation between ZN and the output y(t)
using a concatenation of two mappings (Sjöberg et al., 1995). The first maps the data ZN

of growing dimension into a regression vector ϕ(t) = ϕ(ZN ) of fixed dimension. The
elements of ϕ(t) will be denoted regressors. The second mapping, parameterised with θ,
maps the regression vector ϕ(t) onto the output y(t);

y(t) = g(ϕ(t), θ). (1.1)

Useful choices of the map ϕ(ZN ) include

ϕ(t) =



y(t− T )
y(t− 2T )

. . .

y(t− kyT )
u(t)

u(t− T )
. . .

u(t− kuT )


, (1.2)

where ky and ku are parameters to decide and T is the sampling period. Also nonlinear
mappings from the measured data to the regressors can be useful, e.g., polynomials of the
regressors in (1.2) or other complicated functions of the input and output signals. The
suggestion of the mapping is usually helped by system knowledge and creativeness. Most
of the discussions in this thesis will be limited to candidate regressors like (1.2). The
choice of which suggested regressors to include in the system model is what is referred to
as regressor selection.

The complexity of the estimation problem depends on the character of g(·), which
will be called the model structure. The model structure tells us to what extent the map-
ping g(·) can be divided into subtasks of lower complexity. An additive model structure
(Definition 1.1) represents the greatest reduction in complexity of the subproblems.
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Definition 1.1 (Additive model structure). An additive model structure is a model
structure where each regressor gives an additive contribution, independent of the con-
tributions from other regressors:

y(t) = g(ϕ(t), θ) + e(t) =
k∑
i=1

gi(ϕi(t), θ) + e(t). (1.3)

A great benefit of the additive model structure is that the contribution from each regressor
can be identified separately.

There are many cases where the contributions from different regressors are dependent.
The amount of dependence will be described using the term interaction.

Definition 1.2 (Interaction of regressors). The map g(·) can also be divided into ad-
ditive subtasks of more than one regressor each to give problems of varying complexity.
The amount of dependence between the different regressors is reflected by the minimum
number of regressors needed in such a subtask to give a good description of g(·). This
minimum number will be denoted interaction degree. Full interaction is when no division
into additive subtasks is possible. For example, in

y(t) = g1(ϕ1, θ) + g2(ϕ2, ϕ3, ϕ4, θ) + e(t), (1.4)

the interaction degree of the subtask g1(·) is 1 and the interaction degree of g2(·) is 3, and
in

y(t) = g1(ϕ1, ϕ4, θ) + g2(ϕ2, ϕ3, θ) + e(t), (1.5)

the interaction degree of both subtasks is 2. The regressors of a subtask of interaction
degree > 1 are said to interact. To describe what regressors in a model interact, the
notation (ϕk1 , . . . , ϕkl

) will be used to describe the interaction of the regressors ϕk1
to ϕkl

in subtask gl(ϕk1 , . . . , ϕkl
, θ). Such an interaction of interaction degree l, will

alternatively be called an l-factor interaction since l different regressors interact. This
means that (ϕ1, ϕ4) will be used to describe the (2-factor) interaction of the regressors
in subtask g1(ϕ1, ϕ4, θ) above. Note that the same regressor can be included in several
subtasks of the same mapping g(·).

ANOVA

A simple, intuitive idea for regressor selection has resurfaced a couple of times in the
literature: Suppose u is periodic and y depends on u(t − T ) only. Then each time t
that u(t − T ) has the same value, y(t) should also be the same value, apart from the
noise e(t). That is to say, that the variance of y(t) taken for these values of t (call it V1)
should be the variance of e(t). The variance of e(t) is typically unknown. However, if we
check the times t when the pair [u(t − T ), u(t − 2T )] has the same values, the variance
of y(t) for these t should also be around V1 if y(t) does not depend on u(t − 2T ). By
comparing the variances for different combinations of candidate regressors we could thus
draw conclusions about which ones y(t) actually depends on.

This is the basic idea of the well-known method Analysis of Variance (ANOVA),
which is introduced in Chapter 3. One benefit of ANOVA is that one can work directly
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with regressors of the type in (1.2) and do not need to consider all possible nonlinear
combinations of them explicitly. This does not imply that the “curse of dimensionality”
is circumvented. The complexity enters through the number of parameters in the local
constant model used in ANOVA instead of in the number of regressors.

1.3 Model Type Selection

The term model type selection refers to the choice of approximation for the mapping g(·).
To keep things nice and easy, the common thing to do is to assume that a linear model can
describe the relations well enough. That is, y(t) can be written

y(t) = G(q)u(t) +H(q)e(t), (1.6)

with G(q) and H(q) the transfer functions from the input signal u(t) and a white dis-
turbance source e(t), see, e.g., Söderström and Stoica (1989); Ljung (1999). q denotes
the shift operator qy(t) = y(t + T ), where T is the sampling period. The output y(t)
is assumed to be a scalar throughout this thesis. One important subgroup of the linear
models (1.6) is the autoregressive model with exogenous variable (ARX),

y(t) =− a1y(t− T )− a2y(t− 2T )− . . .− aky
y(t− kyT )

+ b0u(t) + b1u(t− T ) + b2u(t− 2T ) + . . .+ bkuu(t− kuT ) + e(t)

=θTϕ(t) + e(t), (1.7)

with ϕ(t) from (1.2) and θ = [−a1 − a2 . . . − aky b0 b1 . . . bku ]. The noise model
is H(q) = 1/A(q), with A(q) = 1 + a1q

−1 + . . . + akyq
−ky . Since the noise e(t) is

assumed to be white, a predictor ŷ(t|θ) for y(t) is obtained simply by omitting e(t) in the
formula above:

ŷ(t|θ) = θTϕ(t). (1.8)

Special cases of the ARX model is the autoregressive (AR) model, where ϕ(t) is without
input terms, and the finite impulse response (FIR) model, where ϕ(t) only depends on
input terms.

These linear models each have their nonlinear counterparts. The nonlinear autoregres-
sive (NARX) model structure (Mehra, 1979; Billings, 1980; Haber and Unbehauen, 1990)
is similar to the ARX model above:

y(t) = g(ϕ(t), θ) + e(t), (1.9)

with ϕ(t) from (1.2). Also the nonlinear finite impulse response (NFIR) model, and the
NAR model are special cases of the NARX model with the same modifications of ϕ(t)
as in the linear case. The additional problem for nonlinear model structures is to se-
lect the approximation of g(·). The options for the function g are quite many: artificial
neural networks (Kung, 1993; Haykin, 1999), fuzzy models (Brown and Harris, 1994;
Wang, 1994), hinging hyper planes (Chua and Kang, 1977; Breiman, 1993; Pucar and
Sjöberg, 1998), local polynomial models (De Boor, 1978; Schumaker, 1981), kernel es-
timators (Nadaraya, 1964; Watson, 1969) etc. For an overview of the possible choices,
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see Sjöberg et al. (1995). Most of these methods can be described by the basis function
expansion

g(ϕ(t), θ) =
∑
k

αkκ
(
βk
(
ϕ(t)− γk

))
, (1.10)

where αk, βk and γk are parameters with suitable dimensions, and κ is a “mother basis
function”.

Example 1.1
The Fourier series expansion has κ(x) = cos(x) with αk corresponding to the amplitudes,
βk corresponding to the frequencies and γk corresponding to the phases.

Two special model types that will be used later, are the one hidden layer feed-forward
sigmoid neural network and the radial basis neural network. The sigmoid neural network
uses a ridge basis function κ(βTk ϕ+ γk) with the sigmoid

κ(x) = σ(x) =
1

1 + e−x
(1.11)

as the “mother basis function”. βTk ϕ is scalar product of the column vectors βk and
ϕ. Each additive part αkσ(βTk ϕ(t) + γk) of the function expansion is usually called a
“neuron”. The radial basis neural network is a function expansion of the form

g(ϕ(t), θ) =
∑
k

αkκ(‖ϕ(t)− γk‖βk
), (1.12)

where, e.g., κ(x) = e−x
2/2 and ‖ϕ(t) − γk‖βk

is the weighted 2-norm of the column
vector ϕ(t)− γk. The γk’s are the centers of the radial function and the βk’s decide how
large the effective support of the function is.

1.4 Parameter Estimation

The parameter vector θ is estimated by minimising a loss function, often formed by the
sum of squares of the residuals between measured output data and estimated output from
the model:

V (θ) =
1
N

N∑
t=1

(
y(t)− ŷ(t|θ)

)2
, (1.13)

where ŷ(t|θ) = g(ϕ(t), θ). The maximum likelihood estimate θ̂ of θ, is given by

θ̂ = arg min
θ

V (θ), (1.14)

if e(t) is independent identically distributed white noise from a Gaussian distribution with
zero mean and variance λ. When the model type is linear in the parameters and the regres-
sors are independent of the parameters, this is the common linear least squares estimate,
which can be computed analytically. In the nonlinear case, the estimation is a bit more
involved. The parameter estimation is called a nonlinear least squares problem (Dennis



1.4 Parameter Estimation 7

and Schnabel, 1983, Chapter 10) and is solved iteratively by searching for a better esti-
mate in a direction in which the surface of V (θ) has a negative slope. The Gauss-Newton
algorithm (Rao (1973): “the method of scoring”, Dennis and Schnabel (1983): “damped
Gauss-Newton”) is one such iterative procedure:

θ̂(i+1) = θ̂(i) − µ(i)[R(i)]−1V ′(θ̂(i)), (1.15)

where θ̂(i) is the parameter estimate of step i, the step size µ(i) is chosen such that

V (θ̂(i+1)) < V (θ̂(i)), (1.16)

and the search direction [R(i)]−1V ′(θ̂(i)) is modified using the matrix R(i) = H(θ̂(i)).

H(θ) =
1
N

N∑
t=1

∂

∂θ
ŷ(t|θ)

( ∂
∂θ
ŷ(t|θ)

)T
, (1.17)

which is a positive semidefinite approximation of the Hessian:

V ′′(θ) =
1
N

N∑
t=1

∂

∂θ
ŷ(t|θ)

( ∂
∂θ
ŷ(t|θ)

)T
− 1
N

N∑
t=1

∂2

∂θ2
ŷ(t|θ)

(
y(t)− ŷ(t|θ)

)
. (1.18)

The Levenberg-Marquardt algorithm (Levenberg, 1944; Marquardt, 1963) is a modifi-
cation of the Gauss-Newton algorithm, which uses a regularisation term in the search
direction R(i) = H(θ̂(i)) + λI , to improve the numerical properties of the algorithm in
cases when H(θ̂(i)) is close to singular.

The minimisation procedure is more difficult than in the linear case since the problem
is non-convex and there may be many local minima. In general, many iterations may be
needed to find one of the local minima, regardless of the parameterisation. The global
minimum cannot be guaranteed to be found in general. It is only if the global minimum
is found, that θ̂ is the maximum likelihood estimator of the parameter vector.

Motivating example

The amount of parameters for the nonlinear case grows very rapidly with the number of
regressors. This is a reflection of the problem called the “curse of dimensionality” (Bell-
man, 1961). Any scheme to reduce the number of parameters would be useful, since each
parameter is estimated with an error. One possible scheme to reduce the amount of used
parameters is to use model structure information.

Example 1.2: Complexity reduction by use of model structure.
In this example, sigmoid neural networks with the function expansion

g(ϕ(t), θ) = µ+
∑
k

αkσ
(
βTk ϕ(t) + γk

)
, (1.19)

are used. The sigmoid function is given in (1.11), and αk, and γk are scalar weights, while
βk is a weight vector with the same dimension as ϕ(t). The overall mean is denoted µ.
The regressor vector ϕ(t) consist of three lagged inputs:

ϕ(t) = [u(t), u(t− 1), u(t− 2)]T . (1.20)
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Figure 1.1: Neural network with 30 sigmoidal neurons and full interaction. The
input to the net is [u(t), u(t − 1), u(t − 2)]T and the output is y(t). There are 5
parameters in each layer (3 for βk and one each for αk and γk) which gives the total
number of parameters 151.
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Figure 1.2: Neural network with 30 sigmoidal neurons and an additive structure,
which gives 10 neurons for each input. The inputs to the net are u(t), u(t − 1) and
u(t−2) and the output is y(t). There are 3 parameters for each neuron (one each for
αk, βk and γk), which gives the total number of parameters 91.

Suppose that the model structure information is that these affect the output additively, that
is, the function g can be divided in the following manner:

g(u(t), u(t− 1), u(t− 2)) = g1(u(t)) + g2(u(t− 1)) + g3(u(t− 2)). (1.21)

A sigmoid neural net with 30 sigmoidal neurons and three regressors with full interaction,
as depicted in Figure 1.1, use 30 · 5+1 = 151 parameters. If the additive model structure
is taken advantage of, as in Figure 1.2, only 3(10 · 3) + 1 = 91 parameters are used
with the same number of neurons. The reduction is 40%. The additive net can also be
separated into three even smaller estimation problems, each with 10 · 3 = 30 parameters.
The total number of parameters can probably be reduced further, since more neurons (for
each dimension) should be needed to describe a multi-dimensional surface than a scalar
function. With the same flexibility/regressor as in the net with full interaction, the number
of parameters in the additive net could decrease to a total of 3(3 ·3)+1 = 28, or 3 ·3 = 9
parameters for each additive part.
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1.5 Contributions

The contributions of this thesis are

Application of ANOVA The application of the common ANOVA method to nonlinear
system identification problems, where many of the assumptions used for deriving
ANOVA are violated, is investigated in Chapters 4, 5 and 6.

Regime variables A description of how ANOVA can be used to select regime variables
for local linear models is given in Chapter 8.

Linear subspace It is shown that it is possible to extract the regressors that give linear
contributions to the output by comparing the ANOVA results from the original data
set and the residuals from a linear model. It is also shown that the interaction
information is not destroyed by extracting a linear model from the data. This is
included in Chapter 5.

TILIA An ANOVA-based systematic method for regressor selection in typical system
identification problems with many candidate regressors is developed and tested suc-
cessfully on several simulated and measured data sets in Chapter 6. The method is
called Test of Interactions using Layout for Intermixed ANOVA (TILIA).

ANOVA as optimisation problem ANOVA is reformulated as an optimisation problem,
which can be relaxed to two different convex optimisation problems. This is de-
scribed in Chapter 7.

Connections between methods Each of the relaxed optimisation problems is used to
show the connections between ANOVA and nn-garrote (Breiman, 1995; Yuan and
Lin, 2006) and wavelet shrinkage (Donoho and Johnstone, 1994), respectively. This
is included in Chapter 7.

Comparison of methods Several different regressor selection methods are compared
with focus on the reliability of the methods. The results are given in Chapter 4.

Balancing of data sets In the original formulation of ANOVA, a balanced data set is
assumed. A study on how discarding data to give a more balanced data set affects
the structure selection problem is made. Slightly different aspects are treated in
Chapters 3, 4, and 5.

Publications

Results using ANOVA on input/output data from NFIR systems, using a fixed-level input
signal were published in

I. Lind. Model order selection of N-FIR models by the analysis of variance method. In
Proceedings of the 12th IFAC Symposium on System Identification, pages 367–372,
Santa Barbara, Jun 2000.
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The extension to continuous-level and correlated input signals was first published in

I. Lind. Regressor selection with the analysis of variance method. In Proceedings of
the 15th IFAC World Congress, pages T–Th–E 01 2, Barcelona, Spain, Jul 2002,

and later also in

I. Lind and L. Ljung. Regressor selection with the analysis of variance method. Au-
tomatica, 41(4):693–700, Apr 2005.

This material is included in Chapter 4.
The work on how ANOVA can be used for identifying what regressors give only linear

contributions in Section 5.5 has been published in

I. Lind. Nonlinear structure identification with linear least squares and ANOVA. In
Proceedings of the 16th IFAC World Congress, Prague, Czech Republic, Jul 2005.

The connections between different optimisation-based regressor selection methods
and ANOVA are examined in

J. Roll and I. Lind. Connections between optimisation-based regressor selection and
analysis of variance. Technical Report LiTH-ISY-R-2728, Department of Electrical
Engineering, Linköping University, Feb 2006,

which also is submitted to the Conference on Decision and Control 2006. This study is
the bulk of Chapter 7, and some of the material is also included in Chapter 2.

The use of the model structure information achieved from ANOVA can be used for
easing the task of identifying local linear models. This topic was explored in

I. Lind and L. Ljung. Structure selection with ANOVA: Local linear models. In
P. van der Hof, B. Wahlberg, and S. Weiland, editors, Proceedings of the 13th IFAC
Symposium on System Identification, pages 51 – 56, Rotterdam, the Netherlands,
Aug 2003,

and is included in Chapter 8.

1.6 Thesis Outline

In Chapter 2, a survey of regressor selection methods used both in linear regression and for
nonlinear problems is given. This is followed by an introduction to ANOVA in Chapter 3.
Chapter 4 contains a comparison of five different regressor selection methods, among
them ANOVA, on NFIR systems using different types of input signals. The practical
aspects of using ANOVA are discussed in Chapter 5, where also the issues of balancing
data sets and extracting the linear part of the regression vector are studied. In Chapter 6,
the collected experience is condensed into TILIA, an ANOVA-based systematic method
for regressor selection in NARX systems with many candidate regressors. TILIA is tested
on several simulated and measured data sets.

The connections between ANOVA and other regressor selection methods are inves-
tigated in Chapter 7. ANOVA is cast as an optimisation problem, which can be relaxed
to give two different convex optimisation problems, closely related to the nn-garrote and
wavelet shrinkage methods. The use of ANOVA for finding regime variables in local
linear models is described in Chapter 8.



2
Survey of Methods for Finding

Significant Regressors in Nonlinear
Regression

This chapter contains an overview of regressor selection methods used in system identifi-
cation. First the background of methods used in linear regression is presented, and then
an overview of nonlinear methods follows.

Two different variants of describing the output y(t) will be used

y(t) =g(ϕ(t), θ) + e(t) (2.1)
=h(X(t), θ) + e(t). (2.2)

The difference between them is that X(t) = F (ϕ(t)), denotes some fixed function of
ϕ(t), e.g., a basis function expansion. X(t) can be of a higher dimension than ϕ(t), such
that several elements in X(t) can be formed from the same element in ϕ(t). Also, let
X = [X(1) X(2) . . . X(N)] and let Xi denote the ith row of X (corresponding to the
ith regressor). ϕ(t) is formed from measured input and/or output data. We will use the
terms candidate regressors for the variables ϕ(t) and regressors or model terms for X(t).
The purpose of the regressor selection is to determine which elements ϕk(t) in ϕ(t) are
needed for a good system description. A variant of the question is what elements Xk(t)
in X(t) are needed. The methods used for regressor selection can be divided in two main
categories:

1. The description g(ϕ(t), θ) and/or h(X(t), θ) is linear in θ, which leads to linear
regression.

2. Nonlinear methods, which are used either when h(X(t), θ) is not linear in θ or
when X(t) is not a fixed function of ϕ(t), so that the description g(ϕ(t), θ) is
needed.

Linear regression includes much more than linear models. Also model classes y(t) =
h(X(t), θ) + e(t) = θTX(t) + e(t), are considered as linear regression. For example,
polynomial expansions or locally constant or locally linear models can be described as
linear in the parameters, using an appropriate choice of X(t).

11
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2.1 Background in Linear Regression

In Draper and Smith (1998), a comprehensive description of methods used in linear re-
gression can be found. Among the most common regressor selection methods described
there are, the all possible regressions, stepwise regression, backward elimination, ridge
regression, principal component regression, PRESS (also used in the method in Sec-
tion 2.2.4), and stagewise regression (which Efron et al. (2004) showed is a special case
of least angular regression). Söderström (1987) treat the model structure determination
problem for dynamical systems.

This area is still seen as unexplored and non-finished (Efron et al., 2004, pp. 494–
499) and the interest in this field has grown substantially the last few years. A few more
recent contributions are nonnegative garrote, Lasso, ISRR and LARS, which all will be
briefly introduced below. These methods are similar to the all subsets regression in that
they consider all possible models. The difference is that they do not in general compute
all models explicitely. They do the model selection by forming the regression problem as
an optimisation problem with a regularisation/penalty term, mostly with 1-norm penalty
of the parameters. In this way, parameters with small values will tend to become exactly
zero.

2.1.1 All Possible Regressions

Linear regression of all subsets of the d regressors is performed, resulting in 2d candidate
models. These are compared using criteria like, e.g., AIC (Akaike, 1974), BIC (Schwarz,
1978), MDL (Rissanen, 1978, 1986) or Mallows Cp (Mallows, 1973). Most of these
criteria make a tradeoff between fit and complexity, which also means that they do a
tradeoff between bias and variance.

2.1.2 Stepwise Regression

Start with a model with no regressors. The idea is to include regressors from the candidate
set X , one at a time. The chosen regressor should be the one that contributes most to the
output. In each inclusion step scan the previous included regressors to see if they are
insignificant when more regressors are added. If that is the case, also delete regressors
one at a time. The meaning of the terms “contributes most” and “insignificant”, has got
many different interpretations. Among them are the criteria described in Draper and Smith
(1981) and Billings and Voon (1986). A bad choice of criterion for these terms can lead to
a cyclic behaviour of the method, where the same regressor is included and deleted over
and over again.

2.1.3 Backward Elimination

Start with a model with all candidate regressors. Examine all models with one less re-
gressor and determine if the last deleted regressor is significant or not. If only significant
regressors are found, the full order model is best, otherwise eliminate the least signif-
icant regressor from the candidate set, and start over until no more regressors can be
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deleted. Backward elimination is generally more computationally demanding than step-
wise regression. As for stepwise regression, there are several criteria for “significant” (see
e.g., Draper and Smith (1998)). One of those criteria is the hypothesis test:

Definition 2.1 (Hypothesis test for model selection). If two sequential models ĝ1(ϕt, θ)
and ĝ2(ψt, η), where sequential means that ψt is a subset of ϕt, are compared, a hypoth-
esis test can be used to determine if the difference in performance is significant. The null
hypothesis,

H0 : the data have been generated by ĝ2(ψt, η), (2.3)

is tested against

H1 : the data have been generated by ĝ1(ϕt, θ). (2.4)

That means that we are prejudiced against the larger model. The test variable used is

N ·
V
(
ĝ2(ψt, η)

)
− V

(
ĝ1(ϕt, θ)

)
V
(
ĝ1(ϕt, θ)

) , (2.5)

computed for estimation data. V (·) is here the sum of squared model residuals (1.13). The
test variable is asymptotically χ2-distributed with (dim ϕ − dim ψ) degrees of freedom
(at least for linear regressions (Ljung, 1999) and ARMAX models (Åström and Bohlin,
1965)). If the value of the test variable is large enough, compared to a χ2

α(dim ϕ−dim ψ)-
table, the null hypothesis is rejected at the confidence level α. The distribution of the test
variable depends on the assumptions in the model. When the asymptotic variance estimate
cannot be used, for example in a case with few data, the test variable is a fraction of two
χ2 distributions – an F-distribution.

2.1.4 Non-Negative Garrote

The non-negative garrote (nn-garrote) was introduced by Breiman (1995) as a shrinkage
method for ordinary least squares regression. The method is a two-step procedure:

Step 1 Solve the ordinary least squares problem

θ̂ = arg min
θ

N∑
t=1

(
y(t)− θTX(t)

)2
. (2.6)

Step 2 Solve the regularised problem

min
c

N∑
t=1

(
y(t)−

∑
k

ckθ̂kXk(t)
)2

, (2.7)

subject to ‖c‖1 ≤ ρ,

ck ≥ 0,

where ‖c‖1 =
∑
k |ck| is the 1-norm of the vector c. The bound ρ > 0 can be

regarded as a design parameter, the value of which can be determined by, e.g.,
cross validation (Ljung, 1999; Hastie et al., 2001).
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Note that by using Lagrange multipliers, (2.7) can be transformed into

min
c

N∑
t=1

(
y(t)−

∑
k

ckθ̂kXk(t)
)2

+ λ‖c‖1, (2.8)

subject to ck ≥ 0,

for some value of λ, which depends on ρ.
In Yuan and Lin (2004) the nn-garrote method was extended to the case with grouped

regressors, which means that c is of a smaller dimension than θ. This is called group
nn-garrote . The idea is to collect regressors with the same origin, e.g., a measurement
raised to different powers in a polynomial expansion, in the same group. Assume that the
vector X(t) is grouped according to

X(t) =


XK1(t)
XK2(t)

...
XKL

(t)

 , where XK1(t) =

X1(t)
...

Xk1(t)

 , XK2(t) =

Xk1+1(t)
...

Xk2(t)

 , etc.,

and similarly for θ. Then the group nn-garrote can be written

min
c

N∑
t=1

(
y(t)−

L∑
l=1

clθ̂
T
Kl
XKl

(t)
)2

+ λpT c, (2.9)

subject to ck ≥ 0.

Yuan and Lin (2005) have also studied the consistency of nn-garrote. By studying
the “solution path” (the solutions to (2.9) as a function of λ) they show that “the solution
path contains an estimate that correctly identifies the set of important variables” with
probability tending to one. They also claim that the solution path is piecewise linear,
which can be exploited to give a total solution complexity as an ordinary least squares
problem. They have used similar ideas as for LARS (Section 2.1.7) to show this.

2.1.5 Lasso

The Lasso (Least Absolute Shrinkage and Selection Operator) method was proposed by
Tibshirani (1996). The Lasso estimate is computed as the solution to

min
θ

N∑
t=1

(
y(t)− θTX(t)

)2
, (2.10)

subject to ‖θ‖1 ≤ ρ.

Also here, ρ can be determined by, e.g., cross validation. Comparing with nn-garrote
(2.7), we can see that θk in Lasso correspond to the nn-garrote coefficients ckθ̂k. The
main difference is that θk in Lasso are penalised equally according to their absolute value,
while only ck is penalised in nn-garrote, i.e., the penalty is determined by the relative size
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of the coefficient ckθ̂k compared to the least squares estimate θ̂k. Furthermore, the nn-
garrote coefficients ckθ̂k are restricted to have the same sign as the least squares estimate.

The same optimisation criterion as in the Lasso is used in the SURE shrinkage (Stein
Unbiased Risk Estimation) for wavelet models, formulated by Donoho and Johnstone
(1994).

2.1.6 ISRR

The ISRR (Iteratively Scaled Ridge Regression), proposed by Bortolin (2005), is an iter-
ative method that differs from Lasso and nn-garrote by using 2-norm instead of 1-norm
for the penalties. Each iteration of the algorithm has an analytical solution. The estimates
for the parameters θ are in iteration k given by the solution to

min
θ

N∑
t=1

(
y(t)− θTX(t)

)2
, (2.11)

subject to θTD−2
k θ ≤ ρk,

where Dk = diag(θk−1) is the solution to the previous iteration. The iteration starts
with the unconstrained problem, which gives the penalties, and is then iterated for several
(decreasing but positive) ρk. The best value of the computed θk is determined by an
evaluation criterion, e.g., cross validation.

2.1.7 LARS

The LARS (Least Angle Regression) method is closely related to the Lasso, although it
is differently formulated. It was proposed by Efron et al. (2004).

Assume thatX has been normalised so that ‖Xi‖2 = 1 for all i. The LARS algorithm
now builds a series of linear models (analogous to the solution path of Yuan and Lin
(2004) in Section 2.1.4)

ŷ(t|θ) = θTX(t)

starting from θ = 0, and successively adding one regressor at a time. The first regressor
to be added is selected as the one for which Xi is most correlated with y. θi is increased
until another regressor Xj has the same correlation with the residual y − θiXi as Xi has.
Then both θi and θj are increased such that Xi and Xj are always equally correlated to
the residual, until a third regressor has reached the same correlation, etc. In this way the
solution path is constructed, and continues until the ordinary least squares solution has
been reached, or until the residual is zero.

Which model along the solution path to use is determined by some validation criterion.
It can be shown (Efron et al., 2004) that a slightly altered version of LARS efficiently

computes the Lasso solutions for all choices of ρ in (2.10).

2.2 Nonlinear Methods

The term nonlinear methods refer to methods that cannot be described as linear regression,
mainly for two reasons; The utilised parametric models are not linear in the parameters
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or the candidate regressors are not fixed functions of the measured signals. The methods
that use non-parametric models are by nature nonlinear.

2.2.1 Comparison of Methods

Most of the methods in the following overview belong to one of two main categories of
methods. The first category can be called neighbour methods. These methods use the idea
to compare distances between output values with distances between the corresponding
regression vectors of different length. This idea is, in some sense, model free, since no
explicit models are computed. Depending on how data pairs are chosen for comparison,
an implicit model (with corresponding bias and variance) is actually used. Since the
implicit model is not “in the open” it is hard to discuss its validity. Methods that belong
to neighbour methods are:

• Local conditional mean and ANOVA, Section 2.2.7,

• Local conditional variance, Section 2.2.8,

• False nearest neighbours, Section 2.2.9 and

• Lipschitz quotient, Section 2.2.10.

A probably better alternative to many of these methods is to use ANOVA, which is a
statistical tool for this kind of problem, see next chapter.

The second category can be called estimate and compare. Several different models
are estimated and their performance compared. Methods that belong to this category are:

• The non-parametric FPE, Section 2.2.3,

• The bootstrap-based confidence intervals, Section 2.2.5,

• The lag dependence function, Section 2.2.6 and

• The orthogonal structure detection routine, Section 2.2.4.

A complete investigation of all possible models should be done if one wants to make
certain that the correct regressors are found, as in Section 2.2.2.

A special kind of basis function expansion used in some methods is the ANOVA
function expansion (Friedman, 1991), where the system function f is decomposed into
functions of different combinations of regressors (here d is the dimension of ϕ):

Definition 2.2 (ANOVA function expansion). The ANOVA function expansion is given
by

f(ϕ) =f0 +
d∑
k=1

fk(ϕk) +
d−1∑
k=1

d∑
l=k+1

fk,l(ϕk, ϕl)

+
d−2∑
k=1

d−1∑
l=k+1

d∑
j=l+1

fk,l,j(ϕk, ϕl, ϕj) + . . .+ f1,2,...,d(ϕ1, ϕ2, . . . , ϕd), (2.12)
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where d is the dimension of ϕ. The term f0 is a constant, fk are functions of one variable,
fk,l are functions of two variables and so on. For each term, constraints on the integral
over an interval or on the value in a specific point are used to ensure identifiability of the
expansion. This expansion can be used both for linear regression and nonlinear problems.

The methods using the ANOVA expansion include the local conditional mean and
ANOVA, Section 2.2.7, the MARS algorithm, Section 2.2.13, and the Supanova algo-
rithm, Section 2.2.14.

Some additional methods with more specific applications can be found in Anders-
son et al. (2000); Gray et al. (1998) and Hastie and Tibshirani (1990, BRUTO algorithm,
Chapter 9). The Signal Processing and Complex Systems Research Group at the Univer-
sity of Sheffield, with director S. A. Billings, has been very active in this area and has
contributed with several ideas (in addition to Sections 2.2.12 and 2.2.4), which although
interesting are not included in this overview.

2.2.2 Exhaustive Search

This is the method that corresponds to the all possible regressions for linear regression in
Section 2.1.1. The difference is that instead of computing linear regression models (which
is efficient and reliable) for all possible combinations of regressors, nonlinear models are
estimated. In general, there are lots of user parameters to select in a nonlinear model, e.g.,
bandwidths, thresholds, number of basis functions or degree of the polynomial expansion.
Sometimes the nonlinear model is linear in the parameters when the user parameters are
selected. Then the regressor selection methods for linear regression apply. But when the
nonlinear problem cannot be expressed as linear in the parameters the task is much harder.
The parameter estimation problem may be non-convex, as for example, in neural networks
with sigmoidal basis functions. Then the solution found is often not a global optimum,
but a local optimum. The problem with search algorithms that get stuck in local optima is
often counteracted with random restarts, that is, the search algorithm get several different,
randomly selected starting values. This gives in most cases several different solutions,
among which — in a successful case — the global optimum is found. We see that for each
combination of regressors, we cannot be sure that we have found a good model among the
infinite number of models the different user parameters and local optima corresponds to.
It is also often necessary to keep in mind that in many nonlinear model types, the number
of parameters grows exponentially with the number of included regressors.

Suppose that good models are obtained for all possible regressor combinations. Then
there are mainly three ways to do the model selection:

Cross validation The model that has the best prediction performance on an untouched
set of input/output data (“validation data”) is chosen as the model for the sys-
tem (Ljung, 1999). For example, the root mean square error (RMSE) between
measured and predicted output,

RMSE =

√√√√ 1
N

N∑
t=1

(yt − ŷt)2, (2.13)

can be used as comparison measure. This approach is used in this thesis.
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Penalty on complexity If the minimisation criterion (1.13) in the parameter estimation
is replaced by, e.g., AIC,

VAIC = 2V (θ) +
2dim θ

N
, (2.14)

a proper choice among the estimated models can be done without having a val-
idation data set (Akaike, 1981). Here V (θ) is the sum of squared residuals on
estimation data, which is an approximation of the negative log of the maximum
likelihood function, and the number dim θ corresponds to the number of indepen-
dently adjusted parameters in the model. The model with the lowest VAIC should
be chosen. Akaike’s information criterion introduces in this way an extra penalty
for the amount of parameters used in the model. This is an attempt to avoid over-fit
to the data. Many other penalties of the complexity are available.

Hypothesis tests Hypothesis test as in Section 2.1.3 can be used if the statistical prop-
erties of the test variable are computed for the nonlinear models. Connections be-
tween hypothesis tests and some common penalties on the complexity are treated
in, e.g., Leontaritis and Billings (1987).

If the model selection is successful, the chosen model has the same structure as the system
we want to identify the structure of.

The exhaustive search method does not distinguish between the task of finding the
model structure and the tasks of selecting model type and estimating parameters, thereby
a lot of tuning is done to improve models before we know if they are going to be used or
not. This makes the method inefficient. The most important drawback of the exhaustive
search method among nonlinear models is that since we cannot be sure that the global
minimum is found for each of the models we compare, we can thereby not be sure that
we have found the model structure that describes the system best.

2.2.3 Non-Parametric FPE

This method aims at minimising the expected value of a weighted squared prediction error
for NAR processes (a special case of (1.9)), in a non-parametric setting. The criterion to
minimise is

FPE(ĝ) = E
[(
yt − ĝ(ϕt)

)2
w(ϕM,t)

]
. (2.15)

This measure is, as indicated, closely connected to the FPE criterion introduced by Akaike
(1969). The function ĝ(ϕt) is assumed to be an affine function of old outputs with
the maximal time lag M . The usual least squares estimate of an affine model (with
ϕa = [1 Yt−i1 Yt−i2 . . . Yt−im ]) would be obtained by f̂(ϕ(t)) = ϕ(t)(ϕaϕTa )−1ϕaYt.
Tschernig and Yang (2000) uses a weighted least squares estimate instead:

f̂
(
ϕ(t)

)
= [1 01×m]

(
ϕaW (ϕa, ϕ, h)ϕTa

)−1
ϕaW (ϕa, ϕ, h)Yt, (2.16)

where W (ϕa, ϕ, h) = diag
{
Kh(ϕa(j)−ϕ(t))

n−im+1

}n
j=im

. The parameter weight functions are

computed as

Kh(x) =
1
hm

m∏
j=1

K(xj/h), (2.17)
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where K(x) can be any symmetric probability density function. This gives local affine
estimates of the general nonlinear function g(ϕ). A local constant model is also possible
to use. Then select ϕa = [1]. The driving noise is allowed to have time-varying variance
and may be coloured. The expected value of the weighted least squares criterion (2.15)
cannot be computed from a finite data sample, so an approximation is needed. Tschernig
and Yang (2000) tried a couple of different approximations computed on the estimation
data, justified by asymptotic expressions. Their chosen weight w(ϕM,t) was the indicator
function on the range of observed data. To use the method for variable selection, the non-
parametric FPE-criterion is computed for different choices of the regression vector, ϕ(t),
and the one with smallest FPE is chosen as indicator of the correct regressors to use in the
model. A forward stepwise inclusion of regressors in the regression vector is suggested
to limit computations.

Auestad and Tjøstheim (1990) give a heuristic justification, which is followed by a
theoretical investigation in the companion articles Tjøstheim and Auestad (1994a) and
Tjøstheim and Auestad (1994b). Tschernig and Yang (2000) prove consistency and make
some improvements, for example, modifications to the local linear estimator to achieve
faster computation. A Monte Carlo study is made which confirms the theoretical reason-
ing.

Non-Parametric FPE using Cross Validation

Cheng and Tong (1992), Yao and Tong (1994) and Vieu (1995) proposed an order selec-
tion method for smooth stationary autoregressive functions, similar to the non-parametric
FPE. The objective is, as above, to minimise the prediction error (2.15). To prevent in-
clusion of too many explanatory variables, a penalty factor (1 + λj) is used, where j is
the maximum lag of the output used in the current model and λ is a small penalty factor
that shrinks proportional to 1/N when the number of data, N , tends to infinity. The main
differences is that here the residual variance is computed by cross validation and that only
the maximal lag is determined.

Porcher and Thomas (2003) combines the penalty of Vieu (1995) with the MARS
algorithm (Friedman, 1991), to determine the order of nonlinear autoregressive processes.

2.2.4 Stepwise Regression of NARMAX Models using ERR

The NARMAX model introduced by Leontaritis and Billings (1985),

yt = F l(yt−1, . . . , yt−n, ut, . . . , ut−m, εt, . . . , εt−p) + εt, (2.18)

is a polynomial expansion of the included time lags of outputs, inputs, and prediction
errors. The nonlinear degree l refers to the maximal sum of powers in the terms of the
expansion, e.g., l = 4 gives the possibility of terms such as nonlinear terms of one or two
variables (e.g., y4

t−1 and yt−nut), three-factor interactions (e.g., yt−1ut−me
2
t ) or four-

factor interactions (but not five-factor interactions). All possible combinations where the
sum of the powers is less than or equal to l are possible. The measurement noise is
assumed to be zero-mean and white and independent of u(t). This gives a model that is
linear in the parameters, e.g.,

y(t) = θ1y
4
t−1 + θ2yt−nut + θ3yt−1ut−mε

2
t , (2.19)
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but this model cannot be computed by linear regression. Since the regressors containing ε,
the prediction error, cannot be measured, they have to be computed from the measurement
data using an iterative procedure. The NARMAX model is used together with stepwise
regression with an error reduction ratio, ERR (Korenberg et al., 1988), used for regressor
selection. (Exactly the same criterion was suggested by Krishnaswami et al. (1995), but
their algorithm was not as carefully formulated.) The extended least squares procedure
for estimating a NARMAX model with stepwise regression and ERR is then (Korenberg
et al., 1988):

1. Start with assuming that all regressors including ε in the NARMAX model are zero
and estimate the remaining parameters using Algorithm 2.1.

2. Compute the regressors containing ε, using the model.

3. Since the algorithm work with orthogonal basis vectors, the already computed pa-
rameters will not be affected by the “new” candidate regressors. Use the algorithm
to compute the parameters corresponding to the new candidate regressors.

4. Repeat steps 2 and 3 until convergence of the parameters.

The algorithm suggested in Korenberg et al. (1988) is a method to solve the least
squares problem for the parameter estimation, which gives the side effect that the con-
tribution to the mean squared error for each parameter can be calculated. The suggested
error reduction ratio (ERR) provides an indication of which terms to include in the model
and the classic Gram-Schmidt orthogonalisation is used. In Billings et al. (1988) the
method is extended to output-affine models without noise. The method has since then
been further developed (see Wei et al. (2004), and references therein) and combined
with different model types, e.g., ANOVA function expansion of wavelet models (Wei
and Billings, 2004). An outline of the orthogonal least squares (OLS) algorithm using
ERR is given in algorithm 2.1.

2.2.5 Bootstrap-Based Confidence Intervals

A bootstrap-based method of reducing the number of parameters in the NARMAX models
is suggested by Kukreja et al. (1999). It should be seen as an alternative to the method
suggested in Section 2.2.4. They start with computing a parameter estimate with the
extended least squares method. To get estimated confidence intervals on the parameters
the following procedure is done.

1. The parameter estimate is used to compute the residuals from the linear regression.

2. The residuals are sampled with replacement to form new sets of data (the “residu-
als” for the bootstrap data series).

3. The predicted output and the re-sampled residuals are used to form new “mea-
surements”. Each such data series gives a new parameter estimate, here called the
bootstrap parameter estimate.

4. A confidence interval of the parameter estimate can then be formed using all the
bootstrap parameter estimates.
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Algorithm 2.1 Orthogonal least squares using an error reduction ratio

Initiation Compute the error reduction ratio for all candidate regressors

ERRi =
(Y TXi)2

Y TY ·XT
i Xi

. (2.20)

Choose the candidate regressor which maximises ERRi and compute the corre-
sponding parameter estimate

g1 =
Y TXi

XT
i Xi

. (2.21)

Loop For j = 2 to M : Orthogonalise all remaining regressors Xi in the candidate set to
the already chosen regressors Xk

j−1
k=1:

X̃i = Xi −
j−1∑
k=1

(
XT
i Xk

XT
k Xk

)Xk. (2.22)

Compute ERRi for all X̃i as in the initiation step and select a new regressor that
maximises ERRi and compute its corresponding parameter value. Delete candi-
date regressors for which X̃T

i X̃i ≤ τ ≤ 10−10. Repeat until all M candidate
regressors are either included or deleted.

If zero is contained in the confidence interval for a parameter, the parameter is considered
as spurious.

The method is claimed to work well for moderately over-parameterised models. An
important drawback in this context though, is that the maximum model order is considered
known, that is, the maximum number of lagged inputs, the maximum number of lagged
outputs, the maximum number of lagged errors and the maximum order on the polynomial
expansion are considered as known.

The boot-strap based regressor selection method can be seen as a special case of the
exhaustive search using hypothesis tests for model selection. All possible subsets of re-
gressors are represented in the least squares solution for the full order model. Here several
null hypotheses (one for each parameter) of the type

H0 : θi = 0 (2.23)

are tested against
H1 : θi 6= 0. (2.24)

The condition for rejecting the null hypothesis is that zero is outside the boot-strap confi-
dence interval for θi.

2.2.6 (Partial) Lag Dependence Function

Nielsen and Madsen (2001) have generalised ideas like the error reduction ratio, Sec-
tion 2.2.4, to nonlinear regressions by using non-parametric smoothers instead of linear
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regression. They call this generalisation the lag dependence function, or if the contribu-
tion of previous regressors is accounted for, the partial lag dependence function. They
also showed that it is possible to compute confidence intervals of their lag dependence
function by using boot-strap techniques.

2.2.7 Local Conditional Mean and ANOVA

Truong (1993) investigated the convergence properties of local conditional mean and me-
dian estimators, which inspired Chen et al. (1995) to use analysis of variance (ANOVA,
see Chapter 3) together with Truong’s local conditional mean estimator to do additivity
tests on autoregressive processes. The method is similar to the approach used in this
thesis, but the application was limited to check if the function g(ϕ) can be divided into
additive functions of one regressor each, which reduces the dimensionality of the function
estimation process, see Example 1.2.

2.2.8 Local Conditional Variance

Poncet and Moschytz (1994) suggested a model order selection method, which in spirit
is close to ANOVA. Their idea is to estimate the minimum mean squared prediction error
realisable from data. An argument from estimation theory claims that the lower-bound of
the squared prediction error, σ2

m, is equal to the conditional variance,

σ2
m = Var(y|ϕ) = E[Var(y|ϕ = x)], (2.25)

where m is the length of the regression vector ϕ. To estimate the quantity on the right
hand side, the local variance of the output signal y given regressor length m, several data
points with exactly the same regressor x are needed. Since this is very rare in practice,
some approximation is done. One could discretise the space by making a grid with size
2ε and centers x′j, compute the estimates

Var
(
y
∣∣‖ϕ− x′j‖2 ≤ ε

)
(2.26)

and averaging them to get the estimate δ2m(ε) of σ2
m. Another possibility is to use pairs of

data points, y and y′, where ‖ϕ− ϕ′‖2 ≤ ε. Since, under weak conditions,

σ2
m = E

[1
2
(y − y′)2

∣∣∣ϕ = ϕ′
]
, (2.27)

provided that y and y′ are uncorrelated, the practical estimate of the conditional mean-
square difference of order m,

δ2m(ε) = E
[1
2
(y − y′)2

∣∣∣‖ϕ− ϕ′‖2 ≤ ε
]

(2.28)

is made. This estimate is more efficient with respect to the given data than the previous
one (2.26) and has some monotonic properties which are useful for order selection. The
minimum order m0 is chosen such that the confidence intervals for the numeric estimate
of (2.28) are approximately equal for allm ≥ m0, where ε should be chosen much smaller
than the output signal variance.
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Figure 2.1: Two input/output data are plotted in this figure. Both ut and ut−1 are
needed to explain yt. When the data are projected into the plane given by ut and yt,
there is no explanation for the difference in output value, while the explanation is
obvious in the higher dimension — false nearest neighbours.

2.2.9 False Nearest Neighbours

The false nearest neighbours method is based more on geometrical than stochastic reason-
ing. Kennel et al. (1992) introduced one version of the false nearest neighbours concept
to find the regression vector needed to give a reasonable description of a nonlinear time
series. Their purpose was to find the shortest regression vector needed to recreate the
dynamics of an autonomous chaotic system. The compared regression vectors all include
lagged output up to Yt−m.

The idea is to compare the distance between two neighbouring explanatory regression
vectors with the distance between their respective output observations. If the length of the
regression vector is sufficient (m ≥ m0), the distance between the observations should
be small when the distance between the regression vectors is small, assuming that the
nonlinear function is smooth. If the regression vector is too short (m < m0), the distance
between the observations could be long even though the distance between the regression
vectors is small, due to the projection of the regressor space, see Figure 2.1. This is what
is called a false nearest neighbour.

Kennel et al. (1992) propose a measure, which tells if two points are false nearest
neighbours, and use it to calculate the percentage of false nearest neighbours for each
length, m of the regression vector. When this percentage drops to nearly zero (or low
enough), for growing dimensions, m0 is found.

Rhodes and Morari (1998) develops the idea to include systems with exogenous input
and consider noise corrupted data in more detail.
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Gamma test

The Gamma test was introduced by Stefansson et al. (1997) and later analysed in Evans
and Jones (2002). The idea is similar to the false nearest neighbours and the Lipschitz
quotient, Section 2.2.10. The Gamma test also provides a noise variance estimate, assum-
ing that the functional relationship present in input/output data is smooth.

δ-test

The same basic ideas are suggested also in the δ-test (Pi and Peterson, 1994; Peterson,
1995). The measure is the probability that two measurements are close when the regres-
sion vectors ϕt of length k are closer to each other than a specified value, δ. No indication
of how this probability is computed from measurement data was given in these papers.

2.2.10 Lipschitz Quotient

He and Asada (1993) compared the distances between measurements with the distances
between regressors. Their method is based on the Lipschitz quotient,

qmij =
|yi − yj |
‖xi − xj‖2

, (i 6= j), (2.29)

which is computed for each regressor length m and all data pairs (i, j). Then the geo-
metrical average of the p largest quotients is formed. p is chosen to be approximately one
percent of the number of data. For m < m0, less than optimal, this average decreases
rapidly with growing m, but for m > m0, larger than optimal, the average is more or less
constant. This is used to find the correct regressor vector length. The method is claimed
to work also when a low level noise is present, that is, not only noise-free conditions, and
is applicable to autoregressive models with exogenous input.

Bomberger (1997); Bomberger and Seborg (1998) compares the Lipschitz quotient
with the false nearest neighbours method on a few chemical processes.

2.2.11 Rank of Linearised System

Autin et al. (1992) considered systems, where the input signal can be freely chosen and the
output signal is affected by measurement noise. Their method is to linearise the system
around several operating points, by using a constant input signal to fix the operating point
and add white noise to form the input signal. From an input-output data matrix, the order
of the linearised system can be estimated by examination of the singular value decompo-
sition, i.e., rank estimation. The variance of the added input noise is important. It should
be small enough to ensure a good approximation by a linear system and large enough
to give a good signal to noise ratio in the presence of measurement errors. The method
is claimed to underestimate the system order when linearisation error and measurement
errors are too large.
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2.2.12 Mutual Information

Zheng and Billings (1996) proposed the use of mutual information to select input nodes
to radial basis neural networks (1.12). This is applicable to determine what regressors
should be used in system identification applications. Mutual information is a fundamental
information measure in information theory. It is a measure of the general dependence,
including nonlinear dependence, between two variables, or, alternatively, a measure of the
degree of predictability of the output knowing the input. The suggested algorithm aims at
finding the subset of explanatory variables that maximises the mutual information.

2.2.13 MARS

Multivariate Adaptive Regression Splines (MARS) was first introduced in a paper by
Friedman (1991). The aim is to combine recursive partitioning with spline fitting. The
splines are used for their smoothness, while the recursive partitioning is used for its adapt-
ability and for its local properties, which limits the effects of the curse of dimensionality.
To further improve the interpretability, the ability to capture simple (such as linear) mod-
els and properties in high dimensional spaces, the ANOVA expansion (2.12) is used.

Wahba (1990); Wahba et al. (1994) also use the ANOVA expansion, but in combina-
tion with a non-parametric smoothing spline model.

2.2.14 Supanova

The Supanova algorithm (Gunn and Kandola, 2002) is a support vector machine with an
ANOVA function expansion. The ordinary support vector machine (Hastie et al., 2001) is
a model

ŷ(t) =
N∑
i=1

αiK
(
X(i), X(t)

)
, (2.30)

where K
(
X(i), X(t)

)
is a reproducing kernel function, and αi is the weight on the esti-

mation data vector X(i). N is the number of estimation data. The model is evaluated in
X(t), which can be any point in the regressor space.

By using the ANOVA function expansion (2.12), the Supanova algorithm decomposes
the kernel function into 2r subkernels, where r is the number of possible regressors (the
length of X(i) and X(t)):

ŷ =
N∑
i=1

αi

2r∑
j=1

cjKj

(
X(i), X(t)

)
, cj ≥ 0. (2.31)

Here, the first subkernel will estimate the value of f(0) with K1

(
X(i), X(t)

)
= 1. The

next r subkernels are one-dimensional, Kk+1

(
X(i), X(t)

)
= k

(
Xk(i), Xk(t)

)
. The

subkernels are of increasing dimension until the last subkernel, which is of dimension r.
Two-dimensional kernels are obtained by tensor products of the one-dimensional kernels,
e.g.,

Kk+r+1

(
X(i), X(t)

)
= k

(
Xk(i), Xk(t)

)
k
(
Xk+1(i), Xk+1(t)

)
, (2.32)
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three-dimensional subkernels are tensor products of two- and one-dimensional subker-
nels, and so on. To make sure identification is possible (avoid ambiguities), all the sub-
kernels should be zero on their axes. Possible kernel functions that fulfil this, are, e.g.,
infinite splines, odd order B-splines and polynomial kernels. The decomposition is effec-
tive only if some of the subkernels gets zero weight cj . A regularised cost function of the
form

min
α,c

∥∥∥∥∥∥y −
N∑
i=1

αi

m∑
j=1

cjKj(X(i), X)

∥∥∥∥∥∥
1,ε

+ λα

2r∑
j=1

cjα
TKjα+ λc1T c,

subject to cj ≥ 0 ∀j, (2.33)

is used to give that kind of sparsity in cj . Here y and X are the stacked y(t) and X(t)
for t = 1, . . . , N . The ε-insensitive 1-norm is used to get a limited number of support
vectors, data points with nonzero αi. Here, the first term correspond to the mismatch
between output data and model output, while the second term is related to the smoothness
of the model and the generalisation ability. Finally, the third term controls the sparsity
in c. The cost function can be minimised by iteratively solving for α with c fixed and
solving for c with α fixed. The first problem is a quadratic program, and the second a
linear program. These can be efficiently solved by dedicated solvers.
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The ANOVA Idea

This chapter contains a description of the Analysis of Variance (ANOVA) method.

3.1 Background

3.1.1 Origin and Use of ANOVA

The statistical analysis method ANOVA (see Miller (1997); Montgomery (1991) among
many others) is a widely spread tool for analysing experimental data from carefully de-
signed experiments. The usual objective is to find out which factors contribute most or not
at all. Though common in medicine and quality control applications, it does not seem to
have been used for regressor selection in system identification applications. The method
has been discussed in the statistical literature since the 1940’s.

The method is based on hypothesis tests with F-distributed test variables computed
from the residual quadratic sum. There are several slightly different variants (Miller,
1997). Here the fixed effects variant for two factors is described. The generalisation to a
larger number of factors is immediate, but the complexity grows rapidly with the number
of factors. But first a few words about sampling distributions.

3.1.2 Sampling Distributions

In this chapter several less common sampling distributions will be encountered. They all
have their origin in the normal distribution and are covered by, e.g., Stuart and Ord (1991).
Since they are not included in most course literature in statistics, the probability density
functions of the non-central χ2- and F - distributions are also given here.

One of the most important sampling distributions is the normal distribution, which
often is referred to as the Gaussian distribution. If z is a normal random variable, the

27
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probability distribution function of z is

Φ(z) =
1

σ
√

2π
e−

(z−µ)2

2σ , (3.1)

where µ is the mean of the distribution and σ2 > 0 is the variance. If z1, . . . , zd are
normally and independently distributed random variables with zero mean and variance 1,
then the random variable

zχ2(d) =
d∑
i=1

z2
i (3.2)

has a χ2-distribution with d degrees of freedom. The non-central χ2-distribution is ob-
tained if the normal variables z1, . . . , zd have mean values µ1, . . . , µd. The non-central
χ2-distribution is denoted χ2(d, δ), where δ =

∑d
i=1 µ

2
i is the non-centrality parameter

and the non-central χ2 probability density function is

f(z) =
e−(z+δ)/2z(d−2)/2

2d/2

∞∑
r=0

δrzr

22rr!Γ(d2 + r)
, z > 0, (3.3)

where Γ(·) is the Gamma function. If δ = 0 we get

f(z) =
e−z/2z(d−2)/2

2d/2Γ(d2 )
, z > 0, (3.4)

the usual χ2 probability density function denoted χ2(d). When working with variance
measures it is also common to encounter fractions of χ2 variables. If χ2

1(d1) and χ2
2(d2)

are two independent χ2 random variables with d1 and d2 degrees of freedom respectively,
then the ratio

zF (d1,d2) =
χ2

1(d1)/d1

χ2
2(d2)/d2

(3.5)

has an F-distribution with d1 nominator and d2 denominator degrees of freedom. If the
nominator variable is a non-central χ2 variable with non-centrality parameter δ, the distri-
bution of the fraction is denoted non-central F (d1, d2, δ)-distribution and if both variables
are non-central χ2 it is called doubly non-central F-distribution. The non-central F prob-
ability density function is

f(z) = e−
δ
2

∞∑
r=0

( δ
2 )r

r!

(
d1
d2

)(d1/2)+r

z(d1/2)+r−1Γ(d1+d22 + r)

Γ(d12 + r)Γ(d22 )
(
1 + d1

d2
z
)r+(d1+d2)/2

, z > 0. (3.6)

Set δ = 0 to get the usual F probability density function

f(z) =

(
d1
d2

)(d1/2)

z(d1/2)−1Γ(d1+d22 )

Γ(d12 )Γ(d22 )
(
1 + d1

d2
z
)(d1+d2)/2

, z > 0. (3.7)
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3.2 Two-Way Analysis of Variance

The two-way analysis of variance is an examination of the effects from two variables. The
ideas of ANOVA can be described clearly in such a limited case without drowning in no-
tational details. Obvious extensions are three-way analysis of variance (three variables),
four-way (four variables) and so on. We thus consider the following situation. There is
a possible relationship between a measured variable y(t) and two regressors ϕ1(t) and
ϕ2(t):

y(t) = g(ϕ1(t), ϕ2(t)) + e(t), (3.8)

where e(t) is a stochastic disturbance term that may be additive as above. The problem is
to figure out the character of the function g(·) from observations

ZN = {y(t), ϕ1(t), ϕ2(t), t = 1, . . . , N}. (3.9)

Typical questions are

• Does the output depend on only one of the function arguments: g(ϕ1, ϕ2) = g(ϕ1)
or g(ϕ1, ϕ2) = g(ϕ2)?

• Is the dependence additive: g(ϕ1, ϕ2) = g1(ϕ1) + g2(ϕ2)?

• Is g(·) linear in ϕ?

The basic idea of ANOVA is to study the behaviour of y(t) when ϕ1(t) and/or ϕ2(t)
assume the same (or similar) values for different t. In the standard ANOVA setup the
regressors assume only a finite number of different values:

ϕ1(t) ∈ {c1, c2, . . . , cm1} (3.10)
ϕ2(t) ∈ {d1, d2, . . . , dm2} (3.11)

Each combination of values is then called a cell, which we will denote by b. In the given
case there are consequently m1m2 cells. They can be naturally numbered by two indices:

b ∈ {(j1, j2), jk = 1, . . . ,mk}. (3.12)

In each cell there will be a number of observations, corresponding to different t. Let the
number of observations in cell b be Nb. It is convenient to renumber the observations
according to the cells they belong to, so that y(b, p), ϕ1(b, p), ϕ2(b, p) is the p:th obser-
vation in cell b. (p = 1, . . . , Nb). With the notation (3.12) they will thus be denoted so
that y

(
(1, 2), 3

)
is the third observation in the cell where ϕ1 = c1 and ϕ2 = d2.

Now, if the regressors assume continuous values, these values will have to be cate-
gorised into a finite number of cells in order to apply the ANOVA method. Thus, the
regressors ranges will be split into intervals so that, for example, cell b = (2, 3) con-
tains the measuremens where ϕ1 ∈{interval 2} and ϕ2 ∈{interval 3}. Definition 3.1 is
important in this context.

Definition 3.1 (Balanced design/balanced data). A data set will be called balanced if
Nb is equal for all cells b. A balanced design is an experiment designed for giving a
balanced data set. If a data set is not balanced it will be called unbalanced.
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Example 3.1: Illustration

Consider the data in Table 3.1. These are collected from an experiment where both re-
gressor ϕ1 and regressor ϕ2 have two levels, low and high, and the measurement errors
are integers to give simple calculations.

Table 3.1: Measurement data divided into cells. There are four measurements for
each combination of factor levels.

ϕ1 Low ϕ1 High
ϕ2 Low y

(
(1, 1), 1

)
= 2 y

(
(1, 1), 2

)
= 1 y

(
(2, 1), 1

)
= −2 −1

y
(
(1, 1), 3

)
= 0 y

(
(1, 1), 4

)
= 1 −1 0

ϕ2 High y
(
(1, 2), 1

)
= −5 −4 y

(
(2, 2), 1

)
= 5 6

−6 −3 4 4

3.2.1 Model

Assume that the collected measurement data can be described by a linear statistical model,

y
(
(j1, j2), p

)
= θ0 + θ1;j1 + θ2;j2 + θ1,2;j1,j2 + ε

(
(j1, j2), p

)
(3.13)

where the ε
(
(j1, j2), p

)
are independent Gaussian distributed variables with zero mean

and constant variance σ2. The parameter θ0 is the overall mean. For each (quantised)
level j1 = 1, . . . ,m1 of the first regressor (ϕ1(t)) there is a corresponding effect θ1;j1 ,
and for each level j2 = 1, . . . ,m2 of the second regressor(ϕ2(t)) the corresponding effect
is θ2;j2 . The interaction between the regressors is described by the parameters θ1,2;j1,j2 .
The term effect is also used for a group of parameters describing the contribution from
the same regressor or combination of regressors (e.g., θ1;j1 , j1 = 1, . . . ,m1). The sum
of a batch of indexed parameters over any of its indices is zero, e.g.,

m1∑
j1=1

θ1,2;j1,j2 =
m2∑
j2=1

θ1,2;j1,j2 = 0. (3.14)

For a linear (y(t) = η1ϕ1(t)+η2ϕ2(t)+e(t)) or a non-linear additive system (y(t) =
g1
(
ϕ1(t)

)
+ g2

(
ϕ2(t)

)
+ e(t)), the interaction parameters θ1,2;j1,j2 are zero. These are

needed when the non-linearities have a non-additive nature, i.e., y(t) = g
(
ϕ1(t), ϕ2(t)

)
+

e(t).
Since the regressors are quantised, it is a very simple procedure to estimate the model
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parameters by computing means;

y... =
1

m1m2Nb

m1∑
j1=1

m2∑
j2=1

Nb∑
p=1

y
(
(j1, j2), p

)
, (3.15)

yj1.. =
1

m2Nb

m2∑
j2=1

Nb∑
p=1

y
(
(j1, j2), p

)
, (3.16)

y.j2. =
1

m1Nb

m1∑
j1=1

Nb∑
p=1

y
(
(j1, j2), p

)
, (3.17)

yj1j2. =
1
Nb

Nb∑
p=1

y
(
(j1, j2), p

)
, (3.18)

which are the overall mean, the means over the regressor levels and the cell means. The
means are computed over the indices marked with dots. For example, the constant θ0
would correspond to y..., while the effects from the first regressor are computed as

θ1;j1 = yj1.. − y.... (3.19)

The number of free parameters in the model is equal to the number of cells.

Example 3.2: Illustration continued

Consider again the data in Table 3.1. The four different cell means, the two row means,
the two column means and the total mean are

ȳ11· = 1 ȳ21· = −1 ȳ·1· = 0
ȳ12· = −18/4 ȳ22· = 19/4 ȳ·2· = 1/8
ȳ1·· = −14/8 ȳ2·· = 15/8 ȳ··· = 1/16.

Note that the linear statistical model is constant in each cell, so it can be seen as
a locally constant approximation of the function g(ϕ1, ϕ2). From this we realize some
basic trade-offs in the choice of intervals when the regressors assume continuous values.
Small intervals means that the function g(·) does not change very much over the interval,
but give few observations in each cell. Large intervals mean more changes in g(·), but
also more observations in each cell. This clearly corresponds to a bias-variance tradeoff
for the choice of interval size. Of course, the bias-variance tradeoff also depends on the
regressors, and in, for example, NFIR systems it is possible to choose the input signal to
give a bias-free model. The same locally constant model can also be obtained by simply
using the cell means, but it is the over-parameterisation of the linear statistical model that
makes it useful for structure identification.
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3.2.2 ANOVA Tests

ANOVA is used for testing which of the parameters significantly differ from zero and for
estimating the values of the parameters with standard errors, which makes it a tool for
exploratory data analysis. The residual quadratic sum, SST , (SS means sums of squares)
is used to design test variables for the different batches (e.g., the θ1;j1 :s) of parameters.
Under the assumptions on ε((j1, j2), p) stated above and in the case when all regressor
level combinations are sampled equally, which means that all Nb are equal, the residual
quadratic sum can be divided into four independent parts;

SST =
m1∑
j1=1

m2∑
j2=1

Nb∑
p=1

(
y
(
(j1, j2), p

)
− y...

)2

= SSA + SSB + SSAB + SSE ,

(3.20)

where

SSA =
m1∑
j1=1

m2Nb(yj1.. − y...)
2 =

m1∑
j1=1

m2Nbθ
2
1;j1 , (3.21)

SSB =
m2∑
j2=1

m1Nb(y.j2. − y...)
2 =

m2∑
j2=1

m1Nbθ
2
2;j2 , (3.22)

SSAB =
m1∑
j1=1

m2∑
j2=1

Nb(yj1j2. − yj1.. − y.j2. + y...)
2 =

m1∑
j1=1

m2∑
j2=1

Nbθ
2
1,2;j1j2 , (3.23)

and

SSE =
m1∑
j1=1

m2∑
j2=1

Nb∑
p=1

(y((j1, j2), p)− yj1j2.)
2. (3.24)

Each part is related to one batch of parameters. If all the parameters in the batch are zero,
the corresponding quadratic sum is χ2-distributed if divided by the true variance σ2 (see,
e.g., Montgomery (1991, page 59)). Since the true variance is not available, the estimate
σ̂2 = SSE

m1m2(Nb−1) is used to form F -distributed test variables, e.g., for θ1;j1 ;

vA =
SSA/(m1 − 1)

SSE/(m1m2(Nb − 1))
. (3.25)

If all the θ1;j1 :s are zero, vA belongs to an F -distribution withm1−1 andm1m2(Nb−1)
degrees of freedom. If any θ1;j1 is nonzero it will give a large value of vA, compared to
an F -table. This is, of course, a test of the null hypothesis that all the θ1;j1 :s are zero,
which corresponds to the case when the regressor ϕ1 does not have any main effect on the
measurements y.
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Example 3.3: Illustration continued
Note that Nb = 4 for all b in Table 3.1. We get

SSA = Nbm1

m1∑
j1=1

(ȳj1·· − ȳ···)2 = 4 · 2
((−14

8
− 1

16
)2 +

(15
8
− 1

16
)2)

= 52.5625, (3.26)

SSB = Nbm2

m2∑
j2=1

(ȳ·j2· − ȳ···)2 = 4 · 2
((

0− 1
16
)2 +

(1
8
− 1

16
)2)

= 0.0625, (3.27)

SSAB = Nb

m1∑
j1=1

m2∑
j2=1

(ȳj1j2· − ȳj1·· − ȳ·j2· + ȳ···)2 = 4
((

1 +
14
8
− 0 +

1
16
)2

+
(
− 1− 15

8
− 0 +

1
16
)2 +

(
− 18

4
+

14
8
− 1

8
+

1
16
)2 +

(19
4
− 15

8
− 1

8
+

1
16
)2)

= 126.5625, (3.28)

and, finally,

SSE =
m1∑
j1=1

m2∑
j2=1

Nb∑
p=1

(
y
(
(j1, j2), p

)
− ȳj1j2·

)2

= (2− 1)2 + (1− 1)2 + . . .+ (4− 19/4)2 = 11.75. (3.29)

The test variables are given by

vA =
SSA/(m1 − 1)

SSE/
(
m1m2(Nb − 1)

) =
52.5625/1
11.75/12

=
52.5625

0.97
, (3.30)

vB =
SSB/(m2 − 1)

SSE/
(
m1m2(Nb − 1)

) =
0.0625/1
11.75/12

=
0.0625
0.97

, (3.31)

vAB =
SSAB/

(
(m1 − 1)(m2 − 1)

)
SSE/

(
m1m2(Nb − 1)

) =
126.5625/1
11.75/12

=
126.5625

0.97
. (3.32)

In this case, the critical levels are equal for all test variables, since the degrees of freedom
are equal for the sums of squares SSA, SSB and SSAB . The critical value F0.01(1, 12) =
9.32 is found in an F-table or computed from the probability density function (3.6). It is
clear that both vA and vAB are larger and vB smaller than 9.32, so the conclusion is that
the regressors ϕ1 and ϕ2 interact.

3.2.3 ANOVA Table

The sums of squares are customarily collected in an ANOVA table, see Table 3.2 (data
from the example), in the form of mean squares, that is, each sum of squares is divided by
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Table 3.2: Analysis of Variance Table for the data in Table 3.1. The columns are
from the left; the degrees of freedom associated with each sum of squares, the sum
of squares divided by its degrees of freedom, the value of the test variable and the
probability level of the test variable according to the null hypothesis.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 1 52.56 53.68 0.000
ϕ2 1 0.06 0.06 0.805
ϕ1 · ϕ2 1 126.56 129.26 0.000
Error 12 0.97

its degrees of freedom. Also stated in the table are the degrees of freedom associated with
each sum of squares, the value of the test variable vx (F), and its probability (p-level) when
assuming that the null hypothesis is true (which means F-distribution). The last column
can also be interpreted as the significance level α, which must be used in the hypothesis
tests in order to accept the null hypothesis. The rows marked with stars correspond to
rejected null hypotheses at the significance level α = 0.01.

Normally the significance level α is chosen to 0.05 or 0.01 and any probability level
lower than the chosen α will correspond to rejecting the null hypothesis. The linear
statistical model is simplified if the interaction effect is insignificant. When the analysis
is extended to more regressors, the analysis often results in finding that the interactions of
high degree are insignificant, which then give substantial simplifications of the model.

3.2.4 Assumptions

The most important modelling simplifications made are the assumptions that the variance
is constant throughout the batch and that the random error component is Gaussian dis-
tributed. The F-tests are quite robust against violations against both assumptions (Krish-
naiah, 1980, Chapter 7). To test if the assumption of normal distribution is valid, a normal
probability plot (see Definition 3.2) of the residuals from the linear statistical model can
be used. To detect unequal variances it is suggested (Miller, 1997) to simply plot the
estimated variances in each cell against the respective cell means, with the cell means in
ascending order. For example, measurement noise with exponential distribution can be
detected by increasing variance estimates in this plot.

Definition 3.2 (Normal probability plot). Order the N residuals εi in ascending order.
Plot the εi’s versus Φ−1

(
i/(N + 1)

)
for i = 1 . . . N , where Φ(·) is the cumulative distri-

bution function for the normal distribution with zero mean and variance 1. If the residuals
belong to a normal distribution, the result is a straight line.

3.3 Random Effects and Mixed Models

The locally constant model (3.13) is a rough description of data if the data are spread
evenly in the regressor space, but it is perfect if the data are placed on a discrete grid. If



3.3 Random Effects and Mixed Models 35

better generalisation ability of the model is desired, a random effects model (or variance
components model) can be used.

The random effects model is

y
(
(j1, j2), p

)
= θ0 + θ1;j1 + θ2;j2 + θ1,2;j1,j2 + ε

(
(j1, j2), p

)
(3.33)

where j1 = 1, . . . ,m1, j2 = 1, . . . ,m2, p = 1, . . . , Nb, θ0 is the total mean, and the other
parameters are assumed to be distributed as zero mean normal variables with variances
σ2
A for the θ1;j1 :s, σ2

B for the θ2;j2 :s, σ2
AB for the θ1,2;j1,j2 :s and σ2

E for ε((j1, j2), p).
All parameters and noise terms are assumed to be independent of each other. This type
of assumptions is closely related to models in a Bayesian approach. The difference to
the model (3.13) is the assumptions on the parameters, all computations of the sums of
squares are identical.

Here the interesting thing to do is to estimate the variance components σ2
A, σ2

B , σ2
AB

and σ2
E . The estimators for the variance components (balanced design) are based on the

expected mean squares, based on the sums of squares (3.21) – (3.24). The expectations
are

E
[ SSA
m1 − 1

]
=E[SSA] = σ2

E +Nbσ
2
AB +Nbm2σ

2
A, (3.34)

E
[ SSB
m2 − 1

]
=E[SSB ] = σ2

E +Nbσ
2
AB +Nbm1σ

2
B , (3.35)

E
[ SSAB
(m1 − 1)(m2 − 1)

]
=E[SSAB ] = σ2

E +Nbσ
2
AB , (3.36)

and

E
[ SSE
m1m2(Nb − 1)

]
=E[SSE ] = σ2

E . (3.37)

which gives the estimators

σ̂2
A =

SSA − SSAB
Nbm2

, (3.38)

σ̂2
B =

SSB − SSAB
Nbm1

, (3.39)

σ̂2
AB =

SSAB − SSE
Nb

, (3.40)

and

σ̂2
e =SSE . (3.41)

These are claimed to be unbiased minimum variance estimators, but they have the draw-
back of giving possibly negative values. For unbalanced data set, i.e., not all Nb equal,
the estimators are much more complicated, see (Searle, 1971, Chapters 10 and 11).
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Here, we will not use the estimators directly. Instead we will test the null hypotheses

H0AB : σ2
AB = 0, (3.42)

H0A : σ2
A = 0, (3.43)

H0B : σ2
B = 0, (3.44)

against the non-zero alternatives. We use the test variables

vAB =
SSAB

SSE
, (3.45)

which has an F
(
(m1 − 1)(m2 − 1),m1m2(Nb − 1)

)
-distribution if H0AB is true,

vA =
SSA

SSAB
, (3.46)

which has an F
(
m1 − 1, (m1 − 1)(m2 − 1)

)
-distribution if H0A is true and

vB =
SSB

SSAB
(3.47)

which belongs to the F
(
m2 − 1, (m1 − 1)(m2 − 1)

)
-distribution for H0B true. The null

hypotheses are rejected for large values of the test variables. Note that the test variables
and the test statistics are not the same as for the fixed effects case. If the null hypotheses
are false, the test variables here still belongs to central (but other) F-distributions.

Mixed Models

When some factors are treated as fixed and others are treated as random the model is
called mixed. For a discussion on this type of model, see Miller (1997).

3.4 Significance and Power of ANOVA

In order to decide the appropriate amount of measurements necessary to gain an accept-
able performance of the hypothesis tests or the probability of finding effects of a given
size in given data, we need to know how to calculate the power of the tests. There are two
measures of performance often used:

significance level = α = P (H0 rejected|H0 true) (3.48)
power = 1− β = P (H0 rejected|H0 false). (3.49)

We want both α and β to be small. We use the desired α to calculate the critical limit
for the test variable v, that is, we regard α as a design parameter. It is harder to get a
value of β, since we need an assumption of in what way the null hypothesis is false and
the distribution of the test variable according to this assumption. For the hypothesis test
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indexed with A in the two-way fixed model analysis of variance we have that (Scheffé,
1959):

vA =
SSA/(m1 − 1)

SSE/m1m2(Nb − 1)
∼ F

(
m1 − 1,m1m2(Nb − 1)

)
(3.50)

if H0A is true and

vA =
SSA/(m1 − 1)

SSE/m1m2(Nb − 1)
∼ non-central F

(
m1 − 1,m1m2(Nb − 1), δ

)
(3.51)

if H0A is false, where the two first parameters in the F -distribution are the degrees of
freedom and the third, δ, is a non-centrality parameter with

δ = Nbm1

m1∑
j1=1

θ21;j1
σ2

, (3.52)

which is closely related to the signal to noise ratio through θ1;j1 . The formula for δ
depends on how many factors are included in the test and which interaction effect is
tested, see Krishnaiah (1980, p. 201). The power of the test depends on the number of
repetitions of the measurements, Nb, the number of intervals, m1, and the deviation from
the null hypothesis we want to test. The expression is valid for an unbiased model, which
means that the data is on a discrete grid and not spread evenly in the regressor space. The
power is different for the tests of main effects and for the tests of interaction effects of
different interaction degree.

Example 3.4: Compute power of hypothesis tests
As an example of how to compute the power of the hypothesis tests, we will describe how
to compute the probability to find the correct model structure of a test function,

yt = ut − 0.03ut−2 + et. (3.53)

A three-way analysis of variance is used with the purpose to find what inputs have a
significant effect on the output and if they interact. Input/output data from the function
yt = ut − 0.03ut−2 + et are examined. The input ut can assume four different levels,
and each measurement is repeated four times, that is, m1 = m2 = m3 = m = 4 and
Nb = 4 for all cells b. The level of significance, 1 − α, equals 0.99 in the test and the
noise is assumed to be Gaussian with standard deviation 1. The regressors ϕ1(t) = ut−2,
ϕ2(t) = ut−1 and ϕ3(t) = ut are associated with the indices A, B and C respectively.

To find the correct model structure we need to

• accept the null hypotheses for the interaction effects (ϕ1·ϕ2·ϕ3), (ϕ1·ϕ2), (ϕ1·ϕ3),
(ϕ2 · ϕ3) and the main effect from ϕ2, and

• reject the null hypotheses for the main effects from ϕ1 and ϕ3.

The probability to accept the null hypothesis when it is true is given by 1 − α and the
probability to reject the null hypothesis when it is false is given by 1− β. We neglect the
fact that the different tests for the null hypotheses are not truly independent, due to the
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Table 3.3: Function values, means and parameters for ut − 0.03ut−2.

ϕ1 level
−2 1 3 5 means θ3;j3

−2 −1.94 −2.03 −2.09 −2.15 −2.0525 −3.75
ϕ3 level 1 1.06 0.97 0.91 0.85 0.9475 −0.75

3 3.06 2.97 2.91 2.85 2.9475 1.25
5 5.06 4.97 4.91 4.85 4.9475 3.25

means 1.81 1.72 1.66 1.6 θ0 = 1.6975
θ1;j1 0.1125 0.0225 −0.0375 −0.975

division by the estimated variance instead of the true variance in the test variables. We
get an upper level (due to the neglected dependence) for the probability to find the correct
model,

P (find the correct model structure) ≤ (1− α)5(1− βA)(1− βC). (3.54)

βA is given by βA = P (vA < cA|H0A false), where cA is the critical limit with confi-
dence level α for the test variable vA, which belongs to the distribution

vA ∼ non-central F
(
m− 1,m3(Nb − 1), δA

)
(3.55)

with

δA = Nbm
2

m∑
j1=1

θ21;j1
σ2

(3.56)

when H0A is false. To find the critical limit cA we also need the distribution for vA when
H0A is true,

vA ∼ F
(
m− 1,m3(Nb − 1)

)
. (3.57)

These distributions are plotted in Figure 3.1.
The value of βC is computed analogously. The deterministic values for all factor

combinations, mean values and factor effects are given in Table 3.3. It is easy to compute
the effects for the regressor ϕ1, θ1;j1 , j1 = 1, . . . , 4 and for regressor ϕ3, θ3;j3 , j3 =
1, . . . , 4. We get δA = 1.54 and δC = 1713, and use tables to find the corresponding
values βA = 0.95 and βC = 0. The result is that the probability to find the correct model
structure is 4.2%. We can also verify that

P (find only ϕ3) ≤ (1− α)6(1− βC) = 0.94, (3.58)

which means that we are very likely to assume that only ϕ3(t) = ut, explains the output
from the function.
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Figure 3.1: Distributions for vA in Example 3.4.
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3.5 Unbalanced Data Sets

There are several reasons why unbalanced data sets (Definition 3.1) might occur. For
example, a balanced design might have been planned, but for some reason observations
have been lost. The orthogonality property of the main effects and interactions are lost
when the data are unbalanced (Montgomery, 1991). This means that the usual ANOVA
techniques do not apply.

3.5.1 Proportional Data

Only minor modifications are needed for proportional data. That is

N(j1,j2) =
N(j1,·)N(·,j2)

N(·,·)
, (3.59)

where N(j1,j2) is the number of data in cell b = (j1, j2), N(j1,·) is the number of data
in row j1, N(·,j2) the number of data in column j2 and N(·,·) the total number of data.
Proportional data is not very likely to occur in our application, so the modifications of the
ANOVA will not be described here.

3.5.2 Approximate Methods

When the data are nearly balanced, some of the following methods could be used to
force the data into balance. The analysis will then be only approximate. The analysis
of balanced data is so easy that these methods are often used in practice (Miller, 1997;
Montgomery, 1991). The analyst has to take care that the degree of approximation is not
too great. If there are empty cells, the exact method (Section 3.5.3) has to be used.

Estimation of Missing Observations

If only a few data are missing, it is reasonable to estimate the missing values. The estimate
that minimises SSE is the cell mean. Treat the estimates as real data in the following
analysis, but reduce the degrees of freedom for the error with the number of estimated
data.

Discard Data

If a few cells have more data than the others, estimating missing data would not be ap-
propriate, since then many estimates would be used in the analysis. It would be better to
set the excess data aside. The data that are set aside should be chosen at random. One
alternative to completely discard excess data, could be to repeat the analysis with different
data set aside (chosen at random).
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Unweighted Means

In this approach, which can be used without misleading result if the ratios of sample sizes
do not exceed three (Rankin, 1974), the error sum of squares is computed as:

SSE =
m1∑
j1=1

m2∑
j2=1

N(j1,j2)∑
p=1

(
y
(
(j1, j2), p

)
− ȳj1j2·

)2

. (3.60)

In the rest of the analysis the cell means ȳj1j2· are treated as if they were all the averages
of N∗ data, where N∗ is the harmonic mean of the sample sizes,

N∗ =
( 1
m1m2

m1∑
j1=1

m2∑
j2=1

1
N(j1,j2)

)−1

. (3.61)

The cell means are used instead of the data in the computation of the other sums of
squares. The degrees of freedom for SSE are adjusted to N(·,·) − m1m2 instead of
m1m2(Nb − 1), which is the degree of freedom in the balanced case. Here Nb is the
number of data in each cell in the balanced case.

The advantage of the unweighted means method is its computational simplicity.

3.5.3 Exact Method

If there are empty cells or if the ratios between cell sample sizes are large, an exact method
has to be used. The prudent analysis is to resort to multiple regression,

Y = Xθ + e, (3.62)

where the regression matrix X should be constructed of 1’s, 0’s and−1’s to insert or leave
out the appropriate parameters and satisfy the constraints by expressing some parameters
as negative sums of others. The parameter sets are not orthogonal, so the analysis is more
complicated than for the balanced case. It makes a difference in what order the hypothesis
tests are made and the interpretation is not simple. For details regarding the exact method,
see Hocking (1984), since the algebra involved is extended.
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4
Determine the Structure of NFIR

models

In this chapter five different regressor selection methods will be compared on the simple
case of NFIR models. The focus is on the performance of ANOVA, which is evaluated
using several different types of input signals and test systems. The comparison is done
using Monte Carlo simulations.

4.1 Problem Description

We consider the problem of identifying models with the nonlinear finite impulse response
(NFIR) structure

y(t) = g
(
u(t), u(t− T ), u(t− 2T )

)
+ e(t) (4.1)

The data will be generated from this model for different functions g, given in Table 4.1,
using some or all of the regressors ϕ1(t) = u(t), ϕ2(t) = u(t−T ) and ϕ3(t) = u(t−2T ).
From the generated input-output data, the problem is to decide which regressors to include
in the model. The simulated measurement error signal e(t) is zero mean Gaussian noise
with standard deviation σ. Two different values of σ are used to give the almost noise free
case, σ = 0.0001, and a lower signal to noise ratio with σ = 1.

Five different regressor selection methods will be compared. These are ANOVA
(Chapter 3), validation based exhaustive search (Section 2.2.2), the Gamma test (Sec-
tion 2.2.9), the Lipschitz quotient (Section 2.2.10) and stepwise regression using ERR
(OLS, Section 2.2.4). We are interested in how often these methods can pinpoint the cor-
rect regressors, and for ANOVA, also whether the regressors are additive or interact, for
a variety of specific functions. The comparison is made using Monte Carlo simulations,
using three different types of input signals.

43
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Table 4.1: Functions used to describe the different NFIR test systems for comparison
of regressor selection methods. The regressors are ϕ1(t) = u(t), ϕ2(t) = u(t− T )
and ϕ3(t) = u(t− 2T ).

No. Function Characteristics
1 ϕ1 − 0.03ϕ3 Linear, small contribution from ϕ3

2 ln |ϕ1|+ ϕ2 + eϕ3 Singularity, additive
3 ϕ2 · [ϕ1 + 1

ϕ3
] Singularity, 2-factor interactions

4 sgn(ϕ2) Discontinuous
5 sgn(ϕ2) · ϕ3 Discontinuous with 2-factor interaction
6 sgn(ϕ2) · ϕ1 · ϕ3 Discontinuous with 3-factor interaction
7 ln |ϕ2 + ϕ3| Singularity, 2-factor interaction
8 ln |ϕ2 · ϕ3| Singularity, additive
9 ϕ3 · ln |ϕ2| Singularity, 2-factor interaction

10 ϕ3
3 · ln |ϕ2| Singularity, 2-factor interaction

11 ϕ3 · (ln |ϕ2|)3 Singularity, 2-factor interaction
12 |ϕ3| · eϕ2 2-factor interaction
13 ϕ3 · eϕ2 2-factor interaction
14 ϕ3 · eϕ2−0.03ϕ1 3-factor interaction, ϕ1 gives very small contribu-

tion
15 |ϕ1| Not smooth
16 network Sigmoid neural net, defined on page 6.

g(ϕ2, ϕ3) Varies from simulation to simulation

4.1.1 Systems

Fifteen different NFIR systems, described by the functions in Table 4.1 are used for the
comparison of regressor selection methods. They all have different characteristics, which
are pointed out in the table. We also include a network function, which is the same type
of network as the ones used in the validation based exhaustive search within artificial
neural networks, described in Section 4.3. This sigmoid neural network (page 6) has a
new realisation for each Monte Carlo simulation, which means that the signal to noise
ratio varies from simulation to simulation.

4.1.2 Inputs

Fixed-level input. A carefully selected input signal for the identification experiment,
with the purpose of finding good regressors with ANOVA, would be a pseudo-random
multi-level signal with three or more levels. The range and the particular levels of the
signal should correspond to the operating range for the desired model. Here a signal as-
suming the values −2, 1, 3 and 5 is used. All value combinations among three adjacent
time lags can be obtained with the help of a multi-level shift register, giving a frequency
content similar to white noise. This type of input signal has many nice properties for non-
linear system identification (Godfrey, 1993). Compare with the pseudo-random binary
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signal often used for linear system identification (Ljung, 1999). There are often reasons
to use a symmetric distribution of the values, but it is not necessary for any of the regres-
sor selection methods. Four periods of the signal with length 43 = 64 are taken to give a
reasonable amount of data for the analysis, that is, 256 input/output data with 4 replicates
of each regressor value combination. This means that there are 4 data points in each of
the 64 ANOVA cells. This input signal is used for a comparison between ANOVA and
validation based exhaustive search in Monte Carlo simulations. These results are then
compared with the theoretical power of ANOVA, which can be computed for this type of
input signal using the method in Section 3.4.

Continuous-level input. The regressor selection methods are also evaluated for an in-
put signal, u(t), as an independent, identically distributed random signal from the uniform
distribution. It can assume values between−2.5 and 5.5, that is, close to the range [−2, 5]
used for the fixed-level input. 800 input/output data are used for each run. Even though
a uniform distribution of the input is not necessarily the most common one in practice,
we use it as the most “unfavourable” case for ANOVA. This is also a first step towards
analysing autoregressive processes, since old outputs from the system cannot be viewed
as fixed levels signals.

In the ANOVA treatment of the input signals with a continuous range, the input range
is quantised to four levels, corresponding to intervals of equal length,

[−2.5,−0.5], [−0.5, 1.5], [1.5, 3.5] and [3.5, 5.5]. (4.2)

Three regressors with four levels each gives 43 = 64 cells in the experiment design for
ANOVA. Each cell corresponds to a unique combination of regressor levels or a non-
overlapping box in the regressor space.

Correlated input. Correlation between regressors is the standard situation using data
from the normal operation of a system. To evaluate the regressor selection methods also
for correlated regressors,

u(t) = x(t)− x(t− T ) + x(t− 2T ), (4.3)

where xt is white noise uniformly distributed between−2.75 and 5.75 is used. This range
is chosen to make a comparison with previous input signals reasonable. The signal and
its covariance function are given in Figure 4.1 Some care must be exercised in order to
obtain an input realisation that gives reasonable cells for ANOVA. With the categorisa-
tion (4.2) there are 64 cells. Ideally all cells should have the same number of observations
for a balanced design (see Definition 3.1), but with correlated input and short data sets,
some cells will turn out to be empty or have very few observations. Figure 4.2 illustrates
this. 2000 input data sets of different lengths N have been generated using (4.3), and the
smallest number of observations in any of the cells have been computed. The figure shows
the distributions of this smallest number, Nb,min. So even with N = 5000 there will be
empty cells in about 50 of the 2000 input data sets. We have dealt with this problem by
using data sets of length N = 5000 and selecting only those data sets where each cell has
at least Nb,min observations. Since also a study on how unbalanced data sets affects the
performance of the methods, we need even more control of which data sets are selected.
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Figure 4.1: One data sequence from Equation (4.3)

20% of the selected data sets have Nb,min = 2, 20% have Nb,min = 3, and the same
proportions are given data sets with Nb,min = 4, 5 and 6.

4.2 Structure Identification using ANOVA

4.2.1 ANOVA

A three-factor fixed effects model ANOVA is used to determine the model structure. This
is a straight-forward extension of the two-factor ANOVA described in Section 3.2. Notice
that the ANOVA decision is regarded as correct in the tables only if both the choice of
regressors and the model structure are correct. This is a more stringent requirement than
for the other regressor selection methods, but is no real disadvantage to ANOVA since
the structure usually is correct whenever the regressors are correctly chosen (see e.g.,
Tables 4.14 and 4.15 for a confirmation).

Note that one benefit of the ANOVA test, when a fixed-level input signal is used, is
that a good estimate of the noise variance is obtained without extra computation. This
information can be used to validate the estimated model in later parameter estimation
steps.

Categorisation noise When data from inputs with a continuous signal range is anal-
ysed, the level assignment introduces quantisation error in ANOVA. The output y(t) can
now be seen as

y(t) = E[y(t)|(ϕ1, ϕ2, ϕ3) ∈ b] + e(t) + w(t), (4.4)

where E[y(t)|(ϕ1, ϕ2, ϕ3) ∈ b] is the expected value of y(t) given that the input is
assigned to cell b (recall notation on page 29), and

w(t) = g(ϕ1, ϕ2, ϕ3)− E[y(t)|(ϕ1, ϕ2, ϕ3) ∈ b]. (4.5)

We shall call w(t) categorisation noise. The distribution of w(t) depends on the func-
tion g, the distribution of the input signal and the number of levels used to categorise
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Figure 4.2: Distribution of the smallest number of data/cell in 2000 data series of
varying length. The bars labelled with a 9 contains all data series with Nb,min ≥ 9.

u(t). This distribution is not generally equal in all cells, which violates the ANOVA as-
sumption on equal variances in all cells. It is instructive to think of this construction as
a piecewise constant surface (i.e., constant over b) fit to the data. Choosing the size of b
is then a classical bias-variance tradeoff, and making b small will also result in a “curse
of dimensionality” problem. The number of data needed grows rapidly if more candidate
regressors are tested or if a finer grid for the input signal is used.

It is possible to elaborate both with the size and placement of b, which gives many
possibilities to incorporate process knowledge. The constraint is that the cells should be
placed in an axis-orthogonal grid, such that for each level of each regressor, there are cells
representing all combinations of levels of the other regressors. One way to deal with the
intervals in practice is to start with few, e.g., 3, intervals per regressor, check the ANOVA
assumptions, and add/change intervals if needed. This will be explained in the following
sections.

There are two possible ways to proceed with input/output data from a correlated in-
put signal. One is to use all the measurements in the data series, obtaining a severely
unbalanced design (Definition 3.1) . The other one is to use the scheme described in
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Section 3.5.2, obtaining a more balanced design. The second method to use the data is
preferred and studied more carefully than the first one. It is also interesting to see if there
is any difference in test results for different Nb,min in the completely balanced case.

4.2.2 Checks of Assumptions and Corrections

The most important assumptions made when using ANOVA are that the noise is Gaussian
and has equal variance in all cells. There are two checks of these assumptions that helps
improving the performance of ANOVA, especially for the input signals with a continuous
range. The term assumption checks will be used for the following two checks. The first
check is the normal probability plot of the residuals, which is defined in Definition 3.2,
and the second check is that the within-cell standard deviations (the standard deviation of
the measured data points, belonging to the same cell) are approximately equal in all cells.
If the normal probability plot shows non-Gaussian behaviour, either the cells with the
largest variance can be omitted from the analysis or other categorisation intervals can be
used. This handles, e.g., discontinuities, which show up as unequal variance in the cells.
Transformation of data is another opportunity for correcting normal probability (Miller,
1997), but will not be used here since we make the assumption that the measurement
error is Gaussian but the categorisation noise has any distribution. The distribution of the
categorisation noise,w(t), is affected by changing categorisation intervals and/or omitting
cells.

4.2.3 Analysis of the Test Systems with Continuous-Level Input

When using the fixed-level input signal all the test systems in Table 4.1 pass the assump-
tion checks, described in Section 4.2.2. That is a consequence of the choice of input.

When the input signal with a continuous-level input is used, the test systems with
numbers 2 to 5 and 12 to 14 show non-normal behaviour of the residuals. When the
correlated input signal is used, also the test system number 11 fails the test for normality.
Three of these test systems, numbers 2, 3 and 14, will now be analysed in detail. For the
other test systems with non-normal behaviour of the residuals, only the correction used
will be stated.

For the test system number 2 a typical normal probability plot of the model residuals
is given by Figure 4.3a. This is clearly not normal and the test results in the correspond-
ing ANOVA table, Table 4.2, should not be trusted. The power of the tests, which
means the ability to spot contributing regressors, is probably affected, see Section 5.1.
The within-cell standard deviations are very large whenever ϕ3 takes a value between 3.5
and 5.5. In the ANOVA table (Table 4.2) we see that ϕ3 clearly contributes to the output,
so we could decrease the number of levels to test for this factor and exclude the 16 cells
with large standard deviations. This leads to the ANOVA table, Table 4.3, and the corre-
sponding normal probability plot, Figure 4.3b. We can see that the estimated variance has
decreased (MS Error) significantly and that now the contributions from all the regressors
are found significant. The normal probability plot still tells that the analysis should not
be trusted. Another check of the within-cell standard deviations gives that the analysis
might be improved if we exclude also the cells where ϕ3 takes values between 1.5 and
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Table 4.2: Analysis of Variance Table for test system number 2, all cells included.
For an explanation of the table, see Table 3.2.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 1638 2.0 0.11
ϕ2 3 934 1.1 0.33
ϕ3 3 459191 561.5 0.000
ϕ1 · ϕ2 9 556 0.7 0.73
ϕ1 · ϕ3 9 2562 3.1 0.001
ϕ2 · ϕ3 9 155 0.2 0.99
ϕ1 · ϕ2 · ϕ3 27 441 0.5 0.97
Error 734 818

Table 4.3: Analysis of Variance Table for test system number 2, one level of ϕ3

excluded.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 156 6.6 0.000
ϕ2 3 1286 54.1 0.000
ϕ3 2 11381 478.4 0.000
ϕ1 · ϕ2 9 28 1.2 0.31
ϕ1 · ϕ3 6 38 1.6 0.14
ϕ2 · ϕ3 6 25 1.1 0.39
ϕ1 · ϕ2 · ϕ3 18 21 0.9 0.58
Error 567 24

Table 4.4: Analysis of Variance Table for test system number 2, two levels of ϕ3

excluded.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 87 70 0.000
ϕ2 3 640 515 0.000
ϕ3 1 312 251 0.000
ϕ1 · ϕ2 9 1.3 1.0 0.42
ϕ1 · ϕ3 3 1.7 1.4 0.25
ϕ2 · ϕ3 3 0.1 0.1 0.95
ϕ1 · ϕ2 · ϕ3 9 2.2 1.7 0.08
Error 370 1.2
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(a) All cells included in the analysis. The plot shows that the as-
sumption of normal distribution of the random error component is
not valid, since it is not a straight line.

(b) One level of ϕ3 excluded from the analysis. The residuals are
still not belonging to a normal distribution.

Figure 4.3: Normal probability plots (Definition 3.2) of residuals for test system
number 2.
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Figure 4.4: Normal probability plot of residuals for test system number 2. Two lev-
els of ϕ3 are excluded from the analysis. Here the assumption of normal distribution
is valid.

Table 4.5: Contributions to the range ofw(t) from different sources, computed using
(4.6). The entries give the difference between the maximum and minimum values in
the indicated interval for the contribution from each source. The contributions should
be summed to give the range of w(t) in each cell. Samples close to the singularity of
ln |ϕ1| are rare, so the difference between maximum and minimum in the cell with
the singularity is in most cases around 1, even though it could tend to infinity.

Interval [−2.5, (−0.5)] [−0.5, 1.5] [1.5, 3.5] [3.5, 5.5]
ϕ1 1.6 ∞ 0.8 0.5
ϕ2 2 2 2 2
ϕ3 0.5 3.9 29 210

3.5. This gives another dramatic reduction of estimated variance and the same test result
as previous analysis, see Table 4.4. This time the normal probability plot looks all right,
see Figure 4.4.

The behaviour can be explained using the error term w(t), which in cell b is given by

w(t) = ln |ϕ1|+ ϕ2 + eϕ3 − E[y(t)|(ϕ1, ϕ2, ϕ3) ∈ b]. (4.6)

The variance ofw(t) is large in the cells where ϕ3 is large and does not depend as strongly
on ϕ1 and ϕ2. The large variation in those cells leads to a large residual quadratic sum.
The contributions from the other regressors then drown in the categorisation noise from
ϕ3, see Table 4.5.

The test system number 3 gives the normal probability plot in Figure 4.5a, which
shows a large deviation from a normal distribution of the residuals. The within-cell stan-
dard deviations for the 64 cells are given in Table 4.6. Here it is clear that when the
candidate regressor ϕ3 ∈ [−0.5, 1.5] the standard deviation is much larger than in the
other cells. These cells were omitted from the analysis, giving the normal probability plot
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(a) All cells included in the analysis. The
deviation from normal distribution — a
straight line — is clear.

(b) One level of ϕ3 excluded from the anal-
ysis. Here the residuals have a normal dis-
tribution.

Figure 4.5: Normal probability plots of residuals for test system number 3.

Table 4.6: Within-cell standard deviations for test system number 3, computed from
measured data. The cells are defined by the indicated intervals.

ϕ1 ϕ3 ϕ2

[−2.5,−0.5] [−0.5, 1.5] [1.5, 3.5] [3.5, 5.5]
[−2.5,−0.5] [−2.5,−0.5] 1.9 1.2 1.6 3.4

[−0.5, 1.5] 5.0 3.9 81.3 20.5
[1.5, 3.5] 1.2 0.8 1.5 3.2
[3.5, 5.5] 1.3 1.0 2.0 2.5

[−0.5, 1.5] [−2.5,−0.5] 1.2 0.2 2.0 2.8
[−0.5, 1.5] 48.5 3.0 14.7 10.1
[1.5, 3.5] 0.8 0.7 1.5 2.5
[3.5, 5.5] 0.5 0.4 1.7 2.8

[1.5, 3.5] [−2.5,−0.5] 1.7 0.7 2.5 1.9
[−0.5, 1.5] 22.7 3.0 59.4 14.6
[1.5, 3.5] 1.6 1.6 1.9 3.1
[3.5, 5.5] 1.8 1.3 2.3 3.3

[3.5, 5.5] [−2.5,−0.5] 1.9 1.9 2.3 3.3
[−0.5, 1.5] 4.9 4.0 34.3 102.6
[1.5, 3.5] 2.7 2.2 2.9 3.6
[3.5, 5.5] 1.5 3.1 2.6 3.5
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Table 4.7: Analysis of Variance Table for test system number 3, all cells included.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 8560 3.5 0.016
ϕ2 3 2929 1.2 0.31
ϕ3 3 340 0.2 0.92
ϕ1 · ϕ2 9 4207 1.7 0.08
ϕ1 · ϕ3 9 1572 0.6 0.77
ϕ2 · ϕ3 9 1915 0.8 0.64
ϕ1 · ϕ2 · ϕ3 27 1839 0.7 0.82
Error 734 2467

Table 4.8: Analysis of Variance Table for test system number 3, one level of ϕ3

excluded.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 2210 507 0.000
ϕ2 3 1911 438 0.000
ϕ3 2 205 47 0.000
ϕ1 · ϕ2 9 1422 326 0.000
ϕ1 · ϕ3 6 7.3 1.7 0.13
ϕ2 · ϕ3 6 169 39 0.000
ϕ1 · ϕ2 · ϕ3 18 9.2 2.1 0.005
Error 552 4.4



54 4 Determine the Structure of NFIR models

Figure 4.6: Normal probability plot of residuals for test system number 14 with two
levels of ϕ2 excluded from the analysis. The plot shows that the residuals does not
have a normal distribution.

in Figure 4.5b. The improvement in test results is large, which can be seen by a compari-
son of Tables 4.7 and 4.8. In this data set, the result is still an erroneous model structure.
The 3-factor interaction was found significant, though there is no real such effect in the
system. All the other effects were correctly tested and the correct regressors identified.

The test system number 14 cannot be treated by only omitting cells from the analy-
sis. After deleting two levels of ϕ2, that is, 32 cells with the highest within-cell standard
deviation, the normal probability plot is given in Figure 4.6. This means we have dis-
carded, in this case, more than half of the available data and still have no trustworthy
result. It is necessary to change the categorisation to change the distribution of w(t). A
finer grid with more intervals will reduce the variation in each cell. This strategy requires
the data set to be large enough.

In Figure 4.7a we see the normal probability plot of the within-cell residuals when we
have divided ϕ2 into 8 intervals while ϕ1 and ϕ3 are still divided into 4 intervals each to
get enough data in each cell. The data in this plot is clearly not from a normal distribution.
When the four intervals with largest variation of ϕ2 are excluded from the analysis, we
get the normal probability plot in Figure 4.7b. This contains half of the original data,
but is still not satisfactory. If we exclude two more intervals of ϕ2, Figure 4.8, the plot
looks better, but now only 1/4 of the data are left. If we take a closer look at typical
input/output data for test system number 14 in Figure 4.9, we can see that the contributions
from regressors ϕ2 and ϕ3 are clear, while the contribution from ϕ1 is not obvious at all.
The scatter plots should be interpreted carefully since the data are projected into one
dimension only.

It is probably not possible to find the contribution from the regressor ϕ1 because of its
size compared to the other two contributions, at least not in this amount of categorisation
noise. The division into intervals makes w(t) so large that the signal to noise ratio with
respect to the regressor ϕ1 gets too small. See Table 4.9 to get a feeling for how large
w(t) is in the different cells. In Tables 4.10, 4.11, 4.12 and 4.13 we see how the ANOVA
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(a) All cells included in the analysis. There
are strong non-normal effects.

(b) Four levels of ϕ2 excluded from the
analysis.

Figure 4.7: Normal probability plots of residuals for test system number 14 with ϕ2

divided into eight intervals.

Figure 4.8: Normal probability plot of residuals for test system number 14 with ϕ2

divided into eight intervals. Six levels of ϕ2 are excluded from the analysis. Here
the residuals almost follow a normal distribution.
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(a) Output values against regressor ϕ1.
Notice that the variation of the output data
seems to be the same over the whole range
of ϕ1.

(b) Output values against regressor ϕ1.
The variation of the output data still seems
to be the same over the whole range of ϕ1.

(c) Output values against regressor ϕ2.
The variation of the output data grows ap-
proximately exponentially with ϕ2.

(d) Output values against regressor ϕ2.

(e) Output values against regressor ϕ3.
Here the variation of the output data varies
more linearly.

(f) Output values against regressor ϕ3.

Figure 4.9: Scatter plots for test system number 14. To the left all data are plotted.
To the right only 1/4 of the data, from the group with smallest within-cell variation
of ϕ2, are included.
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Table 4.9: Contributions to the range of w(t) from different sources, computed us-
ing the true system. The entries are the differences between largest and smallest
functional values in the cells defined by the indicated intervals.

ϕ1 ϕ3 ϕ2

[−2.5,−0.5] [−0.5, 1.5] [1.5, 3.5] [3.5, 5.5]
[−2.5,−0.5] [−2.5,−0.5] 1.6 12.4 86.7 642.6

[−0.5, 1.5] 1.0 7.5 55.8 412.4
[1.5, 3.5] 2.2 16.0 118.1 872.7
[3.5, 5.5] 3.3 24.4 180.4 1333.0

[−0.5, 1.5] [−2.5,−0.5] 1.5 11.1 81.9 605.1
[−0.5, 1.5] 1.0 7.1 52.6 388.4
[1.5, 3.5] 2.0 15.1 111.2 821.9
[3.5, 5.5] 3.1 23.0 169.9 1255.3

[1.5, 3.5] [−2.5,−0.5] 1.5 11.4 84.6 625.0
[−0.5, 1.5] 1.0 7.3 54.0 398.8
[1.5, 3.5] 2.1 15.6 115.2 851.1
[3.5, 5.5] 3.2 23.9 176.4 1303.4

[3.5, 5.5] [−2.5,−0.5] 1.6 12.2 90.1 665.4
[−0.5, 1.5] 1.0 7.7 57.1 421.7
[1.5, 3.5] 2.3 16.7 123.0 909.1
[3.5, 5.5] 3.5 25.6 189.0 1396.5
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Table 4.10: Analysis of Variance Table for test system number 14, two levels of ϕ2

are excluded.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 2.1 0.4 0.72
ϕ2 1 624 136 0.0000
ϕ3 3 782 171 0.0000
ϕ1, ϕ2 3 1.2 0.3 0.86
ϕ1, ϕ3 9 3.9 0.8 0.58
ϕ2, ϕ3 3 496 108 0.0000
ϕ1, ϕ2, ϕ3 9 3.2 0.7 0.70
Error 369 4.6

Table 4.11: Analysis of Variance Table for test system number 14, all cells are
included with ϕ2 in fine grid.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 3758 1.5 0.21
ϕ2 7 519198 209 0.0000
ϕ3 3 818947 330 0.0000
ϕ1, ϕ2 21 1750 0.7 0.83
ϕ1, ϕ3 9 5541 2.2 0.02
ϕ2, ϕ3 21 330683 133 0.0000
ϕ1, ϕ2, ϕ3 63 4731 1.9 0.0001
Error 670 2480

tables changes when the categorisation changes. Only the last results are trustworthy,
since that is the only test which passes the assumption checks. The contribution from ϕ1

is not found.

Remaining test systems The assumption checks (Section 4.2.2) show that also the
following modifications should be done. For the test systems with numbers 4 and 5, the
data with ϕ2 ∈ [−0.5, 1.5] were discarded, and for the test systems with numbers 12 and
13 the data with ϕ2 ∈ [1.5, 5.5] were discarded.

4.3 Validation Based Exhaustive Search Within ANN
Models

Within the structure (4.1) there are 7 possible choices of regressor combinations. The
validation based exhaustive search method (VB) for a given model class is to try out how
good fit is obtained for each possible combination of regressors, and then choose the best
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Table 4.12: Analysis of Variance Table for test system number 14, four out of eight
levels of ϕ2 are excluded.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 1.4 0.7 0.56
ϕ2 3 295 144 0.0000
ϕ3 3 619 302 0.0000
ϕ1, ϕ2 9 0.8 0.4 0.94
ϕ1, ϕ3 9 2.6 1.3 0.26
ϕ2, ϕ3 9 231 113 0.0000
ϕ1, ϕ2, ϕ3 27 2.0 1.0 0.53
Error 337 2.1

Table 4.13: Analysis of Variance Table for test system number 14, six out of eight
levels of ϕ2 are excluded.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 0.1 1.4 0.23
ϕ2 1 4.5 67 0.0000
ϕ3 3 17 255 0.0000
ϕ1, ϕ2 3 0.03 0.4 0.75
ϕ1, ϕ3 9 0.13 1.9 0.05
ϕ2, ϕ3 3 3.5 51 0.0000
ϕ1, ϕ2, ϕ3 9 0.07 1.1 0.37
Error 172 0.07
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one. The fit is computed for validation data, which in this case is the second half of
the data record. The fit is strongly affected by the choice of function g(·) to define the
model class to search in. Another complication is that the best model in the tested class
may not be found, due to numerical problems with local minima of the criterion function.
We deal with those complications by using several g(·) of varying flexibility as well as
several random restarts in the search for the best model. In practice, one of the most used
model types for nonlinear black box identification is the one-hidden-layer sigmoid neural
network (Haykin, 1999; Sjöberg et al., 1995). We choose to use that model type here, but
any model structure with good approximation ability would serve the same purpose.

The analysis is conducted as follows: Divide the data set into estimation data and val-
idation data. Construct sigmoid neural networks (page 6) for all 7 possible combinations
of the three candidate regressors ϕ1, ϕ2 and ϕ3: g1(ϕ1), g2(ϕ2), g3(ϕ3), g4(ϕ1, ϕ2),
g5(ϕ1, ϕ3), g6(ϕ2, ϕ3) and g7(ϕ1, ϕ2, ϕ3). For each such combination, construct net-
works with different numbers of parameters. Start with random network parameters and
estimate the parameters on the estimation data. Start over 4 or 5 times with new random
network parameters to try to avoid bad local minima. Of all these estimated networks,
choose the one with the smallest root mean square error (RMSE) for predicted outputs on
the validation data. This network gives the proposed regressors. The networks used here
have s = 5, 10 or 15 sigmoids in the hidden layer, giving (r + 2)s + 1 parameters to
estimate, where r is the number of included regressors. The minimisation algorithm used
is Levenberg-Marquardt. MATLAB’s Neural Network Toolbox the Mathworks (2006) is
used for the fixed-level input signal, while a forthcoming MATLAB toolbox, “The nonlin-
ear system identification toolbox” (an add-on to The Mathwork’s System Identification
toolbox (Ljung, 2003)), is used for the remaining input signals.

Note that the choice of regressors is considered to be successful if the right set of
regressors are selected. One could also seek to determine model structure, i.e., decide if
the model structure is like g1(ϕ1) + g2(ϕ2) or g4(ϕ1, ϕ2) etc. If the interactions in the
models should be considered in exhaustive search, 18 different model structures have to
be tested instead of the seven model structures needed to determine the regressors.

4.4 Regressor Selection using the Gamma Test

The Gamma test, briefly mentioned in Section 2.2.9, is based on a noise variance esti-
mate connected to a smooth model of the system output. Let ϕ[k](t) be the kth nearest
neighbour of ϕ(t). The measure

γN (k) =
1

2N

N∑
t=1

(
y[k](t)− y(t)

)2
, (4.7)

where y[k](t) is the output connected with ϕ[k](t), is used to give the variance estimate.
Let

δN (k) =
1
N

N∑
t=1

(
ϕ[k](t)− ϕ(t)

)2
. (4.8)

A straight line is fitted to the points {γN (k), δN (k)} for k = 1, . . . , nnn, using a least
squares estimate. The γ value for this line when δ → 0 is used as the variance estimate.
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The convergence properties of the Gamma test has been analysed in Evans and Jones
(2002).

To use the Gamma test for regressor selection, an exhaustive search through all re-
gressor combinations is done. The regressor combination which give the lowest noise
variance estimate is selected.

Software implementing the Gamma test and some related analysis tools is freely avail-
able from (Durrant et al., 2000). The Monte Carlo simulations using this method has been
done by Mannale (2006), using nnn = 10 nearest neighbours for the computations.

4.5 Regressor Selection using the Lipschitz Method

The idea behind the Lipschitz method is briefly described in Section 2.2.10. Here, some
details will be filled in. First all the Lipschitz quotients (2.29)

qmij =
|yi − yj |
‖xi − xj‖2

, (i 6= j), (4.9)

are computed for all data pairs {i, j} in the data set. The geometrical average

Q(m) =

(
nq∏
k=1

√
mqm(k)

)1/nq

(4.10)

of the nq largest Lipschitz quotients is computed and referred to as the Lipschitz number
of order m.

To use the Lipschitz number for regressor selection, one starts with computing the
Lipschitz number using x of length m, which includes all candidate regressors. Then
the Lipschitz number of all combinations of candidate regressors resulting in x of length
m− 1 are computed. If

Qratio =
Q(m)

Q(m−1)
(4.11)

is small when removing the candidate regressor ϕl, ϕl is likely to be important for ex-
plaining the output. If Qratio stays approximately constant, ϕl is not needed to explain the
output. “Small” values of Qratio are interpreted as Qratio < K, where K is a threshold. A
search through the regressor combinations is done until no dimension reduction of x any
longer is possible.

The implementation of the method and the Monte Carlo simulations using this method
has been done by Mannale (2006).

4.6 Regressor Selection using Stepwise Regression
and ERR

The stepwise regression using orthogonal least squares and the error reduction ratio de-
scribed in Section 2.2.4 can also be used to determine which candidate regressors should
be used without fitting a full nonlinear model. Then only regressors X formed from
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linear, bilinear and quadratic functions of the candidate regressors are considered. Algo-
rithm 2.1 is followed with the modification that the stopping criterion is changed to that
the orthogonalisation of not yet included regressors should be stopped when the relative
error reduction,

ERRi∑i
j=1ERRj

< ρ, (4.12)

where ρ is a threshold, or when all regressors are either included or deleted. All included
regressors with relative error reduction above the threshold are regarded as significant.

The implementation of the method and the Monte Carlo simulations using this method
has been done by Mannale (2006). A threshold ρ = 0.01 has been used in the Monte Carlo
simulations. This method will be referred to as the OLS method in the rest of this chapter
(this abbreviation is used by Wei et al. (2004)).

4.7 Test Results

A number of different simulations were performed. For the case of fixed-level inputs,
different realisations of the noise were tested using the same input sequence, while for
continuous-level inputs, different realisations of both the input and the additive noise
were used.

4.7.1 Fixed-Level Input Signal

The results from Monte Carlo simulations using the fixed-level input signal are given in
Tables 4.14 and Table 4.15. We can draw the conclusion that the ANOVA method is much
better at spotting what regressors contribute to the output than VB. The results for the first
function, ϕ1 − 0.03ϕ3, show that it is important to have large enough signal to noise
ratio (SNR). If the SNR is increased by a factor 4 the theoretical probability of finding
the correct model structure by ANOVA increases from 4% to 89%. As mentioned in
Section 3.4, the non-centrality parameter of the non-central F-distribution which describes
the alternative hypothesis in the hypothesis test, is closely connected to the SNR of the
tested effect. The non-centrality parameter is, in turn, closely connected to the power of
the test. When the SNR is low, the power is low and many erroneous decisions will be
made.

The difference in performance between the two methods becomes more profound
when the functions have a more nonlinear behaviour, e.g., exponential functions. This
indicates that the model type used in the validation based exhaustive search is not suitable
for this kind of functions, which can be confirmed by looking at RMS values on validation
data. Since we use sigmoid functions (1.11), which have saturation, the number of neu-
rons has to be increased when the function surface is very steep. The number of neurons
is hard to determine before estimation.

In Table 4.15 the better performance for ANOVA as compared to Table 4.14 is mostly
due to the increased significance level, except for the first function, where the decrease
in noise variance is important to explain the better performance. We can also see that the
decrease in noise variance does not affect the performance for VB either, except for the
first function.
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Table 4.14: Results from Monte Carlo simulations, 100 runs with fixed-level in-
put signal. Two regressor selection methods, validation based exhaustive search
(VB) and ANOVA are tested. The first two columns give the percentage of correctly
chosen regressors for VB and ANOVA respectively. The third column states how
often ANOVA also picks the correct model structure, see Definition 1.2. The fourth
column states the theoretical average of finding the correct model structure with
ANOVA, which is computed as in Example 3.4. The number of data is N = 256,
the standard deviation of e(t) is σ = 1 and the confidence level is α = 0.01.

ANOVA
No. Function VB ANOVA model Theoret.

regressors structure average
1 ϕ1 − 0.03ϕ3 10 6 5 4
2 ln |ϕ1|+ ϕ2 + eϕ3 77 100 98 96
3 ϕ2 · [ϕ1 + 1

ϕ3
] 100 100 98 98

4 sgn(ϕ2) 84 94 94 94
5 sgn(ϕ2) · ϕ3 93 96 96 96
6 sgn(ϕ2) · ϕ1 · ϕ3 100 100 100 100
7 ln |ϕ2 + ϕ3| 95 96 96 96
8 ln |ϕ2 · ϕ3| 94 92 90 95
9 ϕ3 · ln |ϕ2| 97 97 97 96

10 ϕ3
3 · ln |ϕ2| 50 95 95 96

11 ϕ3 · (ln |ϕ2|)3 93 95 95 96
12 |ϕ3| · eϕ2 54 96 96 96
13 ϕ3 · eϕ2 49 94 94 96
14 ϕ3 · eϕ2−0.03ϕ1 58 100 100 100
15 |ϕ1| 83 96 96 94
16 network

g(ϕ2, ϕ3) 73 88 88 –
TOTAL 75.6 90.3 89.9 90.2
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Table 4.15: Results from Monte Carlo simulations, 100 runs with fixed-level input
signal. The first two columns give the percentage of correctly chosen regressors
for VB and ANOVA respectively. The third column states how often ANOVA also
picks the correct model structure, see Definition 1.2. The fourth column states the
theoretical average of finding the correct model structure with ANOVA, which is
computed as in Example 3.4. N = 256, σ = 0.0001 and α = 0.0001.

ANOVA
No. Function VB ANOVA model Theoret.

regressors structure average
1 ϕ1 − 0.03ϕ3 94 100 100 99.95
2 ln |ϕ1|+ ϕ2 + eϕ3 78 100 98 99.96
3 ϕ2 · [ϕ1 + 1

ϕ3
] 100 100 100 99.98

4 sgn(ϕ2) 80 100 100 99.94
5 sgn(ϕ2) · ϕ3 92 100 100 99.96
6 sgn(ϕ2) · ϕ1 · ϕ3 100 100 100 100
7 ln |ϕ2 + ϕ3| 94 100 100 99.96
8 ln |ϕ2 · ϕ3| 82 100 100 99.95
9 ϕ3 · ln |ϕ2| 95 100 100 99.96

10 ϕ3
3 · ln |ϕ2| 56 100 100 99.96

11 ϕ3 · (ln |ϕ2|)3 91 99 99 99.96
12 |ϕ3| · eϕ2 54 100 100 99.96
13 ϕ3 · eϕ2 49 100 100 99.96
14 ϕ3 · eϕ2−0.03ϕ1 58 100 100 100
15 |ϕ1| 73 100 100 99.94
16 network

g(ϕ2, ϕ3) 94 100 100 –
TOTAL 80.6 99.9 99.9 99.96
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Table 4.16: Percentage of correct selections from Monte Carlo simulations, with
800 input/output data with continuous-level input signal, using σ = 0.0001. 50
runs were used for ANOVA and VB, while 100 runs were used for the three other
methods. For ANOVA, the uniformly distributed input data was divided into four
equal intervals and the significance level α = 0.01. The threshold for the Lipschitz
method was set to K = 0.6 and the threshold for the OLS method was 0.01.

% correct results
No. Function ANOVA VB Gamma Lipschitz OLS

1 ϕ1 − 0.03ϕ3 52 72 85 100 0
2 ln |ϕ1|+ ϕ2 + eϕ3 92 100 1 0 0
3 ϕ2 · [ϕ1 + 1

ϕ3
] 100 55 32 91 82

4 sgn(ϕ2) 93 63 99 4 99
5 sgn(ϕ2) · ϕ3 93 85 90 38 100
6 sgn(ϕ2) · ϕ1 · ϕ3 100 100 100 100 100
7 ln |ϕ2 + ϕ3| 92 69 99 29 100
8 ln |ϕ2 · ϕ3| 90 83 100 14 56
9 ϕ3 · ln |ϕ2| 90 69 99 33 81

10 ϕ3
3 · ln |ϕ2| 90 81 93 56 41

11 ϕ3 · (ln |ϕ2|)3 90 77 41 10 14
12 |ϕ3| · eϕ2 97 90 96 100 61
13 ϕ3 · eϕ2 97 84 96 100 97
14 ϕ3 · eϕ2−0.03ϕ1 6 98 7 61 22
15 |ϕ1| 96 97 100 100 0

Average result 85.2 81.5 75.9 55.7 56.9

In this experiment the computation time for ANOVA is roughly one to two seconds for
each test, while the computation time for exhaustive search is about six to seven minutes
for each test (on an old computer).

4.7.2 Continuous-Level Input Signal

The results from the Monte Carlo simulations using the continuous-level input signal in
the almost noise free case (σ = 0.0001) are given in Table 4.16. Results from the same
kind of input signal, but with more measurement noise (σ = 1) are given in Table 4.17.
For ANOVA, the loss in performance compared with the case with fixed input levels is
not as great as was anticipated in view of the categorisation noise. The difference between
the ANOVA results with low measurement noise and high measurement noise is small,
except for test system number 1, where the SNR is affected badly by the measurement
noise. For many of the systems, the measurement noise is negligible compared to the
categorisation noise.

For the validation based exhaustive search, the results for test system number 1 and
15 are clearly affected by the change in noise variance, otherwise the number of correct
results are about the same regardless of the noise level. Comparing with the results for the
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Table 4.17: Percentage of correct selections from Monte Carlo simulations, with 800
input/output data with a continuous-level input signal, using σ = 1. 50 runs were
used for ANOVA and VB, while 100 runs were used for the three other methods. For
ANOVA, the uniformly distributed input data was divided into four equal intervals
and the significance level α = 0.01. The threshold for the Lipschitz method was set
to K = 0.7 and the threshold for the OLS method was 0.01.

% correct results
No. Function ANOVA VB Gamma Lipschitz OLS

1 ϕ1 − 0.03ϕ3 4 39 21 0 0
2 ln |ϕ1|+ ϕ2 + eϕ3 96 99 1 5 0
3 ϕ2 · [ϕ1 + 1

ϕ3
] 100 58 32 98 81

4 sgn(ϕ2) 92 58 41 0 60
5 sgn(ϕ2) · ϕ3 90 90 88 0 99
6 sgn(ϕ2) · ϕ1 · ϕ3 100 100 100 100 100
7 ln |ϕ2 + ϕ3| 98 87 78 0 95
8 ln |ϕ2 · ϕ3| 88 87 92 0 49
9 ϕ3 · ln |ϕ2| 90 85 96 0 77

10 ϕ3
3 · ln |ϕ2| 82 84 93 20 40

11 ϕ3 · (ln |ϕ2|)3 82 73 42 0 16
12 |ϕ3| · eϕ2 98 92 95 100 61
13 ϕ3 · eϕ2 98 85 95 100 97
14 ϕ3 · eϕ2−0.03ϕ1 2 99 7 86 22
15 |ϕ1| 90 52 25 0 0

Average result 80.1 79.2 60.4 33.9 53.1
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fixed-level input signal, we see that for functions where the singularity is dominant, like
the test systems number 3, 7, 8, 9 and 11 better results are given for a fixed-level input
signal which do not have values near the singularity. On the other hand, for functions
with rapidly growing derivatives like test systems 2, 10, 12, 13 and 14 the continuous-
level input signal gives better results.

The Gamma test and the Lipschitz method are sensitive to the amount of noise, which
shows in a degradation of correct results of 15.5% units for the Gamma test and 21.8%
units for the Lipschitz method. Almost the entire degradations are due to a tendency to
include too many regressors. The OLS results are more stable.

ANOVA is generally better than validation based exhaustive search on the test sys-
tems, except for test systems number 1 and 14, where the categorisation noise corrupts
ANOVA. The Gamma test performance is slightly worse than the ANOVA and VB results,
while the Lipschitz and OLS methods give quite bad results. The Lipschitz method miss
important regressors in about 10% of the cases while the Gamma test and OLS method
miss them in roughly 20% of the cases.

4.7.3 Correlated Input Signal

For the Monte Carlo simulations using the correlated input (4.3), measurement noise e(t)
with σ = 1 was added. The results for ANOVA are collected in two tables, where Ta-
ble 4.18 gives the total percentage of correct results for different amount of balance in
the data sets, and Table 4.19 gives the number of correct results depending on the low-
est number of data/cell for the completely balanced case. Since the results are presented
depending on the lowest number of data/cell, more Monte Carlo runs are needed to give
stable numbers. 150 realisations, which give 30 realisations for each included Nb,min,
give stable results.

The different columns in Table 4.18 correspond to how restrictive balancing is made.
The first column, labelled [n,∞] refer to the completely unbalanced case. Also the second
column ([n, 10n]) refer to a severely unbalanced dataset, where the maximum number of
data in a cell is 10 times the minimum number of data in a cell. Depending on how the
data points are categorised in the different realisations, between 0 and 500 data points are
discarded compared to the unbalanced case. Traversing from left to right in the table, the
data sets are more and more balanced. The column with the label [n, 3n] corresponds to
the case when, e.g., Miller (1997), thinks it is OK to use ANOVA without doing more
than mild modifications of the tests (see Section 3.5.2).

The ANOVA results are not very sensitive to the amount of measurement noise. It is
only when the noise variance is increased by a factor 104, σ = 100, that a too low signal-
to-noise ratio to get correct results is obtained. These results are obtained by adding
different noise sequences with varying variance to the function values obtained by using
one realisation of the input signal.

Comparing the result in Table 4.18 with previous results, see Table 4.17 on page 66,
we can see that the frequency of correct answers is comparable for ANOVA whether the
candidate regressors are correlated or not.

For test system number 1, it is obvious that it is important to use as many data as
possible to get good selection performance. For all the other test systems, discarding data
when balancing the data set does not influence the results very much. The division of the
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Table 4.18: Percentage of correct selections from Monte Carlo simulations, 150
runs. ANOVA was performed on input/output data, where the correlated input
data was generated by (4.3). σ = 1, α = 0.01, and N = 5000, but the number
of useful input/output data varies in each simulation. The labels of the form [n, kn]
refer to how and if the data set is balanced before analysis. n = Nb,min is the smallest
number of data in a cell (given by data) and kn the maximum number of data allowed
in a cell. The unbalanced case correspond to [n,∞] and the balanced to [n, n].

Range of no. of data/cell [n,∞] [n, 10n] [n, 5n] [n, 3n] [n, n]
No. of used data ≈ 1600 [1100, 1600] [620, 1490] [378, 1100] [128, 384]

No. Function % correct results
1 ϕ1 − 0.03ϕ3 16 19 11 9 3
2 ln |ϕ1|+ ϕ2 + eϕ3 95 95 97 95 89
3 ϕ2 · [ϕ1 + 1

ϕ3
] 91 91 93 94 92

4 sgn(ϕ2) 91 95 93 94 93
5 sgn(ϕ2) · ϕ3 95 94 96 97 96
6 sgn(ϕ2) · ϕ1 · ϕ3 100 100 100 100 100
7 ln |ϕ2 + ϕ3| 94 95 95 97 85
8 ln |ϕ2 · ϕ3| 95 97 94 97 96
9 ϕ3 · ln |ϕ2| 97 95 95 93 88

10 ϕ3
3 · ln |ϕ2| 90 87 92 89 83

11 ϕ3 · (ln |ϕ2|)3 93 91 91 87 72
12 |ϕ3| · eϕ2 99 97 97 96 82
13 ϕ3 · eϕ2 99 97 97 96 82
14 ϕ3 · eϕ2−0.03ϕ1 3 4 1 3 3
15 |ϕ1| 93 93 94 94 93

Average result 83.4 83.4 83.1 82.8 77.1
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Table 4.19: Percentage of correct selections. Here the results in the seventh data
column of Table 4.18 (the balanced designs) are divided according to the smallest
number of data/cell, Nb,min in the data sets. There are 30 Monte Carlo simulations
with 2 data/cell, 30 simulations with 3 data/cell and so on, up to 6 data/cell. A power
reduction is clearly visible when the number of data/cell decreases, especially for
test systems number 1, 2, 7, 11, 12 and 13.

No. of data/cell 6 5 4 3 2
No. of used data 384 320 256 192 128
No. Function

1 ϕ1 − 0.03ϕ3 6 4 2 2 2
2 ln |ϕ1|+ ϕ2 + eϕ3 98 96 96 88 66
3 ϕ2 · [ϕ1 + 1

ϕ3
] 92 96 98 100 74

4 sgn(ϕ2) 94 96 90 92 92
5 sgn(ϕ2) · ϕ3 92 100 100 92 94
6 sgn(ϕ2) · ϕ1 · ϕ3 100 100 100 100 100
7 ln |ϕ2 + ϕ3| 98 92 94 80 58
8 ln |ϕ2 · ϕ3| 100 96 94 92 98
9 ϕ3 · ln |ϕ2| 90 84 86 86 92

10 ϕ3
3 · ln |ϕ2| 82 84 90 80 82

11 ϕ3 · (ln |ϕ2|)3 84 70 74 70 66
12 |ϕ3| · eϕ2 98 86 96 76 54
13 ϕ3 · eϕ2 98 86 96 76 54
14 ϕ3 · eϕ2−0.03ϕ1 0 2 8 2 1
15 |ϕ1| 96 86 90 96 98

Average result 82 79 81 75 69
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Table 4.20: Percentage of correct selections from Monte Carlo simulations. The
correlated input data was generated by (4.3), using 5000 input/output data, and
e(t) has σ = 1. Validation based exhaustive search (VB) was performed on 50 reali-
sations, while the other methods were performed on 100 realisations. The threshold
for the Lipschitz method was 0.7 and for the OLS method 0.01.

No. Function % correct results
VB Gamma Lipschitz OLS

1 ϕ1 − 0.03ϕ3 78 29 0 0
2 ln |ϕ1|+ ϕ2 + eϕ3 0 0 0 100
3 ϕ2 · [ϕ1 + 1

ϕ3
] 66 30 100 19

4 sgn(ϕ2) 68 54 0 94
5 sgn(ϕ2) · ϕ3 76 100 0 80
6 sgn(ϕ2) · ϕ1 · ϕ3 100 100 100 100
7 ln |ϕ2 + ϕ3| 86 96 0 11
8 ln |ϕ2 · ϕ3| 82 100 0 92
9 ϕ3 · ln |ϕ2| 68 100 0 78

10 ϕ3
3 · ln |ϕ2| 66 98 2 93

11 ϕ3 · (ln |ϕ2|)3 50 65 0 89
12 |ϕ3| · eϕ2 82 81 94 0
13 ϕ3 · eϕ2 72 81 94 0
14 ϕ3 · eϕ2−0.03ϕ1 28 13 11 100
15 |ϕ1| 70 22 0 0

Average 66.1 64.6 26.7 57.1

results depending on the lowest cell count in the balanced case, see Table 4.19, shows that
there is a drop in power when the number of data/cell is below 3 for test systems number
1, 2, 7, 11, 12 and 13. This explains the worse results in the last column of Table 4.18.
Notice that the amount of used data in the column labelled [n, 3n] shows that it is only in
one or two cells that it is not possible to get 6 data points in the data sets with smallest
Nb,min. The results in Tables 4.18 and 4.19 give reason to recommend the following:
Discarding data for obtaining a balanced data set works satisfactorily. If Nb,min < 4, it is
better to allow for a mild unbalance, Nb,min < Nb < 3Nb,min, than using a completely
balanced data set for ANOVA.

The validation based exhaustive search is negatively affected by correlated regressors.
Even though the number of estimation data is six times larger compared to the (indepen-
dent) continuous-level signal, the regressor selection performance is worse. In Table 4.20
we see that the results for all test systems, except test system number 1, are worse than in
Table 4.17. For test system number 1, it is important with many estimation data, which
we also saw in the results in Table 4.18. Still, the performance of the validation based
exhaustive search beats the performance of the other methods included in Table 4.20, but
is very computationally demanding compared to them and ANOVA. VB takes about 10
to 15 minutes to run for each data set of length 5000, while ANOVA and the Gamma
test takes a second each. The OLS method is finished in 1/20 second while the Lipschitz
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quotient takes about 30 seconds.
The results for the Gamma test in Table 4.20 benefit from the larger number of data

compared to Section 4.7.2, except for test systems number 12 and 13 where the correlation
between the regressors seem to matter more than the amount of data. The Lipschitz
method does not handle correlated regressors well and selects correct regressors in less
than 1/3 of the cases. The difference from the continuous-level input signal with a high
noise level is small. The OLS method seems a bit erratic when correlation is introduced.
For test systems number 2, 4, 8, 11 and 14 the results are much better using the correlated
signal and for test systems number 3, 5, 7, 10, 12 and 13 much worse. On average, the
performance is about the same.

4.8 Conclusions

It is possible to get good ANOVA results from input/output data with all the tested input
signals. ANOVA is not sensitive to the variance of the normally distributed measurement
noise, but to the size of the noise term with non-normal characteristics, introduced by the
categorisation of the continuous-level input signal. The necessary categorisation some-
times lead to a more complicated analysis, but often with good results. The two main
problems are the reduction of the signal to noise ratio and unequal variances in the cells.
Both these problems can be dealt with only using the data set and assumption checks,
without knowing anything about the true system. The first problem can be counteracted
by a finer interval grid for the categorisation, in combination with more data and/or more
control over the input signal with less variation around fixed input levels. The second
problem is most pronounced when the functional relationship between input and output
features discontinuities, e.g., function 4, or large changes of the derivate, e.g., test sys-
tem number 2. This problem can be counteracted by excluding the cells with the largest
within-cell standard deviation, e.g., the cells including the discontinuity. Most problem-
atic are functions with high interaction degree and large differences between the size of
the contributions from different regressors. For such functions, ANOVA miss the small
contributions. This might not pose a large problem, since the small contributions might
not enhance the fit of a model by very much anyway.

The ANOVA results of the correlated input give us no reason to be extra cautious
when a correlated input signal is used in the identification experiment, provided that all
cells in the design are covered by observations. In severely unbalanced cases it can be
a good idea to discard data towards a more balanced design. When the input signal is
strongly correlated it can be hard to group the data such that no empty cells occur.

Despite the above mentioned problems, ANOVA shows better and more homogeneous
results than validation based exhaustive search, the Gamma test, the Lipschitz method
and the OLS method. The Lipschitz method has shown very bad results in the noisy data
sets and is not recommended. The validation based exhaustive search was sensitive to
correlated regressors and the Gamma test was sensitive to noise. The OLS method shows
mediocre results, but seems less sensitive to noise variations than the Gamma test and the
Lipschitz method.
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5
Practical Considerations with the Use

of ANOVA

In this chapter we discuss some practical considerations, that arise when ANOVA is used.

• First, there are several variants of ANOVA available. Which one should be used for
nonlinear system identification?

• Regarding categorisation,i.e., to quantise a continuous regressor to discrete levels,
which are the hard cases? What can be done about them? What are the possibilities?

• What should be done when the data set is not sufficient to apply ANOVA to the
number of candidate regressors that are interesting to test, and one has to test only
a subset of them at a time?

• Should the data set be balanced? What happens for a simple linear model order
selection using validation data?

• Finally, we describe how the residuals from a linear model can be analysed with
ANOVA to make it possible to distinguish between candidate regressors that only
affect the output linearly and candidate regressors that affect the output through a
nonlinear relation.

5.1 Which Variant of ANOVA Should be Used?

The fixed and random effects variants of ANOVA were described in Sections 3.2 and 3.3
respectively. In this section the basis for the choice between them is considered.

If a variable should be seen as fixed or random depends on what conclusions are to be
drawn from the analysis. If the conclusions only concern the factor levels studied in the
analysis, the variable associated with the factor can be seen as fixed. If the conclusions
are to be generalised to more levels of the factor (e.g., a continuous variable), the variable
should be interpreted as random.

73



74 Practical considerations

In system identification, input signals should most of the time be viewed as contin-
uous. This should call for a random effects model. When using a random number gen-
erator, though, it is hard to get a signal that can be divided into intervals such that all
cells in an experiment design are covered by equally many data. The unbalanced design
gives some drawbacks when using the random effects model, drawbacks that are poorly
investigated (Miller, 1997). To give a better motivation why we instead choose to work
with the fixed effects model, some pros and cons for the different models are listed below.

Fixed Effects Model

The fixed effects model is (3.13) with the assumption that the parameters are unknown
but fixed.
Pros

• The F-tests are relatively simple to derive and use.

• Non-normality of the error component does not have a considerable effect on the
significance level of the F-tests.

• Unbalanced designs can be treated quite well, but they are sensitive to outliers.

Cons

• It is not possible to use any information on how the null hypotheses might be false
to enhance the tests.

• Non-normality can reduce the power of the tests.

• Categorisation of continuous-level input is needed.

Random Effects Model

The random effects model is (3.13) with the assumption that the parameters belong to the
normal distribution with mean zero.
Pros

• The results from the analysis are suited for generalisation over the entire range of
the continuous variable.

• Power calculations are easier to perform for the random effects model, since the
test variables always follow a central F-distribution, even when the null hypothesis
is false.

Cons

• It is hard to handle unbalanced designs. Miller (1997) calls it a “horror story”.

• No work has been done on what happens if the measurement noise e(t) is not
independent, but is serially correlated. If not all necessary regressors are included
in the same ANOVA test, this is what happens with time series data. This means
that we have absolutely no idea if we can or cannot trust the results from an analysis
of real measurement (not simulated) data.
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• If the variance σAB 6= 0, the tests for the interaction effects are very sensitive
to deviations from the normality assumption of both the specific effects (that the
parameters θk1,...,kl;jk1 ,...,jkl

do not belong to normal distributions) and the error
component ε((j1, . . . , jl), p). If we have lots of data, the tests for the main effects
might still be robust. When applying the analysis to nonlinear systems, we can
surely count on getting non-normal effects. This will probably be a problem.

• Categorisation of continuous-level input is needed.

How easy or hard it is to implement the tests is beside the point here, because there
are lots of commercial software that can perform all kinds of ANOVA imaginable. It is
more important to know if and why the results are to be trusted.

The purpose of using ANOVA in nonlinear system identification is to get advise on the
model structure. The approximation done when categorising data can be quite rough, but
this approximation is needed both for the fixed and random effects variants of ANOVA.
The most important consideration is that the random effects ANOVA is sensitive to devi-
ations from the normality assumptions. For nonlinear systems with categorisation noise
we can be sure to encounter such deviations. It is important to remember that the locally
constant model (3.13) used in the fixed effects ANOVA is not very well suited for gener-
alisation. Since we do not intend to use that model as a prediction model we do not need
to be overly concerned about this. So, in the following, the fixed effects ANOVA will be
used.

5.2 Categorisation

One of the largest practical problems one encounters with the use of ANOVA is that
the candidate regressors have to be categorised into an axis-orthogonal grid (see e.g.,
Figure 8.1). How should that be done? We will examine the categorisation of some
different cases with varying difficulties.

5.2.1 Independent Regressors

By dividing the range of a candidate regressor, formed from a uniformly distributed ran-
dom signal, into three or four equal intervals, each associated with one category, it is
possible to get an approximately even number of data/cell for the ANOVA design, see
Figure 5.1a. The categorisation can be done for each candidate regressor separately since
the candidate regressors are independent. In the case where the candidate regressor is
formed from a random signal with a normal distribution, the intervals must have unequal
length to give an even number of data/cell. This is visible in Figure 5.1b, where the cells
in the centre have more data than the cells in the corners.

5.2.2 Correlated Regressors

Correlated regressors occur when several regressors are formed from an autocorrelated
input signal or from the output signal of an autoregressive process, Equation (1.9). Most
categorisations then lead to unequal number of data/cell, often varying a factor 10 or more,
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Uniform distribution

u(t)

u(
t−

1)

(a) Independent regressors with uniform
distribution, 1000 data.

Normal distribution

u(t)

u(
t−

1)
(b) Independent regressors with normal
distribution. 1000 data.

Figure 5.1: Examples on categorisations of random input signals. The lines give
limits for the different categories.

Figure 5.2: The entire range for a correlated signal divided into intervals with almost
equal numbers of data. The categorisation still leads to unequal cell counts. u(t) is
plotted against u(t− 1) for 1000 data.
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(a) Hénon map (defined in Section 6.2.8).
y(t) plotted against y(t− 1) for 3000 data.
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(b) Hénon map. y(t) plotted against y(t −
2) for 3000 data.

Figure 5.3: This is an example of an autoregressive process with strong correlation
between the time lags y(t) and y(t − 2), but small correlation between y(t) and
y(t − 1). It is hard to make a grid with more than two intervals for each regressor
without getting any empty cells.

see Figure 5.2. How large this effect is depends on the correlation between the different
regressors. One hard example is the Hénon map in Figure 5.3 (defined in Section 6.2.8).
The unbalanced design affects ANOVA badly. If a choice of input signal is possible,
heavily correlated ones are not to be preferred.

5.2.3 Shrunken Range

One solution to the problem is to work with a shrunken range (Chen and Tsay, 1993),
that is, only consider data inside a closed cube of the same dimension as the number of
factors analysed, see Figure 5.4. The numbers of data in each cell are still not equal, but
the unbalance is not as severe as before. The intervals, (ai, ai+1) for i = 0, . . . , (m− 1),
are constructed as follows:

ai = umin + (1− δ)(ymax − ymin) + iδ(ymax − ymin)/m, (5.1)

where δ ∈ (0, 1) is the shrinking factor. This partitions the shrunken range δ(ymin, ymax)
into m equal intervals. The method with the shrunken range might consume large num-
bers of data depending on the autocorrelation of the signal.

5.2.4 Nearest Neighbours

Another possibility is to consider all candidate regressors simultaneously when determin-
ing the categorisation. It is still necessary to decide a grid to define the categories, but
instead of determining intervals to use for categorisation, one could select the k nearest
neighbours to the grid points. This makes it easier to adapt the categorisation in cases
where a few cells have only a few data points. Then the nearest neighbour to the grid
points lie further away in those cells. This method of categorisation will give equal num-
ber of data in all cells. One hazard with using a nearest neighbour categorisation in a
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(a) Shrinking factor δ = 0.5. u(t) plotted
against u(t− 1) for 1000 data.

u(t)

u(
t−
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(b) Shrinking factor δ = 0.3. u(t) plotted
against u(t− 1) for 1000 data.

Figure 5.4: In these plots the data set from Figure 5.2 is categorised according to
the shrunken range method.

data set with strong correlation between the candidate regressors is that in some cells the
neighbours are close and get low categorisation noise, while in other cells they are far
apart and get high categorisation noise. Then the basic assumption (for ANOVA) of equal
variance in all cells is violated.

5.2.5 Discarding Data

One way to get around the problems with uneven number of data/cell could be to pick out
just a few data in each cell. Then it would be possible to choose the number of data in
the cells so that the design gets balanced. If the data included in the analysis are picked at
random from all the data in the same cell, this procedure would get close to the experiment
design usually associated with ANOVA. The procedure would be as follows:

1. Choose what regressors should be included in the analysis, i.e., considered for in-
clusion in the process model. These are the candidate regressors.

2. Categorise the data into cells b (see (3.12)) and let Nb denote the corresponding
number of data belonging to the cell.

3. Let the smallest number of data/cell be denoted minbNb = n.

4. Pick n data at random from each cell and perform the ANOVA on these data.

As we saw in Section 4.7.3, a perfectly balanced design is not always best. When the
signal to noise ratio is low, it can be preferable to allow for a mild unbalance, e.g., with a
factor 3 to 5. Then min(3n,Nb) to min(5n,Nb) data should be selected from each cell
instead of n data.
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5.3 How Many Regressors Can be Tested?

The number of candidate regressors that can be tested depends partly on the available
data. For uncorrelated regressors, more regressors can be tested at the same time than
for correlated regressors. The reason is that the data reflects the correlation and makes
it impossible to obtain a categorisation without empty cells for regressors with strong
correlation. From a statistical point of view, this limits the possible tests, since all possible
regressors should be included in the test at the same time. It seems that this restriction is
not strictly necessary to get useful insights of the structure of the data. A feasible way to
extract as much information as possible from available data is as follows:

5.3.1 Manual Tests

Categorise the data, such that as many regressors as possible can enter the ANOVA test
at the same time. If nonlinear systems are considered, at least three categories for each
regressor are needed to cover most types of nonlinearities. Perform a test including as
many candidate regressors as possible. Start with the ones assumed most likely to explain
the output signal or use a systematic scheme. The result will be that some regressors show
significant effect and others do not. Discard the regressors that did not influence the output
and keep the ones that did. Now the discarded regressors can be replaced by yet untested
ones and a new test performed. The same procedure can be repeated until all possible
regressors are tested or until all the regressors in the same test show significant effects. If
the candidate regressors are uncorrelated, it should be feasible to restart the testing with
only untested regressors in the test and keep on until all candidate regressors are covered
by tests. The regressors with significant effects from earlier tests are of course kept in
mind. Example 5.1 illustrates this procedure. Interaction effects between regressors tested
in different tests unfortunately cannot be considered in this scheme. Another drawback is
that if the regressors are correlated, spurious ones can show significant effect if they are
correlated with a contributing regressor tested in a separate test. In this manner, at least
the main effects from a large number of possible regressors can be tested, and interaction
effects to a limited extent. Potential problems are that the results may include spurious
regressors and significant interaction effects of higher order can be missed.

A more structured and effective way to test many candidate regressors is TILIA, which
will be treated in Chapter 6.

Example 5.1: Testing procedure
Consider data from a system with the following structure:

y(t) = g1
(
u(t), u(t− 6)

)
+ g2

(
u(t− 1)

)
+ g3

(
u(t− 5)

)
+ e(t). (5.2)

Suppose that a categorisation with three categories for u, allowing tests with three regres-
sors at a time, has been done. Assume that the regressors {u(t), u(t − 1) . . . u(t − 10)}
are considered as possible regressors, that is, the model

y(t) = g
(
u(t), u(t− 1), . . . , u(t− 10)

)
+ e(t) (5.3)

is considered. In test 1, u(t), u(t−1) and u(t−2) are included. No interaction effects are
found and u(t) and u(t − 1) show significant main effects. For test 2, u(t) and u(t − 1)



80 Practical considerations

are kept and u(t − 2) discarded. In test 2, u(t), u(t − 1) and u(t − 3) are included. As
before, only main effects from u(t) and u(t− 1) are significant, so u(t− 3) is discarded.
In test 3, u(t), u(t− 1) and u(t− 4) are included. The result is that u(t− 4) is discarded.
In test 4, u(t), u(t− 1) and u(t− 5) are included. All show significant main effects, but
no interaction effects are found. Since it is no longer possible to discard regressors, next
test includes only yet untested regressors. Let u(t− 6), u(t− 7) and u(t− 8) be included
in test 5. Only u(t − 6) shows a significant main effect, so u(t − 7) and u(t − 8) are
discarded. In test 6, u(t − 6), u(t − 9) and u(t − 10) are included, with the result that
only u(t− 6) is kept. This means that the model, which has been tested, is

y(t) =g1
(
u(t), u(t− 1), u(t− 2)

)
+ g2

(
u(t), u(t− 1), u(t− 3)

)
+ g3

(
u(t), u(t− 1), u(t− 4)

)
+ g4

(
u(t), u(t− 1), u(t− 5)

)
+ g5

(
u(t− 6), u(t− 7), u(t− 8)

)
+ g6

(
u(t− 6), u(t− 9), u(t− 10)

)
+ e(t).

(5.4)

Note that most of the possible interaction effects cannot be tested due to the low number
of regressors in each test and that this search scheme does not even consider all three-
factor interactions, which of course could be done. The resulting model, selected in the
manual ANOVA tests, is

y(t) = g1
(
u(t)

)
+ g2

(
u(t− 1)

)
+ g3

(
u(t− 5)

)
+ g4

(
u(t− 6)

)
+ e(t), (5.5)

since no interaction effects between u(t−6) and the other significant regressors have been
tested. This can be done with two tests including u(t), u(t − 1) and u(t − 6) in the first
and at least u(t− 5) and u(t− 6) in the second. If for some reason these complementary
tests are not done, the model structure

y(t) = g1
(
u(t), u(t−6)

)
+g2

(
u(t−1), u(t−6)

)
+g3

(
u(t−5), u(t−6)

)
+e(t) (5.6)

can be considered for further model building.

5.3.2 Linear Systems and Time Delays

If only linear systems are considered, some simplifications can be done to the ANOVA
tests. A linear system is a subgroup of the additive systems, see (1.3). This means that
no interaction effects need to be considered. A complete testing can be done with only
one data point in each cell and it is not necessary to have more than two categories for
each regressor, which means that the minimum amount of data needed for the analysis
is 2k, where k is the number of regressors. More data gives better power for the tests.
For example, a binary input signal can be used. If the signal covers most frequencies it
should also be informative enough to enable tests with many regressors at the same time.
To test for time delays Td larger than kT , several ANOVA tests using different testing
“windows” can be used. For example, start with testing {u(t), . . . , u

(
t + (k − 1)T

)
},

then {u(t+ T ), . . . , u(t+ kT )} and so on until the significant regressors are found.
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5.4 Balancing Data – An Example

In this section we will perform the computations of a simple example to show how the
balance of the data in the regressor space affects the model structure selection.

The example is a simple pulse response of a linear model with two parameters. The
choice to be made is between a model with one parameter and a model with two param-
eters (the true order). The model’s prediction ability on validation data will be used as
selection criterion. When the number of data increases, the variability of the data set de-
creases. This can also be interpreted as that the balance of the data set decreases or that
the correlation between the regressors increases. This affects the parameter estimates for
the two models in different ways, and thereby also the model structure selection.

5.4.1 Estimation

Assume that the data is measured from a system given by

y(t) = u(t) + u(t− T ) + e(t), (5.7)

where y(t) is the output signal, T is the sampling period, and e(t) is independent and
identically distributed Gaussian noise with zero mean and variance σ2

e . The input signal,
u(t), to the system is a unit pulse, which gives

u(t) = [0 0 1 . . . 1 0]. (5.8)

The length of u(t) is denoted by Ne ≥ 5. Assume that u(0) = 0. Note that when Ne
is increasing, u(t) is filled with ones, so the variability in the input signal decreases. A
validation data set of length Nz ≥ 5 is given by

yv(t) = v(t) + v(t− T ) + z(t), (5.9)

where z(t) has the same characteristics as e(t) and v(t) has the same properties as u(t).
When Ne = 5 (or Nz = 5) the data set is balanced, that is, all value combinations of the
regressors are present an equal number of times. The input sequence is 0 0 1 1 0], which
gives one replicate of the four regressor value combinations [0 0], [0 1], 1 1] and [1 0].
Two different predictor models are given by model 1,

ŷ1 =θ11u(t) + θ12u(t− T ) =
[
θ11 θ12

] [ϕ1(t)
ϕ2(t)

]
= θ1ϕ(t), (5.10)

and model 2,

ŷ2 =θ2u(t) = θT2 ϕ1(t). (5.11)

The parameters θi are estimated by a least squares estimate;

θ̂1 =
( 1
Ne

Ne∑
t=1

ϕT (t)ϕ(t)
)−1( 1

Ne

Ne∑
t=1

ϕT (t)y(t)
)
, (5.12)
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and

θ̂2 =
( 1
Ne

Ne∑
t=1

ϕT1 (t)ϕ1(t)
)−1( 1

Ne

Ne∑
t=1

ϕT1 (t)y(t)
)
. (5.13)

This gives that

θ̂1 =
1

2Ne − 7

[
Ne − 3 −(Ne − 4)

−(Ne − 4) Ne − 3

][
2Ne − 7 +

∑Ne

t=4 e(t)
2Ne − 7 +

∑Ne−1
t=3 e(t)

]

=
[
1
1

]
+

1
2Ne − 7

[
−(Ne − 4)e(3) + (Ne − 3)e(Ne) +

∑Ne−1
t=4 e(t)

(Ne − 3)e(3)− (Ne − 4)e(Ne) +
∑Ne−1
t=4 e(t)

]
,

(5.14)

and

θ̂2 =
1

Ne − 3

(
2Ne − 7 +

Ne−1∑
t=3

e(t)
)

=2− 1
Ne − 3

+
1

Ne − 3

Ne−1∑
t=3

e(t).

(5.15)

The characteristics of e(t) gives that the parameter estimates belong to the normal distri-
bution with the expected value

E

θ̂11θ̂12
θ̂2

 =

 1
1

2− 1
Ne−3

 , (5.16)

and the variance

Var

θ̂11θ̂12
θ̂2

 =
σ2

2

 1 −1 0
−1 1 0
0 0 0

+
σ2

2(2Ne − 7)

1 1 0
1 1 0
0 0 0


+

σ2

Ne − 3

0 0 0
0 0 1
0 1 1

 .
(5.17)

The variance of the parameters in model 1 has a constant part and a part that decreases
with increasing Ne. The variance of the biased parameter in model 2 decreases with
increasing Ne. Now, let θ =

[
θ11 θ12 θ2

]T
. More generally, and in a compact form,

the parameter estimates can be written as

θ̂ = µθ +Kϕϕ
T e =


(ϕ

Tϕ
Ne

)−1 1
Ne
ϕT
(
ϕ

[
1
1

]
+ e

)
(

[1 0]ϕ
Tϕ
Ne

[
1
0

])−1

1
Ne

[1 0]ϕT
(
ϕ

[
1
1

]
+ e

)
 , (5.18)
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where µθ = 1 + [0 0 Ru(1)
Ru(0) ]

T , and

Kϕ =
1
Ne


Ru(0)

R2
u(0)−R2

u(1)
−Ru(1)

R2
u(0)−R2

u(1)
−Ru(1)

R2
u(0)−R2

u(1)
Ru(0)

R2
u(0)−R2

u(1)
1

Ru(0) 0

 . (5.19)

Here

ϕ =

 u(1) u(0)
...

...
u(Ne) u(Ne − 1)

 , (5.20)

with
ϕTϕ

Ne
=
[
Ru(0) Ru(1)
Ru(1) Ru(0)

]
, (5.21)

and e = [e(1) . . . e(Ne)].

5.4.2 Validation

To compare and choose between different models a validation data set is used. A common
measure that corresponds to the ability to reconstruct data from the input is the fit:

Fit = 100
(
1− ‖yv − ŷ‖2

‖yv − ȳv‖2

)
, (5.22)

where yv is the output of the validation data, ŷ is the predicted (or simulated) output
of the validation data and ȳv is the mean value of yv . The value 100 means a perfect
reconstruction. A negative value means that it is better to use the mean value than the
model for prediction (simulation).

We are interested in how often the correct model structure (model 1) give a better fit
than model 2 on the validation data. A positive value of

fit1 − fit2 = 100
‖yv − ŷ2‖2 − ‖yv − ŷ1‖2

‖yv − ȳv‖2
, (5.23)

means that model 1 is the better model. Another measure which gives the same choice
between models, but has a simpler distribution, is

q =
1
Nz

(‖yv − ŷ1‖22 − ‖yv − ŷ2‖22). (5.24)

This measure corresponds to the difference in variance of the residuals on validation data.
Here a negative value of q means that model 1 has the smallest variance and describes the
validation data best. For this measure, the distribution can be expressed in a compact (but
complicated) way. The batched validation data is given by

ψ =

 v(1) v(0)
...

...
v(Nz) v(Nz − 1)

 , (5.25)
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and z = [z(1) . . . z(Nz)]T . Then q can be written as a quadratic form,

q =
1
Nz

∥∥∥ψ [1
1

]
+ z − ψ

[
1 0 0
0 1 0

]
(µθ +Kϕϕ

T e)
∥∥∥2

2

− 1
Nz

∥∥∥ψ [1
1

]
+ z − ψ

[
0 0 1
0 0 0

]
(µθ +Kϕϕ

T e)
∥∥∥2

2

=− 2[1 1]
ψTψ

Nz
A(µθ +Kϕϕ

T e)− 2
Nz

zTψA(µθ +Kϕϕ
T e)

+ (µθ +Kϕϕ
T e)T

Kψ

Nz
(µθ +Kϕϕ

T e)

=− 2[1 1]
ψTψ

Nz
Aµθ + µTθ

Kψ

Nz
µθ

− 2
Nz

[
[1 1]ψTψAKϕ − µTθKψKϕ µTθ A

T
] [ϕT e
ψT z

]
+

1
Nz

[eTϕ zTψ]
[
KT
ϕKψKϕ −KT

ϕA
T

−AKϕ 0

] [
ϕT e

ψT z

]
, (5.26)

with

Kψ =

1 0
0 1
0 0

ψTψ [1 0 0
0 1 0

]
−

0 0
0 0
1 0

ψTψ [0 0 1
0 0 0

]
(5.27)

and

A =
[
1 0 −1
0 1 0

]
. (5.28)

Since e and z are independent and Gaussian with mean zero and variance σ2
e and σ2

z ,
respectively, the vector [eTϕ zTψ]T has mean value zero and variance

V =
[
σ2
eϕ

Tϕ 0
0 σ2

zψ
Tψ

]
. (5.29)

According to Khatri (1980), the quadratic form q = xTMx + 2lTx + c, x ∼ N(0, V )
has the following first and second order moments:

E(q) = trace(MV ) + c, (5.30)

and
V ar(q) = 2trace(MV )2 + 4lTV l. (5.31)

A closed form description of the probability density function is very cumbersome to find,
so more detailed information about the distribution is found by using a random number
generator to give values of e and z and (5.26) to compute q. With many samples, this
gives a representation of the density function. In this case, the first term of (5.30) is given
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by

1
Nz

trace
([
KT
ϕKψKϕ −KT

ϕA
T

−AKϕ 0

] [
σ2
eϕ

Tϕ 0
0 σ2

zψ
Tψ

])
=

1
Nz

trace
[
σ2
eK

T
ϕKψKϕϕ

Tϕ −σ2
zK

T
ϕA

TψTψ

−σ2
eAKϕϕ

Tϕ 0

]
=
σ2
e

Nz
trace

(
KT
ϕKψKϕϕ

Tϕ
)

=σ2
e trace

(
1
Ne

(ϕTϕ
Ne

)−1ψTψ

Nz
− 1
Ne

(
[1 0]

ϕTϕ

Ne

[
1
0

])−1

[1 0]
ψTψ

Nz

[
1
0

]
·

·
(
[1 0]

ϕTϕ

Ne

[
1
0

])−1
[
1 0
0 0

]
ϕTϕ

Ne

)
=
σ2
e

Ne

2
(
Ru(0)Rv(0)−Ru(1)Rv(1)

)
R2
u(0)−R2

u(1)
− σ2

e

Ne

Rv(0)
Ru(0)

. (5.32)

The constant term c is given by

c = −2[1 1]
ψTψ

Nz
Aµθ + µTθ

Kψ

Nz
µθ =

2Ru(1)Rv(1)
Ru(0)

−Rv(0)
(
1 +

R2
u(1)

R2
u(0)

)
. (5.33)

If we use that Ru(1) = ρuRu(0) and Rv(1) = ρvRv(0) we get the general expression
for the expected value

E(q) = Rv(0)(1 + ρ2
u − 2ρuρv)

(
σ2
e

NeRu(0)(1− ρ2
u)
− 1
)
, (5.34)

where the first two factors are positive. The second term has its minimum when the
absolute value of ρu = ρv is 1. The maximum occurs when ρu and ρv have opposite
signs and have absolute values 1. For the structure selection it is important with a good
signal to noise ratio and that the input signal for the estimation data is as white as possible
(ρu small). To compute the variance,

lTV l =
σ2
eR

2
v(0)(ρu − ρv)2

NeRu(0)
+
σ2
zRv(0)(ρ2

u + 1− 2ρuρv)
Nz

(5.35)

is needed. Then we get

Var(q) =
σ4
eR

2
v(0)(ρ2

u + 1− 2ρuρv)2

N2
eR

2
u(0)(1− ρ2

u)2
+

4σ2
eR

2
v(0)(ρu − ρv)2

NeRu(0)

+
4σ2

zRv(0)(ρ2
u + 1− 2ρuρv)
Nz

(5.36)

in the general case. The variance is minimised when ρu = ρv .
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For the pulse input signals u(t) and v(t) the correlations are

Ru(0) = 1− 3
Ne

, (5.37)

Ru(1) = 1− 4
Ne

=
Ne − 4
Ne − 3

Ru(0), (5.38)

Rv(0) = 1− 3
Nz

, (5.39)

Rv(1) = 1− 4
Nz

=
Nz − 4
Nz − 3

Rv(0), (5.40)

which gives that (5.30) equals

E(q) =
Nz − 3 + 2(Ne − 3)(Ne − 4)

Nz(Ne − 3)2

(
σ2
e(Ne − 3)
2Ne − 7

− 1
)
, (5.41)

and (5.31) equals

Var(q) =
2σ4

e

(
Nz − 3 + 2(Ne − 3)(Ne − 4)

)2
N2
z (Ne − 3)2(2Ne − 7)2

+
4σ2

e(Ne −Nz)2

N2
z (Ne − 3)3

+
4σ2

z

(
Nz − 3 + 2(Ne − 3)(Ne − 4)

)
N2
z (Ne − 3)2

. (5.42)

5.4.3 Probability of Erroneous Decisions

We are interested in how balancing data effects the number of erroneous model structures
found. This can be computed by integrating the probability density function of q from 0
to ∞, since a positive q means that the too small model (5.11) wins the test on validation
data. Since we do not have a closed form of the probability density function, we compute
the integral by drawing samples from the normal distribution for e and z and computing q
using (5.26) and counting the frequency of q > 0. Results with σe and σv varying in the
range [0.1, 2] are given in Figures 5.5a through 5.5e. A typical histogram for q for given
Ne, Nz , σe and σv is given in Figure 5.5f.

5.4.4 Should the Data Set be Balanced?

From (5.34) it is not possible to give a clearcut answer on the question: Is it good or bad
to balance the data? A balanced data set can be obtained from a larger unbalanced data
set by discarding data as in Section 5.2.5. In (5.41) it is a bit easier to answer the question.
When Ne → ∞, E(q) → σ2

e − 1, while it is Nz+1
Nz

( 2σ2
e

3 − 1) for Ne = 5 (a completely
balanced data set). In this case, balancing the data affectsE(q) in a good way. The sign of
E(q) will not be made positive by balancing data, but it is possible to get a better margin
to zero by using the most informative data if E(q) is negative.

The variance of q plays a great part though. The probability of an erroneous model
choice is lower for many estimation data than for few at the intermediate noise levels,
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Figure 5.5: Probability of erroneous model choice based on validation data fit as
function of the number of estimation data from pulse input, Ne and the number of
validation data, Nz .
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while it seems independent of Ne at low and high noise levels. It seems to be always
beneficial or equally good to use balanced validation data. From the general expressions
(5.34) and (5.36) we see that as long as the validation data set and the estimation data
set are similar, it does not seem to be any problems to balance data, which means that
the result of the structure selection is comparable even when many data points have been
discarded to obtain a balanced design (ρu = ρv = 0).

In this example, the variance of the parameter estimates for the two models, behave
differently when the number of estimation data grows. The two-parameter model has a
constant part in the variance expression, while the variance of the one-parameter model
tends to zero. A model selection based on that the confidence intervals for the parameter
estimates should not include zero, would give bad results if based on many estimation
data.

So, these calculations do not show that it is always good to balance data. They show
that sometimes the results from model structure selection, are equally good if based on a
few balanced data as if based on many non-informative data. It is more important that the
validation data is informative (approximately balanced) than that the estimation data is
informative. This means that the procedure of discarding excess data to obtain a balanced
design for ANOVA could be a good choice, but also that it might be better to strive for
an approximately balanced design including more data, than a perfectly balanced design
including less data.

5.5 ANOVA After Linear Model Estimation

The aim of this section is to quantify the difference between two different ways to use
ANOVA as a tool for nonlinear system identification.

In general, system identification is guided by the available data. Simple things are
tried first; Is a linear model sufficient to describe the data? To invalidate a linear model,
the residuals are examined with whiteness tests and the fit of the model on validation
data is used to form an opinion of how good the model is. Thus, a linear model is often
available, or easily computed.

As we have seen in Chapter 4, ANOVA can be used for finding proper regressors
and model structure for a nonlinear model by fitting a local constant model (3.13) to the
response surface of the data. A clever parameterisation of a local constant model makes
it possible to perform hypothesis tests in a balanced and computationally very effective
way. Let

y(t) = g
(
u(t), u(t− T ), . . . , u(t− kT )

)
+ e(t)

= θT1 ϕ1(t) + g2
(
ϕ2(t)

)
+ e(t)

be a general nonlinear finite impulse response model with input u(t) and output y(t),
sampled with sampling time T . Let ϕ1(t) be a vector containing the regressors that affect
the output linearly (with parameters θ1) and ϕ2(t) the regressors that affect y(t) nonlin-
early through the function g2(·). Three main questions can be answered by both running
ANOVA directly on identification data and running ANOVA on the residuals from a linear
model:
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• Should the regressor u(t − kiT ) be included in the model at all, and should it be
included in ϕ1(t) or ϕ2(t)?

• What interaction pattern is present? Can g(·) be divided into additive parts contain-
ing only subsets of the regressors? What subsets?

• Are there nonlinear effects in the residuals from a linear model?

There are much to be gained by the division into a linear and a nonlinear subset of the
regressors instead of assuming a full nonlinear model. The complexity of any black-box
type of model depends heavily on the size of ϕ2(t).

An idealised case is examined to quantify the difference between running ANOVA
directly on identification data and first estimate an affine (linear with constant offset)
model and then running ANOVA on its residuals. The input signal is chosen to keep
computations simple, while being sufficiently exciting to make a nonlinear black-box
identification possible.

The structure of the section is as follows: First, the true data model is stated. In
Section 5.5.2, the linear model is estimated and the residuals are formed. In Section 5.5.3,
ANOVA is run directly on the estimation data, and in Section 5.5.4 ANOVA is run on the
residuals from the linear model. Section 5.5.5 explores the differences between the two
approaches and give examples. The conclusions are made in Section 5.5.6.

5.5.1 True Data Model

The system is a nonlinear finite impulse response model:

y(t) = g
(
u(t), u(t− T )

)
+ e(t), (5.43)

where e(t) ∼ N(0, σ2) is independent identically distributed Gaussian noise with mean
zero and variance σ2. The input signal u(t) is a pseudo-random multi-level signal with
mean zero, in which each level combination of u(t) and u(t − T ) occurs equally many
times. The last condition defines a balanced dataset and will give independence between
sums of squares. This type of signal can be given a nearly white spectra, see Godfrey
(1993). The number of levels the signal assumes is m and the levels are denoted ui,
where i = 1, . . . ,m. An integer number, n, of periods from the input/output data are
collected and the data denoted ZN (N = np, where p is the length of the period). g(·) is
a function of two variables.

The results extend to more regressors, but since the transparency of the equations is
better for two regressors, that is what is considered below.

5.5.2 Estimation of the Affine Model

A linear FIR model with an extra parameter for the mean level of the signal,

ŷ(t) = âu(t) + b̂u(t− T ) + ĉ

=
[
â b̂ ĉ

] u(t)
u(t− T )

1

 = θ̂Tϕ(t),
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is estimated using linear least squares. The loss function

VN (θ,ZN ) =
1
N

N∑
t=1

1
2
(y(t)− ŷ(t))2,

is minimised by the estimate

θ̂LSN =
[
â b̂ ĉ

]T
= arg min

θ
VN (θ,ZN )

=
[ 1
N

N∑
t=1

ϕ(t)ϕT (t)
]−1 1

N

N∑
t=1

ϕ(t)y(t).

For the pseudo-random multi-level input signal we have that:

1
N

N∑
t=1

u(t) = 0,
1
N

N∑
t=1

u(t− T ) = 0, (5.44)

1
N

N∑
t=1

u(t)u(t− T ) = 0, (5.45)

and

1
N

N∑
t=1

u2(t) =
1
m

m∑
i=1

u2
i = Ru.

If assumption (5.45) is not valid, change variables to ũ(t− T ) = u(t− T )− αu(t), such
that 1/N

∑N
t=1 u(t)ũ(t− T ) = 0. Now,

[
1
N

N∑
t=1

ϕ(t)ϕT (t)

]−1

=
1
Ru

1 0 0
0 1 0
0 0 Ru


and

1
N

N∑
t=1

ϕ(t)y(t) =
1
N

N∑
t=1

 u(t)
u(t− T )

1

(g(u(t), u(t− T )
)

+ e(t)
)

=
1
m2

m∑
j1=1

m∑
j2=1

uj1g(uj1 , uj2)uj2g(uj1 , uj2)
g(uj1 , uj2)

+
1

nm2

m∑
j1=1

m∑
j2=1

n∑
p=1

uj1e((j1, j2), p)uj2e
(
(j1, j2), p

)
e
(
(j1, j2), p

)
 ,
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where e
(
(j1, j2), p

)
is the value of e(t) when u(t) = uj1 and u(t− T ) = uj2 for the p:th

time, that is, the p:th measurement in cell j1j2. With vector notation;

u =

u1

...
um

 , 1 =

1
...
1

 ,

f =

 f1...
fm

 =
1
m

m∑
j2=1

 g(u1, uj2)
...

g(um, uj2)

 =
G1
m
,

h =

h1

...
hm

 =
1
m

m∑
j1=1

 g(uj1 , u1)
...

g(uj1 , um)

 =
GT1
m

,

v =

 v1...
vm

 =
1
mn

m∑
j2=1

n∑
p=1

 e1j2p...
emj2p

 =
E1
m
,

w =

w1

...
wm

 =
1
mn

m∑
j1=1

n∑
p=1

 ej11p...
ej1mp

 =
ET1
m

,

where the element of G in row j1 and column j2 is Gj1j2 = g(uj1 , uj2) and similarly
Ej1j2 = 1/n

∑n
p=1 e

(
(j1, j2), p

)
is the noise average in cell b = (j1, j2), the parameter

estimates can be written as:

θ̂LSN =

 1
mRu

uT (f + v)
1

mRu
uT (h + w)

1
m2 1T (G + E)1

 . (5.46)

The residuals from the affine model are denoted

ε(t) = g
(
u(t), u(t− T )

)
+ e(t)− (θ̂LSN )Tϕ(t)

5.5.3 ANOVA Applied to the Data Directly

The model (3.13)

y
(
(j1, j2), p

)
= θ0 + θ1;j1 + θ2;j2 + θ1,2;j1,j2 + ε

(
(j1, j2), p

)
is used to describe the data. In each cell b = (j1, j2), for the model (5.43),

y
(
(j1, j2), p

)
= g
(
uj1 , uj2

)
+ e
(
(j1, j2), p

)
.
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This gives the total mean over all cells (all data)

ȳ... =
1
m2

1T (G + E)1.

The m different row means ȳj1.., and column means ȳ.j2. (where the dots indicate over
what indices the mean is computed), are given by

ȳj1.. = fj1 + vj1 =
1
m

jT1 (G + E)1 and

ȳ.j2. = hj2 + wj2 =
1
m

1T (G + E)j2.

respectively. Here j1 and j2 are vectors with one nonzero element in row j1 and j2 re-
spectively. ‖j1‖ = ‖j2‖ = 1. The m2 different cell means are given by

ȳj1j2. = jT1 (G + E)j2,

ANOVA is used for testing which of the parameters that significantly differ from zero and
for estimating the values of the parameters with standard errors. The residual quadratic
sum, SST , is used to design test variables for the different batches (e.g., the θ1;j1 :s) of
parameters (see Section 3.2.2). The total residual sum of squares is divided into the four
parts

SSdA = nm

m∑
j1=1

(jT1 (f + v)− 1
m

1T (f + v))2 = (f + v)TA(f + v),

SSdB = nm

m∑
j2=1

(jT2 (h + w)− 1
m

1T (h + w))2 = (h + w)TA(h + w),

SSdAB = n

m∑
j1=1

m∑
j2=1

((j1 −
1
m

)TY(j2 −
1
m

))2 =
1
m

trace(YTAY)− 1
m2

1TYTAY1,

SSdE =
m∑
j1=1

m∑
j2=1

n∑
p=1

w
(
(j1, j2), p

)2 =
m∑
j1=1

m∑
j2=1

n∑
p=1

(
y
(
(j1, j2), p

)
− ȳj1j2.

)2

=
m∑
j1=1

m∑
j2=1

n∑
p=1

(
e
(
(j1, j2), p

)
− ēj1j2.

)2

,

with A = n(mI − 11T ), Y = G + E and where the superscript d stands for sums of
squares computed directly from the dataset ZN .

5.5.4 ANOVA Applied to the Residuals from the Affine Model

In each cell b = (j1, j2) we have the residuals

ε
(
(j1, j2), p

)
= g(uj1 , uj2) + e

(
(j1, j2), p

)
− âuj1 − b̂uj2 − ĉ,
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where the parameters â, b̂ and ĉ are computed according to (5.46). Using similar notation
as in Section 3.2, the total mean is now given by

ε̄... =
1

nm2

m∑
j1=1

m∑
j2=1

n∑
p=1

ε
(
(j1, j2), p

)
=

1
m2

1T (G + E)1− â

m
uT1− b̂

m
uT1− ĉ = 0,

where the last equality is due to (5.44) and (5.46). The row means change to

ε̄j1.. =
1
nm

m∑
j2=1

n∑
p=1

ε
(
(j1, j2), p

)
= jT1 (f + v − âu)− ĉ,

since the sum over uj2 is zero. The column means are given by

ε̄.j2. =
1
nm

m∑
j1=1

n∑
p=1

ε
(
(j1, j2), p

)
= jT2 (h + w − b̂u)− ĉ,

and, finally, the cell means are given by

ε̄j1j2. =
1
n

n∑
p=1

ε
(
(j1, j2), p

)
= jT1 (G + E)j2 − âjT1 u− b̂uT j2 − ĉ.

The sums of squares SSA and SSB are changed to

SSrA = nm

m∑
j1=1

(ε̄j1.. − ε̄...)2 = nm

m∑
j1=1

(
(jT1 −

1
m

1T − jT1 u
mRu

uT )(f + v)
)2

= (f + v)TA1(f + v),

with A1 = n(mI − 11T − 1
Ru

uuT ), and

SSrB = nm

m∑
j2=1

(ε̄.j2. − ε̄...)2 = nm

m∑
j2=1

(
(jT2 −

1
m

1T − jT2 u
mRu

uT )(h + w)
)2

= (h + w)TA1(h + w).

It is easy to verify that

SSrAB = n

m∑
j1=1

m∑
j2=1

(ε̄j1j2. − ε̄j1.. − ε̄.j2. + ε̄...)2 = SSdAB (5.47)

and that

SSrE =
m∑
j1=1

m∑
j2=1

n∑
p=1

(
ε
(
(j1, j2), p

)
− ε̄j1j2.

)2

=
m∑
j1=1

m∑
j2=1

n∑
p=1

(
e
(
(j1, j2), p

)
− ēj1j2.

)2

= SSdE ,

where the superscript r stands for sums of squares computed from the residuals from the
affine model.
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5.5.5 Differences and Distributions

The sum of squares corresponding to the regressor u(t), SSA, changes with the following
amount when an affine model is extracted from the data:

SSdA − SSrA = (f + v)TA2(f + v),

with A2 = A − A1 = n
Ru

uuT . The change in sums of squares corresponding to the
regressor u(t− T ) is

SSdB − SSrB = (h + w)TA2(h + w).

Distributions

From, e.g., (Miller, 1997, p. 121), the following is known:

SSdA ∼ σ2χ2
(
m− 1,

fTAf
σ2

)
,

SSdB ∼ σ2χ2
(
m− 1,

hTAh
σ2

)
,

SSdAB ∼ σ2χ2
(
(m− 1)2,

mtrace(GTAG)− 1TGTAG1
m2σ2

)
,

and

SS2
E ∼ σ2χ2

(
m2(n− 1)

)
,

where ∼ χ2(d, δ) means distributed as a non-central χ2 distribution with d degrees of
freedom and non-centrality parameter δ (see (3.6)). The sums of squares SSdA, SSdB ,
SSdAB and SSdE are independently distributed if the dataset is balanced, i.e., if all combi-
nations of u(t) = ui, u(t− T ) = uj2 are present equally many times in the input.

To find the distributions of SSrA, SSrB , SSdA − SSrA and SSdB − SSrB the following
theorems can be applied. Theorem 5.1 is Theorem 2 in Khatri (1980), simplified from a
matrix valued v to a vector valued v. Theorem 5.2 is adapted from Theorem 4 in Khatri
(1980). Let v ∼ N(µ, σ2

vV) and q = vTAv + 2lTv + c.

Theorem 5.1 (Distribution of quadratic form)
q ∼ λσ2

vχ
2(d, Ω

λ2σ2
v
) if and only if

(i) λ is the nonzero eigenvalue of VA (or AV) repeated d times,

(ii) (lT + µTA)V = kTVAV for some vector k and

(iii) Ω = (lT + µTA)V(lT + µTA)T and
µTAµ+ 2lTµ+ c = (lT + µTA)V(lT + µTA)T /λ.

q ∼ λσ2
vχ

2(d) if and only if

(i) VAVAV = λVAV and
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(ii) (lT + µTA)V = 0 = µTAµ+ 2lTµ+ c.

Theorem 5.2 (Independence of quadratic forms)
Let qi = vTAiv + 2lTi v + ci, i = 1, 2, where A1 and A2 are symmetric matrices. Then
q1 and q2 are independently distributed if and only if

(i) VA1VA2V = 0,

(ii) VA2V(A1µ+ l1) = VA1V(A2µ+ l2) = 0 and

(iii) (l1 + A1µ)TV(l2 + A2µ) = 0.

To apply these theorems on our problem, set q1 = SSrA and q2 = SSdA − SSrA.
Let l1 = A1f , c1 = fTA1f , l2 = A2f , c2 = fTA2f and v ∼ N(0, σ

2

nmI). Then
independence is shown by:

(i)

VA1VA2V = A1A2 =
n2m

Ru

(
I − 1

m
11T − 1

mRu
uuT

)
uuT = 0,

since uTu = mRu and 1Tu = 0,

(ii)

VA2V(A1µ+ l1) = A2A1f =
n2m

Ru
uuT

(
I − 1

m
11T − 1

mRu
uuT

)
= 0,

VA1V(A2µ+ l2) = A1A2f = 0,

(iii) and
(l1 + A1µ)TV(l2 + A2µ) = fTA1A2f = 0

for the same reasons as in (i).

Since conditions (i), (ii) and (iii) in Theorem 5.2 are fulfilled, q1 and q2 (that is,
SSrA and SSdA − SSrA) are independently distributed. The same argument is valid for the
independence of SSrB and SSdB − SSrB if all occurrences of f are replaced with h and v
with w. If assumption (5.45) is not valid, the independence is lost.

To compute the distributions of q1 and q2 the conditions in Theorem 5.1 are checked:

(i)

λ1 = eig(VA1) = nm with d1 = m− 2.
λ2 = eig(VA2) = nm with d2 = 1.

(ii)

(l1 + µA1)V = fTA1 = kTVA1V for k = f .

(l2 + µA2)V = fTA2 = kTVA2V for k = f .
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(iii)

Ω1 = (l1 + µA1)V(l1 + µA1)T = fTA1A1f = λ1fTA1f , and

µTA1µ+ 2lT1 µ+ c1 = c1 = fTA1f = Ω1/λ1.

Ω2 = (l2 + µA2)V(l2 + µA2)T = fTA2A2f = λ2fTA2f , and

µTA2µ+ 2lT2 µ+ c2 = c2 = fTA2f = Ω2/λ2.

By Theorem 5.1,

SSrA = q1 ∼ σ2χ2
(
m− 2,

fTA1f
σ2

)
,

and

SSdA − SSrA = q2 ∼ σ2χ2
(
1,

fTA2f
σ2

)
.

As before, all SSA can be replaced by SSB if f is replaced by h.

Interpretation

There are five test variables of interest:

vAB =
SSAB/(m− 1)2

SSE/m2(n− 1)
, H0

AB : (τβ)ij2 = 0 ∀i,

vdA =
SSdA/(m− 1)
SSE/m2(n− 1)

, H0
A,d : τi = 0 ∀i,

vdB =
SSdB/(m− 1)
SSE/m2(n− 1)

, H0
B,d : βj2 = 0 ∀j2,

vrA =
SSrA/(m− 2)
SSE/m2(n− 1)

, H0
A,r : τi = 0 ∀i,

vrB =
SSrB/(m− 2)
SSE/m2(n− 1)

, H0
B,r : βj2 = 0 ∀j2.

All of these belong to F-distributions if the corresponding null hypotheses are true, that is,
large values of the test variables (compared to an F (d1, d2)-table) are interpreted as that
there are effects from the corresponding regressor. If vAB is large an interaction effect
between u(t) and u(t−T ) is assumed. This means that the system cannot be decomposed
into additive subsystems. If vAB is small, the null hypothesis cannot be rejected, so it is
assumed that the system can be decomposed into additive subsystems. For both vdA and
vrA large, the interpretation is that the effect from u(t) is nonlinear. If vdA is large, but vrA
is small, the effect from u(t) can be described by the linear model. If both vdA and vrA are
small, u(t) cannot be shown to affect the output of the system. The same reasoning built
on vdB and vrB is valid for the effects from u(t− T ).

Since SSAB is not changed when the linear model is extracted from the data, see
(5.47), we can draw the conclusion that all information about the interactions in the system
is left in the residuals. The interaction information is not destroyed by subtracting a linear
model in a balanced dataset.
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Example 5.2: Linear system
Let the true system be given by

y(t) = au(t) + bu(t− T ) + e(t).

Then f = au and h = bu. This gives

SSAB ∼ σ2χ2
(
(m− 1)2, 0

)
,

SSdA ∼ σ2χ2
(
m− 1, nm2a2Ru/σ

2
)
, (5.48)

SSdB ∼ σ2χ2
(
m− 1, nm2b2Ru/σ

2
)
, (5.49)

and

SSrA, SS
r
B ∼ σ2χ2(m− 2, 0). (5.50)

The size of the non-centrality parameters in (5.48) and (5.49) depends on how many data
are collected, the size of the true linear effects and the variance of the input and the noise.
This is what effects the power of the F-tests. In the sums of squares computed from the
residuals from the linear model all dependence on the true model is removed (5.50). Thus
the conclusion can be made; that if SSrA or SSrB are found to be large by the F-tests, then
the data are probably not collected from a true linear system.

Example 5.3: Quadratic example
Let y(t) = u2(t) + e(t). Then f = [u2

1, . . . , u
2
m]T , h = 0, and

SSAB ∼ σ2χ2
(
(m− 1)2, 0

)
,

SSdA ∼ σ2χ2(m− 1, ncd),

SSdB ∼ σ2χ2(m− 1, 0),

SSrA ∼ σ2χ2(m− 2, ncr),

SSrB ∼ σ2χ2(m− 2, 0)

with

ncd =
n

σ2

(
m

m∑
i=1

u4
i −R2

u

)
, and

ncr =
n

σ2

(
m

m∑
i=1

u4
i −R2

u −
1
Ru

( m∑
i=1

u3
i

)2)
Here, it is clear that it matters how the levels of the input signal are chosen.

∑m
i=1 u

3
i

can vary considerably while (5.44) is valid, since there are no constraints on the level
distribution. Also â is proportional to

∑m
i=1 u

3
i , so a large difference between ANOVA

directly and ANOVA applied to the residuals means that the nonlinear effect have been
picked up by the affine model, due to that u(t) is asymmetric around zero. If u(t) is
symmetric around zero, it is clear that

∑m
i=1 u

3
i = 0, so ncd = ncr.
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5.5.6 Conclusions

Applying ANOVA directly on a dataset was compared to applying ANOVA on the resid-
uals from a linear model estimated with linear least squares. The distributions for the
sums of squares needed for the ANOVA analysis in the latter case were computed. These
distributions were used to show that by combining the results from applying ANOVA
on the two data sets (differing by the extraction of an affine model) one can effectively
identifying what regressors give linear effects and what regressors give nonlinear effects.
In Section 5.5.5 it was shown how to divide the regressors into a linear and a nonlinear
subset, depending on the outcome of the ANOVA tests.

The ability to structure the proposed nonlinear function into additive parts depending
on only subsets of regressors is an ANOVA feature which is not affected by subtraction
of a linear model. The results in this section extend to more regressors, but an important
limitation is that the dataset should be balanced, see Section 5.5.1.



6
TILIA: A Way to use ANOVA for
Realistic System Identification

The previous chapters have all aimed at giving a sound foundation for the extension of
regressor selection using ANOVA from NFIR models to NAR models

y(t) = g
(
y(t− 1), . . . , y(t− k)

)
+ e(t), (6.1)

and NARX models

y(t) = g
(
y(t− 1), . . . , y(t− ky), u(t), . . . , u(t− ku)

)
+ e(t). (6.2)

As before, e(t) is assumed to be additive Gaussian noise. Since lagged outputs are now
used as regressors, the problems with correlated regressors treated in Chapter 4 will be
encountered.

This chapter deals with structure identification for these model types and also ad-
dresses the issue of large dimensional problems. A systematic method, Test of Interac-
tions using Layout for Intermixed ANOVA (TILIA), is developed to deal with problems
with many candidate regressors. In Section 6.1 TILIA is described, then tested and com-
pared with manual ANOVA tests and validation based search on simulated test examples
in Section 6.2 and used for regressor selection in real data sets, both from a laboratory
setup and from benchmarks, in Section 6.4.

6.1 TILIA used for Structure Identification

In practice, it is hard to use ANOVA as it is, in cases when there are many (more than
5–7) candidate regressors. There are several reasons for this. The most important one is
that the data collected seldom has enough variation to span a high dimensional regressor
space, or that there are not enough data points to give a sufficient basis for estimation. In
Chapter 4, the number of candidate regressors was three, resulting in seven (= 23 − 1)
different regressor combinations to compare. If the number of candidate regressors is
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increased to 20, the number of regressor combinations to compare for regressor selection
grows to 220 − 1 ≈ 1.05 · 106. Any more refined structure identification, such as e.g.
ordering of the regressors or considering interactions (Definition 1.2) between regressors,
results in a even higher growth rate of the problem size. This is referred to as the curse of
dimensionality (Bellman, 1961) in the literature. High-dimensional problems also need
storage of very large (but sparse) matrices. This can be treated by clever programming
and use of sparse structures.

Nonetheless, it is still interesting and necessary to treat problems with many regres-
sors. In Chapter 2, some search algorithms that search through all possible regressor
combinations were presented. In the linear case, methods like the all possible regressions
and validation based exhaustive search may be fast enough to treat also many regres-
sors. If the problem is generalised to problems being nonlinear in regressors and linear
in parameters, as the polynomial NARX model, the explosion in the number of candidate
model terms when the number of regressors increases makes these methods impractical.
Then methods like forward stepwise regression, which do not search through all regressor
combinations, offer suboptimal solutions to the full problem. The directed search reduces
the complexity of the problem considerably.

One of the benefits with ANOVA is that the locally constant model (3.13) used can be
expressed with only a few model terms if the interaction degree is low. A rough model fit
is enough since only the structure of the system is sought at this stage. This gives the hint
that the complexity can be restricted if only interactions of relatively low interaction de-
gree (2–4 regressors) are considered instead of full order interactions. Since data seldom
offers support for models of higher dimension than this in the entire regressor space, the
restriction on interaction degree will not give large effects on the final system model. The
idea is to treat the full problem with maybe 20–40 candidate regressors as a large number
of small problems of a more friendly size, three to seven candidate regressors, depend-
ing on correlations between candidate regressors and available data. Each of the smaller
problems will be tested with ANOVA, a basic test, and the results from this large number
of basic tests will be intermixed to give a composite value for each tested main and inter-
action effect for the full problem. To test all interactions up to the restricted level, each
candidate regressor has to be included in many different basic tests. How many depends
on which interaction degree is considered and on how many regressors are included in
each basic test (which has to be more than or equal to the interaction degree considered).

When a subproblem such as a basic test is analysed, the rest of the candidate regressors
are viewed as noise contributions. This is of course not a valid assumption, since then
they would not have been candidate regressors. By choosing data points from the data
set randomly (in each cell defined by the candidate regressors included in the basic test)
the effects from the neglected regressors are hopefully minimised. Candidate regressors
which do not affect the output but are strongly correlated with a candidate regressor that
does affect the output will give significant contributions when tested without the regressor
with which they are correlated, but insignificant results when they are included in the same
basic test. A result of neglecting the rest of the candidate regressors is that the error sum
of squares (the variance estimate) is estimated as too large. This makes it harder to find
small effects from the included candidate regressors.

If the data set is small compared to the number of candidate regressors, the basic tests
will be dependent, since the same data points will be used in several basic tests.
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Figure 6.1: Difference between categorisation of original regressors and orthogo-
nalised regressors. The balance in the number of data between the different cells is
much better in (b).

By this divide-and-conquer approach, advice on an appropriate model structure can
be extracted from the data. To keep the computational complexity down and give a fair
comparison of the candidate regressors it is important how the subproblems are selected.
This aspect will be treated in Section 6.1.3.

What follows now, is first a discussion on what should be viewed as a candidate re-
gressor. This issue is closely connected to the spread of the data in the regressor space,
which also influences possible categorisations of data. The categorisation is treated in
Section 6.1.2. Then a test design is suggested in Section 6.1.3, followed by a description
of the basic test in Section 6.1.4. A method to intermix the basic test results to give com-
posite test values is described in Section 6.1.5, and these composite values are interpreted
in Section 6.1.6.

6.1.1 Orthogonalisation of Regressors

One issue to consider is whether to orthogonalise the regressors or not. The benefit of
orthogonalisation is that it becomes easier to balance data, since the correlation between
regressors is taken care of (see Figure 6.1). An orthogonalisation can be interpreted as
a linear transformation of the original regressors. Note that nonlinear dependencies be-
tween the regressors and the output are not removed. The drawback is that it is harder to
interpret the results of the analysis, since the orthogonalisation order makes a difference
for the model representation. The common QR-factorisation, P = QR, where Q is an
orthonormal matrix and R an upper triangular matrix, can be recommended for the or-
thogonalisation.
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Example 6.1
Assume that regressor selection among the regressors ϕ1 and ϕ2 is done on data from a
system described by

y(t) = sin
(
ϕ1(t)

)
+ e(t). (6.3)

If the regressors $1 and ϕ2 are orthogonalised in the order mentioned the orthogonalised
regressors q1 and q2 are obtained from the relation

[q1 q2]
[
r11 r12
0 r22

]
= [q1r11 q1r12 + q2r22] = [ϕ1 ϕ2] (6.4)

the common QR-factorisation where qi are orthonormal vectors. If the opposite order of
the regressors is used the new regressors q̃1 and q̃2 follow from

[q̃1 q̃2]
[
r̃11 r̃12
0 r̃22

]
= [q̃1r̃11 q̃1r̃12 + q̃2r̃22] = [ϕ2 ϕ1]. (6.5)

Here both q̃1 and q̃2 contain pieces of ϕ1. This means that the system (6.3) can be de-
scribed in three different ways,

y(t) = sin(ϕ1(t)) + e(t)
= sin(q̃1(t)r̃12 + q̃2(t)r̃22) + e(t) (6.6)
=sin(q1(t)r11) + e(t), (6.7)

which all are equivalent, but the representation (6.6) uses two regressors instead of one.
It is easy to be tricked to use a too large model by a bad orthogonalisation order! We
see that the orthogonalisation order matters for the sparsity of the representation and that
the regressor space spanned by the most important candidate regressors should also be
spanned by the first orthogonalised regressors.

Which are the most important regressors is not known, so some search for a good ordering
of the regressors has to be done if they are orthogonalised. As was shown in Section 5.5,
the tests for interactions are not affected by extraction of a linear model (if done on exactly
the same data). The advice is to use orthogonalisation if necessary to get reasonably
balanced data, but not otherwise. The difference between the approaches with and without
orthogonalisation will be examined in experiments later in this chapter.

6.1.2 Categorisation of Data and Balancing

The term categorisation of data is here used for the process of going from a regressor
space where each regressor can have a continuum of levels to a regressor space with a
discrete set of points. Each area of the regressor space where all points are assigned the
to the same discrete point is called a cell (see also (3.12)).

When designing experiments for an intended analysis with ANOVA, balanced designs
are in great demand, since they are the easiest to analyse and give the most trustworthy
results. The reason is that a balanced design gives independence between the sums of
squares and thereby reliable hypothesis tests. See further discussion in Section 3.5. In
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our case, balanced design means the same number of data in all cells. The distribution of
the data into the cells depends, of course, strongly on the choice of cells. A bad choice of
categorisation gives empty cells and large variations of the number of data in the different
cells.

In TILIA the categorisation will be very naive. Each candidate regressor is treated
independently. A user defined proportion vector, which tells how many intervals to use
and how large proportion of the data should be in each interval, is used to determine
intervals of the continuous range of the regressor.

Example 6.2
Assume that the proportion vector [1/3 1/2 1/6] is used for the regressor ϕ1. The N
values of ϕ1 in the data set are sorted in ascending order depending on magnitude. The
data point number N/3 (from the beginning), with value bN/3, of the sorted vector is
selected as interval limit between the first and second category. The data point number
N/3 + N/2, with value bN/3+N/2 is selected as interval limit between the second and
third category. The intervals used for categorisation of data are then

[−∞, bN/3], [bN/3, bN/3+N/2] and [bN/3+N/2,∞]. (6.8)

Through the proportion vector, it is possible to choose the number of categories and to
adjust the interval limits to the distribution of data in the regressor space. Here a huge
potential for improvements is present, especially multi-variable methods, since the major
drawback of the chosen categorisation method is that it treats each regressor indepen-
dently, which works less well with correlated regressors.

When the categorisation intervals are defined for all regressors, the actual balancing
can be done. The categorisation is determined once and used for all the basic tests, while
the balancing is remade for each basic test, only considering the categorisation for the
regressors included in the basic test. The objective of the balancing is to get an as even
number of data as possible in the cells for the basic test. Excess data from the cells are
discarded randomly. This allows for small unbalance due to, e.g., an extremely unusual
regressor value combination. The main rules when deciding how many data should be the
maximum in each cell are:

• The larger difference between the maximum and minimum number of data in the
cells — the less reliable estimates both within each basic test and for the composite
values.

• The less data in each cell — the less dependence between different basic tests, since
the probability that the same data points are reused in different basic tests is lower.

• The more data in each cell — the more reliable estimates within each basic test.

As was shown in Chapter 4, between four and six data are sufficient in each cell and good
results are also obtained with a ratio between the maximum and minimum number of
data/cell of 3 to 5 (see Tables 4.18 and 4.19).

An important point is that the balancing is made for each basic test separately. This is
the reason why a data set can be sufficient for TILIA, but not for a complete analysis with
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one larger test. It is much easier to balance data in several lower-dimensional subspaces
than in one high-dimensional subspace.

6.1.3 Test Design

To illustrate the problem to be solved here, we start with a small example:

Example 6.3

Assume that we have a dataset where we would like to test what candidate regressors
{y(t − 1), . . . , y(t − 9), u(t), . . . , u(t − 9)} are important to explain y(t), that is, 19
candidate regressors. We are interested in interactions of a degree that is possible to
visualise in some way, which means up to 3-factor interactions. The amount of data we
have got and the correlation between regressors present in it, limit the analysis to five
regressors at a time, since there are empty areas in the regressor space. This means we
have

(
19
3

)
= 969 3-factor interactions to test and

(
19
5

)
= 11628 basic tests with five

regressors each to choose from. Each basic test includes
(
5
3

)
= 10 3-factor interactions.

To test all 3-factor interactions means that the basic tests must overlap a bit and that a
single 3-factor interaction might be tested more than once. What is the best test sequence?

The purpose of the test design is to reduce the computational complexity while main-
taining a good balance of the number of tests for different candidate regressors. In the
example above, if all possible different basic tests would be used, each candidate regres-
sor would be included in 3060 basic tests, and each 3-factor interaction would be tested
120 times. It is important that all effects of the same interaction degree are tested ap-
proximately the same number of times to get comparable composite values. In TILIA
a randomised procedure to reduce the number of basic tests is used. This test design,
which is explained below, reduces the number of tests to do and keeps approximately the
same number of tests for all effects of the same interaction degree. A typical run of the
randomised test design in the example above consist of 212–218 basic tests with each
candidate regressor included in 53–60 basic tests and each 3-factor interaction tested 2–4
times.

The idea used in the implemented method is to enumerate all of the highest order
interactions to be tested (969 3-factor interactions in the example). If the number of
candidate regressors included in the basic tests are the same as the interaction degree, the
list of tests to perform is ready. Otherwise, there are more possible basic tests to do than
necessary to cover the intended interaction effects. For each test, choose one interaction
from the list at random. Put the corresponding regressors in the test vector, and then
add another interaction chosen randomly from the list. Delete one replicate if the same
candidate regressor occur twice in the test vector under construction. Repeat until the test
vector is filled or more than filled. Select a random set of the intended size from the test
vector. Add the now constructed test vector to the list of basic tests to be run and delete
the interactions in the constructed test vector from the list of interactions. Repeat until all
interactions are included into basic tests. The algorithm is given in Algorithm 6.1. This
procedure has the drawbacks of not having a perfectly even coverage (the same number of
tests on all included regressors) and using more basic tests than what is strictly necessary,
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but works satisfactorily. A benefit is that since the sequence of tests is randomised, a
different test sequence will be obtained if the test design is rerun. This can be used
to stabilise the composite results. For example, four different complete tests (when all
basic tests in a test sequence are run) will still give even coverage of the effects without
repeating exactly the same basic tests. When the effects with highest interaction degree
are tested more than once, a better balance between tests of effects with low and high
interaction degrees is obtained. The tests of the effects with high interaction degree, that
has become significant by pure chance, has less influence when the effect is tested more
than once. Since also the data points used for each basic test are selected randomly, better
confidence in the composite values will be obtained. Even with four complete tests, the
computational complexity is much lower than for doing all the possible tests.

Algorithm 6.1 Test design
Let Li be the matrix defining the interactions v that should be tested, where v is a row
vector of ni regressors that define an interaction. Lt is the matrix defining the basic tests
to perform. The rows in Lt are vectors of nr ≥ ni regressors. Let intni(l) denote the
effects of interaction degree ni included in the basic test defined by the row vector l.
If nr = ni set Lt = Li. Otherwise, begin at step 1.

1. Set Lt to an empty matrix with nr columns.

2. a. Set l to an empty row vector.

b. Set l = [l v], where v is a random row in Li.

c. Sort l and remove replicates of regressors.

d. Repeat from 2b until length(l) ≥ nr, or Li ⊆ intni
(l).

3. If nr ≥ length(l), let l̃ = l, otherwise select nr regressors from l at random to
obtain l̃.

4. Delete intni(l̃) from Li.

5. Add l̃ to Lt.

6. Repeat from step 2 until Li is empty.

Example 6.4

We will now make a test design for a simple case. Let nr = 3, ni = 2 and the number
of regressors to test 4. This means that there are three regressors included in each basic
test and the maximum interaction degree tested is 2. The effects with highest interaction
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degree are

Li =



ϕ1 ϕ2

ϕ1 ϕ3

ϕ1 ϕ4

ϕ2 ϕ3

ϕ2 ϕ4

ϕ3 ϕ4


.

To find a sequence of basic tests to run, Algorithm 6.1 is followed.

Step Result from Algorithm 6.1
1 Lt = [ ]
2a l = [ ]
2b l =

[
[ ] [ϕ2 ϕ3]

]
(selected randomly)

2c l = [ϕ2 ϕ3]
2d length(l) < nr, intni

(l) ⊂ Li. Repeat from 2b
2b l =

[
[ϕ2 ϕ3] [ϕ1 ϕ2]

]
2c l = [ϕ1 ϕ2 ϕ3]
2d length(l) = nr. Continue to 3
3 l̃ = l

4 Li =

ϕ1 ϕ4

ϕ2 ϕ4

ϕ3 ϕ4


5 Lt = [ϕ1 ϕ2 ϕ3]
6 There are entries left in Li. Repeat from 2
2a l = [ ]
2b l =

[
[ ] [ϕ2 ϕ4]

]
2c l = [ϕ2 ϕ4]
2d length(l) < nr, intni

(l) ⊂ Li. Repeat from 2b
2b l =

[
[ϕ2 ϕ4] [ϕ1 ϕ4]

]
2c l = [ϕ1 ϕ2 ϕ4]
2d length(l) = nr. Continue to 3
3 l̃ = l

4 Li =
[
ϕ3 ϕ4

]
5 Lt =

[
ϕ1 ϕ2 ϕ3

ϕ1 ϕ2 ϕ4

]
6 There are entries left in Li. Repeat from 2
2a l = [ ]
2b l =

[
[ ] [ϕ3 ϕ4]

]
2c l = [ϕ3 ϕ4]
2d intni

(l) = Li. Continue to 3
3 l̃ = l

4 Li = [ ]
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Step Result from Algorithm 6.1

5 Lt =

ϕ1 ϕ2 ϕ3

ϕ1 ϕ2 ϕ4

ϕ3 ϕ4 [ ]


6 Li is empty. The test sequence Lt is determined.

Now the sequence of basic tests is determined. In the first basic test, ϕ1, ϕ2 and ϕ3

will be included, in the second test, ϕ1, ϕ2 and ϕ4, and in the third test ϕ3 and ϕ4. In this
case, the interaction between ϕ1 and ϕ2 will be tested twice. Note also that all regressors
are included in two tests each.

6.1.4 Basic Tests

The term basic test refer to an ANOVA test of a specific combination of candidate regres-
sors to a specified interaction degree ni. A basic test is a subproblem of a full structure
identification problem with many regressors. First, the data set is balanced with respect to
the included regressors, according to Section 6.1.2, and then a fixed-level ANOVA is run.
All effects with interaction degree ≤ ni, formed from the included regressors, are tested.
The result is the probabilities of the null hypothesis for each tested effect. As described in
Section 3.2.2, the null hypothesis corresponds to that there is no significant contribution
from the tested effect.

In the implemented version of TILIA, the basic tests are done with the anovan rou-
tine in MATLAB. Empty cells and (the restricted) unbalance is automatically treated in
this routine. The anovan routine includes lots of features that are not used here, so a more
efficient implementation for regressor selection could be made. The output is an ANOVA
table (Section 3.2.3). In the table, each tested main and interaction effect is given a prob-
ability value p, which is the probability that the corresponding sum of squares has got its
value according to the null hypothesis. This means that large effects gets small values of
p. An effect is denoted significant if the value is below a predefined value α, which often
is set to 0.05. The value p = 1 is extremely rare, even if values close to one often are
seen.

6.1.5 Combining Test Results/Composite Tests

Assume that, as in Example 6.4, regressors are included in more than one basic test. In
the example we have three different ANOVA tables, where each main effect and also the
interaction between ϕ1 and ϕ2 have got two different probability values, p. If the data
set is not large enough to give each test a unique set of test data, the basic tests will be
dependent. The problem here is how to combine (or compose) two values of p, obtained
in different basic tests, concerning the same main or interaction effect. We would like the
following properties for the composite value:

• Several significant basic tests should result in a significant composite value.
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• Some significant and some insignificant basic tests should result in an insignificant
composite value. (These results can occur when several correlated candidate re-
gressors are tested in different basic tests. If only one of them is present in the basic
test, the test shows significance since the candidate regressor has explaining power
due to its correlation with an important regressor. If any of the important regressors
is included in the same basic test, the candidate regressor is tested as insignificant.)

• Several insignificant basic tests should result in a not significant composite value.

• A main or interaction effect included in many basic tests should not be obviously
mistreated by being tested many times. The probability of errors in at least one of
quite many tests is very large.

Assume that the effect studied has been included in K basic tests and has got the prob-
ability level pk from test k ∈ {1, . . .K}. If none of the basic tests including this effect
shows significance, the smallest value of pk is larger than the significance level;

min
k
pk > α. (6.9)

This is equivalent to
max
k

(1− pk) < (1− α). (6.10)

maxk(1 − pk) will be denoted d1 − pe in the tables. The related quantity mink(1 − pk)
will be denoted b1− pc. If either the arithmetic average (Arit.)

1
K

K∑
k=1

(1− pk), (6.11)

or the geometric average (Geom.)

( K∏
k=1

(1− pk)
) 1

K

, (6.12)

is larger than 1− α, there is reason to believe that the effect is significant. The geometric
average is closest to what is used in statistics for computing the simultaneous confidence
level for multiple comparisons. The arithmetic average is not affected as severely as the
geometric average if a single test has a high value of pk. Also the median of the pk could
be interesting to investigate. The effects are ordered in importance by

∏K
k=1(1 − pk),

which is denoted
∏

(1−p) . A drawback with such an ordering is that effects tested many
times have a disadvantage against effects tested few times, due to the probability of errors
in each test. Now the procedure is as follows:

1. Compute the table with the values
∏

(1− p), b1− pc, d1− pe, arithmetic average
and geometric average of (1− p) for each effect.

2. Remove effects where d1 − pe < 1 − α, since these effects are never tested as
significant.



6.1 TILIA used for Structure Identification 109

Table 6.2: Results from the basic tests in Example 6.5. These are the tables given
by Matlabs anovan routine.

Source Sum Sq. df Mean Sq. F Prob>F (= p)
ϕ1 156.517 2 78.2583 60.99 0
ϕ2 65.702 2 32.8509 25.6 0
ϕ3 0.164 2 0.0821 0.06 0.9381
(ϕ1, ϕ2) 5.076 4 1.2689 0.99 0.4203
(ϕ1, ϕ3) 3.964 4 0.991 0.77 0.5473
(ϕ2, ϕ3) 1.556 4 0.3891 0.3 0.8747
Error 79.549 62 1.2831
Total 312.528 80
ϕ1 318.095 2 159.047 115.67 0
ϕ2 97.135 2 48.567 35.32 0
ϕ4 2.059 2 1.029 0.75 0.4772
(ϕ1, ϕ2) 13.062 4 3.266 2.37 0.0616
(ϕ1, ϕ4) 11.49 4 2.873 2.09 0.0929
(ϕ2, ϕ4) 3.888 4 0.972 0.71 0.5902
Error 85.249 62 1.375
Total 530.979 80
ϕ3 25.674 2 12.8369 2.31 0.1283
ϕ4 34.816 2 17.408 3.13 0.0682
(ϕ3, ϕ4) 9.464 4 2.3661 0.43 0.7885
Error 100.165 18 5.5647
Total 170.119 26

3. Remove effects where both averages are less than 1 − α. This will take care of
the cases where an effect is tested as significant in one regressor set but not in
combination with other regressor sets.

4. Sort results according to
∏K
k=1(1− pk).

From the achieved table, it is most often clear what effects are important for explaining the
data (e.g., by a “gap” in the values in some or all of the columns). Ideally, the significance
level α is chosen such that all effects above the “gap” is included in the table and all
effects below the “gap” excluded. There are cases where it is not obvious though. In
these cases one has to manually inspect the obtained table and decide which effects seem
reasonable to include in the model.

Example 6.5
Consider again Example 6.4. Assume that the three basic test in Lt give the ANOVA
tables in Table 6.2. Only the last column (p) is considered here. We compute composite
p values using all the measures in Section 6.1.5. This yields Table 6.3. In this example,
the conclusions are clear cut, since only the effects from ϕ1 and ϕ2 have got values of
d1− pe > 0.95. These are the only effects that are significant in any test.
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Table 6.3: Composite p values for the results in Table 6.2 (not sorted). The number
of basic test including the effect is denoted by nb,and p is the probability, accord-
ing to the hypothesis test, that the sum of squares are large not purely by random.
The different columns give the product of these probabilities for each basic test, the
minimum probability, the maximum probability and the arithmetic and geometric
averages of the probabilities.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
ϕ1 2 1 1 1 1 1
(ϕ1, ϕ2) 2 0.544 0.580 0.938 0.759 0.738
(ϕ1, ϕ3) 1 0.453 0.453 0.453 0.453 0.453
(ϕ1, ϕ4) 1 0.907 0.907 0.907 0.907 0.907
ϕ2 2 1 1 1 1 1
(ϕ2, ϕ3) 1 0.125 0.125 0.125 0.125 0.125
(ϕ2, ϕ4) 1 0.410 0.410 0.410 0.410 0.410
ϕ3 2 0.054 0.062 0.872 0.467 0.232
(ϕ3, ϕ4) 1 0.212 0.212 0.212 0.212 0.212
ϕ4 2 0.487 0.523 0.932 0.727 0.698

More examples are given in Section 6.4.
In the procedure above, the dependence between the different tests is neglected. This

means that if the data set is small with respect to how many and how complex basic tests
are performed, the neglected dependence is important, and the results might be badly
influenced by it.

Another approach to compose values would be to weigh together the sum of squares
values directly, keeping track of the dependence between different tests, and as the last
step perform hypothesis tests, instead of performing the hypothesis tests first and then
weigh them together. The statistics involved seem quite complicated.

6.1.6 Interpreting Results

The list obtained in Section 6.1.5 should include all important regressors and their inter-
actions. The results get more stable and reliable if two to four complete test sequences are
designed using the randomised test design and combined in the same manner as in Sec-
tion 6.1.5. The balance between the main and higher order interactions gets better when
the latter are tested more than once, which means that less spurious high order interactions
are tested as significant without missing any main effects. The price is the higher amount
of tests.

There are a few things to keep in mind:

• Due to correlation between regressors, the list of important effects obtained from
the composite values can also include spurious regressors. The spurious regressors
should have a lower value of

∏K
k=1(1− pk), since they should have been tested as
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not significant at least once. The correlation between regressors can be used as a
warning sign.

• If the number of data grows, the list of important effects usually grows slowly too,
since the power of the tests grows with the number of data. With a fixed number
of the maximum amount of data in each cell, this consequence is minimised. Of
course, the number of data can be tuned to get a desired power for a certain model
(see Section 3.4). The computations there will not carry over completely to this case
since the variance estimates are affected by pooling effects due to that higher order
interactions are not tested (in the same basic test), and due to that the input signal
deviates from a fixed level input signal (Section 4.1.2). These differences make the
power lower than the theoretical power based on the idealised assumptions.

• Another issue is that the basic tests are dependent, since they partly will be per-
formed on the same data. A ill-placed outlier could affect the analysis badly, espe-
cially if placed in a region with few good data. This means that the influence of the
outlier is not averaged out among many data points in the same region and also that
it is “reused” for different basic tests more often than a data point from a region
with more data.

In Section 6.2 we will see how TILIA works on simulated data and in Section 6.4 some
real data sets will be treated.

6.2 Structure Selection on Simulated Test Examples

The following examples were taken from different articles treating aspects on the identifi-
cation of NAR models. The signal-to-noise ratio varies from example to example. Most of
the examples are pure autoregressive without exogenous input variables (see Section 1.3).
The example setup is taken from the different papers, while the categorisation and analy-
sis is new for this thesis. Data series with 3000 input/output data are used for all examples.
For all the examples, both manual ANOVA tests (Section 5.3.1) and TILIA (Section 6.1)
were used to identify the structure. In Lind (2001) an investigation was made to give
some indication on how ANOVA works for nonlinear auto-regressive processes and what
the difficulties are. In those manual tests, the number of categories and their sizes were
varied from example to example. After studying the effects of balancing data, a new try
on data from the same systems were made, now with TILIA. The purpose of including
both the manual tests and TILIA in this section is to show how important a systematic
approach to the ANOVA tests is. The user parameters for TILIA are given in Table 6.4.
For the NAR models, also some of the methods from Chapter 2 could be applied to find
appropriate regressors.

6.2.1 Example 1: Chen 1

The first example NAR system is taken from Chen et al. (1995). It is a nonlinear additive
autoregressive process,

y(t) = 2e−0.1y2(t−1)y(t− 1)− e−0.1y2(t−2)y(t− 2) + e(t), (6.13)
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Table 6.4: User parameters for TILIA used in the test examples. The proportion
vector is used for categorisation of data, see Section 6.1.2. The number of included
regressors in each basic test is denoted by nr and the tested degree of interaction
with ni.

Test example Proportion vector nr ni
1: Chen 1 [1/3 1/3 1/3] 4 2
2: Chen 2, 1 [1/3 1/3 1/3] 4 2
2: Chen 2, 2 [1/3 1/3 1/3] 4 3
3: Chen 3 [1/3 1/3 1/3] 5 2
4: Chen 4 [1/3 1/3 1/3] 5 2
5: Chen 5, 1 [1/3 1/3 1/3] 5 2
5: Chen 5, 2 [1/3 1/3 1/3] 3 3
6: Chen and Lewis several different
7: Yao and Tong, 1 [1/3 1/3 1/3] 5 2
7: Yao and Tong, 2 [1/3 1/3 1/3] 5 3
8: Pi [1/2 1/2] 5 2

where e(t) is Gaussian noise with standard deviation 1. The model is similar to an ex-
ponential autoregressive model, but has different time lags in the exponent so that it
is additive. The model, in its original context, was used together with Example 2 to
test algorithms for spotting additivity in NAR systems. The candidate regressors are
{y(t− 1), . . . , y(t− 8)}.

Manual Tests

Categorisation The signal y(t) has heavy correlation between the time lags, which
makes it hard to get data in all cells, especially if many time lags are to be tested at the
same time. The data was distributed over six intervals:

Category Interval
0 [2,∞]
1 [1, 2]
2 [0, 1]
3 [−1, 0]
4 [−2,−1]
5 [−∞,−2]

Of these, only categories 1 up to 4 were used in the analysis, following the idea of the
shrunken range (see Section 5.2.2), with slightly different intervals. With this division, it
is only possible to test for two time lags at a time, due to the amount of empty cells in
higher dimensions.
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Table 6.5: Results from ANOVA tests for Example 1. Only the p-level from the
ANOVA tables (see Table 3.2) is given. If the p-level is low enough, below 0.01,
the null hypothesis for the effect is rejected and the candidate regressor considered
as significant. The time lags were tested pairwise and the different ANOVA tests are
separated with a line. Since no significant two-factor interactions were found, they
were not included in this table.

Effect p-level categories
y(t− 1) 0 1–4
y(t− 2) 0 1–4
y(t− 3) 0.002 1–4
y(t− 4) 0.003 1–4
y(t− 5) 0.13 1–4
y(t− 6) 0.98 1–4
y(t− 7) 0.51 1–4
y(t− 8) 0.26 1–4
y(t− 1) 0 1–4
y(t− 3) 0.003 1–4
y(t− 1) 0 1–4
y(t− 4) 0.5 1–4

Table 6.6: Results from ANOVA test 2 for Example 1, only main effects collected
in the table.

Effect p-level categories
y(t− 1) 0 1–4
y(t− 2) 0.003 2–3
y(t− 3) 0.93 2–3

Analysis First, all time lags up to y(t − 8) were tested pairwise with the data in cate-
gories 1 up to 4 for both time lags. y(t − 5) to y(t − 8) could be excluded as they had
no significant effect on the signal y(t), see Table 6.5. When y(t− 1) was tested together
with y(t− 3) and y(t− 4) respectively, also y(t− 4) could be excluded.

Then another test was made for y(t − 1), y(t − 2) and y(t − 3). It was not possible
to perform the analysis with all factor levels included for all time lags, since then some
cells got empty. Instead categories 1–4 were used for y(t − 1), while only categories 2
and 3 were used for y(t − 2) and y(t − 3), see Table 6.6. The result is that y(t − 3) can
be excluded as regressor.

Result y(t − 1) and y(t − 2) should certainly be included in further model building.
Since we suspect nonlinear functions, two levels of the factor y(t − 3) could possibly
be too little to draw any certain conclusions from this analysis. A careful analyst would
probably also build one model with y(t − 3) included, and postpone further regressor
exclusion to the model validation phase. This analysis took two to three hours to complete.
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Table 6.7: Composite p values for the data from (6.13). The number of basic test
including the effect is denoted by nb,and p is the probability, according to the hy-
pothesis test, that the sum of squares are large not purely by random. The different
columns give the product of these probabilities for each basic test, the minimum
probability, the maximum probability and the arithmetic and geometric averages of
the probabilities.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 15 1 1 1 1 1
y(t− 2) 15 0.894 0.894 1 0.993 0.993

Table 6.8: Composite p values for the data from (6.13). The regressors were orthog-
onalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 13 1 1 1 1 1
y(t− 2) 14 0.888 0.892 1 0.992 0.992

The major part of the time was spent on the categorisation of the data and interpretation
of the results. Each ANOVA test is completed in a few seconds.

Results from TILIA

The results from the systematic ANOVA tests were that y(t − 1) and y(t − 2) should be
included additively in the model, both if the regressors were used as they are (Table 6.7),
or if they were orthogonalised before the ANOVA tests (Table 6.8). This test took less
than one minute to run and about the same amount of time to interpret.

Comparison with Validation Based Exhaustive Search

For this function, also regressor selection with VB, see Section 4.3, was tried. Eight re-
gressors, y(t− 1) to y(t− 8), were tried, giving 256 network models with full interaction
to compare. Each network has a single hidden layer with 30 sigmoidal neurons and a lin-
ear output layer. The networks were trained with the Levenberg-Marquardt minimisation
algorithm with random starting values of the parameters. Ten restarts with new random
values were used for each network to give a larger probability to find a good minimum for
the loss function. The data sequence was split in half to give 1500 samples for training
data and 1500 samples for validation data.

The result was that the network with y(t− 1) and y(t− 2) as inputs had best RMSE
values on validation data, which is the correct structure. It took about 5 hours to prepare a
matlabscript for VB and 75 CPU hours to run it (compare with 2-3 hours for manual tests
and 2 minutes for TILIA).

Sigmoid neural networks with the suggested structure from the manual ANOVA tests
were also trained. The first network used y(t − 1) and y(t − 2) as regressors, entering
additively:

y(t) = g1
(
y(t− 1)

)
+ g2

(
y(t− 2)

)
. (6.14)
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Figure 6.2: Simulated output from networks with two regressors. The dotted line
corresponds to the net from VB, the dashed line to the output from the network with
structure suggested by ANOVA and the solid line to the measured output.

The second network used y(t−1), y(t−2) and y(t−3) as regressors, entering additively,
which means that no interaction effects are considered in the model:

y(t) = g1
(
y(t− 1)

)
+ g2

(
y(t− 2)

)
+ g3

(
y(t− 3)

)
. (6.15)

The networks from the different approaches were compared on a new set of data of
length 3000. Their simulation performance is almost equal. The net from VB has a
slightly worse fit, RMSE value 1.175, than the others. The network with two additive
regressors has the RMSE value 1.143, and the network with three additive regressors has
the RMSE value 1.145. In Figure 6.2, the simulated output from the networks with two
regressors and the real output are plotted for the first 100 data points. The simulated
signals are quite good, considering that the noise added to the signal has variance 1. The
additive structure gives a small improvement of the fit.

6.2.2 Example 2: Chen 2

The second example, also from Chen et al. (1995), is almost the same as the first, but this
is an exponential autoregressive model,

y(t) = 2e−0.1y2(t−1)(y(t− 1)− y(t− 2)) + e(t), (6.16)

where e(t) is Gaussian noise with standard deviation 1. Also here, the candidate regres-
sors were {y(t− 1), . . . , y(t− 8)}.
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Table 6.9: Results from ANOVA tests for Example 2. See Table 6.5 for explanation
of the table.

Effect p-level categories
y(t− 1) 0 1–4
y(t− 2) 0 1–4
y(t− 3) 0.0003 1–4
y(t− 4) 0 1–4
y(t− 5) 0 1–4
y(t− 6) 0 1–4
y(t− 7) 0.55 1–4
y(t− 8) 0.35 1–4

Manual Tests

Categorisation The same categorisation as for Example 1 is used. Also in this example
the strong correlation makes it impossible to test more than two time lags at a time if all
categories 1 to 4 should be included, since there is the problem with empty cells in higher
dimensions.

Analysis When a pairwise testing is done, only the time lags y(t− 7) and y(t− 8) can
be excluded, see Table 6.9.

Since the pairwise testing could not give much information, a new analysis run with
tests where three time lags were included were run. To avoid empty cells only data from
categories 2 and 3 were included, giving the results in Table 6.10. The first test was made
on y(t− 1), y(t− 2) and y(t− 3). y(t− 3) could be excluded and there was room to test
another factor, y(t − 4), which also was insignificant. Since y(t − 1) and y(t − 2) were
clearly significant, they were included in all the remaining tests. No other regressors were
found significant. After the second analysis the remaining time lags were y(t − 1) and
y(t− 2).

Results The second analysis round should give the suspicion that the data only depends
on y(t − 1) and y(t − 2), possibly with interaction between them, but two levels for
each time lag are too few to give any confidence, since nonlinear behaviour is suspected.
Possible regressors are y(t − 1) to y(t − 6), as given by the first analysis round. Better
categorisation is needed.

Results from TILIA

The result from TILIA was that y(t − 1) and y(t − 2) should be included with interac-
tion. These results were obtained by running the method two times; first with candidate
regressors {y(t− 1), . . . , y(t− 8)}, both with the regressors as they are and with orthog-
onalised regressors (see Section 6.1.1). The first approach gave the results (in Table 6.11)
that y(t − 1) interacts with y(t − 2) and with y(t − 3) and that the interaction between
y(t−2) and y(t−4) also is important. The orthogonalised approach (in Table 6.12) gives



6.2 Structure Selection on Simulated Test Examples 117

Table 6.10: Results from ANOVA test for Example 2. See Table 6.5 for explanation
of the table. The time lags were here tested three and three.

Effect p-level categories
y(t− 1) 0 2–3
y(t− 2) 0.02 2–3
y(t− 3) 0.19 2–3
y(t− 1) 0 2–3
y(t− 2) 0.001 2–3
y(t− 4) 0.06 2–3
y(t− 1) 0 2–3
y(t− 2) 0 2–3
y(t− 5) 0.23 2–3
(y(t− 1), y(t− 2)) 0.02 2–3
y(t− 1) 0 2–3
y(t− 2) 0 2–3
y(t− 6) 0.79 2–3
y(t− 1) 0 2–3
y(t− 2) 0 2–3
y(t− 7) 0.11 2–3
y(t− 1) 0 2–3
y(t− 2) 0 2–3
y(t− 8) 0.81 2–3
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Table 6.11: Composite p values for the data from (6.16). Table headings are ex-
plained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 14 1 1 1 1 1
(y(t− 2), y(t− 4)) 10 0.890 0.902 1 0.989 0.988
(y(t− 1), y(t− 2)) 8 0.800 0.854 1 0.974 0.973
(y(t− 1), y(t− 3)) 9 0.726 0.786 1 0.968 0.965

Table 6.12: Composite p values for the data from (6.16). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 13 1 1 1 1 1
y(t− 2) 12 1 1 1 1 1
(y(t− 1), y(t− 2)) 4 0.999 0.999 1 1.000 1.000
(y(t− 2), y(t− 3)) 5 0.994 0.994 1 0.999 0.999
(y(t− 2), y(t− 5)) 5 0.801 0.896 0.996 0.958 0.957

the important interactions y(t − 1) with y(t − 2), y(t − 2) with y(t − 3), and y(t − 2)
with y(t − 5). The regressors y(t − 6) to y(t − 9) were excluded and the method rerun
on the remaining ones. The results are given in Tables 6.13 and 6.14. In the second run,
both approaches identified correctly the interaction between y(t − 1) and y(t − 2), but
with the original regressors, also y(t − 3) and y(t − 4) were found as giving additive
contributions. The reason could be the strong correlation with the true lags. So, in this
case, the orthogonalisation gave the benefits a smaller and correct model.

Conclusion

The interaction between y(t − 1) and y(t − 2) was correctly identified. If the regressors
were not orthogonalised, also the regressors y(t − 3) and y(t − 4) were found to give
additive contribution. Since they are highly correlated with y(t − 1) and y(t − 2) that
result is not surprising. (Remember that not all regressors are included in all tests. When
y(t− 1) is missing, e.g., y(t− 3) could explain parts of the contribution from y(t− 1).)

Table 6.13: Composite p values for the data from (6.16). Table headings are ex-
plained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 14 1 1 1 1 1
y(t− 4) 7 1 1 1 1 1
y(t− 3) 9 0.998 0.999 1 1.000 1.000
(y(t− 1), y(t− 2)) 13 0.937 0.966 1 0.995 0.995
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Table 6.14: Composite p values for the data from (6.16). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 2) 19 1 1 1 1 1
y(t− 1) 19 1 1 1 1 1
(y(t− 1), y(t− 2)) 11 0.991 0.993 1 0.999 0.999

6.2.3 Example 3: Chen 3

The third example is an additive threshold autoregressive model (Chen et al., 1995),

y(t) = −2y(t− 1)I
(
y(t− 1) ≤ 0

)
+ 0.4y(t− 1)I

(
y(t− 1) > 0

)
+ e(t), (6.17)

where e(t) is Gaussian noise with standard deviation 1 and I(x) is an indicator such that
I(x) = 1 if x holds. Candidate regressors are {y(t− 1), . . . , y(t− 8)}.

Manual Tests

Categorisation Six categorisation intervals were used for the output data:

Category Interval
0 [2,∞]
1 [1, 2]
2 [0.5, 1]
3 [0, 0.5]
4 [−1, 0]
5 [−∞,−1]

which gave an approximately equal number of data in categories 1 to 4. Three time lags
at a time could be analysed without empty cells when categories 1 to 4 were used.

Analysis The first test was made with the time lags y(t − 1), y(t − 2) and y(t − 3).
Only y(t − 1) was found significant and included in the next test. This was the case for
the second and third tests too. In the fourth test only y(t− 1) and y(t− 8) were tested.

Results Only y(t− 1) was found to be a proper regressor for the analysed data series,
which coincides with the true model.

Results from TILIA

The regressor y(t−1) was found correctly both when the regressors were tested as they are
and when they were first orthogonalised. No other candidate regressors were important
enough to be included in the table of composite values and the composite values for the 9
basic tests including y(t− 1) are all 1.
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Table 6.15: Results from ANOVA test for Example 3, only main effects collected in
the table. See Table 6.5 for explanation of the table. The time lags were tested three
and three, except in the last test.

Effect p-level categories
y(t− 1) 0 1–4
y(t− 2) 0.57 1–4
y(t− 3) 0.93 1–4
y(t− 1) 0 1–4
y(t− 4) 0.53 1–4
y(t− 5) 0.71 1–4
y(t− 1) 0 1–4
y(t− 6) 0.60 1–4
y(t− 7) 0.48 1–4
y(t− 1) 0 1–4
y(t− 8) 0.22 1–4

Conclusion

This data set was unproblematic and a correct model was found with all approaches.

6.2.4 Example 4: Chen 4

This example is, similarly to the previous, a threshold autoregressive model,

y(t) =
(
0.5y(t− 1)− 0.4y(t− 2)

)
I
(
y(t− 1) < 0

)
+
(
0.5y(t− 1) + 0.3y(t− 2)

)
I
(
y(t− 1) ≥ 0

)
+ e(t), (6.18)

where e(t) is Gaussian noise with standard deviation 1 and I(x) is an indicator such that
I(x) = 1 if x holds. Candidate regressors are {y(t− 1), . . . , y(t− 8)}. This model is not
additive.

Manual Tests

Categorisation Compared to the example in Section 6.2.3, a different categorisation
was used here. The data range was divided into three intervals:

Category Interval
0 [−∞, 0]
1 [0, 1]
2 [1,∞]

The data is not as strongly correlated as in previous examples and fewer intervals are used
to category the data. In this case four time lags can be tested at the same time.
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Table 6.16: Results from ANOVA test for Example 4. All significant effects, at α =
0.01, and all main effects are collected in the table. See Table 6.5 for explanation of
the table. The time lags were tested four and four.

Effect p-level categories
y(t− 1) 0 0–2
y(t− 2) 0 0–2
y(t− 3) 0.95 0–2
y(t− 4) 0.75 0–2
(y(t− 1), y(t− 2)) 0
y(t− 1) 0 0–2
y(t− 2) 0 0–2
y(t− 5) 0.48 0–2
y(t− 6) 0.80 0–2
(y(t− 1), y(t− 2)) 0
(y(t− 1), y(t− 5)) 0.009
y(t− 1) 0 0–2
y(t− 2) 0 0–2
y(t− 5) 0.72 0–2
y(t− 7) 0.43 0–2
(y(t− 1), y(t− 2)) 0
(y(t− 1), y(t− 5)) 0.005
y(t− 1) 0 0–2
y(t− 2) 0 0–2
y(t− 5) 0.45 0–2
y(t− 8) 0.38 0–2
(y(t− 1), y(t− 2)) 0
(y(t− 1), y(t− 5)) 0.004

Analysis The time lags were included in the ANOVA four at a time. Beginning with
y(t−1) to y(t−4), four tests were needed to cover the first eight time lags. The results are
given in Table 6.16. The time lags y(t− 1) and y(t− 2) were included in all tests, since
they proved to give significant main and two-factor interaction effects. When y(t − 5)
was included in the test, the interaction effect

(
y(t − 1), y(t − 5)

)
proved significant, so

also y(t− 5) was included in the remaining tests.

Result The results from the ANOVA indicates that the data comes from a model on the
form:

y(t) = g1
(
y(t− 1), y(t− 2)

)
+ g2

(
y(t− 1), y(t− 5)

)
+ e(t), (6.19)

where g1
(
y(t− 1), y(t− 2)

)
probably explains most of y(t).
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Table 6.17: Composite p values for the data from (6.18). Table headings are ex-
plained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 10 1 1 1 1 1
(y(t− 1), y(t− 2)) 8 0.991 0.991 1 0.999 0.999

Table 6.18: Composite p values for the data from (6.18). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 9 1 1 1 1 1
(y(t− 1), y(t− 2)) 6 1 1 1 1 1

Results from TILIA

The model structure was correctly identified as

y(t) = g1
(
y(t− 1), y(t− 2)

)
+ e(t), (6.20)

regardless if the regressors were orthogonalised or not. The results are given in Ta-
bles 6.17 and 6.18.

Conclusion

TILIA gives correct results.

6.2.5 Example 5: Chen 5

Next example is a functional-coefficient AR(1) model with a sine function of lag two,

y(t) = y(t− 1) sin
(
y(t− 2)

)
+ e(t), (6.21)

where e(t) is Gaussian noise with standard deviation 1 (Chen et al., 1995). The candidate
regressors were {y(t− 1), . . . , y(t− 8)}.

Manual Tests

Categorisation The range of y(t) was divided into three intervals:

Category Interval
0 [1,∞]
1 [−1, 1]
2 [−∞,−1]

This categorisation makes it possible to test three time lags at a time.
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Table 6.19: Results from ANOVA test for Example 5. All significant effects, at α =
0.01, and all main effects are collected in the table. See Table 6.5 for explanation of
the table. The time lags were tested three and three.

Effect p-level categories
y(t− 1) 0.06 0–2
y(t− 2) 0.08 0–2
y(t− 3) 0 0–2
(y(t− 1), y(t− 2)) 0 0–2
(y(t− 1), y(t− 2), y(t− 3)) 0
y(t− 4) 0.25 0–2
y(t− 5) 0.56 0–2
y(t− 6) 0.09 0–2
(y(t− 4), y(t− 5)) 0
y(t− 4) 0.64 0–2
y(t− 5) 0.68 0–2
y(t− 7) 0.12 0–2
(y(t− 4), y(t− 5)) 0
y(t− 4) 0.24 0–2
y(t− 5) 0.96 0–2
y(t− 8) 0.33 0–2
(y(t− 4), y(t− 5)) 0

Analysis First, the time lags y(t − 1) to y(t − 3) were tested. The interaction effect(
y(t − 1), y(t − 2), y(t − 3)

)
was significant. It was not possible to include any more

factors in the test due to empty cells, so y(t−4) to y(t−6) were included in the next test.
Here, the interaction effect

(
y(t− 4), y(t− 5)

)
was significant, so y(t− 4) and y(t− 5)

were included also in the following tests, see Table 6.19.

Result The model resulting from the manual tests should have the following structure:

y(t) = g1
(
y(t− 1), y(t− 2), y(t− 3)

)
+ g2

(
y(t− 4), y(t− 5)

)
+ e(t). (6.22)

As this is a rather big model, it could be worth the effort to collect more data and see if it
was just an unlucky data sequence that led to the large number of regressors.

Results from TILIA

The candidate regressors were tested with TILIA, both as they come and orthogonalised.
In both cases, all regressors except y(t − 1) to y(t − 3) were excluded (see Tables 6.20
and 6.21). TILIA was run again, now with y(t − 1) to y(t − 3) as possible regressors.
(This gives more data to choose from in each cell). The results from the second run are
given in Tables 6.22 and 6.23. The resulting model structure was:

y(t) = g1
(
y(t− 1), y(t− 2)

)
+ e(t), (6.23)
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Table 6.20: Composite p values for the data from (6.21). Table headings are ex-
plained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
(y(t− 1), y(t− 2)) 9 1 1 1 1 1
y(t− 3) 9 0.995 0.996 1 0.999 0.999

Table 6.21: Composite p values for the data from (6.21). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
(y(t− 1), y(t− 2)) 8 1 1 1 1 1
y(t− 3) 9 1 1 1 1 1
(y(t− 1), y(t− 3)) 6 0.837 0.920 1 0.971 0.971

which corresponds to the true model.

Comparison with Validation Based Exhaustive Search

Exhaustive search with eight regressors, y(t−1) to y(t−8), was run on two different data
sets with 3000 data from this function. The results was that for the first data set the model
with the correct regressors y(t− 1) and y(t− 2), had best performance on the part of the
data used for validation. For the second data set a model with the regressors y(t − 1),
y(t− 2), y(t− 4) and y(t− 6) was best.

Conclusion

For this data set, it is clear that TILIA finds the correct structure, while the unbalanced
ANOVA tests or the validation based exhaustive search among neural networks do not.

6.2.6 Example 6: Chen and Lewis

This example is an adaptive spline threshold auto-regression, which exhibits limiting cy-
cle behaviour (Chen et al., 1995; Lewis and Stevens, 1991). The model is:

y(t) =14.27 + 0.46y(t− 1)− 0.02y(t− 1)
(
y(t− 2)− 30

)
+

+ 0.047y(t− 1)
(
30− y(t− 2)

)
+

+ e(t), (6.24)

Table 6.22: Composite p values for the data from (6.21). Table headings are ex-
plained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
(y(t− 1), y(t− 2)) 4 0.963 0.964 1 0.991 0.991
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Table 6.23: Composite p values for the data from (6.21). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
(y(t− 1), y(t− 2)) 4 1 1 1 1 1
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Figure 6.3: Scatter plot of data from (6.24). The data points show limit cycle be-
haviour and are spread on a slightly bent plane in three dimensions.

where (x)+ = x if x > 0 and (x)+ = 0 otherwise and e(t) is Gaussian noise with
standard deviation 1. The data can be viewed in a scatter plot in Figure 6.3.

Manual Tests

Categorisation The range of the data was divided into three intervals:

Category Interval
0 [−∞, 27.6]
1 [27.7, 28.8]
2 [28.8,∞]

In this data sequence, the correlation between every second sample is strong, as can be
seen from the distribution in the different cells. For example, the cells corresponding to
data belonging to categories 0, 2, 0, 2 and to categories 2, 0, 2, 0 are empty.

Analysis First, the time lags were tested three at a time. y(t − 1) to y(t − 3) all had
significant main effects, so the next test was performed on y(t− 4) to y(t− 6). y(t− 5)
had a significant main effect in this test, so the third test was made on y(t− 5), y(t− 7)
and y(t−8), see Table 6.24. Then, y(t−1) to y(t−3) and y(t−5), were tested together.
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Table 6.24: Results from ANOVA test for Example 6. All significant effects, at
α = 0.01, and all main effects are collected in the table. The time lags were tested
three and three.

Effect p-level categories
y(t− 1) 0 0–2
y(t− 2) 0 0–2
y(t− 3) 0.0006 0–2
y(t− 4) 0.22 0–2
y(t− 5) 0 0–2
y(t− 6) 0.63 0–2
y(t− 5) 0 0–2
y(t− 7) 0.28 0–2
y(t− 8) 0.38 0–2
y(t− 1) 0 0–2
y(t− 2) 0 0–2
y(t− 3) 0.003 0–2
y(t− 5) 0.17 0–2

As the time lags are not all adjacent, this was possible, despite the strong correlation. This
last test showed that y(t − 5) is spurious. The difference compared to the former tests
depend on the fact that the real regressors are included in the same test.

Result The resulting model is

y(t) = g1
(
y(t− 1)

)
+ g2

(
y(t− 2)

)
+ g3

(
y(t− 3)

)
+ e(t). (6.25)

The interaction effect
(
y(t− 1), y(t− 2)

)
has not been picked up by the test.

Results from TILIA

The results get different depending on the number of regressors tested simultaneously, the
degree of interaction tested, how many categories are used to categorise data and whether
the included regressors are orthogonalised or not. Common to all results are that they are
wrong and that they have low degrees of interaction.

Conclusion

This data set is not suited for analysis with ANOVA, which is apparent from a scatter plot.
The reason is that large regions of the three-dimensional regressor space are empty.

6.2.7 Example 7: Yao

This example is a NARX model structure (see Equation (1.9)). The model was found
in Yao and Tong (1994).

y(t) = 0.3y(t− 1)eu(t−1) + sin(u(t− 1)) + e(t), (6.26)
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where u(t) is the output from an AR(2) model:

u(t) = 0.1u(t− 1)− 0.56u(t− 2) + n(t). (6.27)

The noise term e(t) has the same distribution as the noise term 0.6n(t). n(t) is the sum
of 48 independent uniformly distributed random variables, in the range [−0.25, 0.25].
According to the central limit theorem the noise terms can then be treated as coming from
a Gaussian distribution, but with the support bounded to [−12, 12]. Candidate regressors
are {y(t− 1), . . . , y(t− 5), u(t), . . . , u(t− 5)}.

Manual Tests

Categorisation The range of y(t) was divided into the intervals:

Category Interval
0 [−∞,−1.4]
1 [−1.4, 1]
2 [1,∞]

and the range of u(t) was divided into the intervals:

Category Interval
0 [−∞,−1]
1 [−1, 1]
2 [1,∞]

With this categorisation, four factors at a time could be tested.

Analysis Six tests were necessary to cover y(t − 1) to y(t − 5) and u(t) to u(t − 5),
see Tables 6.25 and 6.26. In the first test, which was made on y(t − 1) to y(t − 4), only
y(t− 1) was found to have a significant effect. In the second test, also u(t) and u(t− 1)
were significant, in interactions. When u(t − 2) was included in the third test, u(t) lost
its importance. No other time lags had significant effects. The normal probability plots
(Definition 3.2) of the residuals show some non-normal behaviour, which indicates that
the analysis should not be completely trusted. With more data, some cells with large
within-cell variation could be excluded to do something about the non-normal residuals.

Result The resulting model is:

y(t) = g
(
y(t− 1), u(t− 1), u(t− 2)

)
+ e(t). (6.28)

The time lag u(t−2) is spurious, and was possibly tested significant due to its importance
in explaining u(t).
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Table 6.25: Results from ANOVA test for Example 7, tests 1 to 3. All significant
interaction effects, at α = 0.01, and all main effects are collected in the table. See
Table 6.5 for explanation of the table. The time lags were tested four and four. The
second column is irrelevant for interaction effects.

Effect p-level categories
y(t− 1) 0.016 0–2
y(t− 2) 0.12 0–2
y(t− 3) 0.83 0–2
y(t− 4) 0.87 0–2
y(t− 1) 0 0–2
y(t− 5) 0.93 0–2
u(t) 0.21 0–2
u(t− 1) 0.017 0–2
(y(t− 1), u(t)) 0.008 –
(y(t− 1), u(t− 1)) 0 –
(y(t− 1), u(t), u(t− 1)) 0.008 –
y(t− 1) 0 0–2
u(t) 0.68 0–2
u(t− 1) 0.39 0–2
u(t− 2) 0.23 0–2
(y(t− 1), u(t− 1)) 0 –
(y(t− 1), u(t− 2)) 0 –
(y(t− 1), u(t− 1), u(t− 2)) 0 –
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Table 6.26: Results from ANOVA test for Example 7, tests 4 to 6. All significant
interaction effects, at α = 0.01, and all main effects are collected in the table. See
Table 6.5 for explanation of the table. The time lags were tested four and four. The
second column is irrelevant for interaction effects.

Effect p-level categories
y(t− 1) 0 0–2
u(t− 1) 0.27 0–2
u(t− 2) 0.19 0–2
u(t− 3) 0.83 0–2
(y(t− 1), u(t− 1)) 0 –
(y(t− 1), u(t− 2)) 0 –
(y(t− 1), u(t− 1), u(t− 2)) 0 –
y(t− 1) 0 0–2
u(t− 1) 0.01 0–2
u(t− 2) 0.01 0–2
u(t− 4) 0.44 0–2
(y(t− 1), u(t− 1)) 0 –
(y(t− 1), u(t− 2)) 0 –
(u(t− 1), u(t− 2)) 0.005 –
(y(t− 1), u(t− 1), u(t− 2)) 0 –
y(t− 1) 0 0–2
u(t− 1) 0.02 0–2
u(t− 2) 0.009 0–2
u(t− 5) 0.71 0–2
(y(t− 1), u(t− 1)) 0 –
(y(t− 1), u(t− 2)) 0 –
(y(t− 1), u(t− 1), u(t− 2)) 0 –
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Table 6.27: Composite p values for the data from (6.26). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
(y(t− 1), u(t− 1)) 7 1 1 1 1 1
y(t− 1) 16 1 1 1 1 1
(y(t− 2), u(t− 2)) 5 0.925 0.932 1 0.985 0.985
(y(t− 2), u(t− 1)) 8 0.663 0.779 1 0.953 0.950
u(t− 1) 18 0.453 0.458 1 0.969 0.957

Table 6.28: Composite p values for the data from (6.26). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
(y(t− 1), u(t− 1)) 5 1 1 1 1 1
y(t− 1) 16 0.943 0.943 1 0.996 0.996
(y(t− 2), u(t− 2)) 5 0.920 0.942 0.9998 0.984 0.984
u(t− 1) 16 0.578 0.703 1 0.970 0.966
y(t− 2) 17 0.395 0.689 1 0.951 0.947

Results from TILIA

The candidate regressors were y(t−1) to y(t−5) and u(t) to u(t−5). These were tested
five at a time and the results were that the interaction between y(t− 1) and u(t− 1) was
the most significant effect and that y(t− 3) to y(t− 5) and u(t− 3) to u(t− 5) could be
excluded. The composite p-values are given in Tables 6.27 and 6.28. Since there were so
many candidate regressors excluded, the method were rerun on the remaining regressors
to give a more reliable structure of them. They were ordered after their significance in the
first run of TILIA as y(t−1), u(t−1), u(t), u(t−2) and y(t−2), since the order matters
when the orthogonalisation is made. The composite p-values are given in Tables 6.29
and 6.30. The results in the case when the regressors are orthogonalised give an extra
significant interaction between y(t − 1) and u(t − 2). The resulting structure from the
unorthogonalised case was

y(t) = g(y(t− 1), u(t− 1)) + e(t), (6.29)

which corresponds to the true structure.

Conclusion

TILIA gives here a clear and correct answer, while the manual tests give more vague
results.
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Table 6.29: Composite p values for the data from (6.26). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
u(t− 1) 4 1 1 1 1 1
(y(t− 1), u(t− 1)) 4 1 1 1 1 1
y(t− 1) 4 1 1 1 1 1

Table 6.30: Composite p values for the data from (6.26). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 4 1 1 1 1 1
u(t− 1) 4 1 1 1 1 1
(y(t− 1), u(t− 1)) 4 1 1 1 1 1
(y(t− 1), u(t− 2)) 4 0.841 0.909 0.983 0.958 0.958

6.2.8 Example 8: Pi

This example is a Hénon map (Pi and Peterson, 1994),

y(t) = 1− 1.4(y(t− 2)− e(t− 2))2 + 0.3(y(t− 4)− e(t− 4)) + e(t), (6.30)

where e(t) is independent identically distributed noise uniformly distributed on the range
[−0.10122, 0.10122]. In simulations this model can be viewed as an autoregressive model
with or without exogenous variables, depending on whether e(t) is treated as an input
signal or noise. The candidate regressors are {y(t − 1), . . . , y(t − 9)}. Recall that 3000
input/output data are used for all examples.

Manual Tests

Categorisation The range of the data was divided into three intervals:

Category Interval
0 [−∞,−0.16]
1 [−0.16, 0.64]
2 [0.64,∞]

The data was strongly correlated, see Figure 5.3, which led to problems with empty cells.
At most three time lags could be tested at the same time.

Analysis Different numbers of categories had to be used for the different factors in each
test, to avoid empty cells. The tests were done according to Table 6.31. Every second time
lag seems to have a strong influence on y(t). They are also strongly dependent on each
other, which can be concluded from the number of categories included in each test. When
not all categories are included, it is to avoid empty cells.
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Table 6.31: Results from ANOVA test for Example 8. All significant interaction
effects, at α = 0.01, and all main effects are collected in the table. See Table 6.5
for explanation of the table. The time lags were tested three and three. The second
column is irrelevant for the interaction effects.

Effect p-level categories
y(t− 1) 0.35 1–2
y(t− 2) 0 0–2
y(t− 3) 0.08 0–2
y(t− 2) 0 1–2
y(t− 4) 0 0–2
y(t− 5) 0.97 0–2
(y(t− 2), y(t− 4)) 0 –
y(t− 2) 0 1–2
y(t− 4) 0 1–2
y(t− 6) 0 1–2
(y(t− 2), y(t− 4)) 0 –
y(t− 2) 0 1–2
y(t− 4) 0 0–2
y(t− 7) 0.84 0–2
(y(t− 2), y(t− 4)) 0 –
y(t− 8) 0 1–2
y(t− 9) 0.11 0–2
y(t− 10) 0 0–2
(y(t− 8), y(t− 10)) 0 –
y(t− 2) 0 1–2
y(t− 8) 0 1–2
y(t− 10) 0 0–2
(y(t− 2), y(t− 8), y(t− 10)) 0 –
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Table 6.32: Composite p values for the data from (6.30). The regressors were or-
thogonalised before TILIA. Table headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 2) 26 1 1 1 1 1
y(t− 4) 24 0.992 0.996 1 1 1

Result The result from the tests is that y(t − 2), y(t − 4), y(t − 6), y(t − 8) and
y(t − 10) influence y(t). This result should not be trusted, due to the low number of
categories included in the tests and the strong correlation between these time lags. The
only useful result is that all odd time lags can be excluded from further model building.

Results from TILIA

In this example two different categorisations of data were tried, since the data showed
strong correlation, see Figure 5.3. First, each candidate regressor was categorised into
three levels, such that one third of the data belonged to each category. TILIA was run both
with and without orthogonalisation (before categorisation) of the candidate regressors.
The result was a model structure with all possible two-factor interactions between the
even time lags of y; y(t− 2), y(t− 4), . . ., both with and without orthogonalisation.

Then two categories were used for each regressor, with half of the data belonging to
each category. TILIA with orthogonalisation gave the result (in Table 6.32)

y(t) = g1
(
y(t− 2)

)
+ g2

(
y(t− 4)

)
+ e(t). (6.31)

Without orthogonalisation the result is the same as with three categories.

Conclusion

This data set is tricky to identify, due to the strong correlation of the limit cycle. Never-
theless, TILIA manages to pick out the correct autoregressive terms if few enough cate-
gorisation levels are included and the candidate regressors are orthogonalised.

6.3 Discussion

Manual Tests To summarise the results from the manual tests, ANOVA manages to
pick out at least the true regressors in the NARX examples. Spurious regressors are in-
cluded quite often. In one case, see Section 6.2.6, interaction effects were missed, but all
true regressors were included. In the examples where validation based exhaustive search
was tried, there was no indication that it would perform any better than ANOVA.

TILIA When TILIA is tried on the same examples, the results are much better. In all
but one example the structure is correctly identified. TILIA fails when the system has
a narrow limit cycle (see Section 6.2.6). The example in Section 6.2.8 also has a limit
cycle, but the data are spread around it a bit more. This failure is not surprising, since
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Figure 6.4: Silver box data. The first 40000 samples are validation data and the last
86916 samples are estimation data.

systems with limit cycles are in general hard to identify. We can also see that although the
potential for improvements of TILIA is large, it works satisfactorily in its current state.

Differences The most important difference between the previous ad hoc ANOVA tests
and TILIA are the consistent categorisation, the balance of data and the composition of
different basic ANOVA tests. The examples here shows that these differences in the
methods give important differences in results, in favour of TILIA.

6.4 Structure Selection on Measured Data Sets

6.4.1 Silver Box data

The silver box data are sampled from an electrical circuit and should in theory be de-
scribed by

m
d2y(t)
dt

+ d
dy(t)
dt

+ ay(t) + by(t)3 = u(t). (6.32)

This dataset is due to Pintelon and Schoukens (2001) and was studied in a special session
at the 6th IFAC-Symposium on Nonlinear Control Systems (NOLCOS, 2004). The data
set consist of a validation data set, the “arrow head” in Figure 6.4, with 40000 samples,
and an estimation data set of 86916 samples in the trailing part. The sampling period is
0.0016384 seconds. The validation data are chosen to give the ability to test the generali-
sation capability of the estimated models .

TILIA TILIA was applied to the estimation data set. Candidate regressors were y(t− 1)
to y(t−9) and u(t) to u(t−9), that is 19 candidates. The proportion vector was chosen as
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Table 6.33: The most important regressors and two-factor interactions for the silver
box data when testing candidate regressors without orthogonalisation. The number
of basic test including the effect is denoted by nb,and p is the probability, accord-
ing to the hypothesis test, that the sum of squares are large not purely by random.
The different columns give the product of these probabilities for each basic test, the
minimum probability, the maximum probability and the arithmetic and geometric
averages of the probabilities.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 4) 30 1 1 1 1 1
y(t− 1) 32 1 1 1 1 1
u(t− 2) 29 1 1 1 1 1
y(t− 5) 32 1 1 1 1 1
y(t− 8) 29 0.948 0.973 1 0.998 0.998
(y(t− 4), y(t− 9)) 6 0.821 0.910 0.998 0.968 0.968
u(t− 7) 31 0.803 0.864 1 0.993 0.993
(y(t− 2), y(t− 3)) 6 0.743 0.897 1 0.953 0.952
y(t− 2) 32 0.721 0.758 1 0.991 0.990
u(t− 1) 29 0.719 0.719 1 0.990 0.989
y(t− 9) 32 0.681 0.703 1 0.990 0.988
y(t− 6) 30 0.616 0.633 1 0.987 0.984
y(t− 7) 27 0.576 0.538 1 0.979 0.973
y(t− 3) 28 0.451 0.750 1 0.975 0.972
u(t− 3) 30 0.197 0.239 1 0.969 0.947
u(t− 6) 34 0.026 0.049 1 0.958 0.899

Table 6.34: The most important regressors and two-factor interactions for the silver
box data when testing candidate regressors with orthogonalisation. Table headings
are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
ỹ(t− 1) 34 1 1 1 1 1
ỹ(t− 2) 34 1 1 1 1 1
(ỹ(t− 5), ũ(t− 5)) 5 1 1 1 1 1
(ỹ(t− 2), ỹ(t− 4)) 6 0.997 0.998 1 1 1
(ỹ(t− 1), ũ(t− 5)) 5 0.997 0.998 1 0.999 0.999
(ỹ(t− 2), ũ(t− 4)) 7 0.991 0.993 1 0.999 0.999
(ỹ(t− 6), ũ(t− 6)) 11 0.811 0.882 1 0.982 0.981
(ỹ(t− 2), ũ(t− 3)) 8 0.808 0.876 1 0.975 0.974
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[1/3 1/3 1/3] for all regressors, the number of regressors included in each basic test was
5 and second order interactions were tested. To stabilise the result, the complete test was
repeated four times (see Section 6.1.3). Each complete test consist of 27 to 29 basic tests.
The most important effects are given in Table 6.33, for the candidate regressors tested
directly and in Table 6.34, for the candidate regressors tested after orthogonalisation by
QR-factorisation. This is a case where the ordering matters. If the candidate regressors
are reordered according to Table 6.34, with the excluded regressors in the “tail”, other
candidate regressors become the most important (see Example 6.1). The ordering also
affects which data points are selected for the analysis. A successful ordering can be
recognised by that the importance of the effects (almost) maintain the ordering. Here,
we will neglect the results from the orthogonalised regressors and trust the results in
Table 6.33. These show that all output regressors, y(t − 1) to y(t − 9), and the input
regressors u(t − 1) to u(t − 3), u(t − 6) and u(t − 7) should be included in the model.
Most of the effects are additive. The important interaction effects are between y(t − 2)
and y(t− 3) and between y(t− 4) and y(t− 9). The suggested model structure is

y(t) =g1
(
y(t− 1)

)
+ g2

(
y(t− 2), y(t− 3)

)
+ g3

(
y(t− 4), y(t− 9)

)
+ g4

(
y(t− 5)

)
+ g5

(
y(t− 6)

)
+ g6

(
y(t− 7)

)
+ g7

(
y(t− 8)

)
+ g8

(
u(t− 1)

)
+ g9

(
u(t− 2)

)
+ g10

(
u(t− 3)

)
+ g11

(
u(t− 6)

)
+ g12

(
u(t− 7)

)
. (6.33)

This model uses almost the same regressors as the two best (in RMS sense) models of
Table 1 in Ljung et al. (2004) of the NOLCOS comparison. Note that quite many old
outputs are needed in the model.

6.4.2 Nonlinear Laboratory Process

The vane process consists of an air fan mounted 15 cm in front of a 20 × 20 cm vane
(see Figure 6.5). The input signal is the voltage over the motor and the output signal is
the output voltage from the angle meter. To give the process a more nonlinear behaviour,
the motion of the vane is blocked by a slightly damping object. Both the range of the
input and the range of the output are limited to −10 V to 10 V, due to limitations in the
instrumentation.

Input Selection

The chosen input signal is a pseudo-random multi-level input signal with three levels. To
get all 37 = 2187 signal level combinations in the sequence u(t), u(t − 1), u(t − 2),
u(t− 3), u(t− 4), u(t− 5), u(t− 6) the equation

u(t) = mod
(
u(t− 5) + 2u(t− 7), 3

)
(6.34)

is used to generate the signal. Here mod(x, 3) stands for modulo three. This equation can
only generate 37 − 1 different signal level combinations, since if there are seven or more
zeros in a row, the output will be constantly zero. Since it is important in the intended
analysis to have measurements of all signal level combinations, a zero is appended in each
period of the signal. Then the three signal levels {0, 1, 2} are mapped to the desired levels
{5, 1, 9} of the signal.
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Figure 6.5: The vane process. The fan to the left blows at the vane to the right. The
vane swings about its upper edge.

The sampling period is chosen such that 4–8 samples can be taken during the rise time
(= 0.3 s) of a step response. With 4 samples during the rise time this gives the sampling
period 0.08 s.

Linear identification Several linear models of different orders were tried out. To han-
dle the offset from zero mean, a second, constant, input was included in the models. The
model that showed the best performance on validation data was a state space model of
order three;

x(t+ 0.08) = Ax(t) +Bu(t) +Ke(t) (6.35)
y(t) = Cx(t) + e(t),

where A is a 3 × 3 matrix, B is a 3 × 2 matrix, K is a 3 × 1 matrix and C is a 1 × 3
matrix. This third order, two input, one output system has 12 identifiable parameters. The
model was estimated using the first half (8086 samples) of the data set as estimation data.
The fit for the linear model was 75% on the second half of the data set (see Figure 6.6)
for a zoom in on 175 data points. The linear model does not handle the saturation caused
by the blocking of the vane very well, giving large overshoots when the measured signal
saturates and not enough amplitude in the other oscillations. The residuals from the linear
model almost pass a whiteness test and the correlation between the residuals and the input
is insignificant, see Figure 6.7. This means that there is essentially nothing more to gain
from a linear model.
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Figure 6.6: Simulated outputs from the linear model. The solid line is the measured
output and the dashed line is the simulated output from the linear model.
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Table 6.35: Results from TILIA on data from the vane process. Table headings are
explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 421 1 1 1 1 1
u(t− 4) 436 0.854 0.975 1 1 1
y(t− 2) 400 0.168 0.598 1 0.996 0.996
(u(t), u(t− 7)) 60 0.014 0.140 1 0.955 0.932
u(t− 3) 423 0.000 0.209 1 0.986 0.981
u(t− 5) 397 0.000 0.117 1 0.985 0.977
y(t− 8) 397 0.000 0.139 1 0.959 0.946

Table 6.36: Results from TILIA on data from the vane process. The candidate
regressors are orthogonalised. Column headings are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
ỹ(t− 1) 422 1 1 1 1 1
ỹ(t− 2) 431 1 1 1 1 1
(u(t), u(t− 5), u(t− 7)) 8 0.941 0.972 1 0.993 0.992
ũ(t− 1) 431 0.060 0.630 1 0.994 0.994
ỹ(t− 4) 441 0.000 0.138 1 0.955 0.944

TILIA TILIA was applied to the entire data set. Candidate regressors were y(t − 1) to
y(t − 9) and u(t) to u(t − 9), that is, 19 candidates. The proportion vector was chosen
as [1/3 1/3 1/3] for all regressors, the number of regressors included in each basic test
was 4 and third order interactions were tested. The balance of the tests was enforced
by only using three samples from each cell. To stabilise the result, the complete test
was repeated four times. Each complete test consisted of about 480 to 530 basic tests.
The most important effects are given in Table 6.35, for the candidate regressors tested
directly and in Table 6.36, for the candidate regressors tested after orthogonalisation by
QR-factorisation. When the regressors were reordered according to the order in Table 6.36

Table 6.37: Results from TILIA on data from the vane process. The candidate
regressors are orthogonalised in the order y(t−1), y(t−2), u(t), u(t−5), u(t−7),
u(t− 1), y(t− 4), y(t− 7), y(t− 8), u(t− 4), u(t− 3). Since the six candidate
regressors included among the most important ones, according to the test, are the six
first in the orthogonalisation order, the ordering was successful. Column headings
are explained in Table 6.3.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 1) 107 1 1 1 1 1
ỹ(t− 2) 114 1 1 1 1 1
(ũ(t), ũ(t− 5), ũ(t− 7)) 7 0.972 0.974 1 0.996 0.996
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(and the last ones according to Table 6.35), the most important effects were among the
first six candidate regressors. This makes the orthogonalised test useful for regressor
selection. The suggested model structure is

ŷ(t) = g1
(
y(t− 1)

)
+ g2

(
ỹ(t− 2)

)
+ g3

(
ũ(t), ũ(t− 5), ũ(t− 7)

)
, (6.36)

where the tilde-denoted regressors are the original candidate regressors QR-factorised
in the order y(t − 1), y(t − 2), u(t), u(t − 5), u(t − 7). A nonlinear model with the
regressors of (6.36) using an artificial neural network with 40 sigmoids in the hidden layer
was estimated. The fit of the model was 74% and it was able to model the saturations in
the measured data. No tuning of other model parameters (like the number of neurons) and
no random restarts of the minimisation algorithm were done in this model, so better fit is
possible.

6.4.3 DAISY Data

In this section a data set available in the DAISY data base (De Moor, 2005) will be used.
The laboratory dryer data (Ljung (1999), DAISY number [96-006]) is a data set of

1000 samples, collected from laboratory equipment, which acts like a hair dryer. Air is
fanned through a tube heated by a mesh of resistor wires. The output is the temperature
measured at the outlet and the input is the voltage over the resistor mesh. The input is of
a binary signal type.

TILIA The structure was identified with TILIA. Since the input was binary, two cate-
gories were used for the candidate regressors formed from the input time lags. Three
categories were used for the output time lags. This means that two different proportion
vectors were used, [1/2 1/2] and [1/3 1/3 1/3] respectively. The candidate regressors
were y(t− 1) to y(t− 5) and u(t) to u(t− 5). These were tested for three-factor interac-
tions, five in each basic test. The results for orthogonalised candidate regressors are given
in Table 6.38. In this case, it was hard to categorise the unorthogonalised data without
getting empty cells. The resulting model structure is

y(t) = g1
(
y(t− 2)

)
+ g2

(
ỹ(t− 3), ũ(t− 4), ũ(t− 5)

)
, (6.37)

with the regressors orthogonalised in the order y(t − 2), u(t − 4), y(t − 3), u(t − 5).
According to Ljung (1999) this data set can be modelled with an ARMAX model of
order na = 3, nb = 3, nc = 2 and nk = 2. The first 500 data were used for es-
timation. The simulation fit of the model on the validation data was 85.7% (see Fig-
ure 6.8). This linear ARMAX model was better than a nonlinear ARX model with orders
na = 3, nb = 2, nk = 4 (as suggested by TILIA). A nonlinear ARX model with orders
na = 3, nb = 3, nk = 2 had the fit 85.8% on validation data. Both the nonlinear models
had a nonlinearity of wavenet type with 50 units. This should give a good flexibility of the
model, but both models are as close to linear as it is possible to determine by inspection
of graphs. This means that the nonlinear effects in this data set are very small.
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Figure 6.8: Comparison between the measured output from the laboratory dryer and
output simulated from the linear ARMAX model.

Table 6.38: Results from TILIA on data from the laboratory dryer. The candidate
regressors are orthogonalised.

Effect nb
∏

(1− p) b1− pc d1− pe Arit. Geom.
y(t− 2) 50 1 1 1 1 1
ũ(t− 4) 52 0.978 0.983 1 1 1
(ỹ(t− 3), ũ(t− 4), ũ(t− 5)) 7 0.889 0.889 1 0.984 0.983
(ỹ(t− 3), ũ(t− 5)) 14 0.472 0.666 1 0.953 0.948
ỹ(t− 3) 45 0.465 0.609 1 0.986 0.983
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6.5 Conclusions

In this chapter a systematic method (TILIA) for regressor selection using ANOVA has
been developed and tested both on simulated and measured data sets with many candidate
regressors. TILIA has shown homogeneously good results in test cases with up to 19
candidate regressors. As pointed out, for example in Section 6.1.2, there are nevertheless
many possible improvements to TILIA. These include improvements of the categorisa-
tion, a more structured way to order regressors for orthogonalisation, and the methods to
combine probability values.



7
Interpretations of ANOVA

In the last decade, there has been a growing interest in the linear regression field for dif-
ferent kinds of regularisation methods using 1-norm regularisation, such as LASSO (Tib-
shirani, 1996), nn-garrote (Breiman, 1995), and wavelet shrinkage (Donoho and John-
stone, 1994) (all these methods were described in Chapter 2). Since the 1-norm penalty
term tends to force several parameter values to zero, these methods can be viewed as
optimisation-based regressor selection methods.

In this chapter, it is shown that the ANOVA problem can be recast as an optimisation
problem (Section 7.1). Two modified versions of the ANOVA optimisation problem are
then proposed in Section 7.2, and as pointed out in Section 7.5, it turns out that they are
closely related to the nn-garrote and wavelet shrinkage methods, respectively. In the case
of balanced data, it is also shown that the methods has a nice orthogonality property in the
sense that different groups of parameters can be computed independently (Section 7.3).

The last section (7.7) of this chapter explores the connections between ANOVA and a
common model order selection technique for linear models.

7.1 ANOVA as an Optimisation Problem

In this section, we will start the preparations for studying the connections between
ANOVA and the optimisation based model selection methods described in Section 2.1.
We will do this by formulating ANOVA itself as a simple optimisation problem. In the
following sections, we will assume that the data set is balanced, unless otherwise stated.

First, note that the F-tests performed by ANOVA can be interpreted as comparing
the size of the numerator and denominator in expressions such as (3.25). By suitable
normalisation, we can say that θ1;j1 should be included in the model if and only if the
numerator of vA is greater than the denominator. To be able to make explicit which terms
in the model (3.13) should be included, we introduce a binary vector c ∈ {0, 1}4 of length

143



144 7 Interpretations of ANOVA

four, and use the following model:

y
(
(j1, j2), p

)
= c0θ0 + c1θ1;j1 + c2θ2;j2 + c1,2θ1,2;j1,j2 + ε

(
(j1, j2), p

)
(7.1)

The value of c0 should normally be chosen to 1. Now we can formulate an optimisation
problem in the binary variables c, which gives the same optimal solution as ANOVA:

min
c

SST + c1(c1 − 2)SSA + c2(c2 − 2)SSB + c1,2(c1,2 − 2)SSAB

+ SSE(f1c1 + f2c2 + f1,2c1,2)

subject to c ∈ {0, 1}4 (7.2)

where

f1 =
m1 − 1

N −m1m2
Fα(m1 − 1, N −m1m2),

f2 =
m2 − 1

N −m1m2
Fα(m2 − 1, N −m1m2),

f1,2 =
(m1 − 1)(m2 − 1)

N −m1m2
Fα
(
(m1 − 1)(m2 − 1), N −m1m2

)
and Fα(df1, df2) is the value taken from an F-table with df1 and df2 degrees of freedom
and α denoting the significance level. Clearly, (7.2) is the same as three separate hypoth-
esis tests. If SSA is large, larger than SSEf1, c1 will be set to 1 to minimise the criterion.
If SSA < SSEf1, c1 will be set to 0. Hence, we obtain the same choice of factors to
include as in standard ANOVA.

Since c is a binary vector, there are of course many different ways in which c could
enter (7.2), which would give the same result. For instance, ci(ci − 2) could be replaced
by −ci. The reason for the choice in (7.2) is that it allows to make a connection to a more
general optimisation problem, which will be studied in the following sections.

7.2 ANOVA-Inspired Optimisation Problems

Having written ANOVA as a simple optimisation problem over c, one could take a step
further and try also to formulate optimisation problems over θ. In this section, two
optimisation-based identification algorithms, inspired by the ANOVA method, will be
presented. In fact, as we will see in Section 7.3.2, the ANOVA problem (7.2) can be
obtained as a small modification of one of the algorithms, with c being binary variables.

7.2.1 Relaxed Problem

Let us first define the objective function

V (c, θ) =
N∑
t=1

(
y(t)−M

(
c, θ, ϕ(t)

))2

, (7.3)
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where M
(
c, θ, ϕ(t)

)
is a model of the system. Here, we will make use of an ANOVA

function expansion (2.2) with piecewise constant basis functions;

M(c, θ, ϕ) =c0θ0 +
d∑
k=1

ck

(
mk∑
i1=1

θk;i1Ib(k,i1)(ϕk)

)

+
d−1∑
k=1

d∑
l=k+1

ck,l

(
mk∑
i1=1

ml∑
i2=1

θk,l;i1,i2Ib(k,i1)(ϕk)Ib(l,i2)(ϕl)

)
+ . . .

+ c1,2,...,d

(
m1∑
i1=1

m2∑
i2=1

. . .

md∑
id=1

θ1,2,...,d;i1,i2,...,id

d∏
k=1

Ib(k,ik)(ϕk)

)
(7.4)

where b(k,i) is the ith interval belonging to the regressor ϕk and Ib(x) = 1 if x ∈ b and
zero otherwise. In this expression c0θ0 is the total mean, the first sum consists of the main
effects, the second sum consists of the two-factor interactions and so on. Note that each
effect has its own parameter in c, but can have many parameters in θ, one for each basis
function. Also note that (7.4) can be interpreted as a straightforward generalisation of
(3.13).

Being true to the ANOVA method, c should be chosen as a binary vector, c ∈ {0, 1}2d

.
However, this would lead to mixed integer optimisation problems, which are generally
hard to solve efficiently. Instead, let us relax the constraint and let c vary continuously in
the interval [0, 1]2

d

.
Now, the algorithm can be written in two steps, both solving a convex optimisation

problem (Boyd and Vandenberghe, 2004):

Step 1 Solve

min
θ

V (1, θ) (7.5)

subject to Aθ = 0.

Denote the optimal solution by θ̂. The problem can be solved analytically, as in
Section 3.2.1.

Step 2 Solve

min
c

V (c, θ̂) + J‖Fc‖1 (7.6)

subject to c ∈ [0, 1]2
d

.

What is needed now is to specify A, J and F. A is defined from the linear constraints
coming from ANOVA, saying that the parameters θk1,...,kl;i1,...,il should sum to zero over
any of its indices, i.e.,

mkj∑
ikj

=1

θk1,...,kl;i1,...,il = 0 ∀ j = 1, . . . , l. (7.7)
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For J , we choose J = V (1, θ̂). Note that this choice corresponds to SSE in ANOVA.
The weight matrix F is chosen to be diagonal and is computed from the degrees of

freedom for each effect and the F statistical table. The weights for ck1,...,kl
are

fk1,...,kl
=
dfk1,...,kl

dfE
Fα(dfk1,...,kl

, dfE), (7.8)

where dfk1,...,kl
=
∏l
i=1(mki − 1), dfE = N −

∏d
i=1mi and Fα(df1, df2) is the value

taken from an F-table with df1 and df2 degrees of freedom and α denoting the significance
level.

The obtained numerical values of the parameter vector θ correspond to the values
computed with ANOVA, which is no surprise since they are the same analytical problem.

In preliminary experiments, the numerical values of c often (but not always) include
values exactly equal to zero, when the corresponding ANOVA tests say that the effect is
insignificant (see Section 7.4). Elements exactly equal to one hardly ever occur, except
for c0 which is not penalised and hence always equals one.

In Section 7.3.2 some more analysis of the relation between the presented algorithm
and ANOVA will be given.

7.2.2 Linear in Parameters

The optimisation problem can also be reparameterised with linear parameters. In this case
we use the following model structure:

M(ϑ, ϕ) =ϑ0 +
d∑
k=1

(
mk∑
i1=1

ϑk;i1Ib(k,i1)(ϕk)

)

+
d−1∑
k=1

d∑
l=k+1

(
mk∑
i1=1

ml∑
i2=1

ϑk,l;i1,i2Ib(k,i1)(ϕk)Ib(l,i2)(ϕl)

)
+ . . .

+

(
m1∑
i1=1

m2∑
i2=1

. . .

md∑
id=1

ϑ1,2,...,d;i1,i2,...,id

d∏
k=1

Ib(k,ik)(ϕk)

)
. (7.9)

The penalties F must then be extended to match the number of parameters. The idea
here is to retain a penalty that has a similar effect as when penalising c in the previous
section. For this, consider a parameter ϑk1,...,kl;ik1 ,...,ikl

. This parameter corresponds to
the product ck1,...,kl

θk1,...,kl;ik1 ,...,ikl
. It therefore seems reasonable to give the parameter

the penalty
βk1,...,kl

fk1,...,kl

|θ̂k1,...,kl;ik1 ,...,ikl
|
, (7.10)

where fk1,...,kl
is the penalty for the ck1,...,kl

parameter from (7.8), and βk1,...,kl
is some

normalisation term. Here θ̂k1,...,kl;ik1 ,...,ikl
is the solution to Step 1 below. To determine

βk1,...,kl
, note that the total penalty of the terms related to ck1,...,kl

is

βk1,...,kl
fk1,...,kl

mk1∑
ik1=1

. . .

mkl∑
ikl

=1

∣∣∣∣∣ϑk1,...,kl;ik1 ,...,ikl

θ̂k1,...,kl;ik1 ,...,ikl

∣∣∣∣∣
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which corresponds to

βk1,...,kl
fk1,...,kl

|ck1,...,kl
|
l∏
i=1

mki .

Therefore, it is natural to choose βk1,...,kl
=
∏l
i=1

1
mki

.
The minimisation should be performed subject to the linear constraints Aϑ = 0,

where A is the same matrix as in Section 7.2.1.
Now, we can perform the estimation in the following steps:

Step 1 Solve

min
ϑ

V (ϑ) (7.11)

subject to Aϑ = 0.

This is exactly the same problem as Step 1 in the previous section. Denote the
optimal solution by ϑ̂.

Step 2 Solve

min
ϑ

V (ϑ) + J‖Fϑ‖1 (7.12)

subject to Aϑ = 0,

with J = V (ϑ̂).

Step 3 Fix the parameters that became zero in Step 2, and solve the minimisation in
Step 1 again, but with respect to the remaining, non-zero parameters. (In prac-
tice, due to numerical issues the parameters with a magnitude smaller than a given
threshold should be set to zero.)

Note that the optimisation problems in all steps are convex. As we will see in Section 7.3,
for balanced data the problem in Step 1 can be separated into several smaller optimisation
problems, one for each set of parameters {ϑk1,...,kl;ik1 ...,ikl

}mk1 ,...,mkl
ik1=1,...,ikl

=1. This means
that if in any such set, no parameters are set to zero, the solution for these parameters is
equal to their solution in Step 1, and this particular subproblem does not need to be solved
again.

In practice, it seems like the suggested penalty is slightly too small. By multiplication
by a factor 2, the results of our preliminary experiments have improved and seem very
promising (see Section 7.4).

7.3 Some Analysis

We will now see that an optimisation problem of the type described in Section 7.2 can be
separated into simpler, independent problems, provided that the dataset is balanced. To
begin with, consider the criterion function V (c, θ) from (7.3), and assume that the linear
constraints from (7.7) are satisfied.
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7.3.1 Independent Subproblems

As in Section 3.2, reorder the data by grouping them according to which cells they belong
to. Recall the notation b ∈ {(j1, j2, . . . , jd), jk = 1, . . . ,mk} for the different cells, and
write ϕ(b, p), y(b, p) for the pth data point in cell b. Assume that the data set is balanced,
and that there are Nb data points in each cell. We may then write V (c, θ) as

V (c, θ) =
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
−M

(
c, θ, ϕ

(
(j1, . . . , jd), p

)))2

=
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
− c0θ0

−
d∑
k=1

ck

( mk∑
i1=1

θk;i1Ib(k,i1)

(
ϕk
(
(j1, . . . , jd), p

)))

−
d−1∑
k=1

d∑
l=k+1

ck,l

( mk∑
i1=1

ml∑
i2=1

θk,l;i1,i2

· Ib(k,i1)

(
ϕk
(
(j1, . . . , jd), p

))
Ib(l,i2)

(
ϕl
(
(j1, . . . , jd), p

)))
− . . .

− c1,2,...,d

( m1∑
i1=1

m2∑
i2=1

. . .

md∑
id=1

θ1,2,...,d;i1,i2,...,id

·
d∏
k=1

Ib(k,ik)

(
ϕk
(
(j1, . . . , jd), p

))))2

(7.13)

=
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
− c0θ0 −

d∑
k=1

ckθk;jk

−
d−1∑
k=1

d∑
l=k+1

ck,lθk,l;jk,jl − . . .− c1,2,...,dθ1,2,...,d;j1,j2,...,jd

)2

=
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
− c0θ0

)2

+
d∑
k=1

( Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
− ckθk;jk

)2
)

+
d−1∑
k=1

d∑
l=k+1

( Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
− ck,lθk,l;jk,jl

)2
)

+ . . .

+
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
− c1,2,...,dθ1,2,...,d;j1,j2,...,jd

)2
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+ lots of terms that sum to zero because of the linear constraints

− (2d − 1)
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

y2
(
(j1, . . . , jd), p

)
. (7.14)

Note that the the parameters in the last expression are separated into 2d different sums:
one containing only c0 and θ0, one containing only c1 and θ1;j1 , j1 = 1, . . . ,m1, etc. We
can draw several conclusions from these calculations:

• For balanced data, minimisation of V (c, θ) with respect to either c or θ, under the
linear constraints used in ANOVA, can be done by separately minimising the 2d

sums of squared residuals in the last expression, under corresponding constraints.

• The same kind of computations also hold for the reparameterisation into a linear
parameterisation, as presented in Section 7.2.2.

• The same holds for every regularised version of V (c, θ) (or V (ϑ)) where the penal-
ties can be separated in the same way, i.e., be written as

g0(c0, θ0) + g1
(
c1, (θ1;i)m1

i=1

)
+ . . . . (7.15)

This is the case for the methods considered in Section 7.2.

If the data set is unbalanced, we cannot separate the problem into many smaller optimisa-
tion problems in the same way, since the cross-terms do not cancel. The unbalanced case
is discussed further in Section 7.5.

7.3.2 Connection to ANOVA

If the terms from (7.13) are collected in another manner than above it is possible to get

V (c, θ) =
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

(
y
(
(j1, . . . , jd), p

)
− c0θ0

)2

+
d∑
k=1

ck(ck − 2)
mk∑
jk=1

θ2k;jkNb

( d∏
i=1
i 6=k

mi

)

+
d−1∑
k=1

d∑
l=k+1

ck,l(ck,l − 2)
mk∑
jk=1

ml∑
jl=1

θ2k,l;jk,jlNb

( d∏
i=1
i 6=k
i 6=l

mi

)

+ . . .

+ c1,2,...,d(c1,2,...,d − 2)
m1∑
j1=1

. . .

md∑
jd=1

θ21,2,...,d;j1,j2,...,jd

+ lots of terms that sum to zero because of the linear constraints
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Figure 7.1: The form of the function of cx as it appears in front of each term in
V (c, θ) of the form (7.16). Note that the derivative at cx = 1 is zero.

+
Nb∑
p=1

m1∑
j1=1

. . .

md∑
jd=1

ε
(
θ, (j1, . . . , jd), p

)( d∑
k=1

ckθk;jk

+
d−1∑
k=1

d∑
l=k+1

ck,lθk,l;jk,jl + . . .+ c1,2,...,dθ1,2,...,d;j1,j2,...,jd

)
, (7.16)

where

ε
(
θ, (j1, . . . , jd), p

)
= y
(
(j1, . . . , jd), p

)
−M

(
1, θ, ϕ

(
(j1, . . . , jd), p

))
(7.17)

are the residuals from the model with c = 1. For the two-dimensional case, the expression
(7.16) corresponds to

V (c, θ) =SST + c1(c1 − 2)SSA + c2(c2 − 2)SSB + c1,2(c1,2 − 2)SSAB

+
Nb∑
p=1

m1∑
j1=1

m2∑
j2=1

ε
(
θ, (j1, j2), p

)
(c1θ1;j1 + c2θ2;j2 + c1,2θ1,2;j1,j2) . (7.18)

The last term is zero if the model is the mean value in each cell b, which is the case for
the solution to the unpenalised problem. The constraints

Nb∑
p=1

(
y
(
(j1, . . . , jd), p

)
−M(1, θ)

)
= 0, ∀ j1, j2, . . . , jd, (7.19)

describe this condition. Note that this is also the reason why ordinary ANOVA has an
orthogonality property for balanced data.

In Section 7.2.1 we noted that values of cx exactly equal to zero are common, while
values exactly equal to one are scarce. The reason can be seen in Figure 7.1, where
cx(cx − 2), the function of cx ∈ [0, 1] in front of each term in (7.16), is plotted. Since
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the derivative of the function is flat close to cx = 1, while it is steep close to cx = 0, this
means that the cost difference between cx being close to one or exactly one is negligible,
while around zero it really matters whether cx is exactly zero or just close.

We now turn back to the method in Section 7.2.1, and rewrite it for the two-dimen-
sional case (7.18). In Step 1, the optimal θ̂ will make the last term of (7.18) equal to zero.
In Step 2, if we use the constraint c ∈ {0, 1}4, we are back to the optimisation problem
(7.2), which is equal to ANOVA in its original formulation. This means that for balanced
data, the method in Section 7.2.1 can be seen as a direct relaxation of ANOVA.

7.4 Example

Example 7.1

To illustrate the relaxed ANOVA problem in Section 7.2.1 and the linear in parameters
problem in Section 7.2.2, let us consider a non-trivial example of a NARX model struc-
ture. The model was used in Yao and Tong (1994) and in Section 6.2.7. The output is
given by

y(t) = 0.3y(t− 1)eu(t−1) + sin
(
u(t− 1)

)
+ e(t), (7.20)

where u(t) is the output from an AR(2) model:

u(t) = 0.1u(t− 1)− 0.56u(t− 2) + n(t). (7.21)

The noise term e(t) has the same distribution as the noise term 0.6n(t). n(t) is the sum
of 48 independent uniformly distributed random variables, in the range [−0.25, 0.25].
According to the central limit theorem the noise terms can then be treated as coming
from an approximate Gaussian distribution, but with the support bounded to the range
[−12, 12]. The candidate regressors ϕ1(t) = y(t − 1), ϕ2(t) = y(t − 2), ϕ3(t) = u(t)
and ϕ4(t) = u(t − 1) are assumed. The model contains two-factor interaction and the
candidate regressors are correlated.

In the experiments, 3000 data points were collected. Three intervals for categorisation
were chosen separately for each regressor, such that one third of the data set falls into each
interval. Then the data set was balanced to give at most 8 data points in each cell. The
resulting (almost) balanced data set consisted of 644 data points. ANOVA, the relaxed
ANOVA and linear in parameters methods were run on this data set, using twice the
penalty compared to the algorithms in Sections 7.2.1 and 7.2.2. The results are presented
in Table 7.1. We can see that both ANOVA and the relaxed ANOVA succeed in finding the
true model structure, and that c is large where the ANOVA p is small (and vice versa). For
the linear in parameters method, the resulting structure is sparse as desired. Furthermore,
the model structure almost corresponds to the result of the other two methods. The price
to be paid for the sparseness can be measured in the sum of the squared residuals, which is
505 for the full least squares solution and 551 for the sparse, linear in parameters solution.
The corresponding value for the relaxed ANOVA is 571.
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Table 7.1: Results from ANOVA, relaxed ANOVA and the linear in parameters
method. The ANOVA p is the probability of the null hypotheses in the ANOVA
F-tests. Next column shows c from relaxed ANOVA (7.6). max |cθ| stands for
the values max |ck1,...,kl

θk1,...,kl;ik1 ,...,ikl
| for each element in c. The second last

column shows the resulting number of nonzero parameters for each effect in the
linear in parameters method, compared to the total number of parameters. The last
column shows max |ϑk1,...,kl;ik1 ,...,ikl

| for the linear in parameters method.

Effect ANOVA p c max |cθ| # ϑ 6= 0 max |ϑ|
Constant 0 1.00 0.13 1/1 0.13
ϕ1 0 0.97 0.55 2/3 0.57
ϕ2 0.35 0.00 0.00 0/3 0
ϕ3 0.33 0.00 0.00 0/3 0
ϕ4 0 0.97 0.70 2/3 0.70
(ϕ1, ϕ2) 0.04 0.05 0.01 4/9 0.15
(ϕ1, ϕ3) 0.77 0.00 0.00 0/9 0
(ϕ1, ϕ4) 0 0.95 0.73 6/9 0.76
(ϕ2, ϕ3) 0.36 0.00 0.00 0/9 0
(ϕ2, ϕ4) 0.13 0.00 0.00 4/9 0.14
(ϕ3, ϕ4) 0.24 0.00 0.00 0/9 0
(ϕ1, ϕ2, ϕ3) 0.54 0.00 0.00 0/27 0
(ϕ1, ϕ2, ϕ4) 0.80 0.00 0.00 0/27 0
(ϕ1, ϕ3, ϕ4) 0.03 0.06 0.02 8/27 0.23
(ϕ2, ϕ3, ϕ4) 0.88 0.00 0.00 0/27 0
(ϕ1, ϕ2, ϕ3, ϕ4) 0.78 0.00 0.00 0/81 0
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7.5 Discussion

It turns out that the relaxed versions of ANOVA in Section 7.2 have tight connections to
the nn-garrote and wavelet shrinkage (Sections 2.1.4 and 2.1.5 respectively). These con-
nections are explored below. Section 7.5.3 also discusses the implications of unbalanced
data.

7.5.1 ANOVA and Non-Negative Garrote

Note the similarities between (2.9) and the relaxed problem in Section 7.2.1. The differ-
ence is that the penalty on ck is λpk in the group nn-garrote, while in Section 7.2.1 the
penalty for ck1,...,kl

is

N∑
t=1

∥∥∥y(t)−M(
1, θ̂, ϕ(t)

)∥∥∥2

2
· fk1,...,kl

,

with fk1,...,kl
defined in (7.8). We also have a specific choice of X(t) in Section 7.2.1,

e.g., X1(t) = [Ib(1,1)(ϕ1(t)) Ib(1,2)(ϕ1(t)) . . . Ib(1,m1)(ϕ1(t))]T , together with the linear
constraints on the parameters (7.7).

Hence, with small modifications of the group nn-garrote method, it could be used to
solve relaxed ANOVA problems. These modifications concern the penalty terms, and also
restrict the choice ofX(t). To the authors’ knowledge, this connection has not been made
before.

7.5.2 Linear Parameterisation as Wavelets

Instead of using linear constraints on the parameters it is possible to use basis functions
that automatically fulfills the constraints. For example, the wavelet Haar basis func-
tions (Hastie et al., 2001) can be used to incorporate the constraints (7.7).

Example 7.2
Consider the linear parameterisation in Section 7.2.2, with only one candidate regressor
ϕ(t). We use four cells, which gives

M(ϑ, ϕ) = ϑ0 +
4∑
i=1

ϑ1,iIb1,i(ϕ), (7.22)

with the constraints
∑4
i=1 ϑ1,i = 0. This model can also be represented by the Haar basis

in Figure 7.2. The expansion in Haar basis can be written

M(η, ϕ) = η0 + η0,0ψ0,0(ϕ) + η1,0ψ1,0(ϕ) + η1,1ψ1,1(ϕ). (7.23)

The relation between the parameters is then ϑ0 = η0 and

ϑ1,1 = η0,0 + η1,0

ϑ1,2 = η0,0 − η1,0

ϑ1,3 = −η0,0 + η1,1

ϑ1,4 = −η0,0 − η1,1, (7.24)
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ψ 0,
0

Wavelet basis functions of Haar type

ψ 1,
0

ψ 1,
1

Figure 7.2: Haar basis functions. In top the ψ0,0(ϕ) basis, in the middle the ψ1,0(ϕ)
basis and at the bottom the ψ1,1(ϕ) basis.

which obviously sums to zero. In the typical wavelet estimation situation the minimisation
criterion is chosen as (2.10) rewritten to

min
η

N∑
t=1

(
y(t)−M

(
η, ϕ(t)

))2

+ 2λ‖η‖1. (7.25)

If we now compare the different models, we see that this corresponds to penalising |ϑ1,1+
ϑ1,2|/2, |ϑ1,1 − ϑ1,2|/2 and |ϑ1,3 − ϑ1,4|/2, instead of |ϑ1,1|, |ϑ1,2|, |ϑ1,3| and |ϑ1,4| as
in Section 7.2.2. Intuitively, when using the criterion in (7.25), we strive to minimise
the number of nonzero coefficients in front of the Haar basis functions, while when using
penalties as in Section 7.2.2, we aim at minimising the number of intervals with a nonzero
main effect (in this, one-dimensional case).

To conclude, it is possible to express the criterion function V (ϑ) in (7.11) using the Haar
basis wavelets in a ANOVA expansion (2.2). However, the penalties used in wavelet
shrinkage and in Section 7.2.2 differ from each other. By a simple transformation of the
penalties, they can be made equivalent.

7.5.3 Unbalanced Data

In an unbalanced design the independence between the different sums of squares (3.20)
is lost. For ANOVA in its original formulation, some suggestions how to handle un-
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balanced designs are given in Section 3.5. This is further investigated and discussed in
Sections 4.7.3, 4.8 and 6.1.2.

For the methods presented in Section 7.2, we could solve the optimisation problems
also with unbalanced data and get a unique solution (as long as there is at least one data
point in each cell). However, the separation between the different groups of parameters
analysed in Section 7.3 is lost, since the cross-terms in (7.14) will not cancel. This means
that the comparisons with the F-tests employed in standard ANOVA no longer hold. Note
also that for the same reasons, the F-tests in ANOVA are correlated for unbalanced data,
and give different results depending on in which order they are performed, in contrast to
the optimisation-based methods.

The loss of separation however does not necessarily imply that the models obtained by
the optimisation-based methods are bad for unbalanced data. In preliminary experiments,
no such evidence has been found.

7.6 Optimisation-Based Regressor Selection

In this chapter, it has been shown that ANOVA can be formulated as an optimisation
problem, which has a natural relaxation (Section 7.2.1) that can be efficiently computed.
As seen in Section 7.4, the relaxed method shows promising performance. More thorough
theoretical and experimental investigations are topics for future research, but as noted in
Section 7.5.1, the method is very closely related to the grouped nn-garrote method that
is shown to have nice properties in terms of selecting the true regressors (Yuan and Lin,
2005).

In Section 7.2.2, another related method with a linear-in-parameters structure was
presented, and it turned out that it had close connections to Haar basis wavelets. In the
example of Section 7.4, a sparse structure was obtained just as intended, at the cost of a
small increase in the sum of squared residuals.

For balanced data, an advantage of both the proposed methods is that they share an
orthogonality property, meaning that the optimisation problems can be decomposed into
smaller problems that can be solved independently of each other.

A possible interpretation of the close connection between the grouped nn-garrote and
the relaxed method in Section 7.2.1 would be that we can get a hint from ANOVA on
how to choose the size of the penalties in nn-garrote, for the particular choice of basis
functions. An interesting question to consider is how this choice could be generalised to
other kinds of basis functions.

7.7 Connection to Model Order Selection

In this section, the connections between ANOVA and a common approach to model order
selection for linear models are explored.

7.7.1 ANOVA as Parameter Confidence Intervals

Assume that the conditions for using ANOVA are ideal, that is, the input is a pseudo-
random multi-level signal withm levels, denoted uj , j = 1, . . . ,m, and n periods. There
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is additive measurement noise, which is independent identically distributedN(0, σ2). Use
the model (7.4) to describe the output signal

ŷ(t|c, θ) =c0θ0 +
2∑
k=1

ck

( m∑
jk=1

θk;jkIb(k,jk)(ϕk)
)

+ c1,2

m∑
j1=1

m∑
j2=1

θ1,2;j1,j2Ib(1,j1)(ϕ1)Ib(2,j2)(ϕ2), (7.26)

where b(k,i) is the ith interval belonging to the regressor ϕk and Ib(x) = 1 if x ∈ b and
zero otherwise. Due to the specific input signal, this model is unbiased. The parameters
θ0, θk,jk , and θ1,2;j1,j2 are estimated by the usual least squares estimate (7.5)

min
θ
‖y(t)− ŷ(t|1, θ)‖2

subject to
Aθ = 0 (7.27)

Then the decision variables ck are evaluated according to

c1,2 =

{
1 if n(n−1)m2

(m−1)2
‖θ1,2‖22

‖y(t)−ŷ(t)‖22
> Fα

(
(m− 1)2,m2(n− 1)

)
0 otherwise

, (7.28)

c2 =

{
1 if n(n−1)m3

m−1
‖θ2‖22

‖y(t)−ŷ(t)‖22
> Fα

(
m− 1,m2(n− 1)

)
0 otherwise

, (7.29)

c1 =

{
1 if n(n−1)m3

m−1
‖θ1‖22

‖y(t)−ŷ(t)‖22
> Fα

(
m− 1,m2(n− 1)

)
0 otherwise

, (7.30)

and

c0 =

{
1 if n(n−1)m4θ20

‖y(t)−ŷ(t)‖22
> Fα

(
1,m2(n− 1)

)
0 otherwise

. (7.31)

The last test can be replaced by c0 = 0 if one always want to allow for non-zero mean
value of the signal. Fα(d1, d2) is the value, flim, for which an F -distributed variable, f ,
with d1 and d2 degrees of freedom has the probability P (f ≤ flim) = 1 − α. Since the
average of θ1,2;j1,j2 is zero, n‖θ1,2‖22 is the variance estimate of θ1,2;j1,j2 . A confidence
interval for n‖θ1,2‖22 with confidence level 1− α, is given by[

0,
‖y(t)− ŷ(t|c, θ)‖22

m2(n− 1)
(m− 1)2Fα

(
(m− 1)2,m2(n− 1)

)]
, (7.32)

where
‖y(t)− ŷ(t|c, θ)‖22

m2(n− 1)
(7.33)
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is the estimate of the noise variance. This means that the decision variable c1,2 reflects if
n‖θ1,2‖22 could originate from a system where all θ1,2;j1,j2 = 0 or not. That is, we throw
away all the θ1,2;j1,j2 parameters if the estimate n‖θ1,2‖22 belongs to the same confidence
interval as zero does.

7.7.2 Model Order Selection

This interpretation of ANOVA corresponds closely to a common procedure for model
order selection in linear system identification. The linear parameters θ̂N are estimated
with a least squares procedure, giving the variance estimate (Ljung, 1999, Chapter 9)

cov(θ̂N ) = P̂N =
1
N
λ̂N R̂

−1
N , (7.34)

where λ̂N is the estimate of the residual variance and R̂N is the estimate of the covari-
ance of the regressors. The parameters are set equal to zero if their estimated values
are less than their estimated standard deviation. This corresponds to checking whether
zero belongs to a confidence interval centered around the estimated value. The corre-
sponding confidence level can be estimated if the true model belongs to the model set
(unbiased model), and if N is large enough to give reasonable estimates of λ and R̄−1

and to make an approximation of the true parameter distribution by a normal distribu-
tion valid. Asymptotically, we have that

√
N(θ̂N − θ0) ∈ AsN(0, λR̄−1), which means

that for large N the approximation normal distribution is good. The confidence interval
of length 2σ centered around µ for a N(µ, σ2) variable has confidence level 0.68. The
confidence interval [µ− 2σ, µ+ 2σ] has confidence level 0.95.

7.7.3 Conlusions

We see that in both ANOVA and the model order selection method, parameter confidence
intervals are compared to the value zero and inclusion or deletion of regressors is based
on this comparison.
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8
Special Structures

As we have seen, ANOVA can be used to extract structure information from input/output
data, without estimating any complex model. This is a great benefit due to the complexity
of the estimation task. In this chapter it will be shown how the structure information from
ANOVA can be applied to the local linear model structure.

8.1 Local Linear Models

Nonlinear systems are often linearised around an operating point, to give a simple model
that describes the system well close to the working point. To give a global model for the
system, several operating points have to be used. When the system moves from one oper-
ating point to another, the system model has to either select the “closest” local model, or
interpolate between the local models accordingly. In many cases the operating point de-
pends only on the values of a few regressors. Given these values, the system may be linear
in all other regressors. This type of system model is called a local linear model (Töpfer
et al., 2002). A typical example is the flight envelop of an aircraft model. The ordinary
aircraft system is nonlinear at least in velocity and height. Given values of these variables,
it is possible to get a local linear model that approximates the system well enough in a
region around the operating point. Controllers are developed and validated for each cho-
sen operating point. When the aircraft flies, the local linear model closest to the current
operating point, and its corresponding controller, are used.

Hybrid systems form another case where local linear models are used. In hybrid sys-
tems, parts of the system have continuous dynamics and parts have discrete dynamics,
e.g., a discrete controller, a switch or an external discrete event. Different continuous dy-
namics often apply depending on the state of the discrete part. If the continuous dynamics
is linear, the corresponding system model is linear, given the state of the discrete dynam-
ics. If the continuous dynamics is nonlinear, also a linearisation (as above) is carried out

159
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to give the local linear model.
The regressors that determine the operating point of the nonlinear system or the dis-

crete state of the hybrid system are often called regime variables.

Example 8.1: Motivation
A simple example of a system that can be described using a local linear model is a vehicle.
Different dynamics apply depending on whether the brakes are used or not. The position
x(t) of the vehicle is given by

x(t) = θ1ϕ(t)z(t) + θ2ϕ(t)
(
1− z(t)

)
+ e(t), (8.1)

where z(t) = 0 if the brakes are used and z(t) = 1 otherwise. The regression vector ϕ(t)
contains present and old inputs and old outputs for the system.

8.1.1 Model

A local linear model is given by

ŷ(t) =
M∑
i=1

(
wi0 + wi1ϕ1(t) + . . .+ wipϕp(t)

)
Φi
(
ϕ(t)

)
, (8.2)

where wi0 is a constant offset to facilitate a continuous global model, and where the linear
model is given by wi1ϕ1(t)+ . . .+wipϕp(t) in the region determined by Φi

(
ϕ(t)

)
. This

model can also be viewed as a “linear model” with operating point dependent parameters

ŷ(t) = w0

(
ϕ(t)

)
+ w1

(
ϕ(t)

)
ϕ1(t) + . . .+ wp

(
ϕ(t)

)
ϕp(t). (8.3)

For a given partition, the model is linear in the parameters wi
(
ϕ(t)

)
. The Φi:s take care

of to which part of the regressor space the regression vector ϕ belongs and the possible
smoothing of the transitions between the parts. It is not necessarily the case that all re-
gressors in ϕ(t) are included in both the linear models and in Φi

(
ϕ(t)

)
. In the following,

the part of ϕ(t) that is needed in the linear models will be called x(t) and the part that
occurs in Φi will be called z(t). The regressors in z(t) are the regime variables. The
vectors x(t) and z(t) can have an arbitrarily number of regressors in common.

8.1.2 Estimation

The approach to estimating a local linear model is as follows

• Find the regime variables z(t).

• Select representative operating points and corresponding regions in the space which
is spanned by the regime variables. These are represented by Φi

(
z(t)

)
for i =

1, . . . ,M .

• Estimate a linear model for each operating point. Often a simple ARX model with
constant offset, gi

(
x(t)

)
= wi0 + wi1x1(t) + . . . wipxp(t), works satisfactorily.
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• Decide how the smoothing between different operating points should be done.
Modify the shape of Φi

(
z(t)

)
until an appropriate smoothing is obtained.

• The local linear model can now be written

ŷ(t) =
M∑
i=1

gi
(
x(t)

)
Φi
(
z(t)

)
. (8.4)

Also more general nonlinear functions gi
(
x(t)

)
are possible. The term local model is

then used for (8.4).

8.1.3 Weighting Functions

The functions Φi
(
z(t)

)
used to determine the operating point and its corresponding region

are often called weighting, activation or membership functions. The weighting functions
should determine the partitioning of the space spanned by the regime variables and also
the smoothing between the different operating points. The partitioning of the regressor
space is either done by a grid structure, recursive partitioning or a partitioning of arbitrary
form. The first two types of partitionings can be seen in Figure 8.1.

Sometimes the Φi
(
z
)

are decomposed into functions of the form fi1(z1)fi2(z2) · . . . ·
fik(zk), where each fij(zj) is a bell shaped function. The spread of the bell depends
on whether a smooth transition between different parts of the regressor space is wanted
or not. This decomposition gives an axis-orthogonal partitioning of the regressor space.
Each part of the regressor space defined in the axis-orthogonal grid is called a cell (com-
pare also with (3.12)).

u1

u 2

Axis−orthogonal grid

u1

u 2

Axis−orthogonal recursive partitioning

Figure 8.1: These are examples of an axis-orthogonal grid to the left and an axis-
orthogonal recursive partitioning to the right.
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8.2 Determining Regime Variables and Weighting
Functions

The structure identification problem when estimating local linear models can be made
easier by using ANOVA as a prior step in the estimation procedure. The information
gained from using ANOVA on the input/output data is what regressors that should be
used to partition the regressor space and what regressors are needed only for the linear
models in each part. Also the complexity of the partitioning can be restricted due to the
extra information. We are again interested in finding the structure of the system model

y(t) = g(ϕ1(t), . . . , ϕk(t)) + e(t). (8.5)

We would here like to write g(·) in the form

g(ϕ1(t), . . . , ϕk(t)) =
M∑
i=1

(
νi0 + νi1x1(t) + . . .+ νipxpx(t)

)
Φi
(
z(t)

)
, (8.6)

where x1, . . . , xpx
are elements in x, x(t) ∈ ϕ(t) and z(t) ∈ ϕ(t).

We will now show how ANOVA can be used to answer the following questions

• Which parts of ϕ should be included in x and z, respectively?

• What is the structure of Φi
(
z(t)

)
?

The discussion is limited to axis-orthogonal partitionings and examples are used to show
the procedure.

8.2.1 Working Procedure

Example 8.2: Illustration

In this section, data from the switched system

y = sgn(ϕ1) · ϕ2 + ϕ3 + e

will be used as example. For simplicity, the data used for illustration stems from an NFIR-
model with ϕ1(t) = u(t), ϕ2(t) = u(t− T ) and ϕ3 = u(t− 2T ), where the input signal
is a fixed-level signal (see Section 4.1.2) with the levels −1, 1, 3 and 5. This gives 256
input/output data using four replicates of each regressor level combination. The simulated
measurement error e is distributed as a zero mean Gaussian distribution with variance 1.
Other types of input signals (and autoregressive systems) can be treated in the strategy
used in Chapter 4.

The selection of regime variables and weighting function structure can be seen as a
three-step procedure:
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Table 8.1: Analysis of Variance Table. The columns are from the left; the degrees
of freedom associated with each sum of squares, the sum of squares divided by
its degrees of freedom, the value of the F-distributed test variable associated with
the corresponding interaction effect and, finally, the probability that the data could
originate from a system where the effect is not present. A p-level less than, e.g., 0.01
is interpreted as a significant effect. See also Section 3.2.3.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 248 224 0.0000
ϕ2 3 111 100 0.0000
ϕ3 3 427 386 0.0000
(ϕ1, ϕ2) 9 111 100 0.0000
(ϕ1, ϕ3) 9 0.9 0.8 0.64
(ϕ2, ϕ3) 9 1.4 1.2 0.28
(ϕ1, ϕ2, ϕ3) 27 1.0 1.0 0.53
Error 192 1.1

1. Apply ANOVA to your data. The result is an ANOVA table, see Table 8.1. From
this table, the significant regressors and their interaction pattern can be concluded.
For the example data, the two-factor interaction between ϕ1 and ϕ2 and the main
effect from ϕ3 are significant. It is not interesting to investigate the main effects
from ϕ1 or ϕ2 separately, since the interaction between these regressors has to be
considered.

2. The significant effects can be investigated further by looking at plots of the cell
means, i.e., the mean over all the data in each cell, together with their confidence
intervals. If a straight line can be drawn through the confidence intervals, in a
way that will be explained below, the effect of the regressor on the x-axis can be
considered to be linear, given the other regressor(s) involved in the plot.

3. Use the information when deciding what possible partitionings to use for estimating
the local linear model. This is further explained below.

8.2.2 Investigating Interaction Effects

To see if an interaction effect is linear in one of the regressors given the others, e.g.,
y = sgn(ϕ1) · ϕ2 which is linear in ϕ2 given ϕ1, it is possible to check the plots of the
cell means, see Figures 8.2 and 8.3. These plots are computationally “free” and they
also give an indication of how reliable the linear assumption is. No extra computations
are needed for the plots of cell means, since all the cell means are computed in order
to make the ANOVA table. A good estimate of the error variance is also obtained, so
confidence intervals for the cell means are easily computed. Informal linearity test are
done by drawing a line in the cell-means plot. If it is possible to draw the line through
the confidence intervals around all cell means, the regressor on the x-axis give a linear
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effect, given the values of the fixed regressors. The linearity tests done by looking at these
plots can be done formally by defining linear contrasts (Abelson and Tukey, 1963; Miller,
1997). A contrast is a linear combination of the “row” means

C =
∑
ik

ηik ȳ...ik... (8.7)

where
∑
ik
ηik = 0 and ȳ...ik... is the mean of all data where the regressor ϕk has level

ik. A linear contrast is obtained when C = 0 for ȳ...ik... from a linear function. The
coefficients ηik depend only on the levels ik of ϕk and not on the measured data. For
example, for four equally spaced levels, the parameters can be chosen as ηi1 = −3,
ηi2 = −1, ηi3 = 1 and ηi4 = 3. A hypothesis test is made to decide if C = 0 or C 6= 0.
The null hypothesis C = 0 corresponds to the case that y(t) is linear in the regressor
ϕk. Special sums of squares are developed to give F-distributed test variables for the
linear contrasts. Linear contrasts can also be defined assuming that the other regressors
are fixed. Then it is possible to distinguish between regime variables and variables used
only for the linear model. The idea behind both the formal and informal tests is the same,
so the discussion is now focused on the most illustrative tests.

If several significant effects include (partly) the same regressors, it is enough to look
at the cell mean plots for the significant effect of highest degree. Assume that the cell
means (in a two-dimensional grid) are linear functions of regressor ϕ2 for each fixed level
j1 of regressor ϕ1, that is,

µj1j2 = θ0 + θ1;j1 + θ2;j2 + θ1,2;j1,j2 = νj1 + ρj1δj2 ,

where µj1j2 is the cell mean in cell b = (j1, j2), νj1 is a operating point dependent offset,
ρj1 is the slope and δj2 is the distance between level 1 and level j2 of the regressor ϕ2.
The row means µj2 are computed as

µj2 =
1
m1

m1∑
j1=1

µj1j2 = θ0 + θ2;j2

=
1
m1

m1∑
j1=1

νj1 +
( 1
m1

m1∑
j1=1

ρj1

)
δj2 = ν + ρδj2 , (8.8)

where the second equality is due to the parameter restrictions and ν = 1
m1

∑m1
j1=1 νj1 and

ρ = 1
m1

∑m1
j1=1 ρj1 . Hence, it is obvious that if the two-dimensional cell means show a

linear relation for the regressor ϕ2, also the one-dimensional cell means (the row means)
will show a linear relation.

If high interaction degree effects are present, as shown by the ANOVA table, there
will be more plots to look at. The axes of the high-dimensional cell means plot have to
be permuted such that each regressor in the significant interaction effect gets to be at the
x-axis once. Then the regressors that only need to be included in x, the regression vector
for the local linear models, will be detected. The number of plots for each permutation
will vary depending on how many levels each regressor has and the interaction degree of
the significant interaction.



8.2 Determining Regime Variables and Weighting Functions 165

(a) Cell means plot for the interaction between ϕ1 and ϕ2, plotted
with ϕ1 on the x-axis and one line for each value of ϕ2.

(b) Cell means plot for the interaction between ϕ1 and ϕ2, plotted
with ϕ2 on the x-axis and one line for each value of ϕ1.

Figure 8.2: Two-dimensional cell means plots with confidence intervals. From the
plots, the following conclusions can be drawn: ϕ1 and ϕ2 affect y with interaction,
since the curves within each plot do not have the same shape. ϕ2 affects y linearly
if the value of ϕ1 is fixed, since it is possible to draw a straight line through the con-
fidence intervals for µj1j2 for each value of j1. (The lines in the plot only connects
the cell means, they are not straight lines).



166 8 Special Structures

(a) Main effect of ϕ2.

(b) Main effect of ϕ3.

Figure 8.3: One-dimensional cell means with ϕ2 on the x-axis (above) and ϕ3 on the
x-axis (below). The upper plot confirms that the important information is present in
the two-dimensional cell means plots in Figure 8.2. The lower plot can be interpreted
as that the effect from ϕ3 could be linear.



8.3 Corresponding Local Linear Model Structure 167

8.3 Corresponding Local Linear Model Structure

Section 8.2 provided the tools for structure selection. The significant interactions between
the candidate regressors were found using ANOVA and the regime variables among the
important regressors were found using the cell means plots or linear contrasts. A general
method for choosing x(t) ∈ ϕ(t), z(t) ∈ ϕ(t) and the structure of Φi(z(t)) can be de-
veloped using these tools. The idea is simple and results in a guided search among all
possible interactions and cell means plots in a search tree. The search begins at the inter-
action of highest degree and depending on which effects are significant, traverses down
in the tree. Below, this method is outlined for the case with three candidate regressors.
Even in this quite simple case, the number of possibilities are many. Listed below are the
possible outcomes of steps 1 and 2 on page 162 and the corresponding choices of x, z and
Φi(z), for this simple case. How many Φi(z):s that are needed cannot be concluded from
these tests. The idea is, as already mentioned, quite simple, and this example should be
easily extended to the general case when the idea is grasped.

1a; Three-factor interaction between ϕ1, ϕ2 and ϕ3. No linearities detected in the cell
means plots. Let x = [ϕ1, ϕ2, ϕ3] and z = [ϕ1, ϕ2, ϕ3]. Possible Φi(z):s are
fi1(ϕ1) · fi2(ϕ2) · fi3(ϕ3).

1b; Three-factor interaction between ϕ1, ϕ2 and ϕ3. Linear in ϕ1 given the levels of
ϕ2 and ϕ3. Let x = [ϕ1, ϕ2, ϕ3] and z = [ϕ2, ϕ3]. Possible Φi(z):s are fi2(ϕ2) ·
fi3(ϕ3).

1c; Analogue to case 1b, but with ϕ2 linear given the others.

1d; Analogue to case 1b, but with ϕ3 linear given the others.

1e; Three-factor interaction between ϕ1, ϕ2 and ϕ3. Linear in ϕ1 given the levels of
ϕ2 and ϕ3, and in ϕ2 given the levels of ϕ1 and ϕ3. Choose between using the
setup in case 1b (ϕ2 and ϕ3 as regime variables) or the setup in case 1c (ϕ1 and ϕ3

as regime variables).

1f; Analogue to case 1e, but with ϕ1 or ϕ3 linear given the others.

1g; Analogue to case 1e, but with ϕ2 or ϕ3 linear given the others.

1h; Three-factor interaction between ϕ1, ϕ2 and ϕ3. Linear in ϕ1 given the levels of
ϕ2 and ϕ3, in ϕ2 given the levels of ϕ1 and ϕ3, and in ϕ3 given the levels of ϕ1 and
ϕ2. Choose between using the setup in case 1b (ϕ2 and ϕ3 as regime variables), the
setup in case 1c (ϕ1 and ϕ2 as regime variables), or the setup in case 1d (ϕ1 and ϕ3

as regime variables).

2; Two-factor interactions between ϕ1 and ϕ2, between ϕ1 and ϕ3 and between ϕ2

and ϕ3 but no three-factor interaction. The model can be decomposed into three
additive sub-models. See further cases 5.1, 5.2 and 5.3. When there are possi-
ble choices of which variables should act as regime variables it could be wise to
consider the possible choices in the other sub-models too.
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3.1; Two-factor interactions between ϕ1 and ϕ2, and between ϕ1 and ϕ3. The model
can be decomposed into two additive sub-models. See further cases 5.1 and 5.3.

3.2; Two-factor interactions between ϕ1 and ϕ3, and between ϕ2 and ϕ3. The model
can be decomposed into two additive sub-models. See further cases 5.1 and 5.2.

3.3; Two-factor interactions between ϕ1 and ϕ2, and between ϕ2 and ϕ3. The model
can be decomposed into two additive sub-models. See further cases 5.2 and 5.3.

4.1; Two-factor interaction between ϕ1 and ϕ2 and main effect from ϕ3. The model can
be decomposed into two additive sub-models. See further cases 5.1 and 7.3.

4.2; Two-factor interaction between ϕ1 and ϕ3 and main effect from ϕ2. The model can
be decomposed into two additive sub-models. See further cases 5.2 and 7.2.

4.3; Two-factor interaction between ϕ2 and ϕ3 and main effect from ϕ1. The model can
be decomposed into two additive sub-models. See further cases 5.3 and 7.1.

5.1a; Two-factor interaction between ϕ1 and ϕ2. No linearities. Let x = [ϕ1, ϕ2] and
z = [ϕ1, ϕ2]. Possible Φi(z):s are fi1(ϕ1) · fi2(ϕ2).

5.1b; Two-factor interaction between ϕ1 and ϕ2. Linear in ϕ1 given the levels of ϕ2. Let
x = [ϕ1, ϕ2] and z = [ϕ2]. Possible Φi(z):s are fi2(ϕ2).

5.1c; Two-factor interaction between ϕ1 and ϕ2. Linear in ϕ2 given the levels of ϕ1. Let
x = [ϕ1, ϕ2] and z = [ϕ1]. Possible Φi(z):s are fi1(ϕ1).

5.1d; Two-factor interaction between ϕ1 and ϕ2. Linear in ϕ1 given the levels of ϕ2 and
linear in ϕ2 given the levels of ϕ1. Choose between the setup in case 5.1b (ϕ2 as
regime variable), and the setup in case 5.1c (ϕ1 as regime variable).

5.2; Two-factor interaction between ϕ1 and ϕ3. Analogue to case 5.1.

5.3; Two-factor interaction between ϕ2 and ϕ3. Analogue to case 5.1.

6.1; Main effects from ϕ1 and ϕ2. No interactions. The model can be decomposed into
two additive sub-models. See further cases 7.1 and 7.2.

6.2; Main effects from ϕ1 and ϕ3. The model can be decomposed into two additive
sub-models. See further cases 7.1 and 7.3.

6.3; Main effects from ϕ2 and ϕ3. The model can be decomposed into two additive
sub-models. See further cases 7.1 and 7.2.

7.1a; Main effect from ϕ1. ϕ1 is linear. Let x = [ϕ1] and z empty. No partitioning is
needed.

7.1b; Main effect from ϕ1. ϕ1 is nonlinear. Let x = [ϕ1] and z = [ϕ1]. Possible Φi(z):s
are fi1(ϕ1).

7.2; Main effect from ϕ2. Analogue to case 7.1.

7.3; Main effect from ϕ3. Analogue to case 7.1.
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8; No significant effects. None of the tested regressors show systematic effects in the
data.

Example 8.3: Illustration continued
From the data set in Example 8.2, we have gained the information that all the regressors
ϕ1, ϕ2 and ϕ3 are present in the model. The model structure according to the ANOVA
table is

y = h1(ϕ1, ϕ2) + h2(ϕ3) + e,

which is case 4.1 above. The interaction between ϕ1 and ϕ2 was then investigated further
(Figure 8.2), giving the result that h1(ϕ1, ϕ2) = f(ϕ1) · ϕ2, that is, ϕ1 belongs to the
regime variables z while ϕ2 belongs to x. If h2(ϕ3) is a nonlinear function, ϕ3 need to
be present in both z and x. Since ϕ1 and ϕ3 do not interact the weighting functions Φi
will be either fi1(ϕ1) or fi3(ϕ3), but not fi1(ϕ1) · fi3(ϕ3). The linearity can be tested
by plotting the cell means against the levels of regressor ϕ3, see Figure 8.2, which shows
that h2(ϕ3) could be linear and ϕ3 does not need to be included in z. The total model
consist of two additive sub-models, one corresponding to case 5.1c and the other to case
7.3a.

Next example is a bit more complicated than the first one.

Example 8.4
The data is generated according to

y = sgn(ϕ1) · ϕ2 · ϕ3 + ϕ2
3 + e.

The inputs and the noise are chosen exactly as in Example 8.2 and the amount of data is
the same. The ANOVA table is given in Table 8.2 and shows that we have case 1 in the
list in Section 8.3. The linearity is investigated in the cell mean plots, see Figures 8.4, 8.5
and 8.6. These show that the model is linear in ϕ2, given the value of the other regressors,
that is, case 1c. That means that we should choose x as [ϕ1, ϕ2, ϕ3] and z as [ϕ1, ϕ3].
Possible Φi(z):s are fi1(ϕ1) · fi3(ϕ3), but exactly where the partitionings should go is an
identification issue.

Table 8.2: Analysis of Variance Table for Example 8.4.

Degrees of Mean
Effect Freedom Square F p-level
ϕ1 3 1008 910 0.0000
ϕ2 3 435 392 0.0000
ϕ3 3 12122 10941 0.0000
(ϕ1, ϕ2) 9 435 392 0.0000
(ϕ1, ϕ3) 9 423 382 0.0000
(ϕ2, ϕ3) 9 183 165 0.0000
(ϕ1, ϕ2, ϕ3) 127 170 154 0.0000
Error 192 1.1
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Figure 8.4: Cell mean plots with confidence intervals. ϕ1 on the x-axis.

Figure 8.5: Cell mean plots with confidence intervals. ϕ2 on the x-axis. The effects
seem linear.
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Figure 8.6: Cell mean plots with confidence intervals. ϕ3 on the x-axis.

8.4 Conclusions

It is possible to gain enough structure information from the input/output data to assist the
structure identification task in local linear modelling by using ANOVA. The information
that can be extracted from the ANOVA table and the cell means plots are what regressors
that should be used for the linear models in each part of the regressor space, what regres-
sors that should determine the partitioning of the regressor space and how complex the
partitioning should be (that is, how many regressors interact in each weighting function).
The cell means plots with confidence intervals appeal also to intuition. They are very sim-
ilar to scatter plots, but with the benefit that the statistical properties of the input/output
data are made visible. Left to consider in the structure identification task is how many
partitionings to use and where the limits of each part should be.
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9
Concluding Remarks

In this thesis, it has been shown that ANOVA can be successfully applied to the regressor
selection problem in nonlinear system identification, even though the ideal conditions for
ANOVA are violated. The performance of ANOVA compared to several other regressor
selection methods is good.

The structure information gained when using ANOVA for regressor selection can also
be used to find regime variables for local linear models and for identifying the linear
subset of the regressors.

An ANOVA based method, TILIA, has been developed to deal with high-dimensional
regressor selection problems, where lack of data makes a complete ANOVA analysis im-
possible. TILIA has been applied to test data with good results. Since there is still room
for improvements in the method and implementation, the results can hopefully be even
better.

By rewriting ANOVA as an optimisation problem with a regularisation term, it has
been shown that there are connections between ANOVA and nn-garrote and between
ANOVA and wavelet shrinkage.

173
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composite value, 100, 107
confidence interval, 156
constraints, 146
continuous-level input, 45
convex optimisation, 145
correlated input, 45
cross validation, 13, 17

degrees of freedom, 28
distribution

χ2, 28
computation of, 94
F, 28
Gaussian, 27
non-central χ2, 28
non-central F, 28
normal, 27

effect, 30
ERR, 19, 61
exhaustive search, 17

validation based, 58
experiment design, 2

finite impulse response, 5
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FIR, 5
fixed-level input, 44

Gamma test, 24, 60
geometric average, 108
group nn-garrote, 14, 153

hypothesis test, 13, 37

interaction, 4
full, 4
l-factor, 4

interaction degree, 4

Lasso, 14
least squares, 6
Levenberg-Marquardt minimisation, 7
linear regression, 12
linear system, 5, 80
linearity test, 88, 164
Lipschitz method, 61
Lipschitz number, 61
Lipschitz quotient, 24
local constant model, 31
local linear model, 160
loss function, 6

manual tests
results, 133

manual tests, 79
model, 1

assumptions, 34
structure, 3
terms, 11
type, 5
validation, 3

NAR, 5
NARMAX, 19
NARX, 5
nearest neighbours, 77
nearest neighbours, 23
neural net, 6
neuron, 6
NFIR, 5, 43
nn-garrote, 13
non-centrality parameter, 28

non-negative garrote, 13
normal probability plot, 34
null hypothesis, 32

optimisation criterion, 15
optimisation-based regressor selection, 12,

143
orthogonal least squares, 61
orthogonal least squares, 20
OLS, 20, 61

parameter vector, 6
parameters, 3, 30
penalty, 14, 15, 18, 146
piecewise constant basis function, 145
power, 36, 63, 64, 70
proportion vector, 103

QR-factorisation, 101

radial basis function, 6
recursive partitioning, 25
recursive partitioning, 161
regime variable, 160
regression vector, 3
regressor, 2, 11

orthogonalise, 101
regressor selection, 3
regressor selection, 11
regressors, 3

correlated, 77
independent, 75
many, 99

regularisation, 13
relaxation, 145, 146
residual quadratic sum, 32
residuals, 88
ridge basis function, 6

separation of parameters, 149
shrunken range, 77
sigmoid, 6
significance level, 34, 36
silver box, 134
solution path, 15
SSA, 32
SSAB , 32
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SSB , 32
SSE , 32
SST , 32
stepwise regression, 12, 19, 61
support vector machine, 25
system identification, 2

test design, 104
test systems, 44
test variable, 32
TILIA, 99

results, 133, 142
time delay, 80

unbalance, 29, 40, 47, 67, 78, 81, 103, 155

variance estimate, 32
VB, 58

wavelet, 153
weighting function, 161
within-cell standard deviation, 48
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