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LINKÖPING UNIVERSITY, SE-601 74 NORRKÖPING, SWEDEN
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Abstract

Direct Volume Rendering (DVR) is a technique for creating images directly from a
representation of a function defined over a three-dimensional domain. The technique
has many application fields, such as scientific visualization and medical imaging. A
striking property of the data sets produced within these fields is their ever increasing
size and complexity. Despite the advancements of computing resources these data sets
seem to grow at even faster rates causing severe bottlenecks in terms of data transfer
bandwidths, memory capacity and processing requirements in the rendering pipeline.

This thesis focuses on efficient methods for DVR of large data sets. At the core
of the work lies a level-of-detail scheme that reduces the amount of data to process
and handle, while optimizing the level-of-detail selection so that high visual quality is
maintained. A set of techniques for domain knowledge encoding which significantly
improves assessment and prediction of visual significance for blocks in a volume are
introduced. A complete pipeline for DVR is presented that uses the data reduction
achieved by the level-of-detail selection to minimize the data requirements in all stages.
This leads to reduction of disk I/O as well as host and graphics memory. The data
reduction is also exploited to improve the rendering performance in graphics hardware,
employing adaptive sampling both within the volume and within the rendered image.

The developed techniques have been applied in particular to medical visualiza-
tion of large data sets on commodity desktop computers using consumer graphics pro-
cessors. The specific application of virtual autopsies has received much interest, and
several developed data classification schemes and rendering techniques have been mo-
tivated by this application. The results are, however, general and applicable in many
fields and significant performance and quality improvements over previous techniques
are shown.

Keywords: Computer Graphics, Scientific Visualization, Medical Imaging, Vol-
ume Rendering, Raycasting, Transfer Functions, Level-of-detail, Fuzzy Classification,
Virtual Autopsies.
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Foreword

This thesis consists of four chapters and nine appended papers. The research founda-
tion for this work lies in the included papers. The preceding chapters aim to provide
a conceptual overview and introduction to the content of the papers. The scope and
target audience varies between the four chapters as follows:

Chapter 1. Introduction is an introduction to the topic of this thesis, Direct Volume
Rendering. It is written with the intention to explain and outline the principles
and challenges for the technically interested reader. It is my wish that it will be
accessible to a broad audience outside the community of scientists and engineers
in the field of computer graphics.

Chapter 2. Aspects of Direct Volume Rendering is written for an audience with a
thorough technical background. The chapter gives an overview of some of the
key concepts in Direct Volume Rendering. It also reviews related research in the
field that is relevant for the contributions of this thesis. It is not intended to be a
complete overview, but a brief guide for anyone who intends to enter the field of
volume rendering of large data sets.

Chapter 3. Improving Direct Volume Rendering gives an overview of the appended
papers I – IX and places them in the context of the rendering pipeline presented
in chapter 2. The informed reader with sufficient knowledge of the field may
wish to skip directly to this chapter.

Chapter 4. Conclusions concludes this thesis and suggests an agenda for future and
continued research.

Patric Ljung, September 2006
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Chapter 1

Introduction

Visualization is the art and science of creating insight and understanding by means of
perceivable stimuli, such as vision, audio, touch or combinations thereof, as expressed
by Foley & Ribarsky [FR94]. We often wish to explore data to find new relationships
and dependencies or to confirm hypotheses and known theories under new conditions.
Visualization emphasizes the notion of human-in-the-loop for the analysis of data sets
and, through the use of images, seeks to exploit the extraordinary capacity of the human
visual system and its ability to perceive structure and relations in images.

Scientific visualization, specifically, embraces the domain of scientific computation
and data analysis. It is not uncommon that hours, or even days of simulation-runs on
high-performance computers produce vast amounts of data that need to be analyzed
and understood. The case is similar for data acquired by measurements, sensory and
imaging devices, and in particular 3D imaging modalities. In order to gain insight into
these large data sets significant data reductions and abstractions have to be made that
lead to comprehensible and meaningful images.

This thesis studies a particular technique in visualization called Direct Volume Ren-
dering (DVR). Volume rendering in general covers the creation of images from volu-
metric data. These three-dimensional data sets can be said to represent one or more
functions over a three-dimensional space. A volumetric data set can, for example, be
created from a stack of images from an image acquisition system, such as a medical
Computed Tomography (CT) scanner.

1.1 Direct Volume Rendering

Direct volume rendering methods generate images directly from a volumetric data set.
This is a computationally demanding task and has only recently begun to be applied
in a broader range of domains. For instance, highly realistic image creation of in-
terstellar gases, fire, smoke and clouds for motion picture film production provides
photo-realistic examples of volume rendering. An example of volume rendered clouds
is seen in figure 1.1. Creating such highly realistic images may take several minutes,
or possibly hours for high resolution imagery including multiple scattering and shad-
ows. Given that these large data sets can be efficiently handled and by reducing the
requirements of the degree of realism, volume rendered images can be generated in
real-time1. The work presented in this thesis is focused on interactive volume render-

1In this context: user interaction with generated images appear without perceived delay.



2 CHAPTER 1. INTRODUCTION

Figure 1.1: Volume rendered clouds. The rendering of realistic clouds requires the
rendering process to simulate light attenuation, shadows, and multiple scattering
of light reflected and refracted by water particles in the clouds. Image courtesy of
Digital Domain.

Figure 1.2: Examples of real-time volume rendering. Left and middle images show
medical volume renderings. The right image is an example of scientific visualization
studying space-plasma simulations.

ing on commodity computer systems, in particular the rendering of medical data sets,
but the developed techniques are applicable in many volume rendering applications.
Figure 1.2 shows examples of volume rendered images generated in real-time, taken
from the papers included in this thesis.

A direct volume rendering pipeline contains the necessary stages to manage the
data and apply a classification of data samples (that is assign colors and opacities). The
final stage is the image creation in which the volume is projected onto the screen. An
important aspect is that a user can interact with the rendering and classification stages
in real-time. A basic scheme of this pipeline is shown in figure 1.3. The following
sections will visit the stages individually and outline the principles of the methods.

1.2 Volume Data

A volumetric data set, usually referred to simply as a volume, can be said to represent
a function in a three-dimensional space. There exist many different data structures for
holding the information in a volume. One of the most common forms, and also the



1.2. VOLUME DATA 3

Data Process System

User Interaction

Volume
Transfer
Function

Render

Figure 1.3: Basic DVR pipeline. Data from the volume is mapped through the
transfer function and a user can interactively modify the rendered images.

a) Only air is transparent b) Reduced opacity for homo-
geneous data

c) Opacity further reduced, re-
vealing boundaries

Figure 1.4: A volumetric data set contains information on the interior of solid
objects, particle densities in gases, etc. This volume is a CT scan of the abdomen
of a male. A greyscale is used to encode data values.

form this work is primarily concerned with, can be simply described as a sequence
of two-dimensional images or slices, placed upon each other. In some application
domains, such as medical imaging, this concept of a stack of image slices is also the
way data is managed and reviewed. Other domains may consider the data as a coherent
three-dimensional volumetric object.

The values, or samples, in a volume are called voxels (volume elements), from
the corresponding name for image samples, pixels (picture elements). The voxels are
defined on a uniform regular grid in 3D, the spacing between samples can be different
along each dimension, for example, the spacing between slices can be different from
the space between samples within the image slice. Figure 1.4 illustrates a volume
where the data values are encoded in greyscale and air samples are made transparent.
A volume thus contains information about the interior of an object, not just the surface.
This is illustrated by making some data values more transparent than others in images
1.4b–c.

Volumetric data sets can represent many different entities and properties; the voxels
in the CT data volume used in figure 1.4, for instance, represent the amount of X-ray
extinction. Different tissues and substances absorb the X-ray radiation with varying
amounts and these absorption values can then be used to classify the content of a vol-
ume and give the samples different colors and opacities depending on their values.
Voxels can also represent electrostatic potential fields, electron densities, and multi-
variate data such as fluid flow fields, tensors, and much more.
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Figure 1.5: Transfer function mapping. A transfer function maps values in the
source data (left) to colors and opacities (right). The middle columns illustrate the
mapping of scalar values into colors. The image is an axial slice from the CT data
set shown in figure 1.4. Bone has the highest intensity and is mapped to warm
white.

1.3 Transfer Functions

In order to reveal the structure of an entity embedded in a volume it is necessary to
make undesired samples invisible and desired samples visible. This is usually achieved
through a Transfer Function (TF) that maps values in a data set to specific colors and
opacities. A basic definition of a TF, T, is expressed as

ccc = T(s) (1.1)

where s is a value from the volume and ccc is a color with assigned opacity. This map-
ping is illustrated in figure 1.5 where air is made blue, fat and soft tissues are made
beige, contrast fluid made red to show blood vessels, and bone is made warm white.
The TF is designed to provide saturated color details in this image case, in practice the
opacity is usually much lower for DVR. A more elaborate interpretation of the compo-
nents of the color vector ccc is that the color represents the emitted colored light, in the
red/green/blue (RGB) components, and the opacity (Alpha) component represents the
degree of absorption for a specific value.

Depending on the content represented by different value ranges of the voxels in
a volume, it may not be possible to make unique, distinguishable mappings of the
underlying properties. For instance, an injected contrast fluid may be of higher density
near the injection point and thinner farther away. The high density region absorbs X-ray
radiation to the same degree as spongy bone, making it impossible to separate the two
by simple value comparisons. Furthermore, the low density region could correspond
to soft tissues. There is then no unique mapping of contrast agent to a specific color
and opacity. Trying to assign a color to the full range would imply that bones and soft
tissues are made visible as well. These fundamental issues are addressed by means of
spatial coherence operators in papers III and VIII, outlined in section 3.3.
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Viewer

Ray

Screen

Illumination

Volume

Figure 1.6: Illustration of raycasting. A ray is cast from the viewer through a pixel
on the screen. It marches through the volume and integrates the contribution of
light, colored samples shaded by the illumination. The result is stored in a pixel and
the procedure is performed for all pixels.

1.4 Rendering Images of Volumes

Images of a volume are produced by simulations using simple models of the real world
processes of light-matter interaction. The physics of this process is well established but
intricate and complex. The images produced in a camera or generated on the retina of
the eye is the result of light (photons) from all light sources being reflected, scattered,
refracted and modulated, and finally a tiny fraction reaches the retina, celluloid or the
sensor of a digital camera.

In terms of computation, it is more efficient to trace these light particles backwards,
as a ray from the eye through a pixel in the image and into the objects it intersects,
accumulating the light generated at these sample points. Figure 1.6 illustrates this pro-
cedure. The amount of realism in the generated image is basically a matter of how
complex this sampling function is. Raytracing usually includes spawning secondary
rays stemming from reflections and refraction. The concept of Raycasting usually ex-
cludes such expensive, exponential computations and the contribution at each sample
point basically accounts for the illuminated object’s color and opacity. Raycasting of
volume data is described as an integral along a ray, computing the color intensity, III,
per pixel in the image. This integral takes into account the attenuation of light as the
ray progresses through regions of varying densities, τ ,

III =
∫ b

a
ggg(t)e−

∫ t
a τ(u)dudt, (1.2)

where a and b specify the entry and exit points along the ray. The function ggg specifies
the color contribution at a specific point in the volume. In practice, the integral (1.2) is
computed as a Riemann sum by compositing small ray segments.

III =
n

∑
k=1

CCCkαk

k−1

∏
i=0

(1−αi), (1.3)

where CCCk is the looked-up color for sample k, having opacity αk = 1− e−τk . It is
common that the product CCCkαk is pre-computed into an opacity-weighted TF. In figure
1.7 a large, full body CT data set is rendered with raycasting and a single light source.
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Figure 1.7: Virtual autopsy DVR. Close-up views are generated by rotation and
zooming, a matter of starting the rays from different viewpoints and screen place-
ments in the raycasting scheme.

The different views in the images are simply generated by changing the viewpoint of
the viewer and the screen location. Simple geometric calculations then define the ray
directions through the volume.

Although these expressions may appear simple, they require the traversal of the
entire volume for every image frame to be rendered. Even for modest data sizes, for
example 512× 512× 512 voxels, this is a significant amount of processing. The pro-
cessing requirement is also output sensitive, it depends on the size of the image to be
rendered. A significant amount of research has been focused on reducing the cost of
evaluating the volume rendering integral above, primarily by the means to skip regions
of empty space. An approach in this direction is presented in paper VI which also con-
siders the output sensitivity by using data dependent approaches to reduce the number
of pixels for which the integral has to be evaluated.

1.5 User Interaction

For a user to gain insight and understanding of a data set the pipeline workflow must
be sufficiently smooth and promptly respond to the user’s operations. An ideal case
for interaction is an even and high frame rate with low latency so the operations a user
performs are carried out instantaneously, from the user’s perspective. Basic operations
such as rotation, translation and scaling should exhibit real-time performance, prefer-
ably at 20–30 frames/second, but absolutely not less than 5. In many cases it is accept-
able to make a trade-off in image quality in favor of rendering speed so interactivity is
maintained.

A second level of interaction, towards higher abstractions, is the data mapping, im-
plemented through the transfer function. The TF can be said to represent a filter that
selects aspects and features in the data which the user is interested in. Support for inter-
active manipulation of the TF is essential in the analysis and diagnosis of the data under
study. Changing the TF, however, may invalidate the definition of empty space being
used to improve rendering performance. It is therefore essential that data structures for
acceleration of the rendering can be quickly recomputed, with appropriate accuracy.
The approach introduced in paper II, and used in papers IV, VI and IX, is an efficient
scheme that fully exploits the TF for significance classification of spatially fine-grained
blocks of the volume.
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1.6 Research Challenges

Direct volume rendering has over the past years established itself as a fundamental and
important visualization technique. In several application domains it has the potential to
allow users to explore and analyze their data interactively, and thereby enable scientific
discovery in academic research or contribute to fast and better diagnosis in medical
practice. Full and widespread use of DVR has, unfortunately, so far been limited. This
is partly due to the fact that:

• The sizes of the data sets are prohibitive, especially for analysis on commodity
hardware.

• Rendering performance and visual quality at high image resolutions are inade-
quate.

• Transfer functions are blunt tools that are hard to work with and often fail to
reveal the desired features.

Each of these three items poses interesting research challenges. The first is caused by
the ever increasing computational power and scanning resolution, which lead to rapidly
increasing sizes of volumetric data sets. In the case of medical visualization, the focus
application of this thesis, the amount of data a modern CT scanner produces is well
above the amount of memory on common personal computers. Scanning a full body
currently results in a stack of at least 4000 image slices of the body interior. Next gen-
eration CT scanners, such as the Siemens Definition, can generate full body data sets
up to tens of gigabytes in less than a minute. It is also predicted that future medical
examinations, for instance the study of cardiac dysfunctions, will produce even more
slices, with increased resolution and also over several time-steps. One of the most ur-
gent research challenges in DVR is thus to find methods that will enable analysis of
these large data sets on the hardware platforms that are currently being made available.
The gradual disappearance of dedicated super-computing hardware for visualization
further emphasizes this need and focuses the development on the use of commodity
graphics hardware tailored for the mass market for games and entertainment, and com-
monplace in desktop and laptop PCs. The use of these systems with limited memory
and bandwidth for DVR poses several interesting research challenges. Much of the
work presented in this thesis is thus aimed at developing new methods that are capa-
ble of dealing with tomorrow’s large scale volumetric data on commodity Graphics
Processing Units (GPUs).

High quality volume rendering is furthermore a computational technique that re-
quires a significant amount of processing power either on the CPU or the GPU. De-
spite the increasing performance of computing hardware it is not sufficient to simply
rely on future performance and capacity improvements. Especially in view of the fact
that the fast pace of computing clock-rate and performance increments has recently
begun to slow down (Patterson [Pat06]). There also exists a gap between processing
performance and memory performance. Getting data to and from the fast processing
units is an increasing problem. Rendering performance is perhaps the aspect of volume
rendering that has attracted most research efforts and significant improvements have
been made over the past decade. One of the keys to obtaining further improvements on
rendering speed is to bank on parallelism on the GPU and data reduction algorithms.
A challenge is then to maintain image quality by making the best possible selection of
data reduction schemes and use algorithms for rendering that minimize the effect on
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the final rendered image. In the later papers included in this thesis, the focus is on GPU
rendering of multi-resolution data and several new algorithms are presented.

Transfer functions play a central role in DVR and provide the vital means by which
a user expresses his or her exploration and analysis process. Many important features
and properties in a data set are, however, intrinsically difficult, or even impossible, to
define by traditional, current approaches to TFs and TF settings. Medical data fre-
quently exhibit noise and diffuse boundaries between tissues of different types. There
is thus a great need to develop transfer function techniques that can make distinctions
in the data for a wider class of properties while simple and robust user-system interac-
tions are supported. Fundamental techniques that can adapt TF settings from one data
set to the next is another aspect that would enable volume rendering in routine use by
less experienced users. This track of research has been an integral part of all the work
this thesis is based on and indeed the refinement of the TF concept and underlying
statistical analysis has shown to be one of the keys to the handling of large scale data.

It should be noted that the challenges described above have been given significant
attention by the visualization community over the past decade, which is underlined by
the many research efforts in the field. To place the contributions presented in this thesis
in their context some recent publications are reviewed in the next chapter.

1.7 Contributions

This thesis contributes improvements to several stages of the direct volume rendering
pipeline and addresses the challenges stated above. The individual contributions are
introduced in the published papers included in this thesis. These are referenced to as
papers I – IX throughout the text.

Paper I presents a brute force method for visualizing astro-physical plasma phenom-
ena by exploiting parallel data management, processing and rendering on SGI
multi-CPU systems.

Paper II investigates the potential of volume data reduction using the transfer func-
tion, flat multiresolution blocking and wavelet based data compression.

Paper III examines the use of range weights for both detection of characteristic tissue
intensities and separation of tissues with overlapping sample value ranges.

Paper IV presents a technique for direct interpolation of samples over block bound-
aries of arbitrary resolution differences.

Paper V further investigates the spatial coherence to improve histogram presentation
and aid in the transfer function design.

Paper VI shows improved direct raycasting of multiresolution volumes on graphics
hardware and introduces an image-space adaptive sampling scheme.

Paper VII presents an extension to traditional histograms in which a sorted, additional
attribute is displayed to further improve transfer function design.

Paper VIII extends the techniques from paper III to support additional neighborhood
definitions and a spatial refinement of local tissue ranges.

Paper IX showcases the virtual autopsy application and integrates multiresolution ray-
casting, TF-based level-of-detail selection, interblock interpolation, and more.



Chapter 2

Aspects of
Direct Volume Rendering

This chapter will establish a background of fundamental DVR concepts and techniques,
and review relevant techniques for non-brute force methods, that is, methods that at-
tempt to adapt to the amount of available resources. It aims to acknowledge the great
efforts many researchers have devoted to this field and to provide sufficient context for
the reader to understand the contributions of this thesis, presented in chapter 3. A con-
ceptual view of a DVR pipeline is shown in figure 2.1. For a more complete overview
of volume graphics, please refer to Part III, Volume Rendering, in Hansen and John-
son [HJ05], and, in particular, to the chapter by Kaufman and Mueller [KM05].

2.1 Volumetric Data Sets

There are many types of representations of volumetric data. Unstructured, irregular
point-sets, for instance, consist of discrete points with an explicit position for each
point, and there is no defined topology. Structured grids have regular topology with
explicit positioning of vertices. Image data, or volumes in 3D, use a regular rectan-
gular lattice and have regular topology and geometry, the positions of sample data are

Source
Basic

Analysis
Encode Storage

Storage Decode
Advanced
Analysis

Render

Data Process System

Rendering Pipeline

Preprocessing Pipeline

Figure 2.1: A conceptual view of the volume rendering pipeline. It is divided into
two parts since the first one, from source to storage, is only required once, while
the latter may be executed repeatedly.
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Figure 2.2: Image data, uniform grid.
Samples (red) are placed at cell vertices.
Block grid (blue), block size 5×5.

Figure 2.3: Interpolation filter kernels.
Box filter/nearest neighbor (red). Hat
filter/linear interpolation (blue).

implicitly defined by grid-spacing parameters and an origin. This last type of data is
the type this thesis is concerned with. A volume can simply be said to be a 3D array of
data elements, accessed by using an i–j–k index coordinate system, represented by the
index vector, ξξξ , in the remainder of the text.

The elements of a volume, as viewed from the volume rendering perspective, are
called voxels and there exists a unique mapping between voxel index, ξξξ , and spatial
location, ppp ∈ R3, for every voxel. This is generically expressed as

ppp = Dξξξ +mmm, (2.1)

where the matrix D expresses the intersample distances and the vector mmm defines the
spatial origin of the volume. This simple isomorphic mapping provides constant time
lookup of samples, in the context of algorithm complexity, and thus make this type of
volume efficient. A generic definition of a volume is a function, s(ppp) defined over a
three-dimensional domain. This function can be scalar or vector valued but it will be
denoted as a scalar.

2.1.1 Voxel Data and Sampling

The common view on voxel positions on the uniform grid is illustrated in 2D in fig-
ure 2.2, described in Schroeder et al. [SML04]. Samples are located on the vertices
of the Cartesian rectangular grid. The distance between samples may be different in
each dimension. Medical data acquired by CT imaging devices, for instance, are often
anisotropic, with a different spacing along the third, axial direction (z-axis).

For the reconstruction of the signal between the discrete sample points a box or
linear filter is generally used for interpolation in real-time applications. The 1D filter
kernels representing these interpolation schemes are shown in figure 2.3, box filter in
red and linear interpolation filter in blue. Interpolation filter kernels for higher dimen-
sions are constructed as the product of the individual 1D kernels for each dimension.
At the boundaries the sample locations are typically clamped to the domain spanned
by the samples. This form of interpolation is readily supported by commodity graphics
hardware.

2.1.2 Linear Data Structures

The voxels of a volume can be stored in integer or floating point formats with varying
precision, depending on the application and type of data. On disk a volumetric data set
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is often stored as a set of files, each holding a 2D slice of the volume, using some com-
mon image file format or raw binary storage. Medical data is commonly stored using
the DICOM [dic06] format which, essentially, provides sets of 2D image sequences.

Translated into main memory, a common basic scheme is linear storage, also sup-
ported by graphics hardware. The memory offset, Q, for a voxel at vector index ξξξ in a
volume with dimensions Nx,Ny,Nz is then

Q = ξx +Nx(ξy +Nyξz). (2.2)

2.2 Preprocessing and Basic Analysis

The purpose of the preprocessing pipeline is to restructure a data set into a more effi-
cient data representation for the rendering pipeline. This section first describes how the
performance for data accesses in memory is improved by reorganizing the volume into
blocks, known as blocking or bricking. It is also useful to compute derived attributes
such as gradient fields. Second, the creation of meta-data is common in the preprocess-
ing pipeline. Meta-data may hold, for instance, the minimum and maximum value of
the blocks, and can thus serve as acceleration data structures in the rendering pipeline.
Last, this section describes the creation of multiresolution data representations. From
such representations the rendering pipeline can apply varying resolution and details of
the volume data.

2.2.1 Volume Subdivision and Blocking

The linear storage scheme described above has a poor data locality property. The
lookup of neighboring voxels is frequent and it is only along the x-axis that this trans-
lates to access of neighboring memory locations. The impact of cache-misses in ren-
dering and processing is significant and often causes a scheme to ultimately fail if not
well addressed. Blocking of the volume is therefore generally efficient and significantly
improves the cache hit-rate.

The size of a block is typically derived from the size of the level 1 and 2 caches.
Grimm et al. [GBKG04b, GBKG04a] finds that a block size of 32, BBB = (32,32,32), is
the most efficient for their block-based raycaster. Parker et al. [PSL∗98] use a smaller
block size, BBB = (4,4,4), for a parallel iso-surface1 renderer. This block size matches
the size of the L1 cache line on SGI super-computers (SGI Onyx2 & SGI Origin 2000).
In numerous publications it is indicated that blocking by 16 or 32 is an optimal size for
many block related processing tasks.2

The addressing of blocks and samples within blocks is straightforward, but intro-
ducing a block map structure allows for arbitrary placement of blocks and packing in
memory with unused blocks being ignored and thus saving memory space. The in-
troduction of blocking results in an additional level of complexity for block boundary
handling, especially for the cases when a sample is requested in a neighboring block
that has been ignored. Two strategies can be explored to deal with this. The first
requires the access of neighboring blocks. Grimm et al. [GBKG04b], for example,
propose a scheme based on table lookups for neighboring samples that avoids condi-
tional branches in the code. The second strategy is based on self-contained blocks and

1An iso-surface, S, is an implicit surface defined as S = { ppp | s(ppp) = C }, where C is a constant.
2In two-dimensional blocking, or tiling, the equivalent size is 64×64, also being the default tile size in

JPEG-2000 [Ada01].
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requires the replication of neighboring samples. The overhead for sample replication
is less than 20% for block sizes of 16 and up.

Additional basic data conversions may also be applied, such as remapping the value
range and conversion to 8- or 16-bit integers, that is data types that directly map to
native GPU types. Blocking improves memory locality for software-based rendering
and processing. Skipping empty blocks usually has a significant effect on the data
size and rendering performance. The concept of an empty block, however, needs to be
clarified and defined, which is an integral part of the next section.

2.2.2 Block Properties and Acceleration Structures

In order to reveal any embedded entities within a volume it is obvious that some
samples must be rendered transparent and other samples rendered semi-transparent
or opaque. As described in section 1.3, this is achieved through the use of a Transfer
Function (TF). For a blocking scheme, as described above, the meaning of an empty
block is a block that has all its voxels classified as completely transparent. Naturally,
such a block could be discarded in the rendering process and thus improve the perfor-
mance. Since the goal is to reduce the amount of data in the pipeline it is essential that
empty blocks can be predicted without access to all samples in a block. Meta-data for
such predictions is collected during preprocessing, and preferably without knowledge
of specific TF settings.

The TF usually defines one or more regions in the scalar range as non-transparent
and, for the rendering of iso-surfaces, either narrow peaks are defined or special iso-
surface renderers are used. It is therefore natural that ideas from iso-surface extraction
acceleration schemes have been applied. The goal of these schemes are to minimize
the processing so that only cells intersecting the iso-surface are considered. Wilhelms
& Gelder [WG92] create a tree of min/max values. The tree is created bottom up and
starts with the cells, cubes of 8 voxels. Livnat et al. [LSJ96] extend this approach and
introduce the span-space. For iso-surface rendering, a leaf in the tree is included if
the iso-value is within the range spanned by the minimum and maximum value of the
cell. Parker et al. [PSL∗98] use a limited two-level tree and find that sufficient in their
software implementation of an iso-surface raycaster.

For arbitrary TF settings, the min/max scheme is generally overly conservative and
may classify empty blocks as non-empty. Summed-Area Tables [Cro84] of the TF
opacity are used by Scharsach [Sch05] to determine the blocks’ content by taking the
difference of the table entries for the minimum and maximum block values. The low
granularity of the min/max approach is addressed by Grimm et al. [GBKG04a] who,
instead, use a binary vector to identify block content. The scalar range is quantized
into 32 uniform regions and the bit-vector indicates the presence of samples within the
corresponding range. A similar approach is taken by Gao et al. [GHJA05] but they use
a larger vector, matching the size of their TF table (256 entries).

2.2.3 Hierarchical Multiresolution Representations

Simply skipping empty blocks might not reduce the volume size sufficiently, the total
size of the remaining non-empty blocks may still be above the available memory size.
A strategy is then to apply techniques that vary the resolution in different parts of
the volume, so different blocks in the volume have different resolutions. This Level-
of-Detail (LOD) approach enables a more graceful adaptation to limited memory and
processing resources.
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Level 0 Level 1 Level 2

Figure 2.4: Hierarchical blocking with subsampling. Downsampling is achieved by
removing every even sample [LHJ99] or by a symmetric odd-sized filter [WWH∗00].

Level 0 Level 1 Level 2

Figure 2.5: Hierarchical blocking with average downsampling.

The most common scheme is to create a hierarchical representation of the volume
by recursive downsampling of the original volume. Since each lower resolution level
is 1/8 the size of the previous, the additional amount of memory required for this pyra-
mid is less than 14.3%. The created hierarchies may differ depending on the selected
downsampling scheme. Figure 2.4 illustrates three levels of an hierarchy created using
subsampling, every second sample being removed. This scheme is used by LaMar et
al. [LHJ99] and Boada et al. [BNS01], amongst others. Weiler et al. [WWH∗00] also
use this placement of samples but employ a quadratic spline kernel in the downsam-
pling filter since they argue that subsampling is a poor approximation.

The positions of the downsampled values, however, do require some attention. The
positioning indicated in figure 2.4 skews the represented domain. A more appropriate
placing of a downsampled value is in the center of the higher resolution values it rep-
resents. This placement is illustrated in figure 2.5 and is also a placement supported by
average downsampling.

In order to be able to select different resolution levels in different parts of the vol-
ume blocking is suitable for hierarchical representations as well. The block size, in
terms of number of samples, is usually kept equal at each resolution level and the block
grids are indicated by wide, blue lines in the figures 2.4 and 2.5. Blocks at lower
resolutions cover increasingly large spatial extents of the volume. These multiresolu-
tion hierarchies thus provide supporting data structures for LOD selection. Methods to
determine an appropriate level of detail are discussed in the following section.
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2.3 Level-of-Detail Management

It is not sufficient to only determine if a block is empty or not. The multiresolution
representations described above require additional and different techniques that also
can determine resolution levels for the blocks. This section reviews techniques and
approaches for LOD selection that have been suggested in the literature. These ap-
proaches can be classified into: view dependent and region-of-interest, data error, and
transfer function based techniques. It is, furthermore, common to combine several
of these measures in different configurations. The following sections will, however,
review them individually.

The conceptual principle for hierarchical LOD selection is similar for all approaches.
The selection starts by evaluating one or more measures for a root node. If the resolu-
tion of a block, a node in the hierarchy, is found adequate then the traversal stops and
the selection process is done. If the resolution needs to be increased the block is either
immediately replaced by all its children or a subset of the children is added. The latter
approach will remove the parent node when all its children have been added. If the
amount of data to use is limited, this constraint is checked at every step and the LOD
selection is stopped when the limit is reached.

2.3.1 View-Dependent Approaches

View-dependent techniques seek to determine the LOD selection based on measures
like distance to viewer and projected screen-space size of voxels. Region-of-interest
methods work similarly to distance to viewer measures. Using full resolution blocks
when viewing entire volumes can be suboptimal. When a single pixel covers multiple
voxels it may result in aliasing artefacts. Reducing the resolution of the underlying
sampled data (prefiltering) is, in fact, standard in graphics rendering instead of super-
sampling. It is referred to as mipmapping3 in the graphics literature.

Distance to viewer approaches are used in [LHJ99,WWH∗00,GWGS02,BD02], for
instance. A block is refined if the projected voxel size is larger than one pixel on the
screen, for example. The distance to viewer or region-of-interest can furthermore be
used to weight some other measure, like a data error measure, by dividing that measure
by the distance.

2.3.2 Data Error Based Approaches

Representing a block in a volume with a lower resolution version may naturally intro-
duce errors when the volume is sampled compared with using the full resolution. A
measure of this error, for instance the Root-Mean-Square-Error (RMSE), expresses the
amount of error introduced. When selecting a LOD for the multiresolution hierarchy,
the block with the highest data error should be replaced with a higher resolution ver-
sion. Repeating this procedure until the memory budget is reached will then select a
level-of-detail for the volume that minimizes the data error. This measure only depends
on the data and can therefore be computed in the preprocessing step.

This approach is used in Boada et al. [BNS01], who also take into account the
effect of linear interpolation in the lower resolution version. In addition, a user-defined
minimum error threshold is used to certify that the represented data correspond to a
certain quality. Guthe et al. [GWGS02] also take this approach, using the L2-norm, but

3Mip is an abbreviation of the Latin multum in parvo – many things in a small place.



2.4. ENCODING, DECODING AND STORAGE 15

combine it with view-dependent measures, namely distance-to-viewer and projected
voxel size.

2.3.3 Transfer Function Based Approaches

The shortcoming of data error approaches lies in the mapping of data samples through
the TF. The content of the TF is arbitrary and consequently the data error is a poor
measure if it is used for volume rendering. Determining the content of a block in the
TF domain has a higher relevance since this will affect the quality of the rendered
image more directly. The notion of a block’s TF content is explored below and several
schemes for TF content prediction are reviewed. The challenge, however, is to predict
the required LOD for each block without accessing the data beforehand.

The complete distribution of sample values within a block is a highly accurate
description of the block content, losing only spatial distribution. Such a description
could, however, easily result in meta-data of significant sizes, potentially larger than the
block data itself. LaMar et al. [LHJ03] therefore introduce frequency tables to express
the frequency of specific data errors (differences) and compute an intensity error for a
greyscale TF as an approximation to the current TF. Guthe et al. [GS04] instead use
a more compact representation of the maximum deviation in a small number of bins,
for which the maximum error in RGB-channels are computed separately. A combined
approach of these two, using smaller binned frequency tables, is presented by Gyulassy
et al. [GLH06].

Gao et al. [GHJA05] use a bit-vector to represent the presence of values in a block.
The block vector is gated against RGB bit-vectors of the TF. If the difference of two
such products, compared with a lower resolution block level, is less than a user defined
threshold then the lower resolution block can be chosen instead. A similar approach
using a quantized binary histogram is presented in [GBKG04a] but is not reported to
be used for LOD selection.

2.4 Encoding, Decoding and Storage

In section 2.2.3 a conceptual view of multiresolution hierarchies was described. As
mentioned, the amount of data is not reduced by this process, rather increased. When
the amount of data in the hierarchy can not be handled in core memory, additional
techniques are required. Data compression is one viable approach and, specifically,
lossy compression can significantly reduce the amount of data, at the cost of a loss of
fidelity. Another approach is to rely on out-of-core storage of the volume hierarchy
and selectively load requested portions of the data. A combination of these techniques
is also possible. Some of the well-known approaches are described in the following
sections.

2.4.1 Transform and Compression Based Techniques

Following the success of image compression techniques, it is natural that such tech-
niques be transferred to volumetric data sets. Usually a transform is applied to the data
and it is the coefficients from the transform that are stored. The underlying idea for
the transform is to make data compression more efficient. Applying a compression
technique on the coefficients, such as entropy coding, then yields a higher degree of
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compression compared to compressing the original data. The following sections re-
view two transforms that are common for image compression and have been used for
volume data. Basic concepts of compression are also presented.

Discrete Cosine Transform

The Discrete Cosine Transform (DCT) is well established in image and video cod-
ing standards, such as JPEG and MPEG, and there exist highly optimized algorithms
and code to perform this transform, with a typical block size of 8. Relatively few re-
searchers have applied this transform to volumetric data sets although some examples
exist [YL95, PW03, LMC01]. Lum et al. [LMC02] apply the DCT for time-resolved
data. Instead of computing the inverse DCT, it is replaced by a texture lookup since the
DCT coefficients are dynamically quantized and packed into a single byte.

Multiresolution Analysis – Wavelets

The wavelet transform has gained a wide acceptance and has been embraced in many
application domains, specifically in the JPEG-2000 standard, described by Adams
[Ada01]. A significant amount of work on volume data compression has employed
wavelet transforms. Being a multiresolution analysis framework it is well suited for
the multiresolution handling of volume data. Several wavelets exist, but the Haar and
LeGall (a.k.a. 5/3) integer transforms, supporting lossless encoding [CDSY96, VL89],
and the Daubechies 9/7 [Dau92] are the most common and can be efficiently imple-
mented using the lifting scheme [Swe96].

Conceptually, the transform applied on a 1D signal produces two sub-band sig-
nals as output, one describing low frequency content and the other describing high
frequency content. Recursive application of the transform on the low frequency out-
put produces multiple sub-band descriptions until a lowest resolution level is reached.
Once the multiband analysis is done, the inverse transform can be applied in an ar-
bitrary number of steps until the original full resolution has been reconstructed. For
every step, the resolution of the volume is increased, doubled along each dimension.
It is furthermore possible to apply the inverse transform selectively and retrieve higher
resolution in selected subregions of the volume. This approach is taken by Ihm &
Park [IP99], Nguyen & Saupe [NS01] and Bajaj et al. [BIP01]. Their work is primar-
ily concerned with efficient random access of compressed wavelet data and caching of
fully reconstructed parts.

A wavelet transform can also be applied on blocks individually. Guthe et al.
[GWGS02] collect eight adjacent blocks and apply the transform once on the combined
block. The low frequency sub-band then represents a downsampled version. The high
frequency sub-band, the detail, is compressed and stored separately. The procedure is
then repeated recursively on each level until a single block remains. A hierarchy of
detail data, high frequency coefficients, is thus constructed and can be selectively used
to reconstruct a multiresolution level-of-detail selection. A hardware supported appli-
cation of this technique, using a dedicated FPGA-board, is presented by Wetekam et
al. [WSKW05].

Data Compression

Applying transforms to volume data does not reduce the amount of data. Instead, it
frequently increases the size of the data. The Haar and LeGall integer wavelet bases,
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for example, require an additional bit per dimension and level. Nevertheless, as the
entropy of the transformed signal is generally reduced, compared with the original sig-
nal, a compression scheme yields a higher compression ratio for the transformed signal.
Lossless compression is, however, quite limited in its ability to reduce the data size. In
many practical situations with noisy data, ratios above 3:1 are rare. Even this small re-
duction can be valuable but should be considered against the increased computational
demand of decoding the compressed data stream and applying the inverse transform.

Significant data reduction can be achieved, however, if lossy compression is al-
lowed. Quantization of the coefficients is commonly used and can be combined with
thresholding to remove small coefficients. Hopefully this results in many long se-
quences of zero values that can be compactly represented using run-length encod-
ing. There exist a wide range of quantization and compression methods presented
in the literature and several of these are used in the context of volume data compres-
sion [Wes94, IP99,BIP01,GS01,LMC02]. Vector quantization of coefficient vectors is
also applied [SW03, LMC01]. For reasonable distortion, causing minor visual degra-
dation, compression ratios of 30:1 are achieved [GWGS02].

It is also reasonable to allow the encoding stage to take a significant processing time
if the results are improved, it is the performance of the decoding stage that is critical.

2.4.2 Out-of-Core Data Management Techniques

Computer systems already employ multiple memory level systems, commonly two lev-
els of cache are employed to buffer data from main memory. Since the cache memory
is faster, this helps to reduce data access latency for portions of the data already in the
cache. Some of the techniques described in section 2.2 also view the memory on the
GPU as a high-performance cache for the data held in host memory. Extending caching
techniques to include an additional layer, in the form of disk storage or on a network
resource, is therefore quite natural and beneficial. A data set can be significantly larger
than core memory but those subsets of the data to which frequent access is made can
be held in core making these accesses much faster. Indeed, several techniques exist in
operating systems that exploit this concept, for instance memory-mapped files.

The semantic difference between general purpose demand-paging is that an appli-
cation may know significantly more about data access patterns than a general low level
scheme could. Cox & Ellsworth [CE97] present application controlled demand-paging
techniques and compare those with general operating system mechanisms, showing
significant improvements for application-controlled management. Their work is ap-
plied to Computational Fluid Dynamics (CFD) data. Another example is the data
querying techniques for iso-surface extraction presented by Chiang et al. [CSS98]. The
OpenGL Volumizer toolkit, presented by Bhaniramka & Demange [BD02], also sup-
ports management of large volumes and volume roaming on SGI graphics systems.
Volume roaming provides scanning through the volume, with a high-resolution region
of interest, and large blocks, BBB = (64,64,64), are loaded from high-performance disk
systems on demand.

Distributed rendering approaches also make use of out-of-core data management
ideas, the capacity of each rendering node is limited and data transport is costly. Pre-
dictive measures are required to ensure that the rendering load is balanced between the
nodes. This is another aspect where application controlled data management is pre-
ferred, since the access latency can be reduced or hidden. Examples of this approach
are presented in several papers by Gao et al. [GHSK03, GSHK04, GHJA05].
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2.5 Advanced Transfer Functions

Transfer functions and transfer function design have attracted a significant amount of
research. One of the problems being addressed is that real data are often noisy and
exhibit features with overlapping ranges, drifting ranges within the data, or simply
very wide ranges. It is therefore frequently impossible to define unique mappings that
reveal the desired features using unprocessed data values alone. Deriving additional
attributes from the data to provide criteria such that unique distinctions can be made,
is a common approach. This is an area of research closely related to classification and
segmentation, addressed separately below. The samples in a volume are consequently
extended to a multivariate data set.

Extending the TF to a two-dimensional function, where the second dimension uses
a discriminating parameter, was introduced by Levoy [Lev88]. In his work this second
parameter is defined as the gradient magnitude of the scalar field. Regions where the
gradient magnitude is low can then be suppressed and surface boundaries be empha-
sized. Kindlmann et al. [KD98] extend this approach to three dimensions, using both
first and second order gradient-aligned derivatives of the scalar field. Other derived
attributes are also proposed, such as curvature measures [HKG00, KWTM03]. Lum et
al. [LM04] propose a simpler and less computationally demanding scheme using two
gradient-aligned samples instead of only one.

From a technical point of view, the TF can readily be extended and defined in
two or three dimensions, or as a set of separable TFs that in some way is combined.
Collectively, these are referred to as Multi Dimensional Transfer Functions (MDTFs).

Design of basic 1D TFs is already considered difficult in many user communities
and is probably a major obstacle for widespread routine use of volume rendering in
clinical practice, as discussed in Tory & Möller [TM04]. Introducing MDTFs consid-
erably raises the level of complexity for TF design tools. Improved user interfaces have
therefore been addressed by several researchers, an overview is provided by Kniss et
al. [KKH05]. Pfister et al. [PBSK00] organized a panel challenging TF design method-
ologies, the results are presented in Pfister et al. [PLB∗01]. The methods are divided
into manual trial-and-error methods, semi-automatic data-centric methods with and
without a data model, and image-centric methods where a user evaluates a gallery of
automatically generated TFs.

2.5.1 Data Classification and Segmentation

Data classification and segmentation algorithms are usually semi-automatic or auto-
matic methods that assign discrete or probabilistic classifications to voxels. After
decades of research it still remains a difficult problem and the most successful are
semi-automatic approaches where a human is engaged in the process and can correct
and adjust automatic classifications. There is no well-defined distinction between clas-
sification and segmentation, and advanced transfer functions. Kniss et al. [KUS∗05]
suggest a quantitative versus qualitative distinction, advanced TFs focus on the visual
appearance and represent a qualitative approach. Some attributes, however, that are de-
rived for the purpose of being used as input to MDTFs could, in principle, be regarded
as classification techniques, recent examples include work by Kniss et al. [KUS∗05].
Our own work in papers III and VIII would also fall under this heading. Fuzzy classi-
fication for volume rendering was introduced by Drebin et al. [DCH88].
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2.6 Rendering

The final stage of the rendering pipeline is to perform the actual rendering of the volume
data into a projection, an image that is to be presented on the user’s screen. The princi-
ple of rays being generated from the viewpoint via a pixel in the image and through the
volume, defined by the integral in equation 1.2, has already been presented in chapter
one. Several numerical approaches exist to evaluate this integral, with varying trade-
offs between performance, rendering quality and flexibility. This section first provides
a brief historical review of rendering techniques for volume data. The following sec-
tions then present the principles of the techniques this thesis extends and improves
upon.

Object-space methods, or forward mapping techniques, project classified samples
onto the screen and composite them together, either in back-to-front or front-to-back
order. Image-space methods start from the pixels in the image and take samples of
the volume along the ray, more closely related with the conceptual view of raycasting.
This straightforward approach was initially implemented in software and introduced
by Blinn [Bli82] to render clouds and dust. Kajiya & Herzen [KH84] proposed an
alternative approach that included multiple scattering of high albedo particles. Optical
models for direct volume rendering have since evolved and a comprehensive survey of
these is presented by Max [Max95].

The early approaches to volume rendering were far from interactive, requiring sev-
eral hours to produce even a small image of 256×256 pixels [KH84]. In 1989 West-
over [Wes89] introduced the concept of splatting for volume rendering. This forward
mapping technique projects and splats the voxels onto the screen. The splats are pre-
computed and stored in a lookup table. Lacroute & Levoy [LL94] presented a fast
shear-warp technique where the volume data is sheared so that all viewing rays are
parallel. The generated intermediate image is then warped to produce a correct view of
the volume. Specific techniques have also been developed to visualize iso-surfaces di-
rectly from volume data by means of interactive raytracing, by Parker et al. [PSL∗98].
Wyman et al. [WPSH06] recently presented an extended approach that included global
illumination effects. These software renderers require multiple CPUs to compete with
GPU-based approaches but may, with the introduction of multi-core platforms, become
a competitive alternative.

2.6.1 Texture Slicing Techniques

Direct volume rendering can also be done with graphics hardware using 3D textures, to
hold the sample data of the volume. Texture slicing is a common technique, introduced
in 1994 concurrently by Cabral et al. [CCF94], Cullip & Neumann [CN94], and Wilson
et al. [WVW94]. The principle of this technique is to draw a polygon that samples the
volume where they intersect. By drawing multiple slices, textured by classified volume
data, the content of the volume is revealed. The process is illustrated in figure 2.6a. The
slices of the volume are then composited into the framebuffer in either back-to-front or
front-to-back order as appropriate.

This approach provided for interactive visualization of volumes but has drawbacks
because graphics hardware has limited memory, lighting and shading of the volume
was initially not supported, and basic acceleration techniques, such as empty space
skipping, were not exploited. The technique has since been improved upon by several
researchers. For instance, Westermann & Ertl [WE98] introduce a technique for fast
lighting (shading) of the volume. Adding lighting improves the visual quality of the
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Figure 2.6: Volume Rendering Techniques. Texture slicing renders and composites
multiple slices that sample the volume and applies the TF (a). GPU-based raycasting
uses shader programs to compute the ray integral along rays (b). Multiresolution
rendering processes each block separately using texture slicing (c).

rendered images by making the surface appearance more visible. Interleaved sampling
reduces aliasing by alternating the depth offset between pixels, presented in Keller &
Heidrich [KH01].

Texture slicing takes discrete samples where the polygon slices cut through the
volume. Volume rendering is, however, a continuous integral being approximated by
a numerical solution. If two adjacent samples along the ray differ to a great extent,
the risk increases that important content in the TF is missed. Engel et al. [EKE01]
therefore propose a technique that precomputes the integral for pairs of sample values
between two texture slices. The sampling density of the volume is thus made dependent
only on the voxel density. High frequency content in the TF is pre-integrated and
stored in a two-dimensional lookup table instead. A more efficient computation of
the pre-integrated TF map is presented by Lum et al. [LWM04] who also incorporate
pre-integrated lighting techniques.

2.6.2 GPU-based Raycasting

Modern GPUs can be programmed using shader programs, one type of program is used
for vertex processing and the other type is used for fragment processing, one or more
fragments contribute to each pixel. This programmability allows for the use of more
complex sampling and shading operations in volume rendering. With programmable
GPUs, a more direct implementation of the ray integral can be made which offers
several advantages over texture slicing.

The limited precision of the RGBA components in the framebuffer, in practice lim-
ited to 8 bits per component, causes disturbing artefacts and significant color shifts in
images generated by texture slicing. The contribution from each slice becomes smaller
with increased number of slices and contributions below 1/255 are lost which can
result in significant color quantization occurring for low values. Krüger & Wester-
mann [KW03] therefore introduced a slab-based approach in which a fixed number of
samples along the ray are taken for each polygon slice. Since the fragment process-
ing unit uses 24- or 32-bit floating point registers, this technique reduces the precision
problem. In addition, they present techniques for empty-space skipping and early-ray
termination at the slab level.

Recently, GPUs have begun to support looping and branching constructs in shader
programs. The ATI X1800 GPU, for instance, has a dedicated branch execution unit
such that branch instructions do not require extra execution cycles, they are provided
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for free but, under the condition that all 16 fragments being processed together take the
same branch. If any fragment chooses a different branch the execution time equals the
sum of the two branches. The fragment processing unit is a single instruction, multiple
data (SIMD) class processing unit, and each unit processes 16 pixels, 4 tiles of 2×2
fragments and there are many fragment processing units (in the range 8–48). The
number of units and number of fragments per unit varies between models and vendors
but the principles are currently the same.

With the support for loops, single-pass GPU-based raycasting is possible, the entire
integral can be computed in one pass. This is illustrated in figure 2.6b where each ray
corresponds to a single execution of the fragment program. Stegmaier et al. [SSKE05]
introduce this technique and show, for instance, how refraction of rays can be achieved
to simulate materials like glass in volume rendering. Both high-quality iso-surface
rendering, with linear interpolation hit-point detection, and full integral evaluation is
presented. This technique can also efficiently employ pre-integrated TFs, the shader
program need only take one sample and store it in a variable (register) for use together
with the next sample. Klein et al. [KSSE05] extend the technique by adding space-
leaping [YS93] techniques into this framework. Conceptually, for every pixel in the
image the depth for the first non-transparent sample is saved. In the subsequent frame
this depth image is warped to match the new view and rays immediately skip to this
position. An alternative approach is taken by Leung et al. [LNM06] who generate a
polygonal iso-surface for some lower bound and render this surface so rays are ini-
tialized close to the contributing parts of the volume and empty space is efficiently
skipped. This concept was initially proposed by Avila et al. [ASK92], referred to as
Polygon Assisted Ray Casting (PARC).

2.6.3 Multiresolution Volume Rendering

Volumes that have undergone an adaptation to varying level-of-detail of the blocks, re-
quire techniques that can render these volumes efficiently. The first approach taken for
octree-like hierarchies is presented in LaMar et al. [LHJ99] where each brick is ren-
dered separately using texture slicing. Rendering lower resolution blocks with lower
sampling density improves the performance. The principle is illustrated in figure 2.6c
where lower resolution blocks, covering a larger spatial extent, are rendered with larger
distance between slices, adapting the sampling density to the underlying block resolu-
tion. When the sampling density along a ray is changed, the opacities of the TF must be
modified so that the final result is invariant to the sampling density in a homogeneous
material. This is generally expressed as

αadj = 1− (1−αorig)∆orig/∆adj (2.3)

where ∆orig and ∆adj specify the original and adjusted sampling distances.
Rendering each block separately may lead to artifacts occurring at the block bound-

aries, primarily due to discontinuities introduced when neighboring blocks are of dif-
ferent resolution levels. This is specifically addressed by Weiler et al. [WWH∗00] who
describe a method to carefully create the multiresolution hierarchy such that a continu-
ous interpolation is achieved. Unfortunately this requires that higher resolution blocks
must be updated to match hardware interpolated values of all 26 surrounding blocks.
Other examples of texture slice-based multiresolution rendering approaches are found
in [BNS01, GWGS02]. Guthe et al. [GS04] extend their previous method with several
acceleration techniques, such as empty space skipping and early ray termination, and
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thereby improve the rendering performance. Adaptive Mesh Refinement Data, an al-
ternative approach to pyramid-like hierarchical multiresolution volumes, has also been
rendered with block-based texture slicing techniques, for instance in [WHH∗01,KH02].
A recent approach for AMR data, described by Kähler et al. [KWAH06], renders
the blocks individually using GPU-based raycasting and composites the blocks to the
framebuffer.

A more general block-based rendering scheme, Adaptive Texture Maps, is pre-
sented by Kraus & Ertl [KE02]. An index texture redirects the sampling to a texture
holding packed blocks. This technique supports the rendering of the whole volume
instead of block-wise rendering. This is exploited by Vollrath et al. [VSE06] who
use a single-pass raycasting approach for AMR data. In this single-pass approach the
sampling density along the ray is not adjusted when it passes through data at different
resolution levels.



Chapter 3

Improving
Direct Volume Rendering

This chapter provides an overview of the contributions in the included publications.
These are presented from a conceptual viewpoint rather than on a chronological, paper-
by-paper, basis. First fundamental aspects of flat, multiresolution blocking are pre-
sented and the differences between this scheme and hierarchical approaches are de-
scribed at some length.

In the section following, the principles of knowledge encoding in TFs are explained.
The Transfer Function is one of the most central concepts in DVR, which is underlined
by the many publications addressing it. Yet, a TF is essentially a technical tool through
which a user expresses knowledge and queries about the data. The knowledge encoded
in the TF is used to select a level-of-detail for all blocks with respect to a given memory
budget for volume data. The third section presents methods to extend this knowledge
encoding beyond the TF to include spatial coherence aspects of data features.

The next section presents the pipeline processing and more details on data struc-
tures to support efficient multiresolution management. The developed multiresolution
interpolation techniques are presented in the section on multiresolution sampling and it
is followed by a description of GPU-based raycasting of multiresolution volumes using
adaptive object-space and screen-space sampling.

Finally, two case studies are presented. The first showcases a brute-force visualiza-
tion tool that includes DVR techniques for real-time playback of large, time-varying
data sets. In the second case study DVR is applied to Virtual Autopsies in forensic
medicine. In this application many of the presented techniques are put to the test on
real cases and large, full body data sets are analyzed, clearly demonstrating the value
of DVR in medicine.

3.1 Flat Multiresolution Blocking

Many of the presented concepts in this chapter rest upon the foundation of flat mul-
tiresolution blocking. An overview of blocking schemes is therefore given here and the
differences between hierarchical and flat blocking schemes are discussed. The choice
of sample placement on the voxel grid and alignment of the block grid in this work
differs, compared with hierarchical schemes, in some details. Ultimately, these details
have a significant impact on the entire processing pipeline and how this multiresolution
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Figure 3.1: Flat multiresolution blocking. Spatial position and size is constant for
all blocks (blue squares). The resolution of each block is arbitrary and independent
of the resolution level of neighboring blocks.

representation is resampled. For instance, a resampling scheme is presented in section
3.5 that is C 0 continuous between arbitrary resolution levels and that does not use
sample replication. It is also possible to transform data between flat and hierarchical
representations, under certain circumstances.

In flat blocking the samples on the uniform grid are centered on the grid cells in-
stead of on the cell vertices. This sample placement is shown in figure 3.1 (grid in black
and samples in red). This cell-centered sample placement is compatible with OpenGLs
sampling location for the pixels in a framebuffer and texels in the textures. Block data
is also cell centered on the block grid, as indicated by the blue block grid.

Furthermore, a multiresolution representation is created individually for each block,
either by a wavelet transform [II] or by average downsampling [IV, VI, IX]. This
scheme is referred to as a flat multiresolution blocking, or flat blocking, since no global
hierarchy is created. The spatial extent of a block is constant and the blocks’ spatial ex-
tents do not grow with reduced resolution level. The key advantages of the flat scheme
can be summarized by:

• A uniform addressing scheme is supported.

• The granularity of the level-of-detail selection remains fine-grained.

• Arbitrary resolution differences between neighboring blocks can be supported
since a block is independent of its neighbors.

• The resolution of a block is not restricted to be in powers-of-two.

• A heuristic analysis shows that flat blocking provides a higher memory efficiency
than a corresponding cut through a hierarchical scheme, see table 3.1.

The disadvantage with this fine-grained flat blocking is that the number of blocks is
constant. Hierarchical schemes scale in this respect with reduced memory budget.
On the other hand, since there are no hierarchical dependencies it is trivial to exploit
parallelism in many processing tasks for flat multiresolution data.

Figure 3.2 shows an illustrative comparison between hierarchical and flat multires-
olution blocking. In this example the LOD is selected so that a block that intersects
the boundary of the embedded object must have full resolution, while the blocks on the
interior should be at the second lowest resolution, level 1. Blocks on the exterior are to
be ignored, level 0. The LOD selection is indicated with level specific coloring. Two
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Figure 3.2: Comparing hierarchical and flat multiresolution blocking. Level 0 is the
lowest resolution level and level 3 is the highest one. Levels are selected such that
if a block intersects the boundary of an object (blue), that block is selected at the
highest resolution and the interior (homogeneous) is selected at level 1.

strategies for block refinement are used in the literature, as discussed in section 2.2.3.
The first is to completely replace a block with all its children. The second allows partial
usage of a block with only the required higher resolution blocks being added and a part
of the lower resolution block can still be used. These are referred to as Hierarchy 1
and 2 in table 3.1 which shows memory efficiency for both hierarchical LOD selection
schemes and the flat scheme. Full resolution blocks have 8× 8 = 64 samples and the
original image size is 64×64. The achieved data reduction using flat blocking is 2.8:1,
compared to 1.6:1 and 1.8:1 for the two hierarchical LOD selection approaches.

3.2 Knowledge Encoding in Transfer Functions

Transfer functions play a central role in DVR, it is perhaps the most significant link
between the user and the embedded entities within the data being explored and ana-
lyzed. From the most basic, technical perspective, the TF is simply a lookup table,
assigning a color and opacity for a specific data value, or for a specific vector of values
for multidimensional TFs. From the user’s point of view, the TF represents domain
specific knowledge, expressed as a statement or query to be evaluated. Using medical
CT data, for example, the user is likely to have prior knowledge about approximate
data ranges for different tissue types and in what order they typically appear. Although
the actual ranges often overlap and differ to some degree from case to case, the user can
make initial qualified guesses and then adjust the settings. Despite the limitations of the
TF, there is significant information encoded. It is this information that is exploited to
improve the level-of-detail selection and thereby improve the quality of the generated
images. It will also be used to improve the rendering performance as discussed in 3.6.
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Table 3.1: Memory efficiency for multiresolution volumes. The LOD selection cri-
teria used in figure 3.2 are applied. Hierarchy 1 corresponds to a LOD selection
where all children always replace a parent. Hierarchy 2 is more flexible and allows
partial usage, as shown in figure 3.2.

Hierarchy 1 Hierarchy 2 Flat

Level Blocks Bytes Blocks Bytes Blocks Bytes

Level 0 0 0 1 64 38 38

Level 1 1 64 3 192 4 16

Level 2 3 192 9 576 0 0

Level 3 36 2304 22 1408 22 1408

Total 40 2560 35 2240 64 1462

Reduction 1.60:1 1.83:1 2.80:1

3.2.1 Transfer Function-Based Block Significance

In paper II, the TF is considered as the single knowledge encoding mechanism and
it is used to derive a significance measure for blocks in a volume. Since the values
in a block are mapped through the TF during rendering it is imperative that a block’s
significance should be measured in the TF domain. This measure is, furthermore, a key
factor in the LOD selection process and is far superior to using error measures based
on the data values, such as variance, root-mean-square errors and similar.

Previous work has indeed considered the TF in this respect but in limited and coarse
approaches, for example classifying a block as empty (completely transparent) or non-
empty. LaMar et al. [LHJ03] present similar ideas for a TF-based measure in hierar-
chical volumes but, never formalize how to compute the color difference, a greyscale
value only is used. Their implementation will be discussed at the end of this section.

The largest visual error should appear when a block is chosen at the lowest possible
resolution, represented by a single average value, s. This corresponds to computing the
color difference between this average value and all values, si, present in the block at
full resolution. It is obvious that these data values will not be available at run-time
for LOD selection so some other form of representation is required. For this purpose
a vector holding the occurrence for the values, h(s), a histogram for short, could be
used. The block significance for the lowest resolution level, ζ (0), is then defined as an
RMSE of color differences.

ζ (0) =
[

1
n ∑

s
∆E

(
T∗(s),T∗(s)

)2h(s)
]1/2

, (3.1)

where T∗ denotes the TF and ∆E is the color difference function. The measure is
normalized with respect to the number of voxels, n, in the block. Accounting for the
potential cases where an important feature is interpolated between two blocks is made
by including an additional layer of voxels from the neighboring blocks, described in
paper IX.

The block significance measure aims to reflect the perceived visual difference in
the final rendered image when the block is rendered using different block resolu-
tions. Measuring perceptual image differences and color differences is a research
field in its own right and there are many models for color appearance, see for in-
stance Fairchild [Fai98]. A reasonable perceptual approximation, for the purpose of
this work, is provided in the CIEL∗u∗v∗ color space, standardized by Commision In-
ternationale de l’Éclairage (CIE) in 1976. The ∆E’76 is a perceptually uniform color
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Figure 3.3: The histogram for a block and its piecewise constant approximation.

difference in CIEL∗u∗v∗ , that is, a small numerical difference is perceived to be equally
different over the entire color space, see Poynton [Poy97] for a compact discussion on
colors. The RGB color space does not exhibit this perceptual uniformity and is there-
fore not suitable for block significance measures. The TF is initially converted to the
CIEL∗u∗v∗ color space, denoted by T∗ in (3.1), see appendix A in paper II for additional
details.

As discussed in section 2.3, storing the complete histogram for each block requires
a significant amount of memory. An approximation is therefore introduced in the form
of piecewise constant segments, optimized to minimize the error compared with the
original histogram. Using only 10–12 segments is a sufficient approximation, the mea-
sured image quality was not significantly improved with additional segments. Figure
3.3 shows the original histogram for a block and the resulting simplified representation.
It is also straightforward to convolve this distribution over the TF, the TF is converted
to the CIEL∗u∗v∗ color space once. In the initial implementation of this scheme the
computation takes 3 µs per block, in the current version [IX] it takes about 1 µs per
block. Computing the significance for all 212 000 blocks in the full body data set in
paper IX requires only 0.3 s. The scheme is therefore considered to support interactive
updates of the TF with little perceivable performance impact for large data sets.

The implementation by LaMar et al. [LHJ03] uses, instead, a 2D table to store the
frequency of error pairs between two immediate nodes in the hierarchy. Their table
requires 128 kilobytes per node, a considerable size, that prevents this approach from
using a fine-grained blocking. The calculation time for the greyscale error is 2.8 ms
per node, 1.23 s for 432 internal nodes, which is several orders of magnitude slower
compared to the simplified histogram technique.

3.2.2 Level-of-Detail Selection

The purpose of a level-of-detail selection is to achieve a reduced data size with a min-
imum of perceivable image quality degradation. The principal condition applied on
the LOD selection is a given memory budget, based on the amount of memory on the
GPU, for instance. An alternative condition can be to fulfill some block error criterion,
for example, the color difference for a block must be below a user-defined threshold.
While the latter approach is driven by a global qualitative goal, the first approach is
usually more practical. After all, it is primarily the available memory that is limited.

The approach taken initially in paper II uses a user defined memory budget. The
memory budget approach for hierarchical representations is taken by several others,
as discussed in section 2.3. Hierarchical representations, however, force the LOD se-
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lection process to increase or decrease block resolutions along the edges of the tree.
When a parent node is fully replaced by its children it can be removed from the pro-
cess. The flat multiresolution representation does not limit the LOD selection in such
ways. Block resolution transitions can be taken arbitrarily for the blocks independently
of each other.

The LOD selection process starts by computing the TF based significance for each
block, as discussed in the section above. The block significance, ζ (γ), for the lowest
level, γ = 0, is linearly distributed over intermediate levels and reaches zero for the
highest level, γ>, which naturally must have no error. In paper II the block significance
is instead distributed based on the RMS of wavelet coefficients. Initially, all blocks are
assigned an initial resolution level, γ = γ0. A modified priority queue is then populated
with all potential transitions, γ∗, that can be taken from the blocks’ current level, γ .
Blocks with a zero significance are not inserted into the queue. The priority, χγ→γ∗ , for
a transition is defined as the increase of quality, or reduction of distortion, ζ (γ)−ζ (γ∗),
divided by the cost for the transition, that is, the increase of data size for the transition,
nγ∗ −nγ .

χγ→γ∗ =
ζ (γ)−ζ (γ∗)

nγ∗ −nγ

, (3.2)

where nγ and nγ∗ is the number of samples in the currently selected level, γ and a
potential level, γ∗, respectively.

The LOD selection process then continues by extracting the transition that will
improve quality the most with respect to cost. Defunct transitions are removed from
the modified priority queue, the modification enables efficient removal of arbitrary el-
ements from the queue. If a block may take additional transitions they are inserted
into the queue. The assigned maximum resolution is block specific and depends, for
instance, on current cropping of the volume. When the allocated memory budget is
reached the LOD selection is finalized. If a sufficiently large budget is allocated, all
blocks with a non-zero block significance will be selected at the highest allowed reso-
lution level. This variation is referred to as virtually lossless LOD selection. In many
data sets being used this achieves a data reduction between 5:1 and 10:1.

The LOD selection scheme was extensively evaluated in paper II and the TF based
measure was used with both the original full resolution histogram and the simplified
version. Having access to the full histogram is only marginally better and, furthermore,
is not feasible in practice. The TF-based measures were further compared with a block
significance based on the L2 norm and uniform resolution reduction, limited to discrete
levels. Figure 3.4 presents a comparison between these measures for a memory budget
corresponding to a data reduction of 64:1. This is a significant data reduction where
the TF-based LOD selection exhibits substantial image quality compared to data error
metrics, as used by Guthe et al. [GWGS02].

There are some interesting aspects that deserve to be highlighted. In many related
papers the quality of a LOD selection scheme is measured using a Peak-Signal-to-
Noise-Ratio (PSNR) measure of the reconstructed data. Paper II clearly shows that this
measure is of little relevance and is a poor quality measure, the quality of TF-based
LOD selection is superior to data error significance based selections but yields a con-
sistently low PSNR score. This is even true in comparisons with wavelet-based com-
pression techniques where TF-based LOD selection quality is similar to or better than
the wavelet-based lossy compression. It is significant, however, that the LOD selection
supports visually undistorted data reduction with higher memory budget whereas the
lossy compression scheme has irreversibly distorted the data. In addition, this is mea-
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a) ∆E significance based on full histogram. b) ∆E significance based on simplified histogram.

c) Significance based on data error, L2 norm. d) Uniform LOD selection.

Figure 3.4: Comparison between different block significance measures for level-of-
detail selection at a data reduction ratio of 64:1. Image quality is significantly
improved for TF based LOD selection (a,b) over data error based significance (c).
Uniform medium resolution exhibits poor quality (d).

sured when the wavelet is used to reconstruct the full resolution volume, and thus no
data is reduced in the pipeline, while the LOD selection still provides the achieved data
reduction throughout the rest of the pipeline.

3.3 Exploiting Spatial Coherence

The limitations of the basic transfer function have already been discussed in the in-
troduction of this thesis. Chapter two continued this thread and reviewed published
methods for generalization of the transfer function to higher dimensions, referred to
as MDTFs. The added dimensions are suggested to represent derived attributes from
the data, such as gradient magnitude and gradient aligned derivatives. Many of the
proposed attributes are good for emphasizing interfaces and boundaries in the data.
Medical data, however, often exhibit poor distinction between tissues and are further-
more noisy, rendering these types of attributes insufficient.

The conceptual view of the TF as a knowledge encoding mechanism, discussed
in the previous section, poses several challenging questions and opportunities. A user
may have a great deal of additional knowledge which cannot be expressed through
traditional TFs, such as spatial location, shape or form, and the presence or absence
of related tissues. For the collection of knowledge encoding representations the notion
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of a Visualization Control Function (VCF) is introduced. The concept of the VCF has
recently reached a more mature definition, see Lundström [Lun06]. The primary goal
of the VCF is to capture the user’s domain knowledge and objectives, and embed such
knowledge to be exploited in the pipeline. Proper capture of the user’s objectives can
help to yield more efficient data reduction and properly prioritize the LOD selections. It
can also serve to improve the rendered images by enhancing the appearance of specific
features.

The local histogram of a block of data, again, provides the means to extract impor-
tant information from simple statistical properties of the value distribution. Primarily,
the degree of homogeneity (spatial coherence) in a neighborhood has proven to be a
versatile measure. In the following sections some basic statistical measures are pre-
sented that provide a qualitative approach for tissue classification and for the detection
of coherent tissues and features in the data sets. Exposing these statistical properties to
the user provides an intuitive approach for user-encoding of knowledge into the VCF.

3.3.1 Partial Range Histograms and Range Weights

The histogram of a data set is frequently used to describe its content in a simple and
compact form; the histogram concept is well established and easy to understand. It
is successfully used above, in section 3.2.2, for the measurement of a block’s visual
significance in the rendering. By defining a specific range, Φ, of the data domain the
range weight, wr, is defined as the footprint of a block’s histogram within that range,

wr(Φ,N) =
|N∩VΦ|
|N|

, (3.3)

where N is the set of voxels in a neighborhood and VΦ = {si|si ∈ Φ}, the set of all
voxels within the range Φ. A Partial Range Histogram (PRH) is then a global histogram
including only those neighborhoods having a range weight greater than some threshold,
wr ≥ ε . A suitable voxel neighborhood is a small block of voxels, the size used in
papers III and VIII is 83.

Automatic Tissue Detection I

By viewing the global histogram of a volume, dominating materials are usually easy
to identify whereas minor tissues and materials, often being those of interest, become
obscured by dominating peaks. In papers III and VIII we show that PRHs can be used
to reveal these hidden peaks by iteratively removing the major peak at each step to,
eventually, disclose all peaks in the histogram.

Starting with a global histogram of all the blocks in a volume the highest peak is
located and a Gaussian distribution is fitted to it. A range, Φ, is then defined around
the center of the Gaussian. The range weights for all blocks are computed and those
blocks with significant footprint are added to the PRH associated with this range. The
PRH is then removed from the global histogram and a new major peak is detected. If
there were no blocks added to the PRH then the footprint threshold is reduced until
some blocks are included. Thus, all blocks in the volume will be accounted for and
all peaks are disclosed. The range around each fitted Gaussian should be conservative
and the process consequently produces too many PRHs. As a post-process operation
similar peaks are merged until a user-defined number of PRHs remain. The final output
of this procedure is a set of PRHs with associated blocks. In paper VIII an extension is
presented that provides refinement of tissue ranges based on spatial coherence.
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a) Traditional 1D TF. b) 2D TF using competitive tissue classification.

Figure 3.5: The user defines a classification rule where narrow blood vessels, filled
with contrast agent, must be close to the heart muscle, otherwise the TF is dimmed.

Paper III presents several methods for using these PRHs, for instance trapezoids in
the TF can be automatically generated based on the shape of the PRHs. Simple rules
and relations can be defined that automatically adapt a generic TF to a specific data
set. Such automatic adaptation of TF settings has been clinically evaluated in Persson
et al. [PDE∗04] and compared with several other techniques for medical volume ren-
dering. The results of this evaluation show that this approach yields lower errors than
the other compared techniques. The technical aspects of this evaluation are described
in paper VIII.

Competitive Tissue Classification

The range weight concept can also be used for voxel-centric neighborhoods and evalu-
ated on a per-voxel basis. A range weight can be computed for every voxel and tissue
of interest, represented by a range automatically detected by the procedure above or by
manual definition. Direct use of the range weight as a classification probability does
not provide a sufficient distinguishing criterion. A technique, called Competitive Tis-
sue Classification, is therefore introduced that generates a classification based on user
defined relations between range weights. The details of this classification technique are
presented in papers III and VIII. Conceptually, it allows users to express their knowl-
edge in terms that are intuitive for the application domain. The technique even allows
for the separation of identical tissues, such as contrast-filled blood vessels, based on
other criteria. For example a 1D TF is used in figure 3.5a that highlights the contrast-
filled vessels. In this case the coronary artery is under study and the overall brightness
from the larger vessels and heart chambers disturbs the image. Using a MDTF with a
classifying attribute that distinguishes between narrow vessels close the heart muscle
and large vessels efficiently suppresses the brightness of the larger vessels and the heart
chambers while the coronary artery remains clearly visible, image b.

3.3.2 Enhanced Histograms

The traditional histogram is, in many ways, a useful description of the content of a data
set. Many features in a volume are, however, small and easily become obscured in the
histogram. This problem is addressed in paper V and a method called α-histograms is
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Figure 3.6: Example of the alpha-histogram applied to a synthetic data set with a
dominant peak (gamma distribution, µ = 30, σ = 10

√
3), hiding a minor feature

peak (Gaussian distribution, µ = 100, σ = 20).

introduced to emphasize minor features in the volume. In addition, an observation in
the traditional histogram is that it is essentially a one-dimensional property displayed
in a two-dimensional space, the space beneath the histogram curve is unused. In paper
VII this space is exploited to display a sorted and color-coded secondary attribute.
These techniques enhance the histogram and provide the support for a user interaction
procedure in which the user iteratively refines the multidimensional parameter space,
while retaining the simplicity of traditional 1D TF and range selections.

Revealing Spatially Coherent Minor Features using α-Histograms

The α-histogram is a variation of the traditional histogram that enhances the appear-
ance of the histogram by revealing minor features that are spatially coherent in the
data. Instead of computing the global distribution directly, the global distribution is
constructed as a sum of block-wise distributions after applying a non-linear operator to
each local distribution, h(i,s), of small neighborhoods, i.

hα(s) =
( k

∑
i=0

h(i,s)α
)1/α (3.4)

where α defines the degree of modulation, α = 1 corresponds to the normal distribu-
tion. Using this operator results in emphasized peaks for minor, but spatially coherent,
features. Figure 3.6 shows a synthetic data set in which the simulated vessel feature, the
spiraling tube in the left image, is completely obscured in the histogram. The graph in
the figure shows the α-histogram for different settings of α . In the original histogram
this minor feature is completely obscured by the dominating feature. For increased val-
ues of α the minor feature becomes increasingly visible. Assigning α = ∞ corresponds
to taking the maximum value of each local histogram. As can be seen, with increasing
values of α the noise is increased.

Automatic Tissue Detection II

The α-histogram also provides a means for the detection of minor features in a data
set that would otherwise be obscured. It can be directly used in a user interface to
guide the user when manually assigning TF settings. Paper V also presents a scheme
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a) MRI 1, Original TF b) MRI 1, Adapted TF c) MRI 2, Original TF d) MRI 2, Adapted TF
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Figure 3.7: Automatic adaptation of TF template. Peak detection in α-histograms
is used to rescale a template TF and adjust for differences of scale in MRI data sets.

to automatically detect peaks and their size in the histogram. Simple rules have been
applied to adjust a template TF setting. Figure 3.7 shows the results of automatically
rescaling the TF range based on the location of the second peak in the α-histogram.

Sorted Histograms

Another enhancement of the histogram is the encoding of an additional attribute along
the height for each bin in the distribution. The samples in each bin are sorted ac-
cording to the seconding attribute and presented using a color-coded scale, hence the
label sorted histograms. This approach provides an alternative to the two-dimensional
histograms used to display the distribution, for instance, in the scalar value/gradient
magnitude space. The basic properties of the traditional histogram are preserved and,
at the same time, the distribution of an additional attribute is presented. The sorted
histogram concept is introduced in paper VII where it is used to express additional
information and also to provide a tool for interaction.

Figure 3.8 shows an example where two modulated Gaussian distributions yield a
yin-yang shape within a sphere. These Gaussian distributions overlap and the tradi-
tional histogram, image b in the figure, fails to display these two largely overlapping
distributions. Using a range weight measure as a differentiating secondary attribute in
the sorted histogram (figure 3.8c) clearly shows the hidden information without losing
the basic simplicity of the traditional histogram.
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a) Rendering of a synthetic
yin-yang data set.

b) Traditional histogram ex-
poses only the single peak.

c) Sorted histogram discloses
an additional attribute.

Figure 3.8: Example using sorted histogram. A synthetic data set of two warped,
overlapping Gaussian distributions, making up a yin-yang shape, is rendered in (a).
A traditional histogram (b) fails to expose these two distributions. The sorted
histogram (c), using range weight as the second attribute, clearly discloses two
different distributions while preserving the properties of a traditional histogram.

3.4 Pipeline Processing

The preprocessing and rendering pipelines for multiresolution volume data require sev-
eral components and stages. The rendering pipeline needs to be able to efficiently re-
spond to user interaction, ranging from image manipulations to changes of TF settings,
which cause the LOD selection to be revised and the data representation to be updated
accordingly. The preprocessing pipeline must deliver a data structure that enables the
rendering pipeline to achieve these goals efficiently.

The first rendering pipeline, developed for interactive rendering of large, out-of-
core time-varying data sets, relies on brute-force methods with interactive data stream-
ing of uncompressed data. Long time-series of volume data with several thousands of
time-steps can be visualized at arbitrary playback rates. This pipeline and application
is described in the context of a case study in section 3.7 and presented in paper I.

With the introduction of flat blocking and TF-based significance measures for LOD
selection, a wavelet-based compression technique is evaluated in paper II. This paper
shows that LOD selection using TF-based block significance can be achieved inter-
actively, in fractions of a second, and that the visual quality is superior to previously
proposed methods. Lossless compression of the data sets is achieved at a ratio between
2.2:1 and 2.7:1. These modest compression ratios for lossless techniques are not suffi-
cient to guarantee that a compressed data set would fit in memory. Data decompression
and the inverse wavelet transform, furthermore, create an additional processing load.

A pipeline for uncompressed, out-of-core volume data is instead introduced and
reported in paper IV. The issue of random access to out-of-core data is discussed in
paper IX where it is shown that the critical factor is not the amount of data to read but
rather the number of individual read requests. Lossless compression is therefore dis-
carded in favor of precomputed LOD levels. The concept of Group-of-Blocks (GOBs)
is introduced to improve disk read performance, as discussed in paper IX. The current
implementation of the DVR pipeline is illustrated in figures 3.9 and 3.10, and described
in the remainder of this section.
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Figure 3.9: Schematic view of the preprocessing pipeline. Source data (SRC) is
divided into blocks and processed (BLK), producing the scalar field (SCAL), the
gradient field (GRAD) and a value distribution (HIST). All resolution levels are then
created (LOD) and the fields are combined into Group-of-Blocks (GOBS), blockwise
interleaved separately by resolution level. The lowest resolution levels (LSCL and
LGRD) are output separately. The value distributions are encoded (HENC) and
stored (SHST).
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Figure 3.10: Schematic view of the interactive DVR pipeline. The Visualization
Control Function (VCF) generates TFs for LOD selection (LODSEL) and TF lookup
tables (TFS). LOD selection is based on distribution approximations (SHST) low-
resolution scalar data (LSCL) and VCF parameters. The optimized LOD selection
is encoded into an index texture (IDX) which also initiates the loading (LOAD) of
multiresolution data (GOBS). The loaded data are packed into separate scalar and
gradient textures (PACK). All textures are then transferred to the GPU.
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The preprocessing pipeline contains a blocking stage in which the volume is de-
composed into blocks that can be processed in parallel (BLK). For each block the data
is scaled to match the precision of the target scalar (SCAL), and the gradients (GRAD)
are computed. The gradient direction is normalized and the magnitude is kept as a sep-
arate component, ensuring that the direction precision is maximized. For each block
all resolution levels are derived (LOD) using average downsampling. The fields are
interleaved blockwise and grouped into Group-Of-Blocks (GOBS) for each level. The
number of blocks held in a GOB is increased for each lower resolution. In addition,
the lowest resolution level is stored separately, as a linear volume per field (LSCL and
LGRD). These volumes then contain the average values for each block. The value dis-
tributions (HIST) are encoded (HENC) as an approximation using piecewise constant
segments (SHST).

The run-time stages of the pipeline are shown in figure 3.10. The Visualization
Control Function (VCF) initiates a level-of-detail selection (LODSEL) based on the
current viewing parameters (the TF and cropping parameters) as discussed above. The
LOD selection is provided to the data loader which fetches those GOBs that are not
currently in the data cache from disk. The data loader (LOAD) uses multithreading to
reduce the disk access latency. The LOD selection also provides an index map (IDX),
holding block resolutions and where to pack each block in the packed volumes (PACK).
All generated textures are then loaded in the GPU texture memory and rendered, as
described in section 3.6. Before that, however, the sampling techniques introduced in
paper IV are presented.

3.5 Sampling of Multiresolution Volumes

The flat multiresolution structure provides a uniform addressing scheme for access to
blocks and samples. The volume range is defined by the number of blocks, Nx,Ny,Nz,
along each dimension. The block index, ΞΞΞ, is then easily retrieved as the integer part
of a position, ppp, within the volume. The remainder of the position then defines the
intrablock local coordinate, ppp′′′ = frac(ppp). The block index map, holding the block
size, σ , and the location, qqq, of the block in the packed volume, is then used to compute
the coordinate for the sample to take. Since blocks in the packed volume are rarely
neighbors in the spatial domain, special care has to be taken in the sampling of a block.
Furthermore, the scale of a block is arbitrary which also has implications for block
sampling. An illustration of a neighborhood of four blocks is shown in figure 3.11.

3.5.1 Nearest Block Sampling

The first approach to block sampling is to restrict the sampling to access only data
within the current block, suitably expressed in terms of operations on the intrablock
coordinate, ppp′′′. The valid coordinate domain for intrablock samples is indicated by
squares of red, dashed lines in figure 3.11. The inset from the blocks’ spatial boundaries
is indicated by δi, for each block, i. The restricted sample location, ppp′′′C, is then defined
as

ppp′′′C = Cδ

1−δ
(ppp′′′), (3.5)

where Cβ

α(x) clamps the value, or element values for vectors, of x to the interval [α,β ].
This form of sampling has been relabeled Nearest Block (NB) sampling in paper IX,
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Figure 3.11: Illustration of block neighbors in 2D. The blocks are assigned different
resolutions and the samples are indicated by the red dots. The distance between
the sample boundaries (dashed lines in red) and the blocks’ spatial boundaries (blue
lines) are denoted by δi, for each block, i. The shaded area between block centers
indicates the domain for local interblock coordinate, ppp∗. Edge weights, ei, j, are
defined along the edges between adjacent blocks.

but was introduced as no interblock interpolation in paper IV. The GPU-based ray-
caster introduced in paper VI also used NB sampling only. It is evident that block
artefacts will arise, but these are not always visible and it is noted below that they are
most apparent for thin, iso-surface like TF settings.

3.5.2 Interblock Interpolation Sampling

To overcome these block artefacts, an interblock interpolation technique was developed
and introduced in paper IV. Previous techniques rely on sample replication and padding
between the blocks [LHJ99, WWH∗00, GWGS02]. Replication, however, counteracts
the data reduction in the pipeline and may also distort samples, where a block has
higher resolution than its neighbor, in order to reduce interpolation discontinuities.
Specifically for lower resolution blocks, and implicitly for higher data reduction, the
data overhead becomes increasingly large, as shown in figure IV:1b.

Interblock Interpolation (II) removes the need for sample replication and is a scheme
for direct interpolation between blocks of arbitrary resolution, including non-power-of-
two sizes. The principle for II sampling is to take a sample from each of the immediate
closest neighboring blocks using NB sampling and compute a sample value by a nor-
malized weighted sum. The domain for interblock interpolation in a neighborhood is
indicated by the shaded area between the block centers in figure 3.11. The interblock
local coordinate, ppp∗ = frac(ppp+0.5)−0.5, has its origin at the intersection of the adja-
cent blocks.

The block weight, ωb, for each of the blocks is computed using individual edge
weights, ei, j, for the edges between two facing block neighbors centers, blocks i and j,
as illustrated in 2D in figure 3.11 by the grey dotted box edges between block centers.
In figure 3.12 four different edge weight schemes are shown, including the NB sam-
pling mode. The Maximum Distance scheme provides the smoothest interpolation, but
is also the most sensitive to poor choice of level-of-detail since the filter kernel has the
widest weighted support. Consider, for instance, the case where an iso-surface inter-
sects a block outside its sample boundary. If a neighboring block is chosen at a low
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Figure 3.12: A comparison of the interpolation methods on a slightly rotated linear
gradient. The original image was a 256×256 greyscale image (8×8 blocks) being
reconstructed using random levels between 1×1 and the full resolution, 32×32.
The bottom row shows color mapped images of the pixel-wise errors using the
CIEL∗u∗v∗∆E color difference. The images have been cropped.

level-of-detail, the surface would bend out towards the low resolution block. There-
fore the block value distributions used for LOD selection includes one layer of samples
around each block.

The 2D version of the II sample scheme is then succinctly defined by the following
normalized sum:

ϕ = ∑
4
b=1 ωbϕb

∑
4
b=1 ωb

, (3.6)

where ϕb is an NB sample from block b and the block weights, ωb, are defined as

ω1 = (1− e1,2) · (1− e1,3),
ω2 = e1,2 · (1− e2,4),
ω3 = (1− e3,4) · e1,3,
ω4 = e3,4 · e2,4.

The corresponding 3D variant and definitions of the edge weight functions are pre-
sented in paper IV. All edge weight functions described therein result in interpolations
equivalent to trilinear interpolation whenever the neighboring blocks are all of equal
resolution. It is also shown that the method constitutes a C 0 continuous function.

3.5.3 Interblock Interpolation Results

The quality of the interblock interpolation sampling is shown in figure 3.12. A slightly
rotated gradient is used to evaluate the different edge weight functions and the bottom
row shows the pixel-wise error in CIEL∗u∗v∗ color space.

A final comparison between interblock interpolation and nearest block sampling is
presented in figure 3.13. The top row, with a TF defining an opaque iso-surface, clearly
shows block artefacts without II sampling. The softer TF setting for the bottom row
shows less perceivable artefacts.



3.6. RAYCASTING ON THE GPU 39

a) Skin with NB sampling (1.1 fps) b) Skin with II sampling (0.1 / 0.4 fps)

c) Bone with NB sampling (1.5 fps) d) Bone with II sampling (0.2 / 0.5 fps)

Figure 3.13: Comparison between Nearest Block and Interblock Interpolation sam-
pling. Images are rendered with texture slicing in a 1024x1024 viewport. The
opaque surface in image (a) clearly shows block artefacts while these are difficult
to perceive for the softer TF setting in image (c). Interblock interpolation (b & d)
removes these artefacts. The II examples show single/dual pass framerates.

The multiresolution interblock interpolation scheme was initially deployed in a ren-
derer based on texture slicing. The increased computational requirements for II sam-
pling causes a significant performance reduction, about a factor of 8–10. It is, however,
possible to render each slice in two passes. The first pass samples the interior do-
main and discards the fragment for samples outside the sample bounding box. The
second pass then fills in the samples outside sample boundaries by exploiting early Z-
termination1. The cost of the more expensive II sampling shader is thus significantly
reduced and the performance hit is lowered to a factor of only 3–4, compared to NB
sampling only. In this case it is important that the blocks at the lowest resolution are
sampled entirely with NB sampling since the blocks with a single average value con-
stitute a degenerate case with no interior intrablock sampling domain.

3.6 Raycasting on the GPU

The sampling techniques for flat multiresolution representations presented in previous
sections are described using texture slicing techniques. As described in section 2.6.2
a more direct raycasting approach can be implemented on modern GPUs. The work
presented there does not present increased performance for GPU-based raycasting over
texture slicing techniques, but the rendering quality is improved and more complex
rendering techniques are supported. In this section several techniques are described
that significantly improve the rendering performance for GPU-based raycasting, as in-
troduced in paper VI. Exploiting the flexibility of programmable GPUs, several ad-
vanced classification techniques combining multiple TFs into single-pass raycasting,
are briefly described. Full details are to be found in papers VII and IX.

1Early Z-termination prevents the execution of a fragment program if the depth test fails.
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Table 3.2: Rendering performance of the adaptive object-space sampling in a
1024×1024 viewport. Data reductions are given for each data set. TS refers to
texture slicing and is comparable with full single-pass raycasting. Numbers spec-
ify FPS and (speed-up vs. full sampling). The last column indicates the expected
theoretical speed-up.

Dataset GPU TS Full Limited Naive Theoretical

Female 11:1 ATI 5.3 5.1 14.1 (2.8) 19.8 (3.9) 2.2

Female 11:1 NV 3.6 2.3 6.0 (2.6) 9.7 (4.2) 2.2

Female 30:1 ATI 5.5 5.2 17.4 (3.3) 27.5 (5.3) 3.1

Female 30:1 NV 3.6 2.3 6.5 (2.8) 11.1 (4.8) 3.1

Crab 9:1 ATI 3.4 2.9 6.2 (2.1) 8.7 (3.0) 2.1

3.6.1 Adaptive Object-Space Sampling

As can be seen in images of volumetric data, there are often large areas of empty
space and, for multiresolution volumes, blocks at less than full resolution. Obviously
rendering performance could be increased if these parts were sampled more sparsely or
skipped entirely. This has been the goal of many research efforts and several schemes
have been proposed involving frame-to-frame and spatial coherence as well as using
acceleration data structures such as octrees. These approaches have, in general, been
mostly binary decisions, either a region is skipped or it is sampled at full density.

Adaptive stepping along the ray was introduced in paper VI where the block meta-
data, the resolution level for each block, is used to adjust the density of samples. The
LOD selection is, in fact, a fine-grained acceleration data structure with a more contin-
uous adaptation directive, specifically when not rendering thin iso-surfaces only. The
theoretical improvement through this scheme is a performance gain in proportion to
the cube-root of the data reduction factor since the sampling is only reduced in one
dimension, along the rays.

Special care has to be taken when stepping across block boundaries. In a naive
approach, stepping is dictated by the resolution of the current block being sampled. A
sample close to the block boundary could then potentially advance the ray deep into a
neighboring block having a significantly higher resolution, resulting in an undersam-
pled region. The scheme is therefore modified to limit the stepping at block boundaries.
In paper IX the raycaster was further developed to support interblock interpolation sam-
pling, in this case the stepping is limited according to the minimum number of steps
among all eight neighboring blocks.

Adaptive object-space sampling significantly improves the performance of GPU-
based raycasting while maintaining a high visual quality. From table 3.2 the speed-up is
slightly surpassing the expected theoretical speed-up (last column). The naive stepping
approach shows even higher gains, clearly indicating that undesired undersampling
occurs. The images in figure 3.14 show the result of full, limited and naive sampling
density. The naive stepping shows obvious undersampling artefacts (fig. 3.14c).

Applying II sampling reduces the performance and attempts have been made to
counter this effect by conditionally executing II sampling in the shader. Due to the
SIMD nature of fragment processing units, processing many fragments in parallel,
these efforts are often counter-effective in that fragments frequently do not behave
uniformly over sufficiently large tiles. While this is an issue in the current GPU gener-
ation, the execution granularity is gradually being refined.
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a) Full sampling (7.6 fps) b) Limited sampling (19.2 fps) c) Naive sampling (29.8 fps)

Figure 3.14: Adaptive sampling of multiresolution volumes. Single-pass, GPU-
based raycasting enables efficient adaptation of sampling density along each ray
individually. The multiresolution meta-data, the block scales, are used to define
sampling density locally. Images are rendered in a 1024×1024 viewport.

3.6.2 Multivariate Raycasting

The scalar ranges for different tissues and materials often overlap, both due to noise
in the capturing process and inherent properties of the data set. This was observed
and addressed in sections 3.2 and 3.3 where the range weight and competitive tissue
classification parameters were presented. Viewing these classification attributes and
others, such as the gradient magnitude, as additional components of a vector-valued
volume data set, several interesting rendering techniques can be implemented. The
following equation expresses a general and complex TF-construction scheme.

ccc(sss) = ∑
d

Td(sss)Θd(sss), (3.7)

where Θ denotes a vector-valued weighting function for several contributing TFs, Td .
The index, d, can be considered as specific materials or tissues detected by the PRH
approach, for instance. From the user’s perspective, defining multiple tissue-specific
TFs is as simple as constructing a 1D TF. Internally, these may be compactly integrated
into one or two TF lookup tables, as long as not more than two TFs are defined with
overlapping ranges at any value. Below follows a description of three techniques and
variations of this approach.

1. A straightforward example of equation 3.7 is introduced in paper III. A com-
petitive classification attribute is defined that is used to linearly interpolate be-
tween tissue-specific TFs. The rendering in figure 3.5b uses this approach, im-
plemented using a two-dimensional TF.

2. A normalized summation of multiple TFs is introduced in paper VII and is used
to highlight metal fragments, for instance, an example is provided in figure 3.15.



42 CHAPTER 3. IMPROVING DIRECT VOLUME RENDERING

a) Traditional TF rendering of head b) Multi-tissue rendering for metal fragments

Figure 3.15: Rendering the presence of metal fragments. A wide purple TF is
weighted by a secondary attribute that indicates the presence of small metal frag-
ments, a range weight-based competitive classification, see section 3.3.1.

In this case a wide purple TF is weighted by the presence of small metal frag-
ments in the local neighborhood.

3. Instead of creating a combined color for each separate sample along a ray, differ-
ent TFs can be integrated separately and the results subsequently combined. This
technique is introduced in paper IX where two TFs are integrated concurrently in
a single pass. The second integral is composited over the first and can thus reveal
materials otherwise hidden inside other materials. Specific features in the data
set can thus be captured and made visible in the style of X-ray vision. Figure
3.16 shows the effect of this technique when searching for bullet fragments in
the body.

The latter technique requires specific attention in that the condition for Early Ray
Termination (ERT) needs to be modified. The opacity saturation condition of ERT must
include both integrals. In practice the ERT acceleration thus becomes disabled since
most rays are only saturated in one of the integrals. This issue is addressed in paper
IX where an additional low resolution rendering pass is used to render a priority map,
indicating pixels intersecting blocks having visible content in the secondary TF. The
saturation condition for this TF can then have its upper threshold set to zero for pixels
with a zero priority. Rays that certainly will not have a contribution in the secondary
TF make use of the ERT acceleration. The priority map is included as an insert in the
lower left corner of the images in figure 3.16.

3.6.3 Adaptive Screen-Space Sampling

Volume rendering using raycasting or texture slicing is inherently output sensitive, the
more pixels to render the longer the rendering time. In real-time applications it is
therefore common to lower the resolution of the rendered volume when a user interacts
with the system. This technique lowers the resolution uniformly over the framebuffer
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a) Single TF rendering of head, 9.2 / 2.0 fps b) Dual TF rendering of head, 7.5 / 1.8 fps

Figure 3.16: Dual TF rendering (b) compared with traditional TF rendering (a).
The priority map is shown as an insert in the lower left corner. Images are rendered
in a 1024×1024 viewport, framerates are given for NB / II sampling.

and can be used for fill-rate bound applications in general [MBDM97, Kil97] as well
as in specific volume rendering hardware as described by Pfister et al. [PHK∗99].

Adaptive image sampling has been used in raytracing for progressive image re-
finement. Adamson [AAN05] provides a short summary of different techniques. In
real-time applications, and specifically volume rendering, however, adaptive screen-
space sampling has not been applied, to the best of the author’s knowledge. In paper
VI a novel technique is introduced that divides the screen into uniform tiles that are
rendered at varying resolutions. The resolution of a tile is defined by a level-of-detail
scheme prioritizing parts containing high resolution blocks in the volume. The gener-
ated mosaic image is then reconstructed using interblock interpolation for 2D, intertile
interpolation. An example is provided in figure 3.17.

The tile rendering is implemented using two different approaches. The first uses
the OpenGL Viewport and Projection Matrix to configure a tile specific rendering. The
bounding box of the volume is drawn repeatedly for each tile. This scheme scales,
unfortunately, with the number of tiles and it is therefore not suitable for a fine-grained
tile grid. The second approach uses an initial pass to render textures with ray entry
points and ray directions. The tiles are then rendered by drawing a square polygon for
each tile, covering the allocated number of pixels for a tile but mapping the full tile size
in the entry and direction textures.

The screen-space LOD are based on three variations of block scale measures in the
volume. An initial rendering pass is executed that collects the block resolutions along
each ray in a low resolution rendering, matching the number of tiles in the framebuffer.
The tile priority can be derived from the maximum block scale along a ray, or from the
average or the root-mean-square of the block scales. Figure 3.18 shows the results of
these different schemes.
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a) Volume sampled with random screen-space
level-of-detail before final image reconstruction.

b) The mosaic image in a) reconstructed using
interblock interpolation in screen-space.

Figure 3.17: Adaptive sampling in screen-space. A random level-of-detail is as-
signed to the tiles (a). Intertile interpolation is then used to reconstruct the final
framebuffer (b). Tiles are rendered in varying resolutions from 2×2 to 16×16 in
steps of two pixels but are not required to be in powers of two.

a) Maximum priority b) Average priority c) Root-mean-square priority

Figure 3.18: Different screen-space LOD selections. The top row shows renderings
of the block LOD statistics. The middle row shows the mosaic renderings before
resampling. The final images are shown in the bottom row. These have been
resampled with interblock interpolation.
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a) Particle rendering 1 b) Particle rendering 2 c) Volume rendering

Figure 3.19: Visualizations of space-plasma simulations.

3.7 Case Study I: Brute Force Methods

The first case study, presented in paper I, involved the visualization of space-plasma
simulation data. The topic is the development of plasma instabilities in space as a
result of Super-Nova Remnants. Simulations of these phenomena take several days
and can produce tens of gigabytes of time-varying data. After preliminary studies it
was considered sufficient to keep 7800 time-steps. The two largest data sets each form
a time-varying volume, each time-step holding a 128×128×90 volume of 8-bit voxels,
and a particle data set holding 212000 electrons in 3D coordinates, stored in 6 bytes,
per frame. These data sets are stored in their raw, uncompressed format and index files
hold frame-pointers for fast random access to frames. The size of the volume data is
10.7 GB and the particle data is 9.2 GB.

The goal of the system is to provide interactive playback of the entire data set with
arbitrary playback speed, stepping in multiples of frames, both forward and backward.
There are several phenomena present in the data, occurring at different time-scales,
some features are best viewed at 53× playback. The system was implemented on
an SGI Onyx2 system with a striped disk-set. Multithreading is applied to make all
the pipelined stages run in parallel. The system was tuned to match disk I/O perfor-
mance with graphics I/O and rendering performance, and exploiting parallel execution
as much as possible (specifically in texture downloading and rendering). Data had to be
stored out-of-core since the available host memory was less than half of any of the data
sets. In addition, the motivation for the out-of-core playback system is that loading the
data first would take about as long as actually viewing it interactively.

The result was highly successful. The particle data was rendered at 30 frames-
per-second, sustained, over the entire time-span and looped. Stereoscopic rendering at
about 40 Hz is particularly impressive. Depending on the projected size of the volume,
it was rendered between 15–25 Hz in full screen. Fortunately, the texture downloading
could be performed in parallel with the rendering by double buffering of the texture
data. Compared with current I/O performance of modern GPUs, the Onyx2 is quite
modest — only 43 MB/s could be achieved for 16-bit volume data.

From the point of plasma-physics the system was also successful, several impor-
tant aspects of the instabilities could be studied and in particular, conditions for the
acceleration of highly energetic electrons and the collapse of the surfatron acceleration
mechanisms were studied. Figure 3.19 shows three images from the visualization sys-
tem. Additive blending is applied to both particle and volume rendering, resulting in a
plasma-like visualization. The system is reported on, by Baranoski & Rokne [BR06],
in a State-of-the-art report on plasma visualization at Eurographics 2006.
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3.8 Case Study II: Virtual Autopsies

Autopsies received a significant advance in the middle of the 19th century through the
introduction of microscopic examination, contributing to the establishment of modern
pathology procedures. It has recently been shown that medical imaging, and volume
rendering in particular, has the potential to have a large impact on these procedures.

In late 2003 a project to incorporate medical imaging and volume rendering in
forensic pathology commenced at CMIV2, Linköping university. The project focuses
on the forensic aspects of autopsies to establish methodologies and procedures for
Virtual Autopsies (VAs). The VA procedure involves scanning the cadaver at high-
resolution, preferably using CT, which can then be examined by radiologists and foren-
sic pathologists whose early findings may quickly guide investigators toward important
lines of enquiry and also help the pathologists to plan the physical autopsy. The data set
also constitutes an objective documentation, allowing later re-examination for second
opinions. In contrast the physical autopsy irreversibly alters the cadaver and the results
produced are bound by subjective interpretation.

Since the project started over 160 cases have been examined. The significance and
value of volume rendering in the VA procedure have been well established through nu-
merous cases which have challenged existing volume rendering techniques. In paper
IX several of the novel techniques described in this chapter are used to aid the VA pro-
cedure by supporting full body DVR on commodity computers and graphics hardware.

Below are three important aspects in which VA using volume rendering provides a
substantial added value over traditional autopsies.

Detection of air pockets — Air in the wrong places in the body may provide clear
evidence of violence, wounds or accidents. The reverse, the absence of air, can
also be important. DVR preserves the body and these features can be examined
non-invasively.

Detection of alien objects — Alien objects, such as knives, bullets and other small
metal fragments, are readily observed in DVR images. Finding the location of
bullets and fragments is especially important and can be time-consuming in a tra-
ditional physical autopsy. Bullets may also follow a complex trajectory through
the body, being deflected by bones, making detection difficult without DVR. Fig-
ures 3.15 and 3.16 show examples of rendering techniques particularly useful in
this respect.

Detection of fractures — Bone fractures are sometimes difficult to detect in tradi-
tional autopsies. The VA procedure, in particular full body examinations, allows
the detection of minor but significant injuries. Figure 1.7 shows examples of
transitions from full body to close-up views.

The assembled pipeline with adaptive TF-based LOD selection, fast volume ren-
dering, specific rendering features (such as dual TF rendering) and the ability to dy-
namically load data from out-of-core storage, provides a tool that efficiently enables
full body examinations on commodity desktop systems. For the VA procedure it sup-
ports going from full body view to close up views with undistorted, full resolution
volume data being rendered in a matter seconds. See figures 3.20, 3.21 and 1.7. The
high-quality, high-resolution images generated by this DVR pipeline surpass that of
previously published methods.

2Center for Medical Image Science and Visualization.
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a) Body bag (23.3/5.0 fps) b) Opaque skin (38.0/8.8 fps)) c) Bones (20.4/4.3 fps)

Figure 3.20: Full body virtual autopsy of traffic accident victim. This full body data
set has a size of 512×512×3396 samples. Voxel data is stored in 16-bit integers,
using 12-bit precision. Precomputed gradient data is stored in four bytes. The
total size is 5.0 GB. These images are rendered at a data reduction of 30:1 in a
1024×1024 viewport. Framerates are shown for NB and II sampling (NB/II) using
adaptive object-space raycasting on the GPU.



48 CHAPTER 3. IMPROVING DIRECT VOLUME RENDERING

a) Body bag close-up (11.6/2.3 fps)

b) Opaque skin close-up (28.4/6.1 fps)

c) Bones close-up (11.1/2.7 fps)

Figure 3.21: Full body virtual autopsy, close-up views. In these close-up views the
data set is cropped and the LOD is optimized with respect to the used TFs and
cropping.



Chapter 4

Conclusions

In the introduction of this thesis the basic principles of direct volume rendering are pre-
sented and the challenges for a widespread use of DVR are considered with respect to a
changing computing platform that is moving away from expensive dedicated hardware
into commodity desktop and laptop computers. Graphics hardware development is now
mainly driven by mass market directives and techniques that can exploit this common-
place technology efficiently will most likely stand successful. The methods presented
in chapter three primarily address such techniques and together provide a significant
improvement over previous methods in several aspects of volume rendering.

The images in figure 4.1 capture several significant contributions of this thesis.
They show the graceful degradation of reducing the volume data size to meet a pro-
gressively decreased memory budget. Image 4.1c uses only 2.7 MB of a 864 MB data
set. Image 4.1a renders all blocks which contribute to the image at full resolution, re-
ferred to as virtually lossless. The fine-grained blocking scheme efficiently reduces the
data size to 144 MB, a ratio of 6:1, without any loss of image quality. Data reductions
are maintained in all stages of the rendering pipeline, including texture memory on the
GPU. Together with out-of-core data management this pipeline supports the render-
ing of data sets substantially larger than available core memory. This data reduction
is achieved without including compression techniques, that could reduce data size in
the first stages of the pipeline. Maintaining access to full resolution data at original

a) 6:1, Virtually lossless b) 80:1, Medium reduction c) 315:1, Extreme reduction

Figure 4.1: Transfer function based data reduction. This data set is first used
in paper II which introduced perceptual TF-based level-of-detail selection and flat
multiresolution blocking. They are here re-rendered using the final version of my
GPU-based raycasting renderer.
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precision is essential in the medical domain and the presented pipeline supports the use
of full resolution data, given that the needed memory resources are available.

This data reduction is furthermore exploited to accelerate the rendering on the GPU.
A single-pass raycasting approach is employed in which the sampling density along
rays is adjusted according to the varying resolution in the volume. The massively par-
allel processing capacity on modern GPUs is thus exploited while the rendering can
adaptively sample the data and rendering performance is increased by a factor of 2–3.
An interblock interpolation technique is also introduced that allows continuous inter-
polation across block boundaries with arbitrary resolution differences. Block handling
is thereby significantly simplified since samples need not be replicated from neigh-
boring blocks. This interblock interpolation scheme is also deployed for tiles of the
screen, supporting the rendering of these tiles at arbitrary resolutions. This technique
is exploited to render the volume at varying resolutions in different tiles of the screen.
Tiles that sample only low-resolution parts of the volume can thus be rendered at lower
resolution, significantly reducing the number of pixels to render.

In this work the transfer function is exploited as a knowledge encoding mechanism.
It is then used to predict the perceptual visual contribution of each block individually in
the data, and combined with fine-grained blocking an efficient level-of-detail selection
is achieved, with respect to high image quality and data reduction. The issues with
data classification are also addressed by the introduction of simple statistical measures
on local neighborhoods. These measures are based on the local distribution of values,
histograms, that can express the probability for a specific tissue type. By combining
these into a competitive fuzzy classification it is possible to separate tissues and color
them differently. An example is shown in figure 4.2 where spongy bone and blood
vessels overlap significantly in the value range, competitive tissue classification man-
ages to distinguish between the two. In addition to successfully classifying samples
this approach also allows the user to express their knowledge of the data in an intuitive
language, using terms such as tissues and probabilities. Exploiting local neighborhood
histograms for automatic tissue detection is also presented and examples are shown of
these being used for automatic adaptation of TFs to new data sets and thus significantly
improving the workflow in volume rendering.

The importance of direct volume rendering in medical imaging is, in particular,
demonstrated in the virtual autopsy application. The developed and presented DVR

a) Traditional one-dimensional TF b) 2D TF using competitive classification

Figure 4.2: Competitive tissue classification. By using the footprints (range weights)
of the local histograms in specific value ranges and combine these into a competitive
classification significantly improved tissue separation is achieved. The right image
(b) is classified in 1.2 seconds using a 2D cross neighborhood.
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pipeline supports interactive full body visualization on commodity computers. Data
reductions at ratios up to 100:1 still provide good visual quality for many data sets.
On current system configurations it is, however, sufficient to employ data reductions at
15–30:1 or less, which provide image qualities that are visually difficult to distinguish
from renderings of original, full resolution volume data.

The results of this work have also led to five patent applications. The first is based
on transfer function based level-of-detail selection from paper II. The second is based
on the local histogram techniques presented in paper III. The third covers interblock
interpolation of multiresolution data representations, as described in paper IV. The
techniques presented in paper V provide the basis for the fourth patent application.
The fifth application is based on a variation of the first, focusing on storage of reduced
data sets through TF-based LOD.

4.1 Summary of Conclusions

The work presented in this thesis shows that direct volume rendering of large data sets
on commodity hardware can be achieved with limited resources at high quality. The
five main conclusions of this thesis are:

• Flat, multiresolution blocking representations for volume data yield improved
quality and memory efficiency compared to hierarchical approaches.

• Interblock interpolation provides C 0-continuous sampling over arbitrary resolu-
tion differences and thus sustains image quality even at high data reduction.

• Level-of-detail selection using the transfer function and knowledge-based ap-
proaches is key to efficient management of large data sets.

• Classification using traditional transfer functions severely limits the user and
novel approaches based on qualitative, statistical measures show great promise.

• Adaptive screen-space sampling can significantly reduce the number of rays to
evaluate in volume rendering but some hardware configuration issues remain.

4.2 Future Research

This thesis contributes with several novel techniques that improve level-of-detail effi-
ciency and image quality in DVR of large data sets. The techniques based on local
histograms and statistical measures for tissue detection and classification show that
distinguishing criteria can be derived and, at the same time, they provide a more intu-
itive concept for the users to relate to. In many aspects, these results indicate new and
challenging research directions for volume rendering. Below some ideas are presented.

The knowledge encoding aspect of the transfer function is a simple concept that
can clearly benefit from additional study. A conceptual framework, referred to as the
Visualization Control Function, is already mentioned in this thesis. It aims to combine
several of the classification techniques, based on local histograms and other derived at-
tributes into a consolidated approach that would contribute to improved level-of-detail
selection, improved rendering quality through better classification while supporting a
simple and intuitive language for user-system interaction. So far, only the TF has been
fully used in our real-time application. Next generation CT scanners, the Siemens Def-
inition for instance, have dual source and detector. These can be used to reduce X-ray
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dosage or improve quality, but also to scan with different energy levels and doses. An
interesting research topic would involve the use of dual source CT data to investigate
if and how this type of data could improve classification of voxel data.

The multiresolution interblock interpolation technique was developed from the
point of view of methods, compatible with the linear interpolation common in graph-
ics hardware. From a signal processing and filtering viewpoint, it would be of interest
to continue the analysis of the properties of multiresolution interblock interpolation
as a resampling scheme. Extensions to higher order resampling filters, such as cubic
splines, and first and second order continuous interpolators, could also be of interest.

In the literature, including the contributions in this thesis, several techniques for
block significance and level-of-detail selection are proposed. An extensive and thor-
ough comparison of combinations of different block significance measures and volume
partitioning schemes, flat versus hierarchical, would be of great value. Such a survey
and comparison should also consider and evaluate the trade-off between lossy and loss-
less compression, and uncompressed representations. Further work on the out-of-core
data management scheme would also be valuable. The current implementation pro-
duces some overhead due to the grouping of blocks in order to reduce the access count
for disk reading. The parts of the data set to read are known in advance and ways to ex-
pose this list of blocks to the lower levels of the disk drivers could potentially improve
performance further. Additionally, the presented schemes also work well for CPU im-
plementations and the current direction of increasing numbers of computational cores
per CPU provides a platform that might challenge GPU-based solutions for volume
rendering tasks. For instance, the IBM Cell CPU provides significant performance
for single-precision floating point data, as shown by Williams et al. [WSO∗06]. The
Cell CPU is also featured in the Sony PlayStation 3, reviewed by Guizzo & Gold-
stein [GG06].

Finally, a personally interesting area is the deployment of the level-of-detail repre-
sentations in more advanced illumination models, such as global illumination, translu-
cency and multiple scattering. The LOD representation could provide a significant
acceleration structure for such computationally expensive techniques. As an example
and teaser, a real-time DVR system capable of simulating the lighting and rendering
images, like the photograph in figure 4.3, is a challenging goal that to some extent
initially spurred me to enter the field of computer graphics and volume rendering.

Figure 4.3: A photograph of clouds in the afternoon. It is taken from where I live
and shows volumetric lighting as a beautiful natural phenomenon that once inspired
me to enter this field and continues to serve as a source of inspiration.
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