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Abstract 

Time of flight is an imaging technique with uses depth information to capture 3D 

information in a scene. Recent developments in the technology have made ToF cameras 

more widely available and practical to work with. The cameras now enable real time 3D 

imaging and positioning in a compact unit, making the technology suitable for variety of 

object recognition tasks. 

 

An object recognition system for locating teats is at the center of the DeLaval VMS, 

which is a fully automated system for milking cows. By implementing ToF technology as 

part of the visual detection procedure, it would be possible to locate and track all four 

teat’s positions in real time and potentially provide an improvement compared with the 

current system.  

 

The developed algorithm for teat detection is able to locate teat shaped objects in scenes 

and extract information of their position, width and orientation. These parameters are 

determined with an accuracy of millimeters. The algorithm also shows promising results 

when tested on real cows. Although detecting many false positives the algorithm was able 

to correctly detected 171 out of 232 visible teats in a test set of real cow images. This 

result is a satisfying proof of concept and shows the potential of ToF technology in the 

field of automated milking. 
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Chapter 1. Background 

1.1 Introduction 
This thesis project was conducted at the Research and Innovation (R&I) department of 

DeLaval AB between January and June 2008. The aim of the project was to explore a 

new field of application for image processing and 3D image analysis; namely teat 

detection using Time of Flight camera technology for milking automation. 

 

Time of Flight camera technology provides real time 3D data of a scene and has only 

recently become more widely available as the technology has matured. DeLaval wanted 

with this thesis project to assess the cameras applicability for their automatic milking 

system by developing a teat recognition algorithm which uses the new camera 

technology. The object of the thesis project was therefore to review possible image 

processing techniques, develop an algorithm for teat detection which implements these 

methods, and also to suggest application specific improvements to them. Finally the 

performance of developed algorithm should be estimated and the whole project 

documented in a written report. In chapter 1.5 the objectives and methods of the project is 

further discussed. 

 

This project would not have been possible without the help and support of a number of 

people. I would like to say a special thank you to the following people: 

 

Bohao Liao 

Anders Hellström 

Mats Nilsson 

Uzi Birk 

Fulin Xiang 

Emil Hellstig 

Klas Nordberg 

1.2 DeLaval 
DeLaval is Swedish world leading producer of equipment and solutions for the dairy 

industry. The history of what today is a multinational company with business in over 100 

markets, started in Sweden in 1877 when the young engineer Gustav de Laval (1845-

1913) started thinking about how to improve a recently developed milk separator he had 

read about in a German trade paper. The following year (1878) he had developed and 

patented a machine for separating milk and cream by the use of centrifugal force. 
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To further develop and market the product de Laval joined forces with university friend 

and financially well connected Oscar Lamm. Together they started to manufacture the 

machine and selling it to farmers in Sweden and abroad. With the successes of the 

separator they took their company public in 1883 creating AB Separator, which remained 

the name of the company until 1963 when the name was changed to the more familiar 

Alfa Laval. The addition of Alfa to the de Laval name came from the acquisition of the 

Alfa disk separator patent in 1888. This acquisition was important as it came at a time 

where AB Separator’s own patent was coming to an end and the company’s leading 

position in the market was threatened. 

 

With the initial success of the separator Gustav de Laval now had the time and financial 

resources to focus on further product innovation. He focused his interest on developing a 

milking machine and managed in 1894 to patent his mechanical massaging milker and 

subsequently formed the company Lacator for the purpose of manufacturing and 

marketing this new machine. However the machine was not efficient enough, causing the 

spinoff company to go bankrupt not long after it had started. It would take until 1917 

before the company manufactured a successful milking machine. 

 

De Laval continued throughout his life to produce more innovations and at his death he 

had 92 patents to his name, and a reputation of being a great inventor and industrialist. 

After de Laval’s death in 1913 the company with its international subsidiaries continued 

on the innovative path which had been set out by its founder. At the end of the 1940-ies 

AB Separator had a large product line consisting of milking machines, cooling and 

storage facilities and cleaning systems. This complete product range helped the company 

to achieve its world leading position, a position which it still holds up to this day, with 

half of the milking equipment sold in the world today being from DeLaval. 

 

In the 1960-ies the sale of milking machines for the first time surpassed that of the 

separators. At this time AB Separator became Alfa-Laval AB; a change of name which 

reflected the change of market focus from individual products such as the separator, to 

complete milking solutions. 

 

1991 Alfa Laval was bought by the packaging giant Tetrapak and after a corporate re-

organization in 1993 Alfa Laval Agri was formed to solely focus on dairy farming. The 

section of industrial separators and fluid handling systems, which now no longer only 

served the dairy industry, was kept under the name Alfa Laval. 

  

When Tetrapak in 2000 decided to sell Alfa Laval the agricultural division Agri was 

reorganized and renamed DeLaval. Today DeLaval continues to manufacture equipment 

necessary for the modern successful dairy farmer, under the mission statement: “We 

drive progress in milk production” (DeLaval, 2005). In recent years heard management 

has become the term used to describe all activities associated with modern milking and 

animal husbandry where more and more IT and atomization is working its way into the 

barn. 
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1.3 Automated Milking 
Automated milking systems are a recent development in the automation of the dairy farm. 

The aim of these systems is to remove the need of human involvement during milking, 

while at the same time to improve key financial aspects such as speed, accuracy and the 

well being of the cows.  

 

Figure 1 - The DeLaval VMS (left) and a close up of the visual teat detection system (right). 
Image source: DeLaval 

DeLaval introduced their automatic milking system called VMS (Voluntary Milking 

System) in 1998 after almost 20 years in development. The patent outlining the automatic 

milking system was filed in 1984 after research conducted at the University of 

Hohenheim in Germany in cooperation with DeLaval (DeLaval, 2005). 

1.3.1 Automatic Milking Procedure 
The milking process is based on the cow’s daily routine of eating, resting, ruminating and 

milking. Under the supervision of a cow herd management system the cow is given 

freedom to move around freely within the barn, choosing when to eat, rest and milk. Each 

cow wears a transponder around its neck, which enables identification of the cows as they 

move around. The herd management system oversees all the activities and makes 

decisions on milking and feeding, ensuring that cows do not fed too much, milked too 

often or milked if they are sick. 

 

Cows are usually milked 2-3 times a day and with the VMS the cows can themselves 

choose when this should be done. Upon entering the milking unit the cow is presented 

with food in order to keep her occupied and content during the milking. The first step of 

the process is the cleaning of the cow’s teats. This is done to prevent contaminants in the 

milk and as a part of the general hygiene of the sensitive teat area. Each teat is 

individually cleaned, dried and pre-milked by a set of cleaning cups which are attached 
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one at a time by the robotic arm. When the teats are clean and dry the preparation cups 

are removed and the second set of cups, the milking cups are attached to the teats. The 

system monitors the milking process, registering milk flows and yields, but also detecting 

any contaminations in the milk. After the milking is completed the teats are disinfected 

and the cow is let out from the booth. Between each milking session the booth floor and 

the teat cups are automatically cleaned to maintain a high level of milking hygiene. 

1.3.2 Robotic arm and visual system 
An important factor for the success of the DeLaval VMS is the robotic arm and the visual 

teat detection system mounted on it. The robotic arm is located on the side of the milking 

box giving it un-obscured access to the underside of the cow and its teats. The robotic 

arm is a 5-axis hydraulic system which gives the range and freedom of movement needed 

to accommodate for the wide range of different teats, low hanging or high, far apart or 

crooked teats at angles up to 45 degrees. The agility of the arm is also important for 

compensating for the cows movement. 

 

The robotic arm is equipped with a mechanical gripping device which is used for 

retrieving and attaching the teat cups one at a time. Located just behind the gripper is the 

visual detection system, shown in Figure 1 and Figure 2. The system consists of two 

lasers and a 1D camera which are encapsulated in a rubber and glass casing to protect the 

parts from dirt, moisture and outer force. 

 

Figure 2 - The robotic arm including teat cup, gripper and visual system. 
Image source: DeLaval 

The optical teat detection system uses the lasers to project horizontal lines into the scene 

and onto the teat. The laser lines are reflected and detected by the camera where they are 

processed. The camera has one single row of sensor pixels which results in a 1D intensity 

image. By scanning the lasers and camera along the length of the teat a number of 1D 

intensity images can be combined into a 2D representation of the object. The image 
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processing software can then use the obtained teat shape information to confirm that the 

object in fact is a teat and also guide the robotic arm to the position of the teat. 

 

The visual system is set-up to work at close range, which means that the camera needs to 

be close to the teat when initiating the detection process. In order for the system to know 

where to pre-position the camera the VMS has to be manually trained for each cow it will 

be milking. During the teaching process the robotic arm is manually operated through a 

joystick and the teat cups are attached one at a time to teach the system the teat locations. 

The positions of the teats are stored in the VMS as a preset for each individual cow for 

future fully automatic milking. 

1.3.3 VMS Benefits 
The acquisition of an automatic milking system is a large investment for the individual 

dairy farmer. However there are a number of immediate and long term gains that come 

with this solution. The most direct improvement for the farmer is the reduced manual 

labor associated with milking. For the cows the robot provides added comfort. The 

repetitiveness of the robots milking procedure is something the cows feel more 

comfortable with and actually prefer over the manual milking procedure. The system can 

provide more efficient milking, which means that the cows spend less time being milked 

and more cows can be milked for increased profits. Finally the VMS provides an overall 

increase in milking hygiene. The teat preparation step, the possibility to detect 

contaminations in the milk and the automatic cleaning of the booth in between milkings, 

add value to the process. 

1.4 Time of Flight Imaging 
Time of Flight imaging or ToF is a collection of image acquisition techniques where 

distance information of a scene is captured, in addition to only intensity information or 

color. This means that rather than getting a 2D projection of the scene as in normal 

photography, the additional depth information makes it possible to create a 3D 

representation of the visible scene, see Figure 3. 

 

Figure 3 - Intensity versus Time of Flight imaging. 
Image source: Optronics 
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Time of Flight imaging belongs to a wider group of techniques for non-contact distance 

measurement frequently referred to as range imaging, which also includes triangulation 

and interferometry techniques (Optronics). Specific for ToF is the use of a modulated 

light source for the depth calculation. Simplified, a signal or light pulse is emitted from 

the camera into the scene. The distance is determined by measuring the time it takes for 

the pulse to be reflected back into the camera (t). Knowing the speed of light in air (c) the 

distance (d) to the object can be directly calculated with: 

2

)( tc
d          (1)  

The time of flight of the emitted/reflected signal gives the distance, hence the name ToF. 

 

It is important to note that range imaging techniques including ToF do not generate a full 

3D representation of the scenes. It is only possible to measure the position of surfaces and 

points which are unobstructed and in the field of the camera’s view. 

1.4.1 ToF Calculations 
Instead of measuring the turnaround time of an emitted light pulse as shown in (1), it is 

possible to use a constant modulated light source. In this case the signal is modulate as a 

sinus function at some specified frequency. 

 

Whereas a light pulse can be timed directly, the constant illumination does not enable a 

direct measurement of the turn-around time. Instead, the phase shift (φ) between the 

reflected and original signal is used. Knowing the modulation frequency of the light the 

phase shift directly corresponds to the distance. The reflected signal is sampled at four 

times the modulation frequency, yielding four samples A1, A2, A3 and A4. These samples 

are used to calculate the phase shift φ and the distance (d), 

31

24arctan
AA

AA
        (2) 

mod4 f

c
d         (3) 

The great strength with this ToF technique is that because of the simplicity of the 

distance calculations, it is possible to implement the calculations directly on the sensor 

chip and perform them in parallel for a large number of measuring points. This enables 

fast depth information retrieval and the possibility of real-time 3D imaging where each 

pixel sensor in the camera can detect both brightness and distance. These types of pixels 

are referred to as “demodulation pixels” (Lange & Seitz, 2001) or “smart pixels” (Xu, 

Schwarte, Heinol, Buxbaum, & Ringbeck). 

 

The calculated distance d in (3) is the radial distance to the measuring point. Knowing the 

distance, from which pixel in the pixel array the specific measurement comes from (i, j) 
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and the cameras field of view, it is possible to extract each point’s angular position 

relative to the camera, i.e. its position in 3D space. The measuring point’s position in 

spherical coordinates is specified by (θ, γ, d) which can be converted into Cartesian 

coordinates (x, y, z), see Figure 4. 

 

Figure 4 - Going from a depth map to a 3D representation. 

1.4.2 Integration time 
An important aspect of the ToF calculations is the integration time. This is the equivalent 

of exposure time in normal photography and directly relates to the quality of the picture 

or the depth accuracy. 

 

The quality of the samples A1-A4 in (2) are proportional to the number of detected 

photons. Therefore the samples are usually averaged over a large number of samples to 

reduce the influence of noise. The number of samples over which the averaged sample 

value is calculated is specified by the integration time. The higher the number of samples 

is, the more accurate the calculations become. But as with regular cameras this is only 

valid up to a certain point at which the pixel sensors start to get saturated with photons, 

causing over exposure. The integration time in the ToF camera can be adjusted to 

accommodate for varying lighting conditions during image acquisition. 

1.4.3 ToF Considerations 
There are certain factors which have to be taken into consideration when using ToF 

cameras. If these are not properly managed when designing the visual detection system, 

the systems performance can be reduced. 

1.4.3.1 Depth Measurement Accuracy 
The camera’s distance calculations are based on the reflected light and therefore the 

quality of the measurement is strongly related to the amount of emitted light that is 

reflected back to the sensor. As the reflectivity of an object decreases with the square of 

the distance from the light source, the accuracy of measurement will decrease as well. 

The reflectivity of an object not only determined by distance, but also by its surface 
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properties, such as color and texture. A black surface will not give an as accurate depth 

reading as a more reflective white surface at the same distance. Figure 5 shows how the 

accuracy of a Swiss Ranger 3000 ToF camera (measured as the standard deviation of the 

measured range data) varies as the distance increases. Not only does the graph show how 

the accuracy decreases with the distance, but also that the rate of decline in measurement 

quality is faster for the less reflective black surface. 

 

Figure 5 - Standard deviation (σz) of measured range data as a function of distance. 
Image source: Optronics 

The influence of distance and surface reflectivity can be reduced by increasing the 

integration time accordingly. This will improve the range reading for darker or more 

distant object, but at the same time can cause over exposure of other parts of the scene. 

 

The influence of the integration time on measurement accuracy can be observed in Figure 

6. It clearly shows the lower reflectivity of the surface located at 1000mm as compared to 

the surface at 400mm from the camera. By increasing the integration time it is possible to 

lower the standard deviation of the measurement which means increased accuracy. 
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Figure 6 - Standard deviation (σz) of measured range data as function of integration time. 
Tested on a black surface at 400mm and 1000mm. 

Image source: Optronics 

1.4.3.2 Dynamic Range and Saturation 
The dynamic range refers to the ratio between the highest and lowest reflectance in a 

scene and the ToF sensors ability to capture as much of the variation in the scene without 

under or over exposure. Imagine a scene consisting of a black surface far away from the 

camera and white object much closer by. In order to get a good noise free depth reading 

of the dark object a long integration time is needed. However, the long integration time 

will result in over exposure or saturation of the pixels which measure the white surface, 

leaving them unusable. The dynamic range is especially important when it comes to 

complex scenes, as there will often be a trade off between depth accuracy and over 

exposure.  

 

Figure 7 illustrates the difficulty to obtain good exposure for a scene with both white and 

black objects. The two figures show what integration times (indicated on the x-axis) are 

necessary in order to obtain a certain accuracy (indicated by color) at different distances 

(indicated on the y-axis). The measurements were done for a solid black and white 

surface respectively. It can be observed that the integration time ranges which give a low 

mean variance barely overlap for the black and white surface. This means that it is not 

possible to achieve consistent depth accuracy in an image which contains objects of 

different color or distance from the camera. 
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Figure 7 - Dynamic range tested on black and white surfaces. 
Image source: Optronics 

1.4.3.3 Black and White Calibration 
As an effect of the depth accuracy variations and the dynamic range, the measured 

distance for black and white objects will vary slightly in the same image. By studying 

these variations and gaining knowledge of the camera’s characteristics it is possible to 

compensate for these differences. This is referred to as black and white calibration and it 

can be adjusted depending on the field of application of the camera and its desired 

working range. 

1.4.3.4 Aliasing 
Aliasing effects occur as a result of the unambiguously defined measuring range. This is 

determined by the modulation frequency of the light and its wave length. With a signal 

modulated at 20 MHz the wave length is 15m. This means that as the signal repeat itself 

every 7.5m it is impossible to know whether an object is located at 1m or 8.5m from the 

camera. To overcome this problem the modulation frequency of the illumination in the 

SR3000 camera can be adjusted to accommodate depths greater 7.5m if necessary. 

1.4.4 ToF Camera 
The ToF camera used for teat detection project is the Swiss Ranger 3000 manufactured 

by MESA Imaging, Figure 8. The camera has a spatial resolution of 176x140 pixels 

where each pixel sensor can detect both intensity and distance. The camera is constructed 

as a compact unit with the light source placed around the camera optics. The light source 

itself consists of an array of 55 near infra-red LEDs which are modulated sinusoidally at 

20 MHz. The emitted light has a wave length of 850nm which is in the near infra-red 

spectrum and is therefore invisible to the human eye. Under ideal lighting conditions the 

camera accuracy (the standard deviation of the measurement) can be as good as 3mm. 

This accuracy will however decrease as the distance to the measured object increases or 

the lighting conditions deteriorate. These effects were discussed in section 1.4.3.1.  
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Figure 8 - MESA’s Swiss Ranger 3000 ToF camera. 
Image source: (MESA Imaging) 

The camera is connected to a computer by a USB 2.0 cable and can be interfaced through 

a C++ API or a MATLAB package. This makes it possible to perform post processing 

and further analysis of the acquired images, which is necessary for any practical 

application.  

1.4.5 Camera Data 
The SR3000 camera outputs a 4-dimensional representation of the scene. In addition to 

the intensity information each measured point’s Cartesian XYZ position relative to the 

camera is obtained, Figure 9.  

 

Figure 9 - Camera Data. Intensity, x, y and z-images 

When combining the information in the x-, y- and z channels it is possible to create 3D 

visualization of the captured scene. Two different representations of the 3D data are 

shown in Figure 10. The first image shows a point cloud and the second one a surface 

colored by the distance to the camera. Both images provide a suitable visualization of the 

object and it is clear that combining the information from the different channels gives a 

more intuitive representation than a intensity images or the z-distance depth map.  
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Figure 10 - 3D Representation of Camera Data 

It is however worth noting again that the data does not provide a full 3D representation of 

the scene, but only provides range information of points which are in the cameras field of 

view. 

 

1.5 Project Motivation 
The VMS and its visual teat detection system were introduced in 1.3. The current visual 

system offers an accurate and robust solution to the teat detection and positioning task. 

However, as described in section 1.3.1 the procedure for teat detection is a time 

consuming process. 

 

The detection process is primarily limited by the systems ability to distinguish teat and 

non-teat objects. By positioning the camera in front of the teat as part of the initialization 

process, the number objects that could resemble a teat are greatly reduced making the 

object recognition task less complex. In order to make the procedure more versatile and 

efficient, an algorithm which can recognize a teat in more complex scene should be 

developed.  

 

The ToF camera technology provides a technological base for the creation of such an 

algorithm. With the addition of 3D range data the possibilities of shape based object 

recognition is greatly increased, making it possible to detect the teat at a longer distance 

in scenes containing more objects than only a single teat. 

 

The successful implementation of the technology would enable positioning the camera at 

a more convenient position underneath the cow where a view of all four teats could be 

obtained. A single image from this set-up combined with the appropriate image 

processing algorithm would be sufficient to detect, verify and position all four teats at 

once. 
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Potentially this could mean a fast, accurate and non-invasive method for teat detection 

and a improvement compared with the current visual detection system. The new visual 

system would be a key feature in further driving key aspects such as speed and accuracy, 

in the coming product generations of the VMS. 

 

Furthermore, ToF is a new and interesting technology which has barely been explored at 

all in agricultural applications. This pilot project could serve as an eye opener for the 

possibilities of this technology and give DeLaval valuable experiences for future projects 

related to automated milking, heard management and animal husbandry. 

 

To summarize the main objectives of the thesis project, they are: 

 Review the literature and select one or a few methods that can be used for solving 

the teat detection task 

 Implement these methods and suggest improvements to adapt them for the 

specific application 

 Evaluate the algorithm’s performance 

 Document the project in the form of a written report 
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Chapter 2. Method 

The developed method for teat detection consists of a series of image processing and 

analysis steps which together form the teat detection algorithm. The algorithm uses as its 

inputs, a three dimensional data set acquired from the ToF camera as well as information 

of the camera’s position and orientation which is obtained from the robotic arm on which 

he camera is mounted. 

 

Through processing of the input data the algorithm generates a set of detected teats, 

including their position, size and orientation. An overview of the structure of the 

algorithm and the individual steps is shown in Figure 11. The different steps within the 

algorithm are a collection of general image processing techniques, implementations of 

recent scientific research, as well as functions developed specifically for this application. 

This combination techniques and the field of usage makes this algorithm a unique final 

product which has never before been implemented. Chapters 2.1 through 2.6 present the 

sequence of image processing steps which are part of the developed algorithm. 

 

Figure 11 - Teat Detection Algorithm Overview 

2.1 View Angle Normalization 
From an image processing point, the optimal placement of the camera would be straight 

below the udder of the cow looking up at the teat. This would provide the least obstructed 
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view of the whole udder and with the possibility to measure data points on all sides of the 

udder 

 

However, due to the layout of the robotic arm and cow physiology, the camera has to be 

placed somewhere behind the cow and looking up on the teat at an angle which deviates 

from the vertical by an angle α. It is important that this image acquisition angle is 

compensated for. The compensation will ensure the orientational consistency of the 

incoming data which is necessary for the subsequent algorithm steps. Therefore this 

compensation is performed as the first step of the algorithm. Figure 12 shows a one 

dimensional example of how the view angle normalization works. Following the rotation 

of the data, it can be assumed that the teats are in fact among objects which are located 

vertically closest to the camera.  

 

Figure 12 - View angle normalization 

The input to this method is the captured 3D range data as well as information on the 

orientation of the camera at the moment of the image acquisition. Depending on the final 

design of the system and the camera’s position relative to the teats, the view angle 

normalization may be done either in 1D or 2D. A 2D compensation with camera 

orientation angles α and β is described below. 

 

A rotation of α degrees around the x-axis followed by a β degree rotation around the y-

axis can be computed by the rotational matrix R 

)cos()cos()sin()sin()cos(

)cos()sin()cos()sin()sin(

)sin(0)cos(

R

    (4) 

With the XYZ representation of the data points the rotation can easily be applied 
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RXYZXYZROT
        (5) 

To obtain the original dataset or view a rotation back has to be defined. This rotational 

matrix can be obtained by inverting the initial rotation matrix 

1RXYZXYZ ROT         (6) 

The ideal angle for the algorithm to work from is a view from straight under the cow 

looking up. The larger the deviation from this position and the flatter the viewing angle 

becomes, the more of the backsides of the teat will be hidden from the view of the 

camera. Even though the dataset is rotated and the teat are hanging close to vertically, 

this operation only simulates the view from straight under the teat. It can never recover or 

see the previously hidden parts. 

 

The output from this algorithm step is the view angle normalized 3D dataset. 

2.2 Noise Filtering Using Channel Smoothing 
Under ideal image acquisition conditions the amount of noise in a digital image is low. 

However due to general limitations in illumination the acquired image contains a certain 

amount of noise. A camera is essentially a device to measure light, and therefore the 

quality of the measurement is directly related to the amount of light that the camera 

optics receives. A high number of measured photons results in a less noisy image 

whereas a small amount of reflected light gives additional noise to the pictures. This also 

applies to the range images acquired by the ToF cameras 

 

A common approach for removing noise from images is to apply some form of low pass 

filtering. The theory is that noise usually is of much higher frequency than the underlying 

image features. Therefore the task of removing image noise is the equivalent of removing 

the high frequency components in an image and letting the lower frequencies pass 

unaltered, low-pass. This could either be done in the frequency domain after the image is 

Fourier transformed, or in the spatial domain by convolving the image with a filter kernel 

(Gonzalez & Woods).  

 

The simplest type of low pass filtering is an averaging filter. These filters calculate the 

average pixel intensity in a neighborhood around each pixel to calculate the filtered value 

at each pixel. The larger the neighborhood which is used for the averaging calculation, 

the more blurred the image becomes. The blurring effect on an image is what 

characterizes low-pass filtering, as higher frequency components such as edges become 

blurred as well. 

 

This illustrates the biggest problem with simple noise removing filter; the filters remove 

important image information such as edges and texture. To address this problem, the 

second step of the algorithm implements the Channel Smoothing Algorithm (Felsberg, 

Forssén, & Scharr, 2006). This is an edge preserving filter which tries to distinguish 
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between key image features such as edges, and noise when performing the smoothing. 

The smoothing is only applied to the z-channel of the incoming data set, as the filter only 

is a 2D filter. 

 

By subdividing the image into regions at roughly the same distance (channels) and then 

applying a smoothing filter for each one of these regions, the algorithm avoids 

performing smoothing over large depth discontinuities. The algorithm consists of three 

main steps: 

1. Encoding the image – subdividing the image into channels based on distance 

2. Smoothing each channel 

3. Decoding – merging the channels into one image 

2.2.1 Encoding the image 
The main idea behind the channel smoothing algorithm is to sub-divide or encode the 

image into a number of regions of similar intensities, so called channels. The channel 

encoding is done with a quadratic b-spline approximation so that the image at each pixel 

position can be represented by an N-dimensional channel vector 

])()([)( 1 fcfcfc N , with N being the number of channels. 

 

The values in the channel vector are called the channel weights and these can be linearly 

combined to obtain the original image representation. A one dimensional example of the 

encoding procedure and how the signal is divided into weights is illustrated in Figure 13. 

Sizes of the balls represent the channel weights. 

 

 

Figure 13 - The figure shows the signal f(x) encoded into 10 channels and how each sample is 
described by three channel weights and calculated from the quadratic b-spline. 

In order to encode the image it has to be normalized to the range ]5.0,5.1),( NyxI  

before calculating the channel weights for each pixel position ),( yxI . The channel 

weights are calculated as follows, 
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Each pixel intensity is represented by a weighted sum of three channel values [cm-1, cm, 

cm+1]. By encoding the channels with cubic b-splines the procedure gives channels which 

blend into each other in smooth gradients as shown in Figure 14. This can be compared 

with if the channels were to have been created by simply sub-diving the image based on 

pixel intensity or distance. Also see Figure 14 for a comparison of the two techniques. 

 

When choosing the number of channels it is important to take in to account the maximum 

distance in the image compared with the size of the image features that the algorithm 

should detect. Otherwise there is a risk that the depth of each channel is much greater 

than the sought after image features, resulting in unwanted blurring of these objects. 

 

 

Figure 14 - B-spline (above) vs. thresholding (below) subdivision of a range image. The 
gradients between the channel prevent banding effects when combining the cannels back into 

one smoothed image, which would be apparent in the latter case. This method also gives 
additional options on how the de-coding can be done to ensure that edges and discontinuities 

are preserved, i.e. ensure robustness. 

2.2.2 Smoothing the Channels 
In this step the channels are independently smoothed by a low-pass filter. As the choice 

of low-pass filter is free, two different filters were implemented, a simple averaging 
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Gaussian filter and an adaptive Wiener filter. The Gaussian filter is a simple smoothing 

filter where the amount of smoothing or blurring is defined by the size of the filter kernel 

and the parameter sigma (σ). The Wiener filter on the other hand makes a statistical 

approach based the neighborhood around each pixel (Gonzalez & Woods, p170). This is 

a so called adaptive filter. The amount of smoothing is specified, as with the Gaussian 

filter, by the size of the filter kernel.  

2.2.3 De-coding 
After the channels have been individually smoothed they have to be combined back 

together to form a complete image. It would be possible to combine all the smoothed 

channels into a final image by summing the channel weights together, 

N

n

n fncI
1

)(          (8) 

This would be the equivalent of simply averaging the original image without performing 

any channel sub-division. In order to obtain the edge preserving characteristics a 

decoding window has to be defined. The decoding window is used to decide and select a 

subset of the channels which best fits the underlying image information.  

 

When encoding the image each pixel was represented by three channel weights. 

However, after smoothing the channels points on discontinuities can contribute to more 

than three channels, possibly lying on both sides of the edge. In order to preserve the 

edge information channels on only one side should chosen and used for the image 

reconstruction. The contribution from the channels on the other side should be discarded.  

 

The size of the decoding window is set to three. This means that three consecutive 

channels are used for reconstructing each pixel value. The window is centered at cn0, by 

finding the n which maximizes the sum )(
1

1

0

0

fc
n

nn n . This will be the equivalent of 

choosing predominant side of the discontinuity, preserving the edge and thus ensuring 

robust behavior. 

Nnfc
n

nn

n 1,)(max
1

1

0

0

       (9) 

As the three chosen coefficient or channel weights do not (because of the smoothing) sum 

up to one like they did in (7), the sum needs to be normalized. This gives the final 

equation for the reconstructed image, 
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If the number of channels and the other filter parameters have been chosen correctly, the 

final result and the output of this algorithm step should be the same 3D data set as was 

inputted, but where the depth channel (z) has been removed of noise. 

2.2.4 Test of smoothing filters 
A test was conducted with the objective of determining the properties of the implemented 

Channel Smoothing filter and its applicability in the teat detection algorithm. The test and 

results can be found in appendix 1. 

2.3 Location of Teat Tip Candidates 
At the very start of the algorithm each point or pixel in the image is considered just as 

likely to contain a teat or teat tip. Tip candidates are certain points of interest in the data 

set which are more likely to be teat tips and which the algorithm will focus on in the 

process of finding and identifying the teat. Without a set of good candidates all points in 

the image would have to be processed, a task which would be computationally impossible 

even with the low resolution images of the ToF cameras. It is however important that the 

algorithm finds all the teat tips in the image and labels them as candidates. If any teats are 

not found in this step, they will not be recovered in later stages and therefore have no 

chance of getting detected. 

 

Finding the tip candidates is done by searching for local minimum points in the data. As 

the data has been vertically aligned in the previous step, the local minimum points are 

points such that no other point in its vicinity has a lower z-value, i.e. is located closer to 

the camera, Figure 15. 

 

Figure 15 - Local minimum 
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It is necessary to carefully specify the size of the local minimum criteria. This means 

basically to define what local means and the size of the area in which the point should be 

the lowest. The size of the area or mask is specified as a pixel radius around the evaluated 

point. If the area is chosen too small, a large number of tip candidates will be obtained. 

These points might be noise or other features in the image which due to their small size 

can not be teat. A large number of candidates will therefore results in more calculations 

further on in the algorithm and also increases the risk of miss-classification.  

 

The area must not be too large either, so that no points in the dataset, especially (the teat 

tips) fulfill the minimum criteria. In this case the algorithm can not continue with the 

segmentation step which is based on the found local minimums. A larger neighborhood 

will also affect the speed of the algorithm negatively because of the increasing number of 

inter-pixel calculations that has to be done. When specifying the size of the minimum 

criteria one should take in consideration, the spatial resolution of the camera and the 

viewing distances, as these factors will affect the number of pixels which make up the 

teat. 

2.4 Segmentation 
Image segmentation is the process subdividing a picture into regions of interest, based on 

specific features which these regions do or do not share. In the case of the teat detection 

task, this is the equivalent of finding the pixels which make up the teat and subsequently 

dividing the image into teat and non-teat regions. 

 

The method implemented for segmentation is a modified region growing approach 

(Gonzalez & Woods, p408). Knowledge of each pixel’s 2D connectivity and the pixel’s 

corresponding position in 3D space together with as simple teat model is used for the 

purpose of finding which points belong to the teat. 

 

Starting out with a seed point, the region of interest is gradually grown with additional 

pixels that fulfill a certain condition or share some predefined property with the seed 

point. The algorithm iterates until the region does not grow any more or when some 

stopping condition is met. A flowchart illustrating the steps of the segmentation 

algorithm is shown in Figure 16. 
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Figure 16 - Segmentation algorithm overview flow chart 

2.4.1 Seed points 
The seed points are the starting pixels for the region growing process. The seed points are 

the set of teat candidate points which were identified in the previous algorithm step. 

These points are processed one at a time starting with the candidate closest to the camera. 

This makes sense as the teat tips should be among the objects closest to the camera, 

depending of course on the placement of the camera. 

2.4.2 Region growing 
Region growing is the process of gradually increasing the size of the seed point under a 

specific criterion. In this step, two considerations have to be made. Firstly, how the 

region is allowed to grow between iteration (i.e. which neighboring pixels that should be 

evaluated) and secondly defining the growing criteria it self. 

 

The straight forward implementation of the 2D region growing algorithm is to, in each 

iteration, evaluate all of the 4- or 8-neighbors to the current region. However, we need to 

take into account the following: 

 Images obtained at an angle contain more data points on the front side of the teat 

than on the back (if any at all) 

 Depth distortion along edges and discontinuities 

 The segmentation always start at the teat tip and growing up along the teat 

 

This necessitates a modification of the standard approach. Instead of evaluating all the 

neighbors of the current region, a smaller subset of pixels are chosen. The pixels to be 

evaluated in the next step consists of the neighboring pixels of those points currently in 

the mask and which were added to the mask during the previous iteration. Figure 17 

illustrates the growing procedure. 
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Figure 17 - Region Growing Procedure 

The modification ensures that the progression of the enlarging region mainly is going in 

one direction, namely upwards on the teat. 

2.4.3 Growing criterion 
The growing criterion is based on a priori knowledge of the shape of the teat. The 

symmetrical elongated form of the teat makes it possible define a cylindrical bounding 

volume surrounding the tip. The size of the bounding cylinder defined to be 2cm in 

diameter and 5cm high. If a point is within the cylinder, or within the specified vertical 

and horizontal distance from the tip, the point is considered to belong to the teat and 

added to the region. However, the tilt of the teat needs to be compensated for when 

calculating the vertical and horizontal distance from the tip. If the teat tilts, measuring 

distances along the main x-, y- and z-axes will give large errors. Therefore a local 

coordinate system with origin at the tip of the teat and a main axis running through the 

centre of the teat needs to be specified. This is illustrated in Figure 18. 

 

Figure 18 - Shows the correct way to calculate the teat height and width along the teat main 
axis (left) and how the CoG’s are used to calculate the main axis of teat orientation (right). 

The height of the teat is calculated along this axis and the width is defined by the shortest 

perpendicular distance from the point to the axis. The height vector h is calculated by, 
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h

2
        (11) 

This being the projection of the evaluated point X onto the teat main axis A. The width 

vector is then, 

hXw          (12) 

An initial assumption has to be made of the main axis and this is chosen as the 

vector ]5,0,0[0A . This vector runs parallel with the z axis, thus initially assuming that 

the teat is hanging straight down. As new points are added to the mask, the centre of 

gravity of the teat will change which also changes the approximation of the teat angle. 

The centre of gravity (CoG) is defined as the median x-, y- and z-value of the set of 

points currently in the mask and this value is updated every time a new point is added to 

the mask. Every time a new CoG is calculated the approximation of the teat main axis is 

re-calculated. This is done by fitting a straight line through the set of CoG points with a 

least-square 3D line fitting function, fitline3d.m (Duvallet, 2006). The concept is shown 

in Figure 18. 

2.4.4 Stopping criterion 
The teat model gives the segmentation algorithm an assumption of the expected result, 

which will be used as a stopping criterion. The algorithm will stop the region growing 

process when no more pixels fulfill the growing criteria and the area does not grow any 

further. 

 

Currently the greatest weakness of the segmentation algorithm is the inflexible growing 

criterion which results in a stopping criterion which does not handle different teat sizes 

well. The main problem is the difficulty to define where the teat ceases to be a teat and is 

considered to be a part of the udder instead. In the current algorithm this is strictly 

specified to occur at 5cm from the teat tip. This means that any teat longer than the 

specified 5cm will not be completely segmented. Therefore there should be more work 

conducted at specifying a better growing/stopping criterion, as the height of the teat is a 

significant feature of the teat that needs to be accurately determined. 

 

Once the stopping criterion has been met a binary mask marking the teat and non-teat 

pixels is obtained. This mask can be used to extract the complete set of 3D points 

belonging to the teat.  

2.5 Feature Extraction 
A simple way to determine whether a set of points is a teat or not is to specify a set of 

easily calculated properties of the data set which correspond to actual features of a real 

teat. These features could be height, width, orientation, point density, elongation or any 

other property that is found to be significant. It is important to choose features that are 
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distinct for the teat and that will make it possible to distinguish between teats and other 

non-teat objects. When these features have been specified a set of criteria are determined 

in order to make decision on the set of points. This is called the decision function. The 

object of the teat feature extraction is to (for each set of segmented teat points) calculate 

the relevant teat features in order to facilitate for the task of identification in the next 

algorithm step. 

2.5.1 Teat Shape Representations 
Firstly the shape of a teat has to be described. A shape model can be used to compare a 

set of segmented points and determine how well these fit the model. A good teat model 

should be simple, yet versatile in order to detect a wide range of differently looking teat. 

 

A table of height and width relations can be a simple definition of the shape of a teat. 

With a small set of anchor points or look-up values almost any shape or silhouette can be 

described. In Figure 19 a teat shape specified by a look-up-table of 7 anchor points is 

compared to a simple quadratic curve. A possible look up table describing the shape is 

shown in Table 1. 

 

Figure 19 - Look up table compared to a quadratic curve (y=2x2) 

Width (cm) 0 0.5 1 1.2 1.4 1.5 1.5 

Heigh (cm)t 0 0.2 0.5 1 1.5 2 5 

Table 1 - Look up table describing teat shape 

Compared with a quadratic curve, the look up table describes the general shape of a teat 

better. Furthermore it is possible to obtain an even more versatile shape description if by 

allowing the table to be scaled. Scaling the height, width or both parameters will make it 

possible to describe a large amount of teats of different sizes, but which all share the 

same fundamental shape. Points which are not explicitly saved in the table can be 

obtained through linear interpolation of the table values. 
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The main drawback of look up tables is that they are not as efficiently implemented as a 

mathematically described curve or surface. Every time a model parameter is needed the 

table needs to be accessed and interpolation calculation needs to be made. This makes 

look up table representation unsuitable for analytically solving for the teat model 

parameters. Some form of optimization scheme would need to be implemented in order to 

find the best fitting teat model.  

 

As previously mentioned a teat may be defined by its height to width ratio at different 

distances from the tip. The main drawback of specifying these values in a look up table is 

that the model adds complexity to any calculations. Instead, a mathematical surface or 

shape might be a better choice for describing the teat. 

 

Quadratic surfaces are a set of second order algebraic surfaces in 3D space defined by 

(13). The parameters k0 to k10  give the surfaces their different shape, which can range 

from planes and cylinders to ellipsoids and hyperboloids (Weisstein). 
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A specific quadratic surface that is suitable for describing a teat is the parabolic ellipsoid, 

Figure 20. It is defined by, 
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         (14) 

 

Figure 20- Parabolic ellipsoid representing the teat shape 

Mathematically this surface is easily implemented and the description can be used to 

algebraically solve for the position, orientation and size parameters of the best fitting 

surface. This is a great advantage because it ensures a fast solution to the surface fitting. 
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The main drawback of the parabolic ellipsoid is that it does not fit the shape of the teat as 

well as a look-up table. At the tip and a small distance up the model is good, but the 

model breaks down as the distance from the tip is increased. 

2.5.2 Basic Feature Extraction 
The object of the basic feature extraction function is to estimate the height, width and 

orientation of the teat. These values are then used as input to the decision function  

2.5.2.1 Teat Orientation 
The approach of the algorithm is to subdivide the teat into slices. Each slice is 0.5 cm 

thick and the set of points contained in each slice are used to determine the center of 

gravity or CoG of that slice. The CoG estimate of the teat center teat at different heights 

is shown in Figure 21. 

 

Figure 21 - The left image shows a view of the teat parallel with the yz-plane. The slices are 
shown, as are the CoGs’ (red dots) and the approximated orientation of the teat (dashed green 
line). The right image shows the same teat but from an xz-view. The higher data point density 

on the front side of the teat can clearly be seen. 

The CoG’s are calculated from the median value of the set of x and y coordinates of all 

the points within the slice. Using the median value is more robust against outliers and 

therefore yields a better approximation than using the mean value. The main axis of the 

teat is then approximated by fitting a straight line through the set of CoG’s. The main 

axis gives the orientation of the teat. 

 

The nature of the data, being denser on the side facing the camera, has an effect on the 

calculations of the teat orientation. The angle of the teat in the YZ-plane can be more 

accurately determined than the XZ tilt. This is because the larger number points on the 

front side relative to the back pull the center of gravity forward. This can results in an 

angle that is larger than the actual tilt of the teat. 
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2.5.2.2 Teat Width 
The loss of data point on the backside of the teat as the camera angle flattens has been 

mentioned earlier. This will have an effect on choosing a suitable method for the 

extraction of the teat. Two different methods were developed highlighting the different 

approaches possible for the task. 

 

Method 1 

With the teat hanging vertically or if the camera angle relative the teat is flat, it is 

possible to implement a simple width estimate. By imagining a view from straight in 

front of the teat in yz-plane, the teat width is defined as the span of the points in the y-

axis direction, at a specific distance at the tip, Figure 22 (left). 

  

Figure 22 - Teat width calculation - method 1 (left) and method 2 (right) 

Method 2  

If the teat is hanging at an angle the error in the width and height measurements can grow 

large. This is because the teat’s axis is no longer aligned with the z-axis of the world 

coordinate system, Figure 22 (right). By using the teat main axis which was calculated 

the previous step it is possible to calculate each point’s correct height and width relative 

to the tip. This gives a more accurate approximation of the width parameters. The width 

if finally calculated from the set of points at a distance 15-20mm from the tip. By 

calculating the median width of this subset of points, an approximation of the teats width 

is obtained. 

2.5.2.3 Teat Height 
As the design of the segmentation algorithm already specifies a height constraint on the 

segmented data point, the height estimate will not be completely representative of the real 

teat. The main problem is still not being able to define how to measure the height of a 

teat. At what point does the teat stop being a teat and start being a part of the udder? It is 

still possible to obtain a better approximation of the teat height from the set of segmented 

point. This is done by looking at the height values which were obtained while calculating 
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the teat width using the presented method 2. This means that the height is measured along 

the real length of the teat and not along the coordinate axes. 

2.5.2.4 Teat Tip Position 
The tip is originally specified as the point with the lowest z-value. But due to noise and 

uncertainty in the range readings, an average value of the lowest point and its 8-neighbors 

is calculated to represent the position of the tip. It might not increase the accuracy of the 

positioning, but makes it more stable by reducing the variation over time and between 

images. 

2.5.3 Total Least Squares Fitting of Elliptic Parabolic 

Surface 
A completely different approach to the task of obtaining the teat parameters is to find a 

mathematical description of the teat which includes the teat tip, width and orientation. 

Surface fitting provides such an analytical solution.  

 

The method is based on finding a surface which most accurately represents the set of 

measured data points. Most accurately means that the total distance between the 

segmented points and the approximated surface is minimized. The strength of solving a 

total least square minimization is that all the wanted parameters of the teat can be 

obtained by solving a set of simple linear equations. This can be done efficiently in a 

computer and ensures a fast solution. The difference between the total least square 

distance and the more commonly used least square distance is the direction of which the 

distance is calculated. Figure 23 shows a 2D example where a line is fitted to a set of 

points using the two methods. Whereas the least-squares distance is calculated along the 

y axis, the total least-squares is calculated along the shortest distance between the line 

and points, which is the perpendicular distance from line. 

 

 

Figure 23 - Least square distance vs. Total least square distance 
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2.5.3.1 Normalization 
Solving the linear least square minimization problem is simple and the algorithm is easily 

implemented. The solution is however sensitive to noise which makes it practically 

impossible to use in real applications without modification. By performing a 

normalization consisting of a translation and scaling of the data, the susceptibility to 

noise can be reduced (Hartley, 1997).  

2.5.3.2 Total least square minimization 
The general equation describing a quadratic surface is given by (13). With homogeneous 

coordinates this can be re-written in the quadratic form, 
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With matrix A  symmetrical, the number of parameters is reduced from 16 to 10, 
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By further re-writing, the matrix operations can be reduced to a single vector 

multiplication, 

0xq          (17) 

With, 

]222222[ 10987654321 kkkkkkkkkkq  (18) 

And, 

Tzzyyzyxxzxyxx ]1[ 222     (19) 

By calculating x  for all the N points in the data set, the matrix X  can be formed, 
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The total least-square approximation of vector q , i.e. the parameters of the best fitting 

quadratic surface, can be obtained by a singular value decomposition of X ,  

TQDQXXSVD )(        (21) 

q is given by the eigenvector corresponding to the smallest Eigenvalue of X which is in 

fact the last row of Q . Q  can then be formed into the symmetric matrix A , 
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2.5.3.3 Quadratic surface parameter estimation 
The matrix A describes the best fitting quadratic surface to the given set of points. It 

represents an undefined quadratic surface centered at the origin. However, A  could also 

represent a specific sought after quadratic surface defined by A  which has been rotated 

by a matrix R and then translated by ][ 000 zyx   
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In this form the parameters of A  can be chosen to describe the quadratic surface of 

choice and then the parameters determining size, orientation and position of the best 

fitting surface can be calculated. In chapter 2.5.1 it was stated that an elliptic paraboloid 

can be suitable quadratic surface to approximate the surface of a teat. A general parabolic 

ellipsoid can be described on the form 
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With R being some rotation matrix 
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and x some translation 
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With no rotation ( IR ) and no translation ( 00x ) (25) becomes the familiar 
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The methodology of finding the size, orientation and position parameters of a parabolic 

ellipsoid has been described earlier (Dai, Newman, & Cao, 2007). Solving (24) will give 

the parameters a, b, R and x0 of the best fitting elliptic paraboloid. 

2.6 Decision Function 
Given a set of segmented points and the extracted teat parameter, there must be a decision 

function which can determine whether the point represent a teat or not. The decision 

function implemented in the teat detection algorithm is a simple one and therefore 

referred to as the Simple Decision Function; implying that a more comprehensive method 

is feasible. 

2.6.1 Simple Decision Function 
The decision function is derived from the parameters of the simple teat model and the 

Basic Feature Extraction which was described in the previous chapter. By specifying a set 

of criteria for the extracted features it is possible to make a reasonable decision on the set 

of points being a teat or not. The decision is based on:  
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 Number of data points – Not enough data points in the segmented region suggests 

a non-teat candidate.  

 Width – The width should be within the range of a real cow’s teat.  

 Height – The height should be more than some specified minimum length, to 

distinguish smaller non-teat object. An upper limit would not make any difference 

as the maximum length of the data set has already been limited by the 

segmentation algorithm.  

 Orientation – The orientation of the teat should not deviate from the vertical axis 

more than a specified angle. Large angles suggest other non-teat structures. 

If a teat candidate with its segmented data points and extracted parameters fulfill the all 

criteria specified by the decision function, it is considered to be a teat. 

 

Most critical for the performance of the decision function is the accuracy of the estimated 

parameters. If the parameters can be determined with consistency throughout all the 

different possible viewing angles and teat shapes, the task of specifying set of decision 

criteria becomes much easier. The actual values of the decision limit should be 

determined by a combination of a priori knowledge of cow physiology and evaluation of 

the parameter extraction function with real cow data. One such test has been conducted 

and the results from the test can be found in 3.2. 

 

The list of confirmed teats which is returned by the decision function concludes the teat 

detection algorithm. From an image acquired with a time-of flight camera the steps 

presented within chapter have shown how this data can be processed and analyzed to 

obtain any cow teat contained in the image. 
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Chapter 3. Experimental Results 

The two main tests to determine the performance and functionality of the algorithm were 

the teat parameter estimation and the teat detection performance. These are presented in 

the next two chapters. 

3.1 Teat Parameter Estimation Test 
The proposed teat detection algorithm has been implemented with two different methods 

to determine the properties of the teat. The two methods, Simple Feature Extraction and 

Quadratic Surface Fitting were the subject of the Teat Parameter Estimation Test. The 

test was conducted to analyze the extracted parameters in order to determine their 

accuracy and consistency. The tested parameters were the position, the width and the 

orientation of the teat. 

3.1.1 Implementation 
The set of test images for this experiment were obtained with the Mesa SR-3000 camera 

mounted on the Motorman robotic arm. This made it possible to acquire a set of 10 

images from various camera angles without the risk of moving the camera between 

pictures. A rubber teat dummy was used for the test. 

 

22 different camera views were tested resulting in a total number of 220 test images. The 

algorithm for teat detection and parameter extraction were run for each image in order to 

verify that the teats were correctly found. From the set of 10 images of each camera view 

the average value and variance of the obtained parameters were calculated. 

 

Due to difficulties with accurately aligning the camera’s and robot’s coordinate systems 

no absolute information regarding the position or orientation could be extracted. This 

meant that the view angle normalization described in 2.1, had to be done manually before 

the rest of the algorithm could be run. A second adaptation was made to the algorithm 

based on the knowledge that there is only one teat in the image. The algorithm was 

therefore forced to stop after the first confirmed teat was found to reduce the number of 

calls to the teat parameter extraction function. 

3.1.2 Results 
The algorithm was able to correctly locate the teat and their tips in all of the 220 test 

images. Figure 24 shows an example of the algorithm analyzing one of the test images. 
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Figure 24 - Result image from the Parameter test. The images show range image, 
segmentation, teat tip, width and orientational information. 

As mentioned earlier no absolute positions could be obtained, therefore the accuracy of 

the teat tip position measurement could not be made. However, visual inspection verified 

that the teat tips were correctly identified in each image.  

 

The variance of the teat tip position was calculated in order to give an idea of the 

reliability of the approximations. The measured average variances in x, y and z direction, 

over all 200 test images, are specified in Table 2. 

 
Method X Y Z 

Basic feature extraction 1.5mm 1.8mm 0.7mm 

Quadratic surface fitting 1.5 1.1 4.6 

Table 2 - Teat tip position variance 

Teat width approximation followed. Both methods of estimating the teat width presented 

in chapter 2.5.2.2 were tested. The results are shown in Table 3. 

 
Method μ σ

BFE – Method 1 20mm 1mm 

BFE – Method 2 20 2 

Quadratic surface fitting 17 2 

Table 3 - Teat width approximation accuracy and variance 

As the true orientation of the teat relative to the camera was unknown, the accuracy of the 

approximation could not be determined. In order to get a feeling of the true performance 

a visual inspection had to be conducted. Figure 25 shows how the visual assessment was 

made. The calculated main teat axis was plotted against the real measured data points. 
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Figure 25 - Example of image used for the visual inspection of teat orientation. 

The visual inspection showed, much like in Figure 25, that the angle of the teat in the yz-

plane (left image) is approximated well by the algorithm. The angle in the xz-plane (right 

image) is not as good as in the yz-plane and generally the approximated angle or the teats 

main axis leans too much forward. But all in all the angles give a good indication on how 

the teat is orientated. 

3.1.3 Comments on Surface Fitting Performance 
Even though surface fitting showed promising performance with accurately estimated 

average width and tip position, the algorithm did not show predictable behavior 

throughout the whole set of test images. Occasionally the fitted surface would be flipped 

upside down, or the surface would be extremely large and therefore not representing the 

real teat shape well. This suggests that the quadratic form algorithm in its current stage of 

development is not suitable for the task of teat parameter extraction. 

 

The main reasons behind the inconsistent behavior could be a combination of too few 

measured data point (with the majority located on one the front side of the teat) and a teat 

model (the parabolic ellipsoid) which does not represent the real teat or the set of 

measured point very well. 

3.1.4 Discussion 
The first objective of the test was to determine whether the algorithm would be able to 

find the dummy teat in the image. The test showed that the algorithm could correctly find 

the teat dummy in all of the 220 test images in the test data set. The test show that the teat 

tip can be found and that its location in 3D space does not vary significantly over time in 

series of images. This result only reflects the properties of the camera and the influence 

of additional image noise, but is never the less a good indication of the repeatability of 

the teat tip position. 
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Both methods of approximating the teat showed good results. Both methods gave a mean 

width of 20mm, whereas the object in fact was 26mm wide. One reason for this error is 

that data points along the edge of the teat are not included in the segmentation. This can 

clearly be seen in Figure 24. The effect is caused by the distortion of range values along 

edges and discontinuities which puts the data points too far from the teat tip to be 

recognized by the segmentation algorithm. 

 

Finally, the orientation approximation was shown to give good approximations of the teat 

tilt in the yz-plane, but had a tendency to make the estimated teat axis lean too much 

forward. This effect can be explained by the nature of the range image. As there are only 

a few or no data points on the backside of the teat (depending of the camera angle) the 

teat main axis estimate (the dashed line) gravitates towards points on the front side 

causing the error in the estimate. All and all, the results were satisfying and give 

information on where continued development efforts for the parameter extraction 

function should be focused. 

3.2 Teat Detection Performance Test 
As specified by the project description, an intricate part of the project is to test the 

developed algorithm on datasets obtained from real cows. It was shown in 3.1 that the 

algorithm can perform its task in a controlled environment with a rubber teat dummy. So, 

the most important aspect of the second test was to see whether the assumptions made 

during the algorithm development would hold when applied on images of real cows and 

under real acquisition conditions. Going from a controlled development environment 

such as with the rubber teat images, to a much more challenging setting like the barn, can 

introduce a new set of practical problems previously not considered. 

 

Secondly, with the added complexity of the real scenes the simple decision function 

needed to be verified to determine whether this approach would suffice for the teat 

recognition task. 

 

Finally, with the unstable characteristics of the quadratic surface fitting that were 

discussed in 3.1.3, this method was not evaluated as part of this test; only the Basic 

Feature Extraction method was used. 

3.2.1 Implementation 
The process of acquiring real cow datasets was a lot more difficult than first imagined. 

Due to the new and unfamiliar image acquisition settings at the barn in Hamra, a majority 

of the images had to be discarded. Either because the images did not show the whole 

udder, they were taken from a bad angle or they were too blurry. The high number of 

rejected images resulted in final a set of 129 test images from four different cows. The set 

of images were divided into a training set and a testing set. This is done to ensure that the 

test result is separated from the learning so that the test is measure of actual general 

properties and not specific for the training set. 
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In addition to the pre-processing steps which had been implemented, the test images were 

further prepared by background suppression. This means that pixels that are beyond a 

certain threshold distance are mapped on to this distance. In this specific test the 

threshold was set to 1m. So any point beyond 1m (z direction) was mapped to 1m. This 

effectively removes disturbing background structures and reduces calculations. 

 

The teat detection algorithm was applied on 64 images in the training set. The outcome of 

the training set was used to fine-tune the parameters of the simple decision function and 

also to verify which of the extracted feature actually could be used to distinguish between 

teat and other candidate objects. 

 

It is important to point out that the method of specifying the decision function limits was 

not an exact science. There are numerous approaches on how to define decision functions 

and decision boundaries; however the tuning of the decision function was based on a 

simple analysis of the extracted teat features and how these could be adjusted to further 

increase the success rate of the algorithm. Based on the obtained algorithm parameters 

values the teat detection algorithm was run on the testing set to determine the real 

performance. 

3.2.2 Results 
The first part of the testing was to apply the teat detection algorithm on the training set 

and determine whether the initial decision limits could be improved in order to increase 

the number of successfully detected teat. Analysis of the training set gave the decision 

limits presented in Table 4. 

 
Teat parameter Decision limit 

Teat angle < 50o to the z axis 
Teat width < 4cm 
Teat height >4cm and <6cm 
Number of data point >100 

Table 4 - Decision Function Limits 

When running the algorithm a second time on the testing data and with the adjusted 

decision limits a total of 64 images were tested. These images contained a total of 232 

individual teats. 171 of these were correctly identified by the algorithm while 61 passed 

through the algorithm undetected. Additionally 50 false detections were made, which 

means that other structures in the image were wrongly identified as teats, Figure 26. 
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Figure 26 - Teat Detection Test Result 

Figure 27 through Figure 29 show examples of the test images as well as the outcome of 

the teat detection algorithm with the detected teat highlighted in red. The figures also 

give an understanding of the various results produced by the algorithm.  

 

Figure 27 - Result from the teat detection algorithm. All four teats are correctly identified. 

 

Figure 28 - Result from the teat detection algorithm. Only one of the three visible teat was 
correctly identified. 
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Figure 29 - Result from the teat detection algorithm. This test image displays correctly 
detected teat, false positives and not detected teat. 

3.2.3 Error Analysis 
Out of the 50 false positive identifications a majority (31 out of 50) of the detected 

objects were cow’s legs. Another reason for false positives is that differences in surface 

color and reflectance can give false surface contours in the range data, which could be 

interpreted as a teat. For example a round white spot on an otherwise dark surface will 

result in a perturbing bulge very similar to a teat. This effect comes down to the black and 

white calibration of the cameras that was discussed in Section 1.4.3.3. 

 

As for the teats which were not detected, the single most important factor is the quality of 

the range data and number of measured data points on the teat. A majority of the teat 

which the algorithm missed were rear teat located further away from the camera than the 

front teat, due to a low camera angle relative to the teat. The difference in distance means 

that the rear teats do not reflect as much of the emitted IR-light and therefore contain 

more noise. With the fewer number of pixels/data points this additional noise can greatly 

reduce the significant features of the teat rendering them undetectable. 

 

Another factor worth mentioning is the limitation of the local minimum teat candidate 

search that was discussed in section 2.3. 11 out of the 61 teat which were not detected 

were not found in the local minimum search to begin with. Therefore they were not 

processed or evaluated in the subsequent steps of the algorithm.  

3.2.4 Discussion 
The tests have shown that the developed algorithm can be used on real-cow images for 

successful detection of teat. Merely seeing the algorithm performing the steps of local 

minimum search, segmentation and feature extraction gives an increased sense of that the 

implemented approach is the correct way forward. 

 

Through the test results it was possible to determine the main reasons behind the 

unsuccessful detections, indicating that with a more vertical camera angle and correct 

camera integration time/good illumination the test results would be even more successful. 

In order to handle the false positives, changing the camera angle and improving the 

illumination would however not be sufficient. There is a need for some higher level of 
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decision making which could help to filter out the most relevant candidates. As for the 

finding of cow’s legs, these could definitely be sorted out by defining some additional 

constraints regarding position and also what type of local minimum the leg actually is. 

 

Finally, this test was conducted with images from only four different cows. This was 

mainly because of difficulties in the image acquisition. Four cows is by far too few to 

make any real conclusions. The test merely verified the possibilities of the algorithm and 

what aspects were still causing problems and in that respect the conducted test was 

successful.  
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Chapter 4.  Conclusions 

The main objective of this thesis project has been to develop a teat detection algorithm 

which uses 3 dimensional range data from a time of flight camera. The motivation being 

that a successful implementation of a new time of flight based visual system would 

increase the speed and efficiency of the teat detection and positioning steps of the 

automated milking process in the VMS. 

4.1 Algorithm 
It has been shown that it is possible to achieve a new improved visual system with the 

introduction of a time of flight camera and the algorithm presented within this report. The 

main improvement with the developed system is the possibility to locate all four teats of 

the cow from one single range image, thus greatly reducing the time for detection and 

positioning. This key feature was presented in chapter 3.2, where real cow images where 

analyzed and the algorithm’s teat detection capability was verified. 

 

The key to the success of the algorithm has been to identify the necessary image 

processing steps and establishing a workflow for analysis of the Time-of-flight data. The 

proposed framework consists of six steps, which from start to finish are: 

 

1. View angle normalization 

2. Smoothing 

3. Finding local minimum points 

4. Segmentation 

5. Teat parameter extraction 

6. Decision function 

 

This algorithm outline was realized by utilizing existing functions from MATLABs’ 

image processing toolbox as well as implementing concepts from scientific articles 

uncovered during the literature study. The channel smoothing algorithm (Felsberg, 

Forssén, & Scharr, 2006) provides a solution for smoothing range imaged without 

removing edge information, whereas surface fitting of a parabolic ellipsoid, as described 

by Dai et. al, attempts to extract the size and orientation of the teat. Combining these with 

completely new functions based on application specific requirements, makes the final 

algorithm a unique product which provides a never before seen solution to this 

recognition task and fulfils the main project objective set forth in 1.5. The six algorithm 

steps and the functions were thoroughly described in Chapter 2 

 

Although the implemented algorithm has proven to successfully extract the desired data 

from the 3D camera, the specific implementation of each processing step does not 
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necessarily have to be the ones which have been presented within this report. The 

overlying algorithm structure serves as template and can be kept, whereas the individual 

steps could be further developed or even replaced should more suitable solutions be 

found. For example; it is clear that a smoothing function is needed as part of the pre-

processing of the incoming data. It is however not ultimately determined which 

smoothing method provides the best noise reduction or overall performance for the 

process. The channel smoothing algorithm described in chapter 2.2 is one possible 

implementation as it represents the latest developments in image filtering. Alternative 

methods could potentially be implemented in other stages of the algorithm a well. 

4.2 Performance 
A second major requirement for the thesis project was to determine the accuracy and 

performance of the implemented algorithm as well as testing it on real cow data. 

 

The experimental results presented in Chapter 3 give good insight on the performance of 

the current algorithm. Both conducted test show that the algorithm is working and can 

perform well when the image acquisition conditions are good, but that results become 

unpredictable when conditions are not ideal. The first test was aimed at determining the 

accuracy of the extracted teat parameters and it was conducted using a rubber teat dummy 

instead of a real cow. The results showed little variation in teat tip position (<2mm), little 

variation in teat width (<2mm) and good approximation of the orientation of the teat. 

These results indicate an accurate and reliable algorithm, which might even prove to be 

good enough for a future implementation in the real application. 

 

An analytical approach with surface fitting was also implemented as part of the teat 

parameter extraction. Although it provides an elegant and fast solution to the parameter 

extraction task, the output was not reliable enough to be considered a suitable solution. 

This behavior was a result of noisy and imperfect data, as well as a surface model which 

did not fit the shape of the real teat well. This approach was therefore not evaluated in the 

following test. 

 

The second performance test was conducted on real cows to see whether the developed 

algorithm would work on actual intended targets in a barn environment. The initial image 

acquisition part uncovered some practical problems with obtaining good images of the 

teat. The test revealed that the algorithm’s performance was not consistent over the set of 

tested data sets. Although many teats were correctly segmented and identified, a 

significant number remained undetected and many false positives were found instead. 

The undetected teats were mainly in images obtained at a flat angle and usually the teat 

furthest away from the camera. These teats were harder to detect because of the low 

spatial resolution of the camera and the higher noise level of the more distant teat. The 

test was however a great success as it clearly showed that the algorithm can work on real 

cows. The undetected teats and false positives also gave valuable information on in which 

way to continue the development of the algorithm. 
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4.3 Time of flight technology and applicability 
Time of flight is still a young camera technology. It has only recently had its commercial 

breakthrough, with cheaper and more compact solutions now being available on the 

market. As the technology matures the sensors will improve, getting higher spatial 

resolution and better depth readings. The effects of varying accuracy, dynamic range and 

calibration which are apparent in today’s sensors will become less of an issue and make it 

possible to develop even more sophisticated recognition applications. 

 

With the successful implementation of the teat detection algorithm, it can be concluded 

that time of flight technology definitely is a strong candidate for the next generation 

visual detection system for the VMS. In today’s megapixel race of digital cameras it can 

seem incredible that a picture sensor with only 176x144 pixels can provide enough 

information (even though three dimensional) for the teat detection task. But as some of 

the problems encountered during testing directly relate to the physical limitations of the 

camera, it is clear that improvements in the technology will only be beneficial for this 

system. 

 

The learning’s from this project, especially from working closely with the time of flight 

camera, are important when going forward; not only for the VMS, but also for other 

future applications as well. The possibilities with the technology are many and with the 

understanding of its strengths and limitations, the threshold has been lowered for 

incorporating 3D imaging in other parts of the barn. 

4.4 Future work 
From the conducted tests it is clear that the algorithm needs further development to be 

able to perform the teat recognition reliably. The main drawback of the current algorithm 

is that there is a certain lack of overall perspective. The teats are individually analyzed 

and, based on the extracted parameters, a yes/no decision is generated for each teat 

candidate. This is an un-flexible approach which does not fully take advantage of all the 

information in the 3D range image. Instead a more holistic approach should be adopted. 

This could be achieved by introducing a teat score which is a measure of the likelihood of 

a teat candidate being a real teat. This concept could possibly accommodate a wider 

range of teat shapes and sizes as the decision boundaries would not be as strictly defined. 

By further combining this teat score with a function which looks at the relative positions 

of the four teats and thus utilizing more of the available information contained within the 

image. 

 

Another thing which is currently missing is a clear unified description of teat. Different 

parts of the algorithm (segmentation, teat parameter extraction and decision function) all 

utilize some form of teat model, but it is not the same model that is used. There is also 

redundancy in the calculation of the teat orientation. This operation is done twice for each 

teat candidate, but slightly differently both times. This redundancy could be reduced by: 

 Aligning the teat models - one simple but versatile description should be enough  

 Calculating the teat orientation only once 
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 Ultimately merging the segmentation and parameter extraction parts of the 

algorithm.  

 

Combining the segmentation and parameter extraction steps make sense as they share 

many of their image processing steps. By removing duplicated calculations and aligning 

the two methods, a faster and less complex solution could be obtained. 

 

Finally with the development of better cameras with higher resolution and better 

accuracy, an analytical approach such as the surface fitting should be re-evaluated. The 

increase in data quality together with some fine tuning of the algorithm, could be enough 

to obtain a reliable analytical solution to the teat detection problem. 
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 A-I 

Appendix - Test of Smoothing Filters 

This test was conducted with the objective of determining the properties of different 

smoothing filter, including the implemented edge preserving Channel Smoothing filter. 

 

Purpose 

The object of the test is to evaluate the performance of two versions of the implemented 

Channel Smoothing algorithm and to see whether it is possible to obtain a better 

smoothing compared to standard smoothing approaches. The outcome of the test should 

determine which filter should be implemented as a part of the teat detection algorithm. 

 

Implementation 

Two smoothing methods were tested: Gaussian smoothing, and channel smoothing with 

Gaussian filtering of the channels. 

 

The smoothing filters were tested on a set of three different range images. The first test 

image was taken with the IFM time of flight camera and contained a simple white surface 

with a 5 cm deep edge. The second test image is of the rubber teat dummy taken with the 

SR3000 camera against a uniform background. The final test picture showed a real cow 

image obtained with the SR3000. 

 

It was not the object of the test to determine the optimal parameter for each filter. Merely 

to show (with a set of reasonably good parameter obtained through manual testing) the 

differences between the smoothing approaches. And most importantly to see whether the 

extra effort of the Channel Smoothing filters provide any increase in image quality. 

 

Results 

Figure 30 to Figure 32, show a comparison between the Gaussian and CS filters. The 

filters were applied to the z-channel of the range image and the coloring therefore 

represents the distance to the camera with blue being the closest and red the furthest. In 

the first two rows of images the depths are limited by a uniform background in the form 
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of a table surface. In the third image the uniform background is the result of mapping all 

pixels beyond 1m to that distance, thus limiting the total distance of the image. 

 

Figure 30 – Filter comparison with a 5cm edge. 

 

Figure 31 – Filter comparison with rubber teat dummy. 

 

Figure 32 – Filter comparison on a real cow data set. 

The second sets of images, Figure 33, show a cross-section profile of the three images 

and what the smoothed signals look like compared to the original. Now in more detail it 

is possible to observe the noise suppression and the preserving of the larger depth 

changes, which clearly is better when applying the CS-filter. 
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Figure 33 – Cross-section of original images and filter responses 

 

Conclusions 

From the images shown in the previous section it is possible to observe properties of the 

channel smoothing algorithm. Although smoothing out high frequency noise components 

the larger structures, most importantly the teat, remain unaltered. Therefore it can be 

concluded that by using the CS-algorithm it is possible to obtain more edge preserving 

properties than when applying normal Gaussian smoothing 

 

However, the question remains whether the added complexity of the Channel Smoothing 

algorithm is necessary for a successful teat detection system. The implemented filter 

provides a ingenious solution to the problem of edge smoothing, but looking on a higher 

level it might be sufficient with a more simple filter which gets the job done, but does not 

require as much computational resources. At the end of the day the teat detection should 

be able to run at real time speed and in a system like that there is no room for 

redundancy. 


