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The boundary scan standard which has been in existence since the early nineties is widely used to test printed circuit 

boards (PCB). It is primarily aimed at providing increased physical test access to surface mounted devices on printed 

circuit boards (PCB). Using boundary scan avoids using functional testing and In-circuit-techniques like ‘bed of nails’ 

for structurally testing PCBs as increasing densities and complexities made opting for them a herculean task. Though 

the standard has had a revolutionizing effect on board testing conducted during the development and production 

phases, there is a lack of a standardized mechanism to allow IEEE 1149.1 to be used in a system post installation. This 

has led to problems typically encountered during field test runs, like the issue of high number of No-Fault-Found 

(NFF), being left unaddressed. The solution lies in conducting a structural test after a given module has already been 

installed in the system. This can be done by embedding the programmability features of the boundary scan test 

mechanism into the Unit under test (UUT) thereby enabling the UUT to conduct boundary scan based self tests 

without the need of external stimuli. In this thesis, a test and debug framework, which aims to use boundary-scan in 

post system-installation, is the subject of a study and subsequent enhancement. The framework allows embedding 

much of the test vector deployment and debug mechanism onto the Unit under test (UUT) to enable its remote 

testing and debug. The framework mainly consists of a prototype board which, along with the UUT, comprise the 

‘embedded system’. The following document is a description of the phased development of above said framework 

and its intended usage in the field. 
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1 Abstract 
The boundary scan standard which has been in existence since the early 

nineties is widely used to test printed circuit boards (PCB). It is primarily 

aimed at providing increased physical test access to surface mounted devices 

on printed circuit boards (PCB). Using boundary scan avoids using functional 

testing and In-circuit-techniques like ‘bed of nails’ for structurally testing PCBs 

as increasing densities and complexities made opting for them a herculean 

task. Though the standard has had a revolutionizing effect on board testing 

conducted during the development and production phases, there is a lack of a 

standardized mechanism to allow IEEE 1149.1 to be used in a system post 

installation. This has led to problems typically encountered during field test 

runs, like the issue of high number of No-Fault-Found (NFF) instances, being 

left unaddressed. The solution lies in conducting a structural test after a given 

module has already been installed in the system. This can be done by 

embedding the programmability features of the boundary scan test 

mechanism into the Unit under test (UUT) thereby enabling the UUT to 

conduct boundary scan based self tests without the need of external control. 

In this thesis, a test and debug framework, which aims to use boundary-scan 

in post system-installation, is the subject of study and subsequent 

enhancement. The framework allows embedding much of the test vector 

deployment and debug mechanism onto the Unit under test (UUT) to enable 

its remote testing and debug. The framework mainly consists of a prototype 

board which, along with the UUT, comprise the ‘embedded system’. The 

following document is a description of the phased development of above said 

framework and its intended usage in the field.  



7 

 

2 Acknowledgement 
 

First and foremost of all, I am greatly indebted to God for providing me with 

an opportunity to be a part of this exciting thesis project.  

 

I am extremely grateful to SAAB Aerotech AB and Ericsson for offering me to 

work on this project. Very special thanks to Anders Uggla, without whose 

help, tips, motivation and encouragement, working my way through this 

thesis would have been an extremely uphill task. I am also greatly thankful to 

Prof. Erik Larsson for being helpful and patient in the face of setbacks and 

mistakes. His encouragement helped me a lot.  

 

Special thanks to Hans Erik, Thomas Kronqvist, and Ola for providing me a 

helpful, friendly and relaxed atmosphere. It has been a real pleasure to work 

with you. I express my gratitude to Gunnar Carlsson for his insightful tips 

and Mikael Lofböm for his day-to-day help and tips. 

 

Finally I would like to say a big thank you to my parents for their continued 

encouragement and support, my friends here in Linköping and in Stockholm 

for their help. 

 

I hereby conclude my studies here in Linköping with this thesis and I look 

forward to a fruitful career in the industry or the academia. A final thanks to 

all the people who have made my stay in Sweden interesting. 



8 

 

3 Introduction 

3.1 Short introduction to boundary scan 

With the advent of the Automatic test equipment (ATE), it was possible to test 

the UUT without the involvement of the principal designer, thereby 

automating the testing process. The device was tested using edge connectors 

with ‘drivers’ sending in the stimuli and the ‘receivers’ receiving the 

response. There was a separate logic for the test control.  

 

As devices grew dense and more complex, Functional testing was adopted 

wherein a functional model of the UUT was built and test stimuli was applied 

to the model and test response was then evaluated. Logic simulators were 

used to facilitate the process of test application and response evaluation. 

However the reliability of such tests depends, to a large extent, on the 

accuracy of the model. With increasing complexity being built into a single 

device and with increasing number of such devices being placed on a single 

board, creating accurate models to represent board level functionality was 

becoming a challenging task. 

 

As the devices grew more complex, newer techniques like ICT (In-circuit-

testing) were developed which enabled physical access to internal nodes 

within the UUT. It was thus possible to control and to observe select nodes 

within the UUT thereby increasing the possibility to detect faults in the 

design. The ICT uses a test fixture called the ‘bed of nails’ which we slightly 

alluded to in the abstract. The bed of nails, as the name suggests, consists of 

nails that are positioned to access select nodes within the UUT. These nails act 

as test probes that increase the controllability and the observability of the 

UUT. Increasing packing density and using both the sides of the PCB to 

mount devices lead to difficulties with the ICT approach. Not only was it 

difficult to accurately gain access to nodes in the netlist, it also posed electrical 

problems as ‘forcing’ certain nodes to certain logic levels was electrically 

unfeasible and was potentially damaging to the UUT in case of shrinking 

device (and hence the connector) sizes. This lead to the development of the 

boundary scan1 standard.  

 

Boundary scan provided a serialized way to access all the device pins and 

various other parts in the board net list without having to have physical 

access as was the case with the bed of nails tester. The boundary scan 

standard was also referred to as the IEEE 1149.1. The standard was proposed 

by a group of electronic companies jointly referred to as the Joint test action 

                                                
1 Hereafter , boundary scan could be alternatively referred to by the shorthand symbol BS 
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group (JTAG). The original standard was primarily intended for usage at the 

device level. However with various different extensions defined over the 

period of time, some of which are discussed in this work, it has been possible 

to scale the standard beyond the device and the board level, extending it over 

to the system level. 

 

3.1.1 Basic architecture 

The basic architecture of boundary scan, as can be seen in figure 1 below, 

consists of a bus comprised of four obligatory signals and a fifth optional 

signal [18]. The four obligatory signals are TDI (Test data in), TDO (test data 

out), TMS (test mode select) and TCK (test clock) and the fifth optional signal 

the TRST2 (test reset). These signals are routed in the device and are accessed 

through external pins. They do not need to be shared along with other pins in 

the device and thus are dedicated exclusively for the purpose of 

implementing boundary scan in the device. The TDI pins is used to shift in bit 

patterns into the device’s BS infrastructure as the test stimuli whereas the 

TDO pin is used to shift out the test responses. The TMS pin is used to select 

the mode of the test, as will be explained later. The TCK pin is used as a clock 

for the boundary scan operation. 

 

 

Figure 1 Device enhanced with Boundary scan 

                                                
2 TRST is an active low signal 
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In addition to these signals, the device must also be augmented with registers 

some of whom are obligatory while others optional. The obligatory registers 

include the IR (Instruction register), the BYPASS register and the boundary 

scan register. In addition to them, the figure above shows the identification 

register. The IR is used to shift in instructions as a means of instructing the 

boundary scan engine of the current instruction to be executed. The BYPASS 

register is used when the current device’s boundary scan infrastructure needs 

to be bypassed. It is a one bit register and its capture value is logic 1. The 

boundary scan register is the actual workhorse register involved in the 

boundary scan based EXTEST test which will be described later. Other than 

that, the device can have other optional registers. An example of such a 

register is the ‘BIST’ register which is used for sending self test instructions 

meant for Built-in-self-test (BIST) etc. 

 

A ‘boundary scan register’ is composed of boundary scan cells. A boundary 

scan cell’s internal composition is depicted in figure 2 below.  

 

 

 

Figure 2 Boundary scan cell 

As we see from the above figure, the boundary scan cell has a ‘capture’ part 

and an ‘update’ part. The shift-in pin is used to serially shift in the data bit 

from the previous scan cell all the way up to TDI. In a similar way, the shift-

out pin is used to serially shift the data bit to the next scan cell all the way up 

to TDO. The pin ‘parallel out’ is used for parallel application of a given bit 

pattern to the parallel input ports on the device. The pin ‘parallel in’ is used 

for parallel sensing the output ports on the device. The above figure shows 

that each scan cell has two scan D flip flops, each corresponding to the 

capture and the update parts respectively. It also has two multiplexers, one 

for the serial shift part and one for the parallel update part. Serial shifting and 
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parallel updating is explained in greater detail when discussing the TAP 

states in the forthcoming sub-section. 

3.1.2  TAP controller 

The TAP controller is the name given to the finite state machine that is 

responsible for conducting boundary scan test. The state machine generates 

the signals on the TAP pins discussed above. The state machine can be 

described by the state diagram as shown below. 

 

As we see, the state machine has a total of sixteen states. The TMS pin is vital 

in determining the next state whereas the TCK pin acts as the clock. It is clear 

from this diagram that the start state of the machine is the TLR (test-logic-

reset) state. The state machine mostly reacts to the positive edge of TCK 

whereas there are parts of the boundary scan hardware that reacts on the 

falling edge of TCK. The TRST pin, as we said above, is optional and asserting 

it brings the machine to the TLR state. In the absence of such a pin, the state 

machine can be brought to TLR can asserting the TMS pin at logic 1 for five 

clock cycles (referred to TCK). We briefly describe the TAP controller states 

below. 

 

Test-logic-reset 

It is the reset state of the state machine. It is the state in which the machine 

“wakes up” or initializes. During this state, the boundary scan logic is 

disabled so that the core logic of the host devices (which are augmented with 

boundary scan hardware) is active. 

 

Run-test-idle 

This state signifies that the boundary scan logic is idle. This is also the state 

which allows custom instructions defined both at the device level (BIST 

instructions) and at the backplane level to be executed. Besides that, the 

instruction RUNBIST that allows devices that have been augmented with 

BIST to execute their respective built in self tests, is also executed during this 

state. 

 

Shift-IR, Shift-DR 

The Shift-IR instruction allows for the machine to shift in bit patterns that 

constitute the instructions to be interpreted by the TAP controller. These bits 

are to be scanned into the IR register which lies between the TDI and the TDO 

pins. The shift happens on the rising edge of the TCK clock. The Shift-DR 

instruction on the other hand is used to shift in data, also on the rising edge of 

TCK. During this instruction, the datapath between the TDI and TDO pins 

could be any of the various registers present in the device, selected by the 

preceding Shift-IR instruction. 
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Figure 3 Boundary Scan state machine 

 

Capture-DR, Capture-IR 

During the Capture-DR state, data from the register that the corresponding 

(preceding) Shift-IR instruction has selected, gets captured (sampled by the 

boundary scan cells) to be shifted out. In a similar way, during the Capture-IR 

state, data from the corresponding IR register gets captured so that it could be 

shifted out to be analyzed. For each particular device, the capture value from 

the IR register is a fixed pattern with the last two bits being “01”. Having 

fixed the lower 2 bits means it is easy for to automate the test which checks for 

the presence of a device and its integrity. It is important to note that the 

capture happens on the rising edge of TCK. A device can be configured to 

identify itself using a unique code which describes the family, the 

manufacturer etc during the capture IR part of the state machine. 

 

Update-IR, Update-DR 

During the Update-DR state, the data that was shifted in during the 

corresponding Shift-DR state gets latched into the shift portion of the register 

from where it becomes the active bit pattern in the DR register. In a similar 

way, the instruction that was shifted in during the corresponding Shift-IR 

state gets loaded (in parallel) into the IR register and becomes the current 
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instruction which then gets interpreted to become the current instruction. The 

capture happens on the falling edge of TCK. 

 

Pause-IR, Pause-DR 

In this state, the state machine is essentially ‘paused’. A simple way to 

implement the pause is to stop the TCK and hold the value of TMS. This state 

is used to perform various housekeeping functions typically performed by 

automated test systems, like generating vectors to be scanned in and re-

arranging the scanned vectors into memory for debug and subsequent 

analysis. This is of immense help in adaptive testing wherein the result(s) of a 

given test dictates the next test. 

 

The other test states are “temporary controller states” needed by the state 

machine to have two alternate paths, one for the DR and the other for IR. 

Without the presence of these states, the transition between say Run-test-idle 

and Capture-DR could result in loss of synchronization due to setup and/or 

hold time violations. 

 

We discuss the three mandatory instructions viz. EXTEST, 

SAMPLE/PRELOAD and BYPASS below. 

 

EXTEST 

This is the workhorse of boundary scan and is used to test the 

interconnections between the various chips on the board. This is an invasive 

operation as in logic values (contained in the boundary scan cells) are 

superimposed and then driven onto the interconnections (between the on-

board chips) from the boundary scan register (in parallel). These values are 

then sensed on the receiving end to verify the integrity of these 

interconnections. The driving happens during the Update-DR state while the 

sensing happens during the Capture-DR state. The captured values are then 

shifted out in a sequence and compared with the values that were driven on 

to the interconnections thereby checking the integrity of the interconnections. 

 

SAMPLE/PRELOAD 

This instruction is the composition of two instructions with the same bit 

pattern for the IR register. The Sample instruction samples the I/O pins during 

the Capture-DR state whereas the Preload instruction loads the boundary scan 

register with the serially shifted bits (in parallel) during the Update-DR state. 

This instruction does not interfere with the normal functioning of the device. 

 

EXTEST 

The BYPASS instruction, as the name suggests, is used to bypass a given 

device. This is mostly used if we do not intend to use a device’s boundary 



14 

 

scan features for a given test. The BYPASS register is actual a single bit 

register which has a capture value of 1 indicating the presence of a device 

there. 

 

3.1.3  Sample boundary scan board, test execution 

In order to illustrate an example of what a typical boundary scan is like, we 

hereby depict an illustration below depicting a sample boundary scan chain 

consisting of two devices enhanced with boundary scan with a third device 

which is not enhanced with boundary scan. Such a device is often referred to 

as a Cluster Model in the hardware test industry terminology. 

 

 

Figure 4 Sample boundary scan board 

An average boundary scan based test begins by loading the test vector into 

the board devices by means of a SAMPLE/PRELOAD instruction. This can 

then be followed by instructions like say EXTEST which can be used to check 

the ‘interconnects’. The steps are: 

1. Put the TAP controller in a known stable state which is usually TRST. 

In the presence of a TRST pin, asserting it takes the state machine to 

this state. In its absence, holding the TMS pin at logic level ‘1’ for five 

clock cycles of TCK also takes the state machine to TRST. 

2. Move through the IR path in the state machine and load the IR with the 

SAMPLE/PRELOAD instruction. In the Capture-IR state, the previous 

contents in IR are captured. In Shift-IR the captured value from the IR 

registers is serially shifted out. 

3. Move to the DR path in the state machine. Preload the boundary scan 

register with the serial data (the test data). 

4. Traverse back to the IR and load the instruction EXTEST into the IR 

register in a way similar to one described in step 2. 

5. Move to the DR path in the state machine. In the Capture-DR state, the 

result of the test pattern that was applied in step 3 would be captured. 



15 

 

This is then followed by shifting the result out in the Shift-DR state. If 

there are no other test vectors to be applied, one must be careful to shift 

in a dummy pattern into the boundary scan register as the very act of 

shifting data out from the TDO entails shifting new data in from TDI. 

The dummy pattern must be selected to not cause any electrical 

problems on the interconnections the most common being driving on 

both sides of an interconnection and sensing a fixed value at a certain 

pin.  

6. If we however wish to keep testing the board, we can shift in the next 

vector as the test result from the previous vector is being shifted out. In 

this case we need to go back to step 5. Otherwise go to the TLR state, 

thereby signifying the end of the test. 

 In this section, it has been tried to present a terse yet comprehensive picture 

of the boundary scan standard and an example of its usage. The interested 

reader is directed to refer to the reference below for a detailed look into 

boundary scan [18]. 

3.2 Making the case for embedded boundary scan 

Boundary Scan has been used in the past two decades for structurally testing 

PCBs during the system development phase and on the manufacturing floor 

using external (to the board) testers. As we discussed in the previous section 

(section 2.1), board testing was initially done either by In-circuit-test (ICT) or 

via Functional testing. Boundary scan quickly gained ground and we saw a 

host tools to conduct boundary scan tests on the board or a set of boards 

using a computer and custom boundary scan hardware. These tests were 

usually conducted by means of an Automatic-Test-Equipment (ATE) or via 

software running on a desktop computer.  

 

There was however no standard way to conduct structural tests on the board 

in a precise manner once it had been installed into the target system. This was 

having an adverse impact on the reliability of the field testing process, in the 

form of increased No-Fault-Found (NFF) costs (during the repair phase). With 

systems becoming ever more complex, with various different fault sources, it 

was getting extremely difficult to reproduce them in the repair shop. It was 

becoming increasingly important to be able to ‘record’ the fault whenever it 

occurred instead of relying on offline test software systems to detect such 

faulty locations during repair. An easy way to record or detect such faults 

from within the UUT is to conduct boundary scan based tests from within the 

UUT in an embedded manner. This required the use of an embedded 

‘boundary scan controller’ which would be responsible for these tests. In 

addition, as some of the works discussed below would reveal, it was 

proposed that boundary scan, if used in an embedded fashion, could even be 
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used for remotely conducting field upgrades and performing remote system 

validation. This led to the proposal of architectures that facilitate the 

conduction of embedded boundary scan testing and subsequent 

implementation for some of them. A generic term to describe the use of 

boundary scan tests which are driven from within the UUT is embedded 

boundary scan (EBS). 

 

The sub-section that immediately follows elaborates on the issue of the NFF 

facing the testing industry today along with how EBS can be used to 

considerably reduce its occurrence. After discussing how EBS addresses the 

issue of NFF, we highlight how EBS can and do play a major part in 

implementing architectures that aim to conduct remote system validation and 

field update of electronic systems. These discussions would help the reader 

appreciate the importance of EBS and to understand the context which is 

driving its development. 

 

3.2.1 The NFF problem 

As electrical and electronic systems age, the connectivity elements start to fail 

in a manner which is completely random and non-deterministic. This 

manifests itself in the form on non-repeatable faults which are very hard to 

detect during testing and diagnostics [1]. This is not only a cost issue but it 

has traditionally been a cause of considerable concern to electronic 

manufacturers in general and to the airplane maintenance and repair folk in 

particular.  

 

An occurrence of such non-repeatable fault is termed as NFF. It is also 

referred to as 'cannot duplicate (CND)',’re-test OK (RTOK)', 'no fault 

indicated (NFI)', and 'no trouble found (NTF)'. These terms are used to 

describe the inability to replicate field failures during laboratory assessment. 

NFF can also indicate that the test software detects a fault which is not present 

due to a failure on the part of the test software; wherein a non-faulty 

hardware is marked as faulty by the software. Thus with NFF we always have 

this ambiguity between hardware and software failures and the actual 

location of a fault in case of a hardware failure. Failures arising due to NFF 

make up more than 85% of all observed field failures in avionics and account 

for more than 90% of all maintenance cost [2]. Readers interested to learn 

more about the aging process for electronic parts and systems are redirected 

to an article in the references below [3]. 

 

Minimizing the occurrences of NFF thus has been one of the major 

motivations for EBS. With EBS the test engineer at the repair shop can be 

assured of the presence of a (permanent or intermittent) hardware fault if 
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there is one. Furthermore in case of intermittent fault(s), it is only when they 

get diagnosed in the environment where they occur, can the test engineer be 

able to localize the failing region(s) within the UUT. Hence conducting 

boundary scan based test from within the UUT is absolutely important in 

order to minimize the number of NFF occurrences. 

 

3.2.2 Remote test and field update 

Boundary scan, besides being used for a structural test of the UUT, is also 

used for ‘In system programming’. In fact, it has found wide usage in the 

programming of FPGAs. Besides, it can also be used to send configuration 

information for (re)programming of FLASH Devices. Thus any 

programmable system can be readily programmed via boundary scan. In 

addition, boundary scan can also be used for system validation. This could be 

done by having the system self test itself and have the result of the test sent 

back via the serial boundary scan bus.  

 

However, in order to perform these tasks remotely or with minimal external 

monitoring or control, the boundary scan engine that actually drives the 

signals, needs to be embedded into the UUT. In such a scenario, for validating 

the system remotely, the engineer on the remote end just needs to ‘order’ tests 

which could instruct the system to conduct a self test or tests and have the 

result(s) sent back. Additionally, the end system can automatically conduct 

self tests in the event of a failure and send the information back to the central 

test command which the engineer can then interpret to localize the fault. 

Similarly, in order to update the system, the engineer needs to send the 

configuration information for the PROM or the FPGA to the target system and 

the EBS engine or the EBS infrastructure would then route it to the desired 

device in question (provided we have the necessary overhead information to 

enable the engine to locate the device).  

 

Conducting system validation and update remotely is a very attractive feature 

especially with regards to systems that are not easily accessible for manual 

upgrades and testing. An example is validating a base station used in a 

wireless network. Base stations are often placed in zones that are not easily 

accessible for on-site verifications and for system upgrades. Consider for 

instance the distributed base station architecture (DBS) for wireless networks. 

The DBS architecture has improved the overall quality of wireless network 

services via its ability and ease to provide wide network coverage in various 

environments [4]. It also lowers the installation and operation costs as well as 

reduces the space requirements. But the distributed nature of the DBS 

architecture considerably complicates the task of system validation and 

update. In order to conduct testing and remote field update on DBS, a novel 
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approach to using boundary scan as the test bus has been proposed. This has 

been in the form of distributed test bus architecture for transmitting IEEE 

1149.1 signals over a serial channel. This new architecture depends on the use 

of embedded boundary scan software on the controller board in updating the 

PROMs of the distributed units remotely.  

 

It thus becomes apparent that besides minimizing the number of NFF 

occurrences, EBS can and does also play a part in implementing remote 

system validation and field update. The communication between the central 

test command and the EBS engine could be done via any of the available 

communication protocols the choice of which depends on the targeted 

application. 

 

3.3 Plausible scenario: turbine speed inconsistency - 
avionic systems 

Consider the gas turbine engine in a jet plane. The gas turbine engine plays a 

very important role in keeping the aircraft afloat and moving. The electronics 

responsible for controlling the speed of the engine is, like other electronics in 

the aircraft, exposed to severe mechanical (vibratory), electrical and thermal 

stresses. This kind of an environment exacerbates the problem of NFF. The 

reason is that a developing connection problem, could go undetected for a 

long time only to surface briefly under the presence of a momentary spike in 

any (or all or any combination of) the aforementioned stresses. This could be a 

potentially devastating problem. To illustrate it better, a scenario is presented 

below. 

 

An airplane, after undergoing rigorous testing in the repair shop, has been 

commissioned to fly. It then works fault free for a couple of rides. Then 

during one of the rides, the pilot faces issues with the speed of the turbine 

engine. The pilot wishes to decrease the speed of the engine and has 

successfully landed the aircraft and now wants to bring the plane to a halt. 

However the speed of the turbine refuses to go below a certain level. The 

electronics associated with the speed control of the turbine seems to have 

“partially” failed as the speed does not decrease beyond a certain level. The 

pilot is then forced to go off track into the open field (hoping to use the 

friction generated thereby to stop the moving aircraft). This is certainly not a 

desirable situation but it is quite possible to happen.  

 

On isolating the apparently failing modules responsible for turbine speed 

controller and testing them in the repair shop, they turn out to be perfectly 

fine. It looks like there is no way to take a snapshot of the controller to tell 
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what actually went wrong with those failing modules when they did not 

respond to a request for speed reduction (this assumes the black box in the 

aircraft does not have a mechanism to capture such information). Thus there 

is no way to be sure if the problem was with the control software or if it was 

an intermittent fault that caused the momentary failure during the landing. 

Due to the lack of a permanent fault, it is not possible to regenerate it in the 

test environment. This is a classic case of failures in electronic systems when 

they are in the early or middle phase of their total life cycle.  

 

On the contrary, the aging (of electronic devices) process eventually makes 

the intermittency (of the hardware fault) worse, which actually makes the 

failure easier to test and diagnose. The intermittencies that present testing 

equipment detects are those that have reached the end of their life cycle. 

These are no longer termed as intermittent failures, rather considered to be 

permanent faults. After months or years of causing problems, they are for 

testing purposes, HARD FAILURES and can now be fixed [1]. Had the 

electronics controlling the speed of the turbine built with a mechanism to 

automatically trigger a series of self tests on encountering faults, it would 

have been easy for the repair technician to isolate the failing section. 

Embedded boundary scan can play a very crucial role in such tests which are 

conducted from within the UUT, which in this case is the electronics 

controlling the turbine speed.  

 

We thus realize that it is indeed worthy to develop creative ways to use 

boundary scan from within the UUT. The work conducted within the premise 

of this thesis certainly aims to enhance the boundary scan experience by 

bringing it to the embedded realm. We begin by firstly analyzing the works 

that have been done earlier which relates to the issue of enabling boundary 

scan testing from within the UUT. These are presented in the next section. 

 

4 Related work 
The following section gives a brief account of some of the earlier work done 

that aimed at embedding the boundary scan test functionality into the UUT. 

One of the foremost challenges that faced the test industry in the early days of 

boundary scan was gaining access to on-board 1149.1 testability features after 

the board has been embedded within the system. The sub-sections below 

presents a comprehensive view of the various approaches that were proposed 

to scale boundary scan across various levels in the system level hierarchy.  
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4.1 System-wide access to on-board 1149.1 testability 
features 

The first and the foremost step towards embedding boundary scan 

functionality in the target system, is to gain access to on-board 1149.1 

testability features in a system environment; i.e. IEEE 1149.1 features on a 

given board should be accessible throughout all system levels. There exists 

the possibility of using different protocols at different levels of system 

hierarchy but it is advisable to have a standard boundary scan based test 

access at all the levels. This would enable us to gain access to on-board 1149.1 

testability features in a system environment without having to use different 

access protocols at different system hierarchical levels. It would thus to be 

more efficient, easy to use without the need of various protocol translating 

devices and enable the boundary scan standard to be used at all the levels of 

system hierarchy. This would considerably simplify the software and 

hardware engineering efforts in an embedded system that wishes to conduct 

embedded boundary scan based tests on the system. Thus it is important to 

understand the various approaches that were taken to scale the standard to 

have system wide access. The very first challenge in having a standard 

boundary scan based test access mechanism is to scale the standard so that it 

could be used at the backplane level.  The boundary scan standard was 

originally intended to be applied at the board level. Boundary scan does not 

scale directly to the system as the inherent architecture of the boundary scan 

bus does not directly provide support a multi-drop architecture. This was the 

first hurdle in scaling boundary scan to the system level.  

 

The following paragraphs introduce the multi-drop environment and give a 

brief account of the various approaches that have been taken to scale 

boundary scan to such a system environment. The interested reader is 

encouraged to refer to the original articles. 

 

4.1.1 Multi-drop environment – basics, test delivery 
mechanism and backplane configuration 

Systems are usually made up of sub-systems which in turn consist of various 

modules, which could be represented by boards. In a multi-drop 

environment, the boards are usually connected via a common backplane. The 

backplane environment carries many signals in parallel to the boards. Let us 

consider a system comprised of multiple modules connected via a common 

backplane test bus. A simple illustration of such a system can be seen in the 

figure below. 
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Figure 5 Typical system with multi-drop test bus architecture 

 

The example system shown above consists of four modules each with its own 

scan chain. Scan chain (or simply the ‘chain’) is a generic name given to the 

boundary scan register for a given device. These device level chains can either 

be ‘daisy chained’ or they could all access the backplane bus simultaneously. 

The latter configuration is referred to as the multi-drop configuration. In both 

these configurations, the backplane bus connects to the outside world via the 

backplane test bus connector.  

 

In order to control the backplane test bus, there consists of a controller unit 

which we refer to here as the Test Bus Controller (TBC). The TBC usually lies 

on the board which houses the backplane. Alternatively it could be housed on 

one of the module boards. In that case, the board which houses the TBC could 

be designated as the ‘Master Board’. The figure above does not show the TBC 

explicitly. In addition, each board contains an on-board JTAG multiplexer 

which is capable of selecting any of the available TAP chains on a board. This 

multiplexer also supports multi-drop access from the backplane test bus. It 

can be selected via an addressing scheme which could be a part of the board 

selection mechanism. 

 

In a multi-drop configuration, test vectors are routed into the system via the 

backplane test bus connector. These test vectors need to be sent only to those 

modules for which they are meant. The TBC typically has the responsibility of 

selecting the required module to which it is supposed to transfer the test 

vectors to. It does so using the addressable multi-drop JTAG mux. The 

original boundary scan standard, IEEE 1149.1-1990, however does not lend 

itself to be used directly as a multi-drop backplane test bus. This limitation 

severely impedes the application of boundary scan to system level testing. 
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This led to considerable amount of research to extend the standard to enable 

boundary scan to be used as a multi-drop backplane test bus. In a hierarchical 

system, the backplane level is just a level above the board level.  

 

The backplane circuitry can be configured as a ring or a star. In a ring 

configuration, the scan path is daisy chained between the TBC’s TDI output 

and TDO input with TCK and TMS signals sent to all the boards directly. This 

is the simplest way of using boundary scan to test systems. This method has 

many disadvantages. Besides the length of the chain which could become 

awkwardly long, a broken chain can frustrate the entire process of system 

testing. In a star configuration, the TDI, TCK and TMS signals are routed to 

each board separately. The TDO signal from each board is also routed directly 

to the TBC. This configuration is not feasible for very large systems consisting 

of many boards. Additionally only one board can be scanned at a time. 

 

4.1.2 Backplane testing – proposals and methods 

Though not widely popular due to the reasons stated earlier, a separate 

protocol could be used for the backplane test bus. There had been a standard 

that was being proposed to be used in this regard, viz. the IEEE 1149.5 

standard [9]3. It defines a module test and maintenance bus that can be used 

in system backplane environments. P1149.5 is a single master/multiple slave 

bus defined by a 5-wire interface. Two of the wires are used for transferring 

serial data between the bus master and slave devices, one wire is used as a 

clock, one wire is used to control the operation of the bus, and one wire is 

used as a pause request from a slave to the master. The standard defines a 

backplane bus which has been enhanced with more capabilities than are 

needed with regards to the requirements in middle and low end commercial 

systems [6]. Thus this is clearly overkill. Additionally the system hardware 

and software designers need an understanding of both the buses. The 

protocol conversion process also affects the bandwidth of the serial data 

transfer.  

 

A much better way to scale the standard to the backplane is to extend the 

original 1149.1 protocol to facilitate the interfacing of the backplane with 

board level 1149.1 circuitry. Bhavsar proposed having an interface circuit on 

each board which could be addressed via the 1149.1 backplane bus [10]. Once 

having selected a given board, the backplane can have access to the board 

level 1149.1 bus. The approach, though novel at the time, did not allow the 

selection of more than one board simultaneously, thus restricting its usage. 

There exists a workaround but in the approach, before connecting a board, the 

                                                
3 IEEE 1149.5 has been replaced by the (actively worked on) SJTAG draft standard. 
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backplane bus needs to be taken to the test logic reset state which clears the 

logic levels present on the board just tested. This may render this approach 

rather useless for conducting interconnects tests.  

 

Whetsel proposes a backplane access approach that would avoid the 

problems that are inherent in the Bhavsar approach [6]. The approach 

envisions using a homogeneous test bus across the entire system, rather than 

translating between various different buses.  It consisted of a protocol called 

the “shadow” protocol which, along with a device called the Addressable 

Scan Port (ASP) (also sometimes called a ‘Scan Bridge’), can be used to 

directly interface the 1149.1 based backplane bus and the on-board buses. The 

ASP is present on each module’s board and it connects to the TBC through the 

backplane test bus. The ASP has a static address of the module for 

comparison to the address being broadcasted on the backplane test bus. It also 

multiplexes between the different TAP circuits present on the board. The 

protocol’s main functions include selecting a given ASP and acknowledging 

the selection. The ASP then further establishes the connection to the TAP in 

question. Shown below is a figure depicting a system backplane (showing two 

boards) with an ASP circuit and how it interfaces with the TBC via the 

backplane test bus, which is the IEEE 1149.1 bus.  

 

 

Figure 6 Board using ASP Circuit 

The selection and the acknowledgement commands feature a handshaking 

model and the address of the ASP is embedded within the signals being 

broadcasted and acknowledged in the form of ‘address frames’. The 

mechanism will later be expanded to support multi-level systems as will be 

shown in the section below. Whetsel’s approach however does not require the 

backplane bus to be in the reset state in order to connect to a new ASP. The 

new connection can be established while the bus is either in the reset or the 

idle state [6, page 211]. Having the bus in the idle state leaves the previous 

configuration (with regards to the device pins) intact. This very fact 

overcomes the problems associated with the Bhavsar approach. He also 
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introduces an enhanced version of the ASP, the ‘commandable’ ASP (CASP). 

The CASP works along with an on-board TBC, which we could say is the 

‘remote’ version of the TBC discussed above. The CASP, along with the 

function of establishing the connection between the backplane bus and the on-

board selected boundary scan chain, can also be used for localized 

independent testing and monitoring. Since localized testing implies storing 

the tests on-board memory, the CASP can also be used to connect this 

memory with the local TBC and the primary TBC which controls the 

backplane test bus. Having a CASP also opens up further opportunities for 

independent board level tests. Since the CASP can receive commands, it could 

be interfaced with an on-board processor and the latter can be used creatively 

for running independent board level tests. These tests could be ‘ordered’ 

remotely via the CASP through the backplane test bus and the results 

accessed thereof. In all of this, the interface between the board and the 

backplane is still 1149.1 which greatly ease the engineering cost of enhancing 

the test features without adding unnecessary complexity. 

 

Andrews proposes a slightly different way to use the IEEE 1149.1 bus to be 

used as a multi-drop backplane test bus [5]. The architecture bears 

resemblance to that proposed by Whetsel, in that it consists of a device similar 

to the TBC, which Andrews refers to as ‘JTAG bus master’ that would convert 

a parallel computer bus to a serial boundary scan test bus. The bus master is 

composed of multiple modules and its top level architecture is as shown in 

Figure 3 below. In simple words, the JTAG bus master is a simple parallel to 

serial controller. It has a processor interface and a serial scan interface. The 

processor interface enables the TBC to interact with a generic computer via 

the latter’s I/O bus. The TAP interface is where the TBC connects to the IEEE 

1149.1 applications on the boards lying on the common backplane. The 

processor interface has a bus width of eight. The interface between the serial 

scan interface and the processor interface is a parallel bus. The TAP interface 

is double buffered to allow communications with the backplane test bus to 

continue while the processor is transferring data to the TAP interface via the 

processor interface.  
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Figure 7  Parallel to serial converter, boundary scan bus Master 

In addition, each module consists of an ASP like circuit, referred to as the 

‘Scan Bridge’. The paper also looks at ways to overcome the shortcomings of 

Bhavsar’s approach which were discussed in the section above. In that regard, 

Andrew’s approach differs from that of Whetsel. While Whetsel allowed for 

the transition from one module to another, to happen without having to reset 

the backplane test bus, Andrews’ extension to the IEEE 1149.1 standard 

specified instructions that would allow modules to be locked to a given state 

in the TAP controller state diagram. Thus for backplane interconnect testing, 

he proposed locking a module into a ‘parked’ state whereby it maintains the 

system state when it was disconnected from the backplane bus. Thus all the 

modules that are needed simultaneously are parked into the same TAP state. 

All the ‘parked’ modules can then be ‘unparked’ by another command, whereby 

all of them execute commands in unison. Additionally to maintain 

synchronization between the TAP state of the backplane bus and the 

module’s bus, a module’s local TAP bus does not ‘park’ or ‘unpark’ unless the 

backplane bus is in the same state. 

 

4.1.3 Scaling boundary scan beyond the backplane 

Although the solution mentioned above can be used to scale boundary scan to 

the backplane, it does not provide for scaling it beyond that level. Typically, 

complex systems are composed of multiple levels of hierarchies, starting from 

the system level and going through to the sub-system level, the backplane 

level, the board level down to device level. If there were to be a separate test 

access standard for a given level, the end result would turn out to be overly 

complicated. Whetsel proposes an approach which anticipates the hierarchical 

test access needs of system architectures [8]. Using this approach, hierarchical 

connections can be made in system architecture to enable 1149.1 applications 

to be accessed directly via the standard 1149.1 test bus. 
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Whetsel proposes an extended shadow protocol and an extended version of 

the ASP called the Hierarchical Asp (HASP), which is used along with the 

ASP. He builds up on his earlier work that was described in the preceding 

section. The ASPs reside in the backplane layer whereas the HASPs reside in 

all the layers above the backplane and below the TBC. A simple illustration is 

shown below: 

 

 

Figure 8  Two level System test access 

The above shown imaginary system consists of two hierarchical layers. The 

word ‘environment’ abbreviated as ‘env’ in the figure above stands for a 

physical level within the system hierarchy. The ‘root’ layer or the bottommost 

layer is where the TBC lies. ‘Application’ refers to the board-level 1149.1 

circuit that can be accessed by the TBC via the various HASPs and the ASPs. 

The ‘application’ layer is thus a layer which contains these applications. The 

TBC connects to the HASPs in layer 1 via the backplane test bus. The layer 1 

HASPs connect to this bus via their primary ports. The secondary ports on the 

layer 1 HASPs are used to connect them to layer 2 ASPs. The ASPs connect to 

the HASPs via their primary ports and to the TAP circuit(s) via their 

secondary ports. The naming convention for the HASPs and the ASPs embeds 

their respective level within their names. These allow the connection features 

to be used hierarchically in system architecture. He adopts a naming 

convention that embeds the system level number into the addresses of the 

HASPs and ASPs. As was with the case of a single level system in the last 
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section, the select and the acknowledge commands still embeds the address of 

the addressed entities. However this time, the select command generated by 

the TBC contains the addresses of all the subsequent devices it wishes to 

address. This is then processed by the selected devices in a hierarchical 

manner peeling off the current address and selecting a lower level device 

based on the rest. Thus a connection is established to the application in 

question.  

 

4.2 Board level embedded test and debug 

The previous section focused on various proposals that were put forth with 

regards to accessing 1149.1 applications on the boards contained in a 

multilevel hierarchical system. It mainly dealt with the issue of extending 

boundary scan across the entire spectrum of system hierarchy. In this section 

we take a closer look at some of the earlier attempts to tackle the issue of 

embedding boundary scan generation functionality on the board and its 

subsequent usage. This involves the migration of the programmability 

features of boundary scan to embedded systems. This would greatly help us 

to rerun a module’s factory tests after field installations and would thus 

increase the possibility of locating the failing components when they actually 

fail. It could also be used for running self tests on the board for system 

validation. Furthermore Mauder had described the inherent difficulty in the 

management and distribution of test software for large systems which have 

multiple versions of the same chip [11]. He recommended storing test 

programs on each individual module. Thus by using boundary scan in an 

embedded environment, the effort needed for developing test software would 

be considerably less. Van Treuren and Miranda have been successful in 

embedding the programmability features of boundary scan into the ‘host’ 

board [7]. They argue that since the boundary scan test data can be 

completely decoupled from the control software, developers only need to 

write one software module.  

4.2.1 System Architecture 

Embedded boundary scan (EBS) is supported by several different 

architectures, the prominent ones being the serial chain and multi-drop 

configurations. The multi-drop architecture was discussed at length in the 

section 3.1.1. As we saw in that section, the multi-drop test bus architecture 

buses the boundary scan chain to each board while using special logic to 

connect the board to the test bus at the appropriate time. The general 

architecture always comprises of a generic bus controller, which is similar to 

the TBC device which we saw earlier. In addition it contains an ASP which 

was also discussed in the section above in the context of scaling boundary 

scan across various system hierarchies. The system architecture which Van 
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trueren and Miranda use is similar to the ones that were proposed by Whetsel 

and Andrews. In addition to the backplane IEEE 149.1 bus, it includes an 

addition backplane bus called the system bus. Shown below is a diagram of 

the actual system architecture. The ASP resides on each module and when 

addressed with the ‘right’ address meant for it, it gets selected.  

 

 

Figure 9 Multi-drop Scan Chain 

An important addition in the embedded solution is the addition of a 

processor which runs the control software that implements the 

programmability functions of boundary scan. Thus the functions that were 

carried out by external programming systems with regards to boundary scan 

based system tests and in system configuration have been ported over to the 

embedded domain and are implemented by means of software running on 

the diagnostic host’s processor. 

 

4.2.2 Software Architecture 

The software architecture is as shown in the figure below. The interface 

available to the end user, who is the test engineer in most cases, is in the form 

of an intermediate language which they refer to as the Test Flow Control 
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Language (TFCL). Having such a language helps in keeping the test program 

separate from the control software. The TFCL has various programmability 

features like branching and looping.  

 

 

Figure 10 boundary Scan software architecture 

The TFCL test program and the data relevant to the test being conducted are 

to be stored in the test repository archive. As we can see, we have three 

important software modules which comprise the control software. The first 

being the boundary scan services module which is responsible for managing 

the test data and selection of TFCL programs from the archive. The TFCL 

interpreter is the bridge between test programs described in the TFCL 

language and how they can be translated to boundary scan instructions. The 

scan interface is the actual interface between the TAP control hardware and 

the control software. 

 

4.2.3 Brief overview of embedded test vector flow 

Here we briefly describe the test flow followed by Van Treuren and Miranda 

while using the embedded domain to conduct boundary scan tests using the 
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aforementioned test platform. The first phase in the test flow is the external 

initialization phase. In this phase, test vectors are developed keeping the 

constraints imposed by backplane considerations and modifying the test 

vectors that were developed for a lab test environment. They are then applied 

to the UUT and verified against expected behavior. If the results don’t match, 

the problem is debugged and the tests reapplied. This goes on until the 

problem is solved and there are no faults found whatsoever. 

 

This phase is then followed by the second phase which we will call the 

‘porting phase’. In this phase, the test vectors are ‘ported’ over to the 

embedded domain in the form of an SVF file [17]. Internally within the 

embedded environment, the SVF file gets converted into a binary format 

called the S-record which then gets transferred into the embedded boundary 

scan controller. This transfer can be done via high speed networks. ‘In system 

programming’ is done via SVF or STAPL [12] file formats. There is an inbuilt 

STAPL compiler which compiles the STAPL file into STAPL ‘bytecode’ which 

can be used in the embedded environment. 

 

The final phase is the embedded test application phase where the control 

software for embedded boundary scan (which could be stored in system flash 

or DRAM) executes the boundary scan using the downloaded binary image 

file. The results of the test can be analyzed using diagnostic tools which can 

report the following for embedded tests: 

• Go/no-go status. 

• Failing-vector data. 

• SVF line numbers of failing vectors. 

• The observed failures’ device pins. 

• The nets associated with the observed failures. 

 

4.2.4 Application Examples 

Van Treuren and Miranda have pointed out two example systems in which 

EBS has been used. We summarize one of them in this section. A top level 

view of the example system is as shown below.  
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Figure 11 System using embedded boundary scan 

The example system consists of a pair of controller boards. The board on the 

left behaves as the master where as the other behaves as the slave. The master 

board, which is the active system controller, is responsible for the test of the 

slave board via boundary scan. The slave board, called the standby system 

controller, is called the unit under test (UUT) in the figure above. As one can 

see, the architecture above is the multi-drop architecture with the system 

backplane comprising of the IEEE 1149.1 bus. The system stores each board 

configuration’s test vectors locally in a segment of local flash memory on the 

selected UUT. The active controller can access the standby board’s flash 

memory and sends vector data to the local DRAM during testing. Thus, 

configuration management is not an issue, because each board has its own 

test data. 

 

5 Preliminary Information 
We have briefly discussed some of solutions that were put forth to scale 

boundary scan to all the levels in the system hierarchy. We have also had a 

look at an example of how boundary scan’s programmability features were 

embedded along with the UUT. We now take a look at the solution that has 

been proposed in this work. Before moving on to the solution, we discuss the 

top level architecture and the development environment. That will be 

followed by a brief discussion of the problems that the current solution seeks 

to address. 

5.1 Top-level overview – HW/SW architecture 

Before going into details, let us clarify that this project can be treated as a 

‘Proof of Concept’. The entire development framework here is targeted 

towards development and research rather than production and deployment. 

Of course, the final goal is to have a truly working embedded prototype that 

could actually be deployed for a ‘test run’ and verified in the field. From a 

very top level, the development framework can be seen as an integration of 
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two components, the desktop component and the embedded component. As 

the name suggests, the former is housed in a desktop while the latter is part of 

an embedded system (what we refer to as the ‘Embedded System’ will be 

explained soon). These in turn are composed of sub-components.  

 

The figure below illustrates the top-level view of the entire development 

system along with the unit under test (UUT), which signifies any board which 

is supposed to be tested using EBS. 

 

 

Figure 12 Development Environment 

To begin with, we describe the embedded component and the desktop 

component in the context of the illustration above. We start with the Desktop 

component. 

5.1.1 Desktop component - overview 

As described earlier, the desktop component of the development framework 

resides externally to the embedded system. It is called the ‘External Test 

Manager’ or simply as the Desktop test manager (DTM). The DTM is in the 

form of a test software module which is chiefly responsible for the actual 

development of board and system tests. Since test development involves 

using various algorithms to ensure fairly high test coverage, it is 

computationally intensive. In addition, various physical and electrical 

constraints like fan-out, nodal contention etc make it a fairly demanding task 
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in terms of complexity. Such tasks are best handled with a fairly powerful 

computer system and hence the choice of performing them on a desktop 

computer.  

 

The DTM generates tests and applies them to the UUT via an Ethernet 

connection. The choice of Ethernet as the communication link between the 

desktop and the embedded components was not in any way particularly 

chosen. Instead one could use any communication link to connect them. In 

addition, it is also the primary diagnostic tool in the development framework. 

In addition to sending test vectors and diagnosing faults based on the results 

obtained therein, the DTM is also used to send configuration information to 

configure (program) FLASH devices (In-System-Programming). So basically 

the DTM is an offline test program development and configuration tool. 

 

5.1.2 Embedded component - overview 

A prototype board (referred to as board from here on) represents the 

embedded component in the development framework. The board is a 

complete embedded system with a microprocessor (µP), a dedicated 

hardware module called the JTAG protocol manager (JTAG – PM) and 

memories. As it has been discussed above, the primary aim of EBS is to 

embed the programmability features of boundary scan within the UUT. To 

that end, the goal is to have the framework of EBS housed on the very same 

board as the UUT and be much more tightly integrated with the rest of the 

system.  

 

The µP implements the ‘core boundary scan engine’, which we here on refer to 

as the ‘scan engine’/’engine’. The engine is the central piece of software that is 

responsible for implementing boundary scan functionality in the embedded 

system. The engine is again internally composed of a set of interacting 

software modules. Along with the engine, the µP also contains application 

code implementing the driver routine for the JTAG – PM, a dedicated HW 

module described below. The entire collection of interacting SW modules on 

the µP is referred to as the “Scan Manager”. The board along with the UUT is 

collectively referred to as the ‘Embedded System’.  

 

The prototype board connects to the desktop component by means of the 

Ethernet protocol. The present configuration of having to use a prototype 

board in order to experiment with the idea of moving the programmable 

features of boundary scan to the embedded domain is an indicator of the 

‘Proof of Concept’ status of the present project. In a working system which 

employs embedded boundary scan (i.e. in the production and deployment 

phase of this project) the embedded system will be comprised of an 
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embedded component which would be much more ‘tightly coupled’ with the 

rest of the application. This embedded component could be in the form of a 

separate module on one of the boards along with application components on 

that board or it could be in the form of a dedicated ‘controller board’ sharing 

the backplane and the chassis with other boards in the target system. In its 

most basic form, its function is to send and receive TAP signals to the UUT. 

Of course it has various modes of operation as we will see in relative detail in 

the forthcoming sections.  

 

The JTAG-PM can be thought of as a Ser/Des (Serializer, Deserializer). 

Though it is usually preferable to have such dedicated H/W functionality 

implemented as an ASIC device, in this case it has been implemented on an 

FPGA device using the Verilog hardware description language. It provides a 

TAP (serial) interface to the UUT and a parallel interface to the µP (Scan 

Engine). It delivers low level test signals and receives response. It has 

buffered input and output and thus the size of the buffer dictates the length of 

the scan chain that it can support. In addition, it also has an upper limit on the 

wait time which is the ‘timeout’. This essentially means the presence of a 

problem if the response to the test does not come within the timeout. Its job is 

akin to that of the Ethernet adapter in the sense the adapter converts parallel 

(byte wide) data into Ethernet streams to be sent over the network. In a 

similar manner the JTAG - PM converts the parallel data read from the µP 

such that it could be sent over the scan chain serially. 

 

In the following paragraphs we briefly discuss more on the boundary scan 

engine and the JTAG – PM, the two modules making up the embedded 

component of the EBS framework. 

5.2 DTM – a closer look 

As we discussed above, the EBS framework consists of a Desktop component 

and the embedded component. The desktop component is represented by the 

DTM, which can be summed up as an offline test and diagnostic tool.  

Internally, the DTM is composed of various interacting SW modules which 

we will brief touch upon in this section. The top-level picture depicting the 

various modules and their interfaces is shown in the figure below. 
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Figure 13 DTM - composition 

We describe below the main components as seen from the illustration above.  

5.2.1 Test Executive 

This is the Top-level Test Management Tool aptly called the Test Executive. It 

is a central resource of managing the generation, execution and analysis of 

Tests and results obtained thereby. Being at the top, it automatically invokes 

other software modules whenever needed and passes them the concerned 

parameters to accomplish the task at hand. It thus provides a cleaner and 

simpler interface to the end user. However the user may choose to those other 

modules directly if so desired. As can be seen, it chiefly uses various 

internally defined APIs for its functioning when it needs to invoke the other 

modules. 

5.2.2 Automatic test pattern generator (ATPG) 

The ATPG is the central source of test vectors during automatic testing of 

boards. Its job is to generate enough number of varying test patterns to 

conduct a thorough structural test. It internally uses many different 

algorithms to create test vectors. Structural testing requires knowledge of the 

TAP chain structure. This is supplied by the ‘Netlist compiler’ which is 

described below. The ATPG can also process manually created vectors sets. 

The ATPG outputs test pattern files that are then passed to the run-time 

engine which will be described below. 

5.2.3 Netlist compiler 

The Netlist compiler processes various industry standard netlist formats from 

a variety of different vendors. It then compiles it to produce an internally 

understood format which it then sends to the ATPG described above. This is 

absolutely necessary as the number of formats is overwhelmingly large and 
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no uniform industry standard is universally accepted to be solely 

representative of netlists. 

5.2.4  Run time (RT) 

The RT or the ‘run time’ is what we can safely say the heart of the DTM. This 

is where the test controller interacts with the DTM from the embedded 

component. It supports boundary scan based tests, ‘In system programming’ 

(ISP) for programming of FPGAs and Flash Programming for FLASH devices. 

Tests are specified in the form Test pattern files or using the ‘SVF’ file format 

(more about test specification and execution mechanism later). In addition 

there exists a ‘record player’ by which the user can record a sequential set of 

commands which the RT understands. This is an easy way to automate 

repetitive tasks for the RT. Since the RT cannot directly be used, we have an 

‘.exe’ wrapper around it. It also contains modules for interacting with the 

Ethernet interface. The RT is the central interface between the embedded 

component and the desktop component of the development environment. 

5.3  Boundary scan engine 

As we discussed before, the Boundary scan engine or the engine is a part of 

the Scan manager running on the µP. Along with the engine, the scan 

manager is also composed of the driver routine for the JTAG – PM. The 

engine is chiefly responsible for scanning the vectors into the TAP chain and 

to retrieve the vectors which is scanned out of the TAP chain. In addition to 

that, it is also responsible for storing of the test set, memory management, file 

systems etc. It is implemented as a Real-time operating system (RTOS) 

running on a µP.  

 

The SW that implements the engine is an application SW running under a 

RTOS on the µP. It is written in the C programming language. An application 

is developed in the desktop environment. The host environment is an x86 

based desktop computer. The build system is targeted towards the target 

processor and features a complete development suite. After a successful 

build, the build system generates a binary file which is transferred to the 

target using the Ethernet connection as stated. Since this is the development 

phase of the project, it is transferred manually. The scan manager on system 

startup loads the binary file and thus the functionality implemented is thus 

made available during the run time.  

 

In addition to implementing the scan functionality at the embedded level, it 

also performs various other ‘housekeeping’ functions like accommodating 

embedded vectors in FLASH/RAM, checking for exceptions resulting from 

insufficient storage space for test sets, erasing the FLASH/RAM, initializing 

the system during start-up or when specifically instructed to do so etc. It is 
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not in the scope of this document to discuss the intricacies involved in such 

housekeeping functions. It is rather sufficient to know that it is here in the 

scan engine that the actual task of sending vectors to the UUT and retrieving 

them is performed.  

 

5.4 TEST DEVELOPMENT ENVIRONMENT 

5.4.1 Representing scan chain topology 

Internally the topology of the scan chain and the on-board netlist is described 

as an interconnection of various ‘nodes’. Thus the component pins connect 

themselves to these nodes. A node is considered as a reference and all the 

pins from all the components that converge on that node are grouped 

together. Shown in the figure below is an illustration depicting pins 

converging on a node. As can be seen, pins 7 and 9 from device D1, pin 7 from 

device D5 and pin 3 from device D6 all converge on Node N1. A given net list 

is thus a set of disparate nodes. The description of the TAP chain is described 

using an ASCII file. One can then look at this file as containing a ‘pool of nodes’ 

and under each node there are pins belonging to various devices that 

converge on that node. We call this information pertaining to the nodes as the 

‘Nodelist’. 

 

 

Figure 14 Nodes and Pins - Nodelist 

 

The ATPG uses this information and the BSDL file [13] for each on-board 

boundary scan enabled device (provided by the device vendor or supplied by 

the board vendor) along with vector generation algorithms to create test 

vectors for the UUT. It also takes into consideration various electrical, 

physical and logical constraints when generating test vectors. It is important 
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to note that if the board contains all boundary scan compliant devices, then 

the number of constraints is much less. However in case of a mix of compliant 

and non-compliant devices, the number of constraints increases dramatically. 

This is because most testers have decreased ability to prevent problems 

related to conflicts on the outputs of non-compliant devices driven by 

compliant devices or conflicts arising from system logic driving out compliant 

devices placed in the BYPASS mode [14]. We refer to such a board with a mix 

on compliant and non-compliant devices as a ‘mixed’ board. 

 

5.4.2 TEST PATTERN FILES 

The ATPG then after taking into consideration the BSDL files for the 

compliant devices, the nodelist, constraints that come into play (in case of a 

mixed board) and algorithms for pattern generation, produces a Test file. The 

pattern of the test file being an internal proprietary format cannot be 

described here. This file is then processed by the run time engine to produce a 

binary image of the original test file. This binary file is referred to as a ‘Test 

Pattern’ file.  

 

A test pattern file is an ASCII file consisting of a sequential list of ‘bit patterns’ 

to be scanned into the TAP chain. Each such bit pattern is termed as a test 

vector and is specified using Hexadecimal notation. Each bit within the 

pattern represents a binary value for a ‘cell’, wherein a cell corresponds to 

each bit in the boundary scan register. A test pattern file is referred to as a 

‘Test Set’. This file is then stored in the on-board FLASH or the RAM 

depending on user selection.  

 

Shown below is a pictorial representation of the Test file. It has been color 

coded to ease the reader to understand the pattern of the file. 

 

 

Figure 15 Sample Test set 
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On the embedded side, this binary file can be viewed as organized into 

‘Scans’ and ‘Commands’. A scan stands for that test vector which represents 

‘raw’ data to be scanned into the scan chain. A command on the other hand is 

an instruction for the scan engine and it could be used to accomplish a range 

of tasks. For instance, in order to pause the system for a given amount of 

measurable time, one has to use a command telling the engine to pause; while 

in order to specify the bit pattern to be scanned into the scan chain, one would 

send it to the engine by means of a scan. 

 

In the sample test set above, the file begins with a File header which contains 

vital information with regards to the name of the set, the file size, the 

checksum of the file and so on. The exact details of the file header are 

discussed when we discuss the storage of the test results. The above test set 

has a total of two test vectors the first one being a scan and the second in 

sequence, a command. The dotted line (shown only for Test vector 1 in this 

case) represents the bit pattern with each bit corresponding to each cell in the 

scan chain. This pattern will be scanned in to the engine. 

 

Followed by the file header, we have a scan header, which is the overhead 

information for that particular scan. The structure of a scan is three fold. A 

scan contains data that is to be ‘scanned in’ to the scan chain. Along with that, 

it contains reference data for comparing the response (scan out data). Lastly it 

contains a mask field which is used as a mask in order to mask certain bits of 

the scan out which are supposed to be ignored during the comparison phase. 

 

Lastly, we have the command. The command also contains a command 

header specifying overhead information about the command to follow. This is 

then followed by the actual body of the command. 

 

5.4.3 TEST MODES 

In order to better understand the differences in these modes, we should 

understand the structural composition of the Tests. As we know, BS tests are 

based on scanning a given bit pattern into the scan chain. As we have seen 

above, within our context, each such bit pattern is referred to as a ‘test vector’. 

A complete ‘test set’ is then a sequential collection of such test vectors. A test 

vector is not just used for scanning bit patterns into the chain; it can also be 

used to convey instructions to the scan engine. A test vector thus is not just 

used for structural testing (scans), but it is also used as a container of 

instructions to be subsequently executed by the engine (commands).  
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The run time or RT, interacts with the DTM in two distinct modes when 

conducting boundary scan based tests. In the first mode, which we may call 

the soft compare mode, tests are run directly from the DTM. An illustration 

for this mode can be seen below. In the figure below, ‘TEST MANAGER’ 

stands for the DTM, ETC is an abbreviation for ‘Embedded test controller’ which 

refers to the embedded component of the EBS framework that we discussed 

before. The large labels PC and EMB are intended to portray the Desktop 

domain and the embedded domain respectively. 

 

 

Figure 16 Soft compare mode 

 

In this mode, DTM interacts with the engine in a ‘Handshaking’ manner. In 

order to run a test on the UUT, it converts the test pattern file into a binary file 

the pattern of which we discussed at length in the previous section. After 

having done that, it ‘scans in’ each vector to the system by sending them to 

the engine. And depending on what the vector is, it either discards the 

resulting vector being ‘scanned out’ from the UUT or compares it against the 

vector that was sent or executes the instruction that has been specified by the 

current command etc. Thus the entire set is being executed by the DTM on a 

test vector by test vector basis. After having run the entire set, the RT reports 

the result to the end user directly or it passes such information to the test 

executive depending on how the RT was invoked. The interface between the 

engine and the RT is via a set of commands made available by the engine. The 

RT uses them for scanning the test vectors and instructions into the UUT.  

 

In the second mode, which we may call the ‘embedded compare mode’, tests 

are ‘ordered’ from the DTM and they get executed by the ETC in an 

embedded fashion. Shown below is an illustration which attempts to explain 

this mode. 



41 

 

 

Figure 17 Embedded Compare mode 

 

This requires the set being accessible to the ETC for embedded execution. 

Thus the first phase consists of sending the entire set over the Ethernet to the 

ETC. The ETC then stores the set in the FLASH or the RAM memories 

depending on the end user’s indicated choice. FLASH storage is non-volatile 

while RAM storage is volatile and gets removed when the system is turned 

off. After this phase, the set is available to the ETC for subsequent execution 

and is then run by the scan engine in the ETC which sends the vectors to the 

UUT. Thus in essence the scan functionality of the RT gets embedded into the 

ETC or rather into the embedded domain. In production or field 

environments, such sets could be stored into the non-volatile section of the 

memory and be run periodically or at system boot or some combination of 

both. There are many options and this is completely dependent on the system 

designer, keeping in mind various factors along with the testing needs of the 

target application. The second mode was not available in its entirety by 

default when the system was first examined; rather enhancing it was one of 

the objectives of this work (there were other objectives defined which would 

later be elaborated on in the later sections).  

The RT allows for multiple sets to be stored by the ETC and they are indexed 

numerically. The end user indicates the set to run via the Test Executive or via 

the RT directly. The system then checks for the presence of the set and if not 

found then stores it in the on-board FLASH/RAM (provided there exists 

enough space). It then executes it internally by sending vectors from that set. 

The data that gets scanned out is checked against the expect data and the 
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number of mismatches (in case of test failures) are counted. Each failing bit 

corresponds to a failing cell.  

 

6 Defining the problem 
Having looked at the Test and Debug framework available to the 

development board, we now look at some of the major features that are 

lacking. This thesis was basically targeted to enhance the test and debug 

functionality of the development board to make it more viable to be used in 

the field environment.  

The following sub-sections list the traits that were identified to be of 

immediate importance. In section 6, we describe the approach taken to 

implement these features in the embedded system. 

6.1 Problem I: Chain integrity test  

Before using the boundary scan test to check for structural faults in the scan 

chain, the ETC must be able to test the scan chain itself. The testing of the 

chain is an important part of the boundary scan test. 

A boundary scan chain consists of scan flip flops concatenated to form a long 

boundary scan register. This boundary scan register is often called a ‘scan 

chain’. A scan chain provides the on-chip test infrastructure for the 

combinational logic. The chain is a medium of transport for the test stimuli 

(scan-in data) and the response obtained there from. Testing the integrity of 

the chain is important to ensure the ensuing tests based on boundary scan are 

meaningful. 

Scan chains are also subject to faults much in the same way as the rest of the 

on-board circuitry. From 10% to 30% of all defects cause scan chains to fail 

[15] and chain failures account for almost 50% of chip failures [16]. Thus scan 

chain failure diagnosis is important to ensure effective scan-based testing. 

 

6.2 Problem II: Detailed Debug Information – Storage 
and retrieval 

A failing instance is represented by a cell with a logic level opposite to what 

was expected of it. In case of a failing instance, the ETC should make a note of 

the very first instance of the very first cell that fails. It can be represented 

pictorially as shown in the illustration below. 
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Figure 18 Fault representation 

In the figure above, the dashed line indicates the scan response data. The dots 

indicate the instances wherein the observed cell value differs from the 

expected value. The square dot illustrates the first failing instance of the cell 

corresponding to the test result obtained by scanning the very first test vector 

(scan) into the UUT. The ETC needs to send back the identity of this failing 

cell to the DTM immediately on completing the execution of the 

corresponding test set. 

It should also be able to record the failure and store information about the 

failure. The amount of information that could be recorded about the failure is 

dependent on the target application, on the designer of the test system etc.  

However there are some common pieces of information that would generally 

be of help in diagnosing a structural fault. These are: 

1. The failing nodes 

2. The failing pins which connect to those nodes respectively 

3. The expected and observed voltage and logic levels on those pins 

4. The respective values that were scanned into the TDI port of the board 

A timestamp to help the engineer in the repair shop put the errors in the right 

chronological context. After running a test and providing detailed debug 

information with regards to the failing instances to the user, the ETC should 

be able to do the following actions automatically: 

 

1. Store the raw response of the unit under test (UUT) in the local 

memory 
 

2. Identify the stimulus to which the above response was observed 
 

3. Transfer information back to the user after running the test 

 

In the section where we discuss how this problem was tackled, we start with a 

brief discussion of the amount of data that could be considered ‘sufficient’ 

information with regards to sending back to the DTM. We also address how 
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the response data is saved in the local memory with regards to the content 

and the underlying format.  

 

6.3 Problem III: Expanding applicability of embedded 
testing 

During the onset of the present work, the ETC lacked the ability to process 

test sets that contained instructions (commands). It was only capable of 

processing test sets that contained purely scan data.  

Having the ability to embed instructions within the test set would enable the 

ETC to conduct complex tests which usually involves suck tasks as pausing 

the TAP state machine for a fixed amount of time, running custom tests on 

certain specific devices within the scan chain etc.  It would also allow the ETC 

to run embedded tests based on test sets described by means of an SVF file. 

The modified ETC should be able to: 

1. Differentiate between ‘scans’ and ‘commands’ when processing the test 

set. 

2. Implement certain instructions which are commonly found in SVF 

files, the most common being the ‘pause’ instruction which allows the 

TAP state machine to stop for a fixed amount of time. 

  

6.4 Problem IV: Dynamic Vector generation for 
Embedded Test 

Up until now, the ETC was chiefly responsible for running the test vectors 

that were a part of the test set received as a binary file from the DTM. It 

lacked the ability to independently generate a test set and apply it to test the 

UUT.  

 

Consequently, this feature desired that the ETC itself ‘construct’ the test set 

during run time. This would bring in a lot of possibilities for the end user 

interacting with the ETC via the RT or the Test Executive. More specifically, 

the end user would be able to create customized ‘instruction sets’, test sets 

that could be downloaded by the ETC. These would later be parsed and an 

actual ‘Test Set’ file would be generated on-board.  The new test set file can 

then be run from the ETC directly. This is a step ahead of the ‘embedded 

compare mode’ which was discussed above.  

The TM should be able to: 

1. Store the structural information with regards to the scan chain 
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2. Store information with regards to the custom instructions of various 

BIST enabled devices 

3. Create custom tests on the fly on the basis of certain setup instructions 

received from the ETC 

4. Be able to store the response of such tests and be able to provide debug 

information similar to what it is expected in the solution to problem I. 

 

7 The Solution  
This section presents solutions to the problems that we discussed in section 5. 

The project was divided into three phases. It was carried forward 

incrementally with each phase in the project paving the way for the 

succeeding phase. The subsequent sections describe the phases, the problems 

it was intended to address and the approach taken for doing so. 

7.1 Chain integrity testing 

7.1.1 Scan chain topology 

Testing the scan chain involves testing the flip flops which make the scan 

chain as well as testing the connections to the scan chains. Each scan cell in 

the scan chain was indexed with zero being closest to the scan chain output 

(TDO pin) and the highest valued being closest to the scan chain input (TDI 

pin). For a scan pattern that is supposed to be scanned into the scan chain, the 

rightmost bit has the index 0. This means the rightmost bit gets scanned in 

first and the leftmost bit gets scanned in last. Here is an illustration below 

showing the structure of a sample scan pattern to be used for checking scan 

chain integrity: 

 

Figure 19 Sample scan pattern 

For a given scan cell, the scan cells between its input and the TDI port of the 

scan chain constitute the upstream cells of that scan cell. In a similar manner, 

the scan cells between its output and the TDO port of the scan chain 

constitute the downstream cells of that scan cell. For instance, for scan cell 6, 

cells 11, 10, 9, 8, 7 are its upstream cells whereas cells 5, 4, 3, 2, 1 and 0 are its 

downstream cells. 
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7.1.2 Scan chain fault modeling 

Scan chain fault models include stuck-at-faults (sa0 and sa1), slow faults 

(slow-to-rise, slow-to-fall), fast faults (fast-to-rise, fast-to-fall). Slow faults 

result from setup time violations, fast faults result from hold time violations. 

Both slow and fast faults can be referred to as timing faults. 

 

In order to understand what is meant by a faulty scan chain and how to 

identify one we need to look at it by means of an example. If we consider a 

scan chain that is 8 scan cells long and if we apply it the pattern 00110011, 

then the response obtained in the faulty scan chain for each type of fault 

described above can be summarized by means of this table below. 

 

Table 1 Scan chain fault models and their effects (underlines indicate different 

expected and observed values) 

Fault Models Unloaded values with 1 

permanent fault 

Unloaded values with 1 

intermittent fault 

Slow-to-rise 000100X1 00X10011 

Slow-to-fall 10111011 00111011 

Fast-to-rise 01110111 00110111 

Fast-to-fall 001X0010 00100011 

Stuck-at-0 00000000 00100011 

Stuck-at-1 11111111 10110011 

 

We thus see that depending upon the type of model needed to diagnose a 

faulty scan chain, one of the above fault models could be used for fault 

modeling of the scan chain. In the present case we were interested more in 

detecting a failing scan chain rather than localizing the fault(s). In case of a 

failure, we were particularly interested in detecting stuck at faults. Thus the 

scan chain was fault modeled according to the stuck at fault model to detect 

both stuck-at-1 faults (sa1) and stuck-at-0 faults (sa0). 

7.1.3 Scan chain pattern 

A scan chain pattern, also called a ‘chain pattern’ or a ‘Flush pattern’, is a 

pattern consisting of shift-in and shift-out operations without pulsing capture 

clocks. Its purpose is to test the integrity of the scan chain. 

 

Our main aim here was to detect a failing scan chain and in case of a failure 

to get a rough estimation with regards to the type of fault (sa1 or sa0). 

However our broader aim was also to detect if there was a transition fault in 

the scan chain. We aim for the detection of both permanent and intermittent 

faults in the scan chain. 
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Based on the above mentioned targets, we formulated our solution as follows. 

Since detecting a failing scan chain, as opposed to pinpointing the index of the 

failing scan flip flop in the chain was our primary motivation, it was sufficient 

to rely on using just scan chain patterns alone [16]. With regards to the 

detection of the type of fault, we fault modeled the scan chain in terms of sa1 

and sa0 fault models.  

 

Accordingly the scan pattern that was selected intended to excite and 

propagate such faults (if present) so that they could be detected at the 

diagnostic phase. Since any pattern which has a sufficient number of toggles 

between 1s and 0s (to detect sa0 and sa1 faults respectively) and alternating 

streams of consecutive 1s and 0s (to detect transition faults) is sufficient to 

detect the presence of above mentioned faults, a random pattern fulfilling 

such conditions was selected as the chain pattern. Since any pattern fulfilling 

these conditions is a candidate, we opted to use the same pattern for 

conducting the test. 

 

Since we are also interested in knowing if the scan chain has a permanent or 

an intermittent failure, it was observed that the scan chain need to be tested at 

some regular intervals. To that end, we decided to always test the scan chain 

before using it for subsequent boundary scan based tests. Based on empirical 

evidence derived from sources within the industry, it was predicted that such 

a technique would considerably increase our probability to detect an 

intermittent fault in the scan chain. 

7.1.4 Checking the scan chain 

As we saw in the last section, we decided to use a single random scan chain 

pattern for scan chain integrity testing. And the scan chain was to be always 

tested before using it for boundary scan. While implementing the scan 

integrity check we chose to conduct the check only in the case of a DR scan 

and not in the case of an IR scan. The length of the chain pattern was decided 

to be four bytes long (32 bits long). Such a long pattern allows considerable 

room to include patterns aimed at testing sa0, sa1 and transition faults both 

permanent and intermittent.  

 

To that end, a random pattern fulfilling the conditions described above was 

selected. Since we were to test the chain every time before using it, we 

decided to pre-pend the chain pattern to the scan data that was to be scanned 

into the chain. The entire process of scan chain testing (of a DR scan after the 

scan engine establishes that the present scan is a DR scan) can be summarized 

by means of a flowchart as depicted below. 
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Figure 20 Chain integrity test - flow chart 

 

The scan-in data is first extracted from the test vector. To this scan-in data, for 

each run of the test vector from the test set, the chain pattern is pre-pended (in 

the form of a header). The resulting pattern referred to as the ‘Scan pattern’ is 

then scanned into the scan chain of the UUT.  

 

The scan out data (test response) is then scanned out from the scan chain. 

Now the chain pattern that was pre-pended to the scan-in data should be 

available in the scanned out data and it should emerge unchanged in a non-

faulty scan chain. The chain pattern is then extracted from the scan-out data 

and is compared to the original chain pattern. If the two match, it is assumed 

that the scan chain has not had any fault during the current run of the test 

vector. We temporarily store the scan out data minus the chain pattern and 

then send it over to the DTM over the Ethernet. We then proceed to the next 

test vector in the test set. 

 

If however the extracted chain pattern does not match with the original, it is 

deduced that the scan chain has a fault (either a permanent fault or a 

temporary fault). The scan engine accordingly sets the fault signature (the 

fault signature is a concise way for the scan engine to convey a short 
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summary of the encountered fault to the TM) and sends the fault signature 

over to the TM via Ethernet and then exits. The TM on receiving the signature 

understands the cause of failure to be a scan chain fault. The TM can then 

initiate further investigation of the scan chain. It can then choose to have the 

tests redone and have the resulting chain patterns sent over to the TM 

(grouped according to the originating test vectors) where it can conduct 

offline scan chain diagnostics to determine the failing cells in the scan chain.  

 

If during the entire duration of the Test set, the scan chain is functioning 

without any faults, then after executing all the tests (test vectors) in the 

current test set, the scan engine accordingly sets the fault signature and sends 

the signature over to the TM and exits. The TM on receiving the signature 

understands that the scan chain was functioning fault free during the entire 

test duration. It then extracts relevant information about logic faults (if there 

are any), run-time errors (like error reading file from system memory etc) and 

other important information from the signature. 
 

7.2 Detailed debug information – Storage and retrieval 

7.2.1 The first failing instance 

In the context of the Test Set whose format has been discussed earlier, the 

system needs to know the very first test vector (in the sequence) where failure 

occurs. Within that vector it also needs to record the very first failing cell. So it 

was decided that the immediate information that needs to be sent back to the 

TM would be these two pieces of information. 
 

FIELD DESCRIPTION 

Bit 31 – Bit 20 First Failing Vector, can index up to 4096 scans  

Bit 19 – Bit 0 First Failing Cell (counting from TDI), can index 

up to (approx.) 1M cells  

Table 2 

A simple illustration depicting a test set with a test vector and the resulting 

value of the scan out data originating from that vector is shown in figure 22 

below. 

 

It was decided that a 32 bit long word would be enough to encode the above 

two pieces of information. As can be seen from Table 2, the upper 12 bits 

would identify the very first failing vector and the lower 20 bits would 

identify the very first failing cell (counting from the TDO pin of the TAP 

chain). After having encoded the above two pieces of information, it is sent 

back to the RT over the Ethernet channel in ASCII mode as Ethernet 
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communication requires byte by byte transfer of data. This is the immediate 

result available to the Test Suite from the Embedded System after having an 

embedded test.  

7.2.2 Storing and retrieving detect data 

As it has been discussed in the problem section above, a generic structural 

fault can be characterized and debugged with some common pieces of 

information about the fault. Having the embedded system to process each 

structural fault in order to arrive at those pieces of information would be a 

tremendously time consuming job and would inherently complicate its 

underlying software. It was thus decided that the TM, after having run the 

test set, would create a binary file that would contain raw response data 

obtained from the UUT after running the given test set. The format of the file 

would be similar to the format of the test set, in that it would contain a 

sequence of test vector like bit streams. Each such stream would indicate the 

test result (scan out data) obtained from the UUT when the corresponding 

scan data was scanned into the UUT.  

 

To address the issue of result storage, the Embedded System needs a way to 

store the data in a non-volatile part of the memory. Again the stored data has 

to identify itself. It was decided to have some overhead information 

appended to the raw output data so that identification becomes easier. This 

added overhead information is referred to as the ‘File Header’. This is similar 

to the file header for the Test set.  

 

The format of the File header for the Test set is as follows: 

 

‘<File_name>’X‘<file size>’X‘<checksum>’X’[@T<tap_no><ic1>BYPASS<bypass 

opcode><ic2>BYPASS<bypass opcode><ic3>BYPASS<bypass 

opcode>……<icn>BYPASS<bypass 

opcode>@C<ic7><ic5>@C<ic3><ic9><ic10>@D<year><month><day><hour><minu

te>]’\0’ 

 

It is important to realize that though the Test set is a binary file, the file header 

is in the ASCII format. As we can see from the above shown format, it 

identifies the name of the Test set, file size and checksum. The bold-face 

letter ‘X’ represents the space character (ASCII 32). It is used as demarcation 

between adjoining fields.  

 

These fields are then followed by the TAP chain information field (which 

begins with a ‘@T’). This field describes the order of devices in the TAP chain. 

In addition it also contains information on the bit pattern describing the 

BYPASS instruction for each device therein.  
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Following the TAP field, we have the ‘Command Field’ (indicated by ‘@C’). 

This field is used to group Built-in-self-test (BIST) enabled devices. Thus all 

devices which are instances of the same BIST type (having exactly the same 

internal BIST structure and hence the same number of internal instructions to 

be executed) are grouped together. From the above header, we see devices 

with indices 5 and 7 (in the scan chain) are of the same BIST type. In addition 

to creating such groups, the field also lists all BIST instructions for each such 

BIST type.        

 

Following the command field is the ‘Date’ field (indicated by ‘@D’). This field 

is more akin to a timestamp albeit one that is computed by the DTM. This 

field is used to inform the embedded system of the date and time of the 

transfer of the Test Set.  

 

The process of storing the Test response obtained after running a given Test 

set on a UUT can be seen in Figure 14, repeated below. The Test Set that gets 

transferred to from the DTM to the ETC has this file header pre-pended to it. 

The ETC, when instructed to run the Test Set, runs the stored version of the 

test set. It also writes the test response, into a binary file simultaneously as it 

runs the test set. We call this binary file the ‘Detect set’ and the data it 

contains the ‘Detect data’.  

 

The figure illustrating the embedded compare mode is repeated below. The 

figure also illustrates the steps involved in storing the detected data into the 

system memory. The detect set has to be created during run-time. The amount 

of system memory that is needed to store the detect data is always less than 

the amount of memory that the corresponding Test set requires. If the test set 

were to contain only Scans and no commands, then the size of the detect file 

would be little more than the size of the corresponding test set. This is 

because as one can see from the Test set format, a scan is composed of three 

different vectors, a scan-in vector containing scan-in data, a reference vector 

containing reference data (to compare with the test response) and mask data 

to mask the response before comparison. For each scan in the test set, the 

resultant test response (due to the scan-in data within the scan) is a test vector 

of the same length as that of the individual test vectors in the scan. 
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Figure 21 Storing the Detect data 

 

A comparison between a sample test set with one scan (3 test vectors) and the 

corresponding detect set can be illustrated as in the figure below. The 

rectangular entity to the left is the test set and that to the right is the detect set. 

As we see, the file header in the detect set is the same as that of the test set. 

Furthermore the scan header for the scan in the test set is also copied over to 

the detect set. The test vector that follows the scan header in the detect set is 

the scan-out data obtained by scanning in the corresponding scan-in data 

from the test set. 

  

 

Figure 22 TEST SET vs. DETECT SET 

 

We thus can see that if the test set were to contain only scans, the size of the 

corresponding detect set would be equal to  

3/}))()({*2)((
1
∑
=

−+
n

i

scanheadersizeofFileHeadersizeofTestSetsizeof  



53 

 

This is very obvious from the above illustration.  

 

The Detect set is stored into the System Flash under a separate directory. It 

contains raw detect data and is a valuable resource for locating interconnect 

faults. Along with that, a copy of the detect data is kept into the RAM 

memory until system restart. Having the detect data into the RAM makes it 

easier for the embedded system to transfer the data back to the DTM over the 

Ethernet channel.  

 

As has been discussed above, the binary file representing the test set contains 

what can be defined as ‘Scans’ and ‘Commands’. These, as the name suggests, 

represent the overhead information needed by the embedded system to 

extract specific information from the scan or the command it represents. A 

scan header looks like this: 

 

FIELD DESCRIPTION 

Bit 31 If ‘1’ – IR scan, If ‘0’ – DR scan 

Bit 30 If ‘1’ TDO data masked 

Bit 29 – Bit 28 If “00” – Scan Header 

Bit 27 – Bit 00 Total no. of bits to follow in the scan 

Table 3: Scan Header 

The scan engine first checks bit 29 – bit 28 to determine if the test vector which 

follows the header is a scan or a command. After having done that, then in 

case of a scan, it determines where the vector ends as the total number of bits 

contained in the scan is specified in the header. It further determines if the 

scan is an IR scan or a DR scan. In case of an IR scan, we choose to skip the 

scan integrity check as was mentioned before. 
 

A command header is shown below: 
 

FIELD DESCRIPTION 

Bit 31 If ‘1’ – IR scan, If ‘0’ – DR scan 

Bit 30 If ‘1’ TDO data masked 

Bit 29 – Bit 28 If “01” – Command Header 

Bit 27 – Bit 24 No. of extra words to follow 

Bit 23 – Bit 16 The command 

Bit 15 – Bit 00 Data associated with the command 

Table 4: Command Header 

 

In contrast to the initial plans of sending back the identity of every failing cell 

to the Test Executive, it was decided to instead send back the entire detect 
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data. This is because of the amount of overhead needed to identify the faulty 

data for each failing cell (or even for each failing word) is overwhelming. 

 

7.3 Extending the boundary scan engine 

The scan engine in its present form can process test sets which contain only 

scans and not commands although as we saw earlier, a test set could contain 

both scans and commands. This section discusses the way in which we chose 

to extend the scan engine to make it deal with both scans and commands.  

 

7.3.1 Extending the Desktop test manager 

Before the scan engine could be extended, the DTM was to be made capable 

of processing test files that contained embedded instructions.  By processing 

test files, it is meant that the DTM can have as input these test files and 

translate them into test sets (the format of which has already been discussed 

at length earlier) that could be processed either by the RT or by the scan 

engine.  

 

An example of a test file format that could contain instructions as well as test 

data is the SVF file format. The SVF test file format is a vendor independent 

way to transport 1149.1 test patterns across a wide range of simulation 

software and test equipment from design verification to field diagnostics [17]. 

Since the SVF format is readily applicable to field diagnostics, it is of special 

significance to EBS. 

 

SVF is a standard ASCII format for expressing test patterns representing the 

stimulus, expected response and mask data for boundary scan based tests. In 

addition to the test data it also contains commands which could be used for 

instructing the software that drives the boundary scan test, which in the case 

of soft compare mode is the RT within the DTM and which in the case of 

embedded compare mode is the scan engine. An SVF statement consists of a 

command, and its associated parameters, terminated by a semicolon. The 

commands can be categorized into: 

 

1. State commands 

2. Offset commands 

3. Parallel commands 

 

State commands specify how the test sequences will traverse the IEEE 1149.1 

TAP state machine. Examples include ‘ENDIR’ and ‘ENDDR’ which specifies 

the end state for IR and DR scan operations respectively. Parallel commands 

allow SVF to combine serial and parallel sequences. An example of a parallel 
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command is PIO (parallel input/output) which is used to specify a parallel test 

pattern. Offset commands allow a series of SVF commands to be targeted 

towards a contiguous series of points in the scan path. An example is the HIR 

(Header Instruction Register) which specifies a pattern to be pre-pended to 

subsequent IR scans. We thus see that the SVF file format allows for 

instructions to be embedded within the test file. It thereby allows us to use a 

single file to specify both scans and commands. 

 

The SVF test files need to be processed by the DTM and converted to the test 

set whose format has been discussed at length earlier. This would thus enable 

a test represented using an SVF file by means of a test set comprised of test 

vectors. Within the context of the test set, actual test data can be represented 

using scans and the aforementioned SVF commands as commands (test 

commands). Thus any test specified in the SVF file format would be first 

converted by the DTM into a test set. 

 

7.3.2  Runtime routines for SVF instructions 

As we saw in the previous sub-section, an SVF statement consists of a 

command, its parameters followed by a semicolon. SVF commands can be 

classified into state commands, offset commands and parallel commands. The 

TM interprets these commands thereby incorporating the information to 

create a Test set. Some of these commands get transformed into scans in the 

test set and some as commands in the created test set. As an example, consider 

the SVF command HDR (Header data register). This command is used to 

specify a header pattern, which could be used to check the scan chain 

integrity. Since this SVF command instructs the scan engine with regards to 

the header pattern, this would be sent as a command within the test set and 

the parameter of HDR would constitute the body of the command (see table 4 

above for a description of a command header). On the other hand, an SVF 

instruction like SDR is a scan within the context of the test set, as this 

command supplies the scan pattern (via its parameters) to be used during the 

subsequent DR scan. In this sub-section we describe the SVF instructions 

which (after the SVF test file gets transformed into a test set) get interpreted 

as commands within the context of the test set. Shown below is the list of all 

SVF state change operations. 

 

1. ENDDR: Specifies end state for DR operations. The state specified here 

is traversed to after every DR scan operation. 

2. ENDIR: Specifies end state for IR operations. The state specified here is 

traversed to after every IR scan operation. 

3. STATE: Forces the IEEE 1149.1 bus to a specified state. 
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4. RUNTEST: Forces the IEEE 1149.1 bus to a run state (Run test/Idle) for a 

specified number of clocks or a specified time period. 

5. TRST: Activates test reset signal on the IEEE 1149.1 bus. 

 

The scan engine was enhanced with the state change module, a software 

module that facilitated the change of state from the current state the TAP state 

machine is. In doing so the engine made use of the underlying low level 

software controlling the TAP state machine. This low level software also acts 

as an interface with the JTAG – PM. Thus the state change module worked in 

conjunction along with the JTAG – PM controller to enable the state change. 

Within the context of the JTAG – PM controller, resetting the TRST pin was 

also considered as changing the state to set or rest the pin. Thus any 

instruction in order to set or reset the TRST pin is also handled by the state 

change module. 

 

In addition, an additional module called the delay module was implemented 

in order to pause the TAP state machine by a specified amount of time. The 

delay module used the delay mechanism built-in within the underlying RTOS 

in order to generate the delay. Since the limit of the RTOS to generate a time 

delay or a pause was restricted to 1ms, the lower limit of the delay module 

was also capped at 1ms. 

 

In addition to be able to process Test sets generated from SVF test files, the 

scan engine has an extensible command interpreter interface in which one 

could add handlers for any custom instructions that could be sent over 

embedded within the test set as a command. 

 

After establishing whether a test vector is a scan or a command and within a 

command it is not a state change or a delay command, the scan engine shifts 

to ‘command mode’ where the identity of the command can be established by 

means of the command header. After having done that the custom command 

can be run.  

 

The command interpreter further parses the command header to read the 

actual command and the supporting data. It also uses the header to determine 

other facets of the command like how long (in 32 bit words) the command bit 

string is, if we consider the TDO data that gets scanned out of the UUT after 

executing the command, if the command has an inherent delay (pause) to 

execute etc. Thus the scan engine was extended to make it able to deal with 

commands and execute them. 
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7.4 Dynamic vector generation for embedded test 

(This phase of the project has not been implemented on the prototype board. 
Rather a solution has proposed in this phase. Thus the solution is not been 
full proofed against expected errors or exception and should be looked at as 

an approach rather than a final solution.) 

 

This is the last phase of the project. It is supposed to address the last issue out 

of a list of important issues that were stated above, viz. ‘Dynamic Vector 

generation for Embedded Testing’. Up until now, we had the scan engine 

conduct tests by means of scanning test vectors into the scan chain. These 

vectors were derived from the test set that was sent over the Ethernet channel 

as a binary file and stored in the on-board Flash or RAM. Now, however we 

aim at creating the test set itself within the embedded test controller or the 

ETC, during run time based on user choices for devices to run. This means 

that the user records his choice of devices to be in the active state during each 

scan. Thus instructions are sent over which facilitates the scan engine to 

dynamically create a test set and then run the same. These instructions can be 

specified using a programming language (scan engine specific) or the TM can 

prompt the user for input thus interactively creating the test set (provided the 

RT provides for such a facility). Since this task is quite complex to begin with, 

the solution has to be modularized. 

 

One important thing to note is that, only BIST enabled devices are to be 

dynamically run. We would not bother with generating dynamic test sets that 

accomplish tasks like interconnect testing as the algorithms to generate bit 

patterns for them are way too complex to be run from within the scan engine. 

 

7.4.1 Step 1: User interface 
 

The first and foremost thing to think about is how much flexibility we want 

the solution to have. The more choices we give to the end user, the more 

complex the solution would be. The following options could be made 

available to the end user: 

1. The user must be presented with some predefined board tests that, say 

tests a few important BIST enabled devices on-board. These tests could 

originate from the board vendor as it is in a better position to identify 

crucial devices to test and important tests (within those devices). The 

execution of these tests can be optimized by having a ready embedded 

copy of the test on-board. This would speed up the execution and 

prevent unnecessary overhead. 

2. Each BIST device must make public the BIST tests that it is capable of 

executing through the DTM or the Test Executive user interfaces. The 
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end user can then select which devices to run and which tests within 

those devices to run in a given scan. This is how the user can create 

custom test sets (more on this later). 

3. The user must be presented with warnings if some of his choices are 

bound to cause run time errors like having a huge number of devices 

executing tests that might take very long to execute probably ‘hanging’ 

the scan engine. 

There are many other concerns that need to be thought on but I presume the 

above ones are very fundamental. These need to be addressed beforehand. 

 

7.4.2  Step 2: Storing Chain and Device Information 

In order to perform embedded tests, we need to know how much information 

need to be stored for a given device. Firstly as we have pointed earlier, 

dynamic generation of tests sets would only focus on internal self-testing of devices. 

Now as to the question of a device, a device can be basically represented as a 

C structure. This structure would identify the device and would contain 

information that would enable the scan engine to generate test vectors for 

conducting embedded BIST tests. Before talking about how we plan to store 

the TAP chain and the internal (to the device) BIST tests, let us see how we 

could represent a BIST test. 
 

7.4.2.1 Representing BIST instructions 

A BIST test for a BIST enabled device is conducted from within the device. 

The device has to be instructed to conduct a BIST test by means of a specific 

instruction or set of instructions in the form of scanning bit patterns (test 

vectors) recognizable by the device. Normally conducting a BIST test for a 

device requires a considerable amount of initialization before the actual test 

vectors are scanned in the scan chain. Occasionally some amount of post 

processing of information is also needed. The most straightforward way of 

storing the information with regards to a BIST test set is to have the entire 

sequence of initialization, test and post processing stored in an SVF-like 

format. We call this file the BIST test sequence. We thus have test vectors in 

the beginning which initialize the device, followed by the ‘core’ vectors which 

represent the actual BIST instructions later followed by vectors which 

represent the post processing steps needed. Shown below is the pictorial 

representation: 
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Figure 23 Test Set for BIST test 

 

This example test set represents the complete sequence of vectors for running 

a certain BIST test on a certain BIST enabled device. The upper portion 

represents the initialization phase which initializes the device to perform the 

BIST. It consists of ‘n’ number of test vectors. This is followed by test vectors 

which represent the core BIST test. In this example there are three test vectors 

representing the core BIST test. These would typically include some custom 

instructions to the BIST enabled devices which are to be sent in a certain 

order. Lastly we have ‘m’ number of vectors representing the post processing 

phase of the test.  

 

Thus for a given device we need the above set of test vectors to complete a 

certain BIST test for the device. Besides this, it also contains a header part 

which contains vital information like the checksum of the bits, the total size 

(in bytes), some control characters that help the TM with the parsing etc.  

7.4.2.2 Device representation 

A Device can internally be stored as a structure like shown in the code snippet 

below: 

 
Typedef struct Devset_S { 
 Unsigned char *test = NULL; // identify BIST inst by name 

 Unsigned char *testset = NULL // points to testset 

 struct Devset_S *next; //points to next BIST test sequence 

} DevSet_S; 
 

Typedef struct Device { 
 Unsigned int Devnum ; // identify dev no. in chain 

 Unsigned char *bistype = NULL; //identify BIST “Type” 

 Unsigned char bypass [] = “ bypass op-code”; 
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 Devset_S *bistest = NULL; 
 Device *next;  
} Device; 
 
The structure DevSet_S is used to store a BIST test sequence (see - Test Set for 

BIST test). It contains an identifier test which basically provides a way to 

identify BIST instructions by name. During runtime, the BIST instruction in 

question would be allocated a name as an identifier which would then be 

indicated by the variable test. Variable testset points at the memory location 

where the corresponding BIST test sequence is stored. 

 

Structure Device represents a discrete IC on the board that lies on the scan 

chain. Variable Devnum is used to store the index of the device on the scan 

chain when counted from the TDI pin. In a given scan chain, there could be 

more than one BIST enabled device and some of these devices could be exact 

copies of each other as far as their BIST instructions are concerned. To capture 

this information, variable bistype is thus used to store the identity of the 

device in question with regards to its BIST affiliation. All devices with the 

same BIST affiliation have the same bistype. If the device is of the nonBIST 

type then the default value of NULL will not be changed. However for BIST 

devices, it will be updated as we move forward with parsing the file header in 

which the devices are identified and those that are instances of the same BIST 

type are grouped together. Thus in the example header (see section 6.2.2) ic7 

and ic5 have the same value for bistype and as such are grouped together after 

the symbol ‘@C’. Similarly for devices ic3, ic9 and ic10, they are also grouped 

together as they all have the same bistype. The first group we encounter in the 

chain, we could call it btype1 and have bistype(for ic7 and ic5) point at this 

(created at runtime) string. The second group can be represented by the string 

btype2 and so on. Thus, after having completely scanned the file header, each 

device’s bistype is now updated. Variable bypass represents the bypass op-code 

for the device. All devices having the same value for bistype have the same 

bypass op-code.  

 

As we saw earlier, a BIST test for a device is represented using a BIST test 

sequence. A BIST device could have more than one BIST instruction. All the 

BIST instructions that correspond to a given bistype could be stored 

sequentially in a linked list. Each element in the list contains information with 

regards to the BIST test sequence that implements the BIST instruction 

contained in that node. The variable bistest represents the start address of the 

linked list for this device. This is also common for all the devices that have the 

same value of bistype.  

On identifying a BIST group, the scan engine creates a variable of the type 

Devset_S dynamically, giving it the same name as that of the variable bistype. 
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It then assigns bistest to point to this newly created structure.  Later (in step 3) 

we update this new variable by storing all the BIST sequences for all the 

device types present in the chain.  

 

Finally the element next in the structure Device points to the next device in the 

chain. Using the file header, it would be able to identify the next element in 

the scan chain so that the variable next can be updated with this information. 

In this step, only the variables type, Devnum, bypass and next from the 

structure Device can be initialized.  

 

7.4.3 Step 3: BIST instruction storage 

As we saw in the last section, the BIST instructions that correspond to a given 

bistype are stored sequentially in the form of a linked list. Each element in the 

list contains information with regards to the BIST test sequence that 

implements the BIST instruction contained in that node. 

The next major issue is to transfer the BIST instruction sequences to the scan 

engine (to be stored) in a straightforward way. Having a separate binary file 

(as we have for the test set) containing BIST sequences for all the unique 

bistypes in the scan chain and sending this file over the Ethernet is a cleaner 

way as opposed to adding this information to the file header of an existing 

test set which could increase the size of the test set considerably if there are 

many different BIST devices. Alternatively this information could also be 

communicated via a handshaking protocol between the TM and the scan 

engine. Whether we choose to send a separate file or use a handshaking 

mechanism, we hereby propose a standard way of conveying information so 

that it becomes easy for the scan engine to extract the needed. 

 

As an example, suppose we have stored the scan chain and we now have the 

identities of all the devices. The next step would be to store all BIST test 

sequences for all bistypes in the scan chain. From here on we will collectively 

refer to all the BIST test sequences which describe the BIST instructions 

(respectively) for a given bistype as sequence for brevity. 

 

We could encode the information related to a sequence for a given bistype in 

the following format 
 

BSTR Devnum#INAME1INAME1INAME1INAME1#4A123E..@#INAME2INAME2INAME2INAME2#F23E2A..      
 

This format tells us that we are storing the sequence for a device with the 

index Devnum. Since the scan engine knows the bistype for a given device the 

sequence being sent applies to all the devices which are of the same bistype. 

The body of the sequence is divided into BIST test sequences and the names 

of their respective instructions they represent. In the above example, we have 
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two BIST instructions, namely Iname1 and Iname2. Following the names of 

the instructions is the body of their respective BIST test sequences. The ‘#’ 

character is used as a separator. The format could be decided based on the 

amount of details we would like to send in a given instruction. BSTR could 

be used if we are sending the information via handshaking in which case it 

becomes a command sent by the TM and interpreted by the scan engine to 

mean the data following this command contains information regarding BIST 

test sequences. 

 

To continue, we see that the above format only copies a sequence for a certain 

bistype to which Devnum belongs. A linked list should be created by the scan 

engine and used to store the sequence. Variable bistest for all devices 

belonging to the same bistype should be made to point to this list.  

 

The choice between sending this information via a separate file and using a 

handshaking mechanism is purely dictated by the number of bistypes present 

and the reliability of the transfer in case of very long distances and very large 

file sizes. If the number is too high then handshaking would consume a large 

time. However a very large file would have to be broken into smaller units 

and send separately as the maximum file size would be limited by the 

network connection. 

   

This process should be repeated for other bistypes merely by changing 

Devnum. Thus after this step, all the sequences for all the bistypes should have 

been stored into system memory. 

 

7.4.4 The final structure 

After the preceding steps we have a linked list representing the scan chain, 

and linked lists holding information regarding the sequences for each bistype.  

 

The number of linked lists equals to the number of bistypes on the board plus 

one (for the scan chain). Thus if we have devices in the chain that belong to 

three different BIST types, then we will have four linked lists. By checking the 

variable bistype, it is easy to say whether the device is a BIST or nonBIST 

device and if it is a BIST device then which group does it belong to. An 

example scan chain with two bistypes can be represented pictorially as: 
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Figure 24 Sample TAP chain with BIST device characterization 

 

In the figure above, the horizontal strip at the bottom represents the linked list 

containing information pertaining to the scan chain topology. Since there are 

two bistypes there are two sequences (implemented via linked lists) to store 

their respective BIST test sequences. Within the linked list, we have structures 

which point to the start addresses of the actual BIST sequences in memory. 

Each such structure points to the corresponding BIST test sequence. Each 

device’s linked list structure contains as many structures (of the type 

Devset_S) as there are BIST test sequences belonging to the bistype the device 

belongs to.  
 

Thus we see that device type ‘1’ has a total of ‘m’ number of BIST instructions 

and device type ‘2’ has a total of ‘n’ number of BIST instructions. As we see 

from the horizontal strip at the bottom, some devices belong to Type I, some 

devices belong to Type 2, while some devices are of the nonBIST type (marked 

in gray).  
 

This is the structure that is being proposed to contain information with 

regards to the scan chain and with regards to storing BIST information for the 

BIST devices. Of course there could be better methods to accomplish the task 

than what has been mentioned here. Devoting more time would yield 

optimum methods which we do not have the time and space to digress to 

here, as the scope of this document restricts a thorough discussion.   

 

7.4.5 Step 4: Generating Embedded Dynamic Test Sets 

Here we illustrate how all of this fits together in the larger context of dynamic 

test set generation in the scan engine. 
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After step 3, we presume that the scan engine has the information with 

regards to scan chain topology, it knows all the bistypes in the UUT and it has 

stored all the respective sequences for all the bistypes. 

 

We also presume that the engine has stored the BIST test sequences for each 

BIST device type in the form of a linked list. Each device contains a pointer to 

the memory location where the BIST sequences for that device are stored (if it 

is a BIST device). 

 

The entire task of creating embedded test sets dynamically need to be divided 

into two phases. The first phase, or the ‘learning phase’, as we would call it, 

would comprise of the previous three steps where the scan ‘learns’ about the 

board. The second phase is the actual test phase where the ‘learned’ 

information can be put to use. The end user can choose devices to run, and 

how to run them. Since we have already discussed some of the plausible 

scenarios that are bound to occur with regards to the user interface (see 

above) it would be rather futile to repeat them here.  

 

We instead focus on the overall flow of the task. We assume that the user has 

chosen to create his/her own test set, by deciding the number of test vectors it 

will contain and which devices would run in a given test vector. The 

information which describes the number of test vectors and the BIST device(s) 

to run during each of those vectors could be sent in a single file. A simple way 

to send the custom tests to the scan engine is to send an ASCII file with a file 

header followed by scans. Each such scan will have a scan header. We call this 

file a BIST test sequence file. 

 

The File header would contain important overhead information relevant to 

the entire file like the name of the test it represents, the file checksum (for 

verifying smooth transfer), and the number of bits contained in the file etc. 

 

The scan is a list of those BIST devices that are to be ‘active’ during the given 

scan. By active we mean it is supposed to execute one of its BIST instructions 

in this particular test vector. The scan header could contain relevant 

information with regards to the current scan like the minimum amount of 

‘wait’ time needed for the current vector to finish execution (since different 

BIST test sequences might need different total wait times). In addition it could 

contain other information for the TM to process. 

A sample bist test sequence file is shown the diagram below: 

 



65 

 

 

Figure 25 BIST test sequence file 

As we can see from the above figure, a BIST test sequence file begins with a 

File header, followed by a scan header which is then followed by the actual 

scans. A file has only one single File header.  

There are separators between the file header and the scan header and between 

the scan headers and the scan. These are included as parsing aids for the TM. 

We see that the first scan (test vector) depicted above consists of devices ic3, 

ic5 and ic9 being run as BIST devices and the rest of the devices in the chain 

are in BYPASS. These devices are to execute the BIST instructions MBIST, 

LBIST and MCOD respectively. The dots (.) between them are again used as a 

separator to aid the parsing process. Thus the very first scan that is to be run 

requires the aforementioned devices to run the aforementioned BIST tests.  

Now from the example above, the parser has to recognize the devices which 

are supposed to run their BIST test sequences. Thus the parser needs to relate 

the devices ic3, ic5 and ic9 to their respective bistypes. After that, for each 

device the parser first needs to relate the strings “MBIST” or “LBIST” or 

“MCOD” to the string variable test (see 6.4.2.2). Thus the scan engine after 

recording the choices knows the location of the BIST test sequences 

implementing those instructions.  

For each scan, the scan engine could create a bit string to send into the scan 

chain. This is done by concatenating the BYPASS codes of all the “inactive” 

devices with the respective bit strings for the “active” devices (information 

extracted from the BIST test sequence). In addition, the scan engine could also 

construct a reference bit pattern which it can use in comparing the TDO data 

with.  
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7.4.5.1 An example scenario (showing a possible pitfall) 

The exact implementation level details for generating the final bit stream to be 

scanned into the scan chain are not too important to ponder on here. What is 

important is to appreciate the inherent complexities involved. To that end, we 

would like to indicate this using an example.  

Let us say, during one of the scans, the scan pattern to be scanned into the 

chain could have a configuration depicted pictorially as below: 

 

 

Figure 26 Example dynamic vector generation 

 

Let us say we have only 10 devices and that device ic2 and device ic10 are 

executing BIST instructions (as specified in their respective BIST test 

sequences). Within their BIST test sequences, we arrive at a scan wherein 

device ic2 is supposed to scan in a given bit pattern for an IR scan (scan) 

whereas device ic10 asks for a system reset (command). Such a conflicting 

scenario is plausible but is rather very difficult to handle from within the scan 

engine. Hence it is the responsibility of the TM to make sure that the BIST 

sequence file it sends down to the scan engine does not have such 

combinations of devices and or their respective BIST instructions that could 

be potentially conflicting during run time. This is just one of the many 

plausible scenarios that could be encountered when trying to implement the 

concept of dynamic vector generation. This goes to show the inherent 

complexities involved in the implementation.  

8 Conclusion 
In this document, an effort was made to describe the way in which 

rudimentary embedded test and debug functionality was enhanced to 

improve it both qualitatively and quantitatively. The solutions to the first 

three problems were implemented. The last problem of dynamic vector 

generation was not implemented, but a solution was proposed to address it. 

In addition there are a lot of improvements that could be undertaken with 

regards to this prototype. In the following section, we would enlist some 
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improvements that could be made with regards to the implementation. We 

would particularly focus on one such improvement that is based on the 

proposed solution the problem of dynamic vector generation. 
 

9 Future work 
An important issue to investigate is to have the ability to generate time delays 

which are less than 1ms and with much better resolution than the current 

limit of 1ms. This could be done by utilizing the processor clock or by using 

the signaling mechanism provided by the RTOS infrastructure. In addition, 

the problem of dynamic vector generation for BIST tests from within the scan 

engine could provide an ideal ground work to further conduct independent 

tests from within the embedded system. The solution proposed in the section 

6.4 could be attempted to be implemented on the prototype board. An 

important issue to discuss would be the extension of EBS beyond the lab and 

into the real world. This would need deciding on the infrastructure needed 

for gaining access to a system’s EBS from the topmost level in the system 

hierarchy. Methods discussed in the earlier works section about system wide 

access to on-board EBS infrastructure could be evaluated for its usage with 

regards to the present solution and its applicability to it. In addition methods 

could be proposed and discussed which could elaborate on the mechanism 

which could be used to gain access to and have control (when needed) over a 

system’s EBS infrastructure. 
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