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Kristian Köpsén
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The medical imaging system Sectra PACS from Sectra Imtec contains a 3D mode that
can be used for visualising image stacks from e.g. computed tomography. Various
structures of human anatomy can be visualised in the 3D mode, but visualisations of
the bronchial tree of the lungs rarely become good enough to be useful. The goal of
this work was to investigate ways of improving such visualisations.
Various approaches were studied, evaluated and tested. The fact that most effort was
needed for small structures with sizes similar to the resolution of the images made
things slightly more complicated. A method classifying neighbourhoods based on
local structure emerged as most promising, and was used as foundation for a proposed
algorithm. It creates a mask representing the presence of bronchi, allowing the hiding
of uninteresting structures in its proximity. The algorithm was then implemented so
that it could be tested together with the existing system.
The method was found to work well and was able to detect the smaller tubes of
the bronchial tree and output the desired classification mask. Its usefulness was
somewhat reduced by issues relating to speed, and the fact that many computed
tomography image stacks lack the necessary resolution for visualising the finer details
of the bronchial tree.
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Abstract

The medical imaging system Sectra PACS from Sectra Imtec contains a 3D mode
that can be used for visualising image stacks from e.g. computed tomography.
Various structures of human anatomy can be visualised in the 3D mode, but
visualisations of the bronchial tree of the lungs rarely become good enough to
be useful. The goal of this work was to investigate ways of improving such
visualisations.

Various approaches were studied, evaluated and tested. The fact that most
effort was needed for small structures with sizes similar to the resolution of the
images made things slightly more complicated. A method classifying neigh-
bourhoods based on local structure emerged as most promising, and was used
as foundation for a proposed algorithm. It creates a mask representing the pres-
ence of bronchi, allowing the hiding of uninteresting structures in its proximity.
The algorithm was then implemented so that it could be tested together with
the existing system.

The method was found to work well and was able to detect the smaller tubes
of the bronchial tree and output the desired classification mask. Its usefulness
was somewhat reduced by issues relating to speed, and the fact that many
computed tomography image stacks lack the necessary resolution for visualising
the finer details of the bronchial tree.

Keywords: computed tomography, bronchi, visualisation, image enhancement
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Chapter 1

Introduction

This text is written as a master of science final thesis at Linköpings universitet by
Kristian Köpsén with Mats Andersson as supervisor and Hans Knutsson as examiner,
with TeXnicCenter in LATEX in 2006/2007. The work was performed at Sectra Imtec
AB with Fredrik Karlsson as supervisor.

1.1 Background

Sectra Imtec makes and sells a number of different systems for medical imagery
and related areas. One of these is a Picture Archiving and Communication
System, referred to as a PACS.

The current PACS system includes several different ways of working and
interacting with data from computed tomography (CT) scans and other imaging
modalities. These include traditional slice views, multi planar reconstruction
(MPR), as well as a three dimensional view and interaction mode. In the 3D
mode, there are several functionalities and options to help users study and
understand the CT data, such as tools for navigation, interactive clip planes
and customisable transfer functions mapping the density values of the CT data
to colours and opacities, creating the three dimensional image. The system is
typically configured to have a number of predefined transfer functions, designed
to emphasise different anatomical structures such as blood vessels, bones, metal
implants, tumours or combinations of these. However, there is currently no
predefined transfer functions or other viewing modes highlighting the bronchi
or lungs, and there is a rather straightforward reason for that; merely selecting
colours and opacities for the CT data densities does not give a very good image
of the lungs or of the structure of the bronchial tree. The reasons for this are,
among other things, that the measured radiographic densities of the air in the
bronchi are quite close to that of the lung tissue, and that large parts of the
bronchial tree consist of structures of sizes similar to the resolutions used in CT
scanners.

It is therefore an interesting task to investigate how the visualisation of lungs,
and in particular the bronchial tree, can be improved to make Sectra PACS even
more useful for medical professionals working with lungs. One example of a
situation where improved lung visualisation could be useful is in preparation for
bronchoscopy. Bronchoscopy is an invasive procedure where a narrow tube, a

Köpsén, 2007. 1



2 Chapter 1. Introduction

bronchoscope, is inserted through the airways of the patient to observe or sample
tissue inside the lung. With improved ways of examining and understanding the
structure of the bronchial tree beforehand, the chances of choosing the best path
to the region of interest can be improved, hopefully reducing the duration of
the procedure.

1.2 Goals

The general goal of the project is to investigate and try out the possibilities
of extending the medical imaging system PACS from Sectra, so that it can be
more useful for physicians and practitioners working with lungs. The focus will
mainly be on the bronchi.

The main stage of the project relates to ways of improving the visualisation
of the bronchial tree. There will be a study of literature describing different
ways to do this, relating their applicability to the Sectra PACS system. The
goal is not to do segmentation and isolate the bronchi, but to provide visual
information so that users can see and understand the structure of the bronchial
tree. However, segmentation could be one path to achieve this. Other methods
could be image enhancement through filter methods, applied either on the fly
or in a pre processing step. These could be rather simple, but it is possible that
there is need for more complex and specialized filters, specifically tuned for the
characteristics and shapes of the bronchi.

Two ways of defining the goal can be the following:

• “Better visualisation of structure and configuration of lungs and bronchial
tree”

• “Provide visual information so that users can see and understand the
structure of the bronchial tree”

Since this is to be an extension of an already existing system there are many
factors relating to how and where implementation can be done that can not be
covered in articles or literature. Implementations of one or a few methods will
be made to better understand these integration issues, as well as factors relating
to time consumption and workload.

The project also needs to take into account the variations that can exist
between different datasets, due to different set-ups of CT scanners at different
times and for different patients. Hopefully, enough test data will be available so
that it is possible to determine if the results are general enough, can be modified
to be, or needs to be restricted to data of certain characteristics. One such factor
worth looking into is the resolution used in CT scans. If it is not good enough,
it is obviously not possible to show many details of the finer branches of the
bronchial tree.

There will not be any focus on usability issues or on the user interface of the
3D visualisation system.

The goals are thus to develop a method that improves visualisation in the
ways mentioned above, and to produce a plug-in or function library that demon-
strates that method and its applicability.
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1.3 Outline of report

Following this introductory chapter, this report contains two chapters providing
some background and the necessary scope. Chapter 2 introduces some aspects
of human lungs and computed tomography, and the following chapter describes
how medical data can be visualised in practice. Chapter 4 contains an overview
of some image processing methods, as well as details of some of the methods pre-
viously developed for tasks similar to this. Following that, chapter 5 describes a
number of issues relating to the way work has been done in the project. Chap-
ter 6 presents the results of each stage of the project and how they affected the
following stages, and in chapter 7 the implementation of the proposed method
is discussed. Section 7.6 contains an overview of the algorithm that was eventu-
ally implemented. The report then concludes with a summary and a discussion.
Additionally, there is an appendix, containing some further details.

1.4 Overview of method

Initially, a study of literature was performed in order to find out what methods
and techniques might be possible to use, and about their performance and appli-
cability. It focused on several separate areas of interest that correspond roughly
to the goals of the project. A visit to the University Hospital in Linköping was
done to get some insight into how lung physicians work with medical images
from CT and from other sources, and into how a bronchoscopy is performed in
practice.

One area of research focused on general knowledge about computed tomog-
raphy, the characteristics of CT data volumes, and the ways it can be used in
visualisation applications. Much of the available literature on the use of CT
data focuses on segmentation, i.e. the task of labelling voxels according to the
anatomical structure they belong to. A second area of interest that was re-
searched was 3D visualisation techniques, in particular those used in the 3D
environment of Sectra PACS. This includes GPU based slicing and ray casting
for volume rendering. Also, research was made into general volume data pro-
cessing methods, such as convolution based filtering in three dimensions, other
methods of volume filtering, and other processing methods such as morphology
oriented techniques and diffusion. Also, some research focused on ways of imple-
menting image processing techniques on graphics hardware in order to increase
speeds.

As a second step, experiments were carried out in order to evaluate filters
and processing techniques to see how they affect the image and whether they are
useful for the purpose, i.e. highlighting the bronchial tree structure. The choice
of what methods to test in this stage was based on the literature study, selecting
those that were judged as promising for producing the right kind of results, and
to have acceptable processing complexity. These experiments were carried out
either in Matlab, or as C# code called by the existing PACS system. The choice
between these options was based on simplicity of implementation and of result
visualisation, which meant that the majority of experiments were performed in
Matlab.

The third step consisted of implementing one or two techniques programmat-
ically, so that they can be integrated into the existing Sectra PACS system. As
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the project has an exploratory and investigating focus, the implementation was
done as a separate module, and little effort was put into any well-designed inte-
gration into the PACS. If the algorithm or method resulting from this project
were to become part of the PACS, several design decisions that go beyond the
scope of the project would need to be made anyway, relating to for example data
storage, the amount of user control and what constraints need to be applied to
data sets, as well as decisions on how and where it would best be integrated
into the interface.

Finally, the generalisability of the results were investigated and analysed
together with any shortcomings, their possible causes and potential further work
that could be done to improve the usefulness of the results.



Chapter 2

CT imaging of human lungs

In this chapter a number of medical concepts that are useful for understanding the
constraints of the project are presented. First, the anatomy of the human lungs
is briefly described, to allow for better understanding of the scope of the project.
After that, an overview of the CT scan and some of its complications follows.

2.1 The human lung

The human lung is the organ used for breathing. A healthy person has two of
them, located in the thoracic cavity. The anatomical area that separates them
is called the mediastinum and contains, among other things, the heart. Each
lung is surrounded by a pleural membrane, protecting it and allowing movement
during breathing. [1]

The actual process of exchanging oxygen and carbon dioxide takes place in
the alveoli, the type of structure that make up most of the lung parenchyma,
i.e. the tissue of the lung. The transport of air to all parts of the lung is done
through the trachea∗ which is approximately 2.5 cm in diameter, and through
the bronchi and bronchioles. Together, these make up the bronchial tree. The
trachea first divides into two primary bronchi, one for each lung, and these
further divide into secondary bronchi, one per lobe. The lobes are the parts of
each lung, and it is often possible to see the fissures that divide them as lines
through images of the lung, as in figure 2.1. There are two lobes in the left
lung and three in the right. The secondary bronchi then branch further into
tertiary bronchi, of which there are ten in each lung, and then into bronchioles
and terminal bronchioles. The latter ones are the smallest parts of the bronchial
tree, less than a tenth of a millimetre in diameter, and are connected to the even
smaller respiratory bronchi and the alveolar ducts, supplying air to the alveoli.
[1]

The structure of the tubes of the bronchial tree changes as it gets smaller.
The walls of the trachea are quite hard, while the smaller branches have soft
walls. All parts of the lung also contain plenty of blood vessels. In addition
to the blood that is to be oxygenated by the breathing process, a supply of
oxygenated blood is also needed for the lungs to work. [1]

∗also known as the windpipe

Köpsén, 2007. 5



6 Chapter 2. CT imaging of human lungs

While at rest, healthy adults breathe about half a litre of air per breath,
about 12 times a minute. However, the capacity of the lungs allows several litres
to be inhaled in a single breath. The breathing is controlled by the movement
of muscles, such as the diaphragm. When breathing heavily, the movement of
that muscle can be up to 10 cm. [1]

There are a number of diseases and medical conditions that can affect the
lung and some of them, such as chronic obstructive pulmonary disease, are
among the leading causes of death in the western world. Conditions such as
bronchitis, lung cancer, emphysema and tuberculosis are other examples. [1]
Thus, the need for medical treatment of the lungs is not uncommon, and X-rays
or CT scans of them are performed in many situations.

Figure 2.1: Coronal slice image of lungs, created with MPR. An anterior view is used,
i.e. the patient’s left lung is shown to the right, and the image shows a cross section
slightly behind the trachea, towards the patient’s back. The darkest regions are part
of the bronchial tree, the greyish background is the lung parenchyma and the white
areas are vessels and other organs, such as the heart. The thin white lines across each
lung are fissures separating the lobes. The depicted lungs are approximately 23 cm
high, and the left primary bronchus is 9 mm across at the widest position shown in
the image.

2.2 Computed tomography

In this section, concepts related to Computer tomography are explained, and
the factors that influence the types of data used in the project are presented.
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2.2.1 CT

Computed tomography (CT) is one of the common techniques for medical di-
agnostic imaging used today. Other common methods are magnetic resonance
imaging (MRI), ultrasound and classic single film X-ray scans. [2]

In a classic X-ray examination, X-rays are emitted from one side of the
patient, and those that are not absorbed by the patient’s body are exposed
to a film sheet on the other side of the patient. Because different anatomical
structures such as air, fat, organs and bone absorb different amounts of X-rays,
the film will be exposed to different X-ray doses at different locations, creating
an image that represents the composition inside the patients body. [2]

In CT, the film is replaced by a set of detectors fixed to one side of a rotating
arm with the X-ray emitters straight across. The arm then rotates around the
patient while emitting X-rays, obtaining readings from all possible angles of a
slice. For many years, the common way to perform a CT scan was to keep the
patient in a fixed position for one such rotation, and then move a certain distance
before performing the next rotation. This would then produce a number of cross-
sectional images of the patient’s body, referred to as slices, each created from
an independent set of measurements. However, in the last couple of decades, a
different approach has become predominant. Instead of moving the patient a
certain distance between each rotation, the patient — or the arm with emitters
and sensors — moves at a slow pace perpendicular to the rotation while the
X-ray scan is running and the arm is rotating. This is referred to as spiral or
helical CT, since the path of the detectors relative to the patient forms a spiral.
[2]

Both for the classic CT scanning method and for spiral CT there is need for
a step of computations to be performed on the collected data. The detectors
are positioned forming an arc, meaning that they pick up X-rays from a sector
shaped cross-section of the patient. Values representing non-absorbed X-rays
from a particular ray through the patient at an arbitrary angle are not very
useful, so the data need to be processed into a more understandable form before
it can be used. The common way is to create an axial† grid of 512× 512 points,
and calculate the radiographic density at those points, corresponding to their
absorption of X-rays. This step is referred to as reconstruction, and is further
discussed in section 2.2.2. [3]

Because of the way CT scans were performed in its early years, the axial slice
became the predominant way that CT data was visualised. Radiologists, and
other medical professionals, have obtained vast experience during the years of
looking at such slice images and understanding the three dimensional structures
from them. If CT had been invented today, with the access to computing
power and other technology needed to visualise volumetric data, axial slices
might not have become the primary visualisation method [4]. But they have,
which has significant effect on how data from CT commonly is stored and used,
i.e. as a stack of axial slices. When using classical CT, each slice image was
reconstructed from the data of one distinct slice scan. As spiral CT became
common it also became more meaningful to reconstruct the data as a volume

†The axial plane, also known as the transverse or x–y-plane, of a human standing up is
parallel to the ground. The z-axis is thus the axis from feet to head. There are also coronal
planes that divide the front from back, and sagittal planes that split the right and left halves
of the body.
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instead, for example as 512 × 512 × 512 voxels‡ with corresponding density
values. As long as the movement of the subject is slow enough compared to the
rotational speed and the width of the X-ray detector set, measurements can be
obtained in a way so that they represent a contiguous volume of the subject.
Such data is better suited for creation of images in other planes than the axial
one, and for three dimensional visualisation [2].

The radiographic density values of the reconstructed volume are measured
in Hounsfield units (HU). They are defined in a relative fashion with 0 HU being
the density of water, −1000 HU that of air, and 1000 HU the density of bone
[5]. Most tissue, organs etc. have densities in the range of −100 to 300 HU,
approximately. When visualising the data as slices, these density values are
commonly mapped to greyscale values using what is called a transfer function,
or a window function. It is defined by a centre value C and a width W , meaning
that voxels with a density of less than C− 1

2W will show up as completely black,
those with a density above C+ 1

2W will be white, and those in the range between
those values will have a grey value, linearly corresponding to their position in
the range. A standard window when working with lungs is C = −500, W = 1500
[6]. As the lung parenchyma has a density of approximately −800 HU [3], such
a window creates enough contrast for thinner tissue, e.g. air in the bronchi,
and for denser structures in the vicinity, such as heart and vessels, while still
allowing differences of density within the lung to be visible.

In the earlier stages of the development of CT, all processing was done by
the specific hardware of the tomograph. It would perform the scan, reconstruct
the data, and produce a number of slice images according to one or a small
number of fixed transfer functions. These images can be considered to be the
output of such a system. With the arrival of PACS systems, further discussed
in section 3.1, this has changed. The output of a CT scan is no longer a fixed
set of images, but reconstructed density data as a volume or as a stack of axial
slices. The application of the transfer function has moved closer to the user,
and the mapping from the range of densities (approximately 4000 different HU
values) to a greyscale of 256 levels or less, can be done according to the user’s
preferences and current interest in a PACS or some other similar system. Or,
the data can be used to render a 3D volume, as in this application.

2.2.2 Reconstruction

As mentioned above, the raw data produced by the CT is not in a convenient
form. The detected values fit into a projection ray geometry, representing the
total amount of X-rays absorbed along paths of rays through the patient, and
need to be transformed into a format where measurements represent X-ray at-
tenuation at specific points in space§. Work in this area was pioneered by Radon
in 1917 [5], who developed the Radon transform as a way of modelling the rela-
tion between point-wise attenuation values and the integral over a ray through
a volume. His work was not related to medicine at all, but to the theory of
gravity, and it was not until the 1960’s that its use for medicine was found.
Today, most scanners use a method called filtered back-projection, which in-
volves summing a number of output profiles from different angles, that have

‡A voxel is the 3D equivalent of a pixel, i.e. one of the small volume blocks that each have
a value and together form the data volume.

§or in a plane
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first been convolved with a particular digital filter to make some components
cancel each other out. Another class of reconstruction methods are the iterative
algorithms, which start with an assumption, and then iteratively modify it until
the measured values match the calculated ones. [5]

As discussed in for example [7, 8], the quality of the reconstructed image
or volume depends on a number of choices in terms of windowing functions,
interpolation methods, initial filtering etc. The reconstruction is in some sense
an interpolation filter, because the value attributed to each voxel is an inter-
polation between values of X-ray absorption of its neighbourhood. There is
obviously more than one way to perform this interpolation, and the choice has
some effects on the result.

According to [3], reconstruction can be divided into two categories, the latter
being a better choice for lungs.

• High contrast algorithms, that reduce apparent noise, and allow small
differences (20-30 HU) to be seen

• High spatial resolution algorithms, that preserve sharp edges and details,
while keeping or increasing the noise

2.2.3 Partial volume effects

Partial volume effects (PVE) are of serious concern when examining data from
CT scans. They arise from issues related to the resolution at which measure-
ments are done, the resampling done when reconstructing the data, the distances
between sections and the width of measured sections. The problems are similar
in both classic and spiral CT. The array of detectors extends both in the rota-
tional direction and perpendicular to it, but increasing the array size does not
increase the number of measured values. Instead, because of the nature of X-
rays and their absorption in the body, the total output from the detector array
in the z-direction¶ represents an average of the absorption in a section of that
width. In essence, this means that the raw data actually consists of averages of
neighbourhoods, rather than exact and distinct measurements. If the distance
moved for each rotation (∆z) is smaller than the section width, each point in
space influences at least one measurement, and a representation of a continuous
volume can be reconstructed. It is still a reconstruction from averages, though.

As an example, assume we use a section width of 1.0 mm, and a ∆z of
0.9 mm. A spherical 0.9 mm calcification amongst soft tissue, that ends up
well aligned to a section would then cause significantly higher measured values
than its surrounding and show up clearly. A similar calcification that straddles
the border of two different sections only has some effect on each measurement
since its absorption is averaged with that of the surrounding tissue. This results
in that the values representing that point in space will be increased to some
extent, but not to the proper level, which means that the calcification will be
more difficult to notice. Obviously, this is only an issue for structures of the
same order of magnitude as the section width. Larger objects may get edges
offset or blurred, but will generally show up. In the particular case of lung CT,
PVE means that measured densities of vessels decrease proportionally to their
size, because of averaging with the air in the lunch parenchyma [3]. Similar

¶i.e. the direction from feet to head
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things happen to bronchi, when the very low densities of the air inside them
becomes averaged with the surrounding tissue, increasing the output density
values and making them more difficult to identify.

Another similar effect can also occur within axial planes. As mentioned
above, when the data is reconstructed from measurements at rotational and
seemingly arbitrary angles to a mesh with a Cartesian coordinate system, it
is resampled. The resulting density attributed to a voxel (or pixel) is thus an
interpolation of measured values representing its neighbourhood. The effects of
a small but highly X-ray absorbing structure might then be distributed among
its surrounding voxels, making it less distinct.

Partial volume effects can be mitigated by using narrower sections or smaller
fields of view‖ [2, 3]. However, there are a number of reasons for not always
aiming for maximal resolution. Some are presented in section 2.2.5.

2.2.4 Artefacts in CT data

One cause of imperfections in the resulting data and images is motion artefacts.
They arise from the fact that a CT scan is not instantaneous, but takes a
number of seconds∗∗. Particularly when the region of interest is the lungs, it is
obviously of great advantage if the patient can hold their breath while the scan
of the chest is being performed. If the lungs inflate or deflate during the scan,
structures can move some distance, creating artefacts in the images. With spiral
CT, scan times are usually short enough for breathing artefacts to be avoided
[2]. Commonly, scanning is performed while the patient holds their breath with
their lungs full. However, if the patient is scanned at a later date, and holds their
breath at a different level, some problems with localising of regions of interest
may arise. Thus, scans are sometimes performed with the patient holding their
breath after exhalation instead of with filled lungs, despite the need for more
complicated instructions to patients [3].

Even with the higher speeds of spiral CT, one type of movement artefact
remains. The CT scanner operates while rotating, emitting X-rays in a small
sector, meaning that a particular region of the body is exposed to rays from
different angles during a number of milliseconds, sometimes even for a second
or two. During that time, heartbeats are virtually inevitable, and unless the
scan is performed using particular techniques for avoiding them††, there will be
movement artefacts [6]. As some parts of the lung are close enough to the heart
to be affected, movement artefacts from the heart can be a factor that reduces
the quality of the images used in this project.

Another relevant phenomenon is high density artefacts, arising from the
great differences in X-ray absorption of different parts of the anatomy. Low
absorbing tissue can seem to absorb more radiation than they actually do when
in fact nearby high absorbing materials absorb all but very few X-ray photons.
Both these artefacts and those caused by movement show up as radiating streaks
in the images, since the subject appears different when scanned from different
angles, causing inconsistencies for the reconstruction algorithm. [2]

‖i.e. letting the width of the 512 voxel cube be less than the width of the patient’s chest
∗∗Ten years ago, it took approximately 30 seconds according to [2]. Though that has

improved, there is no such thing as an instantaneous CT scan.
††as can be done when the heart is the region of interest
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2.2.5 Configuration choices

One thing that should be remembered is that X-rays are harmful. Scanning
with higher energy can lead to images with less noise, but it also means more
radiation exposure. The radiation that a patient is exposed to during an X-ray
or CT exam is several orders of magnitude greater than that from all other
man-made sources combined (nuclear power, consumer products, residue from
nuclear tests etc.). Because of this, there is a reluctancy to scan with higher
energy than necessary [2]. One factor that influences the dose used is the width
of the section scanned at each rotation. Thin sections may require higher doses,
because of the lower total number of photons reaching the detectors. The low
density of the lung parenchyma makes this less of a problem in that area, but
unless the scan is performed exclusively with the lungs as region of interest, the
problem remains. [3]

The choice of slice thickness is a difficult one, not only because thinner slices
usually mean higher radiation doses [3], but also because you might not always
want as thin slices as possible, even though that means collecting more detailed
information. It is also an issue of how the information obtained can be presented
and visualised. On reason for using thicker slices is the following: In an axial
slice of 0.5 mm thickness through the lung, a branch of the bronchial tree will,
unless it is very horizontal at that particular level, show up as a cross section.
It might be slightly oval if the branch is extending diagonally, but in essence
it is a small blob or circle. However if the slab is 10 or even 20 mm thick,
the branch will appear more like a tube, and perhaps contain a bifurcation. It
may then be easier to see and understand the structure. Figure 2.2 was created
using reconstructed data, but still illustrates the principle. Note the difference
in appearance between the y-shaped vessel in the centre of the left image, and
the white blobs at the corresponding position of the right image. Figure 2.3 is
an example of how a lung can look on an axial slice.

Figure 2.2: MPR image of part of a lung. Left: Averaged over 8 mm, vessel branching
is evident. Right: As thin as possible, vessels are just blobs

These advantages depend on the spacial orientation of the anatomical struc-
tures of interest, and those around it. A vessel with a diagonal direction, in
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Figure 2.3: CT slice of a lung, with transfer function set to C = −839, W = 515. It
is evident that the measured radiographic density of the lung parenchyma (i.e. the
greyish background) is far from the same in different parts of the lung.

between other dense structures might not be identifiable at all in a thick axial
slice, and would require thin slices to be used. [3]

It is not uncommon to find datasets with slice thickness values that are
several times the slice distances, e.g. slices 3 mm wide, taken at positions every
1.5 mm. This means that every part of the subject influences at least two
slices significantly. The reasoning behind this seems to be mitigation of PVE.
If such large overlaps are used, no object can end up only partially in two slices
and possibly missed, as in the example above. Using such thick slices mean
that voxel values are averages of a small block of volume that extends in the
z-direction. Small structures, such as 1 mm thick bronchioles will thus barely
ever influence the value of a voxel alone, and their densities will almost always
be averaged with their surrounding, blurring them. The bottom line is that the
requirements on z-resolution for preserving small structures must be formulated
in terms of the maximum of slice distance and slice thickness, since large values
of either mean that information is lost.



Chapter 3

Visualisation of medical
data

This chapter describes how volume data from CT and other imaging modalities
that produce similar data is handled in a PACS, how it can be visualised as a three
dimensional image and how this is done by Sectra PACS.

3.1 PACS and DICOM

3.1.1 PACS

The method developed in this project is envisioned to possibly be used as a plug-
in to Sectra PACS, a fact that in many senses define the scope and a number
of constraints on the data used. PACS is an acronym for Picture Archiving and
Communication System, and in that form the name contains the basic informa-
tion on what PACS systems are and can do. It is necessary to point out that
they are used within the medical imaging field, and that they are designed for
use with medical images, commonly acquired with one of the many specialised
medical imaging modalities, such as CT, MRI, X-ray, ultrasound etc. A PACS
can manage the full medical image workflow, completely replacing film-based ra-
diology, and commonly has interfaces to other systems at hospitals that manage
electronic journals, scheduling etc. PACS commonly run as distributed systems,
managing all complications related to storage, networking and databases.

Sectra PACS does all that. If we disregard the server, storage and network
issues not relevant to this project, the following example can highlight the basic
use of the client side of Sectra PACS:

In the Information Window, a patient is selected from a worklist created with
certain search criteria. The user is then presented with a list of examinations
for that patient, and when selecting one of these, details on the examination
appears. The user can then switch to the Matrix Window, where thumbnails of
images from each examination is shown. These are organised as hangings, i.e.
pre-defined ways of showing images next to each other for comparison, mirroring
the old-fashioned way of hanging X-ray films next to each other on a light-box.
A common set-up of a PACS client uses multiple screens, allowing several images
to be shown simultaneously. Each screen can then show an image, for example

Köpsén, 2007. 13
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a single X-ray image or a slice from a CT stack. The user can then loop or
scroll though stacks, interactively changing transfer functions, zoom and other
parameters. In addition to the standard image window, there are other modes of
working with image stacks, such as Multiplanar Reconstruction (MPR) or 3D.
In the MPR mode, image stacks are used to create slice-like images at arbitrary
angles, or even as 2D projections of curved surfaces. The 3D mode is further
described in section 3.2.2.

3.1.2 DICOM

Volume data from CT or MRI is usually treated as a stack of slices. For such
stacks, and other medical images, there is a standard format called DICOM∗ [9].
The DICOM files contain the necessary information for the data to be reshaped
into a three dimensional volume, such as slice thickness, distance, relative posi-
tion and effect parameters, as well as more patient related information such as
name, birth date and case history.

The DICOM standard goes beyond the image format in many ways, and
is in fact intended to standardise the entire workflow of medical imaging and
information systems. It is designed to facilitate multi-vendor environments, and
without a standard like DICOM, the development of PACS systems might not
be possible. Much of the standard relates to operation in distributed environ-
ments, with specifications for object storage, network transfer etc. It is used
by virtually all manufacturers of imaging products, and by a wide variety of
medical professions, as well as for veterinary applications. [9]

The datasets used in this project were thus DICOM stacks, i.e. series of ax-
ial slice images where values represent radiographic densities. Conveniently, no
effort was needed to turn the stacks into volumetric data, since such functional-
ities were already available in Sectra PACS, to make the 3D application and the
MPR mode work. In other scenarios, reshaping the slices into a volume could
have been more complicated, particularly if there was need for a registration
stage, i.e. adjustment of the alignment of the images.

3.2 3D volume rendering

Another relevant issue is the one relating to creating an image from the three
dimensional data in the image stack, i.e. how to use the cube of density values
to create some sort of projected two dimensional image that can be shown on
a screen, printed etc. Two general approaches, isosurfacing and direct volume
rendering, can be identified [10]. Isosurfacing is a rendering technique founded
on the idea of rendering a number of surfaces to create the image. The sur-
faces can be thought of as defining the boundary between densities higher and
lower than a particular threshold, the isosurface level. This basically works in
the same way as altitude contours on a terrain map, but in a space of higher
dimensionality. Isosurface rendering can provide a very good representation of
the shape of an object. On the other hand, constructing an image purely from
surfaces means that a lot of potentially interesting information is hidden behind
surfaces. Using semi-transparent isosurfaces can only partly solve this [10].

∗Digital Imaging and Communications in Medicine
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The other method, direct volume rendering, uses a somewhat different ap-
proach and is the one used in the 3D application of Sectra PACS. It can be
thought of as assigning a certain colour and transparency to each voxel, and
then projecting them all onto a viewing plane. The assignment is commonly
done according to a transfer function that maps densities to colours and opaci-
ties. If many voxels are opaque, not much can be seen in such an image apart
from the front face of the box of data. But if only voxels belonging to partic-
ular density ranges are non-transparent, the shape of organs or other parts of
anatomy can be visualised.

The background reasoning for direct volume rendering lies in a model of
the interaction of light and particles in terms of absorption, radiation, scat-
tering etc. Depending on the model used, different equations can describe the
transport of light. Specifically, the emission-absorption-model is widely used in
volume rendering. It allows the transport of a ray of light through a volume
of particles to be described by an integral that sums the absorption and colour
contribution at each position in the volume. When using a discrete data volume,
such an integral can replaced by a sum equation. There are several methods for
doing that, where the options for example relate to how to treat equidistance
or sampling near material boundaries. Creating an image from a volume thus
consists of iterating along rays through the data volume, one for each pixel in
the resulting image. Such approaches are referred to as raycasting. [11]

The resulting colour for each ray is calculated iteratively by a blending equa-
tion. For example, back-to-front compositing can use the following equation
according to [11].

C′
dest = Csrc + Cdest(1 − Asrc) (3.1)

The resulting colour after passing through a voxel is thus the sum of the colour of
that voxel, plus the previously accumulated colour factored by the transparency
of the current voxel. That particular version of the equation assumes that
associated colours are used, i.e. that Csrc is pre-multiplied with Asrc. If that is
not done, transparent voxels will still contribute to the accumulated colour in
an erroneous way. When iterating front-to-back, an equation that accumulates
the transparency of all voxels that contribute needs to be used. In that case, the
iteration can be terminated when Adest reaches 1, i.e. when the ray has passed
through enough material of enough opacity so that voxels further away from the
eye or camera will be completely obscured anyway. [11]

The model described above does not include any effects of external light,
something that can be quite useful for creating good visualisations. There are a
number of different models that can be used to include such light into the model,
and make voxels appear glossy or not. A common model is the Blinn-Phong
model, which includes the three components ambient, diffuse and specular light
[11]. These depend on the surface normal and gradient, which means that such
characteristics in the data can be visualised in a better way. Figure 3.1 shows
an example of how illumination effects can improve an image.

In many situations, a majority of the voxels are transparent. Casting rays
through empty space can be costly, since the same operations are performed
whether a voxel is visible or not. To speed up the processing, volumes can be
split into bricks. The maximum and minimum density values present in these
bricks can then be compared to the transfer function, to quickly determine if
there is anything visible inside them. If not, a brick can be labelled as inactive,
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Figure 3.1: Example of how illumination effects can improve visualisation. The bronchi
can be seen clearly, despite being surrounded by parenchyma of similar radiographic
density. Its more surface-like gradients make it somewhat glossy, showing its tubular
shape.

to be skipped completely by the raycasting iteration. [10]
In [12], Scharsach gives details on a method for utilising Graphics Processing

Units (GPUs), to perform the raycasting. Such use for GPUs is not what they
were designed for, but the programmability of modern GPUs means that they
can be used to improve rendering speeds, because of their parallel architechture,
high access speeds and specialised instruction sets for 3D geometries, such as tri-
linear interpolation and transform operations. The basic idea of the method is to
store the raycasting vectors in the colour channels of textures, store distances in
alpha channels etc., i.e. to use the available structures of the GPU programming
model in somewhat unorthodox ways. Creating the viewport image can then
be done in the so called fragment shader in a very convenient way.

GPU based raycasting is used in the Sectra PACS 3D application for the
rendering during interaction, while the images of the highest available quality
are rendered by raycasting on the CPU.

Raycasting with the eye or camera at a position inside the volume is also
possible, if certain care is taken when calculating the first intersection of each ray
with a visible object, and of the perspectives. This means that virtual endoscopy
tools can be implemented with direct volume rendering through raycasting. In
[10], a rendering method for virtual endoscopy is proposed where the tube that
the camera moves inside† is rendered as a semi-transparent isosurface, while the
rest of the anatomy is visualised through direct volume rendering and can be
controlled by a transfer function.

†i.e. the bronchus, vessel, colon etc.
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3.2.1 Transfer functions

The concept of transfer functions was mentioned in section 2.2.1, in the context
of how to map density values to grey levels when using image slices. It also
appears in the 3D direct volume rendering field, as the way of determining
which voxels should be shown, and in what colour.

The transfer function takes a density value as an input, and returns a RGBα
colour value. This value represents the colour that voxels with that density
value should be rendered in, as well as the opacity of such voxels. It thus has a
significant influence on the appearance of the volume data as a three dimensional
image, and decides which type of materials are rendered, and which should be
transparent. The transfer functions in Sectra PACS are defined as a union of a
number of trapezoids, shown on top of a histogram of the data. Figure 3.2 shows
an example. These trapezoids can be thought of as defining ranges of densities
to be rendered, and the colour to render in. Each trapezoid is defined by its
limit points, a top α value, and one or two colours. The colour returned from
the transfer function is either the same for a whole trapezoid, or a proportional
mix of two colours, set for its upper and lower halves respectively. If trapezoids
overlap, a voxel with density in the overlapping range is assigned colour and
opacity corresponding to the sum of the responses of the relevant trapezoids.
The transfer function is the same over the entire data volume, although the
effects of using the segmentation tool mentioned in section 3.2.2 can be seen as
using different transfer functions for the segmented and unsegmented data.

Figure 3.2: Example of a transfer function in Sectra PACS. The left trapezoid is
selected, and can be reshaped or moved.

3.2.2 The three dimensional viewing mode

The tree dimensional viewing mode of the PACS consists of a main 3D window,
with a tool bar on the right and a panel for various settings along the bottom of
the screen. In addition to the main three dimensional picture, there are three
planar MPR views, showing perpendicular projections of the data volume. The
tool bar consists of general interaction tools for rotation, zooming, pointing and
measuring. There is also a clip plane tool, that can cut through the data volume,
allowing inspection of structures that might be hidden otherwise.

The most relevant interaction tools for this project are those available as tabs
along the bottom of the 3D environment, in particular the tab labelled Color
and Opacity. It consists of a histogram of the density values (in Hounsfield
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Units), showing their distribution in the data volume. On top of the histogram,
the current transfer function is shown as a number of coloured trapezoids. These
can be moved and reshaped by the user, changing the transfer function. See
figure 3.2 for an example.

A second tab, labelled Color Presets, contains a number of presets for show-
ing vessels, bone, metal etc. Selecting one of these activates a transfer function
for the particular densities of interest, which can be modified in the Color and
Opacity tab. There is also the possibility of saving user defined transfer func-
tions, and have them show up in the presets tab.

Figure 3.3: The 3D mode of Sectra PACS. The major part of the window is the actual
3D image. Along the left edge are three MPR-views. On the right is a selection of
interaction tools. The bottom of the window is the dynamic area where tabs such as
Color Presets and Color and Opacity appear.

As mentioned earlier, in section 1.1, there is no preset for lungs or bronchi.
There is one for air though, which for some datasets shows the trachea and
larger bronchi since they mostly contain air and are large enough to be distinct.
Using this preset transfer function as a starting point and modifying the transfer
function, it is possible to increase the rendered density range, and make more
of the bronchi visible.‡ However, for every step we increase the upper limit of
the transfer function, we also make more lung parenchyma appear. The parts
of the parenchyma that do show up are basically shaped like a cloud without
any particular structure, because neighbourhoods with these very low density
values are present all over the lung. These clouds seem to provide little useful
information about the bronchial tree§. Visualising the bronchi with the existing
application is thus a trade-off between showing more of the bronchial tree by
increasing the upper limits of the transfer function, and showing as little of the
view obstructing cloud surrounding it as possible. Since the best choice differs
significantly between datasets, and even between parts of the lung in the same
image volume, it is not a trivial task to define a proper pre-set for the bronchial
tree.

‡This is perhaps a bit counter-intuitive. We render the lightest, thinnest, most air-like
materials as objects, and make the denser materials invisible.

§If the transfer function limits are set high enough, the shape of the lung as a whole can
be determined though.
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Figure 2.3 is intended to illustrate this complication. If the densities of
the parenchyma had been similar over the entire lung, and in a different range
than the densities of the bronchi, the task at hand would be significantly less
complicated. Then, merely fine tuning the transfer function could be enough to
create a very good visualisation of the bronchial tree.

A segmentation tool is also available, having an automatic and a manual
mode. In the manual mode, the user draws an outline in the current 3D per-
spective, and its extension, perpendicular to the viewing plane, is then either
cut away or saved. The automatic segmentation is based on the current choice
of transfer function, and selects a contiguous volume of voxels with character-
istics similar to a user chosen seeding point. When applied to lungs, this tool
suffers the problems inherited from the transfer function, i.e. that the very small
distinction between measured densities of bronchi and lung parenchyma tend
to make distinction of these difficult. Further analysis of the use of the built-in
segmentation tool can be found in section 6.1.7.

3.3 Dataset complications

One category of complications consists of those that arise from the fact that
the data is not isotropic. CT data commonly has a differing resolution along
the z-axis, ∆z, because it is reconstructed and often used as axial slices, as
discussed in section 2.2. In some cases, ∆z does not only differ from ∆x and
∆y, but also has different values at different positions is the volume. This is
because the distance between slices can be changed during the CT scan or in
reconstruction, in order to focus on certain areas of interest. The 3D system of
Sectra PACS currently handles this complication by allowing varying values of
∆z, and maintaining information about it all the way to the visualisation stage,
where the transform to screen coordinates is used to stretch or compress the data
in the appropriate way. Whenever data from the volume is used in a way where
it needs to be equidistant, samples are interpolated to get isotropic voxels. This
works quite well for on-the-fly calculations, since approximate gradients etc. can
easily be computed by sampling at positions of equal distances from the point
of interest, regardless of whether there is a measured value at that position.

However, in a processing step when the whole image is to be filtered or
otherwise modified it is desirable to use the positions that actually have mea-
sured values, in order not to lose resolution and cause even more blurring effects
than those already introduced at various earlier steps such as sampling in the
CT, reconstruction into slices with Cartesian coordinates etc. Thus, the image
processing methods used need to be adaptable to handle anisotropic data, for
example through stretching or compressing filter kernels to match the stretch
of the data set.
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Chapter 4

Methods for image volume
enhancement

In this chapter, a number of image processing techniques are described, as well as
some theory relating to different ways of applying them to data, depending on the
task. The chapter starts with presenting a few general theories related to image
processing, before continuing with details of a few more specific methods.

4.1 Scale space

The sizes of bronchi and bronchioles differ quite drastically through the genera-
tions of the bronchial tree. As mentioned in section 2.1, the trachea commonly
has a diameter of 20 mm or more, while bronchi only two branching orders
further down are commonly less than 10 mm across. The terminal bronchioles
have diameters of only a few tenths of a millimetre, and there are bronchi of all
sizes in between. This complicates the task at hand. When processing the data
volume in search of structure, the scale at which the method operates is of great
importance. A filter set that is tuned to find tubes at the 1 mm scale would
obviously regard a part of the trachea surface as a flat and sheet-like structure.
Conversely, a filter designed to find trachea sized tubes would blur or ignore the
finer structures of entire sections of the bronchial tree.

This needs to be addressed in several ways. First of all, there needs to be
a limitation of the scope. It is unlikely that the same methods are the best for
improving the visualisation of the larger bronchi, as for those at scales near the
resolution of the data. The problem could instead be separated into different sub
problems, each dealing with a particular scale. These solutions could eventually
be merged into a more complete method that solves the task. For this work,
it was decided that the visualisation of the trachea and larger bronchi could be
deemed acceptable, and that attention should be on the smaller bronchi with
diameters from approximately 5 mm down to those with sub-millimetre sizes, if
possible.

Even within this more limited set there are significant scale differences.
Though the diameter of one bronchus can be ten times that of another, it
is more reasonable to believe that the same method can be used for all of the
bronchi in the limited range. However, there may be the need for some kind of

Köpsén, 2007. 21
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scaling factor in the algorithms. The volume could then be processed at differ-
ent scales, and the results somehow merged. One way to do this is to normalise
the filter results at each scale, comparing them at each location or neighbour-
hood, and decide that the scale with maximum response is the scale of any
detected structure [15, 16]. While this probably increases times of computation,
it also generates additional information. The scale at which a neighbourhood
was deemed to be part of the bronchial tree is a measure of its size, and this
measure could perhaps be useful. The basic idea is that smoothing images using
Gaussian functions with different standard deviations, σ, allows the images to
be analysed at different scales, defined by those σ-values. The pioneer behind
scale space theory, Lindeberg [15] defines so called γ-parameterized normalized
derivatives through multiplying the partial derivatives at each scale space by
(σ2)γ . The parameter γ can then be used to control preference for some scales
over other. The method allows feature detection to be performed at a number
of different scales, but results in comparable filter responses.

Using such scale space methods is only theoretically sound if a number of
constraints are met. The most important ones relate to the effects on the number
of local extrema from the smoothing operation used to define the scale. Not all
smoothing kernels fulfil these requirements, though the class of discrete Gaussian
kernels do. [17]

4.2 Density space

In the same manner as suggested for scale space in [15] and [16], a space over the
image density values can be used. Linear combination of, or maximum selection
from, responses of filters applied with different density selection ranged can be
used to determine at what range of densities a structure appears.

On the other hand, since the goal is to visualise the bronchial tree, selecting
the scale range with the best filter response might not be appropriate. There
could be many tubes that appear in several density ranges, because of large
differences in the densities that define them. Such tubes would then hopefully
yield reasonably good filter responses for more than one density range. Just
selecting the range with the strongest filter response would then be a bad idea.
That would mean that some of the data making up the tube would be classified
as uninteresting because of its density being in a range with lesser tubeness, pos-
sibly resulting in a less distinct tube being shown. To counter this, the tubeness
responses for different density ranges could be thresholded, and each neighbour-
hood could be said to contain tubes in 0, 1 or several density ranges. All such
ranges would then be considered interesting, when it comes to visualisation.

4.3 Decomposable convolution kernels

When filtering a discrete volume of data in the spatial domain there are some
dimensionality related complications. For one dimensional filtering, a convo-
lution kernel designed to approximate some continuous function such as the
Gaussian needs to consist of a certain number of samples in order to have the
proper shape. The same thing applies for higher dimensions. A proper 3D
Gaussian kernel can rarely be described accurately enough by a 33 or even 53
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voxel volume, even though the latter contains 125 different points. This means
that a single convolution with a 3D kernel can have quite high time complexity,
O(n3 · m3), where n is the width of the kernel, and m the width of the data. For
example, when 11 samples are needed in each dimension, that means 113 = 1331
voxels in the 3D kernel. Convolving such a kernel with a 5123 volume would
need about 179 × 109 multiplications.

However, if the filter kernel has the property known as decomposable or
separable, there are more efficient ways to perform the convolution. A kernel is
decomposable if it can be expressed as the outer product of a number of one
dimensional kernels. This is usually not the case for circularly or spherically
symmetric kernels, which are types of kernels often desirable for other reasons.
Some kernels, such as pillbox shaped∗ ones and Gaussians are separable though,
which means that instead of convolving with the full 3D kernel, the filtering
can be performed using three one dimensional kernels that could be used to
construct the 3D kernel. The original image is then convolved with one of the
one dimensional kernels, the resulting image with the next, et cetera, producing
the same result as if all three dimensions had been handled at once. [13]

The complexity is thus reduced from O(n3 · m3) to O(3n · m3). Utilising
decomposition for the numeric example above, the convolution of the entire vol-
ume would require 4.4 × 109 multiplications, about 40 times less than with the
full kernel. For larger kernels, the difference is naturally even greater. Such a
speed up can obviously mean the difference between acceptable and unmanage-
able processing times. As the property is also valid for derivatives of Gaussian
functions [14], it can be used to improve the complexity of several of the methods
described in this chapter.

4.4 Simple filters

A very general category of digital image processing tasks are those referred to
as image enhancement. It can be defined in various ways, but these are rarely
particularly strict definitions. Making images “look better”, bring out details or
highlight features are some common goals of image enhancement. The desired
results are dependent on the specific target application, and it is not uncommon
that only subjective measures can be used to compare results. [18]

By such a definition, the task of this project is an image enhancement prob-
lem. As our goal could be reached by highlighting regions with tubes, low level
image processing filters could possibly provide a solution. A number of such
filters are briefly described here.

4.4.1 Edge sharpening filters

Sharpening filters are filters that aim to highlight fine details of images. Often
based on some sort of differentiating operator, they can be used to strengthen
discontinuities and rapid changes in images, while de-emphasising areas with
little change in intensity (or density) values. Thus, discontinuities arising from
point-wise noise will be strengthened. [18]

One method for sharpening is using the Laplacian operator. As many other
similar operators it is ideally rotation invariant, i.e. it should produce the same

∗i.e. hockey puck shaped
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output regardless of the spatial direction of the discontinuities. With digital,
sampled data this is rarely exactly true in reality, and different implementations
approximates the rotation invariance in different ways. Laplacians are based
on second derivatives, and if implemented as a filter mask for convolution or
correlation operations they take the form of a matrix with a peak at the centre,
and smaller coefficients of the opposing sign around it. For a purely Laplacian
filter, the sum of coefficients should add up to exactly zero. In a constant part
of an image, the Laplacian will output a zero response, while returning values
with higher magnitude in rapidly changing neighbourhoods. It thus serves as a
discontinuity measure. To use the Laplacian for enhancing an image, it should
be added to the original image, causing greater contrast at discontinuities. [18]

The edge enhancement methods of unsharp masking and high-boost filtering
are essentially versions of that method that use a different linear combination of
the original image and the Laplacian, though they originate from the converse
way of thinking, i.e. adding an original image and a blurred version. [18]

A slightly more complex way of using the Laplacian is to combine it with
a smoothing operation, such as a Gaussian, and obtain what is known as a
Laplacian of Gaussian (LoG) filter. In practice they are combined to one oper-
ator, performing both smoothing and edge detection. It can still be thought of
as applying the Laplacian to a smoothed image though. Like plain Laplacian
functions its second derivative nature means that edges becomes zero crossings
between large positive and negative values, and that we have to check for such
if we want to know where edges are [19]. Its smoothing characteristics mean
that it is best suited for edge detection, rather than enhancement of all types
of discontinuities. [18]

The reasoning for how edge sharpening filters could be useful for this task can
be the following: In reality, bronchi are well defined tubes inside the parenchy-
mal tissue of the lung. Air flows in them, and is not part of the oxygen exchange
process until it reaches the alveolar sacks. Thus, an ideal 3D scan of the chest
with infinitely detailed resolution would show them as distinct tubes of lower
density values. In the CT images for which the algorithm is developed, they
are not distinct, but blurred. This blur is caused by a number of factors at
different steps of the collection, reconstruction and storage process, as discussed
in section 2.2. Since sharpening filters can be used to enhance details of blurred
images they should, at least in theory, be able to enhance details of bronchi,
making them stand out better from the background.

4.4.2 Median filtering

Another type of filter that can be considered for the task is the median filter.
A median filter is one example of a ranking filter. It replaces the value at the
origin of the filter with the median value of the pixels in the neighbourhood
[18]. It is a smoothing filter that works best for removing noise. Its advantage
over general low-pass filters is that it preserves edges and details better [20].
However, Gonzales and Woods [18] remark that a distinct cluster that is smaller
than half the area of the filter neighbourhood will be eliminated by the filter. A
filter that smooths while preserving edges could be appropriate because it could
make neighbourhoods such as parenchymal tissue, tube insides and vessels more
smooth internally, while keeping them separate.
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4.5 Tensors and similar constructs for local struc-
ture

When processing images with the intention of obtaining information on a higher
level of abstraction, the concept of local structure is of interest. It can be thought
of as how the values of an image behaves in a neighbourhood on a symbolic level,
if the image is constant or changing, and if it is, in what directions. Another
example of higher level analysis can be to discuss lines, curves and planes instead
of pixels or voxels with intensity values [21]. In order to calculate and represent
local structure, tensors can be used. There are several types of such tensors,
calculated in different ways, having different properties, and using different ways
of modelling the behaviour of the signal (i.e. data volume). They can be used
both for data representing a number of static dimensions, or for data including
a time dimension. For an N-dimensional signal, the local structure tensor is
usually a N × N symmetric matrix with real values. [22]

4.5.1 Tensors

Tensors are in many senses a generalisation of the vector concept. They are
suitable when modelling things that are too complex to be represented by vectors
or scalar values. Examples of use can come from physics, where tensors can be
used to represent inertia, deformation of elastic materials, conductivities etc.
[21]. Tensors are defined by rank (or order) and dimension. The rank can be
seen as the complexity of the represented entity, e.g. a scalar is a tensor of
rank 0, a vector one of rank 1 etc. The dimension of the space in which the
tensor is defined determines its dimension. A vector in the ordinary 3D space
for example, is a rank 1 tensor of 3 dimensions. [23]

4.5.2 Simple signals and function rank

The concept of a simple signal also needs a definition. A simple signal, also
referred to as a simple function, in a space of more than one dimension is a
signal that can be be written as

f(x) = h(x · ê) (4.1)

where h is a one-dimensional function, and ê a vector defining the direction of
change [22, 21]. If values of f along a line parallel to ê through x change like the
function h in some neighbourhood of x, while values of f along perpendicular
lines through x are constant, f can be said to be simple in that neighbourhood
[21].

Related is the definition of a function of rank p. A function of rank p is one
that changes along p directions of a space of n dimensions, while being constant
along lines in the remaining n − p orthogonal directions. A simple function is
thus a function of rank 1. [21]

4.5.3 Adaptive filters

The filters discussed in section 4.4 are all global filters, i.e. they are applied
in exactly the same way to every part of an image. The possibility to avoid
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this is one of the major selling points of local structure analysis, i.e. making it
possible to use filters that can be controlled to work differently in different local
neighbourhoods, depending on higher level knowledge. It should seem fairly
reasonable that filters of that type could improve image enhancement. Such
filters can be known as local adaptive filters. By using information from tensors,
filters can be controlled to adapt to the local structure in each neighbourhood.
For example, eigenvector information from the tensors can be used to apply
smoothing only in the direction of least change at each position. Or, signals
can be amplified more or less in each neighbourhood, depending on the size of
the already present gradients. Depending on the desired results, many types
of adaptive filters or filter sets can be designed. There are naturally some
constraints on the characteristics of the filters used. They should be spatially
limited and shift invariant, for example. [21]

4.5.4 Using eigenvalues

The number of directions of change is something that can be calculated in a num-
ber of ways, and using partial derivatives is the basis of many such approaches.
Composing a tensor from values representing change in the x, y, z-directions,
and then finding a basis change transform that aligns the basis axis according
to the directions of greatest or least change would obviously give information
about the relation between the changes in different directions. Such information
is obtained by calculating eigenvalues and eigenvectors of the tensor, and com-
paring the eigenvalues to each other. This works, since the eigenvalues represent
the change in the directions of most extreme variation, using the same measure
that was used to calculate the change in the original basis directions.

The end result is that the eigenvalues of 3×3 tensors can be used as measures
for the local structure (or orientation) [25]. Assuming non-negative eigenvalues,
and that λ1 ≥ λ2 ≥ λ3 the following conclusions can be made about the local
structure of a neighbourhood [24, 21]:

λ1 � λ2 ≈ λ3, λ3 ≈ 0 plane-like structure
λ1 ≈ λ2 � λ3, λ3 ≈ 0 line-like structure
λ1 ≈ λ2 ≈ λ3 no typical orientation

(4.2)

Using the concept of function rank from section 4.5.2, the cases above corre-
spond to the data behaving like a rank one, rank two and rank three function
respectively, within a neighbourhood.

4.5.5 Calculation of eigenvalues

Bigün et al. show in [24] that for two dimensional data, when the tensor is
represented as a 2×2 matrix, there are some shortcuts available. The eigenvalues
λ1 and λ2 can be obtained through a small number of convolutions, by utilising
properties of a complex derivative image. Thus, there is no need for composing
an actual tensor for each point in the image, and calculate its eigenvalues.
However, they point out that extending that method to three dimensional data
would require the use of quaternions† in place of complex numbers, but that their

†Quaternions are an extension of complex numbers that can be useful for calculations in
three-dimensional space.
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lack of commutativity puts a stop to a number of necessary simplifications. This
means that for three dimensional data, a separate eigenvector calculation needs
to be performed for each voxel, which obviously can be a computational burden.
In section 7.5 is a discussion on the use of an eigenvalue calculation method for
symmetric 3 × 3 matrices.

4.5.6 Gradient tensors

One class of tensors that can be used to describe and analyse local structure are
gradient tensors, as proposed and developed by Bigün et al. [24]. The gradient
tensor equation for discrete data can be written as

T(x) = Gσ2 (x)
(∇σ1f(x)∇T

σ1
f(x)

)
(4.3)

where the gradients, i.e. ∇σ1f(x), are calculated using Gaussian derivatives with
a standard deviation of σ1, and G is a Gaussian kernel with standard deviation
σ2 that determines the size of the neighbourhood [22].

Gσ2(x) = e
− |x|2

2σ2
2 (4.4)

Each element of the tensors is thus a product of two partial derivatives, and these
are then averaged over a neighbourhood by the Gaussian function. Without the
spatial smoothing with G, the tensor would be a rank one matrix because of
how its elements are composed. That would make many subsequent calculations
impossible or meaningless [25].

According to San José [25], there is a serious drawback of gradient based
tensors: They respond well to odd variations i.e. steps or edges, but not to even
variations such as lines or curves in space. This can be illustrated in the one
dimensional case, where the gradient tensor performs like a derivative operator,
and a line in space corresponds to an impulse function or a function with a
narrow peak. Convolving these two functions obviously does not produce a
large response. Since the bronchi that this work focuses on can be generalised
to be treated like lines or curves of low intensity through space, this complication
is of some concern.

The need for two different σ-parameters is another possible drawback of the
gradient tensor method. Whether there is an ideal relation between σ1 and σ2, or
if it differs from case to case can not easily be said. The rank and dimensionality
of the gradient tensor means that it takes the shape of a matrix, and allows it
to be operated on by matrix operators. In particular, this applies to calculation
of eigenvalues, which means that the conclusions in (4.2) are applicable.

4.5.7 Hessian matrix for local structure

Sato et al. [16] have developed a method similar to gradient tensors that use a
Hessian matrix as a representation of local structure. The Hessian matrix is a
square matrix defined as

∇2I(ξ) =


 Ixx(ξ) Ixy(ξ) Ixz(ξ)

Iyx(ξ) Iyy(ξ) Iyz(ξ)
Izx(ξ) Izy(ξ) Izz(ξ)


 (4.5)
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where e.g. Izy(ξ) represents ∂2

∂z∂y I(ξ) et cetera, and I(ξ) is the image intensity
at position ξ. As the components of the Hessian are second derivatives or
cross derivatives, they do not suffer the same problem with even functions as
the gradient tensors. Again using the one dimensional continuous case as an
example, the response of a second derivative filter applied to a narrow peak
function would have a large negative value at the centre, which would indicate
that the filter suits detection of lines.

The eigenvectors of the Hessian provide useful information about local struc-
ture. The eigenvector with the eigenvalue of the largest magnitude represents
the direction of the strongest second derivative. The eigenvalue analysis gives,
without the need for combining filters aligned in several directions, the direction
of least change, which is the principal direction of the second order structure
[27]. This means that conclusions very similar to those listed in (4.2) can be
drawn. There needs to be some modifications though, as the eigenvalues of the
Hessian can be either positive or negative. For example, a situation where λ1

and λ2 have similar magnitude, but have different signs, represents some type
of saddle point. But if the eigenvalues not close to zero have the same sign,
the local structure as defined in (4.2) exists. The sign of these eigenvalues also
carries information, and can be used to determine if e.g. a line is brighter or
darker than the background.

Unlike the gradient tensor method, the Hessian method does not need an
operation where the components of the matrix are averaged over a neighbour-
hood, because they are not interdependent in the same way as the components
of the gradient tensor. This means that it needs one round of filtering less than
the gradient tensor method. It also means that there is no need to find the
proper relation between the standard deviation parameter used for the Gaus-
sian differentiation, and the one used to define a neighbourhood. On the other
hand, it means less flexibility in that particular area, since the neighbourhood
is always spherical, with a size only depending on the scale parameter used for
the differentiation.

In [16] Sato et al. perform experiments on segmenting the bronchi in data
from a chest CT by using Hessian matrices. Their results are very good, produc-
ing what seem to be almost perfect results within the scale range used. They do
however introduce a step where small, non-connected regions are removed to get
rid of false positives, and use test data with a resolution of only 0.29 mm in the
axial plane, approximately twice as good as the datasets used in this project.
Also, as the description of their experiment only focuses on the segmentation
of bronchi with particular characteristics, they avoid the issues of handling the
larger bronchi and trachea, finding the region of interest, as well as all issues
relating to differences between datasets.

4.5.8 Calculating a tubeness measure from eigenvalues

In order to use knowledge of local structures to detect the bronchial tree, in-
formation from the tensors can be used to calculate a value representing how
similar a neighbourhood is to a line through 3D space. The issue of how the
relation between eigenvalues is best measured is thoroughly examined by Sato
et al. in [16]. Their result is the following measure of similarity to a generalised



4.5. Tensors and similar constructs for local structure 29

line:

λ123 =




|λ1|
(

λ2
λ1

)γ12(
1 + λ3

|λ2|
)γ23

, λ3 < λ2 < λ1 < 0

|λ1|
(

λ2
λ1

)γ12
(
1 − α λ3

|λ2|
)γ23

, λ3 < λ2 < 0 < λ1 < |λ2|
α

0, otherwise

(4.6)

The parameter α should be between 0 and 1, and can be used to control the
response from blob-like shapes with concavities. The γ-values control the sen-
sitivity to elliptical cross sections and to changes in the direction of the line,
respectively. Note the assumption that the two eigenvalues of large magnitude
are negative. This is because Sato et al. designed their method in [16] to always
expect line structures to be brighter than the background, and invert the data
in pre-processing if necessary. Suggested values for the parameters are α = 0.25
and γ23 = 0.5, in order to handle branch points and curved lines in a good way.

In [26], the method is developed further by classifying neighbourhoods as
sheets, lines or blobs. That information is then used for further processing
rather than a value calculated directly from the eigenvalues.

In [27] and [28], Frangi et al. build on some of Sato’s results and develop
a tubeness measure claimed to have a more intuitive geometric interpretation.
Like the measures above, it assumes that bright tubes with higher values than
their surrounding are sought, i.e. that eigenvalues should be negative. It can
easily be altered to work for dark tubes though. The tubeness measure

ν(s) =

{
(1 − exp(−RA

2

2α2 ))exp(−RB
2

2β2 )(1 − exp(− S2

2c2 )), λ1, λ2 < 0
0, otherwise

(4.7)

is composed from the three interpretable measures RA,RB and S.
RA = |λ2|/|λ1| discriminates tubes from sheet-like local structures by com-

paring the two eigenvalues of greater magnitude. A value of 1 then represents a
completely cylindrical structure (in the particular neighbourhood), while smaller
values means that the structure has a more elliptic cross section, and is closer
to a first order local structure.

RB = |λ3|/
√

λ2λ1 is a measure of how ball-like the local structure is, as
equally sized λ-values would result in a value close to 1.

Both these values has a range of 0 to 1, and are invariant to the magnitude
of change in the data. To measure the difference between tubes that barely
differ in intensity from the background, and those that have radically dissimilar
values, Frangi uses S =

√
λ2

1 + λ2
2 + λ2

3, i.e. the Frobenius norm of the Hessian.
The α, β and c parameters in (4.7) can be used to control the influence of the

three measures that make up ν(s). The values α = β = 0.5 are suggested, but c
needs to be chosen depending on the range of values present in the data. Frangi
concludes with pointing out that the method can not be used for segmentation,
but can be useful as a preprocessing step for visualisation.

Section 6.1.3 contains a comparison of the shapes of these two measures
together with the measure proposed in this work, which is inspired by them.
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4.6 Medialness filters

While the methods described in sections 4.5.6 and 4.5.7 can be used when
bronchi are generalised as lines or curves in a three dimensional space, there
are similar methods that use other models. One such method is based on a
measure called medialness [29, 30]. The fundamental difference is that the me-
dialness methods utilise a more complex model of a tube. Instead of being
just an elongated region of similar intensity values, a cross section of a tube is
considered to have a centre and borders. In [30], Krissian and colleagues argue
against only using the eigenvalues of the Hessian as a detector for vessels, and
their arguments are equally valid in the present case of bronchus detection. In
particular, they argue that it is difficult to find situations where the two greater
eigenvalues are close enough in real images. They also point out that when the
tube structures in question are only a few voxels in size, sampling will not be
done in the true tube centre, which means that the behaviour of the partial
derivatives, and hence the eigenvalues, can be too far from the ideal situation.

To accurately locate tube centres, medialness can be used. It can be defined
by

Rt(x) =
1
2π

∫ 2π

α=0

|∇tI(x + θ
√

tvα)|dα (4.8)

which is a calculation of the gradient average along a circle at distance θ
√

t from
each point. The

√
t is a scale space parameter, and θ a parameter determining

the relation between scale and expected tube radius. Since integration is done
along a circle in a two dimensional plane within 3D space, a vector describing
the assumed direction of the centre line of the tube must already be calculated.
This can be done by using the Hessian matrix as above. Pock [29], extends
measure (4.8) by adding weighting to the integration and making it relative.

Medialness values are thus a measure of the similarity of a point to the centre
of an ideal tube structure, and could be used to identify bronchi.

4.7 Quadrature filters

Another way of calculating a tensor representing local structure and orientation
is the use of quadrature filters, as described by Granlund and Knutsson in
[21, 31]. The end result is a tensor with the same use and interpretation as those
described above‡, calculated by a rather different method, using a somewhat
different foundation. Instead of composing responses from filters representing
differentiation in the three Cartesian base directions of space, quadrature filters
are applied in a number of spatial directions, e.g. six for a three dimensional
problem. The magnitudes of the responses from each such filter, i.e. scalar
values, are then combined to a tensor using the vectors representing the filter
directions. These vectors can then be interpreted according to (4.2).

The choice of what directions to apply the quadrature filters in has some con-
straints. The filters need to be evenly distributed in space, otherwise it would
not be possible to obtain a rotationally invariant result from their combination.
There also need to be more than 2N−1 of them, to avoid situations where differ-
ent vectors give the exact same responses. For three dimensions, there needs to

‡in sections 4.5.6 and 4.5.7
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be more than 23−1 = 4 filters, but since there is no way to distribute five filters
evenly, six are needed.

The second major advantage of this method family are the properties of the
quadrature filter. They are designed to be invariant to phase, and are defined
to be zero over half the Fourier space. The filters used are also designed to be
spherically separable, i.e. consisting of two factors depending only on radius or
direction, respectively. The directional part then models the similarity between
the local orientation in the neighbourhood seen as a rank 1 neighbourhood, and
the direction of the filter. The radial part can the be chosen through design
techniques for one dimensional problems, according to the desired properties
of the application. This allows for a wide choice of filter properties, making
quadrature filters a useful choice for different tasks and applications. Using
a logonormal or a loglet filter for the radial part is suggested, as such filters
have desirable properties, for example regarding estimation of local frequency
[21, 25, 22].

The major downside of the use of this method is the fact that twelve fully
three dimensional filter components need to be applied to the data. Since they
are not separable like the Gaussian based filters used in some other methods, the
computational complexity involved is increased significantly. The number twelve
comes from the fact that each of the six filters has a real and imaginary part, and
that these need to be processed separately. A filter network implementation, as
described in [32], could potentially be an approach to reducing the complexity.

4.8 Segmentation by region growing or morpho-

logical techniques

The tensor based methods described above have in common that they produce
some kind of measure for the function rank in neighbourhoods, which can be
interpreted as a tubeness measure, and somehow transformed into a form which
can be used to control visualisation parameters. Such a form could for example
be a binary mask separating regions with tubes from those without. Such a
mask is an example of binary segmentation of an image. Segmentation is the
process of partitioning an image into regions. In medicine, the common use is
naturally to partition images by the type of tissue. At what level this is done,
and what types of attributes are used to define the segmentation, obviously
depends on the task. Generally, regions can either be defined by requiring a
similarity within them, or by defining their boundaries from discontinuities [18].

There are a number of segmentation methods developed and published, and
since they have applications in the medical imaging domain, the interest in them
is beyond purely academic. One such method is region growing. Generally,
region growing methods use the principle of initially having a region consisting
of a single seed point, and then let the region grow to include more voxels that
fulfil certain similarity criteria. This is then done iteratively, until some stop
criterion is fulfilled. Commonly, region growing requires connectivity between
the existing region and the added voxels, though it is not a necessity. The
similarity criteria used can be vastly different depending on application. They
can also be adaptive or not, i.e. new voxels are either compared to the properties
of the entire region of each iteration, or just to original seed region. [18]
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Morphological techniques are in some sense similar to region growing. They
are founded in set theory, and can generally be said to be methods of growing
or shrinking regions by application of a structuring element [18]. Applications
in the field of bronchial trees can include ways to turn a region representing
presence of bronchi into a one voxel thin tree representing central lines of tubes,
or ways of growing regions in ways less trivial than just voxel connectedness. Ki-
raly and colleagues, for example, use morphology to find tube candidate regions
in each 2D image slice, before merging these in 3D [33].

The articles [34], [35] and [36] contain more examples of methods using region
growing and morphological techniques for segmentation of the bronchial tree.

4.9 Diffusion based methods

A different class of methods for segmentation of images are those based on
diffusion. So called anisotropic diffusion was introuced by Perona and Malik [37,
38]. Segmentation is achieved by smoothing images in a piecewise way, making
regions increasingly homogeneous internally, while pereserving boundaries. This
is done through a diffusion model, similar to those used e.g. to model the
physical process of heat spread. By letting a diffusion factor be controlled by an
edge measure, the smoothing of intensity values can be stopped when edges are
present. By letting the iterative process work at different scales, segmentation
can be achieved at different levels, keeping edges sharp until they disappear
[38]. In [39] the principles of anisotropic diffusion is used on medical greyscale
images with good results. Some downsides worth mentioning are sensitivity to
varying noise levels in different parts of images, as well as strong dependence on
the size of gradients which can make it difficult to differentiate true edges from
noise [38]. Despite this, anisotropic diffusion could be an interesting approach
to segmenting the bronchial tree.
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Improving the visualisation

This chapter discusses a number of issues related to how the work was performed.

5.1 Datasets

The datasets used in the development of the method were a small subset of the
database of image datasets available at Sectra for testing and demonstrating
their medical imagery products∗. Since they were available in the test database,
they were already stripped from personal information concerning the patients.
This also meant that most fields for describing the purpose of the examination
were empty, giving less possibility to determine under what circumstances and
for what purpose the particular CT scans were performed. However, the naming
of the datasets, as well as the remaining fields of DICOM meta data show that
the scans were generally not made with the goal of examining the lungs. While
various qualities of datasets were available, the datasets used for this work were
picked with certain constraints and characteristics.

Firstly, since the goal was visualisation of the bronchial tree, the resolution
in the z-direction (i.e. in the direction from feet to head) had to be sufficient.
In CT datasets, this is affected by two values, both the slice thickness, and the
distance between slices. In order not to blur out small bronchial structures that
mainly extend in the x–y (transverse) plane, the slices need to be fairly thin,
while too large distances mean that the data points are not close enough for
meaningful analysis of structures with sizes such as those of the smaller parts
of the bronchial tree. Image stacks with both of these values at 1.5 mm or less
were considered as having good resolution, while those with slice distance or
thickness between 1.5 and 3 or 4 mm were categorised as possibly useful, and
worth using when investigating the robustness and tolerance of the algorithms
used. Figure 5.1 shows an example of 3D rendering of a dataset that lacks the
necessary resolution in the z-direction.

Also, the quality of the image stacks was a factor. Attempts at working with
some datasets that had used an X-ray dose of only 20–30 mAs failed, because of
the general blurriness of the relevant regions. Since no absolute measure can be
used for when an image is good enough, some datasets were initially included in

∗The author would like to thank CMIV (The Center for Medical Image Science and Visu-
alization) in Linköping for providing most of the image data used in this project.
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Figure 5.1: A dataset with too large slice thickness and ∆z. The image shows some of
the bronchi from a dataset with 5 mm slice thickness and 5 mm slice distance. This
can clearly be seen on the step-like shape of the bronchus edge. Processing such a
dataset to improve visualisation of 0.5–3 mm branches is pointless.

the set used for the project, but later discarded when determined to be of too
poor quality.

While many different datasets were initially investigated to get knowledge
of their general characteristichs, the evaluation and development was primar-
ily performed on two sets of real CT data. Tests with other datasets were only
occasionally made to verify that no unexpected effects appeared. When the pro-
totype implementation was finished however, a more thorough round of testing
on various datasets were performed, discussed in section 7.8.

5.2 Tools

During most of the project, the following software products were used:

• NLM Insight Segmentation and Registration Toolkit, ITK

• Matlab 6.5 (The MathWorks Inc.)

• Microsoft Visual Studio 2005 (Microsoft Corporation)
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• Sectra PACS, IDS7 (Sectra Imtec AB)

Matlab was primarily used during evaluation of enhancement methods, be-
cause of its convenient ways of acessing data, programming scripts, and possi-
bilities to download plug-ins with various functionalities. Sectra PACS was not
only used to investigate integration of the algorithm, but also for visualising
processed and unprocessed data in order to understand its characteristics and
the results of processing. Visual Studio was used for the final implementation,
as well as for minor modifications of Sectra PACS to facilitate evaluation of
methods. ITK provided useful functions for the implementation.

5.3 Evaluation

One difficulty that needed to be addressed when evaluating the image processing
techniques was how to decide if one method is better than another. There are
a number of factors influencing this but the two main measures, at least in this
case, must be

1. Enhancement of the image

2. Time and processing complexity of the technique

While there are ways to analyse, calculate and compare the factors making up
measure 2, measure 1 presents significant difficulty. The goals relating to how
the image should be improved are not easily measurable. As stated above, in
section 1.2, the goals are “improving the visualisation” and to “provide visual
information so that users can see and understand the structure of the bronchial
tree”. These are both very vague goals that rely on subjective ideas of what
is better. Obviously, some types of improvement can be measured, such as the
increase of the order of the smallest visible bronchi in the same image before and
after processing, or the reduction or removal of obvious gaps in the bronchial
tree. But such measurable quantities tell far from the whole story. For exam-
ple, reduced obscuring by the parenchyma, better contrast between bronchi and
other tissue as well as the general sense of seeing the bronchial tree and its struc-
ture immediately without having to tune a number of visualisation parameters,
are far more difficult to assess. During the technique evaluation phase, these
were left entirely to subjective judgement.

To be able to assess and evaluate the effects of filters and other processing
methods, some modifications were made to the default settings of the PACS
system. The Sectra PACS is a large system with many functionalities and modes
of operation, and using the 3D mode to view a dataset required several steps
such as selecting patient, examination and stack, and waiting for the data to
be loaded from an image database. Fortunately Sectra had developed a smaller
test application (VRTTest) that immediately loads a data volume from disk,
and starts the 3D environment. For the purpose of the technique evaluation, it
was set up to start with a default transfer function, showing only air and tissue
of very low intensities (less than −900 Hu approximately). Thus no manual
change or interaction was needed to get a first glance at the data volume in a
viewing mode relevant to the task. When data processing or filtering was done
with an application not integrated with the system, such as Matlab, the results
could quickly be inspected.
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The need for such an approach was quite natural. While software such as
Matlab does contain tools for presenting three dimensional data volumes, they
are not configurable in the same particular ways as the PACS 3D viewing mode.
There are obviously vast possibilities to download or build better viewers for
Matlab. For the sake of comparison, it was decided that exporting data from
Matlab and viewing it using the same tools as the unprocessed data would be
by far the most convenient way to determine the rather vague measurements of
improvement discussed above. If the processed data was primarily inspected and
used in a different application, the factors caused by the difference in software
would be quite likely to make at least as big a difference as those caused by
the processing of the data. Since the ultimate goal was to improve the way the
data is visualised in the existing PACS system, it was a necessity to use that
particular system for evaluation.

This approach did not always work quite as well as intended. Some filters,
for example a simple unsharp mask, shift some of the voxel values on the density
scale. This means that the idea of a default transfer function setting used for
comparison does not work, because for some sets of filtered data, it illustrates
the wrong range of values. On the other hand, a filter that modifies the data
so significantly that it ends up with a different range is probably not used in
an appropriate way, or even suitable for the application. The effects of that
particular filters, and others similar to it are further discussed in section 6.1.1.

In order to allow better isolation of the effects of particular choices dur-
ing method evaluation, constructed test data was used in addition to the CT
data. Methods were developed for constructing tubes with step function profiles,
Gaussian profiles, tubes where the inner density values gradually approached
those of the surroundings, tubes that ended abruptly, ended with a narrow
point, and those that extended through the entire test data volume. The meth-
ods evaluated were then used on volumes with such tubes, of various sizes, to
investigate the response of particular tube characteristics. Figure 5.2 shows a
cross section of such a constructed test image. Test images with spheres and egg-
shapes were also used, to verify that responses were low in such neighbourhoods.
A general conclusion from the use testing on constructed images is that several
of the methods tested react in undesirable ways to abruptly ending tubes. As
the tubes in the real data tend to get narrower and disappear gradually due to
PVE, this was concluded not to be a serious issue.

5.4 System integration

The way that the developed method can be integrated into the existing Sectra
PACS depends to a large extent on the speed of the algorithm. A fast algorithm
that can process a volume, or at least a region of interest, in a few seconds on
a reasonably fast computer could best be implemented to run on the client
and operate on the fly at the request of a user. A slower algorithm, on the
other hand, need some sort of background execution. Even though the aim
is to produce a method that performs at its best without the need of user
interaction, some user controlled options could be necessary, or could at least
added as possibilities for those who want to. That would naturally be the
most straightforward to implement if no servers, databases or other back-end
systems are involved. An algorithm running on the client also eliminates any
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Figure 5.2: Example of constructed tubes for testing. Image shows a cross section of
a test data volume with tubes of various sizes, with both distinct and smooth edges.

need for designing storage formats for the calculated visualisation or tubeness
data, or techniques to transfer, update and manage that data. As the PACS
is centred around DICOM images, introducing tubeness data into the server-
client system complicates things. Because of that, the project was performed
with an algorithm executing locally at the client in mind. That allowed focus
to remain on methods of locating the tubes of the bronchial tree, and ways to
show that in the best possible way, leaving back-end data storage issues without
investigation.
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Chapter 6

Evaluation results

In this chapter the method evaluations and their results are described. This stage of
the project was a process of exploration to some extent, and the evaluation results
had significant influence on how the work progressed.

6.1 Filtering methods

6.1.1 Simple filters

Laplacian filters and unsharp masks

Matlab was used for testing the effects of Laplacian filters and unsharp masks.
Attempts were made at using Laplacian filtering in different forms to test if
such a straightforward image processing operation would be enough to improve
the image and show the bronchial tree better. Few variants resulted in any
improvements worth mentioning, and the general problems of gaps in bronchi
and parenchyma disrupting the view remained. It could not be concluded that
narrow ends of bronchi were visible any more than before the filtering.

Unsharp mask filtering produced results that were both positive and dis-
couraging. The density values of the parenchyma were in many cases shifted
to lower values, leading to a far more obscured view of the bronchial tree that
could not be compensated for by changing the transfer function. The data
also became grainier in some sense, with smooth surfaces getting bumpier and
seemingly missing fragments. On the other hand, the bronchi that could be
discerned seemed to be quite well defined even at high orders, and contiguous.
As shown in figure 6.1, the density values get shifted around quite significantly.
This proves that the unsharp mask can be quite destructive.

Median filtering

Using Matlab to try a 3 × 3 × 3 median filter on CT data did not produce any
great results. The resulting volume seemed to be smoothed in general, but it
was apparent that some of the smaller bronchi with sizes of 1 mm or so were less
distinct than before. When rendering with the same parameters and comparing
to the original data, more gaps appeared in the smaller branches after median
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filtering. That should probably be considered an effect opposite to the desired
one, and the median filter was deemed to be a bad choice.

Figure 6.1: Unsharp filtering can cause large changes of density values. Top: Part of
the histogram of an unprocessed image. Bottom: Histogram after applying an unsharp
mask.

General issues with simple filters

The general results from attempts at using fairly simple filters were not good.
It was concluded quite early in the process that the problem at hand was, in a
number of ways, too complicated to solve with such simplistic methods. Most
of the methods tried were focused on edge enhancement or similar methods.
However, edge enhancement does not really create the desired results.

The image processing task at hand can be divided into two related issues:
Making the bronchial tree visible, and bridging the apparent gaps in the bronchi.
While edge enhancement methods might strengthen the distinction between
bronchi and parenchyma, perhaps cause some types of gaps to be reduced and
possibly make very narrow ends of bronchial tubes slightly more distinct, it
completely misses the visibility issue. The parenchyma obscuring the view of
the bronchial tree is barely affected. Any effects an edge enhancement filter
may have on such regions are purely minor modifications of the density values
inside of it, keeping them within the general density range that they already
occupy. Since the parenchyma can be considered to be an uninteresting cloud
when trying to improve visualisation of the bronchi, internal changes of the
structure of that cloud are not of great interest.

In fact, it was concluded that there was a need to include control of the
alpha channel of the rendering to be able to properly improve the visualisation.
The set of general simple filter methods all work on and within the three dimen-
sional data volume, and assume that presentation parameters, such as transfer
functions, alpha channel control etc. are to be applied independently afterwards.
To put it in another way: These methods try to improve the data to allow for
better visualisation, not to improve the visualisation directly. This was deemed
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insufficient, and it was concluded that whatever method was to be used, it had
to calculate information based on the data, and use that information to change
parameters relating to how it is presented.

Thus, the work progressed by investigating methods that could produce
information on where in the volume neighbourhoods of interest were located.
That information could then be used to hide regions where no tubes are present,
but where density values are in the same range as that of the bronchial tree.
Hiding those voxels can then allow further modifications of the transfer function
without increasing the amount of uninteresting tissue shown.

6.1.2 Gradient tensors

In essence, what we want is to locate neighbourhoods that are tubes, or tube-
like. Depending on the application, tubes can be defined in a number of different
ways. One way could for example be to say that they should have a shell of one
density, and possibly the same densities on the in- and outside. In this work,
that is not the type of tube we are discussing. Instead, we define a tube as
having one density on the inside, and another on the outside. Whether there is
a distinct “sheet” of a third density separating those, or if there is some sharp
or soft transition might affect the results, but the structure is considered a tube
either way. Relating to the concepts in section 4.5.2, a tube can be seen as
a neighbourhood of rank 2, in the three dimensional space of the data. The
density values change in two dimensions while remaining constant in the third,
along the extension of the tube.

However, far from all rank 2 neighbourhoods are tubular. For example,
along the line of intersection between a plane of dense material and one of thin
material, there is also change along two directions perpendicular to a constant
one. The change in such a structure, however, varies between positive and
negative depending on the direction taken in the plane of change. In a tube,
the value and sign of the change should be similar regardless of the direction
of movement from the centre of the tube. The failure of the gradient tensor
filtering method to distinguish these types of neighbourhoods from each other
is a major shortcoming. It means that there is a significant increase of the
number of non-tube neighbourhoods that look like tubes to the filter, since
there are no constraints on the directions of change. These appear both in
regions of parenchymal tissue, and in areas where bronchi are close to vessels.
Figure 6.2 shows an example result from the gradient tensor method. The poor
results near the branching of the bronchi can be attributed to the invariance to
directions of change.

The gradient tensor method was first implemented in Matlab, and tested
on constructed data volumes with clear and distinct structures, such as the
one shown in figure 5.2, and then on real CT data. After calculating a tensor
according to (4.3), its eigenvalues were used to calculate a measure of tubeness,
τ .

τ =

{
λ1(σ2

1)γ if λ1 �= 0 and
∣∣∣λ2
λ1

∣∣∣ > 1 − ε1 and
∣∣∣λ3
λ1

∣∣∣ < ε2

0 otherwise
(6.1)

Most tests were performed using ε1 = 0.2 and ε2 = 0.1, and assuming |λ3| ≤
|λ2| ≤ |λ1|. That particular expression was based on the general idea of how the



42 Chapter 6. Evaluation results

Figure 6.2: Left: Isosurface rendering of a block of data with a bronchial branch. The
long narrow tube at the lower left has a diameter of 1 − 1.5 mm. Right: Isosurface
rendering of neighbourhoods detected by gradient tensors as containing tubes. Note
the failure at the branching points.

relations between the eigenvalues should be in a rank 2 neighbourhood, and the
ε-values were manually chosen based on quick tests with different parameters.

One complication arose from deciding the relation between σ1 and σ2, as
used in (4.3). σ1 defines the scale with which the gradients are calculated, and
is in some sense the primary scale parameter. On the other hand, σ2 controls
the size of the neighbourhoods that the word local in local structure (and local
orientation) refers to. Through a number of trials, the relation σ2 = 1.9σ1 was
determined to produce good results.

The complexity of this method is quite serious. Processing a 50×50×100 =
250 × 103 voxel volume took about 30 seconds in Matlab. That gave a rather
discouraging hint of the time needed for a 5123 = 128 × 106 voxel volume, i.e.
one 500 times larger. Too much emphasis should not be put on those numbers
though, as they included a number of passes over different density spaces, a step
which was later removed (see section 6.2.3).

Using Scale Space

The effects of using the scale space methods described in section 4.1 were eval-
uated on the gradient tensor method, and produced positive results. Using a
number of scales, and choosing the scale with the best response at each voxel,
generated much better results than when using only one of the scales. The
results from the individual scales appeared as fragmented in many cases, some-
times missing parts of bronchi completely, or only giving high responses at the
edges of bronchi, depending on the scale used. It was concluded that using up
to 5 different scales improved results. The scale factor used, i.e. the parameter s
controlling the relation between scales according to σi = σ0s

i, was chosen based
on [16], where s =

√
2 is suggested. Since that number produced quite good

results only brief test runs were performed with larger values of s, and as they
seemed to lower the quality of the results no further analysis was performed on
the value of s.

The factor (σ2
1)γ in (6.1) shows how the scale space normalisation is inte-

grated into the tubeness measure.
Tests were performed using different values of γ, the scale preference pa-
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rameter. It became obvious that values only a few tenths from 1 caused rather
large imbalances between scales. Using γ = 1 worked very well initially, and it
was only when trying to counter the issues with tubes outside the scale range
discussed in section 7.8.2 that slightly higher values was found useful. A slightly
larger γ = 1.05 meant that in some datasets, bronchi with radii of a few mil-
limetres were detected as tubes of that size, rather than that their edges were
detected as half-hits at smaller scales. No significant negative effects on the
results on smaller scales were found when using such a small deviation from
γ = 1.

Turning point-wise tubeness into regions

Once a volume of τ -values had been calculated, the voxel-wise tubeness measure
τ was transformed into a regionalised volume of confidence of tubeness. This was
done by creating ellipsoids extending in the direction of e3, i.e. the eigenvector
corresponding to the smallest eigenvalue. These were calculated in the following
manner: As the vector e3 represents the direction of least change, it corresponds
to the direction of the extension of the tube. Centred on every voxel in space
with a τ greater than some threshold, an ellipsoid was added to the mask, having
a value of τ at its centre point. Values would then exponentially decrease,
reaching 0 at a radius of

√
2σi in the directions of e1 and e2, but at a greater

distance in the direction of e3. A ratio of three to one between the greatest and
smallest lengths of the ellipsoids was used for most of the project, and produced
good results. The results from the scale space analysis could thus be used again,
as each voxel would have a value of σi corresponding to it, allowing for the sizes
of ellipsoids to be controlled by the scale of the detected tubes in each individual
neighbourhood.

Adding the ellipsoids together is in a way a method to reduce false positives,
i.e. points where the filter claims there is a tube, but there is not. In a true tube,
it is reasonable to assume that neighbouring points will get very similar direc-
tions of the e3-vector, as it represents the direction of the tube. At locations
where there are no tubes, but the local behaviour of partial derivatives makes
the filter believe there is, the directions of the eigenvectors can be expected to
be less similar. Adding the ellipsoids is a way to try and take advantage of
these relations between eigenvectors within neighbourhoods, since well-aligned
ellipsoids centred at neighbouring points support, or reinforce, each other and
make the total value grow quite fast. Also, the cumulative effect of several well-
aligned ellipsoids will extend in the expected direction of the tube, hopefully
including regions where the tube continues even though the filter has not man-
aged to pick that up properly. In other neighbourhoods where eigenvectors, and
thus ellipsoids, point in different directions, the cumulative effects are likely to
be smaller. The problem is to know how much the response values will grow
in these types of neighbourhoods, to be able to make the distinction. This was
confirmed by tests in Matlab, where the range of response values made it diffi-
cult to find a natural threshold or function for deciding which neighbourhoods
should be classified as tube neighbourhoods, and which should not.

Using a tubeness measure with a controlled range, such as [0, 1], does not
help much. Even if the added values are constrained to that range, it means that
the values for a lot of voxels will hit the ceiling. The problem is evidently not the
uncontrollable range of response values, but rather the fact that the influence
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from the number of high response voxels in a neighbourhood always will eclipse
the influence from he magnitude of their values. Among other factors, one reason
that this is undesirable is that the number of high response voxels depend on
the size of tubes in a way that the scale space parameters of the filter does not
handle.

The other option, using the maximum value when ellipsoids overlap, can be
based on the interpretation of τ as a confidence value for how likely a point in
space was to be part of a tube. When using this way of combining ellipsoids, the
size of the best regionalised tubeness would be the same as the best point-wise
tubeness values. As these could be normalised based on the data range used (as
in section 6.1.3), the range of the response can be kept controllable, and there
would be more meaning in the value in the outer regions of an ellipsoid. On the
other hand, this would mean that a region where ends of several ellipsoids meet
would not get any boost compared to one where only one ellipsoid is present.
This can be seen as a drawback, as bridging gaps in tubes is not helped by
good responses on both sides of the gap, which would be advantageous. Also,
there would be no difference between a single spurious high response, and a high
response part of a true tube well aligned to its neighbours.

In the end, the option of adding the ellipsoids was chosen, based on test re-
sults. It seemed that there was an apparent reduction of false positives, meaning
that less regions of parenchyma were classified as containing tubes. Improve-
ment in that area was fairly clear when evaluating. An apparent improvement
of the visualisation in general could be seen in many cases, when comparing to
using the maximum ellipsoid intensities at each position.

6.1.3 Hessian method

After testing the gradient tensor method for some time with various parameters
and uses, it was concluded that its invariance to the directions of change was
a flaw that might have serious negative effects on the results. Examining its
response for regions where two bronchi ran in parallel seemed to indicate that
the filter also produced high responses in the volume between the tubes. A filter
that could tell the difference between light and dark tubes could thus potentially
improve results in such regions. Because of this, the Hessian method described
in section 4.5.7 was implemented in Matlab.

Generally, replacing gradient tensors with Hessian matrices meant signifi-
cantly better results for narrow tubes. Also, distortions noticed near branching
points when using the previous method seemed to be reduced, as was the false
high responses caused by the sign invariance of the gradient tensors. It was
concluded that the method using Hessians should be the base for the continued
evaluation. Section 6.1.4 describes attempts to combine the two methods.

Tubeness measures

As the difference between this method and the one using gradient tensors only lie
in the initial steps, most of the design decisions, code and conclusions concerning
parameters were still valid, though. For example, the decisions made about scale
space and regionalisation could be left as they were. Since each eigenvalue now
could be either positive or negative, the expression used to calculate the τ -
value was no longer applicable. A simple rule similar to “If any λi < 0, then
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τ = 0” would obviously have ensured that the old expression for τ was still
valid, but it would also mean that some tube-like regions were missed. The sign
of the third, smallest eigenvalue is the most obvious example. A region where
λ1 ≈ λ2 � 0, λ3 ≈ 0 should preferably result in a high response, regardless of
whether λ3 < 0 or not, as long as its magnitude is small. Thus, a modified
expression for calculating a τ from the eigenvalues was needed.

It was also concluded that a more well founded expression than the heuris-
tically created one (6.1) for τ might also improve results. The expressions
proposed in literature, i.e (4.6) and (4.7), were evaluated in practice with rather
successful results, using both gradient tensors and Hessian matrices. Using
(4.6) produced the best results yet obtained, particularly through giving good
responses at branch points, and not missing the narrowest ends of bronchi.
Thus, that measure was used as the foundation for the proposed measure.

If we disregard the magnitude factor for now, the output from the differ-
ent tubeness measures presented are not very different. Figure 6.3 shows how
the tubeness values returned from three different such measures depend on the
relation between the eigenvalues. The three measure are apparently not very
different. The measures proposed by Sato (4.6) and by Frangi (4.7) differ mostly
by the fact that the latter outputs slightly lower values for most inputs, and
that the former has more tolerance for negative values of λ3. Nevertheless, it is
clear that they represent the same part of space, and that the same eigenvalue
relation (λ1 = λ2, λ3 = 0) produces the maximum response. From the figure, it
is quite apparent that the measure eventually proposed for this project (6.2) is
a version of measure (4.6), but without the special treatment for negative cases.
It thus falls somewhere between the two measures found in research. It is worth
noting that parameter choice obviously contributes to the apparent similarity
of the measures, and that other parameter choices can make the shapes of the
responses far more different. The parameters used in the comparison are those
found experimentally to yield good results, and since the same subjective mea-
sures on what is good were used, it is not surprising that the measures end up
very similar.

Normalising Filter Results

Making sure filter responses are normalised can cause some complications. When
constructing an algorithm to determine which regions contain tubes, it is obvi-
ously desirable that it can work independently without interaction and decisions
from a user, at least concerning the inner workings of the algorithm. Because
of this, it is advantageous if the algorithm produces a measure that is within
a known range, so that it can be known beforehand which tubeness values at
a point should be considered high enough to say that there is a tube there.
Normalising data to a known range in an adaptive and relative way could be
useful in some cases. For example, it would be more robust for noisy data,
which could be expected to produce weaker responses for many algorithms, at
least those where the output represents some sort of confidence value. If the
range of tubeness values was somehow normalised using maximum, minimum,
mean or median values, noisy data with tubes would end up producing values in
the same range as noise free data. The problem with such an approach appears
when the processed data block does not contain any tubes or other structures
that should produce a large response value. Dynamically normalising the re-
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Figure 6.3: Comparison between different ways of calculating a tubeness measure.
Solid lines show how measure (4.7) without the matrix norm factor depends on the
relative sizes of eigenvalues. Parameters α = β = 0.5 are used. Dashed lines show
the same dependence for measure (4.6), using α = 0.5, γ12 = 0.5, γ23 = 0.8. Dotted
lines represent measure (6.2), using the same γ-values. The value 0.65 was used as the
tubeness threshold for most of the method evaluation.

sponse values would then produce only false positives, labelling tube free regions
as interesting.

In the particular case of the filter proposed in this project, calculating a
tubeness value, τ , from the relationship between eigenvalues of a local structure
tensor, a choice needs to be made regarding how to handle the magnitude of
the eigenvalues. The local structure is basically measured by the relative sizes
of the eigenvalues, but it is obviously of interest to somehow incorporate their
sizes, as that is a measure of the magnitude of change in the neighbourhood,
and gives information on whether a structure is distinct from its surroundings,
or if it is just a weak fluctuation of density values that could be caused by for
example artefacts or noise. Merely multiplying the tubeness value with the size
of the greatest eigenvalue would not be the best idea, since that would mean
that the range of the responses would depend on the width of the density range
onto which the filter was applied. An edge from the maximum value to the
minimum one would obviously produce a huge gradient in that direction, and
consequently a huge eigenvalue, regardless of whether a gradient tensor or a
Hessian was used. Things can be complicated even further by the fact that the
Gaussian differentiation can include its own normalisation factors, depending on
the σ. The responses from the Gaussian differentiation can either be normalised
so that the sum of the coefficients of the Gaussian add up to one, or to preserve
the magnitudes of the function regardless of scale, according to Lindeberg’s
theories as discussed in section 4.1. Either way, these are factors that affect
the size of the eigenvalues, and consequently the filter response. Working with
ranges of the response that are uncontrollable in such ways is not very desirable,
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and because of that, an exponential factor inspired by the third factor of Frangi’s
measure (4.7) was used, though one only based on the largest eigenvalue instead
of the matrix norm.

Thus, the tubeness measure used became the following, using C = 10, γ12 =
.5 and γ23 = .8.

τ =
(

1 − e
−λ2

1
2C2

) (
λ2

λ1

)γ12 (
1 −

∣∣∣∣λ3

λ2

∣∣∣∣
)γ23

(6.2)

By allowing the magnitude of the eigenvalues to affect a negative exponential
function, the responses can be kept to the range of 0 to 1, and eigenvalues
with huge magnitudes produce only slightly larger responses than eigenvalues
with reasonably large ones. The approach still leaves the issue of setting the
parameter C in the factor which in some sense determines what eigenvalue
magnitude — and thus difference in density between structure and surroundings
— is significant enough for a high tubeness value. This technique does not
eliminate the problems arising from not knowing what magnitudes of eigenvalues
to expect, but it embeds them inside a function that is insensitive enough to
produce good output in many cases either way.

The absence of the scale factor (σ2)γ in (6.2) should be noted. The reason
for this is that it is properly applied on the output of the smoothing and differ-
entiation, i.e. the components of the tensor. Thus, the eigenvalues in (6.2) are
already weighted by the scale space factor.

Shift invariance

During the tests of the Hessian based method, some concerns arose regarding
the shift invariance of the method. Because some bronchi have diameters of
merely a voxel or two, it is important that the sub-pixel alignment of the filter
and the volume does not affect the result too much. There would be a serious
problem if the response from a filter kernel with its origin on the central line
of the bronchus was significantly different from situations where the bronchus
centre falls halfway between a number of voxel positions, and all filter responses
are centred on points towards the bronchus edges. If data and filter kernels
were continuous this would obviously not be a problem, but when working with
sampled data at scales close to single voxel widths, things are not as obvious.

Experiments were carried out to investigate this, using constructed data
with tubes of Gaussian and exponential cross section densities. Such tubes could
easily be designed to either have a single centre voxel, or to have their centre fall
at the corner between four voxels. When using the Hessian method on such test
data, the peak response was different between the two cases. However, closer
inspection of the profile of the filter response revealed that there should be no
reason for alarm. Figure 6.5 shows that the response from the half-voxel shifted
tube has the very same profile as the unshifted one, but that since there is no
sampling point at its very peak, no extreme value is produced. The difference
was considered to be small enough to have no significance.

Since the size of the tubeness operator depends on the magnitude of the
gradients, its size is affected by the density difference between tube and neigh-
bourhood. As described in section 2.2.3, narrow tubes are affected quite seri-
ously by partial volume effects. This means that the gradients can be smaller
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Figure 6.4: Example of the outputs at some steps of the algorithm. Images show
a posterior view of part of the bronchial tree at the lower right lung, with tubes of
approximately 5–1 mm diameters. Top Left: Unmodified data, with a low enough
isosurface level (approx. -900 HU) so that bronchial structure is discernible. Top
Right: Voxels with a point-wise tubeness value of 0.65 or more, calculated for a range
of −934 to −824 HU. Failure to recognise main trunk indicates that scale range used
is slightly too low. Bottom Left: Regionalised tubeness values. Ellipsoid radii of 2σ
used, as opposed to

√
2σ in the final algorithm. Tube regions are thus not quite as

tight in this example as in final version. Bottom Right: Resulting image, created by
applying tubeness mask to data, and removing voxels in range but not in tube regions.
Isosurface level used in the image is the same as the high density range boundary, -824
HU. False positives cause some blobs to remain. Also worth noting is that the gap at
the branching of the top left tube, visible in the top left image, remains in the result.
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for narrower bronchi than for larger ones. These effects are far greater than
those from sub-pixel alignment.

80 85 90 95 100 105
0

0.005

0.01

0.015

0.02

0.025

0.03

image coordinate

tu
be

ne
ss

Figure 6.5: Filter responses from tubes with different sub-pixel alignment. The dashed
line shows the profile of the response from cases where the centre of the filter end up
exactly on the centreline of the tube. The solid and dotted lines show response profiles
from cases where the centres are off-set by one half voxel. Differences are minor.

6.1.4 Combining gradient tensors and Hessian matrices

Since gradient tensors are in some sense generalisations of first derivatives, and
Hessian matrices relate to second derivatives in a similar way, it seemed inter-
esting to investigate if they could be combined to produce an even better filter,
responding to both edges and lines. To get good results, it is obviously impor-
tant to get the balance right between the two measures. Tests indicated that
results ended up looking like combinations of the results from the two meth-
ods when used separately. Experiments with the relative influence of the two
measures indicated that results improved as the influence from gradient tensors
decreased, and that the best results were obtained when only using Hessians.
Gradient tensors should detect larger tubes better, and could mean improved
results at the larger end of the scale range. However, the reduced performance
for small tubes when combining the measures was far more significant than
any improvement for larger tubes. It is possible that a different use of scale
space parameters where different σ-values are used for the two measures can
make a combination more useful. No such tests were performed though, and
the decision to focus on using Hessian matrices remained.

6.1.5 Medialness filters

Medialness filters, as described in section 4.6, are not ideal for the task at hand.
Since they require a preprocessing step to determine regions of interest and
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directions of tube centre lines in order to find the true centre line, they operate
on a somewhat different level than the goals of this project. The particular
quantities required as prerequisites of the medialness filters are not very far from
what could be called desirable results for a method proposed in this project. As
mentioned above in section 6.1.1, finding regions where tubes are present allows
control of the visualisation so that those regions are highlighted, and knowing
the directions of tubes can help in patching fragmented bronchial trees if such
modification of the data is desired. A processing step that takes place after
these measures have been established probably does generate more information
with higher certainties (such as better estimates of tube centre lines), but the
usefulness of that new information for the task at hand was judged not to
motivate the introduction of an entire extra processing step.

6.1.6 Quadrature filters

No tests were performed using quadrature filters. The reason was that the
tests of filters based on gradient tensors or Hessians gave quite good results
in terms of accuracy and seemed to improve visualisation in a useful way, but
that processing times initially were so slow that the practicality of the entire
project could be questioned. Using quadrature filters in a way similar to the
one described by Granlund and Knutsson [21] would be even slower, due to the
greater number of filters needed to obtain the tensor. It was thus decided that
further trading speed for potentially better quality was not desirable.

6.1.7 Region growing and diffusion

Region growing methods were investigated to some extent to see if such an
approach could provide information useful for the task. The main reason for
not performing any specific tests of such methods was that the Sectra PACS
3D application already included a region growing based segmentation algorithm
that could be used to create a region of connected voxels with similar densities
as a seed point. When attempting to use that existing tool on the bronchial
tree, the trachea and larger bronchi were selected quite nicely, but the region
did not even include all of the small bronchi that could be visualised just by
trimming the transfer function. Using the available commands to further grow
the region failed, as it then leaked into the parenchyma, including precisely such
regions that we desired to separate from the bronchial tree. These tests were
performed on a few different datasets with similar results. It was thus concluded
that the existing region growing method was not a promising starting point for
a solution, and that if a similar method was to be tried, the similarity criterion
would have to include more complex measures.

Anisotropic diffusion was never tried. Since no articles had been found that
discussed its use on three dimensional images, it was considered something of
a long shot to attempt. The lack of sources for suggested methods also meant
that significant effort would be needed to create a test implementation. The
fact that these methods do not use any high level information, such as local
structure, also indicated that the results could be lacking in the same ways as
those obtained from the simple edge enhancement methods discussed above.
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6.2 Variations of filtering methods

6.2.1 Handling anisotropic data

Section 3.3 introduces the problems associated with data of anisotropic voxel
distances. Since the PACS already included methods for resampling data in the
z-direction, these were investigated to see if it would be a suitable approach
to the issue. Forcing the data to have equidistant voxels in all three directions
would obviously make things easier when processing, since the same filters and
coefficients could be used regardless of direction. Such an approach, however,
has the serious drawback of adding a further step of interpolation to the ones
already used when constructing the dataset as a stack of slices. Regardless
of how advanced the interpolation for the resampling is, much of the resulting
data will consist of values calculated as averages of other points, and as such not
contribute with more information. Instead, the option of adapting filters after
the voxel distances were chosen. Using that solution, the relation between the
∆z and ∆x = ∆y is used to influence the σ of the smoothing and differentiation
filters so that changes that are equal in the z- and x-directions when measured
in spatial distances produce equally sized gradient values. A ∆z > ∆x thus
means that e.g. a Gaussian kernel used in the z-direction will appear narrower
than its equivalent kernels in the other directions, when looking at the number
of coefficients.

Since the DICOM format of the image stacks carries information on the voxel
spacing of the images, it is possible to also use the x- and y-spacing information
to control the parameters of the algorithm. Some investigations into such uses
were performed, with various results. The idea was that the scales used in the
analysis are anatomically motivated, rather than computationally, and that the
standard deviations of Gaussians need to be adapted according to the voxel
spacing. That is not the actual situation. The choice of what scales to use was
motivated by the knowledge of lung anatomy to a certain extent, but even more
on the inspection and investigation of datasets. Scales were chosen so that the
algorithm would improve the visualisation of those parts of the bronchial tree
that needed improvement. Since the spatial resolutions of the datasets used in
the testing varied from .5–1.5 mm approximately, it is not reasonable to expect
that e.g. bronchi with diameters of 1 mm need the same processing parameters
in all cases. Instead, it is more reasonable that bronchi with diameters of 1
voxel can be treated similarly, regardless of the true sizes. Adapting the σ
of smoothing to real world measurements would mean that if an image with
abnormally small or large voxel distances is used, the results of the algorithm
can become completely useless because of non-existent or unreasonably large
smoothing. The algorithm is tested to work for σ-values approximately in the
range of .5 to 4 voxels, and can be expected to do that, regardless of the real
world interpretation of those distances. Thus, the ∆z adoption described in the
previous paragraph actually used ∆z/∆x, a measure of relative voxel spacing,
independent of millimetres.

6.2.2 Processing data at lower resolutions

Since some of the steps in the method are of significant complexity, the total time
to process the data from a CT-scan of a pair of lungs can be quite high. During
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different stages of testing, while using Matlab, volumes of 350×350×250 voxels
could take up to about 2 hours to process∗. Because of this, all possibilities to
speed up the algorithm were found to be worth investigating. One step that
seemed to take a particularly long time was the calculation of eigenvalues and
eigenvectors at each voxel of the volume. If this could be done only for a subset
of the volume, significant time reduction might be achieved.

Initially reducing the data resolution, i.e. sub-sampling the data volume, is
not a good way to speed up the process. Since several structures of interest have
sizes of about one voxel, any process that uses even higher sampling distances
would mean that interesting information is lost. However, once derivatives are
calculated and used to create some kind of local structure measure, this infor-
mation is in some sense distributed among a larger number of voxels, and the
negative effects of sub sampling are not as severe. Examining the volumes of
partial derivatives show that they are a lot smoother than the original image
even before sub sampling, because of the smoothing involved in the Gaussian
based differentiation methods. With some reasoning about Nyquist limits etc.,
it can be concluded that there will not be any aliasing problems arising from
using only every other sample in each dimension. But there may still be some
information lost, or at least merged into neighbourhoods so that it is not as
apparent, and perhaps not strong enough to cause the desired outputs. Take
as an example a horizontal tube with a width of exactly one voxel, well aligned
to the sampling grid. If sub-sampling with a factor of two in each direction is
used, of the 8 voxels in each block becoming one voxel in the new grid, only two
will have the density level of the tube. Six of the voxels will have the density
level of the surrounding tissue, meaning that the resulting average density of the
new voxel only differs from the surroundings by a quarter of the old difference.
Regardless of the theories concerning when one can sub-sample in a correct and
alias free way, the problem remains that there is an inherent smudging and loss
of detail when describing the same data using only 1/8 of the number of points.

During the testing and algorithm development process, many experiments
were done using a coarser resolution of the volume, in some steps of the algo-
rithms. The least amount of negative effects appeared when using the gradient
tensor method, and this can be explained by effects of the extra step of neigh-
bourhood averaging performed on the gradient components. As the image is
smoothed in two steps before the sub-sampling, no fine changes on single voxel
level can remain anyway, and the result of processing the lower resolution image
is very similar to that from using the full number of sample points. Even using
a factor three in each dimension, i.e. using only 1/27 of the number of voxels,
produced rather similar results. However, performing regionalisation with ellip-
soids at that resolution could not be done appropriately, since many ellipsoids
would have had to be defined by only one or a few voxels. When reducing
the number of voxels with the factor 8, the resulting speed improvement of the
algorithm was nowhere near that factor, but rather at 2 or 3 times. This can
be contributed to that only some steps of the algorithm were performed on the
smaller dataset, and that the steps of smoothing and sub-sampling also needed
some time to process.

When using sub-sampling in the Hessian algorithm, results were disappoint-
ing. Using the Hessian method produced a voxel-wise tubeness image with

∗For details of processing times for the final implementation, see section 7.7.
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rather distinct differences between hits and misses, i.e. voxels in or at tubes
received rather high values compared to those in the surrounding.§ Smoothing
and sub-sampling that image meant a significant reduction of that distinction,
resulting in many voxels getting what can be described as half-decent tubeness
values. Because of this, it was difficult to find a way to get a good output image
when developing the algorithm. Since the increase in speed was not very impres-
sive, and because of the inherent losses of detail that could be expected to reduce
success with visualising the smallest bronchial branches, attempts at working
with a coarser resolution were abandoned, and no attempts to implement such
a step into the final prototype were made.

6.2.3 Density space

Experiments were performed on using density space comparisons, as described in
section 4.2. For a large part of the evaluation process, density space parameters
were used, and many of the method evaluations mentioned above were performed
using density space parameters in different ways. Processing a volume over two
density ranges took virtually twice the time as processing one since almost all
steps of the algorithm, including regionalisation, had to be re-performed on the
data once it was clamped to the new range. Also, there was obviously need for
some extra steps to do the comparisons of the results from the different ranges,
pick the best range or ranges for each neighbourhood, and use that information
when the filter result was applied to the data volume.

Using such a small number of density ranges as two was also not the best
idea since it in many senses misses the point of the density range calculations.
If the idea is to use this sort of processing to find the range in which a tube
is best defined, using only two ranges can not suffice. The width of the ranges
would obviously depend on the characteristics of the data, since the ideal results
would appear when the density in the centre of the tube would fall exactly on
the lower bound, and the density of the surrounding tissue on the upper bound
of the range. For this to be likely, many ranges would be needed, and they
would need to be overlapping. The conclusions from the experiments were that
the large increase in processing time originating from performing calculations
over different density ranges were very small. Knowing what densities the tubes
are defined by would be useful since voxels with different densities but close
spatial locations could then be removed from the visualisation. Comparing
results from when such information was calculated and used, and when it was
not, the apparent differences were rather small. The reason could possibly be
that in a neighbourhood with a well defined tube, very few voxels have densities
outside the range anyway, at least if the neighbourhood is local enough. Since
the differences were small, but the increase in processing time large, the use if
a density space step in the algorithm was abandoned.

6.2.4 Block processing

The data volumes used in this project are relatively large. They are almost
exclusively 512 × 512 voxels in the axial plane, and commonly 300–600 voxels
in the z-direction. It is not uncommon for medical datasets to consist of a few
thousand images, each 512× 512 pixels. No such large datasets were used here,
but even stacks with just a few hundred image slices are big enough for memory
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usage to be an issue. The data range of 4096 values fits into a 12 bit format,
but the data is commonly stored with 16 bits since a data format not using a
whole number of bytes would be quite impractical in most file systems. This
leaves the last 4 bits for masking or other special functionalities. Assuming we
have a dataset of 512 slices, we end up with 5123 × 16 = 231 = 2.14 × 109 bits,
or 256 megabytes. That might seem like a reasonable size for rather detailed
volume data of a piece of a human body, but it is also a size that is difficult
to handle. Most algorithms processing the data are likely to need more than
one step, which implies the need to store data between these steps. That can
mean that at least one volume of either modified data, or calculated values
corresponding to the data points, needs to be kept in memory. If the processing
method is not trivial, chances are that there needs to be several such volumes
stored at a particular step, or maybe a volume where the voxels are structures
with a higher dimension, such as gradient vectors or tensors.

This means that processing the entire volume in one piece is infeasible. On
the other hand, why would we want to? As long as there is no dependency
between parts of the image, there is no reason to process it in one block. Some
dependencies do exist, though. After all, processing an image (or data volume)
point by point is rather meaningless, since that removes all possibilities of us-
ing information from neighbouring points to extract additional information. A
single point has just its own density value, with which there is not really much
to do.

In theory, with continuous data and when processing is done in e.g. the
Fourier domain, ideal image operations have effects that stretch out into spatial
infinity, referred to as having infinite support. However, the effects commonly
become very small some distance from the origin of the operation, and when
processing digital data it is possible to limit the spatial extension needed for
operations as long as the operation have the right characteristics. The result
of this is that for most techniques applied in this project, only a particular
neighbourhood around each point is needed in order to perform operations with
sufficient accuracy. Thus, it is possible to process the data volume in blocks.

There are side effects though. If the volume is split without overlapping, the
necessary neighbourhoods of voxels near the block edges will not be available
when processing the block. On the other hand, using overlapping blocks is
not always a good solution either. For example, if we use a method where we
average gradients over some neighbourhood, we first need to expand the block
to obtain an overlap of half the width of that neighbourhood. Calculating the
value of the gradient also needs data from a neighbourhood, so in order to get
the gradients for the positions at the edge of the expanded block, we need to
expand it even further. Unless some clever scheme to remember calculation
results for overlapping regions is used, they need to be processed several times,
possibly up to eight times near block corners.

If each block is allowed to extend 10% into neighbouring blocks the result is
a volume approximately (0.1 + 1.0 + 0.1)3 = 1.73 times larger. That is not an
appealing prospect.

When not interested in perfection, but rather in producing good enough
results with an acceptable calculation time, block processing allows for some
simplifications. If we are processing the data, not with the intent of modifying
it, but rather to create a number of parameters controlling the visualisation,
certain discontinuities at block edges can be tolerated. This is true particularly
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if the calculated values are used in ways where they either are applied in some
sort of fuzzy manner, or in ways where their influence is small compared to noise
and discontinuities already present in the data itself.

Discontinuities when putting the filtered blocks back together is not the only
problem with splitting the volume into blocks, though. There is also the issue
of calculating a correct, or good enough, filter response value for points near
edges. Even if we don’t care if neighbouring voxels end up in different blocks and
get very different values, we still don’t want to get incorrect results for image
structures close to block edges. If not handled properly, a block edge could
cause enough distortion to completely blur out a bronchus in its proximity.

During the evaluation phase, symmetric extension was used to simulate data
outside the block, rather than repeating the edge voxels, or letting the outside
values be zero. In the final implementation however, as the smoothing and
differentiation were implemented with recursion rather than convolution†, no
such parameter could be controlled.

Blocking was implemented with overlapping regions in only the first steps of
the algorithm, during the smoothing and differentiation. To avoid unnecessary
processing, the volume can then be cropped to only include the actual region of
interest, meaning that the increase of size in the example above only applies to
some of the filtering steps. For further analysis on the effects of blocking in the
final implementation, see section 7.3.2.

6.3 Application to data

Once information on what regions are interesting is obtained, the issue of how
to apply that information to the image remains. As concluded in section 6.1.1,
one goal was to obtain information on which parts of the image is interesting,
and which are not. Once we have that information, we need to use it somehow
to actually obtain a better visualisation. Figures 6.6 and 6.7 illustrate two
principles for this. Using the method shown in figure 6.6, i.e. modifying the
data of the image stack before rendering the 3D scene, brings the problem of
how to do that modification; What are we to do with the voxels considered
uninteresting? Since all valid values in the density range (between −1024 and
3071) have meaning as a density, we can not just shift the uninteresting voxels
to another density range. We can obviously not know what other density ranges
a user may be interested in showing, apart from the processed range, and if they
want to look at a range which was modified as a side effect of the algorithm,
they will end up seeing grossly erroneous data.

Instead, the principle shown in figure 6.7 was used, using the tubeness mask
to control parameters of the rendering. In this particular case, the parameter
controlled is the α-value, i.e. the opacity/transparency of voxels. With that
approach, it is easy to just set the opacity of voxels needing hiding to zero,
making them transparent. This approach also allows for further development
of the method. For example, if the tube region image was not thresholded into
a mask, but rather transformed into a more fuzzy tubeness region image, such
fuzzy measures of tubeness region membership could be used to control the α-
values in a more advanced way than the binary one used now. In a way, what
we do is what is suggested in [27], we use the Hessians to get a segmentation,

†see appendix A.2
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Figure 6.6: One principle of applying algorithm results to data: Using the tubeness
mask to modify the data in a way that improves visualisation
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Figure 6.7: Another principle of applying algorithm results to data: Letting the cal-
culated tubeness mask influence the visualisation of the unmodified data

and then use it to control visualisation. One difference is that we don’t aim for
a perfect strict segmentation but one where we accept that no-tube voxels end
up inside tube regions.

Binary regionalised tubeness values can then be used to control visualisation
in for example the following way: Firstly, a mask would be created, tagging
voxels not being part of a tube neighbourhood as uninteresting. Secondly, in
parallel, voxels belonging to the density range of interest would be tagged. Only
those voxels labelled by both these tags, would then be considered for removal
from the visualisation. Since the main goal is to improve the visualisation of
the bronchial tree, there is no point in hiding voxels outside the tube regions,
if their density is not close to that of the bronchial tube. Voxels with such
close densities are obviously candidates for hiding, as they can be obstructing
the view of the bronchi or generally make the image less clear. Since the main
parameter in the control of the user is the choice of density ranges to show,
it is of little advantage to hide voxels not in the relevant range. These would
not be shown by the same part of the transfer function either way, and it may
in fact have quite negative effects if they were hidden. When visualising the
bronchial tree it is possible, or even likely, that it is interesting to also show
other anatomical structures in the vicinity, for example the heart or the vessels
in the lung that in many cases run in between the bronchi, reaching the same
alveoli. If voxels outside the density range of the bronchi were hidden, some
would probably be part of those vessels, reducing their quality, and making a
visualisation of bronchi and vessels far less useful. Since these voxels have a
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different density that that of the bronchial tree, it is a trivial task for the user
to show or hide them according to preference by just modifying the transfer
function, without the need for an algorithm such as the one developed in this
project.

In practice, in the Sectra PACS implementation of 3D rendering, the fol-
lowing method is used. As the density values only have a range of 4096 = 212

possible values but are stored in 2 bytes, there are 4 bits left over. These are
used for tagging voxels for a number of existing functionalities, such as automatic
segmentation and manual image sculpting. Because of this, the functionalities
already existed in the system to let these tag bits influence α-values, and there
was no need to put emphasis on that part of the problem in this project. Obvi-
ously, datasets that use all 16 bits for storing density values do not fit into this
model, and need to be pre-processed somehow.

To obtain a rendering that uses the tubeness information, the mask is used
to set or reset these tag bits, and parameters are set to hide the tagged bits.
In some technical sense, this means that the image is modified, since voxels end
up having different values than originally when tag bits are set. This is mostly
a matter of where information is stored, and from a more theoretical view, the
images are not modified.

6.4 Conclusions of evaluation

The results of the evaluation process can be summarised as follows: Straightfor-
ward application of edge enhancement filters is not enough to improve visuali-
sation in the desired ways. Using a measure of local structure in order to detect
presence of tube-shapes works better, allowing creation of a mask representing
voxels that can be hidden to improve the visualisation of the actual bronchi and
bronchioles. Calculating the local structure with gradient tensors works accept-
ably in some cases, but shows some problems relating to invariance to the sign
of change. The use of Hessian matrices for the calculation handles this better,
and was chosen as the method to implement. A few different ways of combining
eigenvalues to a measure of tubeness were investigated, and measure (6.2) was
created, allowing a controlled range of responses. Regionalising the voxel-wise
tubeness measures through adding ellipsoids aligned by using the eigenvalues
of the tensors turned out to produce good results. Results can be significantly
improved by using scale space analysis with four or five scales, but the use of
similar methods to detect the density range with the best response was aban-
doned. Reducing the resolution of the data to reduce processing times is not a
good approach. Splitting the volume into smaller blocks, so that the full data
does not need to fit into memory, can be done without serious side effects.
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Chapter 7

Implementation

This section describes the implementation of the Hessian method as a prototype
library that can be integrated into the existing Sectra PACS application, and the
implementation of such an integration. Section 7.6 gives an overview of the steps
of the algorithm that emerged as most promising during the project and eventually
was implemented.

7.1 General implementation considerations

The goals of the implementation stage were twofold. One goal can be seen
as taking the evaluation phase one step further, to see whether conclusions
made in a test environment, i.e. Matlab, are also valid when a programmatic
implementation has been made. Factors such as time consumption are obviously
more interesting to investigate on a version of the algorithm that could actually
be used. Secondly, the idea was to investigate the applicability of the method
as an integrated part of the existing PACS application, where factors such as
data sharing, storage of results etc. can cause complications.

The new version of the Sectra PACS client application, called IDS7, is de-
signed using Microsoft .NET technologies. The vast majority of the system
is programmed using C#, and built to run in managed environments. That
was convenient for the implementation stage of this project in many ways, but
did also cause some complications, primarily related to the integration with
external components. Before implementation begun, a number of toolkits and
libraries were investigated, to see of they could provide useful functionalities
and facilitate the implementation.

7.2 Toolkits and libraries

ITK, the National Library of Medicine Insight Segmentation and Registration
Toolkit [40], is a freely available programming toolkit designed for working with
medical images. As the name suggests it is mainly focused is on the two tasks
of segmentation and registration. The toolkit contains many implemented al-
gorithms for performing those tasks, but also for other imaging tasks. The core
of the toolkit is a vast number of general filters and functions for image pro-
cessing, useful for image processing tasks that may have nothing to do with

Köpsén, 2007. 59
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registration or segmentation. ITK was the toolkit used for the implementation
of the method.

Other toolkits or function libraries related to image processing were investi-
gated, such as OpenCV [41] and the Intel performance primitives libraries (IPP)
[42]. One option would obviously be to not use any external set of libraries, and
do all image processing programming by hand. The latter option was not con-
sidered desirable, since it could be expected that a lot of time would be required
to implement the simplest functionalities, such as image adding, rescaling etc.
Also, in many cases, it seemed possible that the näıve implementations of low
level image processing tasks that would have to be used if everything was done
by hand, would be significantly slower or implemented in more awkward ways
than those found in a toolkit or class library. In such products it could be ex-
pected that developers have researched different algorithm choices for each of
the tasks, and hopefully made a more informed choice than what would have
been possible to do within the scope of this project. It seemed that imple-
menting all image processing by hand could seriously reduce the efficiency and
robustness of the application.

IPP was investigated for some time before the major shortcoming for this
project was discovered: It’s image processing library is limited to two dimen-
sional images. As this project exclusively works with three dimensional data,
IPP was rejected. ITK was chosen over OpenCV based on brief studies of doc-
umentation of included functionalities. As ITK had an expressed focus on areas
closer to the task of the project, and seemed to contain a larger number of useful
functions, it was judged to be more promising. Once implementation was under
way, no further evaluations were made concerning that particular choice. There
were several shortcomings and quirks of ITK that caused some complications,
and whether similar situations would have occurred if OpenCV had been used
can not easily be said. It is very possible that some fundamental functionality
is missing in OpenCV, and manual implementation of some steps would have
been necessary.

7.3 Implementation with ITK

As mentioned above, the Sectra PACS version that the end product of this
project is to be used in is a Microsoft .NET framework product, using C#. As
the functionalities of ITK are implemented in C++ and need to be called and
used by C++ code, some complications arose. The main consequence was that
the filter pipeline making up the algorithm had to be implemented in C++,
unless many of the advantages gained by using ITK were to be nullified. It
would have been possible to build an application where each individual call to
ITK was wrapped in some kind of interoperability function, making it accessible
to the C# code. One downside would be the increased overhead caused by the
constant changing between languages, leading to complicated stack and heap
handling etc. As that would be handled by the Common Runtime Environment
(i.e. the .NET framework) such a solution would be possible, but it would not
be desirable. First of all, there would need to be a very large number of func-
tions needing wrapping, which would naturally mean significant extra work, as
well as bringing increased risks for mistakes etc. Secondly, and perhaps most
importantly, the image data would need to be passed back and forth across the
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language boundary very often. As it would not be an easy task to have objects
with the image data residing in both language environments simultaneously, two
other options would remain. The data could either be written and read from
disk each time it needed to be passed from one language environment to the
other, or buffers (i.e. arrays) would need to be iterated using pointers in some
way. Since ITK processes data stored in its own image classes, these would need
to be created or restored from disk or from a buffer each time an ITK function
was called, causing serious overhead. Consequently, the entire filter chain was
implemented to be executed by a single call from C# to C++.

The block splitting was however done on the calling side. One might expect
that a toolkit like ITK would support processing sub-images, and it does. Its
filters are designed to handle processing regions (i.e. blocks) on several levels,
using the concepts of “buffered”, “requested” and “largest possible” regions.
The ITK filters have functions that let the rest of the processing pipeline know
what regions of the image they need to properly calculate the output requested
by the downstream filters or output functions. The problem in the particu-
lar algorithm used here is that the HessianRecursiveGaussianImageFilter that
smooths the image at different scales and calculates partial derivatives is imple-
mented as a recursive filter [40] and lacks a limit on its spatial extension. Thus,
it tells the rest of the pipeline that it needs all of the image to produce a proper
result, meaning that regardless of how small the requested output region is, all
of the image will be processed by that filter.

To avoid these complications, the splitting of the volume into blocks was done
on the calling side. An octree-like model was implemented that recursively split
the volume into smaller blocks until they were smaller than a pre-determined
limit. To avoid boundary effects between blocks, the following method was
applied. At the time of calling the filter with one such block, an outer block is
calculated that includes a number of margin voxels in all directions where data
is available. During the smoothing and differentiation step of the algorithm, the
expanded block is then processed as if all voxels were interesting. Once this is
done, the margin voxels are cropped away, leaving only the block of interest.
However, this procedure has ensured that gradient values, and thus the Hessians
and their eigenvalues, are correct even at the boundaries of the block of interest.
The obvious exceptions are those voxels that are near the boundary of the full
volume. Naturally no similar method can be applied to counter such boundary
effects, as there is no data points outside the volume.

In order to minimise unnecessary processing, the margins were cropped al-
ready after the differentiation and smoothing step. As none of the subsequent
steps of the algorithm work on neighbourhoods, it is not necessary to keep these
voxels any further. The only other processing step where an expanded volume
would be of interest is the oriented regionalisation.

7.3.1 The pipeline structure of ITK

ITK is designed to use a structure referred to as a pipeline. The basic idea is that
filters or other process objects are connected to each other using data objects,
i.e. images. Since that object hierarchy is implemented and well documented
by the creators of ITK, it can be quite convenient for the user. To filter an
image, the user just needs to create a filter object, set the input of the filter
to an image source, perhaps set some parameters of the filter object, and then
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tell the pipeline to update. If more filters are to be used, they can be set up to
have the output property of the previous filter as input, effectively hiding the
concern for storage at intermediate stages from the user. With such a set-up, a
single update call will traverse back through the pipeline as far as necessary for
producing an updated result at the output. All objects also maintain a record of
their update time etc., meaning that if a parameter is changed for a filter in the
middle of the pipeline, a subsequent call to update will only cause re-processing
in the part of the chain below that point. [40]

7.3.2 Effects of block splitting

The version of the Hessian composing filter provided in ITK uses recursion, and
is thus not spatially limited∗. This means that there is no simple measure on how
wide block margins are needed to ensure good results near boundaries. Therefore
an analysis of the boundary effects was performed, comparing the classifications
of voxels using differently sized margins of blocks. Figure 7.1 shows the fraction
of voxels of a single block with regionalised tubeness values different from a
run performed on a larger block. The region was chosen so that several bronchi
interesected with and extended along the boundaries. The scale parameters used
in the analysis were those settled on during the method evaluation. Thus, the
processing on the largest scale contained Gaussian smoothing with a standard
deviation of 4 voxels.

The improvement per extra margin voxel is apparently rather small for mar-
gins greater than approximately 7 voxels. Because of that, 8 voxel block margins
was chosen for all further processing. Further tests on a few other regions and
datasets confirmed that differences were constantly very small when 8 voxel
margins were used. It should also be noted that the analysis was performed
comparing the regionalised tubeness values. When thresholded to become a
binary mask, significantly fewer voxels differ.

Tests were also performed in which the same volumes of data were processed
using differently sized blocks. Three different regions from two image stacks were
used to analyse the amount of voxels that were classified differently depending
on the threshold parameter used for blocking, and the total size of the block
passed to the algorithm.

Since we want to avoid oddly sized blocks near the edges of the volume, all
blocks are constructed by a recursive splitting algorithm, that cuts block sides
in half if their length exceeds a certain threshold. Rounding effects mean that
block sizes can differ by a few voxels per dimension, and the relation between
the threshold and the total size of the dataset can mean that a single slice more
or less can result in a completely different set of blocks.

Thus, no fixed block sizes were used when analysing the differences. Instead,
the block size and threshold parameters were varied to obtain blocks with side
lengths of approximately 40, 75, 100 and 150 voxels, and these were compared
to each other and to a version calculated without blocking. The fractions of
voxels that were classified differently are presented in table 7.1, showing the
mean fraction and the worst case.

The table shows that in some cases, the error can be close to half a percent
when no block overlaps are used. However, by using 8 voxel margins of blocks

∗see Appendix A.2
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Figure 7.1: Fraction of voxels with different regionalised tubeness values depending
on width of margin. Test performed on a region with a high number of tubes, close to
several block boundaries.

No Margins 8 Voxel Margins
Dataset Mean Max Mean Max
Image stack 1, region with tubes 3.51 4.04 .540 1.15
Image stack 1, region with few tubes 1.99 2.85 .186 .278
Image stack 2, region with tubes 2.32 2.74 .216 .351
Constructed data with several tubes 28.3 45.2 0 0

Table 7.1: Fraction (×10−3) of voxels that differ when using different block sizes. The
more extreme values for the constructed data can be contributed to that it has a much
smaller total volume, and is noise free.
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during the differentiation step, the amount of erroneous voxels can be reduced
by a factor of 10.

7.3.3 Scale space

Implementing the scale space analysis was not trivial. As can be expected with
toolkits, they bring convenience in some cases, but also complications, since
they have inner workings that may not be immediately understood. One such
case was the built in functionality of the Gaussian derivative filters to normalise
their responses over scale, for use according to Lindeberg [40], in precisely the
way that fit this project†. However, simply activating the normalisation option
produced results that seemed to indicate that everything was not calculated in
the way one might have expected. Comparing results to those obtained from the
Matlab implementation showed significant differences, and manual runs of one
scale at a time indicated that the filter responses appeared in different ranges
depending on the scale, precisely the thing that the scale space normalisation
should compensate for.

It was concluded that the ITK filter not only applied the scale space factor to
the derivative operators, but also in the directions where the filter only consisted
of a smoothing operation. Since that caused a re-scale of the intensity values
with an extra factor σ, results from different scales ended up incomparable.
Thus, the fix was to either turn off the built in normalisation and explicitly apply
a (σ2) factor afterwards, or to compensate the extra factor with 1/σ. These
methods produced only slightly differing results, and were considered to be equal
in principle. As the built in normalisation used the exponent parameter γ = 1,
any other value of that parameter required the use of a different compensation
factor than those mentioned here. For example, a desired γ = 1.25 would cause
the compensation factor to be (σ2)1.25/σ3 = σ−0.5.

7.3.4 Ellipsoids

In the implementation, ten ellipsoids were used to approximate the directions
of bronchi when regionalising. Using ten ellipsoids was motivated by the fact
that exact ways exist to construct equally sided dodecahedrons‡, (which have ten
corners in each half space) but any higher number of equally distributed points in
space need to be obtained numerically. During evaluation, tests were done using
40 ellipsoids rather than ten. Differences in voxel classification of up to 0.5%
occured, and it is reasonable to beleive that those results were more accurate.
Tests with even higher numbers of ellipsoids hinted at a potential difference
of another few tenths of a percent. Because of the complications involved in
migrating the numerical method from Matlab to C#, only ten ellipsoids were
used in the implementation. If the method is developed further, a higher number
of ellipsoids than ten should probably be used. It is unclear if the visualisation
will be improved in any noticable way in most cases, though the mask will be
more accurate.

†See sections 4.1 and 6.1.2.
‡Polyhedrons with twelve faces and 20 corners
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7.4 Integration with Sectra PACS

There were no considerable complications related to accessing the image data.
Just like the common way of storing CT images is as stacks of slices, the Sectra
PACS 3D application has a slice based structure. However, when processing a
block of such a volume, the algorithm needs to be supplied with the data in one
buffer, since it is supposed to process it as one three dimensional image, rather
than as a set of 2D ones. Because of this, there was a need for iterating and ex-
tracting the parts of each slice belonging to the current block into a single buffer
before processing. A similar procedure was also needed to apply the resulting
mask to the tag bits of the data volume of the PACS in the manner discussed in
section 6.3. Such steps are in no way unexpected, and take relatively little time.
Compared to what could have been necessary if PACS data storage was less
accessible, such as temporarily storing volumetric data on disk or re-requesting
DICOM files from a server, it can even be considered quite convenient.

Section 6.3 also explains why there were no major complications when it
came to affecting the visualisation by using the calculated tubeness mask. Since
there were previously existing functionalities in the system to use various seg-
mentation masks, little effort was needed in order to make the tubeness algo-
rithm fit into that architecture. If these functionalities had not been there,
considerably more effort would have been needed in order to take a tubeness
mask, or the result of any other segmentation, into account when visualising the
data. Since the 3D application of the PACS uses both GPU and CPU based
rendering depending in various modes, modifications of the structure of the ap-
plication would have been needed in a large number of places, to enable a mask
to be taken into account.

7.5 Speeding up eigenvalue calculation

When implementing in Matlab, it was discovered that a significant part of the
processing time was used for calculating the eigenvalues of the tensors. This
is quite natural, as this was done for every single voxel in the volume, and
that each such calculation used a 3 × 3 matrix. Using a method described by
Farnebäck in [14], an implementation of an eigenvector calculation algorithm
was made to see if the built in eig-function could be replaced. One can imagine
that a straightforward eigenvalue calculation method that takes advantage of
the symmetry of the matrix could be better than the built in general function
of Matlab. This was not the case. Two reasons seem to be worth mentioning.
Firstly, the eig-funcion does not use the same algorithm all the time. It uses
different LAPACK routines depending on the characteristics of the matrix, and
there are particular cases for symmetric, symmetric positive definite matrices
etc. [43]. As these functions are optimised, and run as native code, they are not
likely to be slower than a home implemented function running with Matlab’s
interpreter. Secondly, unlike the method from [14], the eig-function also pro-
duced the eigenvectors needed for the algorithm. Calculating these afterwards
obviously add extra time and complications. A secondary reason for investi-
gating the use of Farnebäck’s algorithm for eigenvalues was in preparation for
implementation of the algorithm in C++ or C#.

In the final implementation however, there was no need for using the algo-
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rithm since ITK contained a specific function for calculating eigenvalues and
eigenvectors, SymmetricEigenAnalysis.

7.6 The resulting algorithm

Figure 7.2 shows an overview of the main steps of the algorithm

3D Data 

Hessians

EigenvaluesEigenvectors

Tube regions 

Mask

Tubeness,

Figure 7.2: Overview of the algorithm. The data is first smoothed and differentiated,
and a Hessian matrix is composed for each voxel. Then, eigenvalues and eigenvectors
are calculated for each voxel, and the eigenvalues are used to calculate a voxel-wise
tubeness measure. Ellipsoids are placed around voxels with high enough tubeness
values, in directions controlled by the eigenvectors. The resulting image is thresholded
to obtain a mask representing which parts of the image are thought to contain tubes,
and which aren’t.

Assuming we have a stack of slices loaded as volume data, the method can
be described as follows:

1. First, the volume is split into blocks in a recursive fashion, dividing side
lengths in half, until no side is longer than a threshold, 102 voxels. Each
dimension is treated separately, so that the blocks of elongated volumes
still will have approximately equal side lengths. Each such block is then
processed by the tubeness mask function, extended by 8 extra voxels in all
directions where more data is available to ensure mitigation of boundary
effects. A number of parameters are also passed along, the same for the
whole data volume: σ0, the base scale, s, the scale factor, Nσ, the number
of scales, Ilow and Ihigh, the density range boundaries, as well as informa-
tion on the relative spacing of the voxels of the data. The values σ0 =

√
2,

s =
√

2, Nσ = 4 can be used as a standard configuration, though other
values may lead to better results for particular datasets.
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2. For each block of data, the following steps are performed: First, the max-
imum and minimum densities of the data are calculated. If these fall
outside of the density range of interest, or if the interval within the range
of interest is less than 10% of that range, the block can not contain any
neighbourhoods that could produce high enough responses. In such cases,
steps 3 to 6 below are skipped, jumping straight to step 7.

3. Then, the data is windowed to the range of interest, and its density values
turned into floating point numbers. It is also shifted and re-scaled so that
Ilow = 0 and Ihigh = 100, to get more predictable magnitudes of gradients
etc.

4. For each σ = σ0s
n, n = 0, 1, . . . , Nσ, the following steps are performed.

(a) For each voxel in the data, the Hessian matrix as defined in section
4.5.7 is calculated. This is done by using the recursive implementa-
tion of Gaussian smoothing and differentiation described in appendix
A.1 through the HessianRecursiveGaussianImageFilter of ITK. For
the scale normalisation, a γ-value of 1.05 is used, slightly emphasising
larger scales. As described in section 6.2.1, the filters in z-direction
used σ-values adjusted to handle data anisotropy. The image volume
is then cropped, so that the extra margin voxels are discarded.

(b) The eigenvalues and eigenvectors of each Hessian in the actual block
are then calculated by another ITK function, SymmetricEigenAnal-
ysis.

(c) A tubeness value, τ , is then calculated using equation (6.2) for each
voxel. At each point in space, if the new τ is greater than the best
one calculated at a smaller scale, an image storing the best scale for
each voxel is updated, as well as an image keeping track of the corre-
sponding tube direction vector, i.e. the eigenvector e3, also obtained
from SymmetricEigenAnalysis.

5. Following the scale space analysis loop, the voxel-wise tubeness values are
turned into tube regions. First, a number of ellipsoids are pre-calculated,
ten for each scale, resulting in a total of 10Nσ. The ten ellipsoids of a
particular scale are created so that their long axes points in directions
evenly distributed in space. The ellipsoids are three times as long as they
are wide, and have exponentially decreasing intensity values, i.e. intensity
values fade from maximum intensity at the centre point, down to zero at
the edge.

6. For each voxel with a good enough τ -value of the tubeness image an el-
lipsoid is picked and centred at the voxel position. A threshold of .65 in
a range from 0 to 1 is used to determine what is a good τ . The choice
of ellipsoid is based on the best scale stored for that point, and the axis
direction closest to the tube direction vector of that point. All the ellip-
soids are then added together to produce a regionalised tubeness image.
That image is then thresholded so that the end result is a binary mask
volume, representing the points with a high enough regionalised tubeness.
The threshold used for that step is set to 2.5, i.e. about four times the
τ -threshold. This means that at least a few ellipsoids need to contribute
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for the value of a voxel to reach that level, particularly since intensities
of ellipsoids decrease quite a lot only small distances from their centre
points.

7. The binary tubeness region image is then combined with a binary image
where the voxels of densities between Ilow and Ihigh are selected, to pro-
duce a mask representing the voxels that can be considered desirable to
remove. Only the voxels that have densities within the range, and are not
labelled as belonging to a tube region get that status.

8. The mask data volumes returned from the block processing are then com-
bined to produce a mask for the full data volume.

7.7 Processing times

The algorithm is not very fast. Even a single convolution pass over a data
volume as large as 512× 512× 512 voxels takes some time, and a more complex
algorithm like the one developed here which iterates the volume a number of
times will inevitably have processing times that are far from instantaneous.

To determine the time needed for the final implementation of the algorithm,
approximately 25 tests were performed on seven different datasets with different
characteristics, using different settings. Both full datasets, regions known to
contain detectable tubes and those known not to, were tested. The tests were
performed on a 3.0 GHz Intel Pentium 4 computer with 1 GB of RAM, running
Windows XP. That is somewhat less than the performance of the expected client
machine, since quite high requirements are put on computers to run the most
recent versions of the 3D application in Sectra PACS. Using a better computer
will result in faster times than those presented here, but the difference is not
likely to be radically different. Since the idea was to get a general idea of the
times needed, not much effort was put into controlling disk and memory usage
etc. during the tests, and such factors are likely to influence the results, although
not by more than a few percent.

Table 7.2 shows examples of the time needed to process a number of rep-
resentative datasets, with reasonable amounts of detected tubes. It is obvious
that the algorithm is not fast enough to be used while a user is waiting. Despite
the efforts of reducing the complexity of the algorithm such as using the recur-
sive implementation of Gaussian differentiation, the time needed for processing
a full dataset is in the magnitude of hours.

Since the regionalisation of tubeness values is a step of the algorithm that
does take some time, it is interesting to analyse the differences in processing
times between cases with plenty of detected tubes, and those where no tubes
could be found and the ellipsoid addition step can be skipped. Table 7.3 shows
that difference. An average dataset that contains detectable tubes thus takes
about 20% longer to process. The tests used to create table 7.3 were performed
on blocks containing the whole lungs as well as surrounding tissue. In other
cases, where small lung blocks known to contain plenty of tubes were tested,
processing times could be twice those needed for tube free regions.

There are three stages of the algorithm that takes the majority of the time.
The smoothing and differentiation to create the Hessian matrices, the eigen
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Dataset Size Time (s) Time/voxel (ms)
Image stack 1, cropped 414 × 459 × 282 7472 0.139
Image stack 2, full 512 × 512 × 291 8262 0.117
Image stack 3, cropped 205 × 294 × 215 2194 0.169
Image stack 4, cropped 464 × 395 × 74 2152 0.159
Image stack 5, full 512 × 512 × 300 8840 0.112

Table 7.2: Examples of processing times for some datasets. In some cases, the bound-
ing box was cropped to be as tight as possible around the lungs. The higher speed per
voxel for the full stacks can be explained by that cropping mainly removes blocks that
contain no data in the range of interest and can be skipped immediately, improving
the average time.

Datasets Average Time/voxel (ms) Standard deviation
With tubes 0.153 0.032
Without tubes 0.127 0.015

Table 7.3: Processing times differ between the cases where tubes are detected, and
those where the algorithm does not output any high tubeness values.

analysis for each such matrix, and the regionalisation through addition of ellip-
soids. The latter is not a complicated operation at all, but its time consumption
lies in its complexity. The operation can be said to be of order O(n3m3), where
n is the side length of the data volume, and m is the side length of the box
with the ellipsoid. Since ellipsoid addition is not performed for all voxels, and
since the ellipsoid images are not equally sided, the number of operations is
significantly less than n3m3, but it still is an iteration nested at a lot of levels.
The two former operations are not quite as complex, particularly because of
the decomposability property of the smoothing and differentiation. However,
because of the scale space analysis, they are performed a number of times for
each block, causing time to add up. If we estimate that calculating the Hessians
for a block of 643 voxels takes about 1.3 seconds, that time multiplies by four or
more scales, and by a few hundred blocks, resulting in total processing times of
several minutes for that particular algorithm step. The double amount of time
is needed for the eigen analyses. In reality, things are slightly better than that
because some blocks are likely to be dismissed early as uninteresting.

7.8 Tests on more datasets

As a final stage, the algorithm was used on a number of datasets that were not
used earlier. The results on these datasets could thus be a better indication of
the generality and robustness of the method, than if tests were performed on the
same datasets used for all stages of evaluation and development. Despite found-
ing the method in theory and developing using both CT images and constructed
data, it is reasonable to believe that some parameters or details of the method
may have been influenced too much by the results from the specific datasets
used during development. The choice of scale range and threshold values are
examples worth mentioning. Another dataset specific factor is the density range
of interest, but that particular issue was noted quite early as a factor that could



70 Chapter 7. Implementation

differ significantly between datasets. The tests confirmed this, and the density
range parameters had to be manually set for each dataset.

For the datasets that the method was applicable to, results were good.
Roughly, datasets can be divided into two categories, those where the bronchial
tree is decently visualised already, and those where no transfer function trim-
ming can make anything below the primary bronchi visible. The method im-
proved both these types of datasets. For the former type, the method could
identify the tubes of the bronchial tree down to almost single voxel scales, and
thus enable removal of the parenchyma for better visualisation. For the latter
category, the detection and tagging of tubes allowed bronchi and large bronchi-
oles to be visualised by segmenting them from the parenchyma. In all cases,
some false positives appeared, i.e. locations not part of the bronchial tree got
tagged as containing tubes. The extent of this was usually small enough so that
the general visualisation was significantly improved nevertheless.

7.8.1 Applicability to datasets

However, it became evident that the number of datasets that contained infor-
mation that the algorithm could bring forward was not as large as anticipated.
Before the method evaluation started, an analysis of a number of datasets was
performed, to try to define the scope of the problem and find approaches to how
the visualisation could be improved. At that stage, the conclusion was made
that it was common for smaller branches of the bronchial tree to be present
and decently well defined in the volume, even though they could not be easily
visualised due to having higher densities than the larger bronchi. The algorithm
was developed with that assumption in mind. When testing the robustness of
algorithm, it was discovered that it was not always like that, and that there
were a number of datasets where smaller bronchi simply were not present in
the data, possibly because of blurring or resolution related factors. Thus, the
number of datasets that the algorithm could be applied to was reduced more
than anticipated. It is not unlikely that the choices of reconstruction algorithms
when creating some datasets contributed to the poor quality in the very low-
est density range. This is difficult to asses though, since not much meta data
accompanied the data used.

7.8.2 Handling large bronchi

Another issue that surfaced already during method evaluation was the conse-
quence of the scale range decision mentioned in section 4.1, to focus on the 0.5–5
mm size range. Since the trachea and primary bronchi are larger than that, they
will not be detected as tubes by the filters but rather as rank one neighbour-
hoods, i.e. flat surfaces. In some cases this is not a problem, since the processed
density range has higher densities than these distinct and air-filled structures.
They will then not be affected by the algorithm, and since all tube boundaries
have a certain degree of fuzziness it is not likely for any visible transition ef-
fects to appear between these initially visible tubes and those brought forward
by the algorithm. For other datasets however, where the densities of the lung
parenchyma extend all the way to the low end of the Hounsfield scale, we would
preferably like to process a density range that also includes the minimum, to be
able to get rid of all the parenchyma. Then, the trachea will become part of the
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Figure 7.3: Example of use on a dataset where bronchial tree is quite visible even
before application of algorithm. Left: Original data, posterior view. Right: Result.
Many smaller branches are less fragmented. Cloud-like parenchyma is removed, or
replaced by fragments due to false positives. The possibilities of 3D inspection are
significantly improved, since the bronchi are visible from more angles than originally.

processed data, and since it does not look like tubes to the algorithm, it may
get tagged as uninteresting, and hidden. Figure 7.5 shows an example of this.

In some cases, this is solvable by setting the lower limit of the processed
range at 10–15 HU above the low end of the range, to allow some of the air-
density material in the trachea to be left untouched. For the image to be useful,
that requires that a significant part of the voxels in the trachea has such very
low values, something that does not seem to be very common, since values of
air tend to fluctuate to some extent. Either way, such an approach also means
that parts of the parenchyma with such low values will also be left untouched,
and possibly reduce the quality of the visualisation of the bronchi.

Another approach is to extend the scale space analysis so much that the
largest bronchi may be treated just like the small ones. Figure 7.6 shows an
example result of that. It is evident that the algorithm has picked up on almost
all of the larger tubes. The failure at the beginning of the secondary bronchi
can possibly be attributed to that the branching creates a rather flat surface
there, rather than a tube. There is also the side effects of worse results on
smaller scales, though that can not quite be seen in figure 7.6. Processing nine
scales instead of the usual four or five obviously means an increase of processing
time. The creation of figure 7.6 took twice the time as creating the right image
of figure 7.5. Since there are more steps in the algorithm than the scale space
analysis, the correlation is not as linear as that number might indicate, but it
still serves as an example of how great the cost of saving most the trachea can
be.
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Figure 7.4: Example of use on a dataset where bronchial tree initially is barely visible.
Left: Original data, posterior view. Lighting allows some of the shape to be seen,
but transfer function is set so low that the bronchi get fragmented. Right: Result.
Secondary bronchi and parts of tertiary bronchi are clearly visualised. Image is far
from perfect, but significantly more useful than the left image. Only part of the volume
is processed, and parenchyma is unaffected outside the processed box.

7.8.3 Tube model

While scrolling through stacks or MPR views, a human can in some cases easily
see small bronchi or bronchioles continuing past the point where the algorithm
can find tubes, though they can not be visualised in 3D views. Since PVE and
other factors make smaller bronchioles have higher density values even on the
inside, the difference in density between such voxels and those on the outside
can become very small. It is unclear whether a different tube model incorporat-
ing the tube wall would help, as there are not always voxels with wall densities
present. Also, the problem partially lies in the use of a specific density range of
interest. If the density of a bronchiole leaves that range, it obviously will not
be detected. However, using wider ranges can not easily be done, as that would
mean that true bronchi would be defined by differences and gradients relatively
small compared to the interval, making distinction between well defined tubes
and spurious fluctuations more difficult. The fact that the bronchioles can be
seen in 2D views seems to have a lot to do with human subjective abilities of see-
ing patterns and adding missing pieces mentally, and such things are obviously
difficult for an algorithm to achieve well enough.
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Figure 7.5: Right lung, cropped from a CT dataset. The same posterior view is used in
all three images. Left: Best visualisation of bronchi achievable by fine tuning transfer
function. Middle: A higher setting of the transfer function makes the lung parenchyma
obscure the airways. Right: Processed image, with same transfer function as middle
image. Bronchi are visible and distinct, but at the cost of erroneously hiding the
trachea and largest bronchi.

Figure 7.6: Same view as figure 7.5. Using a higher number of scales in the scale space
analysis, more of the trachea and larger bronchi can be detected. The only obvious
failure is at the branch point of the secondary bronchi. The result is not as good as
in figure 7.5 for some smaller bronchi, though that is not visible in this image.
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Chapter 8

Discussion, conclusion and
summary

In this chapter a number of thoughts on the outcome of the project are presented,
together with a discussion on its usefulness in practice and ways that it could be
developed further.

8.1 Discussion

8.1.1 Performance

As demonstrated in section 7.7, the method is not fast enough to be used on the
fly, i.e. while the user waits. Though this was not what was originally hoped
for, it is quite reasonable considering the amount of data, and the number of
processing steps applied to it. Sadly, the gap between the current times, and
those needed for the envisioned mode of operation are likely too large to fix by
optimisations, or by the arrival of faster processors, at least not in the immediate
future. Thus, a different mode of operation where the processing occurs at a
time when the user is not waiting would be necessary if the proposed algorithm
was to be used in practice.

Better integration with the built in Volume Crop functionality of the Sectra
PACS 3D environment could easily reduce the processing volume by at least
two thirds in many cases, as processing only the data inside an axis aligned box
surrounding the lungs would mean that significantly fewer data blocks would
need processing. On the other hand, a reduction in volume does not mean
that there will be a reduction of speed of corresponding magnitude. Most of the
data blocks outside the smaller box hopefully have the majority of density values
outside the interesting range, and will be discarded almost immediately anyway,
taking little time. There is also the complication of more user interaction.
It should not have to be necessary for a user to step in and let the system
know where the lungs are. An automated method to locate the lungs in CT
image stacks could solve this, but finding, developing and implementing such
functionality could amount to a completely new project of the same size as this.

Though the method was developed with the intention of running at clients,
a server based realisation could allow for a significant speed up. Since it is not
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uncommon for servers to have several processors, much of the processing could
be done in parallel. Conveniently, the method already has a structure that
allows that. The splitting of volumes into independent blocks means these can
be processed independently on different processors without very much change
of the implementation at all. Since the only step that needs the volume as a
whole is the final compositing of the block masks, the correlation between the
number of processors and the processing time should be almost linear.

8.1.2 Datasets

Apart from the speed there is a second issue that makes the method less useful,
the limitations on the datasets that it is applicable to. It is not really a limitation
caused by the method or algorithm though, but a limitation caused by the fact
that there is not enough information in all datasets to perform the type of
analysis or visualisation done here. Figure 5.1 shows the problem quite clearly.
There is obviously no possibility, or not much of a point, to try to improve
the visualisation of millimetre sized high order branches of the bronchial tree
of such an image. Datasets like the one in figure 5.1 are not uncommon at
all, for the reasons mentioned in section 2.2. Technology allows the use of less
than 3 mm slice distances, but it seems that this is not used in many cases.
Perhaps concerns for radiation contribute, or perhaps radiologists feel that they
get enough information from such data, and see no reason to double the scan
time. 3D applications are after all not the common way to use CT data, and
most scans are not performed with that in mind. To put a fixed limit on
the capabilities of the method is perhaps not necessary. After all, the goal is
visualisation, and in some sense there is no harm in trying. The worst thing
that can happen is that the output image shows details in even worse ways than
originally. On the other hand, it is not a good idea to make a user decide if
an algorithm succeeded or not. Since we are discussing medical use, the risks
of presenting incorrect data must be as small as possible, and thus it would
perhaps be better to add fixed constraints on the slice distances, so that the
algorithm does not even try to process datasets for which the chances of useful
results are small anyway.

Whether constraints are used or not, it is important to note that 3D visu-
alisations processed by the algorithm must be clearly labelled as modified in
some way. Medical practitioners must be able to know to what degree they can
trust the images they use for diagnosis, and caution is naturally needed when
a method like the one developed here has been used. Since Sectra PACS and
other similar systems can include functionalities that may modify images, users
can be expected to be somewhat accustomed to such warning labels and know
how to make informed decisions, for example on how to verify conclusions made
from the processed 3D images by looking at the original slice images.

The second dataset related issue is that of selecting the best density range
to process for each image. Manually making that decision is not very difficult
with a little experience, though it is obviously not something that is desirable
to leave to end users. This limits the possibilities for the method to be used in
an automatic way, something that might be of interest because of the relatively
long processing times. If the method is to be completely automated and run
without user interaction, density space analysis must probably be re-introduced
in some shape in order to find the range of densities to process for the best
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improvement of visualisation.

8.1.3 Future Outlook

In a survey [44], Sluimer et al. present plenty of research results into comput-
erised algorithms and techniques, based on CT scans and with applications in
lung medicine. They also claim that despite the reasonably large amount of
research, very few such applications are available for doctors to use, and present
some reasoning about the cause of that. One reason that they mention is reluc-
tance among radiologists to using new tools when the well established methods
that they are used to work satisfactory. Only when the new tools can provide
information that was not available before is there a greater interest, but then
there are other factors that lessens the interest in such applications. Reliability
and robustness of the algorithms is one such factor. The authors of [44] claim
that many of the studies they investigated used only a limited set of patient
data, as does this project. That would mean that there is a risk that the perfor-
mance on data from patients with pathologies in the relevant anatomy can not
be guaranteed. Systems where users have to learn to detect algorithm failures
manually are naturally not as useful as robust and reliable ones. Sluimer et al.
also point out that even a useful and robust application may not make it to end
users because of limitations of speed [44]. Since speed is a significant shortcom-
ing of this project, their conclusions seem to have relevance. It is reasonable
to think that a new, untried mode for looking at data would be more likely to
be used if it could be run immediately, or at least if it could be activated with
the click of a button, and a waiting time of a few seconds. In such a case, it
is of little trouble for radiologists or lung physicians to have quick glances with
the new viewing mode, to see if they can see anything new, or draw conclusions
that they might not have otherwise. If their experience is that already existing
systems and viewing modes give them all the information they feel that they
need, the threshold for switching to a different mode is naturally very large.
If there is no waiting time, there is little to lose from giving it a chance, and
possibly find it useful. However, if there is a waiting time of several minutes or
more, few doctors would bother unless they felt that the alternatives gave insuf-
ficient information. Since the processing time of the algorithm developed here is
significant, it can basically be concluded that it will not succeed if implemented
in an on-the-fly fashion, calculating tubeness and setting viewing parameters at
the request of the client.

That is a constraint on the mode of use, rather than on the algorithm in
principle, though. An implementation where the tubeness values, and visualisa-
tion mask is created at the server when image stacks arrive from the modality,
at clients when stacks are loaded from server, or at any other convenient time
when processor time is available can still be successful. That would mean that
a switch to the bronchial tree 3D viewing mode could be done in a second
or less, allowing users to have a glance and perhaps see something new. Us-
ing such a solution would of course mean that there is need for storage of the
calculated values, and for transferring that information in parallel with the im-
ages when requested. Implementing this is not at all trivial, since the Sectra
PACS system is centred around images following the DICOM standard, origi-
nating from a modality etc. Inserting an image or data volume representing a
tube visualisation mask into the server-client pipeline would not be trivial, and
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would probably have a large number of side effects needing to be addressed.
Pre-processing visualisation information on the server side seems to be increas-
ingly popular for a number of applications, and if frameworks for handling such
segmentation or labelling information are built into various PACS, it obviously
improves the prospects for algorithms like the one developed here.

8.2 Conclusion

The final conclusion must be that the proposed method works and can pro-
duce good and useful results, i.e. significantly improve the visualisation of the
bronchial tree when working with CT datasets in the 3D application of Sectra
PACS. However, due to long processing times and the need to manually set the
density range parameter, it can not be used automatically and on-the-fly, which
was originally envisioned. However, if implemented for some other mode of use,
for example to run in the background or on the server, it seems promising. It
is worth noting that the mentioned negative factors mainly relate to external
factors rather than the algorithm itself. Using analysis of the eigenvectors of
Hessian matrices to detect bronchi as tubes, and using that information as a
mask for 3D rendering of CT data is a good method that works well.

8.3 Possible extensions and further work

8.3.1 Improvements of algorithm

One way of improving the algorithm that could be worth investigating is the
use of an adaptive filter that calculates an average of directed tubeness values,
based on the orientation information in the tensors. Such a function is likely to
reduce false positives in a better way than the ellipsoid addition, since adjacent
voxels where tubes are claimed to extend in completely different directions would
provide no boost to each other.

Another thing worth looking into could be an implementation of a method
similar to the proposed one, based on quadrature filters. It is possible that the
improvements of results are large enough for the increase in processing time to
be acceptable.

Further investigations of combining Hessians and gradient tensors could also
be interesting. It seems reasonable that a filter that responds to both odd and
even local shapes should perform very well, if the proper balance and parameters
are found.

8.3.2 GPU processing

One approach that may speed up the processing significantly is the use of the
GPU to perform the image processing. Since GPUs are optimised for data-
parallel processing of images [11], it seems reasonable to believe that many of
the operations performed on the image stacks in the method could be done faster
on a GPU. A decent GPU can be assumed to be available, since the intended
use for a further developed version of the prototype would be as part of the
Sectra PACS 3D application, which needs a fairly good GPU. But GPUs are
specialised on very specific tasks, mostly concerning rendering of vertex based
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3D objects, texture calculations and calculating lighting factors. The problem
with such an approach is thus the same problem that was the reason for using
ITK: Programming all necessary low- and intermediate level image processing
functionalities would be a rather long project, with risks of doing things in sub-
optimal ways, negating the gains from using a GPU in the first place. If a toolkit
for utilising the GPU for general image processing was developed it might be
quite useful, not just for this particular project. Research into such use of GPUs
is in progress, but unlikely to reach the public in the immediate future. The
methods developed for the use of GPUs for rendering volumetric density data
sets prove that the usefulness of GPUs definitely can extend beyond what they
were designed for.

8.3.3 Expanded use

The algorithm was developed for use on the bronchial tree, because visualisa-
tion of the bronchial tree was a task where the Sectra PACS was found to be
lacking. However, the end result is not necessarily limited to that scope. To
investigate possibilities for expanded use, the algorithm was tested on higher
density ranges. Since tubular structures in e.g the −200 to 0 range are com-
monly vessels, they differ from bronchi not only in terms of density range but
also in that they are denser than their surroundings, as opposed to bronchi which
are generally less dense than the parenchyma. That means slight modifications
of the way a tubeness measure is calculated from eigenvalues are needed, but
apart from that, the tubeness mask algorithm is applicable to vessels. The test
runs on suitable blocks of image stacks gave acceptable results. Some vessels of
various configurations were missed, but the results clearly indicated that only
minor modifications of parameters ought to be enough for the results to im-
prove significantly. The conclusion must be that the algorithm can be used for
identifying other tube-like structures than bronchi and bronchioles. It is worth
noting that using the algorithm on vessels for visualisation purposes does not
bring great improvements, since vessels commonly are more well defined than
bronchi in CT data, and commonly can be satisfactory visualised just by tuning
the transfer function, particularly if contrast fluid has been used.

In the current version, the algorithm tags voxels desirable to hide, in order
to allow visualisation of the interesting ones. That choice was motivated by the
way it could be integrated with the existing Sectra PACS, and its segmentation
functionalities. It is nevertheless a rather simple task to modify the algorithm
to instead tag the interesting voxels, be they bronchi or vessels. In such a config-
uration, the algorithm could work as a primary step of some type of algorithm
for locating volumes of interest, controlling visualisation in different ways than
at present.

8.3.4 Virtual bronchoscopy

One initial secondary goal of the project was investigating the possibilities for
a virtual bronchoscopy application. The conclusions relating to this are not
entirely positive. The most apparent hurdle seems to be the quality of datasets.
The image stacks used for development and evaluation in this project were
picked from a large database of test and demonstration cases available at Sec-
tra. It can be assumed that these are fairly representative of the scans used in
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practice, as the products of Sectra are intended to be used for all types of medi-
cal images, and that care has been taken to ensure availability of a good variety
of test data. Of the available image stacks, only a small fraction had appropriate
resolution and quality for the algorithm. It soon became quite apparent that for
a virtual bronchoscopy application to be useful, the virtual bronchoscope must
be able to progress beyond at least the fourth level branches of the bronchial
tree. Not many datasets would allow that, because of low resolution or other
configuration choices originating in the fact that they were not primarily taken
with the lungs in mind. The conclusion thus must be that for virtual bron-
choscopy to work, specific CT scans for that purpose need to be performed.
Since virtual endoscopy has a number of very interesting applications, an ex-
tension of Sectra PACS with such functionalities could possibly be a positive
thing. As that would take this project in a rather different direction, no further
investigations were made, though.

8.4 Summary

An algorithm for visualising the human bronchial tree was developed. A repre-
sentation of local structure with Hessian matrices was used, and their eigenvalues
were used to calculate a measure of tubeness. These were then regionalised using
the orientation information in the Hessians, to create an image mask represent-
ing the presence of tubes. The algorithm used scale space analysis to handle
the varying sizes of the branches of the bronchial tree, and focused on sizes of
0.5–5 mm, approximately. For datasets where such bronchi were defined well
enough, but not visible due to variations in density levels and obscuring by the
lung parenchyma, the algorithm improved visualisation significantly. This was
achieved by hiding voxels in regions not of interest, so that visualisation param-
eters could be set to bring the bronchial tree forward without simultaneously
making uninteresting voxels visible, blocking the view.

The need to manually set some parameters that depend on the dataset, such
as density range of interest, makes the algorithm less automatic than originally
intended. Also, because not all datasets have good enough resolution to con-
tain sufficient information on the smaller bronchi, the algorithm is not always
applicable.
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Appendix A

Differentiation by Gaussians

A.1 Differentiation by derivatives of Gaussians

When differentiating a digitally stored image or volume defined by of a number
of discrete points on a mesh, some complications arise. Since the image consists
of samples, and the information on the true values between those samples is
not possible to reconstruct, there is no way to calculate the true derivatives.
They can however be approximated. One way to do this is obviously to use the
discrete difference in some simple way, e.g.

∂

∂û1
f(xk) ≈ f(xk + û1) − f(xk − û1)

2
(A.1)

A better way is often to use the derivative of a Gaussian function. To obtain
a better approximation of a partial derivative, the data is smoothed in the
direction of all base vectors, before calculating a discrete difference in one of
these directions. If we consider the differentiation as a filter operation D, and
use a Gaussian function for the smoothing, we have

∂

∂û1
f(x) ≈ Dû1 (Gû1û2û3(f(xk))) (A.2)

or, since the Gaussian is separable, according to section 4.3

∂

∂û1
f(x) ≈ Dû1 (Gû1 (Gû2 (Gû3 (f(xk))))) (A.3)

Since these operations all can be treated as convolutions, they are associative,
and we can also write

∂

∂û1
f(x) ≈ (Dû1 (Gû1)) (Gû2 (Gû3(f(xk))) (A.4)

i.e. differentiating the Gaussian function before applying it to the volume in
one direction, which has been smoothed in the other directions. The opera-
tions remain separable by the principles of section 4.3, still allowing the lower
computational complexity. This reasoning can be further generalised to cross
differentiation and to derivatives of higher order. This means that the Hessian
matrix can be calculated using a set of Gaussians and their derivatives, con-
volved with the volume in the appropriate sequence to obtain each element of
the tensor.
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A.2 Recursive implementation of Gaussian and
its derivatives

In many cases, theory and implementation does not match perfectly. Since one
of the reasons for using a toolkit for the implementation was to utilise meth-
ods already implemented and optimised for the different steps in the algorithm,
there would be little to gain if it was required that everything was implemented
exactly as theoretically described. The calculation of the Hessian tensor is
one such case. The version of ITK used∗ contained both low level image pro-
cessing methods and filters, as well as functions on a somewhat higher level,
composed from the low level filters. One such filter used in this project is the
HessianRecursiveGaussianImageFilter, which composes a Hessian tensor, using
the lower level RecursiveGaussianImageFilter to calculate the necessary partial
differentials . That implementation of a filter for the Gaussian function and its
derivatives is not implemented using convolution or correlation, but a recursive
technique proposed by Deriche. [40]

The purpose of Deriche’s technique is to reduce the number of operations for
Gaussian filtering to a fixed number, independent of filter size. Deriche claims
that recursive filtering requires several orders of magnitude fewer operations
than both spatial or frequency domain filtering, and has developed a way of
approximating Gaussian filtering that is independent of the scale parameter σ.
The scale independence means that the result of the filter design in Deriche’s
paper can be used in most cases, rather than that the somewhat complicated
technique of designing a recursive filter has to be performed for each imple-
mentation. Skipping the details of recursive filter design, Deriche’s end result
is approximations of the Gaussian and its derivatives as fourth order recursive
filters, with minimised errors in the mean square sense. For the Gaussian this
error is claimed to be ε2 = 8.6 × 10−8, with the first and second derivative
functions having errors in the orders of 10−6 and 10−5 respectively. [45]

These errors are small enough to not influence the reliability of the end
result of this project. Since the data used has been rounded to integer values,
resampled in several steps, and has sample distances similar to the scale of
interest, the errors introduced by using an approximate Gaussian instead of a
true one are not significant.

One downside of using the recursive Gaussian fitlering is the one mentioned
in section 7.3. It is not spatiallly limited [40]. There is no easy way to know how
far into the data volume boundary effects will reach, which means that there
is need for a decision on where the errors can be expected to be small enough.
If convolution had been used, it would have been absolutely certain that no
boundary effects would be present at a distance from the volume boundary of
more than half the kernel width.

∗ITK 3.0.0, released November 12, 2006 [40].
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