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Abstract
This  report  proposes  a  modular  Application  Programmer's  Interface  (API)  for 
handling the mental layer of intelligent virtual agents for a wide range of application 
types, with the aim of reducing the work required to program a completely new AI 
engine,  and  describes  its  implementation.  One  of  the  key  elements  and  major 
difficulties in its design is the need to make it general enough to suit most types of 
applications, while preserving its usefulness and keeping it both efficient and reliable. 
A  sample  application  interfacing  with  the  API  is  created  to  demonstrate  its 
capabilities, various AI algorithms are looked into and their respective suitability for 
the API is  evaluated, and some techniques are implemented as modules in the API.
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1 Introduction
1.1 Background
In many types of software applications there is a need to implement virtual agents, by 
which  one  means  individual  entities  capable  of  perceiving  their  environment  and 
acting  based  on  what  they  perceive.  While  there  are  standardized  solutions  for 
common tasks in many other areas, there are none to be found when it  comes to 
designing  and  implementing  intelligent  virtual  agents.  For  instance,  consider  the 
example  for  3D  graphics  –  it  is  widely  used  in  computer  games,  scientific 
visualization, special effects etc., and when one needs to create a graphics engine one 
rarely starts by writing rasterization routines. Instead an  Application Programming 
Interface (API), such as OpenGL or Direct3D, is used to handle such tasks, allowing 
the developer to focus programming at a higher level. While it could be argued that a 
comparison between an API for 3D graphics and an API for AI is pointless, since AI 
is a field with few standardized algorithms and many open questions left to answer, 
one would be wise to remember that alternative rendering methods exist and that the 
current standard of rendering triangle-based meshes in 3D graphics is the standard 
partly because of the development of software and hardware designed specifically for 
rendering triangles. Besides, the focus of development for both API:s and hardware 
for 3D graphics appears to be changing from simply faster rendering of triangles to 
supporting alternative rendering methods. Thus the comparison between AI and 3D 
graphics is valid and the possibility and usability of an API for intelligent virtual 
agents deserves further investigation.

1.2 Aim
While  it  would  be  pretentious  to  propose  creating  “the  OpenGL  of  AI”  single-
handedly and within the scope of a master thesis, the project is intended to explore the 
possibilities and implement a simple version which could possibly be built upon and 
extended during future work. Therefore the primary goal of the project is to create a 
very simple but functioning API together with a sample application that utilizes it for 
decision  making,  along with  extensive  documentation  in  order  to  help  new users 
create  their  own  applications.  It  is  also  important  that  this  API  is  reliable  and 
reasonably efficient, so that it can be used in real time applications and be depended 
upon to function correctly. Once this primary goal has been achieved any additional 
work will be spent researching the possibility of and, if permissible, implementing 
various  methods  and  algorithms,  as  well  as  foreign  language  interfaces,  as  API 
modules which could be used and configured by the application developer without 
having to write any actual code for it.

1.3 Results
A modular API for handling artificially intelligent agents is designed and its basics 
are  implemented.  The  API  is  then  tested  through  the  development  of  sample 
applications using it  to govern the behavior of independent agents and to perform 
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other tasks, such as storing data in a semantic network. The results are evaluated and 
possible future improvements are discussed.

1.4 Typographical Conventions
The text  in this report  is  written in Times New Roman. Courier New is  used for 
programming code, directory paths, file names and such.

1.5 Sources
The inspiration and guiding ideas for the project have been taken from, apart from the 
author's  imagination,  scientific  papers.  Most  importantly  the  work  presented  by 
Anastassakis, Panayiotopoulos [1] and Kowalski [2] inspired this project.
For specific information about programming libraries, API:s and related topics the 
Internet  has  been  used  to  gather  information  and,  even  though  official  project 
websites  have  been  used  when  possible,  third  party  websites,  such  as  the 
Encyclopædia Britannica, have also been consulted. While these websites have the 
trust  of  the author  and most  would consider  such sources  fairly  dependable,  it  is 
entirely up to the reader to decide the weight to give the information gathered from 
these sources. All Internet references are provided with the date at which the websites 
were visited.

1.6 Structure
Chapter 2, Preparatory Work, describes the work done in preparation for the actual 
design and implementation. This involves deciding which programming language to 
use and setting up well defined aims for the project. In chapter 3, Designing the API, 
the  proposed  design  of  the  API  is  presented  and  motivated,  while  chapter  4, 
Implementation  of  the  API,  explains  how  it  was  implemented.  Chapter  5,  API 
Documentation, briefly describes how the API was documented. Chapter 6, Creating 
Sample Applications, discusses the sample applications that were created to test and 
to demonstrate the capabilities of the API. This chapter also aims to give the reader a 
better understanding of how the API works by presenting actual examples. In chapter 
7, Performance, the performance – speed, memory usage as well as its reliability – is 
evaluated. Chapter 8, Creating New Modules, proceeds by explaining the process of 
created new modules for the API and touches on the subject of integrating foreign 
languages.  The  modules  that  have  been  implemented  so  far  are  then  listed  and 
described in chapter 9, Implemented Modules. Chapter 10, Evaluating the Project's 
Results, and 11, Future Work, evaluate what has been achieved and what could be 
improved through future work respectively.
The  API  documentation,  written  with  the  application  developer  (rather  than  the 
academic) in mind, describes the existing modules, the API interface, data formats 
etc. and is included in this report as an appendix.
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2 Preparatory Work
2.1 Evaluating Programming Languages
Before a programming language can be chosen there are many aspects to take into 
consideration. The most important of these is by whom the code will be used, how it 
will be used and on which platform. If the aim is to build an executable, complete 
platform independence may be desirable. Under those circumstances a language such 
as  Java  may  be  the  best  choice.  However,  what  this  project  proposes  is  not  an 
executable, but rather an API. Thus, while platform independence is still a desirable 
feature, the issue of the compatibility of the compiled code is meaningless. Focus 
should be on writing code that does not rely on platform specific utilities, and on 
writing it in a language that is widely used for the type of application the API is meant 
for.  C++, being as close to a standard as one can get in commercial  applications, 
especially in the game industry [3], satisfies these criteria. In addition to being fast 
and efficient [4] it is object oriented, and therefore suitable for creating a modular 
design. Thus, it  was natural to choose C++ as the programming language for this 
project.

2.2 Writing a Project Proposal
Prior to getting started with the implementation of the API a formal project proposal 
was written. The project proposal document serves several purposes. It makes it easier 
to communicate the purpose of the project while it is still in progress and the final 
report  has  not  been  available,  and  it  lets  others  gain  enough  insight  to  provide 
valuable input. Most importantly, however, it defines goals with which the final result 
can be compared in order to evaluate the success of the project. These goals also serve 
a purpose in keeping the work focused throughout the project – without a clearly 
defined  goal  to  strive  toward  productivity  easily  goes  down  and  work  becomes 
inefficient.  The  project  proposal  is  available  at  the  project  website: 
http://www.student.itn.liu.se/~danfr072/skola/Exjobb/

3 Designing the API
3.1 Distinguishing Between API and Application
Throughout  this  article,  “the  API”  refers  to  the  function  library  for  handling 
intelligent virtual agents, including all its modules, that can be used by an application 
to govern the mental processes of its agents. In contrast, “the application” or “the 
client application” refers to the program that interfaces with the API. From the API's 
point of view, “the user” is the developer of such an application.

3.2 The Layers of Virtual Agents
The API's  architecture is  highly influenced by that  proposed by Anastassakis  and 
Panayiotopoulos [1]. They make a distinction between an agent's mental layer and its 
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virtual  layer.  These  layers  are  loosely  analogous  to  the  agent's  mind  and  body, 
respectively. The virtual layer senses the environment and affects it through actions, 
while the mental layer processes the sensory input and makes decisions based on what 
it  knows  about  the  world  in  combination  with  its  emotions.  Furthermore,  when 
designing a general API for intelligent agents one must recognize that the virtual layer 
of the agent is extremely dependent on the nature of the application and that it would 
be impossible to include that in the API without severely limiting the design of the 
application using it. That is why the API will draw the line between the virtual and the 
mental layer of the agent. It must be left up to the client application to implement the 
virtual layer of its agents. In other words, the agent's mental layer, supported by the 
API, can express what it wants to do, but it is up to the application to execute those 
actions.
In  Anastassakis  and  Panayiotopoulos'  model  the  mental  layer  contains  not  only 
planning  and  reasoning,  but  also  a  knowledge  base  and  the  personality  and 
motivational drives of the agent. This is what the API needs to implement.

3.3 Modular Architecture
It is important for the API to be built around a modular architecture, with a central 
class being responsible  for interfacing with the application using the API and for 
creation and destruction of the modules as needed. There are many positive effects 
from using this model. It allows for continued development of the API without any 
risk of affecting previously implemented parts, assuming a standardized protocol for 
communication between modules. It also gives the user a powerful tool for creating 
modules suitable for a specific task. Furthermore it means that modules that are not 
needed in a given situations can be removed from the solution, thereby tailoring and 
slimming down the API to reduce its footprint. Most importantly, however, it makes it 
possible for the application using the API to use many different types of modules in 
parallel, letting different agents use different algorithms for decision making, or even 
use different algorithms for the same agent, depending on the demands on complexity, 
efficiency  or  behavior  placed  by  the  situation  at  hand.  Figure  1  displays  the 
conceptual architecture of the API. It is important to understand that everything above 
the yellow separator is part of the client application and thereby not of any concern – 
the  boxes  and  arrows  drawn  above  that  line  are  simply  there  to  illustrate  a 
hypothetical architecture of an application interfacing with the API. Below the line 
the four different modules are visible: plan breakdown, knowledge base, personality 
and reasoning or planning. The arrows show the flow of data through the API, as well 
as between the API and the application.
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3.3.1 Planning
The planning module is the most important module in the API. It is this module that 
will  formulate  the  agent's  plan  of  action.  In  the  process  it  will  not  only  use 
information stored in the knowledge base and personality, but has the ability to affect 
that information. In other words, it can draw conclusions, creating completely new 
beliefs,  and  it  can  change  its  internal  state,  its  feelings  and  emotions,  during  its 
reasoning process. This process begins by the client application requesting a new list 
of desired actions, which it may do at any convenient time.
There are many different approaches to generating plans. Examples would be neural 
networks, behavior networks or perhaps abductive logic programming as described by 
Kowalski [2]. The inner workings of the planning module is not important for the 
implementation of the API as such,  other than that  it  must  be flexible  enough to 
accommodate any approach to artificial intelligence.
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3.3.2 Plan Breakdown
When  the  client  application  requests  a  new  action  list,  through  an  ActionList 
document, from the API the planning module is consulted, but it only outputs a plan 
list. The plan list is contained in a PlanList document, which is passed to the plan 
breakdown module, which will turn the high-level plans into low-level actions and 
output an action list. To help it break down the plans the module has access to the 
agent's knowledge base.
The decision of where to draw the line between planning and plan breakdown is a 
design choice left to the developer of the module – it is conceivable to let the planning 
module output low-level actions and more or less leave the plan breakdown module 
out of the loop. However, it is recommended to use both modules in order to help 
keep the agent architecture transparent and maintainable. For instance, in the case of 
movement, the planning module might decide where to go, and the plan breakdown 
module would then calculate the path to that location using the agent's knowledge 
about the terrain to do so. Once the path has been calculated it would be sent to the 
application in an ActionList  document.  While the design of the application is  not 
relevant  to  the  API,  it  is  conceivable  that  this  document  would be interpreted by 
something akin to the Agent Controller in Figure 1, allowing the agent to actually 
perform the desired actions.

3.3.3 Knowledge Base
The knowledge base is essentially the agent's memory. It stores all the relevant data 
about the world along with timestamps signifying the actuality of the information. 
The knowledge base can be affected both by the client application and directly by the 
planning module during its planning process, as displayed in Figure 1.
It is important to realize that each agent has its own individual knowledge base that 
contains what the agent knows – or believes – about the world at any given time.

3.3.4 Personality
While the personality module is in many ways similar to the knowledge base module 
it differs conceptually. One might describe it as a knowledge base that concerns itself 
with the emotive part  of  the agent,  rather than physical facts.  Of  course it  is  not 
completely  clear  where  to  draw  the  line  between  what  should  be  stored  in  the 
personality and what should be stored in the knowledge base. Consider the example of 
hunger, for instance. Is hunger a feeling, best handled by the personality, or is it a 
physical  fact  that  belongs  in  the  knowledge  base?  Such  questions  are  highly 
contextual – how does hunger work, what is its role in the world the agent inhabits? – 
and are ultimately up to the designer of the application. However, one guideline to 
follow is to store data that is both private (as in invisible to other agents) and not 
represented by the application state engine in the personality module. In the example 
of hunger this means that if hunger is an actual factor in the world – perhaps the 
agents might starve if they don't eat – then it is best to store the agent's knowledge 
about its own hunger in the knowledge base. If it is merely a mental concept – a 
feeling – then it belongs in the personality module.
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3.4 Platform Independence
There are a number of computer platforms in use today. This means that when one 
develops software, one must consider which platforms it should be made available 
for. As with any product it is desirable to shut out – for the simple reason that they 
can not use the product – as few potential users as possible. The matter of platform 
independence plays an important role in the choice of programming language. This 
subject has already been discussed in section 2.1, and as described there the choice of 
language for programming the API fell on C++. Even after deciding which language 
to use there are other things to consider, though. Limiting oneself to one particular 
platform can simplify the development process, because it allows the use of platform-
specific libraries and technologies. For instance, if one were to develop for Microsoft 
Windows only, the Microsoft Foundation Classes (MFC) class library and the .NET 
framework could be a great help. That is why it is important to weigh the benefits of 
specialization against the reduced compatibility it brings. In order to make a qualified 
decision there are two important questions to answer: Who is the API for and how 
should it be used, and what would the benefits of specializing be?
The answer to the first question is quite obvious in this case. The entire API's raison 
d'être is to be usable by as many as possible, for as many applications as possible. 
While precise and indisputable figures are hard to come by, it can be assumed that 
while Microsoft Windows systems constitute a very large share of the market, other 
systems are in wide use and can not be neglected without the loss of a large number of 
potential users, especially so in the academic world. At the same time the potential 
advantages of using platform-specific technology would be very limited in this case. 
The  end  product  is  a  library,  and  while  much  of  the  trouble  encountered  when 
creating platform independent programs is related to interfacing with the user as well 
as the operating system, a compiled library remains unaffected by such concerns. This 
makes  it  clear  that  there  is  no  need  to  compromise  when  it  comes  to  the  API's 
platform independence. It is important to realize that this does not necessarily mean 
that all its modules must be platform independent. It  is fully conceivable that one 
desires  to  write  a  module  which  requires  features  only  provided  by  a  specific 
operating  system or  by  specific  hardware.  This  does  not,  however,  influence  the 
platform independence of the API as such.

3.5 Inter-module Communication
The API is intended to allow users to create their own modules, and for this reason 
not only the external interface, but also the internal interfaces of the API – how the 
modules communicate with each other – must be transparent and easy to grasp. For 
this reason the interfaces exposed by the modules are built  on, but not limited to, 
Extensible Markup Language (XML) documents. While XML documents are friendly 
and easy to use, in many cases they are simply too impractical for their use to be 
merited. Consider the example of retrieving data from the knowledge base: One way 
to do it  would be to let  the entire knowledge base compile its  data into an XML 
document and transmit it, whereupon it would be parsed and translated into a more 
accessible format in the module using it. Obviously, this approach would near enough 
defeat  the entire  purpose  of  using a  knowledge base to  begin with.  Therefore all 
modules are free to expose any set of interface functions in addition to the standard 
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functions implemented in the base class for each respective module type. A pointer to 
the  knowledge  base  is  then  given  to  the  module  that  is  to  interface  with  it.  An 
example to illustrate this would be the SemanticNetwork knowledge base, described 
in  section  9.5.  It  provides  the  public  functions  GetNode()  and  GetInstance().  A 
planning or plan breakdown module that is  designed to use the SemanticNetwork 
knowledge base can access these functions directly by using the pointer it receives 
when asked to perform a task. These functions in turn return pointers to the requested 
node or instance, and these pointers can be used to navigate the semantic network 
without  restrictions  and  completely  without  overhead.  The  module  using  the 
knowledge base can, however, use it without being aware of the type of knowledge 
base  it  is  interfacing  with.  It  then  uses  the  general  interface  functions,  e.g. 
GetStringProperty(). The API documentation, available as an appendix to this report, 
contains more details and a listing of general interface functions.
In conclusion, the modules contain a set of default interface functions that all modules 
must conform to, but each module is free to expose any kind of interface in addition 
to this. The only requirement is that the modules that are to communicate with it are 
compatible.

3.6 API Interface
There are fundamentally three ways to interface with the API: the management of 
agents, updating the agents' state and requesting updates. In the following all these are 
described briefly. For more information about any of the features described below see 
the API documentation in the appendix.

3.6.1 Managing Agents
Before the API can perform any task one or several agents must be created. This is 
done  by  using  the  CreateAgents()  function,  which  makes  the  API  instantiate  the 
desired agents and the modules they use. Initial knowledge base and personality data 
can be passed as arguments in the CreateAgents() call. Once the agents have been 
successfully created they are ready to be used. 

3.6.2 Updating Knowledge Base and Personality
If the client application wishes to provide the agent with new information it can use 
the  UpdateKnowledgeBase() and UpdatePersonality() functions at any time. These 
functions take XML documents containing the current time – in order to let the API 
keep track of the actuality of the agents' data and beliefs – and a data element which 
will be passed to the appropriate module. 

3.6.3 Requesting Updates
The most  important  interface function exposed by the API is  RequestUpdate().  It 
triggers the reasoning process in the planning module for each agent named in the 
UpdateRequest XML document. The function returns the action list document created 
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by the plan breakdown module. This document, containing a list of selected actions, 
can then be used by the client application to animate the agent. 

3.6.4 Using Advanced Features of the ActionList Document
While the primary task of the ActionList document is to provide the client application 
with a list of actions which the agent wishes to take, it can be used to do more than 
that, if the plan breakdown module and the application are designed to take advantage 
of some of its more advanced features. In essence a very simple script can be included 
in the document, giving the action list more flexibility and reducing the need for the 
application to consult the API. By adding conditions and contingency plans to the 
document the agent's behavior can be made richer and more dynamic. 

4 Implementation of the API

4.1 Handling XML Documents
There are a number of XML parser API:s available for C++, but there is no clear 
standard.  While  Microsoft  provides  excellent  tools  with  MSXML,  it  requires  the 
MSXML package to be distributed with the application – this is of course undesirable, 
especially because of the demands on platform independence.
There are  API:s,  both free and commercial,  that  are  platform independent  among 
which TinyXML [5] is one. TinyXML is used in the API because of the ease with 
which it can be integrated into the program and its small footprint. All that's needed is 
to include a header file and it is ready to be used. Its simplicity would also make it 
seem less prone to error.

4.2 Code Design
The API consists of a number of modules, implemented in classes, which are handled 
by  the  CAIFramework  class.  This  class  is  created  and  managed  by  the  client 
application. In turn CAIFramework is responsible for the creation, destruction and 
managing of all other API components. In all the code of the API care has been taken 
not to use any platform specific functions or libraries, but only standard C++ types 
and the Standard Template Library (STL) [6] types string, map and vector.
Most  of  CAIFramework's  work  is  done  in  its  interface  functions  and  consists  of 
passing arguments between modules and error checking. The main version of these 
functions is the TinyXML-based one (see section 4.2), with overloaded STL string-
based functions which compile XML documents, pass them to the TinyXML-based 
function and free up the memory afterwards.
All the modules in the API are identified by unique names and stored in STL maps 
(with STL strings as keys). They are all implemented as classes, with each module 
type having one base class containing the basic interface. All modules then inherit 
from one of these base classes.
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4.3 Usage and Compilation
The  recommended  way  to  use  the  API,  and  the  way  it  is  used  by  the  sample 
application, is by compiling it as a static library. The API by itself does not depend on 
any external libraries – everything is included in the source code. This makes it fairly 
simple even for an inexperienced user to set up and configure a project to compile the 
API. The application interfacing with it then needs to include the

<APIDirectory>/src/CAIFramework.h

header file and link to the compiled library and add the include directory

<APIDirectory>/src

to the project settings.

There are two alternative ways to use the API. The first is to include the source for the 
entire API in the application's project and compile it as a part of the application rather 
than link to it. The second is to build it as a dynamic library, although this would 
require a slight addition to the API's source code in order to define which functions to 
export. For further information about using dynamic libraries, CodeGuru provides an 
excellent and concise tutorial on the subject [7].

4.4 Error Handling
When a problem is encountered during any step in the API's functions the error will 
be reported by setting the success boolean, which is required as an argument in all the 
functions exposed by the API to the client application, to false. It will also append the 
error  message  to  a  string,  which  can  be  retrieved  by  the  application  through  the 
GetError()  function.  Calling  this  function  will  reset  the  error  string,  so  that  each 
consecutive call to GetError() will only return any new error messages since the last 
call. The client application must assume that a function which reports a failure has not 
completed its task, and that documents returned by the API during such circumstances 
may contain errors.
The API is designed with the ambition that there should be no error which causes an 
unexpected termination of the program or errors which cannot be recovered from. 
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5 API Documentation
If  the  API  is  to  be  useful  for  developers  who are  unfamiliar  with  it,  proper  and 
extensive documentation is required. This documentation is available as an appendix 
at the end of this report as well as online from the project homepage:
http://www.student.itn.liu.se/~danfr072/skola/Exjobb

5.1 Guidelines
When drawing up guidelines for how to document the API the need for extensive 
examples was established. Drawing on personal experience, it was felt that looking at 
examples  is  the  best  way  to  quickly  come  to  grips  with  how  something  works. 
Because of this the documentation contains, where at all possible, one example for 
every function or data type, demonstrating its uses, capabilities and intended function. 
For  the  same  reason,  the  documentation  also  contains  tutorials,  which  attempt  to 
explain  step  by  step  how  various  tasks  are  performed.  Once  again  drawing  on 
personal experience, the steepest part of the learning curve tends to be getting the first 
simple program working – once that threshold has been passed it is generally much 
easier to expand from that simple base and learn by doing.

5.2 Format
The online documentation is written as HTML documents, since it allows any user on 
any platform to access it easily. A HTML document can be made available online and 
distributed with the API to be stored on the user's local system, and it requires no 
software but a standard web browser to be perused. The version included in this report 
is somewhat restructured and reformatted to fit the medium.

6 Creating Sample Applications
For  demonstration purposes  it  is  vital  that  examples  of  the  API  in  action can  be 
provided. These examples should be taking full advantage of the API's interface and 
should also, while not dictating how such an application must be designed, provide 
ideas and suggestions for how it could be designed.

6.1 Critters
Critters is a very simple game, simulating a small herd of fairly simple-minded critters 
and allowing a small degree of user interaction.
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6.1.1 Game Concept
A requirement for demonstrating how to use the API is the presence of agents who 
can  interact  with  and  react  to  the  surrounding  environment.  While  the  sample 
application  is  not  the  focus  of  the  project,  and  therefore  must  be  kept  relatively 
simple, it is still desirable that it makes use of the agents' individual state variables 
stored in each agent's personality module, and that this information is combined with 
the agents' knowledge of the world.
With the above criteria in mind a simple game was opted for, where a number of 
critters populate a plane in space together with a user controlled object and a food 
source.  The  critters  have  two  state  variables  governing  their  behavior:  fear  and 
hunger. They become afraid of the user controlled object when it moves, but their fear 
of it will go down over time if it stands still. Their hunger, on the other hand, will go 
up as long as they are not near the food source. They also like each other's company, 
so they will try to stay together. Thus the critters' existence revolves around deciding 
where it is best to be, while the player can try to control their behavior by scaring 
them away from the food source, herding them into a corner, or something else.
For  obvious  reasons,  the  graphic  representation  of  the  game  environment  is  not 
prioritized at all, and is kept simple.

6.1.2 wxWidgets
wxWidgets  [8]  is  an  open  source  widget  toolkit  that  acts  as  a  layer  between  an 
application and the operating system's native graphical user interface. This means that 
an  application  using  wxWidgets  can  be  compiled  for  several  platforms  with  no 
changes to the code, and still conform to that platform's native appearance. It also 
handles message pumps, communication with the operating system etc. Because of 
the desired platform independence these features make wxWidgets a perfect choice 
for  this  application.  Furthermore,  wxWidgets  contains  an  OpenGL  canvas  class, 
which interfaces with OpenGL. This class is used by the sample application to render 
the game environment.
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wxWidgets is very well documented and a large community with mailing lists and 
discussion groups both ensures the quality of the toolkit and provides support for it. 

6.1.3 Application Architecture
At the center of the application architecture is the class CFrame, which inherits from 
the wxWidgets class wxFrame. The wxFrame class represents a frame or a window of 
an application – in this particular application there is only one such frame. CFrame 
instantiates all other modules and stores pointers to them in a ModuleStruct object. As 
each  module  is  initialized,  a  pointer  to  it  is  stored  in  ModuleStruct,  and  the 
ModuleStruct object is sent to each new module as it is created. The modules can then 
make use of any pointers they require. This approach ensures that any part of the 
program can access any other part  freely and independently.  Figure 2 displays an 
overview of the modular architecture of the application.
Among the various modules,  Logger,  Canvas and Gamestate are the most notable 
ones.  Logger consists  of the CLogger class,  which handles all  the logging and is 
utilized by nearly all parts of the program. Canvas consists of the CCanvas class. It 
renders the environment and interfaces with the Terrain and Gamestate modules to 
retrieve the position,  orientation and graphical  representation of  each object  to  be 
rendered. All such data is stored privately in each respective object and can only be 
accessed  through  proper  interface  functions.  The  graphical  representations  of  the 
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objects are stored as OpenGL display lists, which is an efficient way to store a static 
set of render calls [9]. The most important module, from the perspective of the API, 
however, is Gamestate, consisting of the classes CGamestate, CObject and classes 
inheriting from CObject. It is responsible for handling all the objects in the world and 
for interfacing with the API. It creates and stores a CAIFramework object, containing 
the API interface as a private member, meaning that no other part of the application 
can access it directly. All of the objects handled by the CGamestate class are of the 
class CObject or classes inheriting from it.

6.1.4 User Interface
At the  top  of  the  application  window is  a  menu bar  in  which  the  user  will  find 
information about the application and the option Create Terrain, as shown in figure 3. 
This option will open up a dialog, allowing the user to specify the size of the game 
environment. A number of critters will then be placed in this environment together 
with a yellow food source and a large, user controlled object.
The camera direction can be controlled by holding the right mouse button and moving 
the mouse, while its position can be changed by the W, S,  A and D keys on the 
keyboard. The user controlled object can be moved around by pressing the left, right 
and up arrow keys on the keyboard.

6.1.5 The Game Loop
The overarching loop is implemented in the CFrame class. It is not a standard iterative 
loop, however, since wxWidgets does not provide the application with that possibility 
because of the nature of  wxWidget's  message pump.  It  is  kept  separate  from and 
invisible  to  the  application.  Instead  a  wxTimer  object  is  used,  and an  OnTimer() 
function  implemented.  The  wxTimer  allows  the  application  to  execute  a  certain 
function  after  a  certain  amount  of  time  has  elapsed.  In  this  case  the  OnTimer() 
function  will  be  called  by  wxWidgets  at  a  regular  interval,  enabling  Critters  to 
implement an application loop of sorts. This loop does two things: first it calls on the 
CGamestate object to update the world, and then it calls on the CCanvas object to 
render the environment.
In short, the gamestate's UpdateWorld() function does the following:

● The sun is moved – the world's light source, the sun, slowly rotates around the 
world. A fairly irrelevant feature, strictly present for flavor.

● The agents' personality modules are updated at a regular interval. This means 
that their fear and hunger variables change over time.

● The agent  list  is  looped through.  If  the agent's  list  of  actions it  wishes  to 
perform is empty two things happen: an XML document describing what the 
agent knows about the world at this point is assembled and sent to the API, 
and then a new action list is requested
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Regardless whether the action list already contained actions, or if it was just 
updated, the first action in the list is popped and processed. If it could not be 
completed during this update cycle it is updated and re-inserted in the list so 
that next cycle it will be processed again.

● The user controlled object is updated and moved according to the user's key 
presses.

When the CGamestate  object  is  done,  the  CCanvas  object  proceeds to  render  the 
terrain, the critters, the food source and the user controlled object.

6.1.6 Calling the API
All communication with the API is done through XML. Since the API uses TinyXML 
to handle XML objects it also exposes interface functions using pointers to TinyXML 
document  objects  as input,  in  addition to functions using strings containing XML 
code.  To  demonstrate  this  capability  the  application  makes  use  of  both  types  of 
functions, although sending document pointers is preferred because of the overhead 
involved  in  parsing  the  XML  code.  If  a  document  pointer  is  sent  the  function 
receiving it can avoid parsing the XML code and treat the document as a hierarchical 
tree of nodes. For instance, in the function UpdateWorld() in the class CGamestate, a 
TinyXML document is sent to update the knowledge base:

TiXmlDocument* pData = CreateAgentData( *Document );
m_pAIFramework->UpdateKnowledgeBase( pData, bSuccess );

Then strings are used to retrieve the agent's action list:

string sActionList = 
m_pAIFramework->Update(sXMLCode.c_str(), bSuccess);

Note the boolean bSuccess – it is a reference and will be set to true or false by the 
API, depending on the outcome of the function. After each call to the API, the sample 
application  will  check  the  bSuccess  boolean  and,  if  it  is  false,  retrieve  the  error 
message:

if( !bSuccess )
{

wxString sMsg;
sMsg.Printf( _T("<CGamestate> AIFramework returned 

   an error while performing
   Update: %s"), 

    m_pAIFramework->GetError().c_str() );
m_pLogger->Log(sMsg.c_str(), LOG_ERROR);

}
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6.2 SNDemo
SNDemo is  a  Microsoft  Windows console  application,  created for  the purpose of 
interfacing with and demonstrating the SemanticNetwork knowledge base module.

6.2.1 Application Concept
The application was created solely for using the SemanticNetwork knowledge base 
module and to give the user an example of how one might interface with it. It does 
this by performing two tasks: creating nodes and links in the network, and retrieving 
information about nodes.

6.2.2 User Interface
The  user  interface  is  simply  a  command  prompt.  There  are  two  recognized 
commands,  “help” and “exit”,  the purpose of  which ought to be self-explanatory. 
Anything else will be interpreted as either a statement or a question. A question is a 
command  beginning  with  a  question  mark,  and  the  application  will  respond  by 
retrieving all information about the node following the question mark, in effect calling 
the API's Update function. Asking about a node might look this:

> ?horse
Info about node horse:
...

If  the  command does  not  begin  with  a  question  mark  it  will  be  interpreted  as  a 
statement, resulting in an update of the knowledge base. 

6.2.3 Retrieving Data From the Knowledge Base
When the user asks for information about a node, i.e. types something beginning with 
a question mark, an UpdateRequest XML document is assembled and sent to the API. 
In order to specify which node the request is about the ability to add attributes to the 
Agent  element  in  the  document  is  used.  To illustrate  this,  consider  the following 
example where information about the node “student” is requested.

<UpdateRequest Timestamp=”0.0”>
<Agent Name=”Console” Node=”student” />

</UpdateRequest>

When the planning module receives the request it searches the network for the node 
and lists all nodes directly connected to it. Section 9.6 describes this process in more 
detail.

6.2.4 Updating the Knowledge Base
As described in chapter 6.2.2, anything that is not a recognized or command and does 
not begin with a question mark will be interpreted as a statement, and the knowledge 
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base  will  be  updated  accordingly.  The  input  string  will  be  searched  for  the  first 
occurrence of a link. This sample only handles “is a” links. If such a link is found, 
everything preceding it is treated as one node, and everything following it is treated as 
another node. If no link is found the entire string is considered a node and added to 
the network. Consider the following input example:

> blacky is a horse

First the “is a” link will be spotted, and the input command will be split into two node 
names:  “blacky”  and  “horse”.  Then  the  XML  code  of  a  KnowledgeBaseUpdate 
document is assembled:

<KnowledgeBaseUpdate Timestamp=”0.0”>
<Agent Name=”Console”>

<Data>
<Node Name=”blacky” />
<Node Name=”horse” />
<Link Type=”isa” 

 Source=”blacky” Target=”horse” />
</Data>

</Agent>
</KnowledgeBaseUpdate>

This  document  is  sent  to  the  API's  UpdateKnowledgeBase()  function.  For  more 
information about the SemanticNetwork module and XML formats, please consult the 
API documentation.

6.3 NNDemo
NNDemo,  short  for  NeuralNetwork  Demo,  is,  similarly  to  SNDemo,  a  Windows 
console application. It was created to demonstrate the usage of the NeuralNetwork 
planning module. The NeuralNetwork module is discussed in detail in chapter 9.7.

6.3.1 Application Concept
As the  NeuralNetwork  planning  module  was  created,  an  application  using  it  was 
needed to test it as well as to demonstrate how it might be used. It is able to configure 
the network, storing data and requesting an ActionList document.

6.3.2 User Interface
The  user  interface  consists  of  a  command  prompt  and  is  very  similar  to  that  of 
SNDemo.  The  commands  “help”  and  “exit”  will  display  the  help  and  close  the 
application respectively. Other available commands are “Set”, “LoadNetwork” and 
“Update”. These commands are described below.
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6.3.3 Loading a Network
The “LoadNetwork” command loads a network, described in XML code, and sends it 
to the NeuralNetwork module which will instantly flush any old network and begin 
using the new one. The format of the XML document is described in detail in the 
documentation for the NeuralNetwork module. Such a document can look like this:
<PlanningUpdate>

<Module Name="NeuralNetwork">
<Data>

<IntermediateLayers Value="0" /> 
<InputNode ID="0" Module="Personality" 

Object="Mood" Property="Happiness" 
Threshold="0.5" /> 

<InputNode ID="1" Module="Personality" 
Object="Physical" 

Property="Exhaustion" Threshold="0.3" /> 
<OutputNode ID="0" Threshold="1.0" 

Plan="DanceAllNightLong" /> 
<Link SourceLayer="0" SourceID="0" 

TargetID="0" Strength="1.5" /> 
<Link SourceLayer="0" SourceID="1" 

TargetID="0" Strength="-1.0" /> 
</Data>

</Module>
</PlanningUpdate>

This very simple network consists of two input nodes, both linked to a single output 
node. One takes its input from the agent's happiness, the other from its exhaustion. 
They have a positive and a negative impact, respectively, on the output node. The 
result is that if the agent is too tired it won't do anything, but if it is happy and rested it 
will want to dance.

6.3.4 Storing Information
Using “Set” lets the user store a property in the ObjectMap personality module. For 
instance, typing

> Set Double Physical Pain 0.3

would  set  the  property  Pain  of  type  Double  in  the  object  Physical  to  0.3.  This 
information  can  then  be  accessed  by  the  NeuralNetwork  planning  module's  input 
nodes.

6.3.5 Formulating a Plan
When a network has been loaded and the required properties stored in the personality 
module the command “Update” will consult the neural network and list any plans that 
it outputs. In other words, it will print out the plan contained in each output node that 
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reached its threshold. For instance, if one were to load the network in chapter 6.3.3 
and issued the following commands:

> Set Double Mood Happiness 0.8
> Set Double Physical Exhaustion 0.1
> Update

one would get the following result:

DanceAllNightLong

7 Performance
The performance  of  the API  is  critical,  especially  in  CPU and memory intensive 
applications where the CPU time allowed for agents' reasoning is strictly limited. One 
example of this would be computer games, which are often pushing the upper limits 
of the hardware as it is. An API wasting too many precious CPU cycles or occupying 
large amounts of memory would simply not be feasible, regardless how advanced its 
reasoning or how easy to use it is.

7.1 Speed
Unfortunately there is some overhead involved in using the API, compared to a more 
specialized ad hoc approach, and this is mostly due to the fact that XML documents 
are used for passing data.  Compiling data  into XML documents and then parsing 
those  documents  does  take  some time.  While  the  equipment  to  perform rigorous 
testing is lacking,  the time to perform an entire Update()  call  – consulting all  the 
modules in the process and returning an ActionList document – took less than 90 μs 
on a  standard desktop PC (Intel  Pentium 4 3.2GHz).  Obviously,  for a  handful  of 
agents this is a fairly small time cost, but for tens of thousands of agents it becomes a 
problem. There are ways to circumnavigate this issue, however. Firstly the API has 
the built-in functionality to process multiple agents in one call,  which reduces the 
overhead involved in processing each agent individually. Secondly it might not be 
feasible or even desirable to use complex reasoning for every agent when dealing with 
such large numbers.  Instead one might  consider hybrid solutions,  such as treating 
some  agents  as  intelligent  while  others  tag  along,  using  some  flocking  behavior. 
Another approach would be to perform one update for multiple agents, treating them 
as  one  and letting  them use  the  same  ActionList  document.  This  may be  a  very 
appealing option if the scripting capabilities of ActionList documents are made use of.

7.2 Memory Usage
The memory usage of the API per se is negligible as it contains no media resources or 
large data structures. Apart from the knowledge base and personality modules, the 
only conceivable heavy memory usage would be if extremely large programs written 
in a foreign language, such as Prolog, were embedded as planning modules. This is a 
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very far-fetched scenario, however, and even if it would be an issue it is hardly a 
concern for the API as such, since such issues would arise with or without the API.
Because every individual agent has its own knowledge base and personality module 
large amounts of memory is needed when the number of agents increases. The reason 
for using individual knowledge base and personality modules, however, is that each 
agent is assumed to operate autonomously, making decisions based on its own beliefs 
about the world and its internal state. If individual modules are not desired in a certain 
scenario then there is no need to let the API treat the agents as individuals, but rather 
as one single agent. There is also the argument that it might not be desirable to handle 
such large numbers of agents at all, as discussed in section 7.1.
However,  it  deserves  to  be  mentioned  that  there  are  ways  to  handle  individual 
knowledge bases  more  efficiently  than having  each  agent  store  its  own data.  For 
instance  it  is  possible  to  use  one  central  knowledge  base,  containing  information 
about the world, and allowing each agent point to data items in that knowledge base 
(rather than storing copies of it). This solution comes with its own limitations, such as 
storing the agents' individual assumptions and conclusions about the world. Surely 
such a problem may be overcome. However, it remains a topic for further work to 
investigate how to reduce memory usage for large numbers of knowledge bases.

7.3 Reliability
The reliability of software is always difficult to ensure, especially so in solo projects 
such as this where there is no quality assurance department to test the product, or even 
a customer to receive feedback from. For this reason the three sample applications 
described in chapter 6 where developed in different ways. While Critters was created 
more or less in parallel with the API, both being expanded simultaneously in order to 
meet each others' demands, SNDemo and NNDemo were developed at a later stage 
with the ambition to make no changes at all to the API. This was motivated by the 
idea that  if  the development  of  those applications went smoothly and no bugs or 
glitches in the API were detected along the way, that would show that the API isn't 
completely unreliable. Fortunately the API worked as expected and both SNDemo 
and NNDemo had no trouble utilizing it. Despite this it is fair to assume that there are 
numerous bugs and problems hidden, waiting to be discovered, but they will have to 
be tackled when they emerge.

8 Creating New Modules
8.1 Implementing New Modules
The process of creating a fully functional module varies depending on the type of 
module  and  its  task.  The  creation  of  a  “dummy”,  a  module  that  has  no  internal 
workings, but communicates correctly, is very simple. This process is also described 
in the documentation.
The  first  step  is  to  create  a  new class  and  put  its  header  and  source  file  in  the 
appropriate directory, i.e.:

<APIDirectory>/src/<ModuleTypeName>
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It is also recommended to put your module name in the class name. In other words, if 
you were to create a planning module called MyPlanner you might end up creating the 
following files:

<APIDirectory>/src/Planning/CPlanning_MyPlanner.cpp
<APIDirectory>/src/Planning/CPlanning_MyPlanner.h

The new class must publicly inherit from the base class. In the above example of 
MyPlanner, the class declaration would look like this:

CPlanning_MyPlanner : public CPlanning
{
...
};

Each module must implement the function GetType() which is used by other modules 
to determine the name of the module they are dealing with. This function has to return 
a string containing the name of your module:

virtual const char* GetType() { return “MyPlanner”; };

In order for the API to include your module during compilation you need to update 
the corresponding type list. Continuing with the above example, to create a planning 
module called MyPlanner, you need to open the file:

<APIDirectory>/src/Planning/TypeList.h

and add:

#include CPlanning_MyPlanner.h

Finally, you need to associate your module with the name “MyPlanner”. This is done 
by opening the file:

<APIDirectory>/src/Instantiation.cpp

and locating the function corresponding to the module type, e.g. InstantiatePlanning() 
for planning modules. Add your own module to the list in that function:

if( sType == “MyPlanner” )
{

p = new CPlanner_MyPlanner();
return p;

}

Now  the  module  is  ready  to  be  used.  It  will  not  output  anything,  but  it  will 
communicate properly with the rest of the API. The designer is completely free to 
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decide how to proceed from there. The new module can be treated as any other C++ 
class, and it can include any external code as needed.
If the new module is meant to be compatible with other modules in general, rather 
than  just  with  modules  written  specifically  to  work  together  with  it,  it  needs  to 
implement a general interface. There are functions declared in the base class of the 
knowledge base and personality modules, which can be defined in classes inheriting 
from  them.  While  less  efficient  than  an  interface  tailored  specifically  for  the 
circumstances at  hand, this  allows modules to  communicate  without  having to  be 
aware and explicitly compatible with each other's types. The documentation contains 
more information about the general interface for inter-module communication.

8.2 Foreign Language Interfaces as Modules
There are existing languages, e.g. Prolog and the Lisp family of languages, that have 
become  widely  used  for  programming  artificial  intelligence,  as  well  as  scripting 
languages which allow for fast and intuitive development, e.g. Python and Lua. The 
ability  to  use  such  languages  within  the  API  would  unquestionably  increase  its 
usefulness and versatility. Therefore it is an important part of the project to evaluate 
the  suitability  of  such  languages,  and  estimate  how  well  they  could  be  made  to 
interface with the existing API.
In general, such an interface between the API and a foreign language would take the 
form  of  a  module;  for  instance,  a  reasoning  module  using  Lisp  would  work  by 
initializing a private Lisp parser, then accepting Lisp instructions embedded in XML 
and outputting the result.
Unfortunately no scripting languages have yet been evaluated for use with the API 
and this remains an important topic for future work.

8.2.1 Prolog
Prolog  was developed in  the early  70's  by A.  Colmerauer  and  R.  Kowalski.  The 
purpose of the Prolog language is to allow programming by the expression of logic, 
and  works  by  theorem-proving  using  resolution  [10].  There  are  a  number  of 
implementations of Prolog, such as XSB, SWI-Prolog and GNU Prolog [11]. While 
Prolog in itself is quite easy to use and even intuitive, many Prolog implementations 
suffer from limited documentation and scarce support regarding their C++ interfaces. 
This is due to the fact that these interfaces are often written by third parties. While the 
documentation and the tutorials that do exist suggest that using such interfaces is a 
fairly simple matter the process of actually implementing them has proven itself to be 
difficult  and  strewn with  errors.  Sadly,  because  the  available  time is  limited,  the 
attempts to create a planning module based on Prolog were abandoned in favor of 
other tasks and left for possible future work.

8.2.2 Lisp
Lisp  is  a  programming  language  based  on  the  idea  of  recursive  functions.  The 
language's  name  is  derived  from  List  Processing.  It  was  developed  at  the 
Massachusetts Institute of Technology around 1960 by John McCarthy [12]. It has 
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since  spawned  a  number  of  different  versions  or  dialects,  perhaps  most  notably 
Scheme, so that it  is today considered a family of languages, rather than a single 
language.
There are  a number of Lisp implementations in use today. Some are commercial, 
while others are distributed under various free software licenses. The Association of 
Lisp Users maintains a listing of Lisp implementations, their capabilities and links to 
their  respective  websites  [13].  The  only  free  and  reasonable  up-to-date 
implementation featuring a C/C++ interface which would suit a module in the API is 
Embeddable Common-Lisp (ECL).  Determining if  an ECL-based planning module 
would  be  feasible  and  whether  it  would  improve  the  usability  of  the  API  is  an 
important question that remains to be answered.

8.3 Building Ad Hoc Modules
When talking about API modules one doesn't necessarily have to restrict oneself to 
general-purpose  modules,  implementing  some  ambitious  and  scientifically  correct 
method for tackling profound problems in artificial intelligence. The modules can just 
as easily (or much more easily) be created for a very specific purpose. For instance, 
for purely reactive behavior one might desire a quick and simple solution, possibly 
written directly in C++. Because of the modular architecture this can easily be done – 
the developer merely has to conform to the required XML interface for input and 
output. Each module is treated as a black box, and what happens inside it is of no 
concern to the rest of the API. This means that it is also possible to combine such ad 
hoc  modules  with  other  general-purpose  modules,  like  combining  a  hard-coded 
planning module with a general purpose knowledge base.
One may argue that there is little use for the API if the agent behavior is programmed 
directly in C++ rather than using some existing general purpose modules. While there 
is some truth in this, the arguments against it would be that this is merely an option 
that the API leaves open for the user, and that it  can be used together with other 
approaches  simultaneously.  Furthermore  the  API  provides  a  structure  to  help  the 
developer maintain a logical agent architecture, and it handles tedious chores such as 
keeping a separate knowledge base for each individual.

9 Implemented Modules
During the course of the project a series of modules have already been implemented. 
Many of these, but not all, were written to perform specific tasks. For instance, the 
modules written for Critters contain hard-coded behavior for that application's agents 
and can not be used for any other purpose. This section provides a brief description of 
the modules currently implemented.

9.1 Critters Knowledge Base
The  Critters  knowledge  base  contains  the  two-dimensional  coordinates  of  other 
objects sharing the agent's existence on the plane. The objects are labeled so that the 
planning module can distinguish between friends, dangerous objects and food sources.
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9.2 Critters Planning
The planning modules of the Critters example does very little in terms of planning. It 
samples four nearby points along with its current location and calculates a score for 
each of those five points. The score is affected by the proximity to other objects, and 
the higher the score of a location the more the agent wants to go there. A movement 
direction is then calculated based on this information.
The planning module also updates the personality module's fear and hunger levels, 
depending on the proximity of the food source and the recent actions of the dangerous 
object. While it might be considered “wrong” for the planning module to change the 
agent's hunger level this way – hunger is after all a physical fact which can hardly be 
affected by the agent's mental process – and that such data should rightly only be 
changeable by the client application's state engine, it is also true that this example is 
so simplistic that the agents' hunger is not a physical state as such and in fact only 
exists in the mind of the agents. Thus, as illogical a solution as it may be in a more 
life-like simulation,  it  is  simple and functional,  and in this case that  is all  that  is 
needed. See section 3.3.4 for a more in-depth discussion about how to use personality 
in relation to other modules.

9.3 Critters Personality
The personality module contains two variables, fear and hunger, which are exposed to 
the planning module. It can only handle one type of element in the PersonalityUpdate 
document: Tick. When a Tick element is received the agent's fear is decreased (but 
not  allowed to go below a certain threshold)  and its  hunger  is  increased (but  not 
allowed to exceed a certain threshold). This means that rather than having the client 
application keep track of each agent's internal state and sending this to the API, the 
application  is  oblivious  to  each  individual  agent's  mindset.  Of  course,  such  an 
approach relies on the application calling the UpdatePersonality() function at a regular 
interval, but its advantages are that it can send the same data once for all agents and 
there is no need to store the same data in multiple locations.

9.4 SimpleMovement Plan Breakdown
The SimpleMovement plan breakdown module is implemented specifically for the 
Critters application. It only accepts plans for movement and for waiting.
In the case where the plan is to wait (planning element Wait) it will simply create a 
Wait action and output it in the ActionList document.
In the case of a movement plan (planning elements RunTo, MoveTo or SneakTo) it 
will calculate the angle between the agent's current heading and the direction of the 
location it  wants to  move to.  It  will  then create  a  Rotate  element,  which will  be 
inserted  into  the  ActionList  document.  Next  a  movement  element  (its  type 
corresponding to the type of the received planning element) is created, instructing the 
client application to move the agent a small distance forward after rotating it.
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9.5 SemanticNetwork Knowledge Base
Semantic networks is a wide spread model for categorizing and fitting objects and 
concepts  into  a  semantic  context.  The  semantic  network  model  is  extensively 
described in literature, for instance a more in-depth explanation is provided by Arthur 
B. Markman [14, from page 91 onward]. Semantic networks as proposed by Quillian 
are  based  on  the  “associative  memory  model”  –  the  idea  that  human  memory  is 
organized through associated concepts [15, page 204].
The reason for implementing a semantic network knowledge base in the API is that it 
is a general model which can be used for many different purposes. Thereby it greatly 
increases the usability of the API and reduces the amount of work required.
Conceptually,  a  semantic  network  knowledge  base  consists  of  two  parts:  (i)  a 
semantic network of nodes for describing concepts and types of objects and (ii) a list 
of  instances of  objects.  The  reason for  this  is  that  the  awareness  of  instances  of 
objects  in  the  world  tends  to  be  fleeting  and  requires  properties  (e.g.  spatial 
coordinates)  that  have  no  meaning  for  (and  are  wasteful  to  include  in)  semantic 
network nodes.  Consider  the  example  of  a  chair.  The  semantic  network  node  for 
“chair” might tell you that it is a type of furniture, that it has legs, and that it can be 
used to sit on, but it  contains no information about where and if any chairs exist. 
Instead an agent who becomes aware of a chair creates an instance of type “chair” in 
its  knowledge base  and assigns  appropriate  properties  to  it.  In  this  example  such 
properties might be the chair's location, its appearance in the form of a link to the 
semantic  network  node  “red”,  how  comfortable  this  agent  finds  it  to  be  and  a 
timestamp telling the agent when this particular chair's information was last updated.
The  API's  documentation  will  go  into  more  detail  concerning  how  to  use  the 
SemanticNetwork module.  Basically,  the  idea  is  to  allow the modules  using it  to 
traverse  the  network by using pointers.  Each  link in  the network  is  bidirectional, 
which  means  that  if  the  node  “chair”  has  an  “is  a”  link  pointing  to  the  node 
“furniture” (i.e. “chair” is a subclass of “furniture”), then it is also possible to move 
from furniture to chair. This ability allows one to investigate which types of furniture 
are known to the agent.

9.6 SNDemo Planning
This planning module was created for the SNDemo application with the intent of 
demonstrating how it is possible to use the SemanticNetwork knowledge base. When 
it is asked to formulate a plan it will retrieve information about a certain node from 
the semantic network. The node's name is given as an argument in the XML element 
“Agent” in the UpdateRequest document:

<UpdateRequest Timestamp=”0.0”>
<Agent Name=”Console” Node=”dog” />

</UpdateRequest>

The API passes a pointer to the Agent element, as it does to all planning modules, and 
the  SNDemo planning  module  retrieves  the  requested  node  from the  element  by 
accessing its Node attribute. The output from the module is a list of Say elements, 
containing the output strings describing the links of the node, or a message telling the 
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user that the node does not exist if it cannot be found. The plan breakdown module 
used for this application is the default one, which means that the PlanList document 
won't  be  processed,  but  merely  translated  into  an  ActionList  document.  In  other 
words, the SNDemo planning module itself outputs actions ready to be handled by the 
client application.

9.7 NeuralNetwork Planning
The  NeuralNetwork  module  is  a  general  purpose  module  based  on  the  idea  of 
Simulated  Artificial  Neural  Networks (SANN)  for  decision  making.  There  are  a 
number of different models for such networks, sharing the common idea of having 
nodes imitating neurons in a biological brain [16]. How one designs a neural network 
architecture is still an open question. Many factors come into play, such as (i) whether 
it is equipped with memory, (ii) if the network is trainable in the application, and (iii) 
if it evolves or not. In short, SANN is not one solution to a specific problem, but 
rather a general angle of approach.
When discussing SANN implementations for the API we must recall that the API may 
be called at irregular time intervals by the client application. For this reason a solution 
consisting of  nodes  whose excitation  levels  decay  over  time would  be unsuitable 
(albeit possible, but it would require placing demands on how the application calls the 
API). This is because of the fact that nodes whose excitation varies over time may 
produce  unexpected  values  if  too  much  time  passes  between  two  updates.  The 
problem is similar to the situation where information is lost when an analogue signal 
is sampled at too low frequency. Instead, a memory-less solution is implemented and 
the nodes are structured in layers as described in [16] to avoid loops, which can be 
present in unstructured networks. In this case a quick single-pass processing of the 
network is possible without having to run any loop detection process.
The neural  network was implemented through a  vector  of  maps,  representing one 
layer each,  with each node in the layer consisting of a pointer to a CNeuralNode 
object. Each pointer is identified by, and can be looked up using, a unique ID. The 
CNeuralNode  class  contains  variables  that  are  necessary  for  all  nodes,  such  as 
excitement  level  and  threshold,  while  the  classes  CNeuralInputNode  and 
CNeuralOutputNode  inherit  from  CNeuralNode  and  implement  features  that  are 
required for input nodes and output nodes respectively. Each output node contains a 
string describing its plan, and if it is excited beyond its threshold it will add its plan to 
the PlanList document.
The topology of the network and the features of the nodes is configurable in run-time 
using  XML documents.  While  the  current  implementation  of  the  NeuralNetwork 
module does not provide any tools for developing the network topology, e.g. through 
evolution,  it  allows for  training the network by tuning the threshold levels  of  the 
nodes. Every time a plan is requested a Training attribute can be provided, which will 
lower the threshold of nodes that fired in the previous pass, and raise the threshold of 
other nodes, by a specified amount. Of course, a negative training value will increase 
the threshold of nodes that fired and thereby decrease their chances of firing again. 
This  way  the  network  can  be  continually  trained  to  perform  optimally.  The 
documentation, found in the appendix, section A6.1, provides more details on how to 
use the NeuralNetwork module.
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9.8 ObjectMap Personality
The ObjectMap personality module was created with the aim of providing a very 
straight forward general purpose module, with a structure derived from the general 
module  interface  discussed  in  section  3.6.  The  module  simply  stores  properties 
pertaining to objects or concepts. Through the interface information is retrieved by 
specifying an object and a property, e.g.:

GetDoubleProperty(“Mood”, “Happiness”);

The  ObjectMap  module  contains  a  list  of  objects  (such  as  Mood  in  the  above 
example) identified by unique names. These objects in turn contain lists of properties 
(in the example above Happiness is such a property belonging to the object Mood), 
also  identified  by  unique  names.  It  provides  a  simple  and versatile  way  to  store 
information.

10 Evaluating the Project's Results
10.1 The Goals Set Up in the Project Proposal
The project proposal is careful to distinguish between the goals of this MSc thesis 
project and the much grander ambitions of the API project as such. In this case it is 
the MSc thesis goals that are relevant, and the proposal states that “the aim of the 
project is to get things started by implementing the architecture itself, connected to an 
application containing a number of individual agents governed by the API” and goes 
on to explain how these agents should act and react to user input. This goal has most 
definitely been achieved, and in addition to this additional  sample applications and 
general  purpose  modules  have  been  created.  Documentation,  aimed  at  helping 
beginners to get started using the API, has been written. While the state of the project 
is far from being “the OpenGL of AI” the Msc thesis project has accomplished what it 
set out to do and more.

10.2 Usability of the API
As touched upon previously, the AI platform is at its most useful when the developer 
is able to pick existing modules “off the shelf”, configure them with simple XML 
documents and then use them. In such a case the engine will drastically reduce the 
amount of effort required to create intelligent agents for any application. 
Even in  cases  where  the  requirements  are  too  specific  or  unique,  and  no  general 
purpose  modules  can  meet  the  demands,  the  platform  acts  as  a  middle  layer, 
managing  modules  and  bridging  the  gap  between  the  application  and  the  agent 
architecture. Of course, learning to use a new API requires time and effort, and this 
effort might outweigh the gains from using the platform in such a case.
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While the platform design is fairly general and accommodates a wide spectrum of AI 
architectures  it  does  not  suit  all  approaches.  Looking  back  it  would  seem 
unnecessarily rigid. For instance one might consider multiple knowledge bases per 
agent,  knowledge  bases  that  can  be  shared  between  agents,  agents  with  multiple 
planning modules governed by controller modules, hybrid module types etc. All this 
could  be  solved  by  making  the  platform  design  more  abstract,  removing  strict 
boundaries between module types and allowing the developer to design his or her 
agent architecture as a flow chart. A conceivable example of such an architecture is 
visible in figure 4. This is an architecture with multiple behavior modules, replacing 
the single planning module, and a controller unit determining which behavior module 
to use depending on the situation. It also contains a knowledge base which is shared 
with  other  agents.  As  in  figure  1,  everything  above  the  line  is  part  of  the  client 
application. 
In conclusion, the current API architecture can be regarded as a concrete instantiation 
of such an abstract and flexible system.
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11 Future Work
11.1 Creating More Modules
The overall ambition of the API is to provide developers with an easy-to-use tool for 
creating virtual agents and designing the behavior of those agents. If it is necessary to 
create completely new modules from scratch every time a new type of agent needs to 
be implemented then that goal has not been achieved. If, however, the developer was 
given access to an array of available modules and thereby given the opportunity to 
tailor the agent to his or her needs the process of creating new agents would be greatly 
accelerated. For this reason, perhaps the most important area in which the API needs 
to  be  improved is  the  availability  of  general  modules,  in  contrast  to  application-
specific modules. These general modules would have to be created in such a way that 
they are easily used and configured through their XML interfaces, eliminating the 
need to modify their source code.

11.2 Improving the Usability of the API
The overarching aim of the project is to make the process of developing "intelligent" 
behavior in virtual agents easier and faster. To that end much remains to be done. In 
particular a much more complete set of module types would provide the user with 
much of the desired behavior from the start, so that she can focus on the fine details 
and  particular  traits  of  that  agent  rather  than  the  crude  fundamentals.  Greater 
flexibility  regarding  the  agent  architecture,  as  discussed  in  chapter  10.2,  would 
improve the usefulness of the platform. Unfortunately that would require most of the 
current implementation to be scrapped and rewritten.
In combination with a graphical user interface for designing the mental layer of the 
agents,  a  comprehensive  library  of  modules  and  increased  freedom regarding  the 
architecture would mean that a large portion of the work involved in AI development 
could be  moved from the  programmer's  domain and be  performed by  individuals 
without that expertise which is otherwise required. It is easy to picture a scenario 
where an agent's mental layer is designed by choosing reasoning algorithms, defining 
an initial knowledge database and personality, instructing it as to what its goals are 
and defining actions that are viable in its environment. Of course, reaching that goal 
would require a monumental effort, but it might be what's required to achieve a truly 
useful API. 

11.3 Improving the Documentation
For the success and usefulness of any API its documentation is of vital importance. If 
the documentation is lacking and unable to answer the user's questions, then the API 
is of no use whatsoever. While efforts have been made to ensure that every aspect of 
the API is covered by the documentation it is difficult to foresee every question a user 
may ask. Given time and dedicated users, one would open a dialog with those users 
and expand the documentation until it is able to answer every question they may ask 
while using the API, from first getting acquainted with it to finalizing their product, in 
a clear and unambiguous manner.
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11.4 Optimization
While the overhead involved in dealing with a small number of agents is small there 
is  still  the issue of  very  large sets  of  agents.  While  the  API  allows for  handling 
multiple agents in a single call, at the bottom level it is still an iterative process to 
update all the agents. If this problem were to be solved the API would no longer be 
unsuitable for such cases, but the opposite: it would be able to present a neat solution 
to a general problem. Rewriting the entire API, as discussed in section 10.2, to allow 
for  things  such  as  shared  knowledge  bases,  could  provide  useful  tools  for  such 
situations, but more importantly the use of Single Instruction Multiple Data (SIMD) 
[17] should be explored and its usefulness for dealing with large number of agents 
evaluated.
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Appendix: API Documentation
The following chapters contain the API documentation. The documentation is written 
with a web page in mind, which is why it sometimes refers to  pages,  rather than 
chapters.

A1 How to Get Started
A1.1 What's This Supposed to Be Good For?
The idea and the ambition of the API is to help the user create artificially intelligent 
agents by providing a modular API which can, fairly simply, be included in any C++ 
project. The API is designed to help the user structure the internal workings of the 
agents in a sound and intuitive way.

A1.2 How Do I Link It to My Project?
There are several different ways. The easiest is probably to link to Framework.lib (or 
Frameworkd.lib for debugging) and include CAIFramework.h (you should also add 
the directory containing CAIFramework.h to your project's include directories).
With some changes to the source code in order to define exported functions, it would 
also be possible to build the API as a dynamic library (DLL). This is something the 
end user would have to do on his or her own. Among the benefits of using a DLL are 
a  reduced footprint  of the executable and compatibility with other languages than 
C++, e.g. C# or Visual Basic.
It's also possible to simply include the entire API in the application's project, building 
it as part of the application.

A1.3 How Do I Use it In My Code?
Once you have included CAIFramework.h you can create a CAIFramework object. 
This is your interface. For a complete listing of the functions the API exposes to you 
through this class, see the External functions page.
Before the API can do any reasoning for you, you need to instruct it to instantiate a 
number of  agents by means of  CreateAgents().  Note that  agents  are  identified by 
unique names.
To ask the API to perform an update, i.e. consult its planning module and generate a 
list of actions, use Update(). The returned XML document contains a list of actions 
the agent wishes to perform. It is up to your application to use that list.
In order to supply the agents with new information about the world and their internal 
state, use UpdateKnowledgebase() and UpdatePersonality(). It is up to the application 
to decide which information to share with the agents (e.g. resolve line of sight).
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A2 How to Create Modules
When creating new modules you begin by creating a new class, inheriting from an 
already existing class of that module type. For instance, your new knowledge base 
might  inherit  from  CKnowledgeBase  or  a  class  derived  from  it.  Apart  from 
constructor  and  destructor  it  must  implement  GetType(),  which  should  return  the 
name of your module. In addition type-specific functions are required for the API to 
interface  with  the  module.  For  Planning,  PlanBreakdown,  Personality  and 
KnowledgeBase  these  functions  are  FormulatePlan(),  GenerateActionList()  and 
ParseData() respectively. When your module has been created it needs to be placed in 
the correct directory within the API file structure, i.e. src/<module type>/. In the same 
directory there is a TypeList.h which needs to be updated to include your module. 
Finally, src/Instantiation.cpp must also be updated to allow the API to instantiate your 
module. If the module is a knowledge base or a personality module and it is meant to 
be usable by any module (and not just modules written specifically to interface it) it 
should implement the general interface declared in the base class of that module type. 
For more information about general interfaces, see the Module types page. 

A3 Module Types
A3.1 KnowledgeBase
Public functions: ParseData(), GetStringProperty(), GetDoubleProperty(), 

GetNumber()
Base class: CKnowledgeBase
KnowledgeBase's tasks are to store any data that the agent perceives, as well as what 
it knows about the mechanics and rules of its environment. Its ParseData() function 
will parse the contents of Data documents sent to it from the API. This is done in the 
external UpdateKnowledgeBase() function.
Functions in KnowledgeBase's general interface:
string GetStringProperty(string sObject,  sProperty): Returns a string property for a 
given object.
double GetDoubleProperty(string sObject, sProperty): Returns a double property for a 
given object.
long GetNumber(string sObject): Returns the number of objects of this type in the 
knowledge base.

A3.2 Personality
Public functions: ParseData(), GetStringProperty(), GetDoubleProperty()
Base class: CPersonality
Personality is quite similar to KnowledgeBase in that it stores data. One important 
difference  between KnowledgeBase  and Personality  is  that  Planning can use both 
Personality  and  KnowledgeBase,  while  PlanBreakdown  only  has  access  to 
KnowledgeBase.
It is recommended to store information concerning the agent's mental properties - its 
emotions, goals and feelings - in Personality.
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The data in Personality is affected by the ParseData() function, which is called from 
the API's external UpdatePersonality function.
Functions in Personality's general interface:
string GetStringProperty(string sObject,  sProperty): Returns a string property for a 
given object.
double GetDoubleProperty(string sObject, sProperty): Returns a double property for a 
given object.

A3.3 PlanBreakdown
Public functions: GenerateActionList()
Base class: CPlanBreakdown
PlanBreakdown  processes  PlanList  documents  generated  by  Planning.  It  can  use 
KnowledgeBase to do so if it wishes.
It outputs an ActionList document which is returned to the application by the API.

A3.4 Planning
Public functions: FormulatePlan()
Base class: CPlanning
The  Planning  module  formulates  the  agent's  plan  of  action  and  outputs  it  via  a 
PlanList document. A PlanList document can contain any number of plans. Planning 
can use both KnowledgeBase and Personality in order to formulate its plan.

A4 External Functions
A4.1 CreateAgents
Input: XML document AgentList
Output: void
The agents defined in the XML document are created and stored within the API. 
Knowledge bases and personality modules for the respective agents are generated and, 
if they don't already exist,  planning and plan breakdown modules of the specified 
types are created.
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Example of using CreateAgents():
bool bSuccess = false;
m_pCAIFramework->CreateAgents(

"<AgentList>
 <Agent Name="Publius">
 <KnowledgeBase Type="SemanticNetwork">
 [...]
 </KnowledgeBase>
 [...]
 </Agent>
 </AgentList>",
 bSuccess);

A4.2 GetError
Input: none
Output: string
When  the  API  reports  an  error  while  handling  a  request  it  will  append  an  error 
message to a  string which is  accessible  through GetError().  When the function is 
called the string is emptied.

Example of using GetError():
bool bSuccess = false;
m_pCAIFramework->Update( pMyDocument, bSuccess );
if( !bSuccess )
  HandleError( m_pCAIFramework->GetError() );

A4.3 Update
Input: XML document UpdateRequest
Output: XML document ActionList
This function is used to generate an action list, which the application can utilize to 
animate its agents. It is important to realize that the action list is a list of selected 
actions to be executed in chronological order. The list may very well become obsolete 
before  all  the  actions  have  been  executed,  and  the  actions  may  very  well  be 
impossible to perform. It is the responsibility of the application to detect and handle 
such a situation (as a suggestion, by calling the Update() function to retrieve a new 
up-to-date action list).
The action list will be generated by consulting the planning and the plan breakdown 
modules.
Note that the application must delete the output document to avoid memory leaks.
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Example of using Update():
bool bSuccess = false;
TiXmlDocument* pActionListDocument = 

m_pCAIFramework->Update(pUpdateRequestDocument, 
bSuccess);

if( bSuccess )
{
  PerformActions( pActionListDocument );
}
else
{
  LogError( m_pCAIFramework->GetError() );
}
SAFE_DELETE( pActionListDocument );

A4.4 UpdateKnowledgeBase
Input: XML document KnowledgeBaseUpdate
Output: void
UpdateKnowledgeBase  passes  the  Data  elements  in  the  input  document  to  the 
KnowledgeBase modules of the agents listed in the document.
This function itself does not interpret the data, it merely unwraps it and passes it on.

Example of using UpdateKnowledgeBase():
bool bSuccess = false;
m_pCAIFramework->UpdateKnowledgeBase( 

pKnowledgeBaseUpdateDocument, 
bSuccess );

A4.5 UpdatePersonality
Input: XML document PersonalityUpdate
Output: void
UpdatePersonality  is  similar  to  UpdateKnowledgeBase  in  that  it  passes  the  Data 
elements  in  the  document  to  the  Personality  modules  of  the  agents  listed  in  the 
document.
This function itself does not interpret the data, it merely unwraps it and passes it on.

Example of using UpdatePersonality():
bool bSuccess = false;
m_pCAIFramework->UpdatePersonality( 

pPersonalityUpdateDocument, 
bSuccess );
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A4.6 UpdatePlanning
Input: XML document PlanningUpdate
Output: void
UpdatePlanning carries information concerning the behavior of  Planning modules. 
The  contents  of  the  Data  elements  in  the  document  is  passed  to  the  appropriate 
Planning modules so that they may use the information.
This function itself does not interpret the data, it merely unwraps it and passes it on.

Example of using UpdatePlanning():
bool bSuccess = false;
m_pCAIFramework->UpdatePlanning( 

pPlanningUpdateDocument, 
bSuccess );

A5 Internal Functions
A5.1 FormulatePlan
Module type: Planning
Input: The current time, the agent element of the UpdateRequest document  

and pointers to the agent's knowledge base and personality.
Output: XML document PlanList
The agent's reasoning process is implemented in this function. To arrive at a set of 
plans it has access to the agent's knowledge base and its personality module.
It can also make use of the agent XML element by checking it for attributes.

A5.2 GenerateActionList
Module type: PlanBreakdown
Input: XML document PlanList and a pointer to the agent's knowledge base
Output: XML document ActionList
This function accepts a PlanList and breaks it down into low-level actions.
Note  that  the  decision  of  where  to  draw  the  line  between  planning  and  plan 
breakdown is up to the person designing the modules. He or she is free to let the 
planning module generate low-level actions and let the plan breakdown module do 
little  to  no  work.  For  the  purpose  of  maintainability  and  transparency  it  is 
recommended to put both modules to use, though.

A5.3 ParseData
Module type: Knowledge base, personality and planning
Input: The Data element of the update document
Output: void
This  is  the  function  used  by  the  API  to  send  the  information  in  a 
KnowledgeBaseUpdate,  PersonalityUpdate  or  PlanningUpdate  document  to  the 
appropriate module.
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A6 Existing General Purpose Modules
A6.1 NeuralNetwork
Type: Planning
Status: Early stage of development
This  Planning  module  uses  a  layered  neural  network  architecture  for  making 
decisions. The neural network contains two or more layers: an input layer, an output 
layer and any number of intermediate layers, with energy propagating from the input 
layer towards the output layer. The topology of the network is determined by using 
the UpdatePlanning() function. 
The Data element of the PlanningUpdate XML document can contain the following 
elements:

● IntermediateLayers with the attribute Value specifying the number (possibly 
zero) of intermediate layers.

● Inputnode  containing  the  attributes  Module,  Object  and  Property.  These 
attributes  are  used  to  query  the  knowledge  base  or  personality  module 
(depending on the  value  of  Module)  through the  general  interface,  via  the 
GetDoubleProperty() function.

● OutputNode containing the  Plan attribute.  Output  nodes  with an excitation 
level exceeding their thresholds will have their plans inserted in the output 
XML document.

● IntermediateNode describes which layer the node should be placed in (1 being 
the first intermediate layer) via the Layer attribute.

All node types need to contain an ID and Threshold, an integer (unique within each 
layer) to identify the node and the threshold at which the node will fire, respectively.
Link elements denote a link from one node to another. They need the SourceLayer 
attribute that specifies to which layer the node belongs (the input layer is 0, the first 
intermediate  layer  is  1  etc.).  It  also  needs  the  SourceID and  TargetID  attributes, 
containing the ID:s of the source and target nodes within their respective layers. The 
target layer is always the next layer after the source layer, and so it does not need to 
be defined. Finally the Strength attribute, containing a double, determines the strength 
with which the source node affects the target node, in case it fires. Note that Strength 
can be negative!
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Example of input Data element:
<Data>
  <IntermediateLayers Value="0" />
  <InputNode ID="0" Module="Personality" Object="Mood"
   Property="Happiness" Threshold="0.5"/>
  <InputNode ID="1" Module="Personality”
   Object="Physical" Property="Exhaustion"
   Threshold="0.3"/>
  <OutputNode ID="0" Threshold="1.0" 
   Plan="Dance all night long"/>
  <Link SourceLayer="0" SourceID="0" TargetID="0" 
   Strength="1.5"/>
  <Link SourceLayer="0" SourceID="1" TargetID="0" 
   Strength="-1.0"/>
</Data>

All output nodes that are triggered (because their excitement level exceeds a certain 
threshold) will add their plan to the PlanList document. The Plan element will contain 
a Level attribute with the node's excitement level. This is used by the PlanBreakdown 
module to decide how to treat the plan list, especially if there are multiple plans.
Each node will remember whether it fired or not during the last pass, and this can be 
used to train the network. By supplying a Training attribute in the Agent element of 
the Update request, the thresholds of the network's nodes is adjusted. Nodes that fired 
have  their  thresholds  decreased,  and  nodes  that  didn't  fire  have  their  thresholds 
increased, by the value of the Training attribute. By using a positive Training value 
after  satisfactory  results,  and  a  negative  value  after  non-satisfactory  results,  the 
network can be trained.

A6.2 ObjectMap
Type: Personality
Status: More testing required
This Personality module consists of a map of objects identified by a unique string. 
Each such  object  in  turn contains  two maps:  one  of  string properties  and one  of 
double properties. These properties are also identified by unique strings.
It uses the general interface, and it also provides the functions SetStringProperty() and 
SetDoubleProperty() to insert or modify data.
The  module  interprets  two  XML  elements:  StringProperty  and  DoubleProperty, 
requiring the three attributes Object, Property and Value.
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Example of input Data element:
<Data>
  <StringProperty Object="PersonalData" Property="Name" 
   Value="Caesar" />
  <DoubleProperty Object="Mood" Property="Happiness" 
   Value="0.7" />
  <DoubleProperty Object="Mood" Property="Anger" 
   Value="0.4" />
  <DoubleProperty Object="Physical" Property="Satiation" 
   Value="0.2" />
</Data>

A6.3 SemanticNetwork
Type: Knowledge base
Status: More testing required
This  knowledge  base  is  based  on  the  semantic  network  model  of  knowledge.  It 
contains  two  data  maps:  one  for  nodes  and  one  for  instances.  Both  nodes  and 
instances are identified by unique names. Consider the example of a dog. The network 
contains the node "dog", which describes what the agent knows about dogs by linking 
to other nodes in the network. The node “dog” has an "is a" link pointing to the node 
"animal" and a "has part" link pointing to the node "tail" etc. Any dogs that the agent 
is aware of are stored as instances. Each instance contains a pointer to the type of 
object,  a  timestamp representing  the  last  update  of  this  instance  and other  useful 
information, such as spatial coordinates.
The module accepts three types of elements in the document sent to its ParseData 
function: Node, Link and Instance.

● Node only requires the attribute Name.
● Link requires the attributes Source, denoting which node this link describes, 

LinkType,  containing  one  of  the  link  types  listed  below,  and  Target, 
containing  the  name  of  the  node  the  link  points  to.  
Valid LinkType attribute arguments: isa, haspart, islike.

● Instance  requires  the  attributes  Name,  containing  the  unique  name  of  the 
instance, and Type, denoting its type.

Note that for all three element types, if the node, link or instance already exists that 
existing element will be updated with the attributes of the new element. This means 
that the same syntax can be used for updating elements as for creating new ones.
 
In order to access the data  in the knowledge base there are  two public functions: 
GetNode() and GetInstance(). They both take a string as input. They will search for 
nodes and instances with names matching the input string respectively and return their 
pointers. If there are no matches the functions will return a null pointer.
The module accessing the  knowledge base can use  these  pointers  to  navigate  the 
network  freely.  Each  node  contains  two  vectors  of  pointers  to  link  objects: 
m_vSourceLinks  and  m_vTargetLinks.  They  contain  links  originating  from  and 
pointing  to  the  node  respectively.  Consider  the  example  of  the  node  "mammal". 
Among its target links are "isa" links from the nodes "dog" and "monkey", and it has a 
source link to "animal". Each instance contains an m_pNode pointer, pointing to the 

- 41 -



node to  which the instance corresponds.  Using these pointers  the network can be 
traversed in any direction at will.

Example of input Data element:
<Data>
  <Node Name="Dog" />
  <Link Source="Dog" Target="Animal" LinkType="isa" />
  <Link Source="Dog" Target="Tail" LinkType="haspart" />
  <Instance Name="Brutus" Type="Dog" />
  <Instance Name="Rufus" Type="Dog" />
</Data>

Example of using GetInstance():
SemanticInstance* pInstance = 

pKnowledgeBase_SN->GetInstance( "Rufus" );
SemanticNode* pType = pInstance->m_pNode;

A7 XML Document Definitions
A7.1 ActionList
Type: External
The  ActionList  document  is  returned  to  the  application  by  the  API's  Update() 
function.  It  contains  a  list  of  actions  the  agent  wishes  to  take,  accompanied  by 
required arguments.
Its root node is the ActionList node, encapsulating the rest of the document. Below 
ActionList  are  a  number  of  Agent  nodes,  accompanied  by  the  attribute  Name, 
denoting which agent wishes to take which action. The individual actions are then 
listed within the Agent nodes as Action elements, in chronological order. The Action 
node must contain the Name attribute, specifying the action to take (e.g. "Run").
Each Action node may contain any number of Argument leaf nodes. These require 
two attributes: Name and Value.
The  ActionList  format  also  contains  some  advanced  features  described  in  the 
ActionList features section.
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Example of ActionList document:
<ActionList>
  <Agent Name="Crassus">
    <Action Name="Plot">
      <Argument Name="With" Value="Brutus">
      <Argument Name="Against" Value="Caesar">
    </Action>
  </Agent>
  <Agent Name="Brutus">
    <Action Name="MoveToObject">
      <Argument Name="Target" Value="Caesar">
    </Action>
    <Action Name="Attack">
      <Argument Name="Target" Value="Caesar">
      <Argument Name="Weapon" Value="Dagger">
    </Action>
  </Agent>
  <Agent Name="Caesar">
    <Action Name="Die" />
  </Agent>
</ActionList>

A7.2 AgentList
Type: External
The AgentList document is taken as input to the API's CreateAgents() function. The 
function  will  create  mental  layers  for  any  number  of  agents  and  insert  any  data 
included  in  the  AgentList  document  into  their  respective  knowledge  bases  and 
personalities.
The root node is AgentList, containing any number of Agent elements. The Agent 
elements require the attribute Name, defining the name of the agent.
Each Agent  element  requires the following children:  KnowledgeBase,  Personality, 
Planning  and  PlanBreakdown.  These  correspond  to  the  various  modules  in  the 
framework.
KnowledgeBase takes argument Type, defining the type of KnowledgeBase to use. It 
may contain a Data node.
Personality  and  Planning  also  require  the  argument  Type  and  may  contain  Data 
elements as  children.
Similarly, PlanBreakdown requires the argument Type.
The Data node will be sent as it is to the knowledge base, planning or personality 
module, and its contents and format are not defined in this context. It is up to the 
individual module to interpret it.
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Example of AgentList document:
<AgentList>
  <Agent Name="Caesar">
    <KnowledgeBase Type="MyRulesKB">
      <Data>
        <Rule Rule="If a person conquers Rome he becomes 
dictator for life"/>
        <Rule Rule="If a person has an army in Rome he 
has conquered Rome"/>
      </Data>
    </KnowledgeBase
    <Personality Type="MyRulesPersonality">
      <Data>
        <Goal Goal="I want to be happy"/>
        <Rule Rule="If I am dictator I become happy"/>
        <State Name="Happiness" Value="0.7"/>
      </Data>
    </Personality>
    <Planning Type="Rules" />
    <PlanBreakdown Type="PrologBreakdown" />
  </Agent>
</AgentList>

A7.3 BrokenDownPlan
Type: Internal
The BrokenDownPlan document is returned from the PlanBreakDown module. It is 
essentially  an  action  list,  except  it's  for  one  specific  agent.  The  contents  of 
BrokenDownPlan are used by the API to assemble to final ActionList document.
Note that the agent concerned is not named in the document (and neither is it in the 
PlanList  document).  Instead  the  document  is  accompanied  by  a  pointer  to  a 
knowledge base when the function call is made.

Example of BrokenDownPlan document:
<BrokenDownPlan>
  <Action Name="MoveTo">
    <Argument Name="Target" Value="Table">
  </Action>
  <Action Name="PickUp">
    <Argument Name="Target" Value="Goblet">
  </Action>
  <Action Name="DrinkFrom">
    <Argument Name="Target" Value="Goblet">
  </Action>
</BrokenDownPlan>

- 44 -



A7.4 KnowledgeBaseUpdate
Type: External
This is taken as input to the UpdateKnowledgeBase() function.
The root  node  is  KnowledgeBaseUpdate,  and  its  children  are  Agent  nodes.  Each 
Agent node requires the Name attribute, signifying which agent this data is meant for. 
If Name is set to All, the data will be sent to all agents.
The  KnowledgeBaseUpdate  element  requires  a  Timestamp  attribute,  giving  the 
framework the ability to take into account how recent the update was. The Timestamp 
must be a double.
Each Agent node has a single child: Data. The nature of the Data element depends 
completely  on  the  type  of  module  it  is  meant  for,  and  any  instructions  as  to  its 
appearance should be looked for in any documentation for that specific module.

Example of KnowledgeBaseUpdate document:
<KnowledgeBaseUpdate Timestamp="-47.0">
  <Agent Name="Cicero">
    <Data>
      ...
    </Data>
  </Agent>
</KnowledgeBaseUpdate>

A7.5 PersonalityUpdate
Type: External
The UpdatePersonality() function takes this document as input, and it is very similar 
to KnowledgeBaseUpdate in appearance.
At  the  root  of  the  document  is  the  PersonalityUpdate  element.  Beneath  it  is  any 
number  of  Agent  nodes  containing  Name attributes,  telling  the  framework  which 
agent the update is meant for. If Name is set to All, the data will be sent to all agents.
Inside the Agent nodes are Data elements. The internal structure of the Data elements 
depends on the module receiving them.

Example of PersonalityUpdate document:
<PersonalityUpdate>
  <Agent Name="Hannibal">
    <Data>
      ...
    </Data>
  </Agent>
</PersonalityUpdate>
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A7.6 PlanList
Type: Internal
PlanList  is  the  document  returned  from  the  Planning  module's  FormulatePlan() 
function and sent to PlanBreakdown.
The root node is PlanList, containing any number of elements. The nature of these 
elements is completely up to the Planning and PlanBreakdown modules. It should be 
noted, however, that the Agent is not specified in the document – rather, the document 
is generated for one agent at a time.

Example of PlanList document:
<PlanList>
  <Conquer Target="Gaul" />
  <BecomeDictator TimeSpan="For life" />
</PlanList>

A7.7 PlanningUpdate
Type: External
The UpdatePlanning() function takes this document as input. It  is used to provide 
instructions  to  the  planning  module.  An  example  of  this  would  be  providing  the 
NeuralNetwork module with its topology.
It  contains  Module  elements  with  the  attribute  Name,  carrying  the  name  of  the 
planning module(s) to update. These elements contain one Data element each,  the 
contents of which are passed to the appropriate Planning modules. In this the function 
is very similar to UpdateKnowledgeBase() and UpdatePersonality().

Example of PlanningUpdate document:
<PlanningUpdate>
  <Module Name="NeuralNetwork">
    <Data>
      ...
    </Data>
  </Module>
</PlanningUpdate>

A7.8 UpdateRequest
Type: External
This document  is  sent  to  the framework as an argument  to  the Update()  function 
(which returns an ActionList document).
The root is the UpdateRequest element. This element requires a TimeStamp attribute, 
to allow the framework to compare the current time with the timestamps of its beliefs. 
The Timestamp must be a double.
Any number of Agent elements, containing the attribute Name specifying which agent 
it is meant for, may be contained as children of the UpdateRequest element.
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A  pointer  to  the  corresponding  Agent  element  will  be  sent  to  the  agent's 
FormulatePlan()  function.  This  allows  for  sending  arguments  to  the  function  by 
setting attributes in the Agent element.

Example of UpdateRequest document:
<UpdateRequest Timestamp="738.32">
  <Agent Name="Cicero" UpdateType="Quick" />
  <Agent Name="Brutus" />
  <Agent Name="Caesar" Behavior="Reactive"/>
</UpdateRequest>

A8 ActionList Features
The ActionList format can be used for more than merely listing desired actions in 
chronological order. A small number of special tags provides the API with the ability 
to generate simple scripts. This enables a dynamic behavior without consulting the 
API, if the application chooses to use it and implement support for it.
Below is a listing of special XML elements that can be used in ActionList documents.
By default the application should interpret sequential Action elements as being listed 
in chronological order.

A8.1 If-Else Element
An If element is used to select actions to be executed by means of Action elements. 
Each  If  element  has  a  number  of  Condition  children  with  the  attributes  Name, 
Operator and Value. Valid Operator values are "==", "!=", "<", ">", "=<" and "=>".
If there are no Condition elements the If element is considered to be true, and its child 
Action elements will be executed.
In case the If element is false (i.e.  one or more Condition children are false), the 
actions listed inside its Else element will be executed.
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Example of ActionList element:
<ActionList>
  <Agent Name="Caesar">
    <Action Name="Travel">
      <Argument Name="Destination" Value="Capua">
    </Action>
    <If>
      <Condition Name="InternalState_Health" Operator "<" 

  Value="0.20" />
      <Action Name="GetDoctor" />
      <Else>
        <If>
          <Condition Name="InternalState_Hunger" 

 Operator=">" Value="0.50" />
          <Action Name="Eat" />
        </If>
      </Else>
    </If>
  </Agent>
</ActionList>

A8.2 Parallel Element
The Parallel element allows its children to be executed in parallel, moving on to the 
next element once the execution of every child is finished.

Example of ActionList element:
<ActionList>
  <Agent Name="Cicero">
    <Action Name="Stand" />
    <Parallel>
      <Action Name="Orate" />
      <Action Name="Gesticulate" />
    </Parallel>
    <Action Name="Sit" />
  </Agent>
</ActionList>

A8.3 Serial Element
Although Action elements are executed serially by default, the Serial element plays an 
important role. For instance, nesting Serial elements inside Parallel elements allows 
one to execute several serial actions in parallel.
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Example of ActionList element:
<ActionList>
  <Agent Name="Publius">
    <Parallel>
      <Action Name="Eat">
        <Argument Name="Target" Value="Pie">
      </Action>
      <Serial>
        <Action Name="Walk">
          <Argument Name="Destination" Value="Hither" />
        </Action>
        <Action Name="Walk">
          <Argument Name="Destination" Value="Thither" />
        </Action>
      </Serial>
    </Parallel>
  </Agent>
</ActionList>

A8.4 While Element
While elements allows for repetition of the execution of their child Action elements. 
The example below is a modified version of the example given in section A3.2. Here 
we make sure Cicero keeps gesticulating throughout his speech.

Example of ActionList element:
<ActionList>
  <Agent Name="Cicero">
    <Action Name="Stand" />
    <Parallel>
      <Action Name="Orate" />
      <While>
        <Condition Name="Orating" Operator="==" 

Value="True" />
        <Action Name="Gesticulate" />
      </While>
    </Parallel>
    <Action Name="Sit" />
  </Agent>
</ActionList>
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