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ABSTRACT 

There is a seemingly endless miniaturization of electronic components, which has enabled 
designers to build sophisticated computing structures on silicon chips. Consequently, 
electronic systems are continuously improving with new and more advanced functionalities. 
Design complexity of these Systems on Chip (SoC) is reduced by the use of pre-designed 
cores. However, several problems related to the interconnection of cores remain. Network on 
Chip (NoC) is a new SoC design paradigm, which targets the interconnect problems using 
classical network concepts. Still, SoC cores show large variance in size and functionality, 
whereas several NoC benefits relate to regularity and homogeneity.  
This thesis studies some network aspects which are characteristic to NoC systems. One is the 
issue of area wastage in NoC due to cores of various sizes. We elaborate on using oversized 
regions in regular mesh NoC and identify several new design possibilities. Adverse effects of 
regions on communication are outlined and evaluated by simulation.  
Deadlock freedom is an important region issue, since it affects both the usability and 
performance of routing algorithms. The concept of faulty blocks, used in deadlock free fault-
tolerant routing algorithms has similarities with rectangular regions. We have improved and 
adopted one such algorithm to provide deadlock free routing in NoC with regions. This work 
also offers a methodology for designing topology agnostic, deadlock free, highly adaptive 
application specific routing algorithms. The methodology exploits information about 
communication among tasks of an application. This is used in the analysis of deadlock 
freedom, such that fewer deadlock preventing routing restrictions are required. 
A comparative study of the two proposed routing algorithms shows that the application 
specific algorithm gives significantly higher performance. But, the fault-tolerant algorithm 
may be preferred for systems requiring support for general communication. Several 
extensions to our work are proposed, for example in areas such as core mapping and efficient 
routing algorithms. The region concept can be extended for supporting reuse of a pre-
designed NoC as a component in a larger hierarchical NoC. 
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ABSTRACT 

There is a seemingly endless miniaturization of electronic components, which has 
enabled designers to build sophisticated computing structures on silicon chips. 
Consequently, electronic systems are continuously improving with new and more 
advanced functionalities. Design complexity of these Systems on Chip (SoC) is 
reduced by the use of pre-designed cores. However, several problems related to 
the interconnection of cores remain. Network on Chip (NoC) is a new SoC design 
paradigm, which targets the interconnect problems using classical network 
concepts. Still, SoC cores show large variance in size and functionality, whereas 
several NoC benefits relate to regularity and homogeneity.  

This thesis studies some network aspects which are characteristic to NoC systems. 
One is the issue of area wastage in NoC due to cores of various sizes. We elaborate 
on using oversized regions in regular mesh NoC and identify several new design 
possibilities. Adverse effects of regions on communication are outlined and 
evaluated by simulation.  

Deadlock freedom is an important region issue, since it affects both the usability 
and performance of routing algorithms. The concept of faulty blocks, used in 
deadlock free fault-tolerant routing algorithms has similarities with rectangular 
regions. We have improved and adopted one such algorithm to provide deadlock 
free routing in NoC with regions. This work also offers a methodology for 
designing topology agnostic, deadlock free, highly adaptive application specific 
routing algorithms. The methodology exploits information about communication 
among tasks of an application. This is used in the analysis of deadlock freedom, 
such that fewer deadlock preventing routing restrictions are required. 

A comparative study of the two proposed routing algorithms shows that the 
application specific algorithm gives significantly higher performance. But, the 
fault-tolerant algorithm may be preferred for systems requiring support for general 
communication. Several extensions to our work are proposed, for example in areas 
such as core mapping and efficient routing algorithms. The region concept can be 
extended for supporting reuse of a pre-designed NoC as a component in a larger 
hierarchical NoC. 

  





 

ACKNOWLEDGEMENTS 

During the work with this thesis, I have received large amounts of inspiration and 
support from colleagues, family and friends. I would like to explicitly express my 
gratitude to a few of those who have given the most. 

I am forever grateful to my supervisor Shashi Kumar for his tremendous help and 
encouragement in my research. The positive spirit in our discussions is usually 
enough motivation for me to work. 

Many warm thanks also to Maurizio Palesi, who is a bright and helpful person that 
I really like to work with. Each time we meet I learn something new. 

I also highly appreciate the help and guidance from Petru Eles. He has given me 
loads of good advice in my studies and research activities.  

My colleagues at School of Engineering, and especially those in Electronics and 
Computer Engineering, are great friends which I enjoy to work and converse with.  

Finally, my wife and children: In spite of my shortcomings you have always 
enriched my life and shown great patience. Thank you - I love you. 





 

 

TABLE OF CONTENTS 

1 INTRODUCTION ............................................................................................................................... 1 

1.1  ELECTRONIC SYSTEMS ON CHIP ............................................................................................................. 2 
1.1.1  The System on Chip Interconnect Problem .................................................................................. 2 

1.2  NOC: A NEW WAY TO DESIGN COMPLEX SYSTEMS .............................................................................. 2 
1.3  NOC CHARACTERISTICS AND PROBLEM AREA ....................................................................................... 4 

1.3.1  NoC Interconnect Layout and Heterogeneity of Cores ................................................................ 4 
1.3.2  Application Specific NoC Communication ................................................................................... 5 

1.4  NOC CHARACTERISTICS AND DEADLOCK FREE ROUTING ..................................................................... 6 
1.5  CONTRIBUTIONS .................................................................................................................................... 7 
1.6  THESIS LAYOUT ..................................................................................................................................... 8 

2 BACKGROUND AND RELATED WORK ...................................................................................... 9 

2.1  CHAPTER OVERVIEW ........................................................................................................................... 10 
2.1.1  The Road to Networks on Chip ................................................................................................... 10 

2.2  SOC: MANAGING COMPLEXITY IN A SMALL WORLD ........................................................................... 12 
2.2.1  Cores and Core Based Design ................................................................................................... 12 
2.2.2  SoC Example: Advanced Set-Top Box Application .................................................................... 13 

2.3  CHIP MANUFACTURING TECHNOLOGY ................................................................................................ 14 
2.3.1  The Flexibility vs. Performance Trade-off .................................................................................. 15 
2.3.2  Physical Challenges in Integrated Circuits ................................................................................ 16 

2.4  TERMINOLOGY AND CONCEPTS OF COMPUTER NETWORKS ................................................................. 16 
2.4.1  Topology ..................................................................................................................................... 17 
2.4.2  Routing ....................................................................................................................................... 17 
2.4.3  Switching .................................................................................................................................... 19 
2.4.4  Quality of Service ....................................................................................................................... 21 
2.4.5  Deadlock, Livelock and Starvation ............................................................................................. 21 

2.5  DEADLOCKS AND WORMHOLE SWITCHING .......................................................................................... 21 
2.5.1  The Turn Model .......................................................................................................................... 22 
2.5.2  Channel Dependency Graphs ..................................................................................................... 23 
2.5.3  Other Techniques to Handle Deadlocks ..................................................................................... 24 

2.6  NETWORK ROUTERS ............................................................................................................................ 25 
2.6.1  Routing Function ........................................................................................................................ 25 
2.6.2  Arbitration and Selection ........................................................................................................... 26 

2.7  ROUTER ARCHITECTURE AND TRADE-OFFS ......................................................................................... 26 
2.7.1  Buffering Strategy ....................................................................................................................... 26 
2.7.2  Algorithmic vs. Table Based Routing ......................................................................................... 27 
2.7.3  Selection and Arbitration Complexity ........................................................................................ 27 
2.7.4  Routing Parallelism .................................................................................................................... 27 

2.8  DEADLOCK-FREE WORMHOLE ROUTING ALGORITHMS ....................................................................... 28 
2.8.1  Topology Specific Routing Algorithms ....................................................................................... 28 
2.8.2  Topology Agnostic Routing Algorithms ...................................................................................... 29 
2.8.3  Fault Tolerant Routing ............................................................................................................... 29 

2.9  NOC: ADDRESSING THE SOC INTERCONNECT PROBLEMS .................................................................... 29 
2.9.1  Motivation for NoC .................................................................................................................... 30 
2.9.2  NoC Design Challenges ............................................................................................................. 30 

2.10  NOC PROPOSALS: MERGING NETWORK CONCEPTS AND SOC TECHNOLOGY ....................................... 31 
2.10.1  Layout and Topology .................................................................................................................. 32 
2.10.2  Routing and Switching ................................................................................................................ 33 

2.11  EVALUATION OF NETWORK PERFORMANCE ......................................................................................... 33 
2.12  RELATED WORK .................................................................................................................................. 35 

2.12.1  Partially Regular Mesh NoC Architectures ................................................................................ 35 
2.12.2  Deadlock Free Routing under Low Resource Requirements ...................................................... 35 

2.13  FINAL COMMENTS ............................................................................................................................... 36 

3 REGIONS IN MESH NETWORKS ON CHIP .............................................................................. 37 



 

 
 

3.1  THE REGION CONCEPT ......................................................................................................................... 38 
3.1.1  Non-Intrusive and Intrusive Region ........................................................................................... 38 
3.1.2  Logical Regions .......................................................................................................................... 39 

3.2  ACCESSING REGIONS ........................................................................................................................... 39 
3.3  APPLICATIONS OF THE REGION CONCEPT ............................................................................................ 40 

3.3.1  Power and Communication Management .................................................................................. 40 
3.3.2  Design Reuse .............................................................................................................................. 40 

3.4  REGION EFFECTS ON NETWORK TRAFFIC............................................................................................. 41 
3.5  ROUTING IN NOC WITH REGIONS ......................................................................................................... 43 

3.5.1  Deadlock Freedom ..................................................................................................................... 43 
3.5.2  Reducing Congestion .................................................................................................................. 44 

3.6  DESIGN EXPLORATION WITH REGIONS ................................................................................................. 44 
3.6.1  External Access Points ............................................................................................................... 44 
3.6.2  Shape and Placement of Regions................................................................................................ 45 

3.7  DISCUSSION ......................................................................................................................................... 46 

4 TWO ROUTING ALGORITHMS FOR NOC WITH REGIONS ................................................ 47 

4.1  OVERVIEW AND CHARACTERISTICS OF THE ROUTING ALGORITHMS ................................................... 48 
4.1.1  Scope and Basic Properties ........................................................................................................ 48 
4.1.2  Classification of Routing Algorithms ......................................................................................... 49 

4.2  THE ORIGINAL FAULT-TOLERANT ROUTING ALGORITHM ................................................................... 49 
4.2.1  Network Structure and Fault Model ........................................................................................... 50 
4.2.2  Basic Routing Principles ............................................................................................................ 51 
4.2.3  Possibility of Deadlock ............................................................................................................... 52 
4.2.4  Incompleteness of the Routing Algorithm ................................................................................... 53 
4.2.5  Analysis of Identified Errors ...................................................................................................... 55 

4.3  THE CORRECTED FAULT-TOLERANT ROUTING ALGORITHM ................................................................ 56 
4.3.1  The Corrected Message-Route Algorithm .................................................................................. 56 
4.3.2  Discussion on Changes to the Algorithm ................................................................................... 60 
4.3.3  Proof of Deadlock Freedom ....................................................................................................... 60 

4.4  APPLICATION SPECIFIC ROUTING ......................................................................................................... 62 
4.4.1  Background and Basic Idea ........................................................................................................ 62 
4.4.2  Definitions and Proof of Deadlock  Freedom ............................................................................. 63 

4.5  APSRA METHODOLOGY FOR DESIGN OF ROUTING ALGORITHMS ....................................................... 65 
4.5.1  Overview of the APSRA Design Flow ......................................................................................... 65 
4.5.2  The APSRA Algorithm ................................................................................................................ 66 
4.5.3  APSRA through an Example ....................................................................................................... 67 
4.5.4  Cycle Removal in ASCDG: Objective Function ......................................................................... 69 

4.6  EXTENSIONS TO APSRA ...................................................................................................................... 70 
4.6.1  Communication Concurrency ..................................................................................................... 70 
4.6.2  Table Compression ..................................................................................................................... 71 
4.6.3  A Potential Methodological Change to APSRA .......................................................................... 71 

4.7  DISCUSSION ......................................................................................................................................... 72 

5 EFFECT OF REGIONS ON NETWORK PERFORMANCE ...................................................... 75 

5.1  DESIGN SPACE FOR NOC WITH REGIONS ............................................................................................. 76 
5.2  EVALUATION METHOD ........................................................................................................................ 76 

5.2.1  Simulator Parameters ................................................................................................................. 76 
5.2.2  Performance Parameters............................................................................................................ 77 

5.3  EFFECT OF PLACEMENT AND SIZE ........................................................................................................ 78 
5.3.1  Effect of Region Size on Latency and Congestion ...................................................................... 78 
5.3.2  Effect of Region Position on Latency ......................................................................................... 81 
5.3.3  Effect of Region Orientation on Latency .................................................................................... 83 
5.3.4  Effect of Multiple Regions on Latency ........................................................................................ 84 

5.4  EFFECT OF DIFFERENT NUMBER OF ACCESS POINTS ............................................................................ 85 
5.5  DISCUSSION AND CONCLUSIONS .......................................................................................................... 86 

6 COMPARATIVE EVALUATION OF TWO ROUTING ALGORITHMS ................................. 89 

6.1  EVALUATION METHOD AND OBJECTIVES ............................................................................................. 90 
6.2  SYNTHETIC NETWORK MODEL ............................................................................................................ 90 



 

 
 

6.3  ADAPTIVITY ANALYSIS ........................................................................................................................ 91 
6.4  NETWORK SIMULATIONS WITH SYNTHETIC TRAFFIC ........................................................................... 93 

6.4.1  Average Latency for All Communications .................................................................................. 94 
6.4.2  Average Latency for Other Traffic ............................................................................................. 95 
6.4.3  Average Latency for Traffic to Region ....................................................................................... 95 
6.4.4  Analysis of Congestion ............................................................................................................... 96 

6.5  EVALUATION USING MULTIMEDIA APPLICATION ................................................................................. 98 
6.6  DISCUSSION AND CONCLUSIONS .......................................................................................................... 99 

7 CONCLUSIONS .............................................................................................................................. 101 

7.1  SUMMARY OF CONTRIBUTIONS .......................................................................................................... 101 
7.1.1  Elaboration and Evaluation of the Region Concept ................................................................. 101 
7.1.2  Correction of the Fault-Tolerant Routing Algorithm ............................................................... 102 
7.1.3  Development of APSRA ............................................................................................................ 102 
7.1.4  Evaluation of Two Routing Algorithms .................................................................................... 103 

7.2  LIMITATIONS ...................................................................................................................................... 103 
7.3  FUTURE WORK .................................................................................................................................. 104 

APPENDIX I:  AVERAGE DISTANCE IN A MESH NETWORK .............................................. 107 

 
 





 

 

1 

Introduction 

The core of this thesis is communication. But, not communication among humans or 
other biological constructs. Instead the objects of interest are electronic components that, 
due to possibilities created by advancements in production technology, require new ways 
of communicating. More specifically, it is actually the communication among 
components inside a silicon chip.  

The most famous silicon chip is probably the micro-processor in personal computers. Less 
known is perhaps that both processors and other types of electronic chips are found in 
almost every electronic device. Rapid improvements of chip manufacturing technology 
continuously provide higher transistor capacity of the chips. Higher capacity allows more 
components on the same chip, which in turn increases design complexity. This has led to 
the concept of Systems on Chip (SoC), where complete electronic systems are built by 
integrating components (cores) with well defined functionalities and interfaces.  

As more and more cores can be used on a chip, the harder it becomes to design the wiring 
that interconnects the cores. This thesis is focused on some aspects of improving the 
interconnection of cores in a SoC. The work is performed within a recently proposed 
design paradigm, Networks on Chip (NoC), which views the SoC interconnect more as a 
network rather than an arbitrary interconnect structure.   
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1.1 Electronic Systems on Chip 

Silicon chip capacity is increasing at an extremely high rate and the current, most 
advanced chips host billions of transistors. One sign of the increased capacity is the 
dramatic performance improvements of personal computers. The improved performance 
is due to several factors, but one of the most important and well-known is the increased 
capabilities of micro-processor chips, e.g. Intel Pentium and AMD Athlon. Although in 
the front-line of technology, these chips represent only a small fraction (less than 1% 
(Turley 2002) ) of the total number of processor chips and an even smaller share of all 
electronic chips in the world.  

Chip devices like processors, memories and various custom electronic circuits are found 
almost everywhere; cars, phones, ovens, TVs, airplanes and cameras are only a few 
examples. There is a large variation in capabilities among electronic chips and designing 
the most sophisticated chips is a complex task. To reduce complexity, the design of 
advanced electronic chips has turned towards a modular approach, where Systems on 
Chip (SoC) are formed by interconnecting cores or IP-cores (Intellectual Property)  
(Kucukcakar 1998). A core is a stand-alone component that has a specified, often 
advanced, functionality and some standard interface that facilitates system integration.  

1.1.1 The System on Chip Interconnect Problem 

Several of the existing core interconnect schemes in SoC are bus-based (Loghi et al. 2004). 
A bus is an interconnect technique where all cores share the wires of the interconnect. 
Access possibilities of each core to the bus decreases as the number of connected cores 
increases. Fulfilling the communication needs of a large number of cores, with varying 
communication requirements may be difficult using a bus-based interconnect. Therefore 
can solutions like point to point links and hierarchical buses also be seen in SoC 
interconnects (Goossens et al. 2004).  

As the number of cores in a SoC increases, the higher will be the requirements on the 
interconnect. This not only results in wiring difficulties in new systems, but also in 
diminished possibilities to reuse and extend existing systems. It is often the case that 
interconnect is the performance bottleneck in SoC designs (Sylvester & Keutzer 1998) 
(Henkel et al. 2004).  

1.2 NoC: A New Way to Design Complex Systems 

The concept of Networks on Chip (NoC) emerged in the first years of the 21st century 
(Dally & Towles 2001) (Guerrier & Greiner 2000). Researchers argued that the traditional 
interconnection techniques were insufficient, in light of the escalating SoC interconnect 
problems and foreseen future communication requirements. Reuse of existing bus-based 
systems was also hindered by poor scalability. At the same time, use of dedicated 
connections was limited by physical on-chip realities. 
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The main idea of NoC is that inter-chip communication should be treated with a more 
network oriented view, and adopt concepts from the well established area of computer 
networks. A network usually exploits the fact that communication between nodes 
(computers) is not a constant activity. This makes it possible to organize communication 
such that the interconnect resources to some extent are shared. If resources are shared, 
cost of the total interconnect will be reduced.  

Two commonly used SoC interconnect techniques can actually be seen as two extreme 
points in the network domain. The bus technique is sharing to the extreme - all nodes 
share the same communication resource. Point to point connections are the extreme at 
the other end - nothing is shared. Figure 1-1 illustrates two versions of a SoC; one with a 
bus-based interconnect and one with a network-based interconnect (NoC).  

 
Figure 1-1: Bus-based and NoC-based Systems on Chip 

The system consists of a number of cores of various types. Typical cores in a SoC are 
digital signal processing cores (DSP), general purpose processing (GP) cores, memories 
(MEM) and custom hardware (HW) cores. In the bus-based SoC, all cores are connected 
to a single bus. Once a message is sent on the bus, it is received directly by the destination 
core. In the network-based SoC, each core is connected to a router. A message from a core 
to another core is first sent to the router connected to the source core. Then it is 
forwarded by other network routers until it reaches the destination router, where it is 
delivered to the destination core. 

Figure 1-1 hints at the main benefits and drawbacks of the two interconnects. Once a 
core is granted bus access, communication over the bus is very fast. But the more bus 
users (cores) there are, the less bus access-time will be available for each of them. This is 
why a bus is considered to have low scalability.  

A message in the network-based system is not that fast delivered, as a transmission 
requires use of intermediate routers. Still, several messages can be sent simultaneously 
between different source and destination cores. As the addition of a core also implies an 
extra router and links, this organization is more scalable. 
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1.3 NoC Characteristics and Problem Area 

Off-chip computer networks have been both implemented and researched on for many 
years. They are used in various applications; supercomputers, Internet and car electronics, 
are only a few examples. Several issues, like objectives and operational conditions affect 
the characteristics of a network. For example, the main objective for a supercomputer 
network is high performance. Supercomputers are mainly used for various 
computationally intensive applications and are placed in protected environments. Cost is 
of relatively less importance; these systems are, instead, mainly constrained by what is 
technologically possible (Brightwell et al. 2005). A CAN-bus on the other hand, is 
developed for other types of environments, like cars. It is designed for control oriented 
communication with lower data-rates. High importance is given to properties like real-
time requirements, cost and modularity (Di Natale 2000).  

It is likely that such types of application requirements will affect also characteristics of 
on-chip networks. But NoC also presents new types of network design constraints. The 
most fundamental difference between on-chip and off-chip networks is the constraints 
for resource usage. A chip has a certain amount of resources available and these can be 
allocated to either computation or communication tasks. Resources used for 
communication will inevitably reduce the resources available for computation. This is 
normally not the case for off-chip networks.  

Besides this trade-off related to resources, there are several other aspects which are of 
high relevance to NoC. Two of these are of main interest for the work in this thesis:  

1. Chip resource usage vs. design complexity  

2. Application specific optimizations  

The first aspect relates to a conflict between efficient use of chip area and the advantages 
with regular network structures. The reason is that efficient layout of size-varying SoC 
cores require customized irregular interconnect structures. Chip design complexity is on 
the other hand often reduced by regular interconnect structures. 

The second aspect allows for the design of more optimized interconnect resources in 
NoCs as compared to off-chip networks. Off-chip networks are usually designed for 
arbitrary communication patterns. Several NoC applications though, may have more 
specific functionality. Knowledge of application communication can then be used to 
design more efficient network resources.  

Both these aspects are briefly described in the following sub-sections. 

1.3.1 NoC Interconnect Layout and Heterogeneity of Cores 

Cores used in on-chip systems are heterogeneous with respect to size. This affects the 
possibilities of combining effective resource usage with a symmetric network structure. 
For example, study Figure 1-2 that depicts a set of cores of different sizes and two variants 
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of interconnect between them. The cores are connected to the router (white squares) in 
their upper right corner. The routers and the links between routers form the interconnect 
network. 

 
Figure 1-2: Optimized and regular interconnect with respect to core 

layout 

The upper version has an optimized layout that does not require more resources than 
necessary to fit in the cores. This is effective regarding resource utilization but the 
structure of the interconnect is not symmetric. This non-symmetry influences other 
design parameters, where for example the varying wire lengths induce different 
transmission times between the routers. Electro-magnetical interference between 
interconnect and cores is also harder to estimate with an irregular wire structure. To 
conclude, non-symmetric interconnects have negative impact on design complexity.   

The lower version of Figure 1-2, instead wastes resources by utilizing a symmetric 
interconnect. Symmetry in wire length requires that each core slot is of the same size, 
and consequently the core slot size must then be adjusted to the largest core. On the 
positive side is the possibility of more accurate estimation of electrical parameters, which 
in turn allows for higher interconnect performance, reduced design complexity and 
increased reusability. 

Note that both versions are equal in one aspect; topology. In each of them, both the 
number of routers and links, as well as the connectivity between the routers is identical. 
Usually this organization is considered as a regular topology, called two-dimensional 
mesh. The symmetric property adds a new dimension to on-chip network topology, since 
off-chip networks are not constrained in the same way. For example, the mesh topology is 
usually depicted as a symmetric structure in network literature. 

1.3.2 Application Specific NoC Communication 

Another difference between NoC and off-chip networks is related to the amount of 
knowledge regarding applications that will use the network. Like other systems, a SoC 
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can be used for very different applications. Some are considered for general computations, 
like PC microprocessor chips, whereas others perform very specific tasks, like MPEG-4 
H264 encoder/decoder chips. The last example falls within a computing area called 
embedded systems (Figure 1-3).  

 

 

 

 

 

 

 

 

 

Figure 1-3:  
Embedded 
Systems 

When these, also called application specific systems, are developed it is usually possible to 
have good knowledge about the communication among different components. Once the 
chip is manufactured it is unlikely that this communication pattern will change 
substantially. The communication knowledge can be used for optimizing network 
communication resources to a higher degree than what is possible for off-chip networks.  

Recall Figure 1-2 with two different versions of core interconnects. It is clear that the 
non-symmetric version is optimized with respect to required silicon area. This type of 
optimization can be (but is often not) independent of the functionality of the system. 
Application specific optimization is in this respect of a different nature and can be applied 
to both types of interconnect. Consider for example the symmetric interconnect version 
in Figure 1-2. If the communication within the network is known, it is possible to plan 
the routes between cores such that contention is minimized. This way, network 
performance is increased without losing the benefits of a symmetric network. 

1.4 NoC Characteristics and Deadlock Free Routing 

Chip layout and application specific aspects affect design possibilities of NoC systems. 
Resource utilization advantages of customized interconnect layout and optimizations due 
to application knowledge are quite easily understood. One aspect which is more 
implicitly affected is the design space of efficient deadlock-free routing algorithms. A 
routing algorithm determines which routes or paths packets can take for each source - 
destination pair. Deadlock freedom is an important property for networks, since a packet 
deadlock may destroy possibilities of communication. A deadlock in this context refers to 
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a situation where packets are involved in a circular wait for resources. The overhead for 
resolving deadlocks can be costly and it is often desired that routing algorithms are 
deadlock free, i.e. guarantees that deadlocks cannot occur.  

The requirement of deadlock freedom limits the available routes of a routing algorithm. 
In general, irregular interconnect and application specific optimization affect design of 
efficient deadlock-free routing algorithms in opposite ways:  

Irregular interconnect: Reduced possibilities of efficient routing because of the need for 
more complex routing algorithms. 

Application specific communication: Increased possibilities of efficient routing because 
of the opportunity to optimize routing algorithms. 

There exist several deadlock-free routing algorithms for regular networks. These are 
relatively efficient with respect to cost and performance. But, new possibilities of 
deadlock may render them unusable for even the slightest change in topology. In such 
cases, a deadlock-free routing algorithm for an irregular topology is required. Irregular 
topology algorithms are generally more complex than those for regular topologies and a 
high price may be paid even for small irregularities. Therefore, customized interconnect 
layout may decrease possibilities of using the most efficient routing algorithms.   

Even though basic regular topology algorithms may be relatively efficient, deadlock 
freedom requirements prohibit full utilization of available packet routes. Special 
techniques may increase the amount of available routes, but their implementation 
requires additional communication resources. General deadlock-free routing algorithms 
are designed assuming worst case communication patterns. However, in the case of NoC 
it is likely that more information about the communication is known. If not all possible 
communications are considered in the design of the routing algorithm, deadlock freedom 
requirements can be relaxed and more routes can be allowed without additional network 
resources.   

1.5 Contributions 

The framework for the work in this thesis is the Network in Chip (NoC) paradigm. There 
are mainly two issues that are studied. One of those is the consequences of introducing 
irregularity in symmetric topologies, such that size-varying cores are handled more 
efficiently. The second issue relates to optimization possibilities due to the application 
specific characteristic of on-chip communication. In particular the main contributions 
are: 

• Analysis of the impact of allowing regions in regular networks. A region is an 
oversized core slot that enables use of large resources or encapsulation of 
components. A network with regions can be characterized as partially regular.  
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• Development of an improved version of a previously published fault-tolerant routing 
algorithm. This routing algorithm allows deadlock free routing in networks with 
regions. 

• Development of a new application specific routing algorithm methodology for NoCs. 
The methodology targets performance loss incurred by requirements of deadlock free 
routing. By using knowledge of application communications, assumptions for 
deadlock freedom can be relaxed and routing performance improved.  

Contributions are mainly based on work published in conference proceedings and 
journals (Holsmark & Kumar 2005) (Holsmark et al. 2006) (Palesi, Holsmark & Kumar 
2006) (Holsmark et al. 2008)  (Holsmark & Kumar 2007) (Palesi et al. 2009). 

1.6 Thesis Layout 

This thesis is organized as follows. Chapter 2 provides background knowledge to the work 
in the thesis. It includes topics like SoC, network concepts and related work. Chapter 3 
presents an elaboration of the region concept. After this, Chapter 4 describes and analyzes 
two routing algorithms developed for routing in partially regular NoC.  

The impact of regions on network performance is investigated in Chapter 5. A 
comparative evaluation of the two algorithms, presented in Chapter 4, is performed in 
Chapter 6. Conclusions and proposals of future work are given in Chapter 7. The thesis 
also includes an appendix that discusses and proposes equations for calculating average 
distance in mesh networks. 

 



 

 

2 

Background and Related Work 

Network on chip (NoC) is a new design paradigm with a network oriented approach 
towards the interconnect problems in Systems on Chip (SoC). SoC interconnect has 
generally not been designed as networks. Instead can these interconnects to a large extent 
be characterized as ad-hoc structures, which have evolved closely with electronic system 
components. As the capacity of silicon chips has increased, the efficiency of the 
traditional SoC interconnect technologies has decreased.  

This chapter begins with some historical notes on the evolution that formed the practices 
of electronic systems design. After this follows brief discussions on design complexity, 
core based design and the interconnect problems that motivated the initial proposals on 
NoC.  

Knowledge of communication networks is an essential background for work in the NoC 
area. Consequently, this chapter provides an overview of important network concepts. 
The focus is set on topics close to the work in this thesis, like routing algorithms, 
switching techniques and network deadlocks. The main NoC motivations from a few of 
the first NoC research papers are also presented. The chapter is finalized with a short 
survey on research proposals which are the most related to the work in this thesis  
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2.1 Chapter Overview 

The material in this chapter is organized in two main categories. The category which is 
located mainly in the first sections provides basic knowledge of a broad area. The other 
category gives more specialized information, which is closer related to the thesis 
contributions. The following is an ordered gross outline of the chapter contents: 

System on Chip  
History, Design complexity, Implementation aspects 

General network concepts  
Topology, Routing, Switching, Network routers 

Selected network topics  
Wormhole switching, Deadlock free routing   

Network on Chip 
Motivation, Proposals, Design parameters, Evaluation 

Related work  
Irregular mesh NoC architectures and routing algorithms 

The following sub-section gives a short historical resume over the progress of digital 
electronic systems. Though being a brief and simplified story, it hopefully provides some 
background to the current status of the area. 

2.1.1 The Road to Networks on Chip 

Long ago, electronic circuits were formed solely by discrete components interconnected 
by visible wires. These circuits performed, at that time, amazing tasks, like lighting up a 
lamp or enabling communication with telegraphy. Even more remarkable tasks were 
performed with the arrival of the vacuum tubes (Spangenberg 1948). Striking calculations 
were then possible with the first generation computers, e.g. “Eniac”, but they consumed 
enormous amounts of energy.  

When the transistor came, it could replace the power hungry vacuum tubes. The 
transistor, built from semi-conducting silicon, enabled completely changed 
circumstances. Electrons were basically facing a new less obstructive world and the same 
operations could be performed with much smaller amounts of energy. The tiny transistor 
was quickly put to use and it became an important component in both digital and 
analogue electronics.  

The transistor marked the start of an evolution of increasingly powerful electronic 
components. As illustrated in Figure 2-1, the next in line to hit the markets, was the 
integrated circuit (IC). The IC technology enabled chip integration of several transistors 
and other components like resistors and capacitors. Each component in an IC is built by 
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modifying chemical characteristics of a small piece of a few mm2 sized silicon plate (chip). 
A metallization process then creates the wiring that interconnects the components.  

 
Figure 2-1: Timeline over some important electronic system design 

components  

An effect of the integrated circuit was that significant functionality of electronic circuits 
was encapsulated and became new discrete “standard” components. Sadly, some would 
say, large parts of the art of circuit design became invisible to the human eye. Further 
readings on the transistor and the integrated circuits can be found in (Riordan 2004) and 
(Kilby 2000). 

The first high volume digital circuits were various types of standard digital gates. 
MOSFET transistor technology (Mead & Conway 1979) offered further improvements, 
which are still seen in, for example, the rapid capacity increase of single chip 
microprocessors (Arns 1998) (Tredennick 1996). A second effect was that, then in the 
early 80’s, customers could design an application specific IC (ASIC) and let a factory 
produce the chip. Being application specific, they allowed for optimizing parameters like 
performance or power consumption  

A middle road technology between general purpose processors and ASICs, are the 
programmable logic devices, for example FPGAs. Note that the definition of ASIC can 
vary, as some may categorize FPGAs as ASICs (Banker et al. 1993).   

As a result of market requirements and increased chip capacity, technologies and 
concepts have merged and classification boundaries are now less clear. ASICs include 
micro-processors, micro-processor chips carry custom hardware units and programmable 
logic devices are boarded by both processors and optimized hardware. To summarize; 
what used to be a system of discrete chips became a system on a single chip. The SoC 
concept was born. 

Over the years the transistor size has shrunk dramatically and today the number of 
transistors on a single chip is counted in hundreds of millions. Designing systems that 
fully utilize such huge capacities is a challenging task. As chip capacity increased even 
further, efficiency of the available SoC design methodologies decreased. Therefore, in the 
year of 2000 some researchers proposed a new paradigm for SoC design, called Networks 
on Chip.  
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2.2 SoC: Managing Complexity in a Small World 

The SoC concept grew from a constant desire to reduce size and increase performance of 
electronic systems. An essential prerequisite for SoC was the manufacturing technology 
that enabled integration of discrete circuit board components into a single chip 
(Birnbaum & Sachs 1999). 

Reduced design complexity is one of the main issues for SoC (Kucukcakar 1998). Even 
though the transistor capacity of chips increase at a high rate (rate often referred to as 
Moore’s Law (Moore 1965) (Moore 1975)), the design productivity does not increase 
accordingly. As noted in (Henkel 2003), the existing design methodologies do not allow 
designers to fully utilize all the available transistors.  

One SoC design issue which has grown in importance is power consumption (Gries 2004). 
For battery operated devices, it directly affects the usability. Also heat management is a 
difficult task in advanced chips (Collins 2003). Economical realities have a strong impact, 
especially in issues related to implementation of the system in a silicon chip. The 
magnitudes of the issues in turn depend on the targeted implementation technology 
(Henkel 2003).  

The following sub-sections present some basic ideas and concerns related to design and 
manufacturing of SoC.  

2.2.1 Cores and Core Based Design 

SoC is often linked to a design-style based on interconnecting cores (Kucukcakar 1998). 
Core-based design is a modular approach, where design complexity is reduced by means 
of well specified blocks (cores) and interfaces.  

A core is in itself a more or less advanced electronic system with a specified functionality. 
Typical cores are general purpose processors, digital signal processors, memories and 
special purpose hardware units. Cores may be sold as separate designs by specialized 
design companies that do not manufacture chips themselves. Several free (open source) 
cores are also available from individuals and organizations. Cores that are not sold as 
physical components are often referred to as IP-cores (Intellectual Property). 

A core can be specified and traded in varying degrees of detail or abstraction levels. 
Common terms in this respect are soft cores, firm cores and hard cores.  

• Soft core – functional specification (hardware description language e.g. VHDL) 

• Firm core – structural specification (components, net-list) 

• Hard core – complete physical design specification 

A soft core can be seen as a functional specification (Dey et al. 2000). These are usually 
described in a hardware description language like VHDL. Soft cores contain no 
information about their physical implementation. A firm core includes additional 
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information about the internal component structure and interconnect. A hard core 
contains a complete design specification down to transistor layout. 

Seamless interfacing of heterogeneous cores is critical for an advanced SoC. Several 
standardized interfaces were developed to support integration of components at the core 
level. The main core-interconnect technologies for current industry SoCs are bus systems 
or point to point connections (Pasricha et al. 2008) (Goossens et al. 2004) (Loghi et al. 
2004) (Lahiri et al. 2001). Several IP-cores are equipped with interfaces for industry-
standard bus architectures, such as AMBA, CoreConnect or Wishbone. A comparison of 
bus architectures is given in (Kyeong Keol Ryu et al. 2001) 

Use of platforms is one way to further amortize the high costs of developing and 
producing SoCs. A platform usually consists of hardware cores, interconnect and software 
that can be heavily reused over several applications (Keutzer et al. 2000).   

2.2.2 SoC Example: Advanced Set-Top Box Application 

An informative case study of an Advanced Set-top Box (ASTB) SoC from Philips is 
described in (Goossens et al. 2004). The communications within this system have highly 
varying requirements, with respect to QoS, data-rates, latency and jitter. The 
functionality of different parts also exhibits varying computational requirements, since 
for example, audio processing is much less demanding than video processing. Design 
requirements, like possibilities of reuse and product differentiation, are best supported by 
a programmable system.  

A block model of the system architecture is shown in Figure 2-2 (Goossens et al. 2004). 
The combination of functional and design requirements results in a system platform with 
a large mix of elements. There are three processors: one MIPS and two TriMedia VLIW 
DSPs (TM32). There are also 60 function specific cores, e.g. mpeg2 decoders, audio video 
I/O and peripherals like UART and USB. The memory requirements are too high for 
using only on-chip storage, therefore data and instructions for TriMedia processors are 
merged to one off-chip memory.  

Three different types of interconnect are used for system communication. A bus structure 
(M-DCS and T-DCS) is used for traffic with low data-rate, but with requirements of low 
latency. The other two interconnects connect to the external memory. One of these is 
dedicated for processor cache misses. The other is used by the cores and is implemented 
as a pipelined multiplexed connection (PMA). 
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Figure 2-2: Organization of cores and interconnect in Viper 2 
multimedia SoC platform (Goossens et al. 2004) 

2.3 Chip Manufacturing Technology 

The large capacity of silicon chips is a result of advanced manufacturing technology. 
Though the size of a chip has not changed significantly over the years, sizes of the basic 
electrical components have.  

This evolution is often, or at least used to be, described in terms of scale integration. The 
increasing number of transistors on a chip was indicated from SSI (Small Scale 
Integration) to LSI (Large SI) and the long lasting era of VLSI (Very LSI). This 
terminology seems to have decreased in popularity, even though ULSI (Ultra LSI) 
sometimes can be seen when referring to the latest technology.  

Currently, it is common that the technology level is indicated by the size of the 
transistors. In this respect the term submicron (sub-micrometre) refers to sizes smaller 
than 1 μm. Today 65 nm is the standard technology for sophisticated chips. Some of the 
most advanced processor manufacturers have also started manufacturing with 
technologies at 45 nm. The small component geometries require extreme precision tools 
and even the smallest dust particle may destroy the delicate circuits.  
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Chip manufacturing is characterized by large initial investments but low unit production 
costs. The reason is that it is very expensive to design advanced circuits and to set-up the 
necessary equipment for manufacturing the chips. Once this is done, the additional cost 
of each chip is low. But, high volumes or very price-insensitive customers are required to 
cover the initial costs.  

Programmable logic devices, like FPGAs, are an alternative to implement electronic 
circuits on chip while avoiding high initial costs. An FPGA is flexible in the sense that it 
can be (re-)programmed and implemented by simply connecting the device to a 
computer. Nevertheless, hard silicon chips can be more optimized, enabling lower unit 
cost, higher performance and lower power consumption as compared to an FPGA.   

2.3.1 The Flexibility vs. Performance Trade-off 

As in all commercial activities, design and production of SoC is guided by one strong 
motivator: maximum return of invested money. As usual, customers constantly require 
lower cost and higher performance. This has led to an interesting trade-off between 
flexibility and performance in the SoC industry. Usually, both properties are desired but 
unfortunately highly conflicting. 

To explain this conflict, we can start by analyzing the implied meaning of system 
flexibility and performance.  

Flexible systems: A flexible system is easy to improve, adapt and reuse. To reduce high 
development costs and shorten time to market, companies favor flexible systems. This 
often requires that top performance is sacrificed for achieving decent performance on 
average. 

High performance systems: The main argument for a system user is not how the system 
is designed, but rather how it performs. To be high performing (except in terms of 
flexibility) usually requires a high degree of specialization and optimization 

There is a huge variety of options for flexibility performance trade-offs in an electronic 
system. A main trade-off is between software or hardware implementation of 
functionality. This trade-off is theoretically fundamental because it relates to the actual 
purpose of the choices. A programmable processor is just hardware organized to allow 
flexible use and can (at least in theory) never reach the performance obtained with 
dedicated hardware.  

In reality, the gap is narrowing from both ends. From the software end, customers 
(electronic system designers) require flexible systems; therefore general processors sell in 
huge numbers, enabling large investments to design high performance processor 
hardware. On the hardware end comes the programmable FPGAs, whose general nature 
enables large sales and high development costs, resulting in high performance and 
capacity. As noted by Rabaey (Rabaey 2005), the number of successful ASIC projects is 
declining in favor of flexible software, as a result of the large production investment costs 
($1M, 0.13um CMOS).  
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2.3.2 Physical Challenges in Integrated Circuits 

As sizes have shrunk, the impact of physical realities on circuit behavior has become 
higher. Deep submicron usually implies structures below 130 nm and indicates that 
special physical problems must be considered by the designers. The adverse effects are 
related to both wiring as well as components. 

The impact of physical laws on IC interconnect design is described in (Davis et al. 2001). 
The paper outlines basic fundamental limits for achievable performance, energy 
consumption and material properties. Technological limits are also considered where, for 
example, 3-D chips are proposed to solve the foreseen unrealistic number of metal layers 
required for interconnect in 2-D chips.  

Effects of small material changes, process variations, grow as the design elements get 
smaller. One example in this area is given by (Ashouei et al. 2006), who propose 
techniques to handle leakage currents caused by process variations.   

Whereas downscaling has positive effects on transistor delay, it has negative effect on 
global interconnect performance. This problem can be mitigated by the use of extra thick 
wires, which on the other hand impacts negatively on wire routability. As shown by 
(Man Lung Mui et al. 2004), long wires may even be the limiting factor for SoC 
performance. Alternative interconnects, like optical and RF technologies are outlined in 
(Havemann & Hutchby 2001), which also note the promise of 3-D chips.  

Several physical SoC interconnect complications are described in (Nurmi et al. 2005). 
Faster clock speeds and changed wire geometries increase noise levels in the chips. Low 
power requirements in turn make wires more susceptible to noise and increase the risk of 
signal degradation. The current techniques, in which these problems are handled in an 
iterative mix of pre-layout estimation and more accurate post-layout analysis, are 
becoming less efficient. It may even be necessary to accept erroneous signals and, instead, 
apply higher level fault-tolerance techniques to achieve the necessary yield and 
performance. Yield and manufacturing chips are further discussed in (Yu Cao et al. 2003). 

Even more complications than the ones discussed are expected as miniaturization 
requirements push for integration of both analog and digital circuits in a single SoC 
(Levin & Ludwig 2002) (Rabaey et al. 2006). 

2.4 Terminology and Concepts of Computer Networks 

NoC research inherits many concepts and design ideas from the area of computer 
networks. This is natural since NoCs by name are also networks, though on a smaller 
scale. This section gives an overview of some network terminology and concepts, which 
can be found for example in (Duato et al. 1997) or (Culler et al. 1998).  



Background and Related Work 

17 
 

2.4.1 Topology 

Topology is an abstract representation of network structure. It is usually defined as a 
graph, where the edges are the network links and the vertices are the network router 
(switch) nodes. Topologies are commonly classified as being either regular or irregular. 
Irregular topologies can be of any shape, whereas regular topologies are characterized by 
a uniform and homogenous structure.  

The regular topologies star, torus, ring and mesh are shown Figure 2-3. The size of meshes 
is commonly given in the form R X C, where R represents the number of node rows and 
C the number of node columns. If the number of nodes in both dimensions are equal i.e. 
R=C, two and higher dimensional mesh structures are often described as n-dimensional k-
ary, where k represents the number of nodes in each of the n dimensions. Examples of 
some other regular topologies are cube, tree, butterfly, and hypercube. 

 
Figure 2-3: Examples of some regular network topologies 

Advantages and disadvantages of regular topologies have been extensively studied. 
Several parameters affect performance in different topologies; both network architectural 
parameters, like bisection bandwidth and inter-node channel width, as well as different 
traffic scenarios, like communication type or locality of communication.  

2.4.2 Routing  

Routing is the mechanism that determines message routes, i.e. which links and nodes 
each message will visit from a source node to a destination node. A routing algorithm is a 
description of the method that determines the route. Common classifications of routing 
algorithms are: 

• Source vs. Distributed routing 

• Deterministic vs. Adaptive (Static vs. Dynamic) routing 

• Minimal vs. Non-minimal routing 

• Topology dependent vs. Topology agnostic routing 
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Source vs. Distributed routing  

This classification is based on where the routing decisions are made. In source routing, 
the source node decides the entire path for a packet and appends it as a field in the 
packet. After leaving the source, routers switch the packet according to the path 
information. As routers are passed, route information that is no longer necessary may be 
stripped off to save bandwidth.  

Source routing allows for very simple implementation of switching nodes in the network. 
However, the scheme does not scale well since header size depends on the distance 
between source and destination. Allowing more than a single path is also inconvenient 
using source routing. 

In distributed routing, routes are formed by decisions at each router. Based on packet 
destination address, each router decides whether it should be delivered to the local 
resource or forwarded to one of the neighboring routers. Distributed routing requires that 
more information is processed in network routers. On the other hand, header size is 
smaller and less dependent on network size. It also allows for a more efficient way of 
adapting the route, depending on network and traffic conditions, after a packet has left 
the source node. 

Deterministic vs. Adaptive routing  

Another popular classification divide routing algorithms into deterministic (oblivious, 
static) or adaptive (dynamic) types. Deterministic routing algorithms provide only a single 
fixed path between a source node and a destination node. This scheme allows for simple 
implementation of network routers.  

Adaptive routing allows several paths between a source and a destination. The final 
selection of path is determined at run-time, often depending on network traffic status.  

Minimal vs. Non minimal routing 

Route lengths determine if a routing algorithm is minimal or non-minimal. A minimal 
algorithm only permits paths that are the shortest possible, also known as profitable 
routes. A non-minimal algorithm can temporarily allow paths that in this sense are non-
profitable. Even though non-minimal routes result in a longer distance, the time for a 
packet transmission can be reduced if the longer route allows for avoiding congested 
areas. Non-minimal routes may also be required for fault-tolerance. 

Topology dependent vs. Topology agnostic routing 

Several routing algorithms are developed for specific topologies. Some are only usable on 
regular topologies like meshes, whereas others are explicitly developed for irregular 
topologies. There is also a specific area of fault-tolerant routing algorithms. These are 
designed to work if the topology is changed by faults, where for example a regular 
topology is turned into an irregular topology.  
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2.4.3 Switching 

The switching technique determines how network resources are allocated to a message on 
a route between a source and destination node. The basic techniques are circuit switching 
and packet switching. Circuit switching allocates all necessary resources on a source-
destination route before sending a message.  

Packet switching iteratively allocates one link until reaching the destination. Common 
terms related to packet switching are: 

• Store and Forward, Wormhole and Cut-through switching 

• Buffers and Virtual Channels 

Store and Forward, Wormhole and Cut‐through switching 

These techniques are related to whether network flow control is based on packets or flits. 
Flit (flow control unit) here means a part of a packet. Store and forward exhibits flow 
control on packet level, where a packet must be completely received in a node before 
transmission to the next node is started.  

In wormhole switching, flow is controlled on flit level. Packets are transported between 
network nodes on a flit by flit basis, where the first flit (header) determines the direction. 
If the desired output in a router is free, the connection is locked and the header is 
forwarded. The rest of the flits follow the locked route and when the last flit (tail) has 
passed it releases the lock.  

 
Figure 2-4: Examples of store and forward and wormhole switching 

An example of store and forward and wormhole switching is given in Figure 2-4, where a 
packet is transmitted from source to destination using either store and forward switching 
or wormhole switching. Using store and forward, the first node must receive a whole 
packet before transmission to the next node can be performed. This is not necessary when 
using the wormhole technique, where a flit can move on even though the whole packet 
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has not arrived to a node. As can be seen, the flits of a packet proceed towards the 
destination in a pipeline fashion.  

Therefore, wormhole switching is advantageous for two reasons. First, it is only necessary 
to keep buffers large enough to carry one flit in a node. Second, packet throughput and 
latency is improved because the packet is transported in a pipelined manor. A drawback 
with wormhole switching is that the risk of contention increases, since one packet may 
occupy several routers and links. 

Cut-through is a switching technique in-between store and forward and wormhole. This 
technique allows packets to be forwarded on a flit by flit basis. Still, each node must be 
able to store a whole packet, similar to store and forward. Consequently, this technique 
has similar buffer requirements to store and forward, but latency and throughput 
characteristics closer to wormhole switching. 

Buffers and Virtual Channels 

Buffers are usually implemented in network routers to reduce effects of temporary 
variations in traffic intensity. Input buffers store arriving flits waiting for available output 
channels. Output buffers store packets already assigned output channels but waiting for 
availability of next router inputs. FIFO at each router port is a common buffer strategy, 
although buffers shared by all ports may provide higher buffer utilization efficiency. 

The virtual channel concept is a method to partition a physical channel into several 
logically separated channels. This is accomplished by assigning a separate buffer to each 
virtual channel. Since the physical link is shared, the bandwidth of each virtual channel 
will be reduced. Nevertheless, virtual channels can be efficient for performance 
improvement in wormhole switched networks.  

This is because they can release paths that are otherwise blocked for packets, due to other 
packets in front of them. By sharing the channel, several packets can advance 
simultaneously, though each at a lower data rate. Figure 2-5 gives an example of such a 
situation.   

  
Figure 2-5: Virtual channels for resolving contention on channels 

The figure illustrates two packets in a network. Packet P1 with header H1 and tail T1 and 
packet P2 with header H2 and tail T2. P1 travels from source S1 to destination D1 and P2 
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from source S2 to destination D2. The existence of two virtual channels, allows for P1 to 
proceed unblocked to D1. If virtual channels were not used, H1 would have to wait for 
T2 to release the blocked path.  

2.4.4 Quality of Service 

An important property of a network is that it provides fair and uniform performance to 
traffic of equal priority in the network. For networks used in real time systems, it may be 
necessary that routing schemes can provide latency, throughput or some other quality of 
service (QoS) guarantees to selected groups of communications. These guarantees may be 
implemented by providing different priorities to different types of traffic or by 
implementing special mechanisms to reserve network resources. 

2.4.5 Deadlock, Livelock and Starvation 

Three properties which are necessary in all usable communication networks are freedom 
from deadlock, livelock and starvation:  

Deadlock - Packets are involved in a circular wait that cannot be resolved 

Livelock - Packets wander in the network for ever without reaching the destination 

Starvation - Packets never get service in a router  

Several strategies can be applied to handle deadlocks. Deadlock avoidance techniques, for 
example, ensure that deadlock never can occur. Deadlock recovery schemes, on the other 
hand, allows formation of deadlocks but resolves them after occurrence.  

Livelock may occur in networks with non-minimal routing algorithms, i.e. where packets 
may follow paths that do not always lead them closer to the destination. A common 
solution to livelock is to prioritize traffic based on hop-counters. For each node a packet 
traverses, a hop counter is incremented. If several packets are requesting a channel, the 
one with the largest hop-counter value is granted access. This way, packets that have long 
circled the network will receive higher priority and eventually reach the destination. 

An example of starvation is when packets with higher priorities constantly out-rank 
lower priority packets in a router. As a result, the lower prioritized packets are stopped 
from advancing in the network. Starvation is an important aspect when designing the 
router arbitration mechanism. 

2.5 Deadlocks and Wormhole Switching 

Though being more efficient than store and forward, the wormhole switching technique 
is more prone to create deadlocks in a network. This is because a packet is allowed to hold 
several network resources, while requesting use of others. Figure 2-6 exemplifies a 
deadlock situation in a network.  
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Figure 2-6: Four packets in a deadlock situation 

Packet 1 wants to turn south at node 1, but is blocked by Packet 2 that stretches through 
node 1. Packet 2 requests turning east at node 3 but is blocked by Packet 3. Packet 3 
requires a north turn but is stopped by Packet 4. Packet 4 needs to turn west but is 
blocked by Packet 1.  

Undoubtedly, there is a cyclic dependency among the packets such that none of the 
packets can proceed. The network has entered a state of deadlock, which cannot be 
resolved without using special mechanisms. This may be costly if deadlocks occur 
frequently. Therefore, it is an important property of routing algorithms for wormhole 
switched networks to be deadlock free. The Turn Model and the concept of channel 
dependency graphs (CDG) are two methods for designing deadlock-free routing 
algorithms. 

2.5.1 The Turn Model 

The Turn Model is a methodology for designing deadlock-free routing algorithms for n-
dimensional meshes. The analysis is based on which turns packets are allowed to make in 
a network. From the example in Figure 2-6, it can be seen that four turns (arrows) are 
allowed. By using the Turn Model, we could quickly have seen that this configuration 
was prone to create deadlocks. This is because the Turn Model tells that allowed packet 
turns must not be able to create an abstract cycle of turns. In (Glass & Ni 1992), Glass and 
Ni prove the following theorem: 

Theorem (Glass & Ni 1992):”The minimum number of turns that must be 
prohibited to prevent deadlock in an n-dimensional mesh is n(n-1) or a quarter 
of the possible turns” 
 

Figure 2-7 shows the possible turns and allowed turns in two-dimensional mesh for X-Y 
and West-First routing algorithms. The possible turns form cycles and allowing them all 
would enable packet deadlocks.  In X-Y routing, some turns are disallowed (un-shaded in 
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Figure 2-7) and a packet must first proceed in the horizontal (X) direction until it reaches 
the column of the destination. Then it continues vertically (Y) to the destination. As can 
be seen from the allowed turns of X-Y, it is not possible to produce a cycle using these 
turns. According to the Turn Model this routing algorithm is deadlock free. 

 
Figure 2-7: Possible turns in 2-D mesh and allowed turns for X-Y and 

West-First routing algorithms 

The partially adaptive West-First routing algorithm (Glass & Ni 1992) allows a few more 
turns than X-Y. The turns of West-First in Figure 2-7, reveal that multiple routes are 
possible for all packets except those with destination towards west (left), which have to 
proceed according to just West-First. Otherwise it will not be possible to reach the 
destination, because turns from a vertical route to the west are not allowed. 

2.5.2 Channel Dependency Graphs 

Another technique for deadlock analysis is the use of channel dependency graphs (CDG). 
A CDG is constructed from the network topology, where the network channels (links) 
are the vertices of the CDG. There is an arc (dependency) between two channels if a 
second channel can be used immediately after the first.  

Let us use the topology of the example in Figure 2-6, and annotate the channels according 
to Figure 2-8(a), such that a channel lij connects a node i with a node j. Note that only one 
of the two directions between each node is used in the example. The corresponding CDG 
is shown in Figure 2-8(b). The cycle in the CDG indicates that deadlock can occur.  

 
 (a)     (b) 

Figure 2-8: Topology and CDG: (a) channel labeling and (b) 
corresponding channel dependency graph (CDG) 
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If the CDG in this example had been acyclic, routing had been deadlock free. In (Dally & 
Seitz 1987), Dally and Seitz proved the following theorem:  

Theorem (Dally & Seitz 1987): “A routing function R for an interconnection 
network I is deadlock free iff there are no cycles in the channel dependency 
graph D.” 
 

Duato (Duato 1993) extended the theorem to adaptive routing algorithms and also noted 
that deadlock freedom by acyclic CDGs is in fact a sufficient but not necessary condition. 

A CDG for X-Y routing applied to the example network would look like Figure 2-9. 
There is no arc between l42 and l21 because it is not possible to use l21 immediately after l42 
using X-Y routing. The same is true for l13 and l34. Therefore, no cycle exists in the graph, 
and, consequently, this routing algorithm is deadlock free. 

 
Figure 2-9: Topology and CDG for X-Y routing 

2.5.3 Other Techniques to Handle Deadlocks 

The concept of Channel Wait for Graphs (CWG) (Jayasimha et al. 1996) is similar to CDG 
but less restrictive. The reason is that a CWG capture information which is not used in a 
CDG. Therefore, it is possible that a routing algorithm which produces a cyclic CDG is 
deadlock free if it shows an acyclic CWG. A thorough study on deadlock-free routing is 
found in (Fleury & Fraigniaud 1998).  

In the basic deadlock avoidance techniques, deadlocks are prevented by enforcing routing 
restrictions, either on turns or arbitrary channel traversals in a CDG. However, restricting 
routes decreases adaptivity. Virtual channels can reduce this negative effect by increasing 
the number of available channels and separating traffic. In (Duato 1993), Duato shows 
that highly adaptive routing algorithms can be designed using the virtual channel 
technique. This is achieved by providing a routing sub-function, which is deadlock free 
and virtual channels dedicated for this purpose. 

Using deadlock-free lanes (Anjan & Pinkston 1995) is an alternative similar to virtual 
channels, but it is based on deadlock recovery instead of deadlock prevention. It requires 
few resources to support deadlock safe routing, since it is only necessary to keep a single 
extra flit buffer at each node. However, they are restricted to be used only in the case of 
deadlock occurrence.  
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2.6 Network Routers  

Topology, routing and switching affect the design of network routers. Different 
techniques require different router functionality, which in turn affects performance. The 
basic task for a router is to switch an incoming message to an output channel. This task 
can be partitioned into the sub-units that are shown in the general router structure in 
Figure 2-10.  

 
Figure 2-10: General structure of a network router 

In the packet path, the inputs receive packets sent from neighboring router outputs. 
Before traversing the switch, the correct route for each packet must be determined by the 
routing function. The routing function decodes arriving packets for route information, 
e.g. destination address, and determines the correct output. Arbitration is performed if 
there are multiple requests for the same output.  

If routing is adaptive, it is possible that the routing function returns multiple allowed 
outputs. Then, a selection function must be invoked to select the preferred output, 
depending on, for example, buffer levels. Once a selected output request is granted, a 
packet will traverse the switch to the output. The output transmits the packet to a 
neighbor router input under the control of a given transaction protocol. Note that 
concrete architectures may vary significantly due to system requirements.   

2.6.1 Routing Function 

The routing function returns the allowed output channels for messages arriving at router 
inputs. Note that this function is not necessary for source routing. The information that is 
necessary for routing decisions determines the domain of the routing function. For 
example, the routing function, :  (Duato 1993) returns the admissible 
output channels  from the current node  and the destination node  of 
a packet. Other routing functions may be defined over input channels instead of the 
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current node (Dally & Seitz 1987). Additional information like source address can also be 
used for routing decisions.  

When there is only one path between each source and destination node, i.e. 
1, , the algorithm is considered to be static or deterministic.  

2.6.2 Arbitration and Selection  

It is possible that there are several concurrent requests for an output in a router. Then, an 
arbitration function determines which of the requests should be serviced. Several 
different schemes can be used for arbitration, for example round-robin or priority policies 
(Culler et al. 1998).  

In deterministic routing, only one output can be selected by one input. But adaptive 
routing functions may return multiple outputs i.e. :  1. In this case, the 
selection function determines the preferred output. There are several techniques that can 
be used, for example, making a (pseudo) random decision or taking a decision according 
to a favored dimension. Selection decisions can also be based on output buffer states or 
information of congestion in certain directions.  

It should be noted that the arbitration and selection functionalities are interdependent, 
and the order in which they are performed affects the performance. 

2.7 Router Architecture and Trade‐offs 

The cost of a routing scheme is reflected in the implementation cost of the router. 
Generally, there is a trade-off between cost and performance, implying that routing 
schemes providing higher performance are costlier as compared to routing schemes with 
lower performance.  

The main design frame is given by the complexity of topology, routing algorithm and 
switching technique. Within this, trade-offs can be made to customize the architecture. 
This section discusses some of the available choices.    

2.7.1 Buffering Strategy  

Not only routing and switching affect the performance of a network. Another important 
design choice is what type of queuing strategy the router is equipped with (Hluchyj & 
Karol 1988) (Jiang Xie & Chin-Tau Lea 1999). The most common is to use routers with 
input queuing, where packets are buffered before routing and selection takes place. Usage 
of input-buffers is logical when the switch fabric operates at the same speed as the input 
units, something that is common in crossbar based switches (Jiang Xie & Chin-Tau Lea 
1999).  

However, simple input queuing suffers from head of the line blocking, which results in 
that the performance of a router saturates at about 60% of its nominal capacity. If the 
switch fabric is fast enough to empty all input channels in one cycle, output queuing 
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should be used. With this strategy, router performance is able to reach its full potential. 
There also exist techniques to improve the performance of input-buffer based routers. 

2.7.2 Algorithmic vs. Table Based Routing 

The complexity of topology and routing algorithm has a strong impact on routing 
function implementation possibilities. Routes in regular topologies are more easily 
expressed by small functions as compared to routes in irregular topologies. Therefore, 
algorithms for regular topologies have a higher probability to be implemented by 
hardware logic functions. This is also referred to as algorithmic routing. Combined with 
simple routing algorithms, like X-Y, this enables implementation of small and fast routers 
in the network. The drawback of algorithmic routing is that the routing function cannot 
be changed after manufacturing (unless implemented using programmable logic).  

Irregular topologies are harder to capture by small logic functions. Therefore, routing 
algorithms for irregular topologies are strong candidates for table-based implementation. 
Using a table also gives the opportunity to implement more complex routing functions on 
regular topologies. A disadvantage is that a table can take large space if many destination 
addresses should be stored. For a mesh network of size ,  rows will be necessary 
for the table. If there are  bits for each row, a naive implementation will require  
bits of storage for the table. Compression techniques can in some cases though, reduce the 
size required by the tables (Palesi et al. 2006). 

2.7.3 Selection and Arbitration Complexity 

Compared to a router for a deterministic routing algorithm, the path decision 
functionality in a router for an adaptive routing algorithm adds latency to a packet 
header’s path. This is because the selection function is serially dependent on the output of 
the routing function. Since the operations can be pipelined, this does not necessarily 
affect the throughput. Look-ahead routing (Vaidya et al. 1999) is a technique to alleviate 
the serial dependency between routing and selection. The idea is to perform the routing 
function one node in advance such that only selection has to be performed at the current 
node, for a specific packet. This method effectively reduces the packet header latency 
through an adaptive router.  

A selection function in its simplest form does not consider dynamic information. More 
elaborate selection architectures are needed for dynamically based policies. Still, 
congestion aware techniques, e.g. in (Ascia et al. 2006), needs extra hardware support 
throughout the network. Efficient arbitration involves a trade-off between matching 
quality and implementation complexity. The iSlip arbitration (McKeown 1999) is one 
approach to balance the requirements of fairness and resource efficiency.  

2.7.4 Routing Parallelism 

The crossbar is a common solution for connecting the input and output ports in a router.  
This allows for simultaneous routing of packets that are headed for non-conflicting 
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outputs. Routing performance is improved if all route requests are served in parallel. This 
can be achieved by implementing the routing function at each input link. Such 
arrangements, however, may have a significant impact on router area if the routing 
function is complex or requires large tables. It is possible, though, that the actual packet 
routes do not require that all inputs implement the full table. 

2.8 Deadlock‐Free Wormhole Routing Algorithms 

This section provides an overview of highly referred deadlock avoidance based routing 
algorithms for wormhole switched networks. In literature they are often called: deadlock-
free wormhole routing algorithms.  

Most of the material is general to routing in any wormhole switched network, although 
the material is biased towards low cost solutions. Surveys of wormhole routing techniques 
are provided by Ni and McKinley (Ni & McKinley 1993) and Mohapatra (Mohapatra 
1998). Several aspects on adaptive routing are discussed in (Gaughan & Yalamanchili 
1993). Routing algorithms for wormhole switched networks have been classified in many 
different ways in literature. This section discusses them with respect to their topological 
scope.  

2.8.1 Topology Specific Routing Algorithms 

These algorithms are only applicable for a certain topology. Usually this means that 
regularity is exploited to enable simple routing functions.  

One of the simplest deterministic routing schemes is the e-cube or dimension ordered 
routing, where a packet proceeds according to the dimensions of the network in 
descending order. For 2-D mesh this is basically X-Y routing. Dally and Aoki (Dally & 
Aoki 1993) present a technique to combine e-cube with virtual channels.  

Several adaptive routing algorithms for 2-D meshes are proposed by (Glass & Ni 1992). 
These algorithms are called partially adaptive since they do not allow the use of all paths 
between a source and a destination. For example, the West-First algorithm requires that a 
message heading west should always proceed in the west direction first. This restriction is 
a result of the requirement of deadlock freedom.   

Odd-Even (Ge-Ming Chiu 2000) is another partially adaptive algorithm for 2-D mesh. It 
aims to provide more evenly distributed adaptivity compared to the ones proposed in 
(Glass & Ni 1992). 

The concept of virtual channels has been used to design adaptive deadlock-free routing 
algorithms for n-cubes (Duato 1993). An adaptive routing algorithm for 2-D mesh with 
minimum number of virtual channels is proposed in (Schwiebert & Jayasimha 1993). An 
example of a non-minimal routing algorithm for meshes using virtual channels is found in 
(Dally & Aoki 1993). Load balanced routing on torus topology is presented in (Singh et al. 
2004) 
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2.8.2 Topology Agnostic Routing Algorithms 

Topology agnostic routing algorithms are usable on any topology, both regular as well as 
irregular. In general, irregular topologies imply a table-based implementation of the 
routing algorithm.   

One well referred algorithm is Up*/Down* (Schroeder et al. 1991).  Up*/Down* routing 
restrictions are based on tree-search, where one of the network nodes is labeled as root. 
The effectiveness of Up*/Down* is mainly dependent on which node is selected as root, 
and what technique is used to assign the direction of the channels.  

Several improvements to the original Up*/Down* have been proposed, for example, in 
(Sancho et al. 2004) and (Koibuchi et al. 2001). Virtual channels were combined with 
Up*/Down* in (Silla et al. 1998).   

Meija et al. (Mejia et al. 2006) proposed a novel methodology to design deadlock-free 
routing algorithms, both for regular as well as irregular topologies. It is based on dividing 
the network into small deadlock-free routing segments which are combined to form a 
globally deadlock-free routing algorithm. This algorithm does not require any additional 
virtual channels. 

2.8.3 Fault Tolerant Routing 

Fault-tolerant algorithms are developed to provide paths to all source-destination pairs 
even in the presence of faults in the network, while ensuring freedom from deadlocks. 
The X-Y routing algorithm, for example, is incapable of delivering packets for many pairs 
if a single link failure exists in a network. Adaptive routing algorithms may cope with a 
few faults, but are in general not fault tolerant.  

Designing a routing algorithm which is efficient, deadlock free and fault tolerant is a hard 
problem. Therefore, several fault tolerant schemes use virtual channels to provide higher 
route flexibility. Increased fault-tolerance of e-cube (dimension order) by using virtual 
channels is proposed in (Boppana & Chalasani 1995) and (Jipeng Zhou & Lau 2000). An 
adaptive fault-tolerant algorithm for meshes and hypercubes is presented in (Chien-Chun 
Su & Shin 1996).  

The use of virtual channels increases implementation cost as it adds both to resources and 
to the design complexity. Some researchers have proposed algorithms which do not 
require use of virtual channels. For example, special routing rules have been implemented 
to increase fault tolerance of standard algorithms (Jie Wu 2003). Other techniques in this 
category are provided in (Chen & Chiu 1998) and (Glass & Ni 1996).  

2.9 NoC: Addressing the SoC Interconnect Problems  

Even though the use of standard buses and interfaces improved reuse and modularity, the 
fundamental scalability problem of SoC interconnect remains. Several NoC architectures 
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have been proposed to address the scalability problem. Some of the motivation and 
challenges for NoC are presented in the following subsections.  

2.9.1 Motivation for NoC  

The initial papers on NoC emerged in the early years of the 21st century (Guerrier & 
Greiner 2000) (Dally & Towles 2001). Over the years, numerous NoC related papers have 
been published. The least common denominator for the motivation of NoC is the 
inherent limits of ad-hoc SoC interconnect techniques. Some aspects of these limitations 
are:  

Bus performance limits: The shared bus technology cannot support application 
communication requirements. 

Chip design complexity: The combination of unpredictable electrical parameters and 
complexity of on-chip wiring prohibits the use of high performance circuits.  

Design productivity: Efficient reuse of cores is hindered by tight coupling of 
computation and communication structures.  

The most frequent motivation for NoC is the scalability problems of bus-based 
interconnect. Guerrier and Greiner (Guerrier & Greiner 2000) outline that future traffic 
rates of video, memory-cache and interrupt handling will be un-manageable by bus-based 
systems. Goossens et al. (Goossens et al. 2004) describe bus limitations in their multimedia 
SoC and note that the scalability problem is not as severe in packet switched networks. 

Chip implementation aspects add additional difficulties for system designers. Dally and 
Towles, (Dally & Towles 2001) see electrical problems with long global wires that are 
auto-routed late in the design phase. Therefore, wire driving circuits have to be 
defensively designed, sacrificing performance for noise tolerance. A NoC with pre-routed 
wires enables the use of higher performing circuits and provides reduced design 
complexity. High fixed manufacturing costs is another problem of SoC. Hemani et al. 
(Hemani et al. 2000) see NoC as a natural extension to the general purpose FPGAs, which 
allow for reduced unit costs by high volumes of production.  

Designing a complex SoC is costly and time consuming. A NoC based on GALS concept 
simplifies design by enabling efficient IP design reuse (Hollstein et al. 2006). In this 
respect, NoC provides the possibility of separating the communication and computation 
domains. This will reduce SoC development efforts with respect to design, test and 
verification (Kumar et al. 2002). 

2.9.2 NoC Design Challenges 

Though the networking aspects of NoC are advantageous for several reasons, some 
important drawbacks exist. Current SoC interconnect techniques have evolved closely 
with the development of design methodologies, applications and production technology. 
This section discusses some of the challenges that face NoC based systems.   
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Resource utilization 

SoCs are tightly constrained in that communication components and computation 
components are directly competing for chip resources. The computation/communication 
trade-off emerges both in the area as well as the power domains. A NoC in itself is likely 
to require more chip resources than bus-systems (Guerrier & Greiner 2000) (Dally & 
Towles 2001). With respect to power consumption, Banerjee et al. (Banerjee et al. 2007) 
show that NoC routers require significant amounts of energy.  

Application requirements  

Several SoC applications are real-time systems where constraints on communication are 
stringent (Goossens et al. 2004). Bus-based interconnects provide fixed, low latency 
communication once bus access is granted. In this respect is a distributed router network 
likely to incur higher latency. Without special mechanisms, latency will be non-
deterministic and depend on traffic conditions (Guerrier & Greiner 2000).  

In order to provide Quality of Service in NoC, Bolotin et al. (Bolotin et al. 2004) label 
packets into different priority classes with separate buffers. Varying packet priorities are 
also used in (Daewook Kim et al. 2004). Guaranteed communication services using looped 
containers is proposed in (Millberg et al. 2004). Goossens et al.  (Goossens et al. 2004) 
highlight the importance of both Guaranteed Throughput (GT) and Best Effort (BE) 
service classes in NoC. Techniques for enhancing efficiency of GT and BE services are 
proposed in (Andreasson & Kumar 2005). 

Design methodology 

The usefulness of NoC is not only dependent on the hardware architecture. An important 
aspect of NoC based systems is to reduce design complexity and allow the application of 
core based design. The motivation is strong for reuse of both cores as well as 
interconnects. Platform system reuse offers the opportunity for diversification of products 
by changing a few cores or even only software.  

Designing complex NoC systems will require good tool support at several design stages. 
From higher level mapping of applications to NoC resources, to physical chip layout. 
Examples of mapping techniques are given in (Ascia et al. 2004) (Hu & Marculescu 2005). 
Design tools for the synthesis of customized NoC structures are presented in (Srinivasan 
et al. 2006).  

2.10 NoC Proposals: Merging Network Concepts and SoC 
Technology  

Many factors affect the overall functionality of a NoC interconnection system. 
Unfortunately, several of these are conflicting in that optimizing one affects others 
negatively. One of the key issues is to pair the unique single chip network constraints 
with an efficient design methodology. There are several aspects on chip resource 
utilization. One, for example, relates to the infrastructure, i.e. wiring and routers. 



Chapter 2 

32 
 

Another aspect on resources is the overhead requirements of the communication 
protocols. 

Most NoC proposals consider packet switched communication and well-structured 
interconnect. However, the principles of the optimal NoC are still under debate. The 
following sub-sections discuss some of the different viewpoints.  

2.10.1 Layout and Topology 

NoC resources and communication requirements are not homogenous. In theory, these 
characteristics favor customized interconnect structures. In reality, this may be in conflict 
with design and implementation requirements. This conflict has fueled arguments for the 
optimal NoC interconnect organization; irregular or regular structures.  

Irregular interconnect proposals 

A customized NoC with an irregular topology is proposed in (Srinivasan et al. 2006). The 
main motivation is the possibility of achieving optimal resource utilization and 
performance. Proteo NoC (Saastamoinen et al. 2002) is based on reusable interconnect 
components that can be used to design a customized NoC infrastructure. Neeb and Wehn 
(Neeb & Wehn 2006) advocate the use of irregular topologies in the design of NoC 
systems. The topology is based on a chain, which is grown with edges to suit the 
communication graph of an application. Bertozzi and Benini (Benini & Bertozzi 2005) 
address chip wiring delays by pipelined parameterized interconnect. It is shown that the 
customized interconnect results in lower power consumption and higher performance as 
compared to a regular mesh interconnect.  

Regular interconnect proposals 

Dally and Towles (Dally & Towles 2001) argue that regular interconnects, defined at early 
design stages, provide more control over electrical parameters and enable the use of high 
performance circuits. Two-dimensional mesh is seen as the most suitable NoC topology. 
Interconnect reuse motivates an even higher effort in optimization and further 
performance improvements.  

Advantages of 2-D mesh topology, with respect to energy and performance, are 
acknowledged in (Hu & Marculescu 2005).  In (Sung-Rok Yoon et al. 2006), 2-D mesh is 
used in a case-study on a WLAN receiver. Kumar et al. (Kumar et al. 2002) note that 2-D 
mesh may suit the anticipated NoC communication patterns with high degree of locality. 
Simple addressing and multiple routes are also in favor of the two-dimensional mesh.  

Several other regular topologies have been proposed for NoC. A few examples are star 
(Daewook Kim et al. 2004), butterfly (Pande et al. 2003), honeycomb (Hemani et al. 2000) 
and fat-tree (Guerrier & Greiner 2000). 
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2.10.2 Routing and Switching 

Advanced routing and switching techniques may provide high communication 
performance. The improved performance usually comes with a higher implementation 
cost in terms of chip area and power consumption. Different emphasis on cost and 
performance has motivated NoC routing and switching proposals with varying degree of 
implementation complexity.  

Routing  

Hu and Marculescu (Hu & Marculescu 2005) see deterministic routing as most suitable 
considering overhead and packet reordering problems of adaptive routing. Still, a routing 
scheme that combines adaptive and deterministic routing is presented in (Hu & 
Marculescu 2004). Murali et al. in (Murali et al. 2006) propose an energy efficient 
technique for packet reordering in multi-path routing.  

Efficient selection policies may enhance performance of adaptive routing. In their 
proposal for congestion aware selection, Ascia et al. (Ascia et al. 2006) argue that NoCs 
are well suited to provide control signals for sensing distant congestion.  

Source routing is proposed in (Benini & Bertozzi 2005) (Dally & Towles 2001) due the 
possibility of fast and simple routers. Deflective or “hot potato” routing was proposed in 
(Millberg et al. 2004)  

Switching, buffers and virtual channels 

Wormhole switching is proposed by several researchers, for example (Bertozzi et al. 2005)  
(Guerrier & Greiner 2000) (Sung-Rok Yoon et al. 2006) (Hu & Marculescu 2005). 
Nevertheless, the simplicity of store and forward is preferred in a CDMA SoC (Daewook 
Kim et al. 2004). 

Buffers are relatively expensive resources in NoC routers. Therefore, Hu and Marculescu 
(Hu & Marculescu 2005) see implementation with small fast registers instead of memory 
as most feasible for NoC routers. Specialized fast FIFO buffers are proposed in (Pande et 
al. 2003). Neeb and Wehn (Neeb & Wehn 2006) advocate the use of virtual channels to 
improve adaptivity. Virtual channels are also proposed in (Dally & Towles 2001). 

2.11 Evaluation of Network Performance  

The dynamic behavior of a network is complex with several interdependent variables. 
This makes it hard to analytically estimate performance of certain architectural features.  
Analytical results on network performance do exist. Agarwal (Agarwal 1991), for 
example, derives performance equations for different configurations of n-dimensional k-
ary meshes, considering both with and without contention. An analytical performance 
model for fast design space exploration is given by (Ogras & Marculescu 2007). Methods 
that address real-time aspects, such as delay bounds, are proposed in (Qian et al. 2009) 
and (Manolache et al. 2006).   
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Simulators are widely used to evaluate and compare routing algorithms. Many NoC 
research projects develop their own simulation models that suit their evaluation purpose. 
Sun (Sun et al. 2002) used the network simulator ns-2 for evaluations of a NoC platform. 
Specific NoC simulators have been developed and used by a number of research projects, 
for example in (Thid et al. 2003) (Holsmark & Kumar 2005) (Palesi et al. 2009).  

Simulation results of different schemes are scrutinized by analyzing certain performance 
parameters. Some of the most commonly used parameters are: 

Packet latency: Time for a packet transmission from source to destination  

Throughput: Received packets per time unit  

Jitter: Variation in latency or throughput 

Note that results are often averaged over all packets received in a simulation session.  

Injected traffic patterns 

When performing simulations, performance values are often collected with respect to the 
traffic which is injected to the network. The offered load is the amount of traffic that is 
released by the sources into the network. This traffic can have various characteristics, 
depending on the assumed real traffic. An example is the bursty behavior shown in Figure 
2-11, where sources are actively generating several (bursts) packets without gap in-
between, followed by longer periods of inactivity (gaps). Poisson and self-similar 
distributions are common models for injected traffic behavior (Kihong Park et al. 1996). 

 
Figure 2-11: Bursty traffic behavior 

Distribution of traffic destinations  

There are several possibilities to distribute packets among the destinations in a network. 
Common synthetic traffic patterns are uniform random, random with locality, transpose 
and hot-spot (Ge-Ming Chiu 2000) (Palesi et al. 2009). Several of these patterns are often 
used when evaluating a routing algorithm, to investigate performance in different types 
of traffic scenarios. For example, the static X-Y routing algorithm shows very good 
performance with uniform random distribution of traffic destinations, as compared to 
many adaptive routing algorithms like Odd-Even (Ge-Ming Chiu 2000). However, the 
performance is quite the opposite when hot-spot traffic is considered.  
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2.12 Related Work 

This section presents research which is most relevant to the work in this thesis. The 
material is concentrated to irregular mesh structures and deadlock-free routing with low 
resource requirements.  

The objective for using irregular mesh (or partially regular) structures is to gain the 
design advantages of regularity while keeping the resource efficiency of irregular 
structures. Efficient deadlock-free routing is relatively easy in regular topologies, but 
harder in irregular. The block fault models used in fault-tolerant routing algorithms for 
regular topologies are similar to partially regular mesh NoC structures. One such 
algorithm has been improved and used for routing in this thesis.  

Adaptive routing algorithms has several advantages over deterministic. However, the 
requirements of deadlock freedom significantly reduce the attainable adaptivity for 
virtual channel free routing algorithms. A routing algorithm that considers application 
traffic to increase adaptivity, without use of virtual channels, is also an output of this 
thesis work.  

2.12.1 Partially Regular Mesh NoC Architectures 

Bolotin et al. (Bolotin et al. 2004) propose a non-homogeneous mesh topology NoC, 
allowing rectangular cores larger than the mesh tile. Deadlock-free routing is achieved by 
extending X-Y routing with hard coded paths that are computed off-line.  

A middle-path between a customized and a regular NoC structure is proposed by Ogras 
and Marculescu (Ogras & Marculescu 2006). They propose insertion of shortcut links in a 
regular 2-D mesh to increase network efficiency and still keep benefits of regularity. 

Hu and Marculescu (Hu & Marculescu 2005) consider a 2-D mesh for application and 
communication mapping on NoC. To reduce waste of resources, the mapping scheme can 
be extended to handle oversized IPs.  

Neeb and Wehn (Neeb & Wehn 2006) propose a regular grid based layout for equally 
sized core slots. Interestingly, the proposed topology is irregular and tailored to suit the 
application. The routing algorithm is table-based and uses virtual channels for increased 
adaptivity.  

2.12.2 Deadlock Free Routing under Low Resource Requirements  

The implementation of routing restrictions for deadlock avoidance impacts on the 
adaptivity of a routing algorithm. Duato (Duato 1993) proposed a technique which uses 
virtual channels to enable highly adaptive routing.  

Up*/Down* (Schroeder et al. 1991) is a topology independent routing algorithm that does 
not require virtual channels. Cost may be relatively high though, as a result of table based 
implementation. The routes returned by Up*/Down* are partially adaptive and decided by 
an initial tree-search of the topology. 
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The segment based routing (SR) algorithm by Meija et al. (Mejia et al. 2006) is an 
alternative that aims for improved route control, as compared to algorithms like 
Up*/Down*. Although the basic version of SR requires a table based implementation, it is 
shown that the table sizes can be reduced applying compression techniques (Flich et al. 
2007). 

Routing algorithms designed for regular topologies are generally not usable for irregular 
topologies or regular topologies with faults. Still, standard algorithms may cope with 
certain configurations of faults due to the availability of multiple routes. This ability has 
been shown, for example, by Turn Model algorithms (Glass & Ni 1996). 

Higher degrees of fault tolerance require special mechanisms. One example of X-Y 
routing, enhanced with fault tolerance, is given in (Jie Wu 2003). A routing algorithm 
explicitly developed for fault tolerance is proposed by (Chen & Chiu 1998).  

2.13 Final Comments  

This chapter has provided basic information about System on Chip (SoC), networks and 
Networks on Chip (NoC). It can be observed that most NoC routing proposals are based 
on work within the area of high performance computer networks. This is logical, since 
the main purpose of designing systems within the NoC paradigm, is to achieve better 
efficiency and scalability by utilizing concepts of shared networks.  

Two main differences are quickly noted between off-chip and on-chip networks. One is 
the scarcity of resources due to the single chip limitations. In effect, network resources 
are directly competing for area and power usage with processing and storage resources. In 
this aspect, NoC interconnect must be less demanding as compared with off-chip 
interconnect.  

A complicating issue is the various sizes of computing resources that form a complete on-
chip system. Therefore, it is relatively more problematic to implement symmetrical 
topologies in NoCs, since size variations result in wastage of silicon area. This issue is not 
that central for off-chip networks, since the placement of network resources is less 
constrained by the environment. On the other hand, non-regular NoCs may have 
significant drawbacks regarding message routing, system scalability and design effort. 
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Regions in Mesh Networks on Chip 

There is a continuous debate regarding the most suitable topology and layout for NoC 
interconnects. Advocates of irregular structures argue that regular structures waste chip 
resources and loose performance by not optimizing according to the requirements of a 
specific system. Quantitative evaluations often support these claims. Opponents dismiss 
these quantitative arguments and, instead, claim that qualitative advantages, like 
reduction of design complexity, will provide performance rewards in the end. It is hard to 
judge which approach is most favorable. One thing seems clear though. Irregular NoC 
structures are closer to the traditional SoC interconnect techniques. Regular structures are 
more related to symmetric multiprocessor on-chip interconnects and FPGA architectures.  

With respect to regular networks, 2-D mesh is favored by several researchers because of 
its good NoC design properties. The structure naturally matches 2-D chip layout, while 
network resources can be kept simple and yet enable high performance. A major 
drawback with symmetry is the inability to efficiently handle cores of different sizes. The 
concept of region was proposed as a solution to this problem (Kumar et al. 2002). This 
chapter elaborates further on the region concept and identifies key implications and 
possibilities. One important aspect on NoC with regions is the availability of efficient 
deadlock-free routing algorithms. 
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3.1 The Region Concept  

A symmetrical 2-D mesh NoC is characterized by a layout where the links are of equal 
length and the core slots are of equal size. This implies that the size of the largest core 
determines the slot size. If the difference in size is large, a lot of area will be wasted. The 
region concept (Kumar et al. 2002) was proposed to handle this problem.  

Figure 3-1 illustrates a NoC with standard sized tiles and one larger region tile. A region 
can be described in terms of three parts, namely: core of the region, the wrapper and the 
access points (see Figure 3-1).  

 
Figure 3-1: NoC with Region 

The core of the region is the actual oversized resource. By covering several resource slots, 
routers cannot be placed within the area of the region. The wrapper is the boundary that 
provides an interface between the region and the surrounding network. The access points 
are the network routers that connect to the region via the wrapper and enable 
communication with the rest of the network resources. 

The region concept adds a new degree of freedom with respect to the design of regular 2-
D NoC. This increases complexity for system designers but also brings new possibilities. 
One example of new possibilities is related to access points. As seen in Figure 3-1, the 
NoC layout enables a region to be connected to several network routers. A natural 
consequence is that a region can be equipped with multiple access points. However, the 
use of multiple access points has an adverse impact on the complexity of the routing 
algorithm. This and other issues are discussed later in this chapter.  

This chapter is based mainly on work published in (Holsmark & Kumar 2005) and 
(Holsmark et al. 2006) 

3.1.1 Non-Intrusive and Intrusive Region 

A region removes some routers and links that are present in a regular 2-D mesh. As a 
result, some routing paths that exist in the 2-D mesh are unavailable. This problem can be 
handled in two different ways. One way, as implied in (Kumar et al. 2002), is to make the 
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region wrapper emulate routers which would have existed if there was no region. This 
requires that an additional network has to be implemented in the wrapper around the 
region core. Full connectivity between region access points implies significant complexity 
and non-negligible resource requirements of such a network. 

Another way, which is assumed in this thesis, is to configure the existing routers and 
links outside the region to find a communication path around the region. This basically 
implies the development of new routing algorithms or the adaptation of existing routing 
algorithms. The intuitive solution is to only modify the paths blocked by the region. 
However, route changes may affect other communications in the network. One 
important property that can be altered is deadlock freedom, which is further discussed in 
Section 3.4.  

3.1.2 Logical Regions 

Several applications of a region imply that the region structure is physically different in 
design from its surrounding NoC. This is, however, not necessary; it is possible that the 
region is defined as a logical structure. A logical region is physically identical with the 
surrounding NoC but is configured as a separate network. This network is logically 
isolated with respect to the surrounding NoC communication.  

The use of logical regions assumes that there are configurable routers in the NoC that can 
be used for defining and maintaining a region. These routers on the region boundary 
isolate the computation and communication within the region from external traffic.  

3.2 Accessing Regions 

How the region is accessed and how it can access other resources is an important issue 
while designing with regions. Since it occupies a larger area than a standard resource, it 
may be useful to consider several addresses and several access points to it. The purpose for 
which the region is used can affect how the region is designed. A large multi-port shared 
memory is likely to require several access points distributed around the entire border, 
whereas a parallel processing system as a region may be accessed only by a few resources 
outside the region. 

A consequence of connecting to several routers is that a region may have several network 
addresses. Therefore, besides standard interface tasks like protocol conversion and 
buffering, a region wrapper may have to handle multiple addresses. A large region may 
also profit from using several internal access points. The interface between the core and 
the external router is in such cases extended from a one-to-one relationship to: one or 
multiple internal access-points, being connected to one or multiple external access-point.   
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3.3 Applications of the Region Concept  

In addition to handling cores of larger size, the region concept could be useful for several 
other objectives. The boundary that the region defines enables effective separation of 
communications inside a region from communications outside a region.  

Special communication requirements can then be fulfilled by enforcing specific rules for 
traffic within the region. Another region application is the reuse of earlier designed 
systems. Market demands or other design objectives can hinder designers from converting 
an existing system to a NoC format. The region concept allows such systems to be more 
easily reused and incorporated in new NoC systems.  

3.3.1 Power and Communication Management  

Power consumption is one of the main issues in SoC design. One technique to manage 
power is to turn-off or reduce activity in certain areas. In this respect, a region allows for 
local power control of internal routers and resources. If reduction or shut-down of power 
is required within a region, there would still exist routes around the region border, for 
the pass-through communication.  

Regions can be used for encapsulating a group of resources which have very high or 
special communication requirements which cannot (are infeasible to) be supported by the 
general NoC communication infrastructure. Within such a region, there could be 
specialized interconnections as well as communication protocols for achieving the 
required objectives.  

Quality of service is an example besides the traditional power/performance objectives. 
Some traffic that requires increased predictability properties could be isolated and may 
not be interfered by other traffic. Data security is another feature that can be enabled by 
separation of communication. 

3.3.2 Design Reuse 

We argue that reuse of multi-core subsystems will become an important application of 
the region concept in the near future. Usually, large investments are made in the 
development of electronic systems. It is unlikely that several of these systems will 
physically fit in the general slot for a core in the mesh NoC.  

If a system is to be reused as a sub-system in a NoC, conversion to the NoC format may 
incur large additional costs, which are only related to the new communication technique. 
Not only may the redesign effort be too high, the redesigned subsystem may not even be 
able to achieve the required functionality in the NoC context.  

By allowing and encapsulating NoC resources of varying size, the concept of region offers 
the possibility of raising the level of reuse from a core to a level where specially designed 
multi-core subsystems can be reused.  
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As an example of reuse, the region concept can be applied for integration of advanced 
subsystems, developed for efficient processing of multi-media applications. Several such 
systems are currently available as separate SoCs.  

Figure 3-2 illustrates the possibility of reusing a multi-core multimedia SoC, presented in 
(Ishiwata et al. 2003), as a NoC region. 

Figure 3-2: Multi-core subsystem (Ishiwata et al. 2003) as a NoC 
region 

3.4 Region Effects on Network Traffic  

Incorporating regions in mesh networks results in a change of the communication 
infrastructure and the existing mesh routing algorithms cannot be directly reused. Several 
properties are affected by the introduction of regions in mesh NoC. Important among 
these are:  

• Deadlock avoidance  

• Route length  

• Traffic congestion 

Deadlock avoidance 

Deadlock avoidance is an important aspect which is affected by allowing regions in NoC. 
Resource efficient 2-D mesh routing algorithms avoid the occurrence of deadlocks by 
imposing routing restrictions. If these are followed, the freedom from deadlock is 
guaranteed. A region blockage may result in that some destinations become un-reachable 
unless routing restrictions are broken.  

One case is illustrated in Figure 3-3, where it is necessary to break X-Y routing 
restrictions to reach all destination nodes. For example, the prohibited Y-X turns, 
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indicated by dotted arrows, have to be used if source node S1 should reach destination 
node D1 and if source S2 should reach destination D2.  

 
Figure 3-3: Non deadlock-free routing  

As shown to the right in the figure, the disallowed Y-X turns form a cycle of turns with 
the allowed X-Y turns. If such cycles exist, routing is not guaranteed to be deadlock free. 
Therefore, to avoid deadlocks it is necessary to use specialized routing algorithms that 
safely can route in a NoC with regions.  

Route lengths 

Compared with a 2-D mesh, route lengths are adversely affected by a region (except for 
corner placed regions). For some routes this is inevitable, like the route from S2 to D2 in 
Figure 3-4. In a 2-D mesh this is a straight route but a region blockage disables this 
minimal path. In other cases, exemplified by the route from S1 to D1, short (minimal) 
routes may exist but routing rules may prohibit them, permanently or temporary, to be 
used.  

 
Figure 3-4: Longer routes induced by region blockage 
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Traffic congestion  

In addition to increased route lengths, regions affect traffic distribution in the network. 
This can raise local congestion levels, especially around borders of regions. An example is 
given in Figure 3-5, where the traffic flow from the source node S2 to the destination 
node D2 is obstructed by the region and has to circumvent it. As a result, border links of 
the region may be more heavily used as compared to other links. Also shown in Figure 3-
5, there exist several minimal routes from source S3 to destination D3. Route congestion 
can then be reduced by shifting the S3, D3 route away from the region border without 
increasing the distance (and latency) of S3, D3 communication.  

 
Figure 3-5: Route management to avoid congestion 

3.5 Routing in NoC with Regions 

A critical aspect of NoC with regions is efficient routing. Considering deadlock prone 
wormhole switching, system functionality requires that deadlock avoidance is not 
overlooked. The structural limits, with fundamental traffic impact, are hardly changed by 
any routing algorithm. Still, there are several options, both for the minimization of 
adverse traffic effects, as well as for obtaining deadlock-free routing.  

3.5.1 Deadlock Freedom  

Regarding routing algorithms, there exist a few choices. Generally, achieving minimal 
routing for all source destination pairs is only possible by the use of virtual channels. This 
is an alternative, but does not come for free. Another approach is to use routing 
algorithms for irregular topologies, like Up*/Down* (Schroeder et al. 1991). These are 
deadlock free on any topology, although, the price to pay is relatively lower efficiency in 
regular topologies.   
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Several fault-tolerant routing algorithms for 2-D mesh networks use a fault model (faulty 
blocks) that resembles a region (Je Wu & Zhen Jiang 2002). These are typically based on 
algorithmic routing but enhanced by mechanisms to enable circumvention of faulty 
blocks while still remaining deadlock free. Virtual channels (VC) are heavily used in this 
area but some non-VC algorithms are also available. Even so, compared to non-fault 
tolerant versions, they require overhead to manage routing around blocked areas (faults).  

3.5.2 Reducing Congestion 

Adaptive routing is one solution that can reduce the problem of local congestion around 
region borders. Normally, the term adaptive refers to a dynamic possibility to detect 
congestion and take action to divert from it. In this sense it is reactive. When regions are 
used in a NoC it is possible that static region information is incorporated in the routing 
algorithm. This way, occurrence of congestion can be minimized or avoided. 

For dynamically created logical regions, routers in the network must be aware of their 
presence in order to effectively route traffic around them. This awareness about position, 
size, and shape must be efficiently distributed and stored in network routers. Both storing 
and using the awareness will add to the area and delay of the routers. There is a 
possibility of partly distributing awareness among routers, leading to solutions with 
cost/performance trade-off.  

3.6 Design Exploration with Regions 

The concept of region extends the possibilities for the NoC paradigm based SoCs in 
interesting and useful ways. New design space exploration activities can be performed in 
NoC systems with regions. One example is the application mapping, where the use of 
oversized powerful cores provides new opportunities for exploration.  

Another issue is the extended possibilities for core access. Contrary to standard resources, 
a region can use several network routers as external access points.  This section outlines 
some of the options available for region access. It also discusses trade-offs related to 
placement of regions and global traffic patterns. 

3.6.1 External Access Points 

When using a region, the issue of external access-points and addresses to the region must 
be defined. The number of access points mainly determines the communication 
bandwidth between a region and the rest of the network, whereas the position of access 
points more affects the communication latency. Three major options for external access 
point placement can be identified; single access-point, multiple access-points and 
extended multiple access-points. 
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Single access point implies the use of a corner router that originally had a resource 
connected. This method gives a unique address to the region and has the lowest impact 
on routing. 

Multiple access points extend the single access point scheme to use all the routers on the 
border, which in a 2-D mesh had connections to resources within the region, as access 
points. This opens up the possibility to assign the region core multiple distinct addresses 
to increase bandwidth and access efficiency. 

Extended multiple access points allows the use of all possible routers on the boundary as 
multiple access points to the region.  In this case some routers are connected to both a 
standard resource and a region. This scheme allows the largest number of access 
possibilities but it complicates addressing, as some routers will need to define multiple 
destination addresses.  

Spare addresses will exist as a result of removed routers but their use requires specific 
considerations. If access points are to be separately addressed, only one may use a specific 
spare address. Otherwise, as shown in Figure 3-6, a packet for example at node (3, 3) with 
destination (2, 2) cannot be routed to a unique access point. If access points should be 
distinguishable, addressing protocol needs to incorporate more information, exemplified 
by the extended address (3, 2, North) in Figure 3-6, where North is a specific output link.  

 
Figure 3-6: Possible access points to a region 

3.6.2 Shape and Placement of Regions 

The shape of a region has impact on area efficiency and usable routing algorithms. The 
region concept presented in (S. Kumar et al. 2002) suggested a convex shape of a region. 
This is easier to handle in terms of routing but may not be optimal from the point of view 
of placement. Two important aspects to consider in the placement of regions are:    

• Access to region - The region should be placed close enough to meet the 
requirements of the communication to/from it. 

• Adverse effect on traffic - The placement of the region should have minimum adverse 
effect on other traffic in the network.  
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As an example of a placement trade-off, consider the route-lengths in a network. This 
parameter is directly affected by the placement of a region. If a region is placed in a 
corner, it has no negative impact on route-lengths as compared to a regular mesh. On the 
other hand, there will be a long distance between the region and the cores on the 
opposite corners and edges. A region placed in a more central position will have less 
variance in distance to the cores, but will also induce longer routes due to its blockage.  

3.7 Discussion 

The region concept presented in this chapter results from the SoC characteristic with 
non-uniform size of available cores. The search for similar ideas in the area of computer 
networks has not been very fruitful. This is probably due to the virtually un-constrained 
(compared with on-chip constraints) placement possibilities that are available for 
configuration of these networks.  

Consequently, routing algorithms specifically designed for irregular mesh structures like 
regions could not be found in literature. Algorithms for irregular networks exist but are 
generally intended for networks with a higher degree of irregularity. However, similar 
network structures can be found in research related to fault-tolerant routing (Chen & 
Chiu 1998) (Jie Wu 2003). Several of these routing algorithms assume faults to be 
contained in rectangular blocks similar to regions.  

Even though both routing algorithms for irregular networks as well as fault-tolerant 
routing algorithms are usable for NoC with regions, they are generally less efficient due 
to their more complex implementation. 

Being a compromise between regular and irregular structures, NoC with regions loses 
some of the advantages of regular networks but gain in area efficiency. The disadvantages 
are more likely to occur in general communication scenarios. Compared with fully 
application customized networks, NoC with regions may never reach the theoretically 
optimal efficiency, but will benefit from the design advantages of a structured regular 
interconnect scheme. 

 



 

 

4 

Two Routing Algorithms for NoC 

with Regions 

This chapter describes two deadlock-free routing algorithms that can be used for routing 
in a mesh topology NoC with regions (partially regular NoC). In the following chapters, 
these algorithms are used and compared in evaluations of routing performance on 
partially regular NoCs. One of the algorithms is adopted from the area of fault-tolerant 
routing in general computer networks. The original version of this algorithm contained a 
few errors which were corrected in the context of this work. The other routing algorithm 
is directly targeting the NoC area and evolved from considering the application specific 
nature of embedded systems. The main idea is to relax the assumption that every node 
communicates with every other node, which has been used in the development of 
deadlock-free algorithms for off-chip networks. This allows for a higher degree of 
optimization of an application specific routing algorithm. 

The characteristics of the algorithms are fundamentally different in several aspects and 
often reside on opposite ends with respect to routing algorithm classification. 
Interestingly, also the methodology and theoretical framework used for the algorithms 
differ. Still, one property is common: an important objective for both of the algorithms is 
to guarantee deadlock-free routing with a small amount of resource requirements. 
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4.1 Overview and Characteristics of the Routing Algorithms 

This chapter describes two different algorithms for deadlock free routing in wormhole 
switched networks. Both routing schemes are applicable for routing in two-dimensional 
mesh topologies with or without regions. One of the proposals is a corrected version 
(Holsmark & Kumar 2007) of a fault-tolerant routing algorithm developed by Chen and 
Chiu (Chen & Chiu 1998). The other proposed scheme is a methodology to design 
application specific routing algorithms (APSRA) (Palesi, Holsmark & Kumar 2006). The 
APSRA methodology optimizes routing adaptivity by utilizing knowledge of 
communication within applications. 

The fault-tolerant and APSRA routing schemes diverge in several aspects. Still, some 
characteristics are shared by both algorithms. The following subsections discuss a few 
basic aspects and properties of the proposed routing techniques. The contents of this 
chapter are based on material in (Holsmark & Kumar 2007) and (Palesi, Holsmark & 
Kumar 2006). 

4.1.1 Scope and Basic Properties 

The main point in both the fault-tolerant and APSRA routing proposals is to provide 
deadlock free routing without requiring virtual channels. Deadlock freedom is in both 
cases based on deadlock avoidance using routing restrictions on link traversals.  

The original fault-tolerant algorithm (Chen & Chiu 1998) publication provides a complete 
algorithm for routing messages in a network. Therefore, it is relatively easy to use the 
algorithm as basis for implementation in network routers. The Turn Model is used for 
proving deadlock freedom, and it is shown that certain turns can never combine to form a 
cycle of turns. The purpose of the algorithm is to be able to route in a 2-D mesh even if 
faults appear during run-time. It is a general routing algorithm in the sense that it works 
for any traffic scenario and fault configuration (region placement) in a NoC. As a result it 
has good scalability properties and it supports dynamic changes of topology as long as it is 
derived from a 2-D mesh.  

The application specific routing scheme (APSRA) is presented as a methodology to design 
routing algorithms. The methodology provides a theoretical framework and algorithms to 
support algorithm design for a prospective application. Cycle-free channel dependency 
graphs (CDG) are used to prove that routing algorithms produced using the APSRA 
methodology will be deadlock free. The purpose of the methodology is to optimize 
routing algorithms by using application specific knowledge. Information about task 
communication is incorporated when designing the routing algorithm such that fewer 
routing restrictions are necessary in order to guarantee deadlock freedom. As a 
consequence, application specific routing algorithms can have higher adaptivity without 
sacrificing the important property of deadlock freedom. However, any change in 
communication pattern or topology requires a re-analysis and possibly re-design of the 
complete routing algorithm.  
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4.1.2 Classification of Routing Algorithms 

The two routing schemes share a few basic properties. Wormhole switching and no 
requirements for virtual channels are typical low cost alternatives. Distributed routing is 
not generally a low budget scheme, even though it usually requires smaller header size 
than source routing. But, it is more costly with respect to implementation of the routing 
function in network routers. Deadlock avoidance is normally less resource requiring than, 
for example, deadlock recovery schemes. Avoidance has a performance drawback though, 
as it is overly pessimistic and protects from deadlocks that may never occur.  

The diverging characteristics of the two algorithms are contrasted in Figure 4-1. The 
fault-tolerant algorithm is developed for 2-D mesh, but, since it can tolerate faults it 
works also for 2-D mesh with irregularities. It is deterministic in the sense that, at any 
given time, there is only a single route for each communication pair. However, if the 
topology changes, these routes may change. If there are no faults (regular 2-D mesh), 
routing is minimal. But if the topology is faulty, non-minimal routes may be used. 
Considering these issues, the characteristics of the fault-tolerant algorithm in Figure 4-1 
refers to the situation of a given fixed partially regular mesh topology. 

  
Figure 4-1: Diverging characteristics of fault-tolerant and 

application specific algorithms   

The adaptiveness of the application specific routing algorithm provides a way to adapt 
routes to avoid traffic congestion. Resource requirements and router delays generally 
favor algorithmic over table-based implementation. However, issues like routing 
complexity or table compression may reduce this advantage. 

4.2 The Original Fault‐Tolerant Routing Algorithm  

Chen and Chiu (Chen & Chiu 1998) presented a fault-tolerant algorithm that can be used 
for routing in the presence of faulty blocks. But, this original algorithm (Chen & Chiu 
1998) has two severe problems:  

1. In certain situations, the allowed turns combine and form a cycle that can lead to a 
deadlock. Therefore, the algorithm is not deadlock free. 
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2. There are certain nodes in the network which cannot be reached from a set of source 
nodes using the algorithm, although there exists possible paths. Therefore the algorithm 
is also incomplete. 

This section first presents the basic ideas of the routing algorithm, followed by a 
description of the identified problems. Examples are given to show that the algorithm can 
result in deadlocks, and in some cases also fail to route messages between some source-
destination pairs, even if paths actually exists. Our new corrected version of the algorithm 
is described in the next section.  

4.2.1 Network Structure and Fault Model  

Chen and Chiu (Chen & Chiu 1998) borrow the idea of rings and chains from (Boppana & 
Chalasani 1995) to isolate the faulty nodes from the rest of the network. Below is a 
summary of the terminology and important assumptions about nodes, faulty blocks, fault-
rings and fault-chains (Chen & Chiu 1998).  

Faulty nodes and fault‐blocks 

Nodes are classified as either non-faulty or faulty. Due to the position of faulty nodes, 
non-faulty nodes may be deactivated. If required for creation of rectangular faulty blocks, 
a non-faulty node which has at least two neighbors that are faulty or deactivated becomes 
deactivated. A deactivated node that has at least one active node as neighbor can 
communicate via their active neighbors but are not used as intermediate nodes for 
routing of messages. Active nodes are non-faulty nodes that do not belong to a faulty 
block.  

Fault‐rings and fault‐chains 

A faulty block is surrounded by either a fault-ring or a fault-chain (see Figure 4-3). A 
faulty block not touching any boundary of the mesh is surrounded by a fault-ring. A 
faulty block touching a boundary is surrounded by fault-chain. A fault-chain touching 
the north or east boundaries of the mesh uses the rules of a fault-ring. A fault-chain 
touching only the south boundary of the mesh uses the rules of the s-chain. Any other 
fault-chain uses the rules of the non s-chain. 

Interaction of fault‐rings and fault‐chains 

The definitions of faulty and deactivated nodes imply that there have to be at least two 
active nodes between two different fault-blocks (if there is only one, this will be 
deactivated and one faulty block will be formed). Therefore, if any fault-ring/chain has an 
entire side facing another fault-ring/chain, they cannot share any node. Still, two fault-
rings/chains may have one overlapping channel between them. Consequently, there can 
be at most two nodes that are part of two different fault-rings/chains. Each of these two 
nodes is then a corner node in each of the fault-rings/chains.   
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4.2.2 Basic Routing Principles 

For messages which do not encounter any fault-ring or fault-chain, routes are non-
adaptive with maximum one turn from source to destination. For messages encountering 
faulty blocks it is necessary to allow some turns that are forbidden during normal routing. 
Only a few combinations of forbidden turns are allowed in a clever manner such that 
these turns can never combine with each other (or with allowed normal turns) to form a 
cycle.  

Routing under fault‐free conditions 

When routing on paths not affected by faults, messages are forwarded in the network 
according to their type, as illustrated in Figure 4-2. Messages are classified as column-first 
(CF), row-first (RF) or row-only (RO), depending on the relative locations of the source 
and the destination of the message. 

 
 

Figure 4-2: Message types and corresponding allowed routes in 
algorithm (Chen & Chiu 1998)   

A message is of type row-first (RF) if its destination is towards west. RF messages must 
always proceed west first and can only turn north or south at the column of the 
destination. If the destination of a message is not towards west but towards north or 
north-east or south or south-east it is a column-first (CF) message. A CF message always 
travels north or south from its current position before taking a turn to the east. Messages 
with destination in the same row to the east are labeled as row-only (RO) messages.  

Depending on turns, a message may change type. If an RF message makes a west-north or 
west-south turn it becomes a CF message. A message of type RF can thus change to CF 
upon reaching the column of destination. A CF message can change to RO when it 
reaches the destination row and the destination is to the east. An RO message always 
travels to east, does not take any turns and never changes type. 

Routing in fault‐affected areas 

If a message hits the border of a faulty block, special rules apply depending on the type of 
the message and whether the border resides on a fault-ring or a fault-chain. There are 
different rules for routing around faulty areas depending on whether faults are 
surrounded by an s-chain (chain that touches the south border only), a non s-chain (chain 
that touches only the west or west and south border) or a fault-ring (all other positions of 
rings and chains). 
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Figure 4-3 illustrates the routes for some messages when travelling in the presence of 
faulty blocks. Note that the bidirectional channels between nodes are omitted for 
improving readability. The faulty nodes are colored black and cannot be used for routing. 
A message route is identified by source Sn and destination Dn node. 

 
Figure 4-3: Message routes when encountering fault-rings and fault-

chains 

4.2.3 Possibility of Deadlock 

Under certain conditions the algorithm (Chen & Chiu 1998) will enable a packet 
deadlock. Consider Figure 4-4, where four different messages are travelling in a fault-
affected network. The four faulty nodes at the south boundary are surrounded by an s-
chain. The three faulty nodes not touching any border are surrounded by a fault-ring. 

Message routes are defined according to the original Message-Route algorithm (Chen & 
Chiu 1998). The terms Normal-Route, Ring-Route and Chain-Route are sub-behaviors in 
the Message-Route algorithm for handling messages which are not blocked, blocked by a 
ring or blocked by a chain respectively.  

The message from source node S1 to destination node D1, (S1, D1) is a CF message since 
its destination is towards south-east. Its path is not blocked by any fault and it can 
therefore proceed using Normal-Route, taking a south-east turn when it reaches the 
destination row. However, before reaching D1 it is blocked by message (S2, D2).  

Message (S2, D2) is an RO message since it has the destination in the same row to its east. 
Its route is determined by Chain-Route, since an s-chain surrounds the faulty nodes that 
obstruct its normal route. According to Chain-Route an RO message should be routed 
clockwise around the chain. Therefore (S2, D2) turns north at the chain but is then 
blocked from further advancement by message (S3, D3).  
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Message (S3, D3) is a CF message with destination in the same column towards north. 
But, as it resides on an s-chain, Chain-Route determines the initial route. Chain-Route 
defines that a CF message heading SN (south to north) at the west boundary of an s-chain 
should use SN channel if available and if the destination is not to the west of the current 
node. The destination is not to the west of the current node, thus the available SN 
channel is selected. 

 
Figure 4-4: Four messages involved in a deadlock situation 

Message (S3, D3) then reaches the fault-ring, where Ring-Route determines the path. 
Ring-Route returns clockwise route direction since the destination node is not lower than 
the reference node (top right corner) of the ring. Thus, (S3, D3) should turn west but is 
blocked by message (S4, D4).  

Message (S4, D4) is an RF message with destination at south-west. It is first guided by 
Ring-Route at the fault-ring. According to Ring-Route an RF message should use EW 
(east to west) channel if it is available. One hop outside the ring it makes a west to south 
turn according to the Normal-Route procedure. But it cannot proceed because it is 
blocked by message (S1, D1).  

Therefore, since the four messages are involved in a circular wait that cannot be resolved 
by Message-Route algorithm, a state of deadlock has occurred.  

4.2.4 Incompleteness of the Routing Algorithm  

The original Message-Route algorithm is also unable to route some messages from a set of 
source nodes to a set of destination nodes. Two cases where messages are stopped from 
advancing in the network are illustrated in Figure 4-5 and Figure 4-6. As a result, these 
messages will never reach their destinations.  
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Case 1 

The first case relates to an RF or a CF message heading from north to south (NS) with 
destination on the west border of an s-chain, below the north-west corner node. At the 
north-west corner of the s-chain, any message with destination in the same column is CF. 
Procedure Chain-Route determines clockwise route at north-west corner of the s-chain 
and the only alternative is to turn east. In the next node these messages are stopped since 
the desired route is to turn back again. Because 180 degree turns are not allowed using 
Message-Route, the messages are blocked. An example of the problem is illustrated in 
Figure 4-5, where two faulty nodes are surrounded by an s-chain. White nodes are 
destinations that cannot be reached from any of the nodes marked with grey color.  

 
Figure 4-5: Case 1: source nodes with unreachable destinations 

Case 2 

The second case relates to an RO or CF message proceeding clockwise on any fault-chain 
with destination towards east of the east border of the chain. In this case, Chain-Route 
decides a clockwise direction for the message.  

 
Figure 4-6: Case 2: source nodes with unreachable destinations 

The message will propagate around the ring towards the east border, and pass the row of 
the destination node even when it becomes an RO message. This is because Chain-Route 



Two Routing Algorithms for NoC with Regions 

55 
 

gives no other alternative for an RO message other than to always proceed clockwise. 
Consequently, the message is blocked in a similar way as in Case 1 and cannot reach the 
destination. An illustration of Case 2 with affected source nodes and non-reachable 
destination nodes around an s-chain is given in Figure 4-6. 

4.2.5 Analysis of Identified Errors  

Deadlock: Error in the proof of Lemma 1 (Chen & Chiu 1998) 

As shown in the previous section, deadlock is possible when using the Message-Route 
algorithm. To understand the occurrence of errors, the theoretical proof of deadlock 
freedom for Message-Route was analyzed. The basic technique in the proof is to show 
that certain combinations of turns which can lead to a deadlock will never occur or will 
never get aligned to form a circular path.  

The proof uses two lemmas before stating the theorem of deadlock freedom. Lemma 1 
states that an EN (east to north) turn cannot be aligned with a NW (north to west) turn as 
long as the EN turn does not occur at the south-east corner of a fault-chain. This lemma is 
proved by enumerating different conditions where an EN turn can occur. Three different 
cases are identified where this turn can occur and the algorithm ensures that the 
dangerous alignment does not take place.  

But one case where an EN turn can occur is missed. This is when an RO message makes 
an EN turn at the west border of an s-chain. The turn follows from Chain-Route where 
an RO message should always be routed clockwise when travelling on a fault-chain. It is 
possible for such EN turn to align with an NW turn. Therefore, Lemma 1 does not hold. 
Since Lemma 1 is used in the proof of Theorem 1, neither the theorem holds. Hence, the 
Message-Route algorithm is not deadlock free, at least not in the presence of s-chains in 
the network.  

Blocked messages: Error in the algorithm 

The Message-Route algorithm is incomplete and may result in that some messages are 
blocked indefinitely and cannot reach their destinations. A few cases seem to have been 
missed when defining the algorithm. One missed case occurs for a CF message heading 
from north to south on an s-chain. There is only one alternative and that is to proceed in 
clockwise direction.  

This alternative works for messages on a non s-chain proceeding from north to south. It 
can be suspected that the error is a result of a mix-up between the chain types. The other 
case involves both chain types and the problem is related to an RO message not being able 
to leave a chain. As this case is handled properly when a ring is involved, the most 
probable cause is that the correct behavior simply was left out by mistake in the 
description of Chain-Route. 
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4.3 The Corrected Fault‐Tolerant Routing Algorithm 

This section presents our new corrected version of the original algorithm (Chen & Chiu 
1998). This version, published in (Holsmark & Kumar 2007), can be used for routing in 
the presence of regions for reaching all destinations in a deadlock-free manner. For our 
purpose a faulty block described in the original algorithm is equivalent to a region.  

Modifications are proposed in Chain-Route to solve the problems related to routing 
around chains. The solution to avoid deadlock while routing around an s-chain is based 
on the method to route CF messages which are going from north to south at the west 
border of a fault-ring. All messages, except those blocked by the s-chain, are prohibited 
from travelling from south to north on the west border of an s-chain. Other messages are 
forced to first take a west hop before proceeding northwards. This will break the link 
between the EN turn at the s-chain and the NW turn at a fault-ring or chain positioned 
above the s-chain. The necessary corrections to avoid blockage of messages and make the 
routing algorithm complete are also incorporated.  

4.3.1 The Corrected Message-Route Algorithm 

Although corrections apply only to procedure Chain-Route, the full algorithm is given for 
the sake of completeness. As the original algorithm is somewhat unclear in the treatment 
of overlapping fault-rings/chains, a procedure, Overlapped-Ring-Chain-Route, is added to 
resolve this situation. This procedure lists rules of handling this situation as described in 
(Chen & Chiu 1998). The corrections are typed in bold font. We use the terminology of 
the original algorithm. 
 

 

Procedure Message-Route-Modified 
/* Message mg is sent from source S to destination D. C is the current node of the header flit. */ 
if (C is the destination D){ 
 Consume mg; 
else 
 if (current node C is S, and is unsafe) 
  Send mg to an active neighbor; 
 else /* active node */ 
    begin 
  Determine the message type (RF, CF, or RO) of mg; 
  if (C is not on a fault ring or fault chain) 
   Normal-Route(mg); 
  else 
   if (C is on a single fault ring) 
    Ring-Route(mg); 
   else 
    if (C is on a single fault chain) 
     Chain-Route-Modified (mg); 
    else 
     Overlapped-Ring-Chain-Route (mg); 
end; 
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Procedure Normal-Route(mg) 
switch (mg’s type) 
 case (RF message) 
  Use EW channel to forward mg; 
 exit; 
 
 case (CF message) 
  if (mg is NS message) 
   Use NS channel to forward mg; 
  else  
   Use SN channel to forward mg; 
 exit; 
 
 case (RO message) 
  Use WE channel to forward mg;  
 exit; 
end; 

Procedure Overlapped-Ring-Chain-Route (mg) 
if (mg is RO message) 
 Select Ring-Route(mg) or Chain-Route(mg) as used in previous node; 
else  
   switch (mg’s direction) 
  case (EW message) 
   Compare the reference point of the overlapped chains/rings 
   Select Ring-Route (mg) (Chain-Route (mg)) if reference point of ring (chain) was more    
   westwards; 
  exit; 
  
  case (WE message) 
   Compare the reference point of the overlapped chains/rings 
   Select Ring-Route(mg) (Chain-Route(mg)) if reference point of ring (chain) was more  
   eastwards; 
  exit; 
  
  case (SN message) 
   Compare the reference point of the overlapped chains/rings 
   Select Ring-Route(mg) (Chain-Route(mg)) if reference point of ring (chain) was more  
   northwards; 
  exit; 
  
  case (NS message) 
   Compare the reference point of the overlapped chains/rings 
   Select Ring-Route(mg) (Chain-Route(mg)) if reference point of ring (chain) was more  
   southwards; 
  exit; 
end; 
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Procedure Ring-Route(mg) 
switch (mg’s type) 
 case (RF message) 
  if (EW channel is available) 
   Use EW channel to forward mg; 
  else 
   Route mg clockwise; 
 exit; 
 case (CF message) 
  if (mg is SN message) 
   if (C is on the north boundary of the fault ring) 
    Normal-Route(mg); 
   else 
    if (C is on the west boundary of the fault ring and D is in the same column as C) 
     Normal-Route(mg); 
    else 
     if (D is lower than the reference node of the ring) 
      Route mg counter-clockwise; 
     else 
      Route mg clockwise; 
  else /* NS message*/ 
   if (C is on the east or south boundary of the fault ring) 
    Normal-Route(mg); 
   else 
    if (C (including S) is on the west boundary of the ring and EW channel is available) 
     Route mg along EW channel; 
    else 
     Route mg counter-clockwise; 
 exit; 
 case (RO message) 
  if (C is in the same row as D and WE channel is available) 
   Use WE channel to route mg; 
  else 
   Route mg counter-clockwise; 
 exit; 
end; 
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Procedure Chain-Route-Modified (mg) 
 Switch (mg’s type) 
  case (RF message) 
   if (the fault chain is an s-chain) 
    if (EW channel is available) 
     Route mg along EW channel; 
    else 
     Route mg counter-clockwise; 
   else /* not s-chain */ 
    if (C is in the same row as D) 
     Route mg along EW channel; 
    else 
     if (D is higher than C) 
      Route mg counter-clockwise; 
     else 
      Route mg along clockwise direction; 
  exit; 
  case (CF message) 
   if (mg is an NS message) 
    if (the chain is an s-chain) 
/*Correction 1: Reach destinations on west border of s-chain*/ 
     if (C (including S) and D is on the west border of the chain) 
      Route mg along NS channel; 
     else 
      Route mg clockwise; 
    else /* not s-chain */ 
     if (NS channel is available and D is not to the west of C) 
      Route mg along NS channel; 
     else 
      Route mg clockwise; 
   else /* SN message */ 
/*Correction 2: Avoid deadlock when RO makes EN turn at s-chain*/  
    If (the chain is an s-chain) 
     if (C is on the north or east boundary of the chain) 
      Normal-Route(mg); 
     else  
      if (C (including S) is on the west boundary of the ring and EW channel is  
     available) 
       Route mg along EW channel; 
    else /* not s-chain */ 
     if (SN channel is available and D is not to the west of C) 
      Route mg along SN channel; 
     else 
      Route mg counter-clockwise; 
  exit; 
  case (RO message) 
/*Correction 3: Reach destinations located east of chain*/  
   if (C is in the same row as D and WE channel is available) 
    Use WE channel to route mg; 
   else 
    Route mg clockwise; 
  exit; 
end; 
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4.3.2 Discussion on Changes to the Algorithm 

There are three corrections in the procedure Chain-Route. The first correction enables CF 
messages travelling from north to south to reach destinations south of the north-west 
corner of the s-chain. If the current node or the source node is on the west border and the 
destination also is on this border, the message should be routed via the north to south 
channel. This will not violate the proof since no message makes an SW turn on or below 
the east border of an s-chain.  

The second correction is made to avoid the occurrence of a deadlock when making an EN 
turn at the west border of an s-chain. It makes a CF message going from south to north on 
the west border of an s-chain divert one hop west before proceeding north. This will stop 
these messages to use the link immediately below the north-west corner of the s-chain in 
order to prevent this link to be involved in a deadlock. 

The third correction makes it possible for messages to reach destinations located to the 
east of a chain. As previously described, these were unreachable from source nodes at 
certain locations. These messages can now leave a chain using a WE channel when the 
destination row is reached. 

The new procedure, Overlapped-Ring-Chain-Route is added to clarify the routing 
decision when a message is on a node which is part of two rings or a ring and a chain or 
two chains.  

4.3.3 Proof of Deadlock Freedom 

The cause of failure of the original algorithm was found in the proof of Lemma 1 (Chen & 
Chiu 1998), which resulted in a non-valid proof of the main theorem. Both lemmas and 
the theorem are restated here for the modified algorithm. Note that Lemma 1 is more 
general with respect to an EN turn as compared to the corresponding lemma in (Chen & 
Chiu 1998). The new proofs are written in the same style as in the original algorithm. 
Because of the modifications to the algorithm the errors in the original algorithm (Chen 
& Chiu 1998) are removed.  

Lemma 1 Using the Message-Route-Modified algorithm, an EN turn cannot 
be aligned with an NW turn as long as the column segment between the 
turning nodes of the EN and NW turns does not include the east boundary of 
a fault-chain. 

Proof: According to Message-Route-Modified algorithm, an EN turn can only be made in 
four different cases:  

1. An RO message encounters a fault-ring, and makes an EN turn at the south-east corner 
node of the ring.  

2. An SN message encounters a fault-ring, and the destination of the message is lower 
than the reference node of the ring. 

3. A message makes an EN turn at the south-east corner node of a fault-chain. 
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4. An EN turn is made by an RO message on encountering an s-chain.  

The proof for the first three cases for the original Message-Route algorithm given in 
(Chen & Chiu 1998) still holds for the modifications. Therefore, only the fourth case is 
proved here. 

There are only two cases in which an NW turn can be made using Message-Route-
Modified algorithm. In the first case a message is routed around a fault-chain in counter-
clock wise direction and makes an NW turn at the north-east corner of a fault-chain. The 
second case is when a CF message is blocked by a ring.  

According to Lemma 1, it is only necessary to prove that an EN turn made by a message 
blocked by an s-chain does not align with a CF message blocked by a ring. It will be 
proved by contradiction that this situation is not possible. 

Assume now that an EN turn is aligned with an NW turn. Let T1 represent the EN turn 
and T2 represent the NW turn. For the turns to be aligned there must now exist a set of 
messages, m1, m2, ..., mk such that m1, which is an RO message, takes T1, mk takes T2, mi 
waits for mi+1 for all 1 ≤ i ≤ k-1, and the column segment that starts from T1 and continues 
to T2 is a sub-path of the waiting path of the messages. According to Chain-Route-
Modified procedure the turning node of T1 cannot be the north-west corner of the s-
chain in this case. The following shows that T1 and T2 cannot be aligned.  

An NW turn can be made by mk if mk is an SN message and encounters a fault-ring. There 
are two different sub-cases where T2 can be positioned. 

Case 1: The turning node of T2 is no higher than the north-west corner of the s-chain. In 
this case the column channel of T2 is located on the west boundary of the s-chain. Our 
algorithm requires that an SN message, which starts from a source node, located below 
the north-west corner node, on the west boundary of the s-chain, is routed one step to 
the west as long as such channel is available. Recall that two rings/chains can overlap at 
most one channel. Thus, such a channel is available at and below the source node of the 
column channel of T2. Therefore, mk cannot possibly travel through the SN channel of T2. 
Hence, T2 cannot be made by mk. 

Case 2: The turning node of T2 is located higher than the north-west corner of the s-
chain. Consequently, there must exist some message, mi, travelling north through the NS 
channel immediately below and above the north-west corner of the s-chain. Note that m1 
must make NE turn at this node, thus m1 cannot be mi. Actually, any RO must proceed 
east here, hence mi cannot be RO. Neither can mi be an RF message as these must be 
routed east to west in the case considered. Next, assume that mi is a CF message. In this 
case mi must be an SN message but our algorithm requires that an SN message, which 
starts from a source node, below the north-west corner node, on the west boundary of the 
s-chain, is routed one step to the west as long as such channel is available. In the case 
considered such a channel is available below the north-west corner node of the s-chain. 
Therefore mi cannot possibly travel through the SN channel immediately below the 
south-east corner of the s-chain. Hence, the existence of such an mi is not possible. 
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Since the algorithm for the cases covered by the original Lemma 2 in (Chen & Chiu 1998) 
have not been changed in Message-Route-Modified and its proof does have any errors we 
can leave this lemma unchanged. But we restate this lemma for the modified algorithm. 

Lemma 2 Using the Message-Route-Modified algorithm, an ES turn cannot 
be aligned with an SW turn as long as the column segment between the 
turning nodes of the ES and the SW turn does not include the east boundary 
of any fault-chain. 

As Theorem 1 and the original proof in (Chen & Chiu 1998), see Appendix II, are based 
on the validity of these two lemmas we also use them to prove deadlock freedom for the 
Message-Route-Modified algorithm. The proof for the modified algorithm will be 
identical to the proof of corresponding theorem in (Chen & Chiu 1998). 

Theorem 1 Message-Route-Modified algorithm is deadlock free in a 2D mesh. 

The theorem can easily be proved using Lemma 1 and Lemma 2 and following the same 
steps as were followed for the proof of the original Message-Route algorithm.  

4.4 Application Specific Routing  

Most routing algorithm proposals for NoC systems are directly adopted from routing 
algorithms intended for off-chip high performance computer networks. One important 
feature of these algorithms is the ability to support a general communication scenario 
among the connected computers. For example, using the X-Y routing algorithm in a 
regular 2-D mesh makes it possible to guarantee that every node can communicate with 
any other node in the network, while guaranteeing freedom from deadlocks. However, 
the X-Y algorithm does not allow adaptive message routes and is overly restrictive from a 
deadlock point of view.  

It is likely that several NoC systems will exist in the embedded systems domain. An 
important aspect of embedded systems, in contrast to general computer networks, is their 
application specific characteristics. These characteristics can be used for the design of a 
routing algorithm. In (Palesi, Holsmark & Kumar 2006) we proposed a methodology 
called Application Specific Routing Algorithms (APSRA), which utilizes the knowledge 
of actual network traffic. 

4.4.1 Background and Basic Idea 

The worst-case traffic assumption limits the possibilities of adaptive routes. For example, 
allowing full adaptivity, at least in the absence of virtual channels, is not possible even in 
a regular network like the 2-D mesh. Several partially adaptive routing algorithms, (e.g. 
West-First, Odd-Even) have been proposed to increase adaptivity as compared to static 
algorithms like X-Y. These algorithms try to achieve as much (or evenly distributed) 
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adaptivity as possible and still be deadlock free. Note that if the topology changes due to 
designer intervention, as in the case of regions, or faulty routers it is no longer possible to 
use any algorithm that assumes a regular topology.  

When designing a routing algorithm it is possible to use the concept of a CDG (channel 
dependency graph) to prove the property of deadlock freedom. Deadlock-free message 
routing is guaranteed if there are no cycles in the CDG obtained from the routing 
algorithm. But, also the CDG method assumes a worst case communication pattern. In 
order to obtain a cycle-free CDG it is often necessary to remove some adaptivity 
regarding the packet routes. If it is the case that some nodes actually never communicate, 
the CDG is too restricted with respect to adaptivity, since its creation was based on the 
worst case scenario.  

In an embedded system, on the other hand, it is possible that a designer has knowledge 
about which node pairs in a network communicates with each other. This information 
can be used to create an application specific channel dependency graph (ASCDG). The 
ASCDG is based on the same information as the CDG, but also considers information on 
the communicating nodes. The result of the added information is that the ASCDG is 
likely to have fewer cycles than the CDG. In effect, the use of an ASCDG makes it 
possible to allow more adaptivity as compared to a CDG, while still securing freedom 
from deadlocks.  

4.4.2 Definitions and Proof of Deadlock  Freedom 

In order to correctly perform message routing in a network, APSRA generated routing 
tables should guarantee that communication in the network can be performed without 
possibilities of deadlock. This subsection describes the theorethical foundation upon 
which this property is built. 

Definition 1 A network is modeled by a graph T=(P,L) where each vertex 
p∈P is a network (router-) node and each directed arc lij∈L, represents a 
unidirectional link connecting node pi with node pj. Let out(p) / in(p) represent 
the set of output links / input links of a node p respectively, and let src(l) / 
dst(l) represent the source / destination nodes of a link l respectively. 

Definition 2 A routing function for a node p∈P is a function R(p): 
Lin(p)×P→℘(Lout(p)). R(p)(l,q) gives the set of output channels of node p that 
can be used to send a message received from the input channel l and whose 
destination is q∈P. 

Definition 3 Given a communication graph CG(T,C), a topology graph 
TG(P,L), a mapping function M: T→P and a routing function R, there is an 
application specific direct dependency from li ∈L to lj ∈L iff  

     dst(li) = src(lj),    (1) 
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and 

    c∈ C: lj∈ R(dst(li))(li,M(dst(c)))   (2) 

Condition (1) states that there exists a possibility for a message to use lj 
immediately after li. Condition (2) states that there exists a communication 
that can actually use lj immediately after li.  

Definition 4 An application specific channel dependency graph for a given 
communication graph CG, a topology graph TG, and a routing function R, is a 
directed graph ASCDG(L,D). The vertices of ASCDG are the channels of TG. 
The arcs of ASCDG are the pair of channels (li,lj) such that there is an 
application specific direct dependency from li to lj. 

The routing tables produced by APSRA implement the routing function. In the current 
APSRA version, this is initially assumed to be a minimal fully adaptive routing algorithm. 
This means that all shortest path routes that exist between sources and destinations, as a 
result of mapped tasks, are available for message transportation. By applying the routing 
function (Definition 2) it is possible to find the application specific direct dependencies 
(Definition 3). The ASCDG (Definition 4) is built by connecting links using application 
specific direct dependencies. 

The final routing function is restricted if cycles need to be removed from the ASCDG. 
Since the routing tables implement restrictions on communication according to the 
ASCDG, we need to prove that an acyclic ASCDG results in deadlock-free 
communication.  In (Palesi, Holsmark & Kumar 2006) we proved the following theorem. 

Theorem 1 A routing function R for a topology graph TG and for a 
communication graph CG is deadlock free if there is no cycle in its application 
specific channel dependency graph ASCDG. 

Since an acyclic ASCDG has the same significance as an acyclic CDG, the proof is almost 
identical to the proof for deadlock freedom in (Duato 1993). It is based on the possibility 
of numbering channels in decreasing order, where a minimal of such channel order is a 
sink.  

Proof: As the ASCDG is acyclic, it is possible to establish an order between the channels 
of L. Suppose that there is a deadlocked configuration for R. Let li be a channel of L with a 
nonempty queue such that there are no channels less than li with a nonempty queue. The 
following two cases are possible: 

Case 1: li is a minimal. In this case, as proved in (Duato 1993), li is a sink, i.e. a channel 
such that all the flits that enter on it reach the destination in a single hop. Then, the flit at 
the queue head can reach its destination in a single hop and there is no deadlock. 
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Case 2: li is not a minimal. For each lj ∈ L such that li > lj, there are no flits in the queue for 
channel lj. Thus, the flit at the head of the queue for li is not blocked, regardless of 
whether it is a header or a data flit, and therefore, there is no deadlock. 

 

4.5 APSRA Methodology for Design of Routing Algorithms 

The objective of the APSRA methodology is to design deadlock-free routing algorithms 
that consider only the actual communication among nodes in a network. By doing this, 
less routing restrictions need to be applied as compared to the routing algorithms 
designed by assuming worst case traffic.  

4.5.1 Overview of the APSRA Design Flow 

Figure 4-7 shows an overview of the design flow for designing routing algorithms using 
the APSRA methodology. The inputs of the design process are information about 
communication among tasks and the network topology. The tasks are then mapped (Map) 
to resources in the network. The mapping result, i.e. information about which network 
resources the tasks are assigned to, is fed into the APSRA algorithm.  

 
Figure 4-7: Overview of APSRA design methodology 

The APSRA algorithm produces routing tables that can be programmed into the network 
routers. Optionally, information about communication concurrency can be used in 
APSRA to further optimize the produced routing algorithm (Palesi et al. 2007). Generally, 
tables generated by APSRA require one entry per destination node in each router (or each 
input if multiple tables are used). However, it is possible to reduce the size of routing 
tables by using an optional compression technique described in (Palesi et al. 2006).  
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The internal tasks that the APSRA function performs are depicted in Figure 4-8. The 
mapping result is first used to create the ASCDG. The initial ASCDG is currently built by 
assuming a minimal fully adaptive routing function.  If the ASCDG does not contain any 
cycles, routing tables can immediately be produced. In this case all actual 
communications are allowed minimal fully adaptive routing.  

In the case that cycles are found in the ASCDG, these have to be removed. This means 
that one or more routes have to be restricted in terms of adaptivity.  The current method 
to select which routes should be removed is guided by an objective to maximize average 
adaptivity of all communications in the network. After a cycle-free ASCDG is created, the 
routing tables can be produced. The produced tables disallow some minimal routes which 
could have been available if the routing function was fully adaptive.  

 
Figure 4-8: Overview of APSRA tool functionality 

4.5.2 The APSRA Algorithm 

The main algorithm for implementing APSRA is shown in Figure 4-9. The input of the 
APSRA algorithm is a communication graph CG, a topology graph TG and a mapping 
function M. The output is a set of routing tables RT. First, the routing algorithm R is 
assigned a minimal fully adaptive routing algorithm based on the current CG, TG and M. 
Then the initial ASCDG is created in procedure BuildASCDG. GetCycles extracts cycles 
in the ASCDG. If there are cycles, these have to be removed. This is the task of procedure 
RemoveCycles. If cycles are successfully removed, routing tables are extracted. If not 
successful, the empty set is returned. 

The execution time of the APSRA algorithm depends mainly on network size and the 
number of communications. The BuildASCDG procedure needs to annotate all minimal 
paths for each source destination pair. For an NXN mesh and worst-case traffic, the 
complexity of this task is O(2n). Therefore, the execution time of BuildASCDG may be 
infeasible for large networks if the distances of several communications are large. In real 
systems though, such extreme conditions are unlikely. Usually, mapping of tasks results in 
placement of the most frequently communicating peers close to each other (Ogras & 
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Marculescu 2006). If the problem still exists, a practical solution could be to consider only 
a subset of the minimal paths for long distance communications.   

 
Figure 4-9: APSRA implementation algorithm 

The procedure RemoveCycles tries to remove cycles formed in the ASCDG. The task of 
removing cycles in the ASCDG involves decisions on which cycle should be removed first 
and which of the dependencies that forms a cycle should be broken. The strategy for 
selecting which cycles to remove is determined by the designer. Random selection can, 
for example, be used if no specific objective exists. In the basic APSRA, RemoveCycles 
cuts cycles such that the loss of adaptivity is minimized. An important constraint during 
cycle removal is that there exists at least one path for each source destination pair.  

As cycles may be inter-dependent, the order in which cycles are cut may affect the 
quality of the solution. In the basic implementation, order is not considered. Instead, 
backtracking and depth-first search of removing sequences are used. As shown in the 
adaptivity analysis in (Palesi, Holsmark & Kumar 2006), this method produces fast 
solutions under the communication scenarios and mesh sizes considered. But the time 
complexity of this procedure grows exponentially with the size of the network.  

4.5.3 APSRA through an Example  

An example of the functionality and result of APSRA is illustrated in Figure 4-10. The 
APSRA design flow is enclosed by dotted lines. The figure shows each of the basic design 
components related to APSRA: 

Inputs: Topology and Communication graphs 

Outputs: CDG, Initial ASCDG and Final ASCDG 

The basic channel dependency graph (CDG) is obtained from the topology, under the 
assumption of worst-case traffic. As can be seen, the CDG contains two cycles which have 
to be removed to secure freedom from deadlocks.  
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In the APSRA flow, information about the actual communication among the tasks is 
captured by a communication graph. This knowledge is combined with the topology to 
create the initial application specific channel dependency graph (ASCDG).  

  
Figure 4-10: Example: topology, communication and ASCDG 

Assume that the five tasks are mapped to a resource with the same number, i.e. M(T(i)) = 
P(i). Let resource P2 be connected to the upper rightmost router R3. The links (vertices of 
the CDG) are numbered such that a link lij is an output link of node Ri and an input link 
of node Rj.  

One of the two cycles in the CDG is not present in the initial ASCDG as a result of 
absence of actual communication. The arc between l41 and l12 does not exist since there is 
no communication from resource P3 (or R4) to resource P2 (or R3).  

Compared to the basic CDG this means that only one cycle has to be removed to 
guarantee freedom from deadlocks. As a result, the actual communication can be 
performed with higher degree of adaptivity as compared to cutting two cycles.  

Let us now look at the remaining cycle. The arc from l63 to l32 is a result of the 
communication T5 to T1. This communication can also be performed by the links l65 to l54 

to l41. Therefore, we can cut l63 to l32 and still be able to route the desired communications. 
The price to pay in this case is the loss of adaptivity for communication T5 to T1, which is 
now constrained to use only one path.  
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4.5.4 Cycle Removal in ASCDG: Objective Function  

Although the ASCDG in most cases contains fewer cycles than the corresponding CDG, 
the remaining cycles have to be removed in order to obtain a deadlock-free routing 
solution. There are several options to guide the selection of cycles to remove, for example: 

• Maximization of adaptivity 

• Static route planning 

• Load balancing 

In the basic version of APSRA, the objective is set for maximizing adaptivity of messages 
travelling in a network. If a non-adaptive routing algorithm is preferred, APSRA can be 
used to select fixed paths for messages, with the objective to achieve a balanced traffic 
distribution. If the required communication volumes are known, it could be used to 
further refine the path selection in design of adaptive routing algorithms (see for example 
(Palesi et al. 2008). 

Definition of adaptivity 

Adaptivity is a term that indicates the number of paths available for communication. A 
static routing algorithm provides only a single path for each source-destination pair and it 
is therefore non-adaptive. Adaptivity α(c) for a communication c is defined as 

 

where Φ(c) represents the number of permissible paths for c and TMP(c) represents the 
total number of minimal paths. The average adaptivity α over all communications is 
calculated by 

1
 

Cutting cycles by minimizing loss of adaptivity 

The technique we proposed in (Palesi, Holsmark & Kumar 2006) cuts cycles by trying to 
minimize the loss of adaptivity. The initial ASCDG is obtained by applying a fully 
adaptive minimal routing algorithm for all communication among tasks in a system. 
Every edge in this ASCDG is a channel dependency, caused by message routes traversing 
two consecutive channels.  

When a dependency is removed there will be a reduced number of message paths for the 
affected communications. In effect, the removal of some dependency in a cycle impacts 
on both the individual adaptivity α(c) for an affected source destination pair, as well as on 
the average adaptivity α for all communications.  

Let Φd(c) be the paths removed for communication c by cutting dependency d. Then the 
resulting adaptivity for c is reduced to αd(c) 
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α c  

Given all communications affected by d the reduced adaptivity is αd 

α
1 1

 

In order to maximize adaptivity, the difference α-αd should be minimized. Then the edge 
to be removed is the one that minimizes the quantity 

min
1

 

In other words, the dependency that minimizes the lost adaptivity should be selected by 
considering that each dependency is weighed by the adaptivity of the communications 
which use it. An important restriction during the procedure of removing cycles is that 
there should still remain at least one path between each source-destination pair. Note that 
some communications may actually only have a single path. 

The current version to cut dependencies considers one arbitrary cycle at a time and 
produces a locally optimal solution i.e. minimal loss of adaptivity, with respect to this 
single cycle. However, it is not necessary that the overall adaptivity is maximized by 
trying to maximize the adaptivity considering a single cycle. This is because the removal 
of a dependency can affect more than a single cycle.  

Also the constraint that all destinations must be reachable is affected by the order that 
dependencies are cut. Consequently, to produce a globally optimal routable solution, one 
need to consider all cycle-dependencies and all the possible orders these can be cut. 
Therefore, the worst case time complexity of this task is exponential. 

4.6 Extensions to APSRA 

This section briefly describes ways to extend the basic APSRA methodology. Some 
improvements to the original approach have already been published. These are mainly 
regarding optimizations to improve communication adaptivity and resource 
requirements. Ideas on adapting APSRA to another concept for deadlock-free 
communication are also discussed.       

4.6.1 Communication Concurrency  

As mentioned in previous sections, the APSRA methodology can be further optimized by 
considering the concurrency of task communication in a system. The basic idea, 
elaborated in (Palesi et al. 2007), is that only communications which are concurrently 



Two Routing Algorithms for NoC with Regions 

71 
 

active can form application specific dependencies. The communication graph is divided 
into communication scenarios with communications that are concurrently active. Each of 
these scenarios contains fewer communications as compared to the initial communication 
graph.  

Every communication scenario results in a separate ASCDG that, as a result of fewer 
communications, is less likely to contain cycles. Therefore, higher degrees of adaptivity 
can be achieved, since fewer cycles means less restrictions of adaptivity. It should be 
noted that this optimization comes with some important implementation issues. There 
may be considerably large overhead to synchronize communication scenarios among 
routers in the network. For example, one key requirement is that the transition time from 
one communication scenario to the next needs to be long enough, such that all initiated 
communications related to the first scenario can reach their destinations.   

4.6.2 Table Compression 

One disadvantage of the basic APSRA methodology is the requirement of a table-based 
implementation, where the table size is dependent on the number of nodes (destinations) 
in the network. This is because each communication through a router must have its 
destination in an entry of the router table. However, the size of router tables can be 
compressed by exploiting information about network topology. For example, in (Palesi et 
al. 2006) we showed that a table size of two entries for each output port can in some cases 
provide performance results within 3% of the performance using an uncompressed table. 

4.6.3 A Potential Methodological Change to APSRA  

APSRA can be adapted to other frameworks to design deadlock-free routing algorithms. 
A known limitation with CDGs is that they are overly restrictive from a deadlock point of 
view.  

In some situations, a cycle in a CDG can never result in deadlock due to the presence of 
escape paths. This is identified in (Jayasimha et al. 1996), where a less restricted CWG 
(channel wait for graph) is proposed for design of deadlock-free routing algorithms. 
Instead of recognizing dependencies between possible channel usages, as the CDG, the 
CWG is based on dependencies where a message actually can be blocked indefinitely by 
other messages.  

ASCDGs are indirectly based on channel dependencies, since application specific 
dependencies are identified as potential communications traversing consecutive channels. 
Therefore, like CDGs, ASCDGs also impose more restrictions than necessary to guarantee 
freedom from deadlocks. To demonstrate that a routing algorithm can be deadlock free 
even though there are cycles in the ASCDG, consider the topology and communication 
graph in Figure 4-11.  

For simplicity, assume that each task is mapped to a resource with the same index. The 
resulting ASCDG contains two cycles. According to the channel dependency based 
APSRA methodology both of these cycles have to be removed. However, looking at the 
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ASCDG and the dependency from l45 to l52, this is due to a communication that starts from 
node 4 and ends at node 3. But the communication from node 4 to node 3 can take the 
route to node 6 instead of node 2, if it is blocked by the communication from node 5 to 
node 1, at node 5. 

  
 

Figure 4-11: Example with two cycles ASCDG 

Therefore, the ASCDG contains a cycle which cannot result in a deadlock. Since an 
escape path is provided, this would not result in a cycle if the application specific 
dependencies were based on waiting dependencies, like the CWG, rather than channel 
dependencies as the CDG.  

Note that the assumption for the traffic to be deadlock free in the CWG context, is that an 
input buffer in a node must be empty before accepting a new message header. This 
condition is also necessary in Duato’s methodology for deadlock freedom using virtual 
channels. Without this assumption, in the above example, a message from node 4 to node 
3 can be indefinitely blocked behind a message from node 5 to node 1, in the input buffer 
of node 2, with no possibility to continue to node 3. 

4.7 Discussion 

This chapter has described two different approaches for routing in partially regular 2-D 
mesh topology NoC. Usage of these routing algorithms is not limited to on-chip networks, 
although the motivation to find feasible routing solutions was driven by the variability in 
size of the on-chip resources. The fault-tolerant routing algorithm was initially not 
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thought for on-chip networks. Therefore, the application of the improved version of this 
fault-tolerant algorithm naturally extends to larger scale networks.  

APSRA, on the other hand, is directly developed with NoC in mind. NoC, as compared to 
larger computer networks, are more likely to be used in embedded systems that are 
optimized for specific applications. Nevertheless, the ideas may also be applicable to 
larger scale networks where some degrees of specialization exist, due to specific 
communication patterns.  

One advantage of the fault-tolerant algorithm is its ability to tolerate faults in a network. 
The importance of this feature may grow as a result of decreasing yield in the chip 
manufacturing process. In this respect, APSRA generated algorithms do not immediately 
point towards higher fault-tolerance. But, considering static faults detected after the 
manufacturing process but prior to network configuration, APSRA can also help to utilize 
partly faulty chips by providing a larger number of paths as compared to a non APSRA 
solution. This direction has been explored by (Frazzetta et al. 2008).  

 

 





 

 

5 

Effect of Regions on Network 

Performance 

Insertion of regions in a regular network in effect transforms it into a partially regular 
structure, since some routers and links need to be removed for allowing adequate area to 
oversized resources. The irregularities are likely to affect the communication performance 
provided by the network. One important effect of regions is that some messages are 
forced to use relatively longer routes to circumvent a region. In addition, routing 
algorithms for regular topologies cannot be used or arbitrarily modified for NoC with 
regions. Routing restrictions must be carefully arranged such that connectivity and 
deadlock freedom is secured in spite of region blockages. Therefore can routing 
algorithms which are applicable for NoC with regions, provide different routes than 
routing algorithms for regular mesh NoC. This difference can in turn influence the 
achievable network performance.  

Communication performance is not only affected by the obstructive nature of a region. A 
region, as mentioned in Chapter 3, has the possibility to use several network routers as 
access-points to the surrounding network. This chapter evaluates through network 
simulations, the performance impact of incorporating regions of different sizes in various 
positions in a network. It also studies the effect of single versus multiple access points.  



Chapter 5  

76 
 

5.1 Design Space for NoC with Regions 

Although the shape of a region is assumed to be rectangular, other parameters like size, 
position and access-points may influence traffic in different ways. An efficient routing 
algorithm is important for communication performance. Still, it is quite possible that 
routing performance can differ due to combined effects of region parameters and routing 
algorithm.  

An apparent effect of including a larger sized region in a 2-D mesh is the immediate 
impact on network traffic. Two important adverse effects are the following: 

• Increased route length due to region circumvention 

• Congestion on region boundary 

The evaluations in this chapter study a small part of the design space; the effect of 
blockage that a region imposes on network traffic. Several set-ups with different region 
parameters are simulated to get an overall view of the region blockage effect. The 
improved fault-tolerant routing algorithm presented in Chapter 4 is used in the 
evaluations. The main work in this chapter is based on material from (Holsmark & Kumar 
2005).   

5.2 Evaluation Method 

5.2.1 Simulator Parameters 

A simulation model of a 7X7 mesh topology NoC with regions was developed using 
Telelogic's (now IBM Rational) SDL (Specification and Description Language) tool. The 
minimal node number of both the row and column dimensions, (Row, Col) = (1, 1), are 
located at the northwest corner of the network. Regions in a network are defined by the 
coordinates (Row, Col; Row, Col) of the northwest corner node and southeast corner 
node (northwest; southeast).  

The model implements wormhole switching with a packet size of 10 flits. Each router is 
equipped with a one flit input buffer, similar to (Chen & Chiu 1998). There is minimal 
delay from the input of one router to the input of a neighboring router of three clock-
cycles, and a maximum link bandwidth of 0.5 flits/clock-cycle.  

The flits in a packet are sent in a burst at a rate equal to the link bandwidth and the time-
gap between the packets follow a Poisson distribution with λ=8. In all simulations, 
packets are generated during 200000 clock-cycles with warm-up duration of 50000 clock-
cycles. The destinations for generated packets are uniform randomly distributed over the 
network.  
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5.2.2 Performance Parameters 

Performance results for each simulation are presented with respect to offered load 
(injected traffic). Note that offered load for all results is given as a fraction of the capacity 
for a regular 2-D mesh network. The following parameters are used to study the 
performance on the NoC platform: 

Average Latency (Flit): The average transmission delay of a flit from a source to a 
destination. This gives an overall view of how the performance in the network is 
affected by changes in network configuration and offered load. 

Switched Flits/Router: The total number of flits that were switched by each router 
during a simulation. These values give an indication of the traffic distribution in the 
network.  

Blocked Routing Cycles/Router: The total number of routing cycles during which flits 
were blocked by other traffic in a router. This can give information of where the 
network is most congested. 

The average latency at low load can be expected to be close to the average zero load 
latency. Average zero load latency can be estimated by considering the average number of 
hops over all packets sent during a simulation.  

As shown in Appendix I, the average number of hops , in a mesh network of  rows 
and  columns with uniformly distributed traffic destinations is  /3. 
Adding one extra hop for the source router gives the average number of router hops 

 1. 

Then a packet header on average traverses  routers with router delay  time units. As 
latencies in the simulations are collected for each flit, all flits will have the same latency 
as the header. The average zero load flit latency   can then be estimated by:  

   3 1  

Considering the simulation platform parameters: 1 5,33,  3 

 3 5,33 16 

Thus, the average zero load flit latency is 16. Since there is an additional delay of 2 time 
units in the output buffer of the resource, the minimum average zero load flit latency is 
increased to 18.  

This value is a statistical lower bound for latency of uniform traffic and should be close to 
simulation results at low network load.  
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5.3 Effect of Placement and Size 

5.3.1 Effect of Region Size on Latency and Congestion 

The first experiments compare the performance of a network with and without a region. 
Performance values are obtained for four cases using the modified Chen and Chiu 
algorithm given in Chapter 4: 

1. Network without region: Find the average latency in a region free (fault-free) 
network. The fault tolerant mode of the routing algorithm is not activated in this case.   

2. Network with blocking region: Find the average latency in a network where 
resources, routers and links covered by a region are inactive. This case activates the 
fault tolerant mode of the routing algorithm.  

3. Network with non-blocking region: Find the average latency in a network where 
only resources covered by a region are inactive. However all routers and links are 
active. Therefore, similar to Case 1, this case does not activate the fault tolerant mode. 
But, as resources are inactive, the traffic generation properties are equal to Case 2. This 
case shows region routing performance with similar traffic generation conditions as in a 
regular network.  

4. Increased size of blocking region: Find the average latency when increasing the size 
of the blocking region described in Case 2. 

The 7X7 network set-ups are shown in Figure 5-1. Figure 5-1(a) illustrates Case 3 where 4 
resources (middle of the network with dashed lines around the 4 tiles) covered by a 
region at position (3,3;5,5) are inactive but the routers are non-blocking.  

 

(a)     (b) 
Figure 5-1: Network configuration for region effect experiment: (a) 

non-blocking region and (b) configurations of blocking region 

Position (3,3;5,5) is also used for simulations of the same sized blocking region. Figure 5-
1(b) illustrates the configurations where the blocking region is increased to sizes 3X3 and 
4X4, with corner coordinates (3,3;6,6) and (2,2;6,6) respectively.   
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Figure 5-2: Average latency with and without region in NoC 

Simulation results in Figure 5-2 show that the average latency without region and with 
the non-blocking region is quite similar, where the non-blocking region case gives 
slightly higher latency at moderate loads. This higher latency is a result of increased 
average distance, due to the disabled resources in the centre. At higher loads the lower 
numbers of active resources instead seem to result in less congestion and thus, relatively 
lower latency. In the blocking region simulations, the latency is noticeably higher since 
messages have to take longer routes to pass around the region. As can be seen, the latency 
increases with region size. Sensitivity to load also grows with size and it is not possible to 
handle more than 20% load for a NoC with one 4X4 region positioned according to Figure 
5-1(b).  

 
Figure 5-3: Switched packets by routers in the network at 20% load 
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To further investigate traffic behavior, a study on the switching activity of network 
routers was performed. The study was made by summing up the number of switched flits 
for each router during one simulation run. The results shown in Figure 5-3 are obtained 
from a simulation at 20% load with a region inserted at position in centre (3,3;5,5).  

It can be seen that corners of the network are least used and that the major switching 
activity is performed by routers located around the crossing of the fifth row and second 
column of the network. There are two main properties in the routing algorithm that can 
explain this. One is that there is a bias in the routing algorithm which induces more 
traffic to the west of the network. The other is that the region activates the fault-
tolerance mode of the algorithm, which in this case makes more packets to travel through 
the column which is one step to the west of its west edge. More traffic on the south 
border of the region is caused by the rule that all RO (row-only) packets have to pass on 
this row. 

The effect of the region is even more evident in Figure 5-4. Instead of switched flits in 
routers, this figure captures the number of routing cycles/router when flits were blocked.  
As seen in Figure 5-4, most packets have been blocked in router (3, 2). The reason is that 
all packets, which are affected by the region on the north border and heading south, will 
have to use this for turning to south. Router (3, 3) is also quite blocked because packets 
heading south have to go west here coming from the north border. The other heavily 
blocked routers are the ones on the south border as a result of all RO and northbound CF 
(column first) messages traversing these routes. 
 

 
 

Figure 5-4: Blocked routing cycles in routers in the network at 20% 
load 

1 2 3 4 5 6 7

1
2

3
4

5
6

7

0
10000

20000

30000

40000

50000

Blocked 
routing 
cycles

Column

Row



Effect of Regions on Network Performance 

81 
 

To summarize the results, it is clear that increased region size results in worse packet 
latencies. The analysis of blocked packets reveals that the routing algorithm produce un-
even distribution of congestion, both with respect to routes on the region border as well 
as normal routes. This effect has negative impact on network performance.  

5.3.2 Effect of Region Position on Latency  

The evaluations in this section study the effect of region position with respect to latency. 
Figure 5-5(a) gives the set-up for a 2X2 region, initially placed with northwest corner at 
row three, column zero (crossing the west side of the NoC). The region is then moved 
from the left side of the NoC to the east side, as shown by the arrow in Figure 5-5(a). 
Note that the west-most region blocks fewer routers, as a result of the placement of 
resources.  

Figure 5-6 shows the simulation results with load from 5 % up to 25 %. Note that the x-
axis indicates the column position of the northwest corner of the region. A similar pattern 
can be recognized for all load values, in that the worst position from latency point of view 
is when the northwest corner is in the second column. The latency is also strongly 
affected by increased load, especially in this position. While latency is moderate in all 
other positions at 25 % load, at this position it becomes extremely high.  

Again, this is due to the biased behavior of the routing algorithm which causes more 
congestion towards the west part of both the network and the region. The exception is in 
this case the west-most region that has the lowest latency. This is natural though, since it 
blocks fewer routes as compared to the other positions. 

 

(a)     (b)  
Figure 5-5: Set-ups for (a) horizontal and (b) vertical shift of position 

for 2X2 region 

As illustrated in Figure 5-5(b), a similar experiment was made by shifting a region of the 
same size in vertical position. The results in Figure 5-7 show that the highest latency is 
obtained with a region in the central position with decreasing values towards the edges.  
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Figure 5-6: Latency for positions of horizontal shift of 2X2 region 
 

 
 

Figure 5-7: Latency for positions of vertical shift of 2X2 region 

Considering all set-ups in Figure 5-5, the best position of a region seems to be towards 
northeast or southeast in the network. As the routes of the algorithm are biased towards 
west, both in the normal mode and in the fault tolerant mode, this conclusion seems 
logical.  
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5.3.3 Effect of Region Orientation on Latency 

Figure 5-8 illustrates the set-ups for experiments on orientation of a region with a size of 
eight tiles. Latency results from these configurations, together with results from previous 
region configurations, are given in Figure 5-9.  

 

 
 

Figure 5-8: Non-square regions used in evaluation of orientation 

It can be seen that the region with position (2,3;6,5) has higher latency than the region 
with position (3,3;5,5) but lower latency as compared to the largest region with position 
(2,2;6,6). Interestingly, the worst latency is found for the right-hand configuration in 
Figure 5-8 (3,2;5,6), which though it is smaller than (2,2;6,6) in Figure 5-1(b), actually 
results in higher latency at higher load than 5 %.  

The reason for this behavior can be that the network is getting congested earlier because 
of the larger number of senders that generate packets in this case. When the network is 
less congested, latency is more reflecting the shorter distance every packet has to travel.  

 
Figure 5-9: Latency comparison with non-square regions 
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The orientation experiment clearly shows the impact of the biased congestion from the 
routing algorithm. Results with the region more aligned towards the most congested side 
(3,2;5,6) of the network show significantly higher latency as compared to results with the 
other region orientation (2,3;6,5).   

5.3.4 Effect of Multiple Regions on Latency 

A final evaluation was made to study the scaling effect of placing multiple 2X2 regions in 
the network as illustrated in Figure 5-10. The positions of regions were mainly selected 
on the basis of the following two criterions: 

• No effect between regions – regions should be distributed in the network  

• Mixed effects of routing algorithm - regions at both “good” and “bad” positions 

It can be seen in Figure 5-11 that the average latency with these three regions is just a 
little more than with one region at position (3,4;5,6). One circumstance can explain the 
modest effect on latency when increasing the number of regions. There are fewer senders 
in the case of multiple regions, which results in reduced amounts of network traffic and 
consequently lower probability of congestion.  

 
 

Figure 5-10: Position of multiple regions 

An interesting observation in Figure 5-11 is that a single region at position (6,3;8,5) has 
almost no adverse effect on performance as compared to a region-free network. 

In all, we find that multiple regions, in this limited evaluation, do not have a large effect 
on network performance. Instead, results indicate that latency is largely determined by 
the worst positioned region. This is assuming that regions are spaced with adequate 
distances with respect to each other. 
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Figure 5-11: Latency comparison with multiple regions 

5.4 Effect of Different Number of Access Points 

Whereas normal sized resources are connected to only one router, regions can be 
connected to several access points due to their large size. In this section, the same routing 
algorithm and simulator as in the previous section, is used for a study on region access 
performance. Two different configurations of access points for a region of four slots, at 
position (3,3;5,5) are compared.  

The set-ups are shown in Figure 5-12, where (a) illustrates the case of using the upper 
right corner router as a single access point, and (b) shows the configuration where 4 
routers are used as access points (one router on each side). 

 
     (a)            (b)             

Figure 5-12:  (a) Single access point for region and (b) multiple access 
points for region 

Figure 5-13 gives the simulation results for these two cases plus, for reference, latency for 
a case without regions. Results indicate that using one access point on each side, results in 
about 5-15% lower latency, for load values stretching from 5-20%. This configuration also 
reaches the saturation point later. Because the region obstructs traffic passing through it, 
none of the region cases can match the case without region.  

Effect of multiple regions in 7*7 NoC

18

23

28

33

38

43

48

5 10 15 20 25 30 35 40

Offered traffic (% of capacity)

La
te

nc
y 

(c
yc

le
s)

No Region

Regions (3,1;5,2)(6,3;8,5)(3,4;5,6)

Region (6,3;8,5)

Region (3,1;5,2)

Region (3,4;5,6)



Chapter 5  

86 
 

The reason for the higher performance using several access points is that the average 
distance is shorter between the sources and destinations in the network. This is because 
packets emitted from, or destined to the region do not have to circumvent it to reach the 
access point. Considering larger regions with relatively longer distances to a single access-
point, it is likely that the advantage of using multiple access points will be even greater.  

 
Figure 5-13: Number of access points effect on latency 

The enhancement in performance using multiple access points comes at some cost. 
Routing protocols for regions with multiple access points will require extra bits to decide 
whether a packet is to be delivered to the access point of a region or a regular resource. 
This overhead depends on the number of access points. Multiple access points may also 
result in additional hardware in the region, for multiplexing and buffering data received 
through various physical access ports and for resolving conflicts. Extra hardware may also 
be required for de-multiplexing and distributing the messages leaving the region through 
different access points. 

5.5 Discussion and Conclusions 

This chapter evaluated the effect of regions on network performance, both with respect 
to different region configurations as well as in comparison with a regular network. The 
region concept allows for more efficient resource usage in mesh topology NoC 
architectures. But as expected, simulation results show that a region has a negative impact 
on communication performance.  

Results indicate that the routing algorithm has a significant influence on communication 
efficiency. One effect is the bias of the routing algorithm in normal mode, which utilizes 
relatively more routing resources towards the west side of a mesh network. Another 
effect stems from the fault tolerant mode, which distributes more traffic to the west edge 
of a region. Still, by studying cases where the algorithm effect is similar, like vertical shift, 
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we see that position and size of regions affect average latency. Worse results are obtained 
for the larger or the more centralized a region is. The experiment of multiple regions 
shows that it is possible to position multiple large-sized cores, without affecting 
performance drastically.  

Considering both region parameters and routing algorithm impact, the optimal position of 
a region is likely to be to the northeast or southeast corners of a network. Some results 
even show that the adverse effects of a region at certain positions are very small. Results 
also indicate that use of multiple access-points to regions can help general network 
communication performance. However, there is some extra hardware and protocol cost as 
a result of the increased routing complexity. 

We will show further in the next chapter that the choice of routing algorithm 
significantly affects the performance in a NoC with regions. We expect that the 
conclusion about size and access-points will hold for also other algorithms. The 
conclusions on shape and placement may though vary, depending on the employed 
routing algorithm. 

 





 

 

6 

Comparative Evaluation of Two 

Routing Algorithms  

As discussed in previous chapters, it is quite possible that different routing algorithms 
vary significantly in lower level functionality, even if they are developed for identical 
network structures. The difference in functionality is often related to specific objectives 
with each algorithm. In many cases, the objectives imply requirements that have a 
negative impact on network performance. For example, Chapter 5 showed that the 
intricate combination of fault tolerance objectives and deadlock freedom requirements, in 
the case of Chen and Chiu’s routing algorithm, led to highly congested routes, especially 
in NoC with regions.  

This chapter compares the improved version of Chen and Chiu’s algorithm with a routing 
algorithm developed using the APSRA methodology. Though the algorithms are very 
different in many aspects, one important property is the same; they do not employ virtual 
channels to achieve deadlock freedom.  

The two routing algorithms are evaluated for various instances of a mesh network with 
regions. The study includes analysis of adaptivity and how it is affected by different sizes 
and placement of regions. Routing performance is estimated by network simulations 
using both synthetic and application based traffic patterns.  
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6.1 Evaluation Method and Objectives 

Over the years, routing algorithms have been evaluated and compared in numerous ways. 
A common approach when comparing algorithms is to utilize different network models. 
One type of models is the synthetic, which have no direct relation to a real system. Still, 
their general properties make them useful when analyzing and comparing the behaviour 
of different algorithms. Application models, on the other hand, are more close to real 
systems. But, since a specific system is modelled, the generality of the results are naturally 
quite low.  

In this chapter, APSRA and Chen and Chiu’s routing algorithm are compared using both 
synthetic and application based traffic patterns. The synthetic evaluations include both 
analysis of adaptivity and network simulations. The application based evaluation is 
performed by simulating a communication pattern from a multimedia application 
described in (Srinivasan & Chatha 2006).  

This chapter is based on work published in (Holsmark et al. 2006) and (Holsmark et al. 
2008). 

6.2 Synthetic Network Model  

The synthetic models assume that a region is an active resource that emits and receives 
messages. Four cases of a 7X7 NoC with a 2X2 region are considered in the evaluations:  

• Center, 4AP: Centrally placed region with four access points  

• Center, 1AP: Centrally placed region with one accesss point  

• BL, 3AP : Bottom left corner placed region with three access points  

• BL, 1AP: Bottom left corner placed region with one access point 

 
(a)     (b) 

Figure 6-1: Center region with (a) four access points and (b) one 
access point  
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Figure 6-1 illustrates the two cases with a centrally placed region. Figure 6-1(a) shows the 
four access point scenario, where one node on each side is used as access point. Figure 6-
1(b) illustrate the set-up with a single access point. Figure 6-2 gives the two network set-
ups with the bottom left corner region. The region shown in Figure 6-2(a) uses three 
access points, which in this case is the maximum number of access points available. The 
configuration shown in Figure 6-2(b) utilizes one access point at the top right corner, 
which is the same relative position of the region as in Figure 6-1(b). 

 
(a)     (b) 

Figure 6-2: Bottom left region with (a) three access points and (b) one 
access point  

6.3 Adaptivity Analysis 

An adaptive routing algorithm may return several possible paths from a source node to a 
destination node. The extent to which a routing algorithm provides multiple paths for all 
network communications can be captured by analyzing adaptivity or degree of 
adaptiveness. The definintion of adaptiveness that is used in this section is given in 
Chapter 4. In short, it is defined as the average of the degree of adaptiveness of all 
communicating pairs. For a given source destination pair, the degree of adaptiveness is 
defined as the ratio between the number of allowed paths and the total number of 
minimal paths connecting the source node with the destination node. Note that by this 
definition, even a connected non-adaptive routing algorithm always has a degree of 
adaptiveness above zero.  

Figure 6-3 shows the degree of adaptiveness of (adaptive) APSRA and (non-adaptive) 
Chen and Chiu’s routing algorithm for the network configurations given in Figure 6-1 
and Figure 6-2. The two left-most bars represent the degree of adaptiveness for a region 
placed at the center of the network with 4 access points (Figure 6-1(a)) and 1 access point 
(Figure 6-1(b)). The bars to the right represent the bottom left corner region 
configuration with 3 access points (Figure 6-2(a)) and 1 access point (Figure 6-2(b)).  
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It is clear that the degree of adaptiveness is not much affected by either the number of 
access points or position of the region. Nevertheless, it is evident that APSRA provides 
significantly more routes as compared to Chen and Chiu’s routing algorithm.  

 
Figure 6-3: Adaptiveness vs. access points and placement of regions 

 

 
 

Figure 6-4: Relative adaptiveness vs. size of region for region in 
centre  

To compare the adaptivity for different region sizes, we define a new adaptivity indicator 
called relative adaptivity. It represents the ratio between the total number of allowed 
paths when a region is present and the number of paths without a region. Figure 6-4 gives 
the relative adaptivity for different region sizes located at the center of the NoC, whereas 
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Figure 6-5 shows the results for regions located at the bottom left corner of the NoC. For 
all configurations, the region access point is located at the top right corner.  

 
Figure 6-5: Relative adaptiveness vs. size of region for region in 

bottom left corner  

As expected, the relative adaptivity decreases with the increase in size of the region in 
general. For regions located at the corner of the NoC there is a minimum in relative 
adaptivity when the region size is 4X4 (or half the dimension of the mesh NoC). If region 
size increases further, the relative adaptivity increases.  

This effect is caused by the fact that a region, located at the bottom left corner of the 
NoC, obstructs only communications between nodes located at the northwest and 
southeast quadrants with respect to the region. The number of paths without region 
decreases on average (because the access point moves in direction of the center of the 
NoC), while the number of paths remains fairly the same when region size increases from 
4X4 to 5X4 and further to 5X5. 

6.4 Network Simulations with Synthetic Traffic  

The two algorithms were evaluated using a similar simulator model as described in 
Chapter 5. The parameters Average Latency and Blocked Routing Cycles/Router, 
described in Section 5.2.2, are again used for characterizing network performance. Note 
that the measurements here are taken with respect to packets and not flits and that 
performance data are collected over 60 000 packets, after a warm-up session of 30 000 
packets. Since the source destination pairs are constant during one simulation run, 
latency values are averaged over 5 random traffic scenarios to reduce the risk of 
exceptional cases. 

We evaluate APSRA and Chen and Chiu’s algorithm with a region either in the bottom 
left corner with 3 access points (Figure 6-2(a)) or in the centre of the network with 4 
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access points (Figure 6-1(a)). Simulations are performed with a synthetic communication 
pattern, where the destinations for generated packets are randomly selected with hot-spot 
probability of 60 % for the region access points. The increased region traffic reflects the 
assumption that a larger resource is more frequently accessed like, for example, a shared 
memory.  

Network traffic is classified into three types as follows:  (1) communication traffic to 
region, (2) other traffic where a resource other than the region is a destination, and (3) all 
communications which is the aggregate of the first two types of traffic. 

6.4.1 Average Latency for All Communications  

The first results, in Figure 6-6, show average latency for all communications in the 
network. The lowest latency is obtained by APSRA with central region (apsra_c_ap4). 
The second lowest latency values are achieved with Chen and Chiu’s algorithm and 
central region (chiu_c_ap4).For the case when the region is placed at the bottom left 
corner, APSRA (apsra_bl_ap3) again shows lower average latency than Chen and Chiu’s 
algorithm (chiu_bl_ap3).  The difference is not as large, compared with the central region 
set-up, but grows with increased load.  

Although APSRA displays lower latency for identical network configurations, results 
indicate that the position of the region has a higher impact than the used routing 
algorithm.  

 
Figure 6-6: Average latency for all communications, with region in 

bottom left (bl) and centre (c), vs. injection rate in % of link 
bandwidth (LBW) 
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6.4.2 Average Latency for Other Traffic  

In Figure 6-7, we give the average latency for traffic with destinations other than the 
region. The worst results with respect to latency, up to an injection rate of 5%, are 
produced by Chen and Chiu’s algorithm and the region in centre (chiu_c_ap4). In this 
case, all the other configurations show similar latency results. 

However, when injection rate is increased above 5%, Chen and Chiu’s algorithm with the 
region in corner position (chiu_bl_ap3) rapidly saturates. Next to saturation is APSRA 
with the region in corner (apsra_bl_ap3). The best result for higher load is obtained by 
APSRA with region in centre (apsra_c_ap4), although it has slightly higher latency at 
lower injection rates. In any case, placing a region in the centre seems to have less impact 
in the sense of creating severe congestion. 

 
Figure 6-7: Average latency for other traffic with region placed in 
bottom left (bl) and centre (c), vs. packet injection rate in % of link 

bandwidth (LBW) 

6.4.3 Average Latency for Traffic to Region   

Figure 6-8 depicts the results on average latency for traffic destined only to region. Also 
in this case, APSRA with central region achieves the best performance in terms of low 
latency. It is notable though, that Chen and Chiu’s routing algorithm with central region 
show better results than APSRA with the region at bottom left corner position.  

Compared with the other traffic case, this is true for all injection rates. Worst 
performance is also in this measurement obtained by Chen and Chiu’s algorithm with the 
region in the bottom left corner.  
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Figure 6-8: Average latency for communications destined to region in 

bottom left (bl) and centre (c), vs. injection rate in % of link 
bandwidth (LBW) 

6.4.4 Analysis of Congestion   

Figure 6-9 gives a hint to the reason behind the difference in average latency between 
APSRA and Chen and Chiu’s algorithm. Each bar in the diagrams represents the sum of 
routing cycles when packets were blocked in a particular router. The results are taken 
from one of the simulations with 10 % packet injection rate, where the difference in 
latency was very large. Note that the scale of blocked routing cycles is not the same in the 
two diagrams.  

Figure 6-9(a and b) reveals that the APSRA algorithm does not cause as much blockage as 
Chen and Chiu’s algorithm. It can be seen in Figure 6-9(a) that APSRA also causes a 
higher number of blocked packets around the border of the region. This increase is the 
result of packets that have to circumvent the region in order to reach its destination. Still, 
the distribution is even and much smaller than for Chen and Chiu’s algorithm in Figure 
6-9(b). 

Note that Chen and Chiu’s algorithm induces more blockage close to the north and west 
border of the region. Most likely, the reason is that these links are highly utilized by the 
algorithm in the procedures of routing around the region border. As a result, these paths 
quickly become congested, which in turn causes more chances of packets getting blocked. 
APSRA, on the other hand, is not biased towards specific routes and spreads traffic more 
evenly around the region border. Since APSRA in several cases has multiple paths to 

33

38

43

48

53

58

1 2 3 4 5 6 7 8

La
te

nc
y 

(c
yc

le
s)

Packet Injection Rate (% of LBW)

Average Latency,  Region Traffic

apsra_bl_ap3
chiu_bl_ap3
apsra_c_ap4
chiu_c_ap4



Comparative Evaluation of Two Routing Algorithms 

97 
 

select among, it is also possible to avoid congested routes which further decrease the 
accumulated blockage.  

 
(a) APSRA algorithm 

 

 
(b) Chen and Chiu’s algorithm 

 

Figure 6-9: Blocked routing cycles/router with (a) APSRA algorithm 
and (b) Chen and Chiu’s algorithm 
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6.5 Evaluation using Multimedia Application  

As a real case study, we considered a multimedia application which implements a H.263 
video decoder and a MP3 audio decoder (Srinivasan & Chatha 2006). Figure 6-10(a) 
shows the task communication graph of the application. Figure 6-10(b) gives the 
topological structure of the NoC and the mapping of tasks onto the tiles. The mapping 
was obtained by using a modified version of the approach presented in (Ascia et al. 2004).  

 

 
(a)Task communication graph 

 
(b)Topology and mapping 

 

Figure 6-10: Multimedia application: (a) task communication graph 
and (b) topological structure and task mapping 
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A total of five regions are used in this set-up. Three big regions are used to host two 
memories and a buffer. Two small regions are dedicated to the motion compensation 
(MC) block and the ADD block. Each region is provided with one access-point. The 
location of the access-point is represented with a black dot. The remaining gray tiles of 
the NoC are assumed to communicate in a random fashion. 

The degree of adaptiveness provided by the APSRA routing algorithm is 0.96. Notably, all 
communications belonging to the audio/video decoder itself can be forwarded using 
minimal fully adaptive routing. Only a few restrictions on routes are applied to the 
random traffic.  

Figure 6-11 shows the average latency for APSRA and Chen and Chiu’s algorithm at 
different packet injection rates. As can be seen, the APSRA algorithm has an overall 
performance advantage. The latency at moderate load is lower, and for higher packet 
injection rates, APSRA routes the communication below saturation up to a packet 
injection rate of 45 %. For Chen and Chiu’s algorithm, this state instead occurs at around 
30%.  

 
Figure 6-11: Average latency for multimedia application, vs. injection 

rate in % of link bandwidth (LBW) 

6.6 Discussion and Conclusions 

The simulation results show that APSRA, for identical traffic scenarios, has an overall 
advantage in communication latency. This is due to the effect of two important APSRA 
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characteristics; unbiased routing and high adaptivity. The unbiased behavior has fewer 
tendencies to create highly congested routes. The adaptivity of the APSRA algorithm also 
makes it possible to avoid congested routes.  

This is especially shown in the results of traffic not destined to region, where a large 
difference is shown between APSRA and Chen and Chiu’s algorithm for the region in the 
centre. Considering traffic to region, the latency is more dominated by the distance from 
sources to the destinations, which in this case is shorter with a centrally placed region. 
Since traffic to the region has a probability of 60% this also dominates the average latency 
when we consider the “all communications” case.  

A large difference can be identified when comparing injection rates and saturation 
between the synthetic and multimedia simulations. This is caused mainly by two 
different properties of the models. First, the number of communications is larger in the 
synthetic simulations: on average every node generates traffic to two other nodes. 
Secondly, the hot-spot traffic causes high local traffic rates, which further increases the 
risk of congestions.  

In summary, results show that an APSRA generated algorithm provides higher 
communication performance. It should be noted though, that the design objective of 
Chen and Chiu’s algorithm is different and that figures of merit reside in other domains. 
One example is its ability to adapt to topological changes dynamically during run-time. 
Further, APSRA routing algorithms are implemented by the use of router tables. These 
may require relatively more chip area than the algorithmic implementation of Chen and 
Chiu’s algorithm. The use of adaptive routes by an APSRA algorithm can result in out of 
order delivery of packets. This can incur additional cost if reordering buffers or other 
special mechanisms are required. 

It is evident that routing in NoC with regions is less efficient than in a regular NoC. Since 
network resources are removed by a region in a particular NoC, the existing routes need 
more sharing. At some positions, regions acts as blockage and prohibit the use of 
otherwise minimal paths. Our evaluations show that several parameters may improve the 
performance of a NoC with regions. Two of the most important in this respect are the 
positions of regions and the choice of routing algorithm.  

 

 

 



 

 

7 

Conclusions 

This chapter gives the main conclusions of the thesis work. The first section provides a 
summary of the contributions. After this follows a section that discusses important 
limitations and how these may affect the validity of the results. A few ideas on future 
work are given in the last section.  

7.1 Summary of Contributions 

7.1.1 Elaboration and Evaluation of the Region Concept  

The regular 2-D mesh topology has several advantages for NoC implementation. One 
serious drawback though, is the area wastage due to cores of various sizes. This thesis 
elaborated on the region concept, which enables the use of oversized cores. Several 
aspects on NoC with regions were outlined and discussed: 

Routing: Regions adversely affect several aspects of network routing. In particular, the 
deadlock freedom requirement impacts on the availability of routing algorithms for 
NoC with regions. 

Applications: Regions have the potential of much wider use than only handling 
oversized cores. The region concept provides the ability to handle parts of a network in 
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different ways. This allows for reuse of sub-networks, new opportunities for power 
management, effective QoS implementation or network partitioning.   

Design space: The design space of NoC architectures is broadened by allowing regions. 
Dynamically created regions, access point trade-offs and core/application mapping with 
regions provide new design space exploration parameters. 

Performance: The general communication performance of a NoC decreases when 
including regions. The magnitude of the performance reduction is dependent on both 
the routing algorithm and the region placement.  

In all, it is difficult to conclude whether the use of regions is good or bad for NoC design. 
Nevertheless, this work has identified important drawbacks, advantages and possibilities 
of the region concept. 

7.1.2 Correction of the Fault-Tolerant Routing Algorithm 

Even minor topological changes of the 2-D mesh topology, combined with the deadlock 
freedom requirement, may turn efficient routing algorithms for regular mesh unusable. 
Other types of routing algorithms are therefore necessary. Fault-tolerant routing 
algorithms for mesh often assume a fault model with faulty blocks that are similarly 
shaped as regions.  

During our work on the region concept, erroneous behavior was identified in a fault-
tolerant routing algorithm proposed by (Chen & Chiu 1998). Our investigation found that 
the algorithm, which was claimed deadlock free, was in fact not deadlock free. The 
algorithm was also incomplete (not connected), since some nodes were unreachable from 
certain other nodes.  

This thesis proposed corrections to the original algorithm, such that deadlock freedom 
and connectivity are ensured. A theoretical proof was provided for the correctness and 
completeness of the improved algorithm.  

7.1.3 Development of APSRA 

Adaptivity in routing algorithms is strictly limited by requirements of deadlock freedom. 
Implementation of virtual channels can enable higher adaptivity, but will also increase 
interconnect resource requirements. The application specific nature of System on Chip 
(SoC) applications gives new possibilities for routing algorithm optimization. Such 
opportunities are less available for off-chip networks.  

Our work in this area has resulted in a methodology for designing deadlock-free, highly 
adaptive application specific routing algorithms. A task communication graph and the 
channel dependency graph (CDG) of the topology, are used for constructing an 
application specific channel dependency graph (ASCDG). The ASCDG is likely to have 
fewer cycles as compared to the CDG. Cycles that do exist are removed with the objective 
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of maximizing adaptivity. Once an acyclic ASCDG is obtained, router tables are created 
and programmed into network routers. 

In conclusion, APSRA provides a new way to utilize application knowledge for 
optimizing deadlock-free routing algorithms in NoC systems.  

7.1.4 Evaluation of Two Routing Algorithms 

The two proposed routing algorithms for mesh NoC with regions were evaluated in a 
comparative study. The algorithms differ on several important aspects. The table-based 
implementation required by APSRA may utilize more resources, especially for large 
networks since table size grows with the size of the network. The adaptivity provided by 
APSRA is high, but, on the other hand dependent on the application.  

Network simulations showed that algorithms designed using the APSRA methodology 
outperform Chen and Chiu’s algorithm in communication performance. Two main 
reasons were identified. First, by only considering actual communication it is possible to 
select more favorable routes at design time. Secondly, high adaptivity at run-time 
provides the possibility of using alternate routes to avoid congestion. The evaluation also 
shows that the position of region is important, and in some cases influences performance 
more than the choice of routing algorithm. 

We conclude that APSRA undoubtedly provides the highest routing performance. On the 
other hand, Chen and Chiu’s algorithm is more attractive with respect to objectives like 
fault tolerance or general communication support. 

7.2 Limitations 

The work in this thesis has a few limitations. The severity of these issues, with respect to 
the validity of the presented results is varying. They are also related to what claims and 
conclusions are made in the thesis. A general limitation is that the ideas and results in the 
thesis are quite abstract. Moreover, the main work in the thesis is devoted to the area 
waste/design productivity trade-offs and performance. The important issues on power 
consumption are less discussed and evaluated. A few more specific limitations are the 
following:  

Region concept: No concrete implementations have been made to verify that a mesh 
NoC with region is usable in practice. The advantages, possibilities and drawbacks are 
discussed with no concrete example of a real application. 

Evaluated routing algorithms: The region evaluations are only performed with two 
routing algorithms. The parameters of the routing algorithms are not implementation 
based. For example, the algorithms are assumed to have identical delays in routers. 

Simulation traffic: The synthetic evaluations are performed with only uniform or hot-
spot random traffic. The communication model in the real application is only real with 
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respect to communication pairs. Packet injection rates, for example, are synthetic and 
the existence of other traffic than what is given in the communication graph is ignored.  

With respect to the region concept, most of the work is not devoted to finding an optimal 
solution. Instead, it is more of an investigation to identify problems and possibilities.   

Several issues relate to the simulation experiments. It is hard to include and foresee all 
possible parameters in simulation based evaluation. To get 100% valid results it is actually 
necessary to model all versions of a system first and then evaluate. Which of course, in 
turn, make the use of simulation based evaluation at this stage highly questionable. 

The advantage of simulations is that certain aspects of network behavior are quickly 
investigated. Several publications have shown that the effectiveness of different 
algorithms vary with respect to traffic type. The random destination model used in this 
thesis is applied to investigate very general behavior. Other synthetic models like 
transpose are not easily defined for a network with regions. The hot-spot model was used 
to reflect that a larger region can be assumed to generate and receive more traffic as 
compared to other cores.   

Increased validity of the comparative results could be gained by using more accurate 
timing models, obtained from actual router implementation. Still, such values validate 
one type of implementation, which is dependent on, for example, designer expertise. 
Also, it is common practice that comparative studies of routing algorithms assume 
identical simulator parameters.  

7.3 Future Work 

Several issues related to the work in this thesis can be further explored. The following are 
some examples of possible future work:  

Implementation and evaluation: Implementation of a NoC with region prototype, or 
realistic system model, could provide useful insights on the applicability of the region 
concept. Especially if implementation aspects are compared with other types of 
interconnects, both regular as well as irregular.  

Design exploration: A lot of research has been done in the area of task and core mapping 
on regular NoC. Allowing regions in such experiments would add interesting trade-offs. 
For example, the advantages of grouping few cores within a region with bus-based 
interconnect, might out-weigh the negative traffic effects of a region. Allowing a few 
larger, more powerful, memory enhanced multi-threaded cores can provide new 
challenges in application mapping. Placement of larger sized regions provides a new 
parameter to core mapping techniques. 

Routing in NoC with regions: The use of regions motivates new features in routing 
algorithms. It is already shown that adaptivity to traffic is positive with respect to 
performance. Mechanisms that incorporate region placement information and optimize 
traffic distribution could have high potential.  
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Routing algorithm optimization: Deadlock freedom constrains the design of routing 
algorithms. Application knowledge could further be exploited to optimize routing 
algorithms. APSRA could, for example, be based on other techniques than CDG. The 
impact of real-time requirements, programming model and communication protocol can 
also be studied. 

Low power: The region concept could be applied with respect to power management. It 
would, for example, be possible to redirect packets on the region border even if the 
internal region is powered down. Exploration activities with APSRA may consider using 
low power as an objective in the procedure of breaking ASCDG cycles.  

 

 





 

 

Appendix I:  

Average Distance in a Mesh Network 

  

1. Introduction 
The term average distance here refers to the average number of routers (or hops) a 
message traverse in a network. It may be calculated both with respect to individual nodes 
as well as over all the network nodes. Average distance can be used for estimation of 
average zero-load latency, which is a statistical lower bound for average packet latency, 
assuming non-interfering traffic.  

Average zero-load latency can serve as verification of simulation results of uniform traffic 
at low load conditions. Furthermore, if zero-load average latency is used in elaborate 
analysis of network performance, correct representation is of high importance. 

This appendix discusses and proposes formulae for calculating average distances in one 
and two-dimensional mesh topologies. The equations assume minimal routes and 
uniformly random selected traffic destinations. Several books and papers provide 
formulae for obtaining average distance in meshes. Still, they are ambiguous and absence 
of complete details makes them hard to validate and use.  
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1.1. A Simple Example  

First we give an introductory example of average distances. Consider the three node one-
dimensional mesh in Figure 1. Assume that for each node, each of the other nodes has 
equal probability to be selected as destination.   

 
Figure 1. Distances in a three node network 

The total distances for N1 is the distance to N2 plus the distance to N3 1 2 . The 
number of destinations for N1 is 2, thus the average distance is 1 2 /2 3/2.  

For N2, the total distances are 1 1  and the average distance is 1 1 /2 2/2. The 
distances for N3 are the same as for N1. The total distances in the network is the sum of 
the total distances for all nodes 3 2 3 . The average distance in the network is the 
average of the distances for all node-pairs  3 2 3 / 2 3 4/3.  

The source node often adds latency to packet paths. Therefore, another quite logical way 
to compute average distance would be to add the source node to the distance. Then the 
average distance would be 5 4 5 / 2 3 7/3. Note that the same result is 
returned by adding 1 to the average distance obtained in the previous way (4/3 3/3
7/3). 

1.2. Textbook Formulae 

This section reviews the literature for related work on average distance calculations. The 
average minimum distance  in number of hops, for uniform traffic in a regular n-
dimensional k-ary mesh is proposed in (Dally and Towles 2003), to be  

 
          3 ,          

3
1

3 ,    
 

Note that the formula assumes that the numbering of nodes ranges from 0 to k, which 
would result in k+1 number of nodes. Applying the formula to the network in Figure 1, 
with n=1, k=2 yields an average distance of 2/3. Assuming that there are k number of 
nodes, i.e. k=3, the average distance is 8/9.  
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Agarwal (Agarwal 1991) proposes the average distance formula in mesh to be (in the same 
terminology as above) 

 3
1

3  

As can be seen, Agarwals (Agarwal 1991) formula is identical to the odd version of (Dally 
and Towles 2003) with an average distance of 8/9.  

Liu et al. (Liu et al. 1997) determine the average distance  in an m x n mesh as 

1
3

1 1
3

1
 

In comparison with Agarwal (Agarwal 1991), the formula provided by Liu et al. (Liu et al. 
1997) returns the average distance also for non-quadratic meshes, but is on the other 
hand restricted to one and two-dimensional meshes.  

As shown in Figure 2, Liu et al. (Liu et al. 1997) provide the derivation of the formula. 
Note that ACD in the derivation stands for Average Communication Distance. 

 
Figure 2. Average distance formula in (Liu et al. 1997) 

From the derivation, we can see that the average distance of a single node is calculated 
over all other nodes except itself.  

Strangely, an un-explained approximation (denominator mn-1 to mn) is made such that 
the resulting formula is not consistent with the initial assumption. Therefore, the formula 
can be said to reflect the average distance when the source nodes are included with a 
distance of zero hops. 
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2. Terminology and Definitions 

2.1. Definitions of Mesh Network Properties   

An    mesh network  consists of  rows and  columns of interconnected nodes. 
A node ,  is indicated by its row  and column  coordinates.  

In general, each node , 1 , 1 , is directly connected to nodes 
, , ,  as depicted in Figure 3. Boundary nodes have one or 

two fewer connections. 

 
Figure 3. Properties of R X C mesh network 

2.2. Distances related to a Single Node 
The minimum distance ,   in number of hops from a source node ,  to a 
destination node , , is  

,   | |   | | 

Let  represent the set of all destination nodes for node . The total of distances  
from node  to all other nodes is then  

 ,  
 

 

The average distance  from node  to another node is  

 
    

| |  

2.3. Definitions of Aggregated Distances  
Let  be the set of all source nodes and  the set of destination nodes for a node  in an  

 mesh. The total aggregated distances  is then  
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The average distance   is defined as  

  ∑ | | 
  

Given that each of the RC source nodes has RC-1 destinations, the average distance   is 
equivalently 

 1   

Note that the source node  is excluded to be its own destination. 

3. Average Distance for One and Two‐Dimensional Meshes  

3.1. Average Distance in 1‐D Mesh 

This section derives the average distance for 1-D mesh,  (R=1). The same logic will be 
used for obtaining the formulas for 2-D mesh. First, consider the average distance from 
one node to all other nodes.  

Study the node   in the four node mesh : 4, in Figure 4. The distance from 
this node to any other node is the distance of the previous node,  plus 1.  

The total distance for  is 2+1 and the number of destination nodes for   is 3, 
thus the total distances for   is (2+1) + 3*1 = 6.  

 
Figure 4. Total distance of node  to all other nodes 

As the number of destinations for a node   is always C-1, the total distance 
 can be expressed as  

1 

Solving the above recurrence relation, we obtain  
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 1
 

 

 
1

2  

The total distance  is used for calculating the total distance of all nodes to all other 
nodes.  

Note in the four-node mesh example in Figure 5, that the total distance  of a mesh 
 is always the total distances  of the one node smaller mesh, , plus the 

total distances  of the node   to all other nodes, plus the distances (which is 
also  ) of all other nodes to  . 

 
Figure 5. Total distance of node   to all other nodes 

Thus, the total distance of all nodes to all other nodes,  can be expressed by 

2  

Inserting the newly obtained  gives the equation 

 1  

Solving above recurrence relation provides the closed form expression 

 1
 

 

1 2 1
6

1
2  

 
1 1
3  

Dividing by the number of nodes-pairs gives the average distance C  
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1 1
1 3  

 
1

3  

3.2. Average Distance in 2‐D Mesh 

Similar to the 1-D mesh case, in the case of 2-D mesh the distances from one node to all 
other nodes is first calculated.  

Consider a two-dimensional mesh,  depicted in Figure 6, and a node in an arbitrary 
row r, column C,  , .  

 
Figure 6. Total distance of node   to all other nodes 

As seen in Figure 6, the total distances  of node   is 1   larger 
than the total distances of a node from the same row in column C-1, .  

The equation for total distance  is then 

1   

Solving the recurrence equation gives the summation expression  

 1
 

 

 
1

2  

For all R nodes ( ) in column C, the total distance is  

1
2   
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The total column distance for each node  varies with row coordinate r. But, 
considering that the total distances of all nodes to all other nodes within a column, 

, is  (total distances in a 1-d mesh) we get 

1
2   

Similar to the 1-D mesh analysis, the total distance  is given by the total distances of 
the mesh of size C-1,  plus the total distances of nodes in column C to all other 
nodes , and the total distances from all other nodes to nodes in column C, which 
is also .  

 
Figure 7. Derivation of total distance in 2-D mesh 

Note in Figure 7 that the total distances in column C itself is counted twice in 2
, therefore one  needs to be subtracted. The final equation for  is 

2  

2
1

2   

 1 2 1  

Above equation can be expressed as a summation over C  columns  

 1 2 1
  

 

1 2 1
6

1
2 1  

1 2 1
6

1
2

1 1
3  

 
1
3  
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Dividing by the number of source-destination pairs, the average distance   is simply 

 1  

 3  

4. Discussion 
As shown in Section 1.2, average distance formulae found in literature do not return 
consistent results. Without details on formulae derivation, it is hard to guess the reason 
for these discrepancies. Liu et al. (Liu et al. 1997) do provide more detailed information. 
From the derivation in Section 1.2, we concluded that the average distance reflects that 
the source node is treated as its own destination, with a distance of zero hops.    

Let us compare our formula with the formula of Liu et al. (Liu et al. 1997) for a mesh of 
size 4 x 3. First our formula: 

 3
4 3

3
7
3 

Next the Liu et al. (Liu, Lin, and Song 1997) formula: 

1
3

1 1
3

1 16
12

1
12

9
9

1
9

77
36 

Adjusting the Liu et al. (Liu et al. 1997) result by removing the source as destination 
gives: 

77
36

4 3
4 3 1

7
3 

It is quite clear that our formula is simpler, but the question is: Is it the most suitable? Our 
answer is that it depends on the system that is modeled. If each source node is itself a 
member of its own set of destinations, the formula by Liu et al. (Liu et al. 1997) is most 
appropriate. If it is not, our formula would most correctly reflect the average distance. 

Both the main as well as the intermediate results on average distance may be subject to 
future work. Two examples for future extensions are average distance for an arbitrary 
single node and average distances for higher dimensional meshes. 
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