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This thesis presents an evaluation of the Solaris version of the Xen virtual machine monitor and a comparison of its 
performance to the performance of Solaris Containers under similar conditions. Xen is a virtual machine monitor, 
based on the paravirtualization approach, which provides an instruction set different to the native machine 
environment and therefore requires modifications to the guest operating systems. Solaris Zones is an operating 
system-level virtualization technology that is part of the Solaris OS. Furthermore, we provide a basic performance 
evaluation of the security modules for Xen and Zones, known as sHype and Solaris Trusted Extensions, 
respectively. 
 
We evaluate the control domain (know as Domain-0) and the user domain performance as the number of user 
domains increases. Testing Domain-0 with an increasing number of user domains allows us to evaluate how much 
overhead virtual operating systems impose in the idle state and how their number influences the overall system 
performance. Testing one user domain and increasing the number of idle domains allows us to evaluate how the 
number of domains influences operating system performance. Testing concurrently loaded increasing numbers of 
user domains we investigate total system efficiency and load balancing dependent on the number of running 
systems. 
 
System performance was limited by CPU, memory, and hard drive characteristics. In the case of CPU-bound tests 
Xen exhibited performance close to the performance of Zones and to the native Solaris performance, loosing 2-3% 
due to the virtualization overhead. In case of memory-bound and hard drive-bound tests Xen showed 5 to 10 times 
worse performance. 
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Abstract 
 

This thesis presents an evaluation of the Solaris version of the Xen virtual 

machine monitor and a comparison of its performance to the performance of 

Solaris Containers under similar conditions. Xen is a virtual machine monitor, 

based on the paravirtualization approach, which provides an instruction set 

different to the native machine environment and therefore requires 

modifications to the guest operating systems. Solaris Zones is an operating 

system-level virtualization technology that is part of the Solaris OS. 

Furthermore, we provide a basic performance evaluation of the security 

modules for Xen and Zones, known as sHype and Solaris Trusted Extensions, 

respectively. 

 

We evaluate the control domain (know as Domain-0) and the user domain 

performance as the number of user domains increases. Testing Domain-0 with 

an increasing number of user domains allows us to evaluate how much 

overhead virtual operating systems impose in the idle state and how their 

number influences the overall system performance. Testing one user domain 

and increasing the number of idle domains allows us to evaluate how the 

number of domains influences operating system performance. Testing 

concurrently loaded increasing numbers of user domains we investigate total 

system efficiency and load balancing dependent on the number of running 

systems. 

 

System performance was limited by CPU, memory, and hard drive 

characteristics. In the case of CPU-bound tests Xen exhibited performance 

close to the performance of Zones and to the native Solaris performance, 

loosing 2-3% due to the virtualization overhead. In case of memory-bound and 

hard drive-bound tests Xen showed 5 to 10 times worse performance. 
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Chapter 1 
Introduction 
 

The term virtualization is widely used in computer science today and is applied in 

different parts of computer systems. No strict and simple definition can be found 

in the literature. For better understanding of its meaning lets first look at the 

meaning of the word “virtual”. It came to computer science from optics, were it 

first was used to describe the image from the mirror. So it means something which 

is not real. In computer science it is used to describe different types of simulations, 

for example virtual reality, virtual memory, virtual disk, virtual machine. 

 

In the article “The architecture of Virtual Machines”, when talking about virtual 

machines, James Smith and Ravi Nair, distinguish between two different types: 

process virtual machines and system virtual machines. A process virtual machine 

can be viewed as virtual platform that runs an individual process. This kind of 

virtual machines exists exclusively to maintain the process. It is created when the 

process is created and terminated when the process ends ([1]). Most of modern 
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operating systems can concurrently support several user processes through 

multiprogramming, and give each process the illusion of having the complete 

machine to itself. Process virtual machines usually provide an API environment 

for user applications. The most popular process virtual machine today is the Java 

virtual machine. 

 

System virtual machines provide a constant environment that supports an 

operating system and its user processes, possibly belonging to many users. It 

provides the guest operating system with access to virtual hardware resources or 

multiplexes resources between guest operating system instances. The rest of this 

work is devoted to studying certain performance aspects of system virtual 

machines. 

 

1.1 System Virtual Machines 
By using system virtual machines, a single hardware platform can support several, 

isolated guest operating systems at the same time. The idea of virtualization is not 

new. It appeared first in the 1960s, when mainframe computer systems were large, 

expansive and shared between many users. Virtual machines allowed different 

groups of users to run various operating systems on the common hardware. A 

virtual machine monitor or hypervisor can be viewed as virtualization platform 

software, which allows running multiple instances of the same operating system or 

several different operating systems on the same hardware. In mid 2007, when 

personal computers are cheap and typically used by one user, virtual machine 

monitors are mostly used in servers and server farms, shared by many users 

simultaneously.  

 

The primary function of a virtual machine monitor is to provide hardware platform 

replication. It divides hardware resources between all guest operating system 
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environments. This is typically done by simulation or multiplexing. Hypervisor 

has direct access to all hardware resources and provides an interface for the guest 

operating systems to access this hardware. When the guest operating system 

performs a privileged instruction, the virtual machine monitor intercepts it, checks 

for correctness and executes it on behalf of the guest operating system. 

 

Another important function of virtual machine monitors is to provide isolation of 

the resources for operating systems running on the same hardware. It ensures that 

if security on one guest operating system is compromised or it experiences a 

failure, other guest operating systems are not affected.  

 

In [2], the authors state that central design goals for the virtual machine monitor 

are compatibility, performance and simplicity. Compatibility is important because 

every running virtual machine should be able to run the destined software. Success 

of the virtual machine will directly depend on the amount of work needed for 

modification of the operating system and its application to run on top of the virtual 

machine. The performance goal is to minimize virtualization overhead and to be 

able to run the software on the virtual machine with the speed as close as possible 

to the native hardware. Simplicity is particularly important for the design of virtual 

machine monitors, because its failure will probably result in failure of all running 

virtual machines. Simplicity is also one of the main principles of the security, and 

compromising security of virtual machine monitor will result in security 

repudiation of all virtual machines and possibly of all software running on them. 

 

In the article “Analysis of the Intel Pentium’s Ability to Support a Secure Virtual 

Machine Monitor” John Robin and Cynthia Irvine argue that processor 

instructions can be executed on a complete software interpreter machine (CSIM), 

hybrid virtual machine (HVM), virtual machine monitor, or a real machine. Each 

of these four types of machines offers a usual machine environment, in the sense 
 5



that processor instructions can be executed on them. But, they differ in the way 

how the processor instructions are executed. A real machine uses direct execution: 

the processor executes every instruction of the program directly. A CSIM uses 

software interpretation: a software program emulates every processor instruction. 

A virtual machine monitor primarily uses direct execution, with occasional traps to 

software. It executes a dominant subset of the virtual processors instructions on the 

real processor and performance depends on the size of the subset and is better than 

performance of CSIMs and HVMs. An HVM is a virtual machine monitor that 

uses software interpretation of all privileged instructions.  

 

R. Goldberg, in the work “Architectural Principles for Virtual Computer Systems”, 

[3] distinguishes between two types of virtual machine monitors, and refers them 

as Type I and Type II. A Type I virtual machine monitor runs on a bare hardware 

and is an operating system with virtualization mechanisms. It performs scheduling 

and allocation of the system’s resources. A Type II virtual machine monitor is an 

application. The operating system that controls the real hardware is called host 

operating system and every operating system that runs in the virtual environment 

is called a guest operating system. The host operating system provides resource 

allocation and the standard execution environment to each guest operating system. 

 

1.2 Virtualization Problems 
In the article "Formal Requirements for Virtualizable Third Generation 

Architectures” ([4]) the authors define a set of requirements that when fulfilled 

lead to efficient system virtualization. In the simplified scheme all instructions are 

divided into privileged and sensitive. The theorem states that “for any 

conventional third generation computer, a virtual machine monitor may be 

constructed if the set of sensitive instructions for that computer is a subset of the 

set of privileged instructions.” 
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Later Mendel Rosenblum and Tal Garfinkel define technique of direct execution 

as execution the virtual machine on the real machine, while letting the virtual 

machine monitor retain the ultimate control on the CPU ([2]). They argue that 

CPU architecture is virtualizable if it supports the technique of direct execution. 

Implementing basic direct execution requires running a virtual machine monitor in 

privileged mode, while virtual machine’s privileged and unprivileged code will be 

running in the CPU’s unprivileged mode. When a virtual machine tries to execute 

a privileged operation, the CPU traps into the virtual machine monitor’s code, 

which in turn emulates the privileged operation. For example, lets examine how 

interrupt handling is done by a virtual machine. Allowing a guest operating system 

to disable interrupts is not safe since the virtual machine monitor cannot get back 

control of the CPU. Instead, the virtual machine monitor should trap the operation 

and then remember that interrupts are disabled for a certain virtual machine. It will 

then suspend delivering interrupts to the virtual machine until it enables interrupts 

back. 

 

1.3 Virtualization of x86 Architecture 
Today, the most popular CPU architecture is x64 and it wasn’t designed to be 

virtualizable. For example, the POPF instruction is used to set and clear the 

interrupt-disable flag and when the CPU runs in unprivileged mode, POPF does 

not trap. Instead, it just ignores the changes to the interrupt flag, and the direct 

execution techniques will not work for privileged-mode code that uses this 

instruction and is executed unprivileged. Another issue is that unprivileged 

instructions let the CPU access privileged state. Software running in the virtual 

machine can read the code segment register to determine the processor’s current 

privilege level. A virtualizable processor should trap this instruction, and let the 

virtual machine monitor substitute the value that the virtual machine should se as 
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the CPU privilege level. X64 CPUs, however, do not trap the instruction and with 

direct execution the virtual machine would see the wrong privilege level. 

 

One of the ways to overcome x64 CPU virtualization difficulties is to combine 

traditional direct execution with on-the-fly binary translation. In the majority of 

modern operating systems, the processor mode that runs normal application 

programs is virtualizable and therefore can run using direct execution. Privileged 

mode can not be virtualized due to nonvirtualizable instructions mentioned above; 

therefore it is run by the binary translator, which patches nonvirtualizable 

instructions. As a result, the virtual machine is equivalent to the hardware and 

preserves software compatibility. The basic technique is to run kernel code under 

control of the binary translator. The translator translates the kernel code, replacing 

the problematic instructions, and lets the translated code run directly on the CPU. 

After that translated blocks are cached, so that translation does not occur on 

following executions. As a result normal instructions execute unmodified, while 

nonvirtualizable instructions are substituted by the binary translator. (For example, 

POPF and reads from the code segment registers mentioned above). Authors argue 

that although binary translation introduces some overhead, it is insignificant on 

most workloads. The translator runs only a small part of the code, and execution 

speeds are nearly identical to the direct execution once most of the instructions are 

cached. They suggest also that binary translation is a way to optimize direct 

execution. Privileged code that frequently traps can bring considerable additional 

overhead when using direct execution because each trap transfers control from the 

virtual machine to the monitor and back. Binary translation can eliminate many of 

these traps, and result a lower overall virtualization overhead. 

 

Another approach to overcome x64 CPU virtualization problems is called 

paravirtualization. With paravirtualization, the virtual machine monitor designer 

defines a virtual machine interface by replacing nonvirtualizable portions of the 
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original instruction set with easily virtualized and more efficient equivalents. This 

approach gives an instruction set that is different from the one provided by real 

hardware. All operating systems must be ported to run in a virtual machine, 

however most of the normal applications can run unmodified. Replacement of 

nonvirtualizable instructions can also eliminate virtualization overheads, such as 

traps on privileged instructions, and results in increased performance. It is worth 

mentioning the major difference between binary translation and paravirtualization. 

In the case of binary translation nonvirtualizable instructions are substituted with 

complicated software equivalent, which results a bigger overhead, but substitution 

is made with the goal of providing a set of virtual instructions absolutely 

equivalent to the real set. In this case virtual hardware is equivalent to real and all 

the software can be run unmodified. In case of paravirtualization nonvirtualizable 

instructions are substituted with fast effective virtualizable ones, which do not 

provide overhead, but at the cost of different instruction set and software 

incompatibility. We will look in more details at the paravirtualization approach in 

the next section. 

 

All virtualization approaches mentioned above isolate virtual machines at the 

hardware abstraction level, but there exist another way to achieve resource and 

security isolation between virtual machines. This is operating system-level 

virtualization. The main idea of this approach is that one instance of the operating 

system runs directly on the hardware and manages the boot process, initializes 

interfaces to the CPUs, memory, network interface cards, storage, and device 

drivers in the system. Other operating system instances run in their own container 

environment but share the kernel with the main instance, often referenced as the 

global operating system instance. Non-global environments (or containers) appear 

to end users as fully realized virtual machines with their own host names, IP 

addresses, process and name spaces, network devices and file systems. In spite of 

that there is only one underlying operating system kernel; this concept gives the 
 9



ability to run multiple operating system instances in isolation from each other with 

the significantly smaller memory footprint than with the other virtualization 

techniques. 

 

1.4 Paravirtualization 
As mentioned above, complete native virtualization is not possible in most of 

today’s CPU architectures due to some hardware limitations. On of the approaches 

that solves these limitations and allows implementing virtual machine monitor on 

such kind of systems is paravirtualization.  

 

The paravirtualization approach was first used in the Disco [5] virtual machine 

monitor for the nonvirtualizable MIPS architecture. Its developers changed the 

MIPS interrupt flag to be a particular memory location in the virtual machine 

rather than a privileged register in the processor. They also replaced the MIPS 

equivalent of the POPF instruction and the read access to the code segment 

register with accesses to this particular memory location. These changes resulted 

in the modified instruction set and operating systems have to be modified to be 

executed on this kind of virtual machines. The designers modified a version of the 

Irix operating system to use this paravirtualized version of the MIPS architecture.  

 

Two most recent and most famous implementations of paravirtualization approach 

are the Denali virtual machine monitor [6, 7, 8] and the Xen Hypervisor [9]. The 

goal of the Denali project was to implement a virtual machine monitor that allows 

executing many untrusted virtual machines on the same hardware platform. To 

achieve this goal, authors designed and developed the Denali architecture based on 

the x64 instructions set. Most of the instructions remained the same and could be 

executed directly on the x64 platform, but in addition to those they introduced a 

set of purely virtual instructions to improve scalability and increase performance.  
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They have also modified existing instructions’ semantics and added virtual 

registers for easily passing data between the virtual machine monitor and its 

virtual machines. Lets look at these changes in more details.  

 

One of the reasons that essentially affects performance of several virtual machines 

on the same hardware is that operating systems will execute an idle loop when 

they have no useful work to do. These loops waste CPU cycles and degrade the 

performance of the system. Creators of Denali designed the “idle” instruction in 

such way, that it yields control of the processor. After invoking it, a virtual 

machine remains unscheduled until a new virtual interrupt arrives for it. It can be 

viewed as analogy to the yield system call in UNIX operating system and results 

in higher overall CPU utilization. Because no idle loops are executed, Denali’s 

idle instruction uses a timeout parameter that allows a virtual machine to limit its 

sleep time.  

 

Another reason that influences performance in virtualization environment is 

interrupt handling mechanism. When a physical interrupt arrives, the virtual 

machine monitor raises a virtual interrupt in the appropriate virtual machine. As 

the number of virtual machines increases, it becomes unlikely that the physical 

interrupt is intended for the currently running virtual machine. One possible policy 

is to context switch to the target virtual machine directly upon physical interrupt 

arrival. This model preserves timely delivery of interrupts, but bears the large cost 

of two context switches, which can result in context-switch thrashing as the 

number of virtual machines grows. Additionally, denial of service attacks become 

possible and synchronous interrupt delivery will not provide performance isolation 

against them ([8]). To eliminate these drawbacks, Denali uses an asynchronous 

interrupt dispatch mechanism in which physical interrupts are queued until the 

target virtual machine regains CPU control. Multiple interrupts intended for the 
 11



same virtual machine are batched, allowing the guest operating system to handle 

virtual interrupts in an order of its own choosing.  

 

Other changes of the virtual architecture in respect to hardware were motivated 

primarily by the complexity of the underlying hardware architecture and the intent 

to simplify virtual machine monitor implementations. Accurately repeating a 

physical machine would require emulating many hardware constructs, such as 

privileged machine instructions, virtual memory, the BIOS, and I/O devices. 

Paravirtualization offers an opportunity to remove or simplify features which are 

not needed in the intended application domain. As it was mentioned above, the 

x64 instruction set consists of some non-virtualizable instructions, which behave 

differently in user mode and kernel mode and which break backwards 

compatibility with legacy code, if virtualized by direct execution. As a result, 

virtual machine monitors, which are not using paravirtualization, are required to 

provide binary rewriting and virtual memory protection techniques to prevent 

these instructions from being directly executed. The paravirtualization approach, 

used in Denali, is not concerned with backwards compatibility, and these 

instructions can be deprecated or substituted by simple and fast equivalent 

operations. Another architectural simplification is that Denali does not expose 

virtual memory hardware. Authors believe that Denali targets small applications 

that do not require internal protection mechanisms. The BIOS bootstrap 

functionality is replaced by simply having the virtual machine monitor to load a 

virtual machine’s image into memory.  

 

1.5 Xen 
In the paper “Xen and the Art of Virtualization” [9] the authors present Xen as a 

high performance resource-managed virtual machine monitor which enables 

applications such as server consolidation, collocated hosting facilities, distributed 
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web services, secure computing platforms and application mobility. Xen 

originated as a research project at the University of Cambridge, led by Ian Pratt. 

The first public release was made available in 2003. According to the 

classification presented above Xen is a virtual machine monitor of type I, which 

means that it runs on a bare hardware, and the main approach in building it is 

multiplexing of physical resources at the granularity of an entire operating system. 

In comparison to process-level multiplexing, used in the container based approach, 

this approach allows a variety of guest operating systems to coexist rather than 

mandate a specific application binary interface. The price for this flexibility is that 

running a full operating system requires more resources than running a process.  

 

As it was mentioned in the previous sections, processors with x64 architecture 

were not designed to support full virtualization, but nowadays they are sufficiently 

powerful to run many smaller virtual machines, with their own operating systems. 

Full virtualization, with the ability to support non-modified guest operating 

systems, is possible but it will require run-time binary translation of many non-

virtualizable instructions and will severely influence overall system performance. 

Authors of Xen avoid these drawbacks, resulting in lower performance, by using 

paravirtualization. They designed a virtual machine abstraction that is similar but 

not identical to the underlying hardware. This approach gives improved 

performance, but requires modifications to the guest operating system. However, 

their approach does not require changes to the application binary interface, which 

means that no modifications are required to guest applications. So, before building 

Xen, researchers define 4 design principles [9]: 

 

1. Support for unmodified application binaries is essential, or users will not 

transition to Xen. Hence all architectural features required by existing standard 

application binary interface must be virtualized. 

2. Supporting full multi-application operating systems is important, as this allows 
 13



complex server configurations to be virtualized within a single guest operating 

system instance. 

3. Paravirtualization is necessary to obtain high performance and strong resource 

isolation on uncooperative machine architectures such as x86. 

4. Even on cooperative machine architectures, completely hiding the effects of 

resource virtualization from guest operating systems risks both correctness and 

performance. 

 

Figure 1.1 represents the overall system structure.  

 
Figure 1.1: Structure of the Xen hypervisor system 

The hypervisor itself provides only basic control operations and they are exported 

through an interface accessible from authorized domain. A domain created at boot 

time is allowed to use the control interface. This initial domain is responsible for 

hosting the application-level management software. The control interface provides 

the opportunity to create and terminate other domains and to control their 

parameters such as physical memory allocation, the number of CPUs, access to the 

machine’s physical disks and network devices. The control domain is called 

Domain-0. 
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While designing Xen, authors tried to separate policies from mechanisms 

wherever possible. Even though the hypervisor must be involved in scheduling of 

the CPU between domains, filtering network packets before transmission, 

enforcing access control when reading data blocks, etc. there is no need for it to be 

concerned about higher level issues such as how the CPU is to be shared, or which 

kinds of packet each domain may send. We investigate in more detail the 

pravirtualized interface Xen presents to its virtual machines and its difference from  

the underlying hardware and from paravirtualized interfaces presented by other 

hypervisors. 

 

Placing a hypervisor below the operating system breaks the assumption that the 

operating system is the most privileged unit, and can access hardware directly. If 

the hypervisor is the most privileged unit in the system, guest operating systems 

must be modified to run with lower privileges. The x64 architecture supports four 

distinct privilege levels, which are generally described as rings, and are numbered 

from zero (most privileged) to three (least privileged). The operating system 

typically runs in ring 0 because no other ring can execute privileged instructions. 

Ring 3 is normally used by applications, rings 1 and 2 usually are not used at all. 

Xen authors modified the guest operating systems to be executed in ring 1, where 

they are prevented from directly executing privileged instructions, but remain 

safely isolated from applications running in ring 3. Privileged instructions are 

paravirtualized by requiring them to be validated and executed within Xen. If a 

guest operating system tries to directly execute a privileged instruction, it is failed 

by the processor, since only Xen executes at a sufficiently privileged level. To 

virtualize exceptions, a table describing the handler for each type of exception is 

registered for validation. The handlers specified in this table are usually identical 

to those for real x64 hardware. When an exception occurs while executing outside 

ring zero, Xen’s handler creates a copy of the exception stack frame on the guest 

operating system stack and returns control to the appropriate registered handler. 
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Two types of exception arise frequently enough to have a negative influence on 

system performance: system calls and page faults. Performance of system calls is 

improved by allowing each guest operating system to register a ‘fast’ exception 

handler which is accessed directly by the processor without passing via ring zero. 

It is not possible to apply the same technique to the page fault handler because 

only code executing in ring zero can read the faulting address from the register, so 

page faults must always be passed to Xen. To guarantee safety, exception handlers 

are validated before they are presented to Xen. A check is required that the 

handler’s code segment does not specify execution in privileged mode. Since no 

guest operating systems can create such a segment, it is enough to compare the 

specified segment selector to a small number of static values which are reserved 

by Xen.  

 

Memory virtualization in the x64 platform is difficult, because the x64 architecture 

does not have a software-managed TLB (Translation Lookaside Buffer), and its 

TLB is not tagged. All TLB misses are serviced directly by the processor by 

walking the page table structure in hardware. Because the TLB is not tagged, 

address space switches require a complete TLB flush. Taking this in consideration, 

authors of Xen made two design decisions: “(i) guest operating systems are 

responsible for allocating and managing the hardware page tables, with minimal 

involvement from Xen to ensure safety and isolation; (ii) Xen exists in a 64MB 

section at the top of every address space, thus avoiding a TLB flush when entering 

and leaving the hypervisor.”[9]  

 

Instead of emulating existing hardware devices, Xen exposes a set of simple 

device abstractions. I/O data is sent to and from each domain via Xen, using 

shared-memory and asynchronous buffer descriptor rings. This approach provides 

a high-performance communication mechanism for passing buffer information 

through the system, and allows Xen to efficiently perform validation checks. 
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Similar to hardware interrupts, Xen supports an event delivery mechanism, which 

is used for sending asynchronous notifications to a domain. These notifications are 

made by updating a list of pending event types and calling an event handler 

specified by the guest operating system.  

 

1.6 Xen for Solaris 
In July 2005 the OpenSolaris community announced the “Xen for Solaris” project, 

which aims to fully support the OpenSolaris operating system on the Xen 

hypervisor. The main technology goals of the project are the following: ([10]) 

1. Develop x64 paravirtualized guest kernels supporting Domain-0, user 

domains, and driver domains. 

2. Assure interoperability between all reasonable combinations of Solaris, 

Linux, *BSD, and other paravirtualized operating systems. 

3. Support live migration and whole operating system checkpoint (resume). 

4. Support MP limits and scales to match Xen's capabilities. 

5. Support maximal portability to enable Solaris-on-Xen ports to other 

architectures. 

6. Provide observability and debugging to enable performance work, system 

management, and sustaining. 

7. Support fully virtualized guest operating systems.  

8. Explore trusted platform capabilities. 

 

A publicly available release of Xen for Solaris appeared in August 2006 and was 

tested on build 44 of the Solaris operating system. In this release development 

team implemented goals 1 to 6. At the time of this writing, April 2007, the project 

team is preparing a new release of the hypervisor, which introduces better 

integration with other Solaris network virtualization projects and HVM (Hardware 

Virtual Machine) support. 
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1.7 Multi-level Security Systems 
Multi-level security can mean different things in different contexts. A system that 

runs in a multi-level security mode always has information at a variety of 

classifications levels and not all users are cleared for all information. The system 

may be a single machine or a network of machines. Every system has its own 

security policy. Matt Bishop in the book “Computer Security: Art and Science” 

[11] defines the term “security policy” as follows: 

 

“A security policy is a statement that partitions the states of the system into 

a set of authorized, or secure, states and a set of unauthorized, or 

nonsecure, states.” 

 

Each system has its own requirements for the levels of confidentiality, integrity, 

and availability, and the system policy states these needs. Matt Bishop [11] defines 

a military security policy as a security policy, developed primarily to provide 

confidentiality. Other policies are integrity and hybrid policies. In our further 

discussion we will concentrate primarily on confidentiality policies. The most 

basic requirement, in this case is that a multi-level security system keeps highly 

classified information out of reach of people, who are not allowed to access it. 

This requirement is satisfied if the system employs the Bell-LaPadula security 

model. On the other hand, this requirement can also be met by simply keeping data 

of different classifications on different computers and restricting access to those 

systems by authorization levels. The major problem with this approach is that 

sharing of information across security levels becomes hard. Users at high security 

levels should be able to read low-level information, but we do not want to mix that 

low-level information with high-level secrets. Keeping multiple copies of the low-

level data on several machines operating at different security levels is not 

acceptable because keeping the data synchronized becomes very difficult. In 
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particular synchronization becomes extremely difficult because systems must not 

be networked together. Other difficulties appear when downgrading information 

from higher security levels to lower security levels.  

 

Paul Karger, in the article “Multi-level Security Requirements for Hypervisors” 

[12] defines two types of hypervisors: pure isolation hypervisors and sharing 

hypervisors. A pure isolation hypervisor separates a real machine into virtual 

machines, and does not allow any resource sharing between them, except of CPU 

time and main memory. Designing a pure isolation hypervisor is easy from the 

security point of view, because the only security policy to be enforced is isolation. 

Virtual machines of a pure isolation hypervisor are just like a collection of 

separate computer systems. Each virtual machine has its own virtual storage and 

network devices, and if virtual machines are in different clearance levels, then 

there cannot even be a network connection between them. So, the result from 

using this kind of hypervisor is the same as running separate physical machines 

and the limitations of this approach are the same as we mentioned above. 

Therefore, pure isolation hypervisors can only be useful for users of expensive 

servers; otherwise using multiple separate machines makes more sense. 

 

Sharing hypervisors allow considerable resource sharing between virtual 

machines. Virtual machines can share virtual or physical storage, network 

connections, etc. Secured versions of shared hypervisors can support a variety of 

secure applications, according to the chosen security policy. Paul Karger defines 

two major approaches of implementing shared hypervisors [12]: one-way 

networks and secure shared file storage. In our further discussions about 

hypervisors, we will concentrate on the sharing hypervisors. 
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1.8 The sHype Security Architecture 
One of the main tasks of the most virtual machine monitors is to isolate virtual 

resources, which they export to virtual machines, but generally they do not control 

sharing of these resources. In [13, 14], authors present sHype, an operating system 

independent security architecture for virtual machine monitors, which allows 

controlling information sharing between virtual machines. It gives an opportunity 

to extend existing resource-level isolation to include mandatory access control of 

virtual resources. This means a possibility to define groups of virtual machines and 

describe the necessary requirements for sharing virtual resources between these 

groups. This formal description defines a security policy, which is then enforced 

by access control mechanisms in the virtual machine monitor.  

 

The designers of the sHype security architecture establish six security goals for the 

virtual machine monitor environment [14]: 

1. Strong isolation guarantees between multiple partitions. 

2. Controlled sharing among partitions. 

3. Platform and partition content integrity guarantees. 

4. Platform and partition content attestation. 

5. Resource accounting and control. 

6. Secure services. 

 

sHype is designed to be part of the virtual machine monitor and its code is 

integrated into the code of the hypervisor. Figure 1.2 illustrates its three main 

design components – enforcement hooks, access control module and formal 

security policy. The enforcement hooks are spread all over the code of the virtual 

machine monitor and cover all references of virtual machines to virtual resources. 

They retrieve access control decisions from the access control module. The access 

control module enforces access rules derived from security information stored in 
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the security labels, attached to virtual machines and virtual resources. The formal 

security policy defines these access rules as well as the structure of the security 

labels for virtual machines and virtual resources.  

 
Figure 1.2: Design of sHype 

 

To control resource sharing between virtual machines, sHype inserts security 

hooks into the code inside the virtual machine monitor, in the places where virtual 

machines access virtual resources. A security hook is a special access enforcement 

function that protects access to a virtual resource. Each security hook gathers 

access control information, determines access decision and enforces it.  

 

The access control module stores the current security policy, presents tools for 

policy management, and makes decisions of allowing or restricting access to 

requested virtual resources. It keeps the security policy information in the 

hypervisor while running, and enforces efficient policy management. A privileged 

virtual machine, that has access to the hypervisor’s control block, is also assigned 

an access right to the control module data structure. Thus, the access control of the 

security management is integrated into the general hypervisor’s access control 

framework. When virtual resources are created and initialized in the hypervisor, 

the access control module performs their initial labeling by issuing a call to the 

acm_init() function. The acm_init() function establishes the security label of a 
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virtual resource based on its resource type, and attaches that label to the virtual 

resource. The access control module also exports the acm_authorize() function, 

which decides whether access is permitted or denied according to the current 

security policy. It takes a virtual machine label, a virtual resource label, and an 

operation type as parameters. Enforcement hooks use this function to enforce the 

policy on access of virtual machines to virtual resources.  

 

1.9 Typographic Conventions 
Table 1.1 describes the typographic changes that are used in this thesis. 

 

Typeface or Symbol Meaning Example 
AaBbCc123 The names of commands 

and files  
Edit the file s9workfile. 

AaBbCc123 What we type, contrasted 
with onscreen computer 
output 

Type -lnsl –lsocket. 

AaBbCc123 The content of script #!/bin/bash 
for ((i=1; i<=130; 

i++)) 
do 

AaBbCc123 The name of micro-
benchmarks 

Int Additions 

AaBbCc123 The group name of micro-
benchmarks 

InterProcess 
Communication 

Table 1.1: Typographic conventions for this thesis 

 

In a printed copy of this thesis, the figures and graphs are likely to appear black 

and white, which makes some of the figures and graphs difficult to interpret 

correctly. An electronic copy of this thesis, which contains these figures and 

graphs in color and high resolution, can be found at http://www.ep.liu.se . 
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Chapter 2 

Problem Statement 
 

The purpose of this thesis is to contribute to the evaluation of the system 

performance of operating system virtualization technologies with respect to 

security. This thesis concentrates on evaluating paravirtualization techniques, in 

particular the approach used in the XEN hypervisor. The Xen hypervisor provides 

the ability to multiplex physical resources at the granularity of the entire system 

and offers performance isolation between them. 

 

We look at virtualized environments as multi-level secure systems. The basic idea 

of this kind of system is to keep highly classified information from leaking to 

principals that are not authorized to access it. We can distinguish two classes of 

hypervisors depending on their implication for multi-level security: isolation 

hypervisors and sharing hypervisors. According to this classification, we only 

concentrate on systems that provide resource sharing. 
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2.1 Baseline Performance of the Xen Hypervisor 
In this part the performance of Domain-0 and user domain performance are 

evaluated as the number of user domains increases. Testing Domain-0 with an 

increasing number of user domains allows us to evaluate how much overhead 

virtual operating systems give while being idle, and how their number influences 

the overall system performance. Testing one user domain while increasing the 

number of idle domains allows us to evaluate how the number of domains 

influences operating system performance. The third case is testing concurrently 

loaded increasing numbers of user domains. Here we investigate total system 

efficiency and load balancing dependent on the number of running systems. 

 

2.2 Performance of the Xen Hypervisor with 
Enabled Security Module 
sHype is a hypervisor security architecture developed at the IBM TJ Watson 

Research Center, which provides mandatory access control facilities for 

hypervisor based systems. As all other security features, multi-level security 

introduces some overhead on overall system performance and in particular on 

some of its parts. Customizing security policy results in reducing or improving 

performance of the system. In this part of the experiment we repeat the tests from 

the previous part with the security module enabled. The results of these tests give 

us a chance to evaluate the overhead of the security module under different 

circumstances. 

 

2.3 Performance Comparison of Different 
Virtualization Technologies 
Previously, work was done on studying different virtualization technologies under 

similar conditions. The same evaluation platform (hardware, operating system, 
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evaluation software) was utilized in these previously performed experiments and 

results are presented as a master thesis [15]. This fact enables the quantitative 

analysis of two different virtualization approaches. Furthermore, security 

mechanisms were investigated under circumstances similar to ours, which allows 

us to compare the performance of two virtualization technologies. 
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Chapter 3 

Related Research 
 

In this chapter we present existing evaluations of paravirtualization technology for 

virtualization of operating systems environments, existing comparisons of 

paravirtualization technology with other virtualization environments, and existing 

evaluations of security modules for virtualized environments.  

 

There is a number of criteria, which might be evaluated in virtualization 

environments. Some of them are scalability, performance, isolation. 

 

We can distinguish several different types of evaluations. Macro-evaluation is 

testing a specific application, for example a web-server or a quake server. Results 

obtained from these specific applications may not be relevant and applicable to 

other kind of applications. Micro-benchmarks test performance of resources taken 

individually, depending on the number of running virtual machines and their 

workload. 
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3.1 Evaluations of Existing Implementations of 
Paravirtualization Technology 
The term "paravirtualization" was first used in association with the Denali virtual 

machine monitor [6, 7, 8]. One of the principles of paravirtualization is that it 

requires modifications for the guest operating system. The Denali virtual machine 

monitor is not able to run unmodified guest operating system. To evaluate it in the 

absence of a ported operating system, authors [6] implemented their own 

lightweight guest operating system, called Ilwaco, and ported several applications 

to it, including the Quake 2 game server and a web server. A series of micro 

benchmarks were run to quantify the performance of Denali’s primitive operations 

and check system scalability. For performance characterization, context switching 

overhead between virtual machines was measured and the results achieved are 

comparable with process context switching overheads in modern operating 

systems. To understand factors that influence swap performance, authors 

benchmarked Denali’s disk latency and throughput. In the case of three disks, the 

shared PCI bus became a bottleneck, restraining sequential throughput (Figure 3.1) 

 
Figure 3.1: Swap disk micro-benchmarks 

Denali uses a batched, asynchronous model for virtual interrupt delivery. To 

compare it to a synchronous model, the authors modified Denali’s scheduler to 

immediately context switch, as soon as interrupt arrives. After that they measured 

the aggregate performance of their web server application as a function of the 

number of guest operating systems running. For a small number of virtual 

machines, there was no evident advantage, but when the number of virtual 
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machines was increased (up to 800), a gain of up to 30% was observed (Figure 

3.2) 

 
Figure 3.2: Benefits of batched asynchronous interrupts 

Denali implements an “idle-with-timeout” instruction, which helps virtual 

machines to avoid wasting their CPU time slice by issuing operating system idle 

instructions. To measure the benefit of this instruction, the authors used virtual 

machines running a web server in two scenarios. In the first, the virtual machine 

used the timeout feature, and in the second virtual machine did not use it, idling 

only when there were no scheduled threads. As we can see from Figure 3.3, the 

difference is considerable. 

 
Figure 3.3: Idle-with-timeout instruction benefit 

Authors evaluated scalability for a throughput-centric workload, a web server in 

this case, and conjectured that there are three main factors that influence it. To 

evaluate them modified version of httperf HTTP measurement tool was used for 
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request generation. The performance of Denali at scale falls into two regimes: in-

core and disk-bound. In the in-core regime, all virtual machines fit in memory, and 

the system can sustain stable cumulative throughput independent of scale. When 

the number of active virtual machines increases to a point that their collective 

working set exceeds the main memory, the system enters the disk-bound regime. 

We can see from Figure 3.4 that there is a sharp performance difference, 

separating theses two regimes. 

 
Figure 3.4: In-core and disk-bound regimes 

To evaluate the scalability of the Denali virtual machine monitor with different 

type of workload, authors ported to Ilwaco a Quake 2 game server. They used two 

metrics as a quality of the game: the latency between a client sending an update to 

the server and receiving back the throughput of updates sent from the server. 

Figure 3.5 presents throughput and latency of a Quake server as a function of 

currently active Quake virtual machines. It demonstrates that they remain 

essentially constant. 

 30



 
Figure 3.5: Throughput and latency of a Quake server 

 

3.2 Existing Evaluations of Xen Virtual Machine 
Monitor 
In [9] creators of Xen evaluate its relative performance, performance of concurrent 

virtual machines, scalability and performance isolation.  

 

To evaluate relative performance of Xen, authors tested it against a number of 

alternative virtualization techniques, and compared a total system throughput 

executing multiple applications in parallel on a single native operating system 

against running each application in its own virtual machine. The performance of 

the Linux operating system, ported to Xen was compared to native Linux, running 

on “bare metal”, to Linux on a VMware workstation and to User-mode Linux 

(UML). Complex application-level benchmarks that utilize the entire system were 

used to test performance under a variety of server-type workloads. Figure 3.6 
 31



presents results of these benchmarks. The first set of bars illustrates performance 

of the SPEC CPU benchmark package, which contains a series of long-running 

computationally-intensive applications, intended to measure the performance of a 

system’s processor, memory, and compiler quality. It performs little I/O and has 

little interaction with the operating system. The second experiment presents the 

total time elapsed by testing systems for building the Linux 2.4.21 kernel with gcc 

2.96 compilers. The next two experiments used the Open Source Database 

Benchmark (OSDB) suite to test multi-user Information Retrievel (IR) and On-

Line Transaction Processing (OLTP) workloads. To test file system performance, 

the dbench program was used, which is a file system benchmark, derived from the 

industry standard “Net-Bench”. The last set of bars presents the results of SPEC 

WEB99, a complex application-level benchmark for evaluating web servers and 

the systems that host them. 

 
Figure 3.6 Relative performance of native Linux (L),XenoLinux (X),VMware 

workstation 3.2 (V) and User-Mode Linux (U) 

For more precise measurements of various system details, the authors used the 

operating system performance subset of lmbench suite, which consisted of 37 

micro benchmarks. XenoLinux was compared to the native Linux in uniprocessor 

(UP) and Symmetric Multi-Processor (SMP) modes. In 24 of 37 benchmarks, Xen 
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performs closely to native Linux, tracking the uniprocessor Linux kernel 

performance closely and outperforming the SMP kernel. 

 

To evaluate the performance of concurrently running virtual machines, the authors 

exercised 1,2,4,8 and 16 copies of the SPEC WEB99 benchmark in parallel on a 

two-CPU machine. The native Linux was installed and configured for SMP and 

multiple instances of the Apache webserver were started as separate processes. For 

Linux on Xen, each instance of SPEC WEB99 was run in its own uniprocessor 

Linux guest operating system. In the case of single test instance, native Linux 

outperformed Xen by 16.3%, due to the lack of SMP support at the guest operating 

system. As the number of test instances increased, the performance of the guest 

Linux operating systems running on Xen was closer to the performance of native 

Linux, running separate processes. Another test for concurrently running systems 

was performed using multiple instances of the PostgreSQL exercised by the OSDB 

suite. The authors tested aggregate throughput achieved by 1, 2, 4 and 8 Xen 

virtual machines running databases and the same number of PostgreSQL instances, 

running on the single machine as separate processes. As was revealed during the 

tests, the aggregate score of multiple PostgreSQL instances on a single Linux 

operating system is 25-30% lower than the equivalent score of Xen. 

 

To demonstrate good performance isolation of Xen, the authors tested Xen 

performance in the presence of malicious workload. They started 4 domains, 

configured with equal resource allocation, with two domains running previously 

measured workloads and two other domains each running a pair of extremely 

harmful processes. Harmful processes included file system-intensive workload, 

targeting a huge number of small file creations within large directories, a disk 

bandwidth hog, and “fork bomb”, a virtual memory intensive application. As was 

revealed by the testers, studied systems were only marginally affected by the 

behavior of domains running malicious processes, and results achieved were from 
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2% to 4% below the results reported in normal conditions. Vmware achieved a 

similar level of isolation but at a reduced level of absolute performance. Under 

native Linux malicious processes caused machines to be completely unusable for 

benchmark processes. 

 

To demonstrate good scalability of Xen, the authors examined the overhead of 

context switching between large numbers of domains. In Figure 3.7 we can see 

normalized cumulative throughput obtained when running a small subset of the 

SPEC CINT2000 suite in parallel on between 1 and 128 domains or processes on a 

dual CPU. As we can see, the line representing native Linux is almost flat, 

indicating that for this test there is almost no loss in aggregate performance, when 

scheduling between this number of processes. Linux identifies them all as 

compute-bound and schedules with long time slices. Xen’s default maximum 

scheduling time slice is 5ms only and in comparison to native Linux, running 128 

processes the loss in performance was about 7.5% To investigate the reason of 

loss, authors configured Xen to schedule time slices of 50ms (value of Linux 

compute-bound processes time slices) and the result was very close to native 

Linux performance. 

 
Figure 3.7: Normalized aggregate performance of a subset of SPECINT 2000 

running concurrently on1-128 domains 
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In [16], the authors presented results that repeated and extended experiments 

described in the paper “Xen and the Art of Virtualization”, which was written by 

the creators of Xen. They succeeded to build the machine with almost the same 

configuration as in [9], the only significant difference was a SCSI controller. 

Almost all the benchmarks they used were identical to those used in [9], except 

SPECINT 2000 and SPECweb99, which are commercial. They were substituted 

by open source versions. FourInARow substituted SPECINT 2000 and 

SPECweb99 was substituted by their own version of a web server benchmark. 

After repeating some experiments and performing some additional tests, the 

authors were convinced that Xen can be realistically used for virtual web hosting. 

They believe that for the studied hardware, it is efficient to use it for up to 16 

moderately loaded web servers; however they do not expect it to support 100 

guests with industry standard applications. 

 

Another problem, analyzed in [16], is weather Xen is efficient to use on older PC 

hardware. To answer this question, a group of researchers compared the 

performance of Xen and native Linux using older hardware (P3 1GHz processor, 

512 MB of PC133 memory and a 40GB hard drive). They found the relative 

overhead to be almost the same on more powerful and less powerful platforms. 

Yet, the main disadvantage of old platforms remains their limitation to host just 

few guest operating systems. In their case it was reasonable to run just 3 guest 

domains in addition to Domain-0. 

 

In [17], researchers presented a lightweight, non-intrusive monitoring system for 

measuring the CPU overhead in virtual machine monitor related layers during I/O 

processing. They performed measurements of the CPU overhead in the device 

driver domain during I/O processing and tried to analyze the nature of this 

overhead. To implement a monitoring system that watches for CPU usage by 
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different guest virtual machines, they integrated their software in the hypervisor’s 

CPU scheduler. For each domain it collects a sequence of data, which describe the 

timings of domain state changes. Using this data, it was possible to find the share 

of CPU which was allocated to domain. Time intervals of 100ms were used to 

aggregate overall CPU usage across different virtual machines.  

 

This mechanism was used to evaluate the performance of the web server, running 

in the Xen virtual environment. The authors mention that realistic workloads of the 

web server may vary with its file mix and file access pattern. With a short file mix 

web server performance is CPU-bound, with a long file mix it is network-bound. 

For their experiments they created a set of five web server workloads, each one 

with a fixed file size (1 KB, 10 KB, 30 KB, 50 KB, 70 KB) and tried to evaluate 

CPU overhead in Domain-0 caused by these workloads. Figure 3.8a presents CPU 

usage by Domain-0 in case of different types of workloads. Figure 3.8b presents 

CPU usage versus the amount of network traffic transferred to and from the web 

server, for the different workload types. 

 
Figure 3.8: Summary of performance experiments 
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In [18] authors present a system-wide statistical profiling toolkit, developed for the 

Xen virtual machine monitor – Xenoprof. It supports system-wide coordinated 

profiling in a Xen environment to obtain a distribution of hardware events, such as 

instruction executions, TLB and cache misses, etc. and was modeled on the base 

of OProfile profiling tool for Linux. Researches use Xenoprof to analyze 



performance overheads acquired by network applications running in Xen domains. 

Authors argue that results presented in the article “Xen and the Art of 

Virtualization” have used networking benchmarks in the systems with limited 

network bandwidth and high CPU capacity. Consequently, the network and not the 

CPU became the bottleneck resource. Accordingly, they designed their test cases 

to be CPU-bound and investigated CPU overheads in much more details. 

 

First, they used TCP receiver micro benchmark which measures the TCP receive 

throughput achievable over a small number of TCP connections. Their results 

contradict with previous research [9], which claims that the Domain-0 of the Xen 

system achieves performance nearly equivalent to the performance of the native 

Linux system. Since the system in [9] was not CPU limited, higher CPU utilization 

with Xen was not reflected. Figure 3.9 illustrates that with 3 and 4 network 

interface cards in the system, when the transfer becomes CPU-bound, performance 

of Xen becomes significantly lower than performance of native Linux. The 

maximum throughput achieved by Xen (Domain-0) in the TCP receiver test was 

about 75% of the maximum throughput of native Linux. After a detailed 

investigation, researchers found that Xen’s Domain-0 suffers significantly higher 

TLB miss rates, than native Linux system, which is the main cause for the 

throughput degradation. When testing Xen guest domains, they found that the 

receiver benchmark achieves less than half of the throughput achieved by Domain-

0. Authors argue that the main reasons are computational overheads of hypervisor 

and driver domains, which cause the instruction cost to increase by a factor of 2.2 

to 2.5 
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Figure 3.9: Receiver throughput on Xen and Linux 

TCP sender benchmark is less CPU-bound than TCP receiver, and Xen Domain-0 

exhibits performance, comparable to native Linux performance. However, it is 

mentioned that in the case of Xen a system suffers significantly higher TLB miss 

rates. Tests, performed on the Xen guest domain stated a throughput of less than 

one fifths of the throughput in the case of Domain-0 or native Linux. The authors 

believe that this is due to the fact that Xen’s I/O driver domain model prevents the 

guest domain from offloading TCP processing functions to the physical interface.  

 

3.3 Comparisons of Xen with Other Virtual 
Machine Monitors 
In [19], the authors present performance and scalability comparisons between two 

virtualization approaches: container-based and hypervisor-based. The authors 

believe that a combination of performance and scalability of the system defines its 

efficiency since these metrics correspond directly to how well the virtualization 

system coordinates the available physical resources for a given workload. As an 

example of a container-based virtualization environment, researchers choose the 

Linux Vserver system. Tests for the hypervisor-based system are performed on the 
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Linux version of the Xen hypervisor. Both systems are compared with the native 

Linux performance on the machine with the same hardware configuration. 

 

The first test consists of a number of micro-benchmarks which target the testing of 

different subsystems. Table 3.1 presents the results for some micro-benchmarks. 

The authors argue that the rest of the results do not vary significantly. 

 

 
Table 3.1: Micro-benchmark timings for uniprocessor kernels 

The performance of the Vserver is always within 1% of Linux performance. The 

performance of Xen is significantly lower. 

 

Furthermore, the authors perform system-wide benchmarks which exercise the 

whole system with a range of server-type workloads to compare the absolute 

performance of Linux, Vserver and Xen. Figure 3.10a illustrates disk performance 

relative to native Linux performance, and Figure 3.10b presents performance of 

CPU and memory-bound benchmarks. Results for all performed tests state that the 

Vserver performance is close to native Linux performance, and that the Xen 

performance is 5-35% lower. 
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Figure 3.10: Relative performance of Linux, VServer, and XenU kernels 

In [20], the authors use a number of micro-benchmark to compare the scalability 

and performance of four virtualization environments. They try to demonstrate that 

results from complex applications cannot be used to understand the scalability of a 

virtual machine monitor. As they argue, real applications and operating system 

benchmarks often activate several resources at once or focus on operating system 

specific operations, making it difficult to understand the impact of the 

virtualization tools on every resource. Authors also try to evaluate overhead of the 

virtualization mechanism. To do that, they compare execution time of a 

benchmark running in the non-virtualized environment with another instance of 

the same benchmark, running on the single virtual machine instance. The overhead 

might be negligible for a single virtual machine, and become more significant 

when several virtual machines are running at the same time (due to the context 

switches between virtual machines). 

 

To measure performance isolation, the authors run two virtual machines simulta-

neously, executing one application on the first virtual machine and two copies of 

the same application on the second virtual machine. This approach allows 

estimating what kind of resource scheduling is used in the virtualization 

environment: by process or by virtual machine. In case of scheduling by process, 
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all three instances of application will finish at the same time, in case of scheduling 

by virtual machine application, running on the first virtual machine should 

terminate first. 

 
Figure 3.11: CPU overhead according to the number of VMs 

In Figure 3.11, the authors present application running time, while testing an 

application on the single virtual machine, while the total number of virtual 

machines increases. It is possible to notice that with increasing number of virtual 

machines, VMware and UML present significant deviations from the theoretical 

value, while in case of Xen and Vserver, performance is close to optimal.  

 
Figure 3.12: Disk overhead according to the number of VMs 

Figure 3.12 presents the disk overhead. Here UML exhibits the lowest 
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performance, VMware has a disk overhead of 40% higher than the one of Vserver. 

Xen has higher overhead than the Vserver at 10 virtual machines running, but it 

doesn’t increase when the number of running virtual machines increases. 

 
Figure 3.13: CPU linearity according to the number of VMs 

In Figure 3.13 the authors present that the CPU usage increases linearly with the 

number of simultaneous virtual machines running the application. CPU linearity of 

the Vserver and Xen is ideal from 1 to 100 virtual machines, Xen being faster 

compared to the theoretical reference based on Vserver. Vmware and UML exhibit 

a poor linearity. 

 
Figure 3.14: CPU performance isolation 
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Figure 3.14 presents CPU performance isolation of 4 virtualization tools. Xen and 

Vserver exhibit the best performance. 
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Chapter 4 
Methodology 
 

In this chapter we describe the method, used in our evaluation of the Xen 

hypervisor. First, we describe our test bed system, including detailed hardware 

specification, operating system configuration, and chosen benchmarks. We also 

provide a detailed protocol of our tests and all scripts used in the process of testing 

and processing of the results, which makes it possible to repeat our tests and 

compare our results with the results obtained on other systems. We also describe 

in details the installation process of the Xen hypervisor, due to the fact that its 

version for the chosen operating system is still a research prototype and its 

installation and configuration required some non-standard steps. 

 

4.1 Test Bed Details 
Here we start with brief but precise specification of hardware we used, provide 

operating system details, specify installation details of Xen and its security 

module, sHype.  
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4.1.1 Hardware details 
All our experiments were performed on the dual-core Sun Fire X2100 x64 servers 

with identical hardware configuration. They are equipped with dual core AMD 

Opteron processors, model 175, running at 2.2GHz with 1MB of level II cache per 

core, 2GB of unbuffered DDR/400 memory and a serial ATA hard drive, rotating 

at 7200 RPM with the capacity of 80GB. For our tests we used three identical 

machines, with different software installed. All of them Solaris based SunOS 5.11 

build snv_44 i86pc. The first machine runs the Solaris operating system installed 

on the Xen hypervisor in a default configuration, the second runs the Solaris 

operating system installed on a Xen hypervisor with the enabled access control 

module, and the third one runs the native Solaris operating system environment. 

 

4.1.2 Xen 
For our tests we use version 3.0.2-2 of the Xen hypervisor, modified for the 

Solaris operating system as part of the “Xen for Solaris” project. This version of 

Xen was released in August 2006 and at the time of this writing was the latest 

release of the “Xen for Solaris” project team. Developers synchronized it with 

build 44 of Solaris operating system, which we also used for our tests. The last 

update of the “Xen for Solaris” project states that the team is currently in the phase 

of testing a new release of Xen for Solaris, which is synchronized with build 57 of 

the Solaris operating system and will be available for the public in May 2007. In 

the remainder of this section we discuss Xen installation issues and configuration 

details. 

 

There are three options of Xen installation. Firstly, one can install Xen from 

compiled binaries available on the project web site, secondly download source 

code and compile it, possibly after changing some of the Xen configuration 

settings. The third option is to download the latest source code of the Solaris 
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operating system from the project repository ([21]) and build the whole operating 

system, with the Xen hypervisor enabled. 

 

For our tests we decided to build Xen from source, because it gives us the 

opportunity to enable/disable the sHype security module, and to make sure that all 

system configuration parameters are identical in the both cases. 

 

Before building Xen from source, one should make sure that the following 

packages are installed in the system: 

• SUNWPython64 

• SUNWPython64-devel 

• SUNWbinutils 

• SUNWgcc 

• SUNWgccruntime 
 

All of them can be obtained from the “Xen for Solaris” project web-site [10]. 

Installation of these packages is done with the following commands: 

# bunzip2 -d SUNWPython64.pkg.bz2 
# pkgadd -d SUNWPython64.pkg
 
If build 39 through 44 of Solaris operating system are used for compiling Xen, the 

following line should be added in /etc/system, and the system should rebooted 

before building the Xen package. If this is not done, the machine will stop 

responding during the build. 

set vpm_cache_enable=0 
 
After that Xen packages can be built by issuing the following command: 
 
# /path/to/xen-src/sunos.hg/bin/build-workspace /path/to/xen-src
 
If everything was done correctly, a source directory will contain three Xen 
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packages, needed for installation: SUNWxenh, SUNWxenr, SUNWxenu. To install 

them, we issue the following command from the source directory: 

# pkgadd –d packages all

The last package, needed for installation is SUNWonbld, which also can be 

downloaded from the project web-site. Use the following commands to install it: 

# bunzip2 -d SUNWonbld.pkg.bz2 
# pkgadd -d SUNWonbld.pkg
 

It is important to note, that all the packages, mentioned above, should be 

downloaded from the “Xen for Solaris” project web-site, because they are 

modified by the project team especially for the Xen environment. 

 

The next step in installing Xen is upgrading the operating system itself. This is 

done by using a Blindingly Fast Upgrade (BFU). If Solaris, modified for Xen, was 

built from source, BFU archives can be found in the archives/i386/nightly 

directory. Otherwise they can be downloaded them from “Xen for Solaris” web-

site. For further details about updating the system from BFU achieves, refer to the 

Solaris developer’s guide [22]. 

 

After modifying a system using BFU, it is ready to boot the Xen hypervisor. BFU 

will update the default entries in /boot/grub/menu.lst to boot Solaris from real 

hardware, but if we want to boot it on Xen, we need to add the following entry: 

 
title Solaris on Xen 64-bit 
kernel /boot/amd64/xen.gz dom0_mem=524288 console=com1 com1=9600,8n1  
module/platform/i86xen/kernel/amd64/unix/platform/i86xen/kernel/amd64/un
ix -k 
module /platform/i86pc/boot_archive
 

After the next reboot the system will be running on the Xen hypervisor. To verify 

if Xen is running we can issue the xm list command, which will list all the running 

domains in the case if Xen is running. 
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As a guest operating system we use the same version of the Solaris operating 

system, build 44. The guest operating system image can be created from the 

current version of operating system or downloaded from the project web-site. The 

configuration of the guest domain is kept in the script file. Here is the example of a 

configuration file for one of the guest operating systems: 

 
name = "guest1" 
memory = "150" 
kernel = "/export/xc/xvm/guest1/platform/i86xen/kernel/amd64/unix" 
extra = "/platform/i86xen/kernel/amd64/unix" 
ramdisk = "/export/xc/xvm/guest1/platform/i86pc/boot_archive" 
on_shutdown = "destroy" 
on_reboot = "restart" 
on_crash = "destroy" 
root = "/dev/dsk/c0d0s0" 
disk = ['file:/export/xc/xvm/guest1/root.file,0,w'] 
vif = ['bridge=xenbr0']  
 

To start a user domain operating system we use the xm create command from 

control domain. For further manipulation of user domains, please check the Xen 

manual [21]. 

 

4.1.3 sHype 
sHype is a hypervisor security architecture developed in the IBM research 

department. One of its implementations is an extension to the Xen hypervisor, 

which allows defining simple policies that manage the control and sharing 

capabilities of virtual machines running simultaneously on a Xen system. In our 

tests we compare performance of Xen with enabled and disabled security module, 

and one of our test systems runs on Xen with enabled security module. 

 

To enable sHype we need to change the configuration file in the source code, and 

build Xen exactly as it was described above. Changes should be done in the 

common.mk file, which is situated in the root directory of Xen source tree.  
ACM_SECURITY ?= n  

we change to : 
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ACM_SECURITY ?= y 

and, 
ACM_USE_SECURITY_POLICY ?= ACM_NULL_POLICY  

should be substituted with 
ACM_USE_SECURITY_POLICY ?= SIMPLE_TYPE_ENFORCEMENT_POLICY 

 

As it was mentioned above, the studied version of Xen is still experimental and not 

all functions are fully ported from Linux. While building Xen with the security 

module enabled, we experienced some problems. Further in this section we 

describe in more details which problems we experienced and the ways we resolved 

them. 

 

Xen does not compile with the above mentioned specification of the policy. Is 

should be changed to 
ACM_DEFAULT_SECURITY_POLICY ?= SIMPLE_TYPE_ENFORCEMENT_POLICY 

 

After the core of the Xen compiles without errors, we noticed errors in the security 

tools directory, which contains tools for working with policies, such as loading, 

unloading and translating policy from XML format. After several attempts to fix 

the errors we came to the conclusion that the best solution is to build a distribution 

of Xen without security tools. This can be done by commenting the line of 

Makefile file in the tools directory: 
SUBDIRS += xcutils 
#SUBDIRS += firmware 
#SUBDIRS += security 
SUBDIRS += console 
 

After that Xen is compiled and installed as it was described above for the version 

without security. 

 

For installation of the guest operating systems, we use the same process as in 

previous case, and add one line at the buttom of the configuration file. 
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name = "guest1" 
memory = "150" 
kernel = "/export/xc/xvm/guest1/platform/i86xen/kernel/amd64/unix" 
extra = "/platform/i86xen/kernel/amd64/unix" 
ramdisk = "/export/xc/xvm/guest1/platform/i86pc/boot_archive" 
on_shutdown = "destroy" 
on_reboot = "restart" 
on_crash = "destroy" 
root = "/dev/dsk/c0d0s0" 
disk = ['file:/export/xc/xvm/guest1/root.file,0,w'] 
vif = ['bridge=xenbr0']  
ssidref = “1” 

 

Ssidref is the ID of the label, assigned to the domain. Since the default policy 

contains just one label we assign that same label to all domains. In the case of a 

more sophisticated policy different labels will be assigned to different groups of 

domains, allowing or disallowing different domains to communicate with each 

other. Due to limitations of our version of Xen we have to use the default security 

policy, but we believe that in our tests this limitation does not affect performance 

of the system. 

 
4.2 Testing Tools 
Although micro-benchmarks are incomplete indicators of system behavior for real 

workloads, they offer the opportunity to study the influence that the virtualization 

technique has on primitive operating system operations ([23]). Real applications 

and operating system benchmarks often mobilize several resources 

simultaneously, making it difficult to understand the impact of a virtualization tool 

on every resource. The results that micro-benchmarks give on performance of low 

level virtual machine mechanisms mostly exhibit the design properties of these 

mechanisms. 

 

For our system performance evaluation we decided to use the Advanced Integrated 

Matrix (AIM) tool. This is an independent resource benchmark, developed by 

Caldera International, Inc. It is an open source product and the benchmark can be 
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compiled on any POSIX-compliant system. The main benchmark suite consists of 

60 micro benchmarks, which generate absolute processing rates for arithmetic 

operations, memory and process management, file system operations, function 

calls, inter-process communication and for some specific algorithmic tests. 

 

4.2.1 Configuration 
The benchmark's working file, s9workfile, lists all the micro-benchmarks in the 

test suite, and is used to turn the tests on and off. For our studies we use the results 

of all tests, that is why we leave default version of the s9workfile unmodified. The 

FILESIZE parameter defines the size of temporary files for disk tests, which in our 

case, we set to 5MB.  

 

After specifying which tests should be compiled, we can execute the make 

command, which, when executed the first time, will start the s9setup script. This 

script creates a Makefile file for compiling the benchmark suite, accordingly to the 

current system. It requires four parameters, specific to the currently used system. 

These are: the name of the C compiler, compiler options, the linker options and 

location of the Bourne shell. In our case, specified parameters are the following: 

 

C compiler name: gcc 

Compiler options: -o 

Linker options: -lnsl –lsocket 

Location of the Bourne shell: /bin 
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After compilation we get executable program singleuser, which consequently runs 

all the micro-benchmarks, specified in the s9workfile. As input parameters it 

requires machine name and configuration, number of seconds to run each micro-

benchmark and directory, where to store temporary files. In all of our tests we run 

each micro-benchmark for 10 seconds. 



An interesting issue appears, when we try to start the benchmark simultaneously 

on several virtual machines. Since virtual machines share the same hardware, and 

the number of resources is usually smaller than the number of virtual machines, it 

is theoretically impossible to synchronize all virtual machines for a start at exactly 

the same time. In practice, if each test runs 10 seconds and we want to achieve an 

error due to variations of the start time of not more than 0.1% we have to make 

sure that benchmark at all our virtual machines will start in 0.01s. To ensure this, 

we developed a network program which listens the designated port, and starts the 

benchmark program when it receives a signal. 

 
#include <stdio.h> 
#include <sys/types.h> 
#include <sys/socket.h> 
#include <netinet/in.h> 
#include <arpa/inet.h> 
#include <errno.h> 
 
#define PORT_ID   6090    
 
main() 
{ 
   int sockid, nread, addrlen; 
   struct sockaddr_in my_addr, client_addr; 
   char msg[50]; 
   
  if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0)  
      { printf("Server: socket error: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htons(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr,  
      sizeof(my_addr)) < 0) ) 
      { printf("Server: bind fail: %d\n",errno); exit(0); }    
 
   nread = recvfrom(sockid,msg,11,0, 
                 (struct sockaddr *) &client_addr, &addrlen); 
     if (nread >0) { 
     close(sockid); 
  execl (“singleuser”,”singleuser”,NULL); 

} 
 } 
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From the Xen documentation we know that with the default configuration, a 

context switch happens every 5 µs, which mean that in the case of 10 virtual 

machines; in 0.01s each machine will get CPU at least 200 times, which will 

ensure relative mistake due to non-simultaneous start not more than 0.1%. 

 

All of the micro-benchmarks from the AIM benchmark suite are separated in the 

following categories: 

1. Arithmetic 

Performs addition, division and multiplication on number of types integer, long 

integer, single and double precisions. 

 

2. Memory and Process Management 

Benchmarks on system memory allocations, paging, program loads, and task 

creations. 

 

3. Filesystem I/O operations 

Micro-benchmarks which stress system hard drive and test its performance under 

heavy loads. Tests, included in this category are cached and synchronized random 

disk reads, random disk writes, sequential disk writes, directory searches, file and 

directory creations, file copy and link/unlink tests. 

 

4. Function Calls 

This category contains four micro-benchmarks, which evaluate the speed of 

function calls with different number of arguments. 

 

5. Inter-process Communication 

Seven micro-benchmarks, which evaluate number of messages sent per second, 

using TCP, UDP, FIFO, PIPE, Shared RAM, Stream Pipe, and DataGram Pipe 

techniques. 
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6. Library/System 

 

This category consists of thirteen micro-benchmarks, which evaluate the 

performance of different system and external library functions.  

 

7. Algorithmic Tests 

 

Tests in this category present five classic algorithms, which stress CPU and RAM 

of the system, these are: Newton/Raphson algorithm, 3D Projection, Linear 

System test, Taylor Series test, and Integer Sieves test. 

After execution, the benchmark generates a tab delimited spreadsheet output file 

with benchmark results. It includes the name and configuration of the machine, the 

date of the benchmark run, the name of the benchmark, the disk iteration count, 

and a tab separated line for each test run with name of test and time used to 

execute it. 

 

For the results processing we use a simple java program, which transfers each file 

with the result into the single line tab delimited micro-benchmark values (text of 

the program can be found in Appendix 1). After that, resulting file can be 

processed by any results visualization program. 

 

4.3 Test Protocol 
Our performance tests consist of two parts. In the first part we test the baseline 

performance of the Xen hypervisor and in the second part we test the performance 

of Xen with the security module enabled. 

 

To test the baseline performance of Domain-0 and user domains we evaluate the 

system as the number of user domains increases and compare the results with the 

 55



performance of native operating system, installed on the bare hardware. To test the 

overall system performance under the conditions of loaded guest operating 

systems, we test concurrently loaded increasing number of user domains.  

 

In the second part of the experiment we repeat the tests under the same conditions 

with the difference that the security module is enabled.  

 

4.3.1 Evaluating performance of the Domain-0 
To evaluate the overhead of the virtualization technique used in Xen, we run the 

benchmark in Domain-0 and increase the number of simultaneously running user 

domains. At the end we get (n+1) benchmark results, after creating n user 

domains: one for the case when only the Domain-0 existed and n for the n user 

domains created respectively. Figure 4.1 illustrates the flow of the tests. 
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Figure 4.1: Domain-0 performance evaluation flow graph 

 

4.3.2 Evaluating performance of a user domain 
To examine the performance of a user domain in the case of a growing number of 

user domains, we run the benchmark in the first user domain. As in the previous 

case, only a single user domain actually runs the benchmark and the other domains 

including Domain-0 remain idle. The resulting flow cart is similar to the Figure 

4.1 except that we run the benchmark in a user domain, and do not run it in the 

case when just Domain-0 exists. It is represented in Figure 4.2 
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Figure 4.2: User domain performance evaluation flow graph 

 

4.3.3 Evaluation of cumulative system performance in 
case of concurrently loaded user domains 
To evaluate overall system performance in case of concurrently loaded user 

domains, continuously increase the number of running user domains and run the 

benchmark concurrently in all running user domains. As a result we have control 

domain (Domain-0) free of load and all the user domains are executing the same 

benchmark, started at approximately the same time with the relative error less than 

0.1%. The flow chart for the test is presented in Figure 4.3 
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Figure 4.3: Performance evaluation in the case of concurrently loaded user 

domains. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 59



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 60



 
 
 
 
 
 
Chapter 5 
Results and Discussion 
In this chapter we present and analyze the results of our performance evaluation 

tests, performed on the Xen platform, and compare them with the results of the 

same test suite, performed on the Solaris Zones virtualization platform. 

 

Xen and Zones are two different virtualization approaches implemented for the 

Sun Solaris operating system. They operate at different levels in the software 

stack: Xen virtualizes the hardware, which allows multiple operating system 

kernels to run simultaneously on the same hardware, while Zones virtualize the 

operating system, allowing multiple operating system environments to coexist on a 

single Solaris kernel. While the Xen approach gives good isolation, it requires the 

management of several complete operating environments. Zones, in contrast, are 

easily managed, because they share the same kernel.  

 

First, we compare results of the tests which run a single instance of the operating 

system. In the case of Xen, we present performance results of the control domain 

(Domain-0) and a single user domain in the scenarios with disabled and enabled 
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security module. We compare those to the results of the same tests, performed in 

the Zones environment [15], in global and local zones. The performance of the 

global zone (without any local zones running) can be viewed as the baseline 

Solaris operating system performance and gives us a chance to evaluate 

virtualization overhead in different cases, in comparison to the native Solaris 

operating system, running on the same hardware. 

 

In the second part we compare the performance of the control domain of Xen and 

the performance of one user domain, accordingly to the performance of the global 

zone and a single local zone in the case when the number of user domains (zones) 

increases. This approach allows us to evaluate the cost of the isolation of the 

system and the influence of the context switch overhead on the control domain and 

the user domains (global and local zones in case of Zones).  

 

In the third part we compare cumulative system performance, while increasing the 

number of user domains (local zones in the case of Zones). This scenario allows us 

to evaluate system utilization in the case of a different number of virtual machines. 

 

5.1 Performance Evaluation of a Single Virtual 
Machine in the System 
Here we present the results of for seven tested systems: Xen Domain-0 without 

security, Xen Domain-0 with security module, Xen user domain, Xen user domain 

with enabled security module, global zone with and without security module, and 

local zone, running without security module. Legend, used in the graphic 

representation is presented in Table 5.1. We present the results for seven 

categories of the micro-benchmarks from the AIM benchmark suite: Arithmetic, 

Disk/Filesystem, Memory and Process Management, Inter-process 

Communication, Library/System tests, Function calls and Algorithmic tests. 
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Gns Global zone without security 

Gws Global zone with security 

Lns Local zone without security 

Xd0 Xen Domain-0 without security 

Xd0s Xen Domain-0 with security 

XdU Xen user domain without security 

XdUs Xen user domain with security 

Table 5.1: Legend 

• Arithmetic 
Figures 5.1 and 5.2 present the arithmetic performance of the tested systems. 

Arithmetic operations are CPU-bound, which means that these micro-benchmarks 

test mainly CPU performance. 
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Figure 5.1: Long Integer Additions 
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Long Integer Divisions
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Figure 5.2: Long Integer Divisions 

The performance of Xen’s user domain is 1.2% better than of Domain-0 in case of 

integer additions and 1.3% better in case of integer divisions. This result could 

be explained with the fact that the Domain-0 has access to two physical CPUs of 

the system, while a user domain can access only one. Because our tests do not use 

the advantage of multithreading, only one CPU can perform useful calculations at 

any moment of time and as a result Domain-0 experiences an overhead for context 

switch of tasks between CPUs. Solaris Zones used two CPUs, both in case of the 

local and global zones tests and if compared to Xen, exhibit better results in all 

algorithmic tests. The difference is 2.5%, and obviously represents the 

virtualization overhead. Solaris Zones execute on the native hardware, when the 

Xen user domains execute on top of the virtual machine monitor. We also can see 

that in both cases the security modules do not add any overhead to the system 

performance because sharing CPU cycles is not controlled by the security 

modules. 

 

• Memory and Process Management 

Figures 5.3 and 5.4 display the performance of tested systems in paging 

operations and task creation. In both of these micro-benchmarks Xen performs 

significantly worse than Zones. Performance of Zones is 3-4 times better, in both 

cases of global and local zone. This result could be explained partially with the 
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fact that the tested version of Xen is experimental, and was not optimized for 

performance. Another reason is given in [18], where the authors state that Xen 

experienced a much higher number of TLB misses than the native environment 

did, and that is why general memory performance is considerably lower. 
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Figure 5.3: Paging Operations 

Fork Task Creations
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Figure 5.4: Fork Task Creations 

 

• Inter-process Communication 

Figure 5.5 presents inter-process communication performance, using TCP/IP 

messages. Xen displays significantly lower performance than Zones due to the 

virtualization overhead and experimental nature of the tested prototype. It is worth  
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mentioning that the security module does not provide additional overhead in the 

case of Xen, while in the case of Zones it adds an overhead of 55% 

TCP/IP Messages
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Figure 5.5: TCP/IP Messages 

 

• Library/System 

Figures 5.6 and 5.7 present the performance of trigonometric and sorting 

operations which are mainly CPU-bound and repeat results obtained for arithmetic 

tests. 
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Figure 5.6: Trigonometric Functions 
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Sort Operations
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Figure 5.7: Sort Operations 

Algorithmic tests, presented on the Figure 5.8 by the Solutions of Linear 

Equations micro-benchmark, are also CPU-bound. 
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Figure 5.8: Solutions of Linear Equations 

• Disk/Filesystem 

From figures 5.9, 5.10, 5.11 we can see that Xen exhibits much worse 

performance than Zones in all kinds of disk operations. Its performance is from 5 

to 10 times lower, being worse in case of purely hard drive-bound operations, such 

as sequential and random disks reads and writes, and slightly better in the case 

when the final benchmark performance depends also on CPU and system memory. 

For example file creations and closes (Figure 5.9) 
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File Creations and Closes
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Figure 5.9: File Creations and Closes 

Directory Searches
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Figure 5.10: Directory Searches 

Sequential Disk Reads
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Figure 5.11: Sequential Disk Reads 
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5.2 Performance Evaluation of a Single Virtual 
Machine Instance, while Number of Virtual 
Machines Increases 
In this section we present performance of Xen and Zones when number of virtual 

machines increases. Tests were performed in the global zone, the local zone, 

Domain-0, and the first user domain in case of disabled and enabled security 

module. As in the previous case, we separate micro-benchmarks in seven 

categories and present one or two resulting graphs for each category. 

 

• Arithmetic 

As in previous series of tests, performance of CPU-bound operations of Zones is 

2-3% better than performance of Xen (Figures 5.12 and 5.13). But both of the 

graphs present that Xen provides better performance isolation and its results are 

more stable. 
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Figure 5.12: Long Integer Divisions 
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Double Precision Multiplies
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Figure 5.13: Double Precision Multiplies 

 

• Disk/Filesystem 

Disk micro-benchmarks repeat the situation presented in the previous section. 

Here we can’t see significant performance degradation or instability with the 

increasing number of virtual machines in both of the studied virtual machine 

monitors due to the fact that idle virtual machines do not significantly use hard 

drive and do not influence the benchmark performance (Figures 5.14, 5.15) 
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Figure 5.14: File Creations and Closes 
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Sequential Disk Reads
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Figure 5.15: Sequential Disk Reads 

Memory management and inter-process communication benchmarks (Figures 

5.16, 5.17) exhibit a situation similar to the disk operations. Possible reasons for 

that were explained in the previous section. 
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Figure 5.16: System Memory Allocations 

TCP/IP Messages
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Figure 5.17: TCP/IP Messages 
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Sorting and dynamic memory operations are CPU and memory-bound. In both 

of the cases we experience slightly better performance of Zones and better 

performance isolation in the case of Xen (Figures 5.18 and 5.19). 
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Figure 5.18: Sort Operations 

Dynamic Memory Operations
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Figure 5.19: Dynamic Memory Operations 

Functions calls, presented on the figure 5.20, again exhibit slightly better 

performance of Zones and better performance isolation of Xen. The performance 

overhead, introduced by the sHype security module is about 2.5%. 
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Function Calls (2 parameters)
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Figure 5.20: Function Calls 

The point transformations micro-benchmark, which is part of algorithmic 

category of the tests, states equal performance in the user domain and the local 

zone, while the global zone and the Domain-0 performance is unstable, with 

considerably bigger instability in the case of Zones (Figure 5.21) 
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Figure 5.21: Point Transformations 

 

5.3 Performance Evaluation of Concurrently 
Loaded Virtual Machines 
In this section we present results of the performance evaluation of concurrently 

loaded, increasing numbers of virtual machines in the case of Xen and Zones. 

Benchmarks are synchronized to run simultaneously at all virtual machines present 

in the system. The number of virtual machines is increased from one to ten. The 

benchmarks are performed only in user domains in case of Xen and in local zones 
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in case of Zones. To evaluate the results of concurrent performance we aggregate 

the results from all running virtual machines. As in previous sections, we present 

the results sorted by categories. 

 

• Arithmetic 

As it was mentioned above, arithmetic micro-benchmarks are purely CPU-bound 

and, since our systems have two CPU cores they exhibit double performance as 

the number of virtual machines increase from one to two. With an increasing 

number of virtual machines from two to ten we can notice a smooth decrease in 

aggregate performance. This decrease is due to the cost of context switches 

between virtual machines. As the number of virtual machines grows, total context 

switch time grows, thus decreasing total useful CPU time. From Figures 5.22 and 

5.23 we can see that the line indicating decrease of the performance is more stable 

in case of Xen and can be explained with the fact that multiplexing of the 

resources is done on the lower level, close to the hardware. All the virtual 

machines are treated as equal, independent of their load, which provides good 

resource isolation. In the case of Zones, resource sharing is made on the operating 

system level and virtual machines are basically processes in the same hosting 

operating system. 
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Figure 5.22: Long Integer Additions 
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Single Precision Additions
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Figure 5.23: Single Precision Additions 

 

• Disk/Filesystem 

In the case of disk operations Xen exhibits worse performance than Zones, which 

was discussed in the previous section. Figure 5.24 displays an increase in the 

performance in case of increasing the number of virtual machines from one to two. 

This result can also be explained with the fact that file creation and closes 

operations are not only hard drive-bound, but also CPU-bound. 
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Figure 5.24: File Creations and Closes 
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Random Disk Reads
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Figure 5.25: Random Disk Reads 

Figure 5.25 exhibits that in case of random disk reads, the hard drive is the main 

bottleneck of the system performance and we can observe a smooth aggregative 

performance decrease, while increasing the number of virtual machines from one 

to ten. Under the same conditions Zones, exhibit 75% increase in aggregate 

performance, which points to better hard drive sharing routines.  

• Memory and Process Management 

Figures 5.26 and 5.27 exhibit performance of Xen and Zones in the case of 

memory allocations operations and program loads. Xen states lower quantitative 

performance but better performance isolation. It is worth mentioning that the 

security module for Xen exhibits practically zero overhead, while the security 

module for Zones, called Trusted Extensions, in contrast exhibits significant 

influence on the overall system performance. 

System Memory Allocations

0

200000

400000

600000

800000

1000000

1200000

1400000

1600000

1800000

0 2 4 6 8 10 12

number of virtual machines

op
/s

X

Xs

Z

Zs

 
Figure 5.26: System Memory Allocations 
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Program Loads
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Figure 5.27: Program Loads 

The results of our measurements of the TCP/IP performance are similar to those 

of the memory and process management operations (Figure 5.28). 
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Figure 5.28:TCP/IP Messages 

 

Figures 5.29 and 5.30 exhibit the performance of the sorting and dynamic 

memory operations micro-benchmarks. Again in this case Xen proves better 

performance isolation than Zones, exhibiting a double increase in performance 

when increasing the number of virtual machines from one to two and a smooth 

performance decrease when the number of virtual machines changes from two to 

ten. However we can observe from the graphs a sharp fall of aggregate 

performance when the number of virtual machines reaches eight in the case of the 

security enabled scenario. The cause of this performance decrease is conjectured 

to be a cache overflow internal to Xen, based on messages in the system logs. 
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Sort Operations
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Figure 5.29: Sort Operations 

Dynamic Memory Operations
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Figure 5.30: Dynamic Memory Operations 

The function calls graphs (Figures 5.31 and 5.32) and algorithmic micro-

benchmarks (Figure 5.33 and 5.34) exhibit similar situation. 
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Figure 5.31: Function Calls 
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Function Calls (15 parameters)
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Figure 5.32: Functions Calls 

Point Transformations

0

500000

1000000

1500000

2000000

2500000

3000000

3500000

4000000

0 2 4 6 8 10 12

number of virtual machines

op
/s

X

Xs

Z

Zs

 
Figure 5.33: Point Transformations 
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Figure 5.34: String Manipulations 
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5.4 Summary 
We can distinguish three different resource limitations which were investigated in 

our tests. They are CPU cycles, main memory and hard drive. In the case of CPU-

bound tests Xen exhibited a performance, close to the performance of Zones, 

loosing 2-3% due to the bigger virtualization overhead. In the case of memory-

bound and hard drive-bound tests Xen exhibits 5 to 10 times worse performance. 

The main reason for this behavior is the fact that the studied version of Xen is a 

research prototype and was not optimized for performance yet. However, such an 

enormous difference in disk operations performance remains an interesting issue 

and is worth further investigation. 

 

The security module of Xen, sHype stated extremely low overhead additions, 0-

2% overhead in most of the studied cases, in contrast with trusted extensions, used 

in Zones, which in some cases exhibited more than 50% of overhead. 

 

Xen also exhibited better performance isolation with the increasing number of 

virtual machines. 
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Chapter 6 
Conclusions and Future Work 
 

This chapter summarizes the research undertaken in the thesis: it describes the 

limitation of the testing tools and the system tested, and provides suggestions for 

future investigations. 

 

6.1 Conclusions 
The main purpose of this thesis is to contribute to the evaluation of the scalability 

and system performance of operating system virtualization technologies with 

respect to security. The emphasis of the research was on evaluating the 

paravirtualization approach used in the Xen hypervisor and on comparing it with 

operating system-level virtualization used in Solaris Zones. 

 

We evaluated the performance of Domain-0 and the user domain as the number of 

user domains increases and compared it to the existing results obtained under 

similar conditions for Solaris Zones ([15]). The same tests were repeated for the 

cases with enabled and disabled security modules and allowed us to compare 

 81



security overhead given by sHype and Solaris Trusted Extensions with security 

modules of Xen and Solaris Zones. Testing Domain-0 with the increasing number 

of user domains allowed us to evaluate how much overhead virtual operating 

systems give while being idle, and how their number influences the overall system 

performance. Testing one user domain and increasing the number of domains 

allowed us to evaluate how their number influences the performance of separate 

instances of user operating systems. Testing concurrently loaded increasing 

numbers of user domains gave us a chance to evaluate the total system efficiency 

and load balancing dependent on the number of running systems. 

 

Systems were limited by CPU, memory and hard drive characteristics. In case of 

CPU-bound tests Xen exhibited performance close to the performance of Zones 

and to the native Solaris performance, loosing 2-3% due to the virtualization 

overhead. In case of memory-bound and hard drive-bound tests Xen exhibited 5 to 

10 times worse performance, the main reason of which is probably the fact that the 

studied version of Xen is a research prototype and was not optimized for 

performance. The security module of Xen, sHype, presented an extremely low 

incremental overhead, 0-2% in most of the studied cases, in contrast to Solaris 

Trusted Extensions, used in Zones, which in some cases exhibited more than 50% 

of overhead. 

 

6.2 Methodology Limitations 

To evaluate system performance we used a series of micro-benchmarks, which test 

performance of the resources, taken individually. They allow us to evaluate the 

performance of the CPU, memory, hard drive and network operations taken 

individually, but according to [23], results of micro-benchmarks may not reflect 

the actual system performance, which represents the first limitation of our tests. 
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Secondly, our tests are single-threaded and are not always able to exercise all of 

the available system resources. This limitation narrows the comparison of 

aggregative performance of several concurrently loaded domains with the 

performance of a single domain to the particular case because of incomplete 

resource use in the case of a single tested domain. 

 

Our benchmark tool starts micro-benchmarks immediately one after another, and 

they exercise different parts of the system. While testing several domains loaded 

concurrently, the synchronization of these micro-benchmarks plays an important 

role, because to test one resource of the system all virtual machines should load it 

concurrently. Desynchronization of the benchmarks introduces an error in the 

aggregative performance. In our case, in spite of all benchmarks starting 

synchronously, we cannot guarantee that all the micro-benchmarks were executed 

synchronously. 

 

Another limitation is the Xen version itself: since it is a research prototype, not 

optimized for performance, it is hard to generalize the results for the entire 

virtualization approach and to differentiate the performance decrease caused by 

the paravirtualization approach from the overhead caused by unoptimized resource 

handling. 

 

6.3 Future Work 

As a result of the above mentioned methodological limitations the first idea for a 

future project is to repeat the performed experiments on a more complete version 

of the Xen hypervisor for the Solaris operating system. This experiment will result 

in more objective results, which could be generalized for a paravirtualization 

approach and compared to Xen versions for other operating systems. 
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Another interesting problem, which is worth investigating, is low performance in 

the hard drive-bound tests, if compared to the performance of Solaris Zones. This 

performance degradation may be caused by unoptimized resource handling, and in 

this case it may be improved upon future releases of Xen for Solaris, or it may be 

caused by the paravirtualization approach and may need further investigation. 

 

In our project, we studied the sHype security module, which is a simple 

implementation of the multi-level security concept, and provides an 

implementation of just two security policies: simple type enforcement and Chinese 

wall. Currently more sophisticated security modules are being developed that 

support more policies and that use the same approach as sHype. It would be 

interesting to study the performance overhead they impose to the Xen system. 
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Appendix A 

Glossary 
 

BFU – Blindingly Fast Upgrade 

BIOS - Basic Input/Output System 

CPU - central processing unit 

CSIM – complete software interpreter machine 

DDR – Double-data-rate 

HVM – hybrid virtual machine 

MIPS - Microprocessor without Interlocked Pipeline Stages 

MP – multiprocessor 

OSDB – Open Source Database Benchmark 

RPM – Rotation per minute 

SCSI - Small Computer System Interface 

SMP – Symmetric Multi-Processor 

TCP - Transmission Control Protocol 

TLB - Translation Lookaside Buffer 

UML – User-mode Linux 

UP – uniprocessor 
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Appendix B 

Scripts of Evaluation 
a) Server side script for simultaneous start of benchmarks 
#include <stdio.h> 
#include <sys/types.h> 
#include <sys/socket.h> 
#include <netinet/in.h> 
#include <arpa/inet.h> 
#include <errno.h> 
 
#define MY_PORT_ID   6090 
 
main() 
{ 
   int sockid, nread, addrlen; 
   struct sockaddr_in my_addr, client_addr; 
   char msg[50]; 
    
 
   printf("Server: creating socket\n"); 
   if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0)  
      { printf("Server: socket error: %d\n",errno); exit(0); } 
 
   printf("Server: binding my local socket\n"); 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htons(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr,  
      sizeof(my_addr)) < 0) ) 
      { printf("Server: bind fail: %d\n",errno); exit(0); }    
 
   printf("Server: starting blocking message read\n"); 
   nread = recvfrom(sockid,msg,11,0, 
                 (struct sockaddr *) &client_addr, &addrlen); 
   printf("Server: retrun code from read is %d\n",nread); 
   if (nread >0) { 
                 close(sockid); 
                 execl("singleuser","singleuser","< input", NULL);; 
                 } 
                   
 } 
 

a) Client side script for simultaneous start of benchmarks 
#include <stdio.h> 
#include <sys/types.h> 
#include <sys/socket.h> 
#include <netinet/in.h> 
#include <arpa/inet.h> 
#include <errno.h> 
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#define MY_PORT_ID     6089  
#define SERVER_PORT_ID     6090  
#define SERV_HOST_ADDR "192.168.11.81"   
#define SERV_HOST_ADDR1 "192.168.11.182" 
#define SERV_HOST_ADDR2 "192.168.11.183" 
#define SERV_HOST_ADDR3 "192.168.11.184" 
#define SERV_HOST_ADDR4 "192.168.11.185" 
#define SERV_HOST_ADDR5 "192.168.11.186" 
#define SERV_HOST_ADDR6 "192.168.11.187" 
#define SERV_HOST_ADDR7 "192.168.11.188" 
#define SERV_HOST_ADDR8 "192.168.11.189" 
#define SERV_HOST_ADDR9 "192.168.11.190" 
main() 
{ 
   int sockid, retcode; 
    struct sockaddr_in my_addr, server_addr; 
    char msg[12]; 
   //--------------1---------------- 
      if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0)  
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr,  
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); }    
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
       sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); }    
 
   /* close socket */ 
   close(sockid); 
//---------------------2-------------------- 
      if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
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   server_addr.sin_family = AF_INET; 



   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR1); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
//------------------3---------------------- 
      if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR2); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
//----------------4------------------------ 
      if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   printf("Client: creating addr structure for server\n"); 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR3); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
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                    sizeof(server_addr)); 



   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
//---------------5------------------------ 
      if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR4); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
//--------------6----------------------------- 
      if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR5); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
   /* close socket */ 
   close(sockid); 
//---------------7--------------------- 
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      if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 



      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR6); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
//-------------8----------------------- 
 
     if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR7); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
//-------------9------------------------- 
     if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
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   my_addr.sin_port = htons(MY_PORT_ID); 



   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR8); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
//-----------------10--------------------- 
     if ( (sockid = socket(AF_INET, SOCK_DGRAM, 0)) < 0) 
      { printf("Client: socket failed: %d\n",errno); exit(0); } 
 
   bzero((char *) &my_addr, sizeof(my_addr)); 
   my_addr.sin_family = AF_INET; 
   my_addr.sin_addr.s_addr = htonl(INADDR_ANY); 
   my_addr.sin_port = htons(MY_PORT_ID); 
   if ( (bind(sockid, (struct sockaddr *) &my_addr, 
              sizeof(my_addr)) < 0) ) 
      { printf("Client: bind fail: %d\n",errno); exit(0); } 
 
   bzero((char *) &server_addr, sizeof(server_addr)); 
   server_addr.sin_family = AF_INET; 
   server_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR9); 
   server_addr.sin_port = htons(SERVER_PORT_ID); 
 
   sprintf(msg,  "H"); 
   retcode = sendto(sockid,msg,12,0,(struct sockaddr *) &server_addr, 
                    sizeof(server_addr)); 
   if (retcode <= -1) 
     {printf("client: sendto failed: %d\n",errno); exit(0); } 
 
   /* close socket */ 
   close(sockid); 
 
 
 } 
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