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Modelling Expectations and 
Trust in Virtual Agents

A n j a  J o h a n s s o n

 Department of Science and Technology, 

Linköping University



I don't want the trust that can be bought, my kind of trust is a shareware
-  Ola Salo

You can't trust any bugger further than you can throw him, and there's nothing you can do about it,  
so let's have a drink
-  Terry Pratchet

The secret to true happiness is a combination of low expectations and insensitivity
-  Olivia Goldsmith

Unhappiness is best defined as the difference between our talents and our expectations
-  Edward de Bono



Abstract

This  project  focuses on introducing expectations and trust  in intelligent  virtual  characters.  This 
enables a vastly more complex emotional structure for virtual agents than that of reactive, rational 
behaviour. Although expectations can indeed be rational, often they are not. This project studies the 
effects of expectations on the emotional state of agents and the effect that the emotions have on the 
reasoning  abilities  and  the  action  selection  mechanism.  It  also  examines  how  trust  influences 
emotions and vice versa and how trust influences the action selection mechanism.
In this report, trust is divided into four components: ability, predictability, reliability and integrity. 
The impact of emotions on trust is calculated using the emotions triggered by events with different 
control-factors. An expectations is divided into description, time frame, benevolence and control-
factor. Expectations are managed automatically in the appraisal module.
Testing is done to evaluate the usefulness of the new modules. The results show how expectations 
and trust are well integrated into the agent architecture. Computations needed for the agent's inner 
structure can be done easily in real-time.

Keywords: artificial intelligence, emotions, expectations, trust, agents, emotional behaviour
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Glossary

In this report the words below are consistently used with the enunciated meaning. 
AI – see Artificial Intelligence.
Affective – Affective means something that has to do with emotions.
Agent – Generally, an agent is one that is authorized to act for another. Agents possess the 
characteristics of delegacy, competency, and amenability. In this report the word agent is 
used as an intelligent software agent that uses artificial intelligence in the pursuit of its 
goals.
Amenability – Amenability means being responsive to advice, authority,  or suggestion. 
This is highly important in scenarios where one wants an agent to be intelligent but also 
obedient.
Appraisal – The word appraisal mean assessment or estimation of the value of something. 
In this case it means the process of assessing an event and estimating the value of the 
impact the event will have on emotions and expectations.
Artificial Intelligence  – The research area that investigates the ability of a computer or 
other machine to perform those activities that are normally thought to require intelligence.
Autonomic – Autonomic mean something relating to the autonomic nervous system.
Belief  – A belief is what the agent thinks is true in the current state of its environment. 
Note that the belief may or may not coincide with what is actually true in the environment.
Benevolence – Benevolence can describe a character trait that means having a disposition 
to do good things. It can also describe the “goodness” of an event as seen from an agent's 
point of view. This last meaning is used when defining expectations.
Cognitive  – The word cognitive has to do with the information processing done by the 
human brain.
Control-factor – In this report the term control-factor is used in expectations and trust to 
define how much the agent thinks it is in control of the outcome of a certain situation.
Delegacy – Delegacy is the authorization to act as representative for another.
Emotion –  There  are  several  definitions  of  emotions  but  there  is  no  one  universally 
accepted. In this report the word emotion is used to indicate a fairly short-term (minutes, 
hours) intense mental state that arises autonomically in the nervous system in response to a 
sequence of events rather than through concious effort.
Emotional state – This word is used when talking about the sum of all emotional signals 
of  the  same  emotion  (e.g.  anger).  The  term  is  used  mostly  in  conjunction  with  the 
emotional module.
Event – The word event stands for any action occurring in the world.
Feeling – I will make no major distinction between feelings and emotions in this report and 
will use them interchangeably, although sometimes a distinction is made between them in 
literature.
Game state – The game state consists of the entire state of the game engine at a certain 
moment in time.

6



Mood  – A mood is a relatively lasting emotional or affective state. Moods differ from 
emotions in that they are less specific, often less intense, less likely to be triggered by a 
particular stimulus or event, and longer lasting.
Personality – The personality consists of different character traits that define who we are 
and how we behave. These traits can be thought of as long-term (years) emotional states, 
such as a person generally being bitter, but also also include such things as reactivity and 
curiosity that are difficult to describe as emotional signals.
Prolog – a logic programming language frequently used in AI applications.
Salient –  The  word  salient  (or  the  noun  salience)  is  used  to  describe  if  the  agent 
remembers the source behind an emotion or not. If the source is salient it means that the 
agent is aware of the source of the emotion.
Thalamus –  The thalamus  is  situated in the part  of  the  fore-brain that  relays  sensory 
impulses to the cerebral cortex. It decides where in the brain to send the incoming sensory 
data.
Trust  – Trust is the willingness to accept vulnerability based upon positive expectations 
about another person's behaviour.
Trustee – This is a term to describe the person or agent that is the object of the trust, the 
one who is being trusted.
Trustier – The trustier is the person/agent that trusts another person/agent. 
Valence – Valence means the degree of attraction or aversion that an agent feels towards a 
specific event. It is usually measured in the range (-1,1) where positive (resp. negative) 
values indicate attraction (resp. aversion).
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1 Introduction

1.1 Background
Computer graphics has long been the foremost area of advancement in both the gaming 
industry  and  the  motion  picture  industry.  Nowadays,  as  computer  graphics  is  getting 
difficult to advance any further, other areas begin to interest the developers. One of these 
areas is artificial intelligence. The gaming industry has begun to create far more intelligent 
virtual characters that no longer are as predictable as they used to be. Mixing character 
animation with intelligent agents techniques results in a vastly more interesting experience 
for the gamer as well as for the developer.
A new lab called AICG Lab (Artificial Intelligence and Computer Graphics) has recently 
been started up at the division VITA within the department of ITN, Campus Norrköping, 
LiU.  Its  aim is  to  do research  within  the  two distinct  areas:  artificial  intelligence  and 
computer graphics. The aim is to bring these two closer to each other. One part of the main 
project was to implement cognitive models for virtual characters. This problem, being so 
vast, opened up several opportunities for diploma works for students here at LiU. When 
this was advertised I immediately jumped at it, having always been interested in this area 
of research.
There are many fascinating areas within artificial intelligence and it was not easy to choose 
a certain area to study further. The main area for the diploma works that opened up was 
cognitive  models  for  virtual  characters,  but  even  this  area  is  very  vast.  I  considered 
studying group behaviour and advanced flocking algorithms among other things but finally 
decided  to  do  my  project  in  the  area  of  emotional  behaviour,  specifically  emotional 
behaviour triggered by expectations. Expectations also include the area of trust, as trusting 
someone implies an expected outcome in relation to that person. I set out to explore how 
expectations are created and how emotions such as surprise, relief, fear and disappointment 
relate to the creation and outcome of expectations. This is a very interesting subject as it 
makes cold, rational agents much more human-like.

1.2 Aim
The focus of my works lies on creating a module in an agent architecture that can mimic 
the emotional behaviour resulting from expectations and trust. The goal in this project is 
not  to  mimic  how  the  human  mind  actually  works  on  a  microbiological  level  when 
emotions are created and felt,  but rather to make the overall  impression that the agent 
reacts in the same way as any emotional being would react in a similar situation. In this 
project  seeming natural  is  more  important  than  being natural,  or  copying  scientifically 
correct processes.
The  area  of  expectational  behaviour  is  very  vast  and there  are  no  fundamental,  well-
established theories available yet. This, for me, has meant a lot of independent research 
into the area, trying to make up my own mind about what numerous models or theories to 
follow. A lot of the research already done has been related to commercial situations and 
inter-corporate trust. It has been a difficult job trying to convert the results of these studies 
to interpersonal scenarios instead.
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The most important goals that the project has to live up to are:
• realistic expectational behaviour
• realistic trust
• real-time simulation
• platform independence

It is not a goal of this project to
• copy the functions of the human mind
• create a physical agent, such as a robot (although the agent architecture certainly could 

be used in such a project)
• solve every AI problem to create an exceptionally realistic agent all at once

1.3 Methods
The  time-line  for  the  project  work  can  be  divided  into  three  parts:  preparatory  work, 
implementation and analysis. The preparatory work consisted of reading scientific papers 
and of discussing the ideas with the tutor. The implementation, taking most of the time, 
consisted of programming the modules for the agent architecture. During the final part, the 
analysis, the results of the project was evaluated and discussed.

1.4 Disposition
The report is divided into 6 main chapters. The chapters contain the following:

• Introduction – introduces the reader to the content of the report.
• Theory and Preparatory Work – contains information concerning the background 

theory used to design the agent architecture. Note that a discussion about the different 
theories mentioned will also be included for each theoretical area.

• System Design –  describes  how the  system is  designed;  which  modules  that  are 
currently included and what their purposes are.

• Implementation – explains how the system was implemented and how to use it.
• Testing – describes how the modules were testing using a custom-made application. 

The results of this specific test will be discussed here.
• Conclusion – discusses the project and how it could be expanded further.

1.5 Intended audience
First of all, this report is intended to be read by people with a technical background; that is, 
the  reader  should  possess  a  good  knowledge  of  general  software  engineering,  a  fair 
understanding of mathematics and some understanding of basic artificial intelligence.

9
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2 Theory and Preparatory work

2.1 Theory on emotions
Before one can start thinking about expectations and trust and how to implement them one 
needs to start with the basics – emotions. When merely touching the subject one might 
wonder why there is a need to define them at all – emotions are the things we feel inside, 
right? That whole happiness and sadness thing? However, if one goes deeper into theories 
about emotions and cognitive behaviour it becomes clear that emotions are not so simple at 
all.
Emotions play a big part  in how our minds work.  In fact,  there is no clear distinction 
between feeling and thinking and they are both neural functions in the brain [1]. To leave 
out emotions when simulating human behaviour would result in a most sterile and non-
human behaviour. While possible to make computers extremely rational and objective it 
might not give the most desired, not to mention realistic, result. Therefore an essential part 
of artificial intelligence regards emotions and emotional behaviour.

2.1.1 Defining emotions
When it comes to defining the meaning of the word “emotion” scientists all tend to have 
their  own ideas and theories.  Some define emotions  in terms of  neurological  states  or 
chemical reactions while others define emotions as conscious experiences. Most scientists 
consider emotions to be somewhat of a mix between these two and believe that emotions 
operate on many levels. Although still a highly debated subject, there are certain things that 
could be said about emotions. Robert Plutchik [14] defines an emotion as:

“Emotion is a complex chain of loosely connected events, the 
chain beginning with a stimulus and including feelings,  
psychological changes, impulses to action, and specific goal-
directed behaviour.”

In  other  words,  emotions  are  not  just  a  state  of  mind  but  they  are  also  connected  to 
previous events, other emotions,  reasoning and environmental changes, etc. We are not 
conscious of our emotions; we cannot rule over them or make them appear or disappear at 
will.
Many scientists prefer to make a distinction between emotions and feelings. On this subject 
there are many different definitions and theories and they are often highly contradictory. 
Some claim that feelings are low-level and more basic than emotions while some claim 
that feelings are conscious whilst  emotions are not. I would personally choose this last 
definition but I will use the words feelings and emotions intertwined in the report and I 
make no real distinction between them as it creates more confusion to the reader than is 
necessary for this project. After all, this is a project on expectation and trust, not a project 
specifically on emotions.
It  is  worth  mentioning  that  humans  rarely  have  the  ability  to  understand  where  their 
emotions come from. Many times the things or events the emotions are attributed to are not 
the actual  cause of the emotions at  all,  but merely something that we have incorrectly 
reasoned to be the cause.
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2.1.2 The origin of emotions
Our emotions have evolved during an extremely long time. In fact, we share much of our 
emotional  abilities  with animals  [12,13].  Although some may doubt  that  animals  have 
feelings, one can merely look at a dog who has eaten food of the table while its master was 
away to see the guilt written all over its face. When looking at the usefulness of emotions 
from an evolutionary point of view one can see enormous benefits. For instance, fear is a 
very  primitive  but  highly  useful  emotion,  warning  us  of  dangers  and  triggering  the 
appropriate cautious behaviour. In fact, sometimes fear can be triggered through instinct 
without going through any reasoning or information processing. This is because the part of 

the brain called the thalamus 
holds  some  kind  of  genetic 
knowledge  that  recognises 
danger even before the visual 
cortex can identify it and the 
thalamus can therefore choose 
the  skip  the  longer  journey 
through the hippocampus and 
sensory cortex (see Figure 1). 
These  kinds  of  instant 
reactions  usually  involve 
dangers  that  the  human race 
(and  its  predecessors)  has 
experienced  for  a  long time, 
such as dangerous predators.

Figure 1. The long and short road to the hypothalamus.
Emotions  also  influence  a  human being's  will  to  explore  and  learn.  Let  us  say that  a 
caveman has tried to create fire for a long time but failed, and suddenly he comes up with a 
brand new idea and it works. Naturally, he will feel a sense of satisfaction and pride, which 
in turn will increase his will to make further explorations and inventions. In this way, one 
could say that nature provides its own rewards for creatures who evolve mentally. In truth 
our emotions play a big part in our decisions and choosing which goals and desires we will 
act upon. After all, isn't the single biggest goal of most humans nowadays to be happy? We 
choose to do certain things because we believe that in the end, through a long chain of 
event, doing them will make us happy.

2.1.3 Range of emotions
There are three main approaches on how to model emotions [5]. A dimensional model 
represents the emotion with usually three dimensions; valence, arousal and stance. I find 
this model very restricting as it does not allow different emotions to coexist very well. 
Using this model it may be impossible to be angry and joyful at the same time, something 
that in the complexity of the human mind is quite possible.
Discrete models consider emotions to be adaptive processes that have been essential for 
survival and therefore progressed through evolution. Although this is very interesting and 
quite certainly true for all species it still does not aid us in modelling the human emotional 
life in a virtual agent very well. 
Cognitive models suggest that one should take into account the relationship between an 
agent and its environment. This model uses the system of appraisal for determining which 
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emotions to trigger or not. I have chosen to focus mainly on this last way of modelling 
emotions as it is a straightforward way of creating realistic behaviour without bothering 
with the highly complex biological background.
There is an idea in psychology that suggests that emotions are built up of a set of core (or 
basic) emotions. These emotions form the building blocks of all other emotions and can in 
turn  be  used  to  describe  more  complex  emotional  scenarios.  Unfortunately  there  are 
disagreements on which these so called core emotions are. Some claim that there are four, 
others that there are five core emotions. Plutchik [14] defines eight core emotions, or rather 
four pairs of emotions and their opposite equivalent. These emotions are:

• joy/sadness 
• acceptance/disgust 
• anger/fear 
• surprise/anticipation 

Plutchik [14]  claims that these core emotions are enough to describe other, more complex 
emotions.  In  truth  it  would  be  a  wonderful  idea  if  it  was  not  for  the  numerous  other 
definitions of core emotions by other authors. Goleman claims [16] that there are eight 
different categories for emotions in which all other emotions can be placed into. These 
categories are:

• enjoyment (includes joy)
• love (includes acceptance)
• disgust
• sadness
• anger
• fear
• surprise
• shame

As can be seen the two lists very similar, except for Goleman's lack of anticipation and 
Plutchik's lack of shame – theoretically speaking, of course. In one way I prefer Goleman's 
definition because it leaves room for a vaster span of emotions. Goleman seems to prefer to 
categorise emotions rather than setting up core emotions to be used as building blocks. 
Also, it seems to me to be rather unclear what Plutchik means by opposite emotions – 
especially when it comes to surprise and anticipation. Does opposite mean that you could 
measure the two emotions on one scale, one of the emotions representing a negative value 
and the other a positive? That they could never coexist? I cannot honestly say that surprise 
and anticipation seem opposite to me as surprise is something that comes as a result of 
something  that  has  happened unexpectedly  while  anticipation  believing  you  know the 
outcome of an event  before it has happened. You can also feel anticipation for a certain 
event at the same time as being surprised by another.
When  it  comes  to  modelling  human  emotional  life  there  is  no  well  accepted  theory, 
because it is simply too intricate a system to model precisely.  Given the complexity of 
human emotions I believe that Goleman's model fits the context of this project well and I 
have therefore chosen to use his categories of emotions, with some additions.

2.1.4 The need for emotions in applications
Although any project done out of sheer interest in merely figuring the problem out is a 
reward of its own, having a goal as to what the work is to be used for is always much more 
motivating. The applications for emotional agents are quite numerous and there may be 
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areas that I have not yet thought of where it would also prove useful. I name here three 
areas that could definitely benefit from a realistic emotional behaviour.

E n h a n c i n g  h u m a n - c o m p u t e r  i n t e r a c t i o n
Simulating emotions in human-computer interaction is something that will bring a whole 
new dimension to the user experience. An agent may be “intelligent” in the way that it can 
process a huge amount  of information,  reason about it  and then take the most rational 
action. However, this is not a very natural or human-like behaviour. In fact, humans often 
make irrational  decisions due to their  emotional  state.  But why,  one might ask,  would 
anyone want to make agents as irrational and emotional as human beings are and in doing 
so loose  the  impressively rational  behaviour?  One answer  is  that  humans tend to find 
emotional  behaviour  far  more  appealing  than  the  behaviour  of  cold,  rational  agents. 
Therefore, giving agents emotions enhances the interaction between humans and machines. 
When the correctness of information and the predictability of the behaviour are important 
one would of course not use emotions at all. An example of an application that definitely 
should not use emotions is a medical diagnostic software agent. These kinds of systems 
need  to  be  completely  reliable  and  rational  because  the  output  they  create  through 
reasoning are vital to personal security.

U n d e r s t a n d i n g  h u m a n  e m o t i o n a l  b e h a v i o u r  
Often it is very interesting to study human behaviour to better understand it and learn how 
to affect it if necessary.  If one wants to do simulations of the human mind it is highly 
important to include a good model of the emotional processes as well, as these constitute a 
large part of the reason behind our decisions and behaviour. For example, one might want 
to simulate how people react inside a building in dangerous situations, like when there is a 
fire. An accurate human behavioural model may help to improve the building design from 
a safety perspective.

M a k i n g  m o r e  b e l i e v a b l e  v i r t u a l  c h a r a c t e r s
Making virtual characters more believable is perhaps the biggest challenge as it applies to 
several  kinds  of  applications,  such  as  virtual  characters  in  games,  films  and  other 
simulation scenarios. There has already been a lot of work done on applying AI techniques 
to games, but although some of the existing game characters are intelligent in the sense that 
they perform the most sensible action at any given moment it will never be enough to 
immerse the user in the gaming experience if emotions were left out.

2.1.5 Emotions, mood, personality and physiological states
Although this project will mainly use emotions rather than mood or personality, it is still 
important  to  define  mood,  personality  and  physiological  states.  There  seems  to  be 
somewhat  of  a  confusion  when  speaking  about  emotions  as  opposed  to  mood  or 
personality.  The  most  commonly  used  definition  is  that  moods  generally  lack  distinct 
sources; actually, a mood is triggered from numerous different events. Moods also tend to 
have a far lesser intensity than emotions do and they last much longer (days, weeks) than 
emotions (minutes, hours). Personality can be seen as the longest of these but it is also 
more  complex  than  moods  or  emotions.  A  person  can  be  very  depressed  in  nature, 
something that can be thought of as a long version of sadness, but there are other attributes 
associated to personality that are represented neither in moods nor emotions, such as self-
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confidence, short temper or introversion.
A group of “feelings” not even mentioned so far is the “feelings” hunger, thirst, fatigue, 
pain etc. Although we commonly use the expressions “I feel tired” or “I feel pain”, these 
sensations are not feelings, or emotions, and they are most certainly neither moods nor 
personality traits. There seems to be no commonly used term for these kinds of sensations, 
therefore in this report they will be named physiological states.

2.2 Theory on expectations
An important part of this project is the incorporation of expectations, and the behaviour 
they result in, into the agent structure. As with emotions, the idea of expectations is simple 
but  under  the surface there  are  several  different  theories  on what  creates  and controls 
expectations in humans or animals. The idea of incorporating expectations into agents is 
very  interesting  as  it  influences  emotions  such  as  anxiety  (worrying  about  a  negative 
outcome), anticipation, relief, disappointment and shock. These kind of emotions are all 
the  result  of  expectations,  and  furthermore,  depending  on  the  complexity  of  the 
expectations, the number of emotions they can trigger varies.

2.2.1 Defining expectations
To expect is to have a belief about a coming event, to anticipate a certain outcome or even 
to hope for it (against the odds, so to speak) [9,10]. Having expectations is important to 
human beings,  as  without  them we would find it  hard to make choices other  than the 
reactive behaviour of primitive organisms. Expectations are made by analysing previous 
knowledge  about  similar  scenarios,  reasoning  about  the  possibility  and  probability  of 
certain outcomes and the impact of those outcomes on the person him-/herself. A human 
expectation can indeed be irrational in the sense that a person can have an intense wish for 
a specific event to happen even though it is most unlikely that it will do so. In fact, this 
perceived irrational behaviour is a very interesting subject to study as it helps to describe a 
much more believable agent – an irrational, emotional agent.
One finds that in literature expectation is sometimes considered the subjective but rational 
probability that something will happen within a certain scenario. They claim that it is a 
simple forecast or prediction. However, I (and many others [9,10]) claim that expectations 
also include a more personal, a more subjective belief, something that may have little to do 
with the actual probability of the event. Take a man that has just bought a lottery ticket. 
The odds of getting seven right out of seven drawn (35 number to choose from) is virtually 
non-existent (roughly one in seven million), yet he will hope and wish for this to happen 
even against the odds because if it did happen he believes it would mean such an incredible 
positive change in his life. It would seem reasonable to believe that humans cannot always 
grasp the meaning of a calculated or perceived probability. In fact, a probability of one in 
ten may seem as unrealistic as one in a thousand. Where the boundary goes between what 
probabilities seem the same and what probabilities seem different to the human mind is 
very unclear and most likely depends on both experience, personality and scenario.

2.2.2 The contents of an expectation
If  one  needs  a  highly  correct  model  of  expectation  one  would  probably  have  to  add 
numerous  things  such  as  personality,  complete  background  information,  complex 
reasoning algorithms, emotional state and more. This is way too much to ever include in a 
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usable model, however. There are a few models and theories about expectations, one by 
Castelfranchi  and  Lorini  [9,10].  In  the  Castelfranchi  model  the  notion  of  expectation 
includes a positive or negative character as well  as their  strength.  They also include a 
variable which describes if the agent feels that it has control over the outcome or not. This 
control-factor variable can, in their model, take one of the two values; active or passive.
I choose to extend the control-factor of the model of Castelfranchi from taking one of two 
values (passive or active) to falling within one of three value intervals: passive, active and 
neutral. I represent this control-factor variable as a number, ranging from -1 to 1, where -1 
means that the agent believes someone else is in control of the outcome and 1 means that 
the agent believes it is in control of the outcome. 0 means that the outcome is independent 
of agent intervention, such as the event “it is raining”. I also choose to trigger emotions in 
line with the work of Jennifer Dunn et al. [2] that focuses on this kind of control-factor 
when determining the emotional impact on trust.
The subjective importance of an expectation is a vital part when determining the impact 
failure or success of that expectation will have on the emotions. A benevolence variable is 
therefore added to the expectation, setting the importance of the expectation ranging from 
-1 (extremely bad and unwanted) to 1 (extremely good and wanted).

2.2.3 The need for expectations
As mentioned before, expectations create the foundation of our behaviour and emotional 
life and without them we would be only reactive. There would be no planning because 
planning requires an expected outcome for a certain action. A virtual agent would loose 
much  human-like  behaviour  without  expectations.  In  fact,  irrational expectations 
(expectations that are based on subjective wishes and irrational reasoning) add even more 
to  the  realistic  behaviour  of  an  agent.  This  project  focuses  on  the  emotional  part  of 
expectations and by doing so will give the agent a whole new range of emotions – surprise, 
relief,  disappointment,  anxiety  etc.  These  emotions  (except  for  surprise)  may  not  be 
considered core emotions but they still enhance the behaviour of both humans and animals. 
Why not  then include  expectations as  a  sub-module  in  the  agent's  appraisal  system to 
improve the realism of the agent?

2.3 Theory on trust
Finally, trust is incorporated into the project. This is possible now, since trust builds upon 
both  expectations  and  emotions.  The  area  of  trust  is  extremely  interesting  and  very 
complex as it includes interaction and sociological behaviour.

2.3.1 Defining trust
As with almost all psychological words, the definitions of trust tend to vary, although not 
quite as much as they vary for the word emotion. For this project  I  choose to use the 
adapted  definition  used  by  Jennifer  Dunn  and  Maurice  Schweitzer  [2]:  Trust  is  the 
willingness  to  accept  vulnerability  based  upon  positive  expectations  about  another's 
behaviour. According to Castelfranchi [3] an agent can only feel trust toward another agent 
if he is endowed with goals and beliefs. He also says that 
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“[...] trust is a set of mental attitudes characterizing the mind of a 
delegating agent, who prefers another agent doing the action [...]”

Generally, the work on trust by Castelfranchi and Rino Falcone [3] tend to focus a lot on 
delegating actions, something that is not a main goal of my thesis. Emiliano Lorini and 
Rino Falcone [9] describe trust as:

“Trust is a trustier's prediction on the future and in particular on 
the future trustee's behaviour, on the future status [...] of the 
environment in which the trustee is going to operate for achieving 
the [...] delegated task [...]”

Much work that has been done on trust tend to concentrate on commercial trust [7,11,15] – 
trust between organizations or trust between an individual and an organization. As such, 
the view on trust tend to be rather narrow as it leaves little room for a more personal and 
humane view of trust.

2.3.2 The content of trust
Castelfranchi's trust model [6] suggests that three beliefs are needed to make an agent trust 
another: competence (the trustier believes that the trustee is able to aid the trustier in the 
fulfilment of the goal) and willingness (the trustier believes that the trustee wants to fulfil 
the goal) and finally dependence (the trustier believes that he can trust the trustee and that 
it  would  be  easier for  him to  complete  his  goal  if  he  trusts  him).  Castelfranchi  also 
suggests that it is important to separate the global trust (in an event) and the trust in the 
trustee  itself.  The  global  trust  deals  with  the  environmental  circumstances  that  could 
interfere with the completion of the delegated action, such as bad weather or accidents. 
This  makes  much  sense  as  it  would  be  irrational  (although  not  altogether  uncommon 
among humans) to blame a person for missing his or her train if the bus to the train station 
was late because of engine failure.
A common approach [11], especially in commercial and delegating scenarios, is to divide 
trust  into  three  parts:  ability,  benevolence  and  integrity.  Here  ability  stands  for  the 
perceived competence of the trustee to perform the designated task. Benevolence is the 
belief that the trustee wants to do good towards the trustier. Integrity means that the trustee 
adheres to appropriate accepted rules of conduct.
Zaheer et  al.  [7] suggest  that  trust  is  made up of the following three parts:  reliability, 
fairness (honesty)  and  predictability.  Within research about  personal  relationships it  is 
common to divide trust into dependability, predictability and faith, where faith signifies an 
irrational  need  to  trust  the  other  partner.  To  summarize,  one  can  divide  trust  into  the 
following parts:

• ability/competence
• reliability/dependability
• fairness/honesty/integrity
• predictability

In this project, trust is made up of the following parts: ability, reliability, predictability and 
integrity. These terms seem to create the least confusion and seem to merge well the basic 
ideas of most common trust models.
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In addition,  familiarity  is included  as a constant that definitely affects trust but can only 
increase over time as you get to know the trustee better. Familiarity is not a part of the 
actual trust, but rather something that is bound to a certain trustee and will affect the trust 
value indirectly.

2.3.3 The impact of emotions on trust
This section presents the work of Jennifer Dunn and Maurice Schweitzer [2] that shows 
how trust is affected by the emotional state of the trustier. This is a very interesting study 
that describes very straightforwardly how certain emotions affect trust more than others 
according to the control-factor of the emotion.

T h e  c o n t r o l  f a c t o r
Jennifer Dunn and Maurice Schweitzer introduce an approach enabling emotions to affect 
trust via control factors. The control-factor is the agent's belief in who is responsible for the 
outcome of a certain event, or who has had the possibility to influence the outcome. They 
divide  the  control-factor  into  three  parts:  personal  control,  other-person  control  and 
situational control. 

• Personal  control means  that  the  agent  thinks it  is  in  control  of  the  situation  and 
depending  on  the  outcome,  this  may  trigger  the  emotions  pride  or  guilt  in  the 
appraisal. 

• Other-person control means that the agent believes that another agent is in control of 
the situation. This can trigger anxiety if the agent does not quite trust the other agent. 
The outcome of an event with other-person control can trigger the emotions anger and 
gratitude. 

• Finally, the situational control is when the agent believes that no one is in control of 
the situation. One could also say that this happens when the “world” is in control of 
the situation. Events that fit into this category are weather conditions or unforeseeable 
accidents. These are the types of events that agents cannot influence.

Note that this control-factor is very similar to the control-factor used in expectations. This 
will be used to tie together the outcome of expectations with triggering of emotions. The 
emotions that are triggered from events with different control-factor are seen in Table 1.

Control factor Positive Emotion Negative 
Emotion

personal control pride guilt

situational control happiness sadness

other-person control gratitude anger

Table 1. The impact of the control factor on emotions.

S o u r c e  s a l i e n c e
Dunn and Schweitzer did several studies [2] on numerous people and found that emotions 
triggered by other-person control  events affected trust  the most, while  personal  control 
events  influenced  trust  the  least.  The  strength  of  the  influence  is  also  decided  by  the 
salience of the source of the emotions. If the source of an emotion is salient, the emotion 
will not have a big impact on trust. In contrast, if the source is non-salient the person's 
emotions will influence that person's decision to trust another person, even though this 
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other person had nothing to do with the generation of that emotion – see Figure 2b. This 
makes sense as a person who knows why he or she is mad (e.g. just lost a job) will try to 
minimize his or her emotional impact on his relationship towards other people. It is worth 
noticing that humans usually are unaware that their emotions affect their trust decisions. 
They simply believe that their trust is rational and justified.
As  mentioned  before,  humans  usually  have  problems  knowing  what  specific  events 
triggered their emotions.  This also affects the meaning of source salience, i.e. a person 
believes s/he knows what event that triggered a certain emotional response, but this belief 
may be false. For simplicity, I will not address scenarios where the source is salient in this 
project.

Figure 2. Familiarity and salience – the impact on trust.
a) Familiarity versus trust, b) The impact of source salience on trust

T r u s t e e  f a m i l i a r i t y
Dunn and Schweitzer also noticed that familiarity played a big role in the effect emotions 
will have on trust. If the trustee was familiar, such as a close friend or family, the emotions 
of the trustier did not influence the trust noticeably. If the trustee was unfamiliar or just an 
acquaintance, the trustier's emotions affected the trust quite a lot (See Figure 2a). 

2.3.4 The need for trust
For human beings, trust is very essential to help us receive and give help to each other. In 
fact, there are often social expectations upon us to trust each other [8]. It is expected that 
we trust those who we consider our friends, for instance it would be considered rude not to 
trust  a friend with your  wallet.  These expectations on trust can often make the trustier 
make the decision to trust even though there may be other things speaking against the 
trustee, simply because the trustier is afraid of the social repercussions if he refuses to trust 
the  trustee.  This  kind  of  complex  behaviour  is  a  bit  of  a  human trademark  and  it  is 
therefore very important to incorporate it into the agent's behaviour.
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2.4 Emotional Poll
Determining which emotions can coexist and how emotions affect each other can be quite 
difficult. There seems to be little research done on this subject, and certainly there are no 
commonly  accepted  theories  as  to  how this  works  yet.  Thus,  to  better  understand the 
correlation between different emotions, I did a poll. 18 students (9 male and 9 female) took 
the test.

2.4.1 Questionnaire Design
The questionnaire (the questions can be found in Appendix B) was composed of two parts. 
In the first part, the person who took the test was asked to grade his or her current emotions 
on  a  scale  from 1 to 10.  In  total,  14  different  emotions  were  asked  for.  There  was  a 
duplicate emotion (same name except for a postfix) in the questionnaire, something that 
proved useful for setting a threshold for correlation, since few persons noticed that the 
emotion was the same. It therefore gave a good measurement of the noise of the values. 
The second part consisted of questions that related to the reader's reactions to expected and 
unexpected events. These answers to these questions where given in written words.

2.4.2 Oddities and Uncertainties 
Having administrated the questionnaire it was rather simple to compute the correlation data 
through mathematical functions. The main concern was the somewhat uniform values that 
some  emotions  seemed  to  generate  –  especially  “hate”.  Some feelings  might  be  non-
existent  for  most  people  or  exist  only  subconsciously.  It  may also  be  that  people  are 
reluctant to admit so certain state of emotions, such as high values of hate, low values of 
happiness etc. They may feel it isn't “proper” to feel hate or not to feel happy, ironically 
due to social expectations on them.

2.4.3 Result
The correlation between the different  emotions are listed in Appendix B. Even though 
some correlations  seem to be rational,  it  is  still  very difficult  to find out  exactly  how 
emotions affect each other. For instance, disappointment will most likely increase sadness 
as well, but sadness has no reason to trigger disappointment. Hence, there is no two-way 
relationship between them, something that a simple correlation calculation (see Appendix 
B for formula used) does not take into consideration.
At the time the questionnaire was created I had not yet fully chosen specific basic emotions 
nor understood the meaning of them. Therefore, the questionnaire lacks many important 
emotions while it includes emotions that are discarded in my final implementation. Indeed, 
if there had been time the questionnaire would have been renewed and a new poll done 
with  more  than  20  people.  Time  is  limited  however  and  therefore  the  results  of  this 
questionnaire will only be used sparsely in the implementation.
The most interesting result came from the open questions. These questions had more to do 
with  expectations  and  their  outcomes  than with  emotions  directly.  While  some of  the 
emotions mentioned where expected, a lot of emotions mentioned by the students were not 
emotions one usually would expect to be triggered by those types of expectations. Here 
follows the results of the open questions. Again, the questions can be found in Appendix B.
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• To  the  first  question  (a  good  event  was  expected  and  it  happened)  most  people 
responded with the emotions happiness and joy. Other emotion mentioned were pride, 
calm, satisfaction and self-confirmation.

• The second question (a good event was expected but it didn't happen) gave mainly the 
following emotions: disappointment, sadness and anger. Other emotions that people 
mentioned were restlessness and irritation.

• To the third question (a bad event was expected and it happened) most people replied 
with the emotions dejectedness, sadness and anger. Surprisingly a lot of the people 
also mentioned being indifferent to the outcome because it was in fact something that 
they had expected. This indifference may depend on how important the outcome was 
to the person and how certain he or she was of its fulfilment.

• The most common answer to the fourth question (a bad event was expected but it 
didn't happen) was relief, which seems very natural indeed. Other emotions mentioned 
were surprise and, quite surprisingly, anxiety with the explanation that the person still 
worries about it happening in the future.

Although these answers both confirm expectation theories and add new emotions that can 
be triggered for each type of event it still lacks the important emotions prior to the events 
themselves. This was something that unfortunately was left out of the description in the 
questionnaire and so very few mentioned their emotions before the outcome was known to 
them.  Emotions  that  can  be  triggered  before  the  outcome of  an  expectation  is  known 
include anxiety, fear and anticipation.
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3 System Design

Figure 3. The agent system. 
Blue modules are part of the agent, while the magenta colours are somewhat or  
completely outside the agent model. The grey arrows specify indirect information flow 
(meaning the module sends information because it was requested to do so by another  
module) while the dark cyan arrows specify the main flow of data between the  
modules.

The system architecture needs to be modular to simplify the task of adding and editing 
components. Creating an intelligent agent takes a lot of time and effort and hopefully a lot 
of people will be involved in the work of AICG Lab in the future. This requires a good and 
straightforward  structure for  the  agent  model.  At  present  time the system includes  the 
handling of emotions, an appraisal module, a simple decision module, a knowledge base 
and a trust module. The triggering of emotions and expectations, as well as the change in 
trust,  are  handled  within  the  appraisal.  Further  modules  to  be  added  could  include  a 
reasoning  module,  a  planning  module  and  a  learning  module.  The  current  system 
architecture  can  be  seen  in  Figure  3.  I  will  now describe  in  detail  what  the  different 
modules do in this system.
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3.1 XML Interface
The  XML  Interface  acts  as  the  interpreter  between  the  agent  software  and  the 
game/simulation engine. The system is meant to be independent of any rendering software 
or simulation engine and the XML Interface does the job of translating engine-specific data 
into XML documents that  the agent  can understand.  The game state  –  the state  of  all 
variables in the (fictional) world – is translated into XML and sent to the knowledge base 
(and  sometimes  directly  to  the  appraisal  module).  Any  time  the  simulation  engine  is 
changed, an entirely new XML Interface will have to be written but none of the modules 
inside the actual agent architecture has to be changed.

3.2 Knowledge Base
The knowledge base acts as the memory of the agent.  Here all  information on events, 
expectations,  goals  etc.  is  stored.  The  logic  language  (Prolog)  that  is  used  for  the 
knowledge base also allows for expressing reasoning although this is not yet integrated into 
the system. The knowledge base keeps track of the  source of the information – did the 
agent see the events happen himself or did he get information about it from another agent? 
It also keeps track of  the time when the information was acquired. This can be used to 
determine when the information should be discarded (forgotten).

3.3 Trust Module
The trust module manages the agent's trust towards other agents. Trust is not actually used 
to make decisions here (this happens in the appraisal or the decision module) but the level 
of trust is calculated and maintained here, and trust values are provided to other modules 
when needed. This module also specifies the trust-relevant personality traits of the agent. 
The agent can be trusting, suspicious, reactive, forgiving etc. Personality traits can easily 
be changed over time to reflect the experience of the agent. For instance, if the agent has 
decided to trust other agents several times in the past but it always ends up badly, then the 
agent will probably not be so trusting in the future.
As mentioned in the section 2.3.2, my model of trust will consist of four parts: ability, 
reliability, predictability and integrity. The overall trust will be calculated as a sum of these 
four values. The values can also be used on their own if necessary. Different events will 
trigger changes in these values. For instance, if an agent refuses to share information on the 
whereabouts  of food, the other  agent  will  most  likely lower the integrity value of that 
agent.
The most interesting part about this module is the inclusion of emotions when calculating 
the  perceived trust  value for  another  agent  (this  is  described in more  detail  in  section 
2.3.3).

3.4 Emotion Module
The  emotion  module  handles  all  emotions  created.  It  does  not  trigger  the  emotions 
themselves – this is done by the Affective Appraisal Module – but manages them once they 
are created. This module was created in a prior diploma work [4] by Jimmy Esbjörnsson, 
my fellow colleague. It defines emotions as chemical signals, representing a signal as a 
mathematical function that will increase in strength to a peak value and then decrease over 
time until it finally disappears. There is no information on how to model emotions in a 
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scientifically correct way; probably the emotions vary too much in shape for this to be 
possible.  The  original  emotion  module  used  an  logarithm-based  signal.  This  however, 
seemed to me a strange behaviour for an emotion; to decline so rapidly at first (see Figure 
4a). I therefore created another type of signal that uses a Sigmoid function for a smoother 
result.  See  Figure  4b.  This  signal  also  handles  negative  values  for  the  peak  value, 
something that was important for my modules. The use of negative emotional signals will 
be described later.

Figure 4. Figure 4. Original vs new emotion signal
a) the original signal with initially a very steep decline  b) the new Sigmoid signal

In the current implementation, the final value of emotions lie between 0 and 1, but this 
interval can easily be altered. No matter what signal type used (the original or the new) the 
parameters for creating the signal consist of a delay, an attack, a sustain and a decay phase. 
In the module, the values are expressed in seconds. The different phases are described in 
detail below.

Figure 5. The emotional signal
The four phases can be seen here: delay, attack, sustain and decay.
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• The  delay  phase describes  the  time  between  the  creation  of  the  signal  and  the 
beginning  of  its  increase  (or  decrease  if  it  as  a  negative  peak  value).  In  my 
implementation, the delay time is constant and cannot be changed dynamically by any 
user rules. This is because the signal represents emotions and it is impossible for a 
human (or an animal) to control their emotions in that way. There is no conscious way 
of telling the brain “Please hold on to that surprise feeling for 2 seconds, will you?”. 
The delay phase should therefore be set to the response time of the human brain.

• The attack phase describes the time it will take for the signal to rise to its peak value 
from the initial value (always zero in this implementation). This can be very different 
for different kinds of emotions. For instance, if someone jumps in front of you and 
scares you, your fear will increase very rapidly, while reading your favourite book 
will make your happiness increase, but much more slowly.

• The sustain phase is the phase where the signal is at its peak value. This also varies a 
lot between emotions. Again, if someone jumps in front of you and scares you, you 
will get a high level of fear very quickly but the emotion will most likely not maintain 
that  peak value  for  long because  you  very soon recognise  that  there  was  no  real 
danger. On the other hand, other scenarios may trigger emotions that have a very long 
sustain phase.

• The decay phase signifies the time it takes for the signal to decrease to zero (or to 
some predefined final value, although in this implementation that final value is always 
zero) after the sustain phase is over.

Emotional signals are triggered in the Affective Appraisal Module. Naturally an emotional 
state, say fear, can consist of multiple signals, triggered at different times. Since signals 
will last a certain period of time, the final emotional state is calculated as the sum of the 
existing signals for that state. The value of the emotional state is what we refer to when we 
say that we “feel very afraid”.
The emotions also affect each other. A high level of fear will act inhibiting on an incoming 
anger signal and so will a high level of happiness. These influential relationships are also 
defined within the emotion module and are user-customisable through an XML document.
While it is entirely possible to find a list of a hundred different emotions, this magnitude is 
not appropriate for a project of this size. As mentioned before, I choose Goleman's list of 
emotions and I also add some more, making a total count of 16 emotions. These 16 are: 
anger,  anticipation,  anxiety,  disappointment,  disgust,  enjoyment,  fear,  gratitude,  guilt, 
love,  pride,  regret,  relaxation,  relief,  sadness,  and  surprise.  The  ones  in  bold  are  the 
emotions not present in Goleman's model.

3.5 Affective Appraisal Module
This  module  is  the most  important  part  for  my project  as  it  includes  the creation  and 
management of expectation as well as trust (at least to some extent). The main job of the 
Affective Appraisal Module is to do an appraisal, that is, an estimation of the events that 
happen around the agent. Depending on the events, different emotions will be triggered. 
For  instance,  if  an  agent  sees  a  wolf  running towards  it  the  appraisal  will  trigger  the 
emotion fear.

3.5.1 Triggering secondary emotions
When the Affective Appraisal Module encounters a rule that requests the triggering of the 
emotion disappointment, sadness should be triggered as well. It would also be appropriate 
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to decrease the value of happiness. Triggering these kinds of secondary emotions is done 
automatically  in  the  Affective  Appraisal  Module.  This  is  where  the  need  for  negative 
emotional signals comes in. To decrease happiness due to an increase in disappointment, 
one needs to create an emotional  signal  with a negative peak value. When adding this 
signal  to  the  already  existing  happiness  signals  the  overall  value  for  happiness  will 
decrease.

3.5.2 A logical language for expressing rules
My appraisal  module is entirely rule-based.  Rules are expressed by means of a logical 
language. Here is an example of a typical rule described as a logical expression:

seesi wolf  fear i

This rule states that if the agent i sees a wolf, then the emotion fear should be triggered for 
that agent. Since expectations are time-dependant, the logical symbol

X− 

is used to signify that the event α happened in the past. Note that a specific time is not used 
here, as expectations vary in length. For instance, if a dog runs towards you, you might 
have an expectation that you will get bitten within a second. If you have set a meeting with 
a friend two hours from now you will have an expectation that your friend will show up at 
that given time. In fact, it matters little how long ago the expectation was triggered. What 
matters is if the time limit frame for the expected event has occurred or not. I have chosen 
to discard information about the time limit in these logical rules for simplicity. The time 
limit is present in the actual implementation. Information on how strong the emotion that is 
being triggered should be is also discarded here. The following rule

touchesi bird ∧X−  seesibird  happyi

says that if an agent  i saw a bird in the past, and now i touches a bird then i should feel 
happy. The appraisal module consists of many rules of this kind. Note that the rules are not 
hard-coded in the appraisal module. Instead, the system loads them from a configuration 
file at start-up.
More details about these kinds of logical rules can be found in [9].

3.5.3 Formalising expectations
Generally  speaking,  my model  of  expectation  consists  of  the  event  expected,  the  time 
frame for the expected event,  the type  of expectation (the benevolence) and a control-
factor. Emotions are triggered when the expectation is created and when the corresponding 
expected event is evaluated (fulfilment).  When not including the control factor into the 
expectation, the following scenarios can happen. In the following E denotes an event.

expects i E∧wantsi E  happyi∧excited i

expects i E∧wantsi¬E fear i∧anxietyi

believesi E∧X− expectsi E∧wantsi E happyi

believesi¬E∧X− expects i E  surprisei

believesi¬E∧X− expects i E∧wantsi E  disappointed i
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believesi¬E∧X− expects i E∧wantsi¬E  relieved i

believesi E∧X− expectsi E∧wantsi¬E  sad i

One can see that these rules overlap. For instance, surprise will be triggered by the same 
rules as disappointment and relief. Including a control-factor will add quite a few more. 

believesi E∧X− expectsi E∧wantsi E∧believesi controli E  proud i

believesi¬E∧X− expects i E∧wantsi E∧believesicontrol i E  guilt i

believesi E∧X− expectsi E∧wantsi E∧believesicontrol j E  gratefuli

believesi¬E∧X− expects i E∧wantsi E∧believesicontrol j E angryi

The first rule above means the following: Last time step agent i expected E to happen this 
time step. He also wants E to happen and believes he has control over the outcome of E. 
When E happens he feels happy and proud. The statement

believesicontrol j E

means that the agent i believes that the agent j has control over the outcome of E.
The scenarios where the “world” is in control, the situational scenarios, will trigger only 
sadness and happiness, the same as the simple rules, and so they won't be represented as 
separate rules here.
These rules are very simple and say nothing of the strength of the emotions to be triggered. 
In  the  Affective  Appraisal  Module  the  calculations  take  into  account  the  probability 
(represented  as  a  number  between  0  and 1),  the  benevolence  (between  -1  and 1)  and 
control-factor  (between  -1  and  1)  when  deciding  how  much  an  emotion  should  be 
triggered.

3.6 Decision Module
Choosing which action to  take  is  usually modelled  as  a  complex network of  previous 
events, knowledge and the goals of the agent. However, a decision module was needed in 
the system, hence I created a simple rule-based decision module based on the same kinds 
of rules as the appraisal. As implementing the decision module was outside the scope of 
this  project,  the  decision  module  only  consists  of  simple  rules,  similar  to  the  ones 
mentioned in the previous chapter. Here follows a few examples to illustrate what these 
rules can look like.

distanceiwolf 10∧¬hasi weapon runawayi

hunger i0.8∧hasi food eat i food 

It is not the purpose of the decision module to trigger emotions, therefore this functionality 
is disabled here. In this project cognitively generated emotions are not addressed and so all 
emotions have to be triggered in the appraisal. Expectations, however, can be triggered 
here as they are often linked to a chosen action. When the agent chooses an action it will 
most likely expect a certain outcome.
Action that can be taken are physical actions (such as running, eating or sending messages 
to other agents) and internal actions (triggering expectations). The actions available are 
determined by the simulation engine that will execute them.

29



4 Implementation

4.1 Choice of programming languages
Both modelling the theoretical aspects of a system as well as implementing it requires a lot 
of work. A key to the success of creating a good application is the choice of an appropriate 
programming language. For this project, several languages were used together.

4.1.1 Main programming language
From the start it was clear that the basis of the application would be written in C++ since it 
is an industrial standard and because of its common usage. Since my individual project is 
only a part of a larger AI project, it was important to make it easy for others to add or 
remove  modules  and  to  keep  the  code  maintainable  in  the  long  term.  Furthermore, 
modelling realistic behaviour it computationally heavy. Thus, C++ seemed to be a suitable 
choice since it extremely fast in comparison to interpreted languages.

4.1.2 Configuration and communication language
Our agent model is by design modular and entirely separated from the game/simulation 
engine. To make this work smoothly XML is used as a communication language between 
the simulation engine and the agent, and to exchange information between the different 
modules. There is no standard package for reading and handling XML files in C++. Thus I 
chose to use TinyXML, which is a very simple open source XML parser. It uses the DOM 
model, which means that the entire XML document is loaded into the memory as a node 
structure  to  make  traversing  the  node tree  much faster.  For  more  information  on how 
TinyXML works, see Appendix A.

4.1.3 Language for memory representation
Representing agent memory is as difficult as it is important. At first there was an idea to 
write it all in C++ but this idea failed due to the immense complexity of the information 
that needs to be stored in the agent's memory. Logic languages are often used to handle 
complex  data  structures  as  they  are  highly  dynamic  and  “type-less”  (they  make  no 
distinction  between  number  and  text  for  instance).  Due  to  inside  knowledge,  an 
academical, open-source logic language called XSB is used to for memory management. 
XSB is based on Tabled Prolog and can be used for logical operations and easy memory 
management  for  intelligent  agents.  XSB  is  available  for  both  Unix  and  Windows, 
something that  is  vital  to  the project  since it  is  always  preferable  to keep applications 
platform-independent. It was quite difficult at first to make the interface between C and 
XSB work  smoothly  but  after  some  adjustments  from the  XSB developers  it  worked 
wonderfully.  It  is  important  to  note  that  the  XSB package  needs  to  be  compiled  and 
installed on the user's system before the agent software can be run on it. This is somewhat 
of a nuisance but there seems to be no easy way to solve this problem.
The Prolog code is very different from the traditional programming languages such as C++ 
or Java. Since it is logic-based it makes no distinction between variable types  and can 
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match variables between different statements. This ability of pattern matching is the most 
useful part for us. It makes it easy to store and retrieve any kind of information. It is also 
easy to create subroutines and link them with XML elements without making changes in 
the C++ code.  The downside of Prolog (and hence XSB) is  that  is  not meant  to be a 
numerical language and therefore its numerical calculations are slower than the ones in 
C++.  It  is,  however,  quite  superior  for  reasoning processes  and other  kinds  of  logical 
operations as it does pattern matching.
The structure of the commands and queries consists of a functor, the name of a function, 
and the terms inside it. The terms can be values or other functions. Every call must end 
with  a  dot.  It  is  the  equivalent  to  the  C++ semicolons.  Commas  are  used  to  separate 
functions within the same call or calculation. This is how the basic structure looks:

functor(term1,term2,term3,...,termN).
The terms can themselves be functions. For instance:

f1(f2(X,f3(12)),X,f4(Y),3.2,'Alice').
Here follows a few short examples of how the XSB code works.

?- person('Anna').
This code asks the system if there is a person called Anna. The “?-” before the statement 
indicates that is a query. Note that if a string starts with a capital letter it must be wrapped 
in single quotes because XSB considers all words beginning with a capital letter variables. 
Let us assume that there was a person called Anna in the system. Then the answer Yes 
would be returned.

assert(person('Bill')).
This  code asserts  (adds)  the knowledge to the  system about  the existence  of  a  person 
named Bill. If you were to ask

?- person('Bill').
now you would get a Yes, whereas before asserting it you would have got a No. Next 
example shows how to use variables in XSB.

?- person(X).
This query uses the variable X to retrieve the names of all the persons in the system. The 
result of this query would be 'Anna' and 'Bill'. Using variables is an extremely important 
part of XSB. Using the same variable in different places means that the values have to 
match. Let us assume the following information exists in the memory:

has_a('Bill',car).
is_a('Bill',man).
has_a('Anna',car).

Let us now assume one wants to know if there is a man that has a car. Then one would 
write the following:

?- has_a(X,car), is_a(X,man).
This would result in the answer X = 'Bill' because Bill is both a man and has a car. Anna 
would not be returned because, even though she has a car, she is not a man.
Rules can also be defined in XSB. A simple rule (function) adding together two numbers 
would look like this:

add(T,A,B) :-
T is A + B.

The call
?- add(X,1,3).

will result in X = 4. Note that unlike a similar function in C++;
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int add ( int & t, int a, int b )
{

t = a + b;
}

this function can also be used as an IF-ELSE evaluator. When calling the same rule with 
the query

?- add(5,1,3).
one will get a No as a reply because 1 + 3 does not equal 5. This is not possible in the C++ 
function mentioned above. For more information on how to write Prolog functions, please 
see literature or Internet tutorials. 

4.2 Designing the class structure
This section presents the main components (modules) of the agent structure. Basically it 
consists of three main modules: the appraisal, the knowledge base and the decision module. 
These modules are discussed in the next subsections. The class structure is depicted in 
Figure 6.

Figure 6. Simplified class diagram
Due to lack of space this diagram contains only the most important classes. Note that  
the IComState class is only a part of the emotion module. The reason the other classes  
are omitted here is because the IComState is the part of the EMO system that enables  
you to retrieve the value for a certain emotion. For more information about this  
emotional state module, please see the work of Jimmy Esbjörnsson [4]. Also, note that  
only the most important functions are shown here.

4.2.1 KnowledgeBase
One of the biggest problem was how to represent the knowledge base. Due to uncertainties 
concerning  XSB,  C++ was  initially  planned to  be  used  for  memory management,  this 
presenting a problem because of the complexity of information that needs to be stored in an 
agent's  memory.  Luckily,  XSB was  finally  assimilated  into  the  system  and  the  much 
simpler memory representation provided by XSB could be used.
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Before  reading  the  following  part,  the  reader  should  have  some  knowledge  about  the 
syntax of the Prolog language. More about the syntax can be found in the previous chapter 
concerning language for memory representation or on the Internet.

A d d i n g  i n f o r m a t i o n  t o  m e m o r y
Incoming information from the game state is automatically converted to XSB code and 
added to memory. This is very convenient but it also forces the user to follow certain rules 
when designing the XML structure inside the XML interface. First of all, the names of the 
attributes are completely removed when storing the information, only their values remain. 
Hence, the names of the attributes are irrelevant but their order is extremely important. To 
do so, the tag names are made into functor names. For example, the XML code

<object id=”5” type=”wolf”>
<position x=”3” y=”4”/>

</object>
is translated into the XSB code:

object(5,wolf).
position(5,3,4).

Here you can see that  the id of the object,  5,  also occurs as the first  argument  of the 
position element. This is done to make sure that the position can be mapped to the correct 
object. Another possible way to store the same information would be:

object(5,wolf,position(3,4)).
This representation is far less dynamic and will give many problems when dealing with 
incomplete queries. Thus, the “id” attribute of a tag will be copied to the first argument of 
all  its sub-tags. It is important to use the attribute “id”, which is a reserved word. The 
attribute “id” is the only recognised attribute for linking together an element with its sub-
elements. Note that XML is case sensitive so caution should be taken to ensure that the 
spelling of the XML document is homogeneous.

R e t r i e v i n g  i n f o r m a t i o n  f r o m  m e m o r y
Retrieving information from the memory is done by specifying an XML query. Variables 
in the XML query should begin with @, ? or # (see part about the XML rule structure for 
more information) followed by any word starting with a capital letter. The XML document 
containing the query

<object id=”@Id” type=”wolf”>
<position x=”@WolfX” y=“@WolfY”/>

</object>
is translated into the XSB equivalent

?- object(Id,wolf), position(Id,WolfX,WolfY).
This specific query requests information of the position of all objects of type wolf. The 
XML document returned from the knowledge base will consist of all the information found 
in memory that matches the given specifications. It is then up to the caller (for instance, the 
DecisionModule)  to  decide  what  to  do  with  the  retrieved  information.  Note  that  the 
variable Id appears in both terms, linking them together. 

S t o r i n g  e x p e c t a t i o n s  a n d  g o a l s
Expectations and agent goals are stored in XSB in a different manner. Both expectations 
and  goals  are  saved as  one  single  term (with  the  other  terms  consisting  of  additional 
information), like:

33



expectation('bites(1,2)',5.0,10.0,-1.0,0.9,-0.3).
This expression follows the chosen expectation format 

expecation(query, start-time, end-time, benevolence, probability, 
control-factor).

Please observe the query, which surprisingly is wrapped within single quotes. The reason 
for saving it as a string is that it is easier to store different kinds of expression using the 
same expectation format for all. It is the job of the AffectiveAppraisalModule to handle 
expectations and this way it is easy to check the existence of information that matches the 
given string query just  by calling the KnowledgeBase again with that  particular  query. 
While this method requires doing two separate calls to XSB, it is nonetheless far more 
efficient than having a flexible expectation structure, such as:

expectation(distance(T,1,2),less_than(T,4),5.0,10.0,-1.0,0,2).
This would make things considerably more complex. It has also been made clear through 
testing that the C++/XSB interface is very fast and therefore no problems with speed are 
expected even though two separate calls have to be made.

S h a r i n g  t h e  X S B  s y s t e m
Currently,  only one XSB process can be run at any time and since the goal is to have 
several agents operating simultaneously it was necessary to invent a solution that would 
enable agents to share XSB memory. In the current implementation of the Knowledge Base 
an  owner  value  is  added  to  every  piece  of  information  that  is  added  to  memory.  An 
example:

object(1,wolf,2).
This signifies that agent 2 knows of an object with id 1 of type wolf. The adding of the 
owner value is done automatically in the Knowledge Base and hence the weakness cannot 
be  exploited  from within  the  use-specified  rules.  Nevertheless  it  would  be  suitable  to 
replace the solution with XSB multi-threads in the future.

4.2.2 AffectiveAppraisal-, Decision- and BasicRuleModule
In this implementation, the appraisal (AffectiveAppraisalModule) and the decision module 
are both quite simple rule-based systems. The rules consist of XML documents that can 
easily be defined by the user or changed interactively during runtime. Since the appraisal 
and the decision module are so alike when it comes to the rules system, they both inherit 
from  a  BasicRuleModule  class.  This  class  handles  boolean  operations  and  numerical 
calculations.  When  it  comes  to  triggering  actions  (creating  emotions,  changing  trust, 
choosing  actions  etc.)  the  responsibility  is  laid  on  the  subclasses: 
AffectiveAppraisalModule  and  DecisionModule.  It  would  be  incorrect  for  the 
DecisionModule to trigger emotions as this is what the AffectiveAppraisalModule should 
do. In the same way, it would be inappropriate for the AffectiveAppraisalModule to select 
a physical action.

A f f e c t i v e A p p r a i s a l M o d u l e
Apart  from  triggering  emotions  from  the  agent's  perceptions,  the 
AffectiveAppraisalModule also triggers expectations and manages them after they have 
been triggered. The expectations themselves are stored in the KnowledgeBase but it is the 
AffectiveAppraisalModule  that  checks  if  an  expectation  has  been  fulfilled  or  not  and 
triggers emotions according to the properties of the expectation. Given the expectation
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expectation('bites(1,2)',5.0,10.0,-1.0,0.9,-0.3).
the AffectiveAppraisalModule checks if the query

?- bites(1,2).
is true (by contacting the KnowledgeBase). If it is true, the expectation has been fulfilled 
and  can  be  deleted  from the  KnowledgeBase..  Depending  on  the  different  parameters 
(benevolence, control-factor, probability) different emotions will be triggered.

4.3 Naming convention
After a large part of the application had already been coded, the need for a good naming 
convention became evident. Naming variables properly in terms of what they represent is 
of course important but it is also important to include type information in the name as well. 
Thus,  I  decided to follow the Hungarian standard with some possible  exceptions.  The 
naming convention used can be seen in Table 2. Note that the prefix m_ will precede all 
others.  Object  of  classes  that  are  internal  to  the  project,  such  as  KnowledgeBase  or 
TrustModule have no defined prefixes but whenever a variable is an object of these classes, 
the name of the variable should somehow state this.  Here are a few examples of what 
names could look like:

• pxmlRootElement – a pointer to a TinyXML element.
• m_pKnowledgeBase –  a  member  object  that  is  a  pointer  to  an  object  of  the 

KnowledgeBase.
• strvecXsbQuery – a vector of strings.

Prefix Type
b boolean

i int

f float

d double

sz const char * 

str string

rg a range, such as an array

p pointer

m_ member variable

xml all TinyXML objects

vec an STL vector

map an STL map

Table 2. Naming conventions.

4.4 XML rule system
An XML rule file can be defined for any object that is a subclass to BasicRuleModule. The 
rules can be different for different agents and they could potentially also change over time 
to make the rules dynamic.  The rules decide under which conditions actions should be 
taken,  emotions be triggered or expectations created.  Here follows a description of the 
structure of the XML file as well as some sample code. For an easier overview of the tags 
and their attributes and children, see Table 3.
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4.4.1 Using Variables
Using variables in the XML system is fairly straightforward. All variable names must start 
with a capital letter. There must be one of three prefixes to any variable: @, ? or #. Using 
the prefix @ means that the variable is a common variable. Using the prefix ? means that 
the value that variable will be given by XSB should be stored for later use. Using the prefix 
# means that the value for a user variable (previously saved by a ? variable or saved using 
the save_variable element) should be returned.

4.4.2 Basic elements

< r o o t >
Every rule document needs to contain only one root tag, preferably named “root”. Under 
this tag the rule tags are placed. The actual name of the root is currently irrelevant, but it is 
extremely important that there is only one root as this is the XML standard and the parser 
will ignore the elements if there is more than one root.

< r u l e >
The rule tag defines a rule. The rule tag must contain precisely two child elements – a 
condition element and a do element. The order of these two tags is irrelevant as the parser 
always chooses the condition tag first.

< c o n d i t i o n >
The condition element must include one or two elements. It may include a pre_calculation 
element as a first element. The second element must be a boolean element, returning a truth 
value. If the returned value is true, then the actions within the do-element will be triggered. 
Otherwise, nothing will be triggered.

< d o >
The do-element contains actions (possibly several) that are triggered under the condition 
stated in the condition-element. The do-element may contain one or many child elements 
and all will be executed. 

< p r e _ c a l c u l a t i o n >
This element is used to do calculations and save the results in specified variables. This 
element can only be the first element of either a condition element or a do-element. It must 
include only action elements. Here follows a simple example:

<pre_calculation>
<save_variable variable_name=”#Me”>

<this_agent_id/>
</save_variable>

</pre_calculation>
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4.4.3 Boolean-based elements

< a n d >
The and element must contain two or more boolean-based child elements.  If all  of the 
elements are true, then the and-element returns true.

< o r >
The or element  must contain two or more boolean-based child elements.  If  one of the 
elements are true, then the or-element returns true.

< n o t >
The not-element contains only one element and the value of that element can be either true 
or false. If the value is false, the not-element will return true and vice versa.

< e q u a l s _ t o >
The equals_to-element contains exactly one child element and that element must return a 
decimal value. If this value is the same value as the one specified in the attribute “value”, 
the equals_to-element will return true, otherwise false. Here is an example to explain it 
further.

<equals_to value=”10.0”>
<new_value_from_memory variable_name=”@Age”>

<person name=”Ted” age=”@Age”/>
</new_value_from_memory>

</equals_to>
This code will return true if the age of the person named Ted is exactly 10. For more 
information about the new_value_from_memory, see below.

< l e s s _ t h a n >
The less_than-element works in the same was as the equals_to element, only it checks if 
the decimal value is less than the value in attribute “threshold”. For instance, the following 
statement will always be true:

<less_than threshold=”1”>
<static_value=”0”/>

</less_than>

< g r e a t e r _ t h a n >
The less_than-element works in the same was as the equals_to element, only it checks if 
the decimal value is greater than the value in attribute “threshold”.

< b o o l _ f r o m _ m e m o r y >
This  element  is  extremely  important  and very useful.  It  requests  information  from the 
knowledge base according to user specifications. If there is information available in the 
KnowledgeBase matching the user specifications, then the tag will return true, otherwise 
false.
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4.4.4 Numerical elements
Common among the numerical elements is that they all return a decimal value.

< s t a t i c _ v a l u e >
The  static_value-element  creates  a  numerical  value  from  the  number  specified  in  the 
attribute “value”. 

< r a n d o m _ v a l u e >
This element returns a random value in the interval [0 1].

< p l u s >
The plus elements adds together the values of its two children. Note that this tag may have 
only two sub-tags. Any other elements will be discarded. If one of the elements is invalid, 
an error number (here the maximum possible float value) will be returned.

< m i n u s >
The minus elements takes the value of its first child minus the value of its second child. 
Note that this tag may have only two sub-tags. Any other elements will be discarded. If one 
of the elements is invalid, an error number will be returned.

< t i m e s >
The times element multiplies its first child element with its second. Note that this tag may 
have only two sub-tags. Any other element will be discarded. If one of the elements is 
invalid, an error number will be returned.

< d i v i d e _ b y >
This element divides the first of its children with its second one. If the denominator is zero, 
it will return an invalid number. Also, if one of the elements is invalid, an invalid number 
will be returned.

< m a x >
This element returns the maximum of two numerical elements. Note: if one of the elements 
is invalid, an error number will be returned.

< m i n >
This element returns the minimum of two numerical elements. Note: if one of the elements 
is invalid, an error number will be returned.

< t i m e _ n o w >
This element returns the number of seconds since the program was launched. 
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< t h i s _ a g e n t _ i d >
This tag returns the id value for the agent itself.

< m i n u t e s _ t o _ s e c o n d s >
This tag converts minutes to seconds.

< h o u r s _ t o _ s e c o n d s >
This tag converts minutes to seconds.

< d a y s _ t o _ s e c o n d s >
This tag converts minutes to seconds.

< v a l u e _ f r o m _ m e m o r y >
This  element  (and  the  next  two,  previous_value_from_memory  and 
new_value_from_memory) allows one to retrieve numerical values from the Knowledge 
Base according to user specifications. The variable with the requested value must be stated 
in the variable_name attribute. Here is an example:

<value_from_memory variable_name=”@Wolf_Y”>
<object id=”@Wolf_Id” type=”wolf”>

<position x=”@Wolf_X” y=”@Wolf_Y”/>
</object>

</value_from_memory>
This  code  will  retrieve  the  y-position  of  the  first  object  of  type  wolf.  Note  that  the 
variable_name attribute specifies which variable value to send back to the program.
The tags used inside value_from_memory are translated into XSB queries so it is important 
that whatever information the user wants can be found in the knowledge base. This means 
that no tag can be used unless explicitly specified in XSB. For more information on how to 
define functions in XSB, see section 4.1.3.
Saving user variables can be done within this element in the same was as when using the 
save_variables  element.  This  is  to  prevent  requesting  the  same  information  from  the 
knowledge base several times.

< n e w _ v a l u e _ f r o m _ m e m o r y >
This  element  retrieves  information  from  the  knowledge  base,  just  like 
value_from_memory,  but  only  retrieves  data  that  has  been  added  during  the  last 
information update. Hence, the information extracted is the newest data. This element is 
useful to use in conjunction with the previous_value_from_memory element to decide if 
the agent has just found out about a certain information.

< p r e v i o u s _ v a l u e _ f r o m _ m e m o r y >
This element works just like the new_value from_memory element instead of looking at 
the newest  information it  looks at  the information that  was  added at  the second latest 
information update.
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4.4.5 Action elements

< t r i g g e r _ e m o t i o n >
The  trigger_emotion  element  triggers  the  specific  emotion  specified  by  the  attribute 
“emotion”.  The  element  must  have  four  sub  tags:  “strength”,  “attack”,  “sustain”  and 
“decay”. All of them must contain numerical elements that can be evaluated. In the actual 
implementation  of  the  trigger_emotion  algorithm,  there  is  also  a  delay  value  for  the 
emotion that is set to a constant value, mimicking the cognitively unchangeable lag in the 
human brain when processing perceptions. Here is a simple example:

<trigger_emotion emotion=”anger”>
<strength>

<static_value value=”0.9”/>
</strength>
<attack>

<minutes_to_seconds>
<static_value value=”12.0”/>

</minutes_to_seconds>
</attack>
<sustain>

<static_value value=”10.0”/>
</sustain>
<decay>

<static_value value=”23.0”/>
</decay>

</trigger_emotion>
The numbers specified here, 0.1, 10.0, and so on, are measured in  seconds. To simplify 
things, the numerical elements minutes_to_seconds, hours_to_seconds and day_to_seconds 
are available.  The trigger_emotion element  can only be used in rules for the Affective 
Appraisal Module as this is the only module that is allowed to trigger emotions. If the 
element is used inside the Decision Module nothing will happen.

< c r e a t e _ e x p e c t a t i o n >
This element triggers an expectation that will be inserted into the knowledge base for later 
evaluation.  The tag needs six sub tags:  expectation,  time_start,  time_end,  benevolence, 
probability  and  control_factor.  The  first  tag,  expectation,  contains  the  expected 
information,  the  event  that  the  agent  predicts  will  happen.  The  last  five  must  contain 
numerical elements that can be evaluated. An example of how this element can be used is:

<create_expectation>
<expectation>

<weather_condition type=”rain”/>
</expectation>
<time_start>

<time_now/>
</time_start>
<time_end>

<plus>
<time_now/>
<hour_to_seconds>

<static_value value="1"/>
</hour_to_seconds>

</plus>
</time_end>
<benevolence>

<static_value value="-0.3"/>
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</benevolence>
<probability>

<static_value value="0.9"/>
</probability>
<control_factor>

<static_value value=”0”/>
</control_factor>

</create_expectation>
This code will trigger the expectation predicting that there will be rain (with 90% certainty) 
within one hour from now. The benevolence of this event is -0.3, which means that the 
agent does not wish for it to happen but it would not be the end of the world if it did. The 
control factor in this case is 0, meaning that the agent believes it has no control over the 
outcome of the situation. This makes perfect sense since it would be impossible for the 
agent to prevent the rain from falling.
Although most numerical values in the example above consist of static_value objects it is 
by no means the standard way of creating an expectation. Ideally,  the numerical values 
should be computed from information that is somehow related to the expectation, such as 
determining probability as a function of distance, object locations, etc.
Note  that  this  element  can  be  used  in  both  the  Affective  Appraisal  Module  and  the 
Decision Module, since an action taken often implies an expectation for a certain outcome.

< c r e a t e _ g o a l >
The create_goal element creates a new goal to be added to the knowledge base. It must 
have one boolean sub-element that can be evaluated in the XSB side of the knowledge 
base. Here is an example of how this tag can be used.

<create_goal permanent=”yes”>
<goal>

<greater_than value=”@Var” threshold=”0.8”/>
<emotion_level return=”@Var” emotion=”happiness”/>

</goal>
<importance>

<minus value1=”1” value2=”@Var2”>
<emotion_level return=”@Var2” emotion=”happiness”/>

</importance>
</create_goal>

This example creates a goal for the agent that makes it strive towards having a high level of 
happiness. The elements look quite a bit different here than they do in ordinary rules. This 
is because the entire goal has to be saved  dynamically in XSB, not as a static value or 
boolean. The exact rules of the goal are saved into XSB enabling it to be evaluated at run-
time.  Unfortunately for values to  be linked together properly,  the  code must have this 
somewhat special look. For this particular code to work emotions also have to saved into 
XSB (this can be done once every second, not to put too much pressure on the system). 
This is not currently done, however. For more information on how to specify goals, see the 
example rules given along with the software.
The “permanent” attribute specifies if a goal should be removed when fulfilled. This goal 
should not be removed once achieved, as the agent should always strive towards it. Hence 
the value “yes” for the “permanent” attribute. There are, however, goals that should be 
removed once they are achieved, such as climbing a mountain, or finishing reading a book. 
Once these kinds of goals have been accomplished they must be removed.
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< s a v e _ v a r i a b l e >
This  element  comes  in  handy  when  the  user  wants  to  do  pre-computations  and  save 
variables for further use. The name of the variable is given by the value of the attribute 
“name” and the value of the variable will be computed from the numerical sub element. 
The variable name can be any word starting with a capital letter. The postfix # must be 
used. The # tells the system that it is a user variable. Example:

<save_variable name=”#Time_of_the_meeting”>
<time_now/>

</save_variable>
If the user wants to use the variable later on he or she only has to use the variable name. 
The variable will automatically be replaced with its value. Example:

<object id=”#Id_of_friend” type=”agent”/>
This tag is mostly useful when saving something that does not come directly from the 
knowledge base but rather is done through some computations of some internal  values 
(such as time, agent id, or computational expressions). If the user wants to save variables 
directly  from  the  knowledge  base  (for  later  use)  it  is  more  convenient  to  use  the 
save_variables function or just to save the variables using value_from_memory directly.

< s a v e _ v a r i a b l e s >
This element works as the one above except that it saves all the values that the user has 
defined in the XML search criteria. The user must mark all the elements he or she wishes 
to save by writing a “?” followed by the desired variable name (beginning with capital 
letter).  All  variables  the  program  encounters  will  be  saved  for  later  use.  The  saved 
variables can be accessed in the same way as one would access the variable saved with 
save_variable.

<save_variables>
<object id=”?AgentId” type=”agent”>

<has_item type=”?ItemType”/>
</object>

</save_variables>
The variables saved in the code above can be accessed through #AgentId and #ItemType. 
Naturally, the user can also use common variables (starting with @) if the computation is 
more complex, without these variables being saved.

< s e l e c t _ a c t i o n >
This element can only be used in rules for the Decision Module and it is used to select the 
action an agent is supposed to take next. Note that this is usually a physical action, such as 
move forward or eat food. The action selected will be return to the game/simulation engine 
and executed if possible. Note that even though an agent may suddenly decide to fly, it 
does not mean that it has the physical capabilities to do so. It is up to the game engine to 
decide if  an action should be possible to execute or not.  The action taken will  also be 
stored in the agent's knowledge base so that it can it.

< s e n d _ m e s s a g e >
This element can only be used in the decision module and is used to send a message to 
another agent. Messages are indeed sent automatically from the appraisal module if there 
were incoming messages to the agent. Here, however, it is possible for the agent to start a 
“conversation” rather than just reply to incoming messages. The content of this element 
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should consist of a message element. The content of that message can include anything but 
there is  no guarantee that  it  will  be understood by the receiver if  it  doesn't  follow the 
standard message structure.

Tag name Attribute
s

Type Children

and - boolean 1 to N boolean

attack - - 1 numerical

benevolence - - 1 numerical

bool_from_memory - boolean 1 to N tags

condition - - (pre_calculation), 1 
boolean

control_factor - - 1 numerical

create_expectation - action expectation, time_start,  
time_end, benevolence, 
probability, control_factor

create_goal permanent action goal, importance

days_to_seconds - numerical 1 numerical

decay - - 1 numerical

divide_by - numerical 2 numerical

do - - (pre_calculation), 1 to N 
actions

emotion_level emotion numerical -

equals_to value boolean 1 numerical

expectation - - 1 to N tags

goal - - 1 to N tags

greater_than threshold boolean 1 numerical

hour_to_seconds - numerical 1 numerical

importance - - 1 numerical

less_than threshold boolean 1 numerical

max - numerical 2 numerical

message type - 1 to N tags (varies with 
implementation)

min - numerical 2 numerical

minus - numerical 2 numerical

minutes_to_seconds - numerical 1 numerical

new_value_from_memory variable_na
me

- 1 to N tags

not - boolean 1 boolean

or - boolean 1 to N boolean

plus - numerical 2 numerical

pre_calculation - - 1 to N actions

previous_value_from_memor variable_na numerical 1 to N tags
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y me

probability - - 1 numerical

random_value value numerical -

root - - 1 to N rules

rule - - condition, do

save_variable name action 1 numerical

save_variables - action 1 to N tags

send_message - action message

static_value value numerical -

strength - - 1 numerical

sustain - - 1 numerical

time_end - - 1 numerical

time_now - numerical -

time_start - - 1 numerical

times - numerical 2 numerical

trigger_emotion emotion action strength, attack, sustain,  
decay

value_from_memory variable_na
me

numerical 1 to N tags

Table 3. XML tags available for use in the rule-based system.

44



45



5 Results and Discussion

5.1 Setting up a test scenario
Testing is always needed to evaluate the stability and usefulness of a system. Therefore a 
testing scenario was created using the open-source rendering engine Irrlicht. Irrlicht has no 
game state management since it is not a game engine. The game state therefore has to be 
managed separately. The game state manager also has to provide an XML interface that 
converts object information in Irrlicht to XML that the agent can process.
It was helpful to visualize a selection of the agent's emotions in real-time to better evaluate 
the system. Horizontal bars, similar to the ones frequently used in video games, are used to 
illustrate the value of the emotions. The outlook of the system is shown in Figure 7.

Figure 7. A screenshot from the test scenario.
The horizontal bars show how emotions vary over time. In this scenario the agents  
will be frightened by the dogs and will try to eat the pizza slices.

Once implemented, the system was run with different settings to see how the frame rate 
was affected. The goal is to have a frame rate that is as stable as possible. This project does 
not  currently  support  multi-processing,  hence  the  evaluations  done  within  the  agent 
structure cannot be processed in parallel to the rendering process. Therefore it is much 
better to have a lower frame rate with a low standard deviation than a high frame rate with 
high standard deviation as the latter may result in a jerky image.

46



5.2 Results

5.2.1 Emotional behavioural
As predicted, the emotions behaved as per specified user-rules in all cases. Expectations 
were triggered and managed correctly, resulting in interesting (but dependable) emotional 
variations.

5.2.2 Number of objects
At first the impact an increase of the number of object in the game state has on the frame 
time was evaluated. As the game state increases in size, the information that the agent has 
to process at each update time also increases. In the testing application no visual boundary 
system for the agent was implemented and so each agent can see all object in the game 
state. Hence, one would predict that the update time would increase proportionally to the 
number  of  object  in  the  scene.  The  result  of  the  test  can  be  seen  in  Figure  8.  The 
evaluations (appraisal and action selection) in this test were done every second and old 
information was discarded every 10 seconds. When the number of object in the scene was 
5 the frame time was on average 3.2 milliseconds, corresponding to a frame rate of 313 fps. 
When the  number  of  object  increased the  frame time also  increased somewhat.  At  25 
objects the frame time was on average 5.7 milliseconds, corresponding to a frame rate of 
175 fps. The standard deviation remains lower than the average frame time up to this point. 
The final  test had one hundred objects and this resulted in a frame rate of on average 60 
fps. The standard deviation in this case was also very large. It is important to notice, when 
examining these results, that the increase in frame time is not necessarily a result of the 
agent's  information  processing.  The  3D  rendering  of  one  hundred  objects  is 
computationally heavy and will also affect the frame time considerably.

Figure 8. Number of objects versus the frame time.
One can see that the frame time increases with the amount of objects. The update time 
in this test run was 1.0 seconds and the forget interval 10.0 seconds. Note that the x-
axis does not have a linear scale.
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5.2.3 Number of appraisal rules
It is important that the agent structure can handle a large amount of rules for both the 
appraisal and the decision module because a complex behaviour requires multiple rules. 
Since the decision modules stops going through the rest of the rules once an action has 
already been chosen, and since the rules in the appraisal and the decision module are very 
similar,  the robustness was tested for the appraisal rules only.  A noticeable decrease in 
frame rate with the increase of the number of rules was anticipated. However, as can be 
seen in Figure 9, the frame time remains fairly constant over the number of rules. Quite 
apparently the calculation time for the rules is negligible in comparison to the rendering 
time and other time-consuming factors. Naturally, one may still expect an impact on the 
frame rate if  the number of  rules  rises considerably,  say to a  thousand or  more.  This, 
however, seems at the moment a most unlikely scenario as creating and managing that 
amount of rules for an agent is extremely inconvenient in the present system. Hence, I am 
extremely satisfied with the efficiency of the rule system and the connection to XSB.

Figure 9. Number of appraisal rules versus the frame time.
The update time was 1.0 seconds and the forget interval 10.0 seconds. While the  
standard deviation changes somewhat, the average frame time varies little.

5.2.4 Increasing the appraisal update interval

During the testing phase a somewhat jerky behaviour was observed when the agent was 
evaluating the appraisal and the decision module.  Hence, it was essential  to investigate 
how the change in update interval would affect the frame time. The update intervals 1, 
0.75, 0.5 and 0.25 seconds were used when testing. These are reasonable numbers since 
doing updates less frequently may give an odd behaviour and doing them too often may be 
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redundant. The result can be seen in Figure 10. One can see that the frame time increases 
somewhat  as  the  update  interval  decreases.  What  is  most  noticeable  is  the  dramatic 
increase in standard deviation, a result that is visible in the rendering as a highly noticeable 
jerky  picture.  The  large  standard  deviation  is  due  to  the  single  update  frame  taking 
considerably longer than the rest of the frames (when only rendering is done). The single 
frame will affect the standard deviation considerably.

Figure 10. Update interval versus frame time. 
All parameters were constant except the interval at which the appraisal was updated. 
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6 Conclusion

To summarize, this work provides the agent with expectations and trust and the interplay 
between these two and the agent's emotions. Trust is calculated in a novel way, taking 
emotions into account as well as four trust dimensions (ability,  reliability, predictability 
and integrity). Expectations are created from user-specified rules and maintained within the 
agent structure. Emotions are triggered automatically using the expectation control-factor 
and benevolence.
This work clearly shows how adding expectation and trust to agents will give them a more 
varied and interesting behaviour. I am overall very pleased with the results of this project 
and  the  variety  of  the  application  it  can  be  used  for  never  ceases  to  amaze  me.  It  is 
important  to  remember  that  the  intelligence  of  an  agent's  behaviour  lies  in  the  actual 
specification  of  the  individual  rules  and not  in  the  system that  enables  those  rules  to 
activate behaviour or trigger emotions. Rules can be as simple or as complex as the user 
wants them to be. The expectations, however, are maintained within the system once they 
are created and this provides excellent results.
Initially, the following goals were set:

• realistic expectational behaviour
• realistic trust
• real-time simulation
• platform independence

All of these goals were met as can be seen in chapter 5. Most surprising was the efficiency 
of the C-to-XSB connection as well as the constant traversing of XML rules.

6.1 Future work
Clearly a lot of things could be added to the agent structure when it comes to functionality. 
I will mention here the areas that interest me most and that I would address myself if time 
was not of an issue.

6.1.1 Improving the span of expectations
Expectations in my model are bound by a time limit. Time is the only condition for what is 
expected to happen and the reason for this is because it enables emotions to be triggered 
correctly prior to the expected event. It would be interesting to expand the conditions for 
an expectation to include spatial and emotional constraints as well.

6.1.2 Delegation of tasks
Currently no agent can delegate tasks to, or join forces with, another agent. This has been 
omitted in this work because of its complexity. Clearly it would be most interesting to 
include it in the future. Trust and expectation influence delegation greatly and delegation is 
therefore directly linked to my current work. It would be very interesting to see how they 
affect the task of delegation.
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6.1.3 Extending trust with memory
The big drawback with the current trust module is that the agent has no recollection of why 
the  trust  for  another  agent  is  high or  low because it  cannot  remember  the  events  that 
triggered the change in trust to begin with. This is something that can be remedied by 
storing information about the reasons behind the change in trust in the knowledge base. 
This especially useful if the simulation scenario is complex and can give rise to different 
trusting scenarios. The ability part of trust could then vary greatly depending on what the 
agent wants the trustee to do.

6.1.4 Improving inter-agent communication and adding 
social behaviour
As of now, agents can only communicate by sharing and requesting information as well as 
simple forms of rumour. The message structure is highly static, as are the agent's reactions 
to incoming messages. This could be changed into a rule-based system quite easily but it 
would  also  force  the  user  to  specify  all  the  agent  communication  rules  from scratch. 
However, this is certainly an area that would be interesting to expand as it holds the key to 
a much more varied artificial reality where agents could communicate,  share goals and 
form societies.

6.1.5 Extending the decision module
Not being an actual part of this project, the current decision module was implemented in 
the most simple way possible; mimicking the rule-based system of the appraisal module. 
This is not a very good way to make decisions however, and more dynamic and complex 
structure is needed for this module. A behavioural network with resource management has 
been  discussed  in  our  group (all  diploma  work  students  working  on  the  virtual  agent 
architecture) several times but all of us were busy finishing our parts of the project and no 
one  got  to  actually  implementing  it.  It  would,  however,  improve  the  action  selection 
mechanism quite a lot.

6.1.6 Reasoning
Although  reasoning  has  not  been  implemented  in  this  project,  it  will  be  simple  to 
incorporate reasoning into the current agent architecture simply by adding new functions to 
the Prolog document loaded into XSB at the beginning of the simulation (or indeed by 
adding them dynamically at run-time). An example of reasoning could look something like 
this:

is_a('Anna', woman).
is_a(X,human) :-

(is_a(X,woman)
;
is_a(X,man)).

This makes the agent reason like this: if X is a woman or a man, then X is also a human. 
The call

?- is_a(X,human).
would return Anna as she is a woman and therefore also a human. These kinds of additions 
are already possible to do with the existing agent architecture and it is only up to the user 
to write a set of reasoning rules that make sense for the chosen scenario.
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Appendix A. Introduction to TinyXML

TinyXML  is  a  simple  XML  parser  created  by  Lee  Thomason  at  Grinning  Lizard  to 
simplify  the  parsing  of  XML  documents  in  C++.  It  uses  the  DOM  model,  making 
traversing the XML nodes fast  and easy.  TinyXML is open source and is  available at 
SourceForge.net for download. It is platform independent, which makes it highly useful for 
many implementation purposes. Its simplicity – the source to the entire library consisting 
of  only  six  small  files  –  is  its  most  attractive  quality.  To  be  able  to  understand  this 
introduction,  the  reader  should  know  the  basics  of  both  XML  documents  and  C++ 
programming.

A.1. TinyXML Limitations
Being such a small, easy to use and fast XML parser, TinyXML naturally has its limits. It 
does not handle DTDs, XSLs or other kind of XML “add-ons”. There is no fast way of 
checking the validity of the loaded or created XML documents either. If these functions are 
needed then a more advanced (and hence larger) library should be used. For this project, 
however, it has been extremely useful due to its simplicity.

A.2. Class Structure
The class structure of TinyXML is very simple (see Figure 11). There are few classes and 
they have a straightforward inheritance structure. Below you can see the main class tree. I 
will  only  discuss  the  most  basic  of  the  classes  here,  namely  TiXmlDocument, 
TiXmlElement  and TiXmlAttribute.  Reader  who are  more  interested  in  learning  about 
TinyXML should read the documentation at their web page1.

Figure 11. TinyXML main class diagram.
The class diagram shows only the most important classes in the TinyXml architecture.  
Image curtesy of Grinning Lizard.

A.3. TiXmlDocument
A TiXmlDocument contains an entire XML document. According to XML standard, the 
document should only have one root element, but implementation wise TinyXML doesn't 
forbid it. It is, however, a good praxis to always include a root element containing all the 
rest of the XML elements. It can be created as an empty document as with a file name 
specified.

1 For TinyXml API and download information, see the official website 
http://www.grinninglizard.com/tinyxml.
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TiXmlDocument doc;
doc.LoadFile(“filename.xml”);

or
TiXmlDocument doc(“filename.xml”);
doc.LoadFile();

There are quite a few functions in a TiXmlDocument but the most commonly used is the 
function to return a pointer to the root element of the document.

TiXmlElement * rootElement = doc.RootElement();
From the root element it is easy to move through the XML document node by node.

A.4. TiXmlElement
An XML element is a tag and all its attributes. A typical example of an element would be:

<person name=”Annie”/>
In TinyXML, elements are almost always referred to by pointers. This is to make it easy to 
link elements to each other and to a document. When creating a new element, you can 
name the element at construction. If you want to add attribute, it is very easy to do so:

TiXmlElement * element = new TiXmlElement(“person”);
element->SetAttribute(“name”,”Annie”);

This code will create the element above. If one should require the name of an element, one 
merely uses the Value() function that comes with all subclasses of TiXmlBase. Traversing 
through a document requires a way to move through the nodes. The TiXmlDocument can 
only return a pointer to the root element, nothing else. To traverse the node tree one can 
use  one  of  the  following  functions:  FirstChildElement()  or  NextSiblingElement(). 
Example:

TiXmlElement * daughterElement = motherElement->FirstChildElement();
If you want to link an element to another, all you have to do is call the LinkEndChild() 
function of the parent element. This is also done to link children to a document (usually 
only the root).

TiXmlElement * name = new TiXmlElement(“name”);
TiXmlElement * firstName = new TiXmlElement(“first_name”);
TiXmlElement * lastName = new TiXmlElement(“last_name”);
name->LinkEndChild(firstName);
name->LinkEndChild(lastName);

This will create the following XML structure:
<name>

<first_name/>
<last_name/>

</name>
One very important thing to notice is the checking of invalid pointers. There must always 
be a check to make sure the returned pointer wasn't a NULL pointer before moving on 
further in the tree.

A.5. TiXmlAttribute
When parsing an XML document, one usually wants to retrieve the values and names of 
the  different  attributes  to  every  element.  This  is  done  in  a  similar  manner  as  moving 
between the elements themselves. The first attribute of an element can be accessed through 
the function FirstAttribute(); Moving from the first attribute to the others can be done with 
the function Next().
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TiXmlAttribute * firstAttribute = element->FirstAttribute();
TiXmlAttribute * secondAttribute = firstAttribute->Next();

If you know the name of the attribute you want to access, you can get the value of that 
attribute directly from the element using the Attribute(attribute_name) function. This will 
return a string with the value of that attribute. This is most useful function if the XML 
structure is well-known.

string attributeValue = element->Attribute(“name”);
This ends the introduction to TinyXml. For more information, visit the project website.
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Appendix B. Emotion Questionnaire

Here follows the entire emotional questionnaire I designed as well as the results of the poll. 
I  have translated the questionnaire to  English to better  fit  into the report.  The original 
questionnaire was in Swedish to simplify the task for the students who took it. Note that 
the emotion anticipation occurs twice. This was not the case in the original questionnaire 
but rather two similar  words expressing the same emotion,  was used: “Förväntan” and 
“Förväntansfullhet”. In the translation the word anticipation was used for both of them.

B.1. Questionnaire translated to English
This research is for my diploma work in “Modeling Expectational Behaviour and trust for 
Computer  Graphics”.  The questionnaire consists of answering different questions about 
emotions. The answers are confidential!
Don't think too much about how the different areas overlap each other but answer from 
your own emotions and interpretations. Don't answer how you THINK you feel but how 
you really feel!

1. Circle the strength you feel fits best to you current emotional  
state for the different emotions listed. 0 is total lack of and 10 is  
an extremely high level of that emotion.
Anger

1 2 3 4 5 6 7 8 9 10
Restlessness

1 2 3 4 5 6 7 8 9 10
Joy

1 2 3 4 5 6 7 8 9 10
Anxiety

1 2 3 4 5 6 7 8 9 10
Relief

1 2 3 4 5 6 7 8 9 10
Worry

1 2 3 4 5 6 7 8 9 10
Frustration

1 2 3 4 5 6 7 8 9 10
Regret

1 2 3 4 5 6 7 8 9 10
Fear

1 2 3 4 5 6 7 8 9 10
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Indifferent
1 2 3 4 5 6 7 8 9 10

Anticipation (Förväntan)
1 2 3 4 5 6 7 8 9 10

Disappointment
1 2 3 4 5 6 7 8 9 10

Dejectedness
1 2 3 4 5 6 7 8 9 10

Triumph
1 2 3 4 5 6 7 8 9 10

Depression (in a non-medical sense)
1 2 3 4 5 6 7 8 9 10

Anticipation (Förväntansfullhet)
1 2 3 4 5 6 7 8 9 10

Surprise
1 2 3 4 5 6 7 8 9 10

Calm
1 2 3 4 5 6 7 8 9 10

Hatred
1 2 3 4 5 6 7 8 9 10

Grief
1 2 3 4 5 6 7 8 9 10

Happiness
1 2 3 4 5 6 7 8 9 10

Bitterness
1 2 3 4 5 6 7 8 9 10

Irritation
1 2 3 4 5 6 7 8 9 10

2. Open questions
Answer these questions using your own words. Think about why you experienced these 
emotions and what factors affected you. (For instance, how important was what happened? 
Were you surprised?)

● Think of a situation where you expected something good to happen and it did. How 
did you feel and why?
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● Think of a situation where you expected something good to happen and it  didn't. 
How did you feel and why?

● Think of a situation where you expected something bad to happen and it did. How 
did you feel and why?

● Think of a situation where you expected something bad to happen and it  didn't. 
How did you feel and why?

B.2. Correlation between emotions
The  correlation  between  the  emotions  was  calculated  as  the  mean  absolute  difference 
between two emotions for the same person:

correlation e1 , e2=
∑
p=1

p=N

∣e1 p−e2 p∣

N

where e1 and e2 are distinct emotions and N is the number of people who took the test. I 
also used several other kinds of correlation methods that for instance took into account the 
mean value of each emotion, or the variance of the emotions. They all gave roughly the 
same result. Thus, I will only present the result calculated from the formula above here.
As can be seen in Table 4 the results vary a lot. Some correlation values were expected, 
such as the high value of hatred vs joy. However, the results were too vague, thus I did not 
take them as conclusive when determining how emotions affect each other.
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Table 4. Emotion correlation table
The correlation values calculated using the correlation formula mentioned above 
(**).
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0.67 Relief/Dejectedness 1.78 Relief/Dejectedness 2.44 Triumph/Happiness 3.44 Calm/Grief 4.83
0.94 Anxiety/Surprise 1.83 Triumph/Irritation 2.44 Anticipation2/Dejectedness 3.5 Depression/Happiness 4.83
0.94 Disappointment/Dejectedness 1.83 Frustration/Triumph 2.5 Anticipation2/Surprise 3.5 Joy/Bitterness 4.83

1 Disappointment/Triumph 1.83 Anger/Triumph 2.5 Anger/Anxiety 3.5 Surprise/Calm 4.83
1.06 Frustration/Surprise 1.83 Regret/Irritation 2.5 Joy/Triumph 3.5 Depression/Calm 4.89
1.06 Anger/Dejectedness 1.83 Relief/Depression 2.5 Restlessness/Anticipation2 3.5 Grief/Happiness 4.89
1.11 Anxiety/Disappointment 1.89 Anxiety/Anticipation 2.56 Regret/Anticipation2 3.56 Joy/Depression 5
1.11 Fear/Hatred 1.89 Anxiety/Irritation 2.56 Restlessness/Grief 3.56 Joy/Regret 5
1.11 Frustration/Hatred 1.89 Dejectedness/Triumph 2.56 Anxiety/Calm 3.61 Joy/Grief 5.06
1.17 Joy/Anticipation2 1.89 Anxiety/Disappointment 2.61 Restlessness/Fear 3.61 Anger/Happiness 5.17
1.17 Relief/Surprise 1.89 Anxiety/Regret 2.61 Restlessness/Hatred 3.61 Anger/Joy 5.33
1.17 Triumph/Grief 1.89 Fear/Irritation 2.61 Anticipation2/Depression 3.67 Hatred/Happiness 5.83
1.17 Triumph/Surprise 1.89 Anticipation/Happiness 2.67 Dejectedness/Anticipation 3.67 Joy/Hatred 6
1.17 Frustration/Bitterness 1.94 Anxiety/Dejectedness 2.67 Joy/Anxiety 3.67
1.17 Frustration/Dejectedness 1.94 Anxiety/Grief 2.67 Restlessness/Bitterness 3.67
1.22 Relief/Disappointment 1.94 Anxiety/Happiness 2.67 Restlessness/Relief 3.67
1.22 Dejectedness/Triumph 2 Anxiety/Surprise 2.67 Anticipation/Calm 3.72
1.22 Relief/Bitterness 2 Relief/Anxiety 2.67 Anticipation2/Bitterness 3.72
1.28 Triumph/Bitterness 2 Anxiety/Anticipation 2.72 Anxiety/Happiness 3.72
1.28 Anxiety/Anxiety 2.06 Anxiety/Anticipation2 2.72 Anxiety/Hatred 3.72
1.28 Disappointment/Irritation 2.06 Anxiety/Depression 2.72 Relief/Calm 3.72
1.28 Frustration/Grief 2.06 Anxiety/Frustration 2.72 Restlessness/Regret 3.72
1.33 Anger/Irritation 2.06 Anticipation/Irritation 2.78 Anger/Anticipation2 3.78
1.33 Restlessness/Frustration 2.06 Anticipation/Surprise 2.78 Relief/Happiness 3.78
1.33 Surprise/Hatred 2.06 Anxiety/Hatred 2.78 Restlessness/Happiness 3.78
1.39 Anxiety/Frustration 2.11 Restlessness/Anxiety 2.78 Anticipation2/Grief 3.83
1.39 Frustration/Depression 2.11 Frustration/Anticipation 2.83 Restlessness/Depression 3.83
1.39 Frustration/Fear 2.11 Relief/Hatred 2.83 Triumph/Calm 3.83
1.44 Frustration/Regret 2.11 Relief/Anticipation 2.89 Anticipation/Grief 3.89
1.44 Relief/Grief 2.11 Restlessness/Dejectedness 2.89 Anticipation/Hatred 4.06
1.44 Restlessness/Irritation 2.11 Anxiety/Relief 2.94 Calm/Irritation 4.06
1.44 Anxiety/Bitterness 2.17 Joy/Anxiety 2.94 Dejectedness/Calm 4.06
1.44 Anxiety/Grief 2.17 Relief/Anticipation2 2.94 Dejectedness/Calm 4.06
1.5 Calm/Happiness 2.17 Relief/Frustration 2.94 Joy/Relief 4.06
1.5 Fear/Triumph 2.17 Restlessness/Anxiety 2.94 Dejectedness/Happiness 4.11
1.5 Frustration/Dejectedness 2.17 Triumph/Hatred 2.94 Surprise/Happiness 4.11
1.5 Hatred/Irritation 2.17 Anticipation2/Calm 3 Frustration/Happiness 4.17
1.5 Anxiety/Triumph 2.22 Anxiety/Anticipation2 3 Dejectedness/Happiness 4.22
1.5 Dejectedness/Irritation 2.22 Joy/Calm 3.11 Fear/Calm 4.22
1.5 Frustration/Disappointment 2.22 Restlessness/Dejectedness 3.11 Happiness/Irritation 4.22

1.56 Surprise/Irritation 2.22 Anticipation2/Irritation 3.17 Anger/Calm 4.22
1.56 Triumph/Anticipation 2.22 Anticipation2/Disappointment 3.22 Fear/Happiness 4.28
1.56 Anxiety/Triumph 2.28 Anxiety/Bitterness 3.22 Joy/Dejectedness 4.28
1.56 Joy/Anticipation 2.28 Fear/Anticipation2 3.22 Joy/Dejectedness 4.28
1.56 Regret/Triumph 2.28 Restlessness/Surprise 3.22 Joy/Irritation 4.28
1.56 Relief/Regret 2.28 Fear/Anticipation 3.28 Joy/Surprise 4.28
1.56 Anxiety/Fear 2.33 Restlessness/Disappointment 3.28 Restlessness/Calm 4.28
1.61 Bitterness/Irritation 2.33 Restlessness/Joy 3.28 Disappointment/Calm 4.33
1.61 Anticipation2/Happiness 2.39 Relief/Irritation 3.33 Joy/Frustration 4.33
1.61 Anticipation2/Triumph 2.39 Restlessness/Anticipation 3.33 Disappointment/Happiness 4.39
1.67 Anxiety/Dejectedness 2.39 Dejectedness/Anticipation2 3.39 Anticipation2/Hatred 4.44
1.67 Anxiety/Dejectedness 2.39 Depression/Anticipation 3.39 Anxiety/Calm 4.44
1.72 Anxiety/Fear 2.39 Disappointment/Anticipation 3.39 Frustration/Calm 4.44
1.72 Depression/Irritation 2.39 Anger/Anticipation 3.39 Calm/Bitterness 4.5
1.72 Anger/Relief 2.39 Anger/Restlessness 3.39 Calm/Hatred 4.56
1.72 Triumph/Depression 2.39 Regret/Anticipation 3.39 Regret/Calm 4.56
1.72 Anxiety/Dejectedness 2.44 Anticipation/Bitterness 3.44 Joy/Disappointment 4.67
1.78 Dejectedness/Irritation 2.44 Dejectedness/Anticipation 3.44 Regret/Happiness 4.72
1.78 Grief/Irritation 2.44 Frustration/Anticipation2 3.44 Happiness/Bitterness 4.78
1.78 Anger/Anxiety 2.44 Restlessness/Triumph 3.44 Joy/Fear 4.78


