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Abstract

This paper presents a new and efficient approach for opti-
mization and implementation of filter banks e.g. velocity
channels, orientation channels and scale spaces.

The multi layered structure of a filter network enable a
powerful decomposition of complex filters into simple fil-
ter components and the intermediary results may contribute
to several output nodes. Compared to a direct implementa-
tion a filter network uses only a fraction of the coefficients
to provide the same result. The optimization procedure is
recursive and all filters on each level are optimized simul-
taneously. The individual filters of the network, in general,
contain very few non-zero coefficients, but there are are no
restrictions on the spatial position of the coefficients, they
may e.g. be concentrated on a line or be sparsely scattered.

An efficient implementation of a quadrature filter hierar-
chy for generic purposes using sparse filter components is
presented.

keywords filter optimization, filter network, sequential
convolution, sparse filters, efficient filtering.

1 Introduction
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Figure 1: A general filter network ofN levels withM
nodes in the final level.

Figure 1 depicts a general filter network consisting ofN
levels and withM output nodes. The nodes constitute sum-
mation points and the filters are located on the arcs connect-
ing two consecutive layers. In the general case all nodes on
layer (n � 1) are connected to each node in layern. The
definition of the filter network can be divided into structure
and internal properties.

Thestructure of the network are the properties that can
be read out from a sketch like in fig. 1 i.e. the number of
levels and the number of nodes on each level.

The internal properties comprise the number of coef-
ficients for each filter in the network and their spatial po-
sition (coordinates). Moreover we need to define the ideal
filter functionfm(u) and weight functionsWm(u) for the
final layer, whereu are Fourier domain coordinates and
m = [1 : : :M ] the number of output nodes.

The task is to compute the filter coefficients in the net-
work such that the weighted difference between the result-
ing and the ideal filter functions are minimized.

min �2 =

MX
m=1

Wm(u)
�
~fm(u)� fm(u)

�
2

(1)

TheFourier weighting functionW (u) provide an appro-
priate Fourier space metric. The metric will determine the
importance of a close fit for different spatial frequencies,
see [7].

2 Fourier space metric

The choice ofW (u) should if possible be done in the light
of the expected spectra for the signal and the noise. If no a
priori information is available eq. 2 is proposed.

w(u) = ��� + c 0:5 � � � 1:5 (2)

This form ofW (u) is due to two observations. For natu-
ral images there is, in general, no reason to expect a non-
isotropic spectrum, i.e. the expected spectrum will only
depend on the Fourier domain radius,� = kuk. Sec-
ondly, there does not seem to be a large difference in terms
of spectrum when imaging the real world at very differ-
ent scales, say a microscope image vs a satellite image.
Consequently the spectrum is approximately scale invari-
ant, ��� / (a�)��. The range of the parameter� may
be argued from the spectrum of randomly scattered lines
and edges, see [7]. The constantc relates to the expected
level of broadband noise and aliasing. Note that optimizing
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without using a weighting function is equivalent to setting
w(u) = 1.

3 Filter network optimization

Ideally it would for a given network structure be desirable
to optimize the number of coefficients in each arc and the
position (coordinate) for each coefficient for the entire net
simultaneously. This is, however, an extremely complex
problem and a method for finding an overall optimal solu-
tion has not been found. (and it’s doubtful if it ever will
be). For this reason the definition of the internal properties
of the network have to be made based on experience.

If the internal properties (the non zero coordinates of the
filters) is defined it is possible to optimize all filters on the
same levelsimultaneously with respect to the output fil-
ters and the current state of the network. This procedure is
repeated for another layer and so on creating a sequential
optimizer loop over the network structure.

The convergence of this approach cannot be guaranteed
but initial tests prove that for realistic choices of filter struc-
ture and coefficient distribution the network converges to a
stable solution which in terms of computational complex-
ity outperforms a conventional implementation by orders
of magnitude.

3.1 Minimizing the error

The network is initialized to provide a non zero transfer
function for each arc. The initialization is not critical but
may require some consideration. Usually a qualified guess
or setting the transfer functions to unity in the FD is suf-
ficient. Pure randomizing is not always recommended as
it may introduce unwanted symmetry effects. If a filter in
the network is expected to be e.g. real and even there is no
reason not to initialize the filter by such a function.

For each kernel (arc) in the network, a Fourier transform
matrixBnkl is computed such that the Fourier transform of
the filter connecting nodek on layer (n � 1) to nodel on
layern is computed asBnkl cnkl. The column vector,cnkl,
contains the nonzero coefficients of the filter in this arc of
the network. The rows ofBnkl contain the corresponding
Fourier basis functions.

In order to minimize eq. 1 select a layer,n, for the cur-
rent optimization step. For the momentn is assumed to
be one of the intermediate layers i.e.n = [2 : : : N � 1].
The number of nodes in layer (n � 1) andn is K andL
respectively, see fig. 1. Now compute the transfer func-
tions,Gk(u) k = [1 : : :K] from the top node to each of
the nodes in layer (n� 1). To simplify the subsequent no-
tation,Gk(u) is reshaped as a diagonal matrix where the
transfer function is located in the main diagonal and all off-
diagonal values are zero. For the lower part of the network
the transfer functions from each node in layern to each of
the final nodes are computed as:

Hlm(u) l = [ 1 : : : L ]
m = [ 1 : : :M ]

(3)

For the same reason as aboveHlm(u) is reshaped into di-
agonal form. For convenience, the frequency coordinateu,
is dropped from here on.

As a final step towards expressing eq. 1 in terms of the
kernel coefficients of layern we define:

Bm = (G1H1mBn11; G2H1mBn21; : : :

GkHlmBnkl; : : : ; GK HLM BnKL )
(4)

where

k = [ 1 : : :K ] l = [ 1 : : : L ] m = [ 1 : : :M ]

Equation 1 can now be expressed as:

min �2 =
MX
m=1

kWm (Bm cn � fm) k2 (5)

wherecn is a vector containing all filters connecting layer
(n� 1) and layern.

cn = (cn11; cn21; : : : cnkl; : : : ; cnKL)
T (6)

Compute the partial derivatives

@�2

@cn
� @�2

@Re[cn]
+ i

@�2

@Im[cn]
(7)

Setting the partial derivative equal to zero results in

cn = A
�1
h (8)

where

A =

MX
m=1

BTmW 2

m Bm h =

MX
m=1

BTmW 2

m fm (9)

Note that the complexity involved in solving this lin-
ear equation system is only dependent on the number of
nonzero coefficients in the filters connecting layer (n � 1)
andn.

The kernelscnkl of layern are updated and the proce-
dure is repeated for another layer until convergence. For
the initial layer the frequency transfer functionG degener-
ates to an identity matrix. The frequency transfer function
H will in the same way be be an identity operator in the
optimization of the final layer.

3.2 Fourier space sampling

The introduction of the Fourier transform matrices,Bnkl,
in the previous section implies a sampling of the continuous
Fourier space. In principle the higher the sampling density
the ‘closer’ the sampled case solution will be to the contin-
uous case. In practise using 2-3 times as many points, for
each dimension, as the spatial size in pixels (voxels etc.)
has proven to be adequate. Note that the number of sam-
ples does not change the size of the basic problem, i.e. the
size of the matrixA in eq. 9. However, further increas-
ing the sample density will, as a rule, have an insignificant
effect on the solution. As the Fourier space representa-
tion is repetitive samples are only needed in the interval
��=� < u � �=� where the inter-sample distance is
given by�.
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3.3 A note on recursive optimization

As the optimizer considers one level of the network at each
optimization step it may be worthwhile to consider this re-
striction in the initialization of the network and when de-
ciding the order in which to optimize the layers of the net-
work. In general it is recommended to start with a very
simple network containing only the most necessary nodes
and a small number of kernel coefficients. When develop-
ing a network it is equally important to remove arcs and
coefficients that are not being used satisfactorily as to add
new degrees of freedom.

If complex valued filters are present in the network these
filters should, if possible, be placed close to the output
nodes to minimize the number of complex multiplications.
A real valued solution for a layer may be enforced by solv-
ing

cn = (Re[A])
�1 Re[h] (10)

which is obtained by

@�2

@Re[cn]
= 0 (11)

As an example the network in fig. 3 converges after 10-15
iterations.

4 Examples

Filters do for natural reasons need a region of support of
the same dimensionality as the signal. A careful combina-
tion of simple kernels in a filter network will in relation to
a direct implementation be more efficient for signals with
high outer dimensionality (3D and 4D data). The filter net
example below is, however, limited to 2D to simplify vi-
sualization of the result. Note that the complexity of the
optimization is only dependent on the total number of co-
efficients within the network and not the corresponding co-
ordinates (i.e. the dimensionality of the resulting filters).
The network optimizer is developed and implemented in
Matlab 5.

4.1 A network for logarithmic quadrature
channel decomposition of the FD

Figure 2: The proposed logarithmic decomposition of the
Fourier domain.
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Figure 3: Filtering structure for one level of quadrature
channel network.

This filtering structure was originally intended for effi-
cient computation of quadrature filter responses in different
orientations and scales for phase based optical flow. The
network is however equally useful for a number of purposes
such as e.g orientation estimation, enhancement, subband
coding, local spectrum analysis etc. A schematic illustra-
tion of the quadrature channels is given in fig. 2. The net-
work produce a logarithmic decomposition of the FD i.e.
the relative bandwidth of the quadrature channels is con-
stant.

Figure 3 illustrates the structure for one level of such a
network. If this network is compared to the general net-
work of fig. 1 a number of conditions are not fulfilled. The
output nodes are not localized in the final layer and the arcs
are not restricted to connect two subsequent layers. It is,
however, straightforward to redraw the network of fig. 3 to
meet the conditions in section 1 by introducing a number
of dummy nodes, (in fact this was the way the network was
optimized).

The large black dots in fig. 3 indicate the nodes (sum-
mation points) while the filtering is performed in the arcs.
The net contain eight very simple filters, four real valued
LP-filters [f1; : : : f4] and four complex valued quadrature
filters [q1; : : : q4]. The number of coefficients and their cor-
responding coordinates (i.e. filter orientation) is illustrated
by the dots on each arc. The square containing grey shaded
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Figure 4: Initial filtering, two passbands separated by an
half octave.

areas illustrate the energy contribution in the FD at each
node.

Assume for the moment that the spectrum of the sig-
nal at the top node in fig. 3 only has energy contributions
inside the shaded diamond, i.e. band limited to� along
the diagonal directions. The filterf1 band limits the sig-
nal further in the horizontal direction which is illustrated
at the next node. The difference before and afterf1 is an
even BP-channel that is fed to a quadrature filterq1 creating
quadrature response in the horizontal direction. The verti-
cal quadrature filter response is computed in the same way
usingf2 andq2 containing 5 coefficients each.

At this stage in the network LP-chain there are no energy
contribution forjjujj > �=

p
2 and it is consequently feasi-

ble to place the remaining filters in the diagonal direction.
This implies a sampling distance of� =

p
2 as opposed to

� = 1 for the horizontal and vertical channel.
Now compare the spectrum of the LP-channel in the

last output node and the spectrum at the input node. Both
these nodes share the same diamond shaped spectrum but
the bandwidth of the output node is reduced by one oc-
tave. Consequently another network with the same struc-
ture can be attached to the last node to obtain the next four
quadrature channels and so on to obtain the decomposition
of fig. 2.

4.2 Sparse filters

A sequential use of the network in fig. 3 require some con-
siderations to keep the number of coefficients constant for
all levels. There are essentially two possibilities to accom-
plish this. The first is to apply a subsampling by one octave
at the last node before the signal is fed to the input node
of the next network. Subsampling is memory efficient but
require interpolation if several channels are used simulta-
neously e.g. to interpolate a broadband filter. As memory

is getting cheaper an interesting alternative is to maintain
the original size of the signal through the complete network
and usesparse filters.

Using sparse filters the distance between the (non zero)
filter coefficients is increased (by one octave) for each new
network that is added. Using sparse filters with a sample
distance of� imply that the spectrum will be repetitive
with a period of2�=�. Both subsampling and sparse filters
are straight forward to use with the network optimizer. In
this example the sparse filter method is used to support a
direct comparison between the scales without interpolation.

4.3 Initial filtering

Figure 5: The complete network.

Before the network in fig. 3 can be applied some ini-
tial filtering is necessary. The sampling of the spatial do-
main imply a periodic FD. Assuming a sampling distance,
� = 1, the corners of fig. 2 are located at�[�; �] and
�[�;��]. Due to the periodic properties of the FD these
four points cannot be separated. Consequently it is not fea-
sible to infer a direction for these frequencies and the initial
filtering step is, for that reason, an isotropic LP/HP filter.
To the left in fig. 4 a network consisting of 5 levels using
37 real valued coefficients is proposed. This network pro-
duce two passbands separated by half an octave. The fre-
quency function for the two output nodes are displayed to
the right. The result from either of these two output nodes
can be used as input to the network of fig. 3 or, as in this
example, where they are both used in parallel to obtain two
Fourier domain decompositions overlapping each other by
an half octave. In fig. 5 this network is sketched. The top
part corresponds to the network of fig. 4. The two output
nodes are each connected to a network of fig. 4. A network
with the same structure is then connected to the LP-nodes
for two further levels.

4.4 The complete network

The network of fig. 5 produces 24 quadrature channels
within 4 directions and 3 octaves and in addition isotropic
HP and LP channels. The entire network requires 469 real
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Figure 6: Iso-surface plot of resulting filters, three levels
and two frequency bands.

valued multiplications per pixel which corresponds to 17-
18 multiplications for each output node.

In fig. 6 an iso-surface plot at the 3dB band width of the
resulting quadrature filters is displayed including the final
LP-filter and the initial HP-filter. Note that for complete-
ness the quadrature channels are displayed in both sides of
the FD.

The left side of fig. 7 contain some selected frequecy
functions from the first quadrature channel network. The
top figure show the Fourier transform of the horizontal LP-
filter, f1, in fig. 3. Below that the Fourier transform of the
corresponding quadrature filter,q1. At the bottom left the
result at the first horizontal quadrature channel node. This
result corresponds to the product of the above frequency
functions an the initial frequency function displayed at the
lower right in fig. 4. The right part of fig. 7 show the corre-
sponding frequency functions for a filter in the fourth direc-
tion and on the second network level. Note that the filters
are sparse on this level (� = 2

p
2) which is reflected by

the periodic repetition in the Fourier transform off4 and
q4.

5 Conclusion

A novel method for optimizing efficient filters using fil-
ter networks has been presented. The optimization pro-
cedure is recursive and based on the ideal filter functions
at the output nodes and a weighting function defining the
Fourier space metric. It was demonstrated how the filter
network optimizer can by used to implement a quadrature
filter bandpass pyramid for practical purposes using spa-
tially sparse kernels. For a512 � 512 image this imple-
mentation require25 times less multiplications compared
to conventional FFT.

Figure 7: Left: from network level 1 first LP filter and
quadrature filter and resulting response at output node 1.
Right: Corresponding plots for network level 2 and direc-
tion 4, note that the filter components are sparse in the spa-
tial domain which results in a repetition in the FD.
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