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Abstract

This thesis presents some concepts and methods for low level computer vision and
learning, with object recognition as the primary application.

An efficient method for detection of local rotational symmetries in images is
presented. Rotational symmetries include circle patterns, star patterns, and cer-
tain high curvature patterns. The method for detection of these patterns is based
on local moments computed on a local orientation description in double angle
representation, which makes the detection invariant to the sign of the local direc-
tion vectors. Some methods are also suggested to increase the selectivity of the
detection method. The symmetries can serve as feature descriptors and interest
points for use in hierarchical matching structures for object recognition and related
problems.

A view-based method for 3D object recognition and estimation of object pose
from a single image is also presented. The method is based on simple feature
vector matching and clustering. Local orientation regions computed at interest
points are used as features for matching. The regions are computed such that
they are invariant to translation, rotation, and locally invariant to scale. Each
match casts a vote on a certain object pose, rotation, scale, and position, and a
joint estimate is found by a clustering procedure. The method is demonstrated
on a number of real images and the region features are compared with the SIFT
descriptor, which is another standard region feature for the same application.

Finally, a new associative network is presented which applies the channel rep-
resentation for both input and output data. This representation is sparse and
monopolar, and is a simple yet powerful representation of scalars and vectors. It
is especially suited for representation of several values simultaneously, a property
that is inherited by the network and something which is useful in many computer
vision problems. The chosen representation enables us to use a simple linear model
for non-linear mappings. The linear model parameters are found by solving a least
squares problem with a non-negative constraint, which gives a sparse regularized
solution.
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Chapter 1

Introduction

1.1 Motivation

The work in this thesis has been performed within two projects. They were both
aimed at developing and analyzing tools for object recognition and related prob-
lems. The goal of the first project, VISIT1, was to develop tools and concepts
for object recognition in general, and content based search for image databases in
particular. The goal of the second project, A New Structure for Signal Processing
and Learning, was to study properties of a new learning structure that is intended
to be used in object recognition problems and other related tasks.

Imagery will be an essential type of information in the future. Large image and
video databases will be common and serve as key sources of information for people
in their everyday life, as well as for professionals in their work. The research field
concerning Content Based Image Retrieval (CBIR) has therefore increased consid-
erably during the last decade. Almost every existing computer vision algorithm
that can be applied to CBIR has been applied. But still, todays CBIR-systems are
not very capable of mimicking human retrieval and need to be combined with tra-
ditional textual search. Manual annotation of keywords to every image in a large
database is however a tedious work. Since the annotator is human, he is bound
to forget useful keywords. Also, keywords cannot capture abstract concepts and
feelings. The saying “One picture is worth a thousand words” definitely still holds.
Humans also tend to abstract query images for some conceptual information, and
that is the real challenge in the design of image database search. We tend to asso-
ciate objects in terms of our ability to interact with them. For example, drinking
glasses can look very different from each other but are still associated because we
can perform a common action on them, namely drink. This phenomenon can also
be traced in text-based systems where the categories often represent actions (or
corresponding nouns). A truly useful system for general browsing has to be able to
perform this association, but this is a very difficult task to accomplish in practice.

The initial motivation for this thesis was that local and selective image features
will play an important role in future CBIR systems. Large image databases can
consist of thousands, or even millions of images. The need for efficient algorithms

1VISIT stands for VIsual Information Technology and Autonomous Systems.



2 Introduction

is therefore crucial. As an example, the company behind the text based Internet
search engine AltaVista estimated that, in a CBIR system for the net, the com-
putational time for each image should be at most around a second. Therefore it
seems that computer vision methods are often too slow to be practical. A large
part of the work in this thesis is focused on efficient algorithms.

The path has not been straight, as is often the case in research. It was real-
ized after a while that in order to design a truly useful system for general image
database search we first have to be able to recognize single objects, a problem
which is not yet solved in general. A class of local features referred to as rotational
symmetries, which includes circle patterns, star patterns, and curvature patterns,
was suggested. The idea of using rotational symmetries led to the need for effi-
cient implementations. The recently developed efficient polynomial expansion by
Farnebäck was explored as a tool for this task. The insight that this method was
closely related to Gaussian derivatives led to the development of the approximate
polynomial expansion, which can be implemented more efficiently than the stan-
dard version. It was later realized that an implementation of rotational symmetries
based on monomials instead of polynomials was conceptually easier, although the
methods are basically equivalent. The work on polynomial expansion models and
rotational symmetries are therefore presented as two different tracks in this thesis.

Another research path that was followed was to use orientation tensors as a
tool for detection of local orientation such as lines and edges. A local orientation
description is the first step in detection of rotational symmetries. There exists
several methods for estimation of orientation tensors, and more methods are cur-
rently being developed. As a side track, an attempt to compare these methods
was performed, which lead to some new theoretical and practical insights but no
final conclusion was reached. However, it is not clear at this point whether using
orientation tensors to detect local orientation give a better method for detection of
rotational symmetries and other local features than using simple Gaussian deriva-
tives and the image gradient.

All these local features have to be used somehow. Two paths towards object
recognition have been explored; feature matching and clustering, and learning
structures. The first choice is simple and straightforward, which is probably why
it has performed best so far. However, in the long run, as machine vision systems
become increasingly complex, the need to specify their behavior without explicit
programming becomes increasingly apparent. The last part of the thesis deals with
a new learning structure that is intended to be used for object recognition and other
related problems. We will mostly deal with the mathematical properties of this
network in this thesis. The optimization of the network parameters was initially
done rather heuristically, but it is here presented in the mathematical framework
of constrained least squares problems. Some success to combine the rotational
symmetries using the methods presented here with the associative network has
already been presented by co-workers.

To summarize, most of the research is aimed at object recognition, but on
different levels. Some parts have been developed to reduce the computational
complexity, some things to increase selectivity, some work has been spent on sim-
plifying theories, and yet other things have been done just for the fun of it.
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1.2 Thesis overview

Chapter 2: Local polynomial expansion is a technique of modeling a signal of
any inner dimensionality, where each local region of the signal is approxi-
mated with a polynomial. The polynomial coefficients are computed using
normalized convolution which is a powerful tool for signal analysis that can
take uncertainties of the signal into account and also allows for spatial local-
ization of the analysis functions. The polynomial expansion is closely related
to Gaussian derivatives of a signal, and a Gaussian derivative filter can be
approximated by a Gaussian filter followed by a small differentiation filter.
This insight is taken advantage of in this chapter to derive an approxima-
tive polynomial expansion that is more computationally efficient than the
standard version, naturally at the cost of accuracy.

Chapter 3: Orientation tensors are used for representation of local orientation in
signals of inner dimensionality two or higher. There exists several methods
for estimation of such tensors, which raises the issue of comparison, both
theoretically and experimentally. This chapter gives an overview of three es-
timation methods; the gradient tensor, the quadrature tensor, and the poly-
nomial tensor. Some theoretical and experimental insights are presented,
but no final conclusion is reached since the choice of method probably de-
pends on the application. The material in this chapter should be considered
ongoing research, and a contribution to the debate.

Chapter 4: This chapter describes tools and procedures to model and detect
rotational symmetries, which define certain curvature patterns from local
orientation. The model and the detection are both invariant to the sign of
the local direction vectors. Examples of rotational symmetries are circular
patterns, star patterns, and parabolic patterns. The operators that detect
the features can in many cases be efficiently implemented by separable 1D
filters. It is sometimes necessary to increase the model selectivity and to
improve the localization accuracy of these operators, and some methods are
suggested for that. Some of the symmetry operators are evaluated in a stabil-
ity test for interest point operators and compared to the Harris operator, but
no significant conclusions can be made since they give similar performance
in this test.

Chapter 5: This chapter describes a view-based method for object recognition
and estimation of object pose from a single image. The method is based
on simple feature vector matching and clustering. Local orientation regions
computed at interest points are used as features for matching. The regions
are computed such that they are invariant to translation, rotation, and lo-
cally invariant to scale. The method is demonstrated on a number of real
images and the region features are compared with the SIFT descriptor, which
is another standard region feature for the same application.

Chapter 6: The channel representation is a simple yet powerful representation
of scalars and vectors. It is especially suited for representation of several
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values simultaneously. This chapter presents the basic concepts behind the
channel representation, mainly as an introduction to chapter 7 where this
representation is used in an associative network.

Chapter 7: This last chapter introduces an associative network that makes use of
the channel representation for both input and output data. The chosen rep-
resentation enables us to use a simple linear model for non-linear mappings.
The network is able to handle multiple output values simultaneously, some-
thing which is useful in many computer vision problems. The linear model
parameters are found by solving a least squares problem with a non-negative
constraint, which gives a sparse regularized solution.

Each chapter can be read independently, except maybe for a few comments on
relations between methods.

1.3 Contributions

We list in this section the contributions that are believed to originate with the
author. However, it is difficult to overview the work by the computer vision com-
munity, and some parts may very well have been explored before.

Chapter 2: The approximative polynomial expansion in chapter 2 is believed to
be new. Similar methods exists for computation of derivatives and moments.
The work is an extension of the work on polynomial models by Farnebäck
[46].

Chapter 3: The theoretical relation between the gradient tensor and the poly-
nomial tensor in section 3.2.3 is new. The use of orientation functionals for
construction of orientation tensors has been explored in collaboration with
Gunnar Farnebäck, who initially developed the concept and used them to
analyze the polynomial tensor.

Chapter 4: Using a polynomial model for efficient detection of rotational sym-
metries is new. This method was described in [81] but has in chapter 4
been replaced by monomials, which is basically an equivalent method but
gives a conceptually simpler description and implementation. (Interestingly
enough, a similar method using derivatives was later described by Bigün [23],
but has been used earlier without being published.) The normalized inhibi-
tion in section 4.6.1 for improvement of the model selectivity is considered
to be new.

Chapter 5: The idea of the patch-duplets as a local descriptor is considered to be
novel, although similar descriptors and object recognition systems have been
presented by other authors. The work in this chapter has been performed in
collaboration with Anders Moe.
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Chapter 6: Using the channel representation for detection and representation of
local multiple orientations and line endings is believed to be new, but is not
considered to be very novel since similar histogram ideas have existed for a
long time.

Chapter 7: Most of the work in chapter 7 is considered novel (but related to
other learning architectures). The work in this chapter has been performed
in collaboration with Gösta Granlund, who laid the foundation in [63], and
with Per-Erik Forssén. The part concerning optimization in section 7.5 was
initially presented rather heuristically, and it is in this thesis presented in the
mathematical framework of constrained least squares problem. The math-
ematical part has been performed in collaboration with Tommy Elfving,
Vladimir Kozlov, and Yair Censor. They should especially take the credit
for the proofs of convergence.

Published material

Several parts of the material have been published in earlier thesis work and con-
ferences, as listed below.

[87] ECCV 2000 Section 4.6.1. In collaboration with Gösta
Granlund.

[88] ICPR 2000 Section 4.6.1. In collaboration with Gösta Granlund
and Hans Knutsson.

[84] SSAB 2001 In collaboration with Hans Knutsson and Magnus
Borga. Related to the work in chapter 4 but not
explicitly included in this thesis.

[82] Tutorial on ro-
tational symme-
tries

After a request by Robert B. Fisher, editor of the
CVonline internet site (On-Line Compendium of
Computer Vision).

[81] Licentiate thesis2 An earlier version of chapters 2 and 4.
[86] SSAB 2002 Parts of the theoretical comparison in chapter 3. In

collaboration with Gunnar Farnebäck.
[142] ICIP 2003 Section 6.6.2. In collaboration with Hagen Spies.
[90] SSBA 2004 Chapter 5. In collaboration with Anders Moe.

2A licentiate is an intermediate degree between master and doctor.



6 Introduction

1.4 Notations

Italic letters (I, z) denote real or complex valued functions or scalars. Lower-
case letters in boldface (v) denote row vectors and column vectors, and uppercase
letters in boldface (A) denote matrices. Partial derivatives are sometimes denoted
using subscripts, e.g.

fx =
∂f

∂x
, fxy =

∂2f

∂x∂y
, etc. (1.1)

The magnitude and argument (phase) of a complex number will be denoted by |z|
and ∠z respectively. The symbol ∠ will also be used to denote the angle of 2D
vectors.

The symbol ∼ denotes approximations and modeling, e.g.

f(x) ∼ r0 + r1x (1.2)

should be read “f(x) is modeled, or approximated, with r0+r1x”. Approximations
and models will also in chapter 7 be denoted by f̂ , û, etc. The same notation,
v̂, will in chapters 2 and 3 be used to denote unit vectors, i.e. ‖v̂‖ = 1. This is
perhaps somewhat confusing, but the correct interpretation should become clear
from the context.

The conjugate transpose of a vector or a matrix is denoted by v∗. The transpose
for real vectors and matrices is also denoted vT . Complex conjugate without
transpose is denoted v̄. For vectors and matrices,

a · b , a ≥ b , max(a,b) (1.3)

denote elementwise operations.
Two inner (scalar) products are used in this thesis, one unweighted and one

weighted,
〈a, b〉 = a∗b ,

〈a, b〉W = a∗Wb ,
(1.4)

where W is a positive definite matrix. For continuous functions we use the
(weighted) inner product

〈b, f〉w =
∫
RN

w(x)b∗(x)f(x)dx . (1.5)

The norm of a vector is induced from the inner product, ‖v‖ =
√

v∗v. The
Frobenius norm, ‖A‖2 = trace(AT A) = trace(AAT ) is used as matrix norm. A
diagonal matrix with the vector v in the diagonal is denoted diag(v).

Additional notations are introduced when needed.



Chapter 2

Approximative Polynomial
Expansion

2.1 Introduction

Local signal models is a useful general tool for various computer vision tasks. We
will here focus especially on one model, local polynomial expansion. Polynomials
as a local signal model have been used in a number of image analysis applications
including gradient edge detection, zero-crossing edge detection, image segmenta-
tion, line detection, corner detection, three-dimensional shape estimation from
shading, and determination of optical flow, see e.g. [70, 69, 71]. The polynomial
model is fitted to a local square-shaped neighborhood in the image using non-
weighted least squares. Recently Farnebäck has shown that polynomial expansion
using weighted least squares with a Gaussian weight function can give much bet-
ter results on local orientation and motion estimation than other existing methods
[46, 43, 42, 45]. The expansion has also been used in several scales to compute
disparity fields in image sequences [46].

The idea of using weighted least squares for polynomial expansion has also
been mentioned by Westin in [146], where a second degree polynomial was used
for gradient estimation in irregularly sampled data, but nothing was said about
efficient filtering. The same idea can also be found in an earlier paper by Burt [30],
where a bilinear model (r0 + r1x + r2y + r3xy) was computed locally on uncertain
data using moment images and polynomial fit filters.

The polynomial expansion by Farnebäck can be made by means of correlations
with Cartesian separable filters which make the algorithm computationally effi-
cient, but it can be made even more efficient using approximative filters. This
chapter presents a summary of the polynomial expansion theory and an alterna-
tive approximative method that efficiently computes the parameters of Farnebäck’s
polynomial model in one or several scales. The algorithm is based on the simple
observation that polynomial functions multiplied with a Gaussian function can be
described in terms of partial derivatives of the same Gaussian. We will also com-
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pare the approximative method with a closely related method based on binomial
filters.

The polynomial expansion is computed using normalized convolution and we there-
fore begin the chapter with a short introduction to this technique. We then sum-
marize the work done by Farnebäck and present the efficient approximations. The
methods are compared in an experiment on orientation estimation.

2.2 Normalized convolution – basics

Normalized convolution is a technique for modeling of signals. The signal is locally
modeled as a linear combination of a set of basis functions. The method takes into
account the uncertainty in the signal values and also permits spatial localization of
the basis functions which may have infinite support. The technique was developed
by Knutsson and Westin in the early 1990s, see [103, 146, 102], some of the ideas
can also be traced from Burt [30]. We give here a short summary, for a more
thorough description see e.g. [46, 41].

Let {bn}N
1 be a set of vectors in C

M . Assume that we want to approximate,
or model, a vector f ∈ C

M as a linear combination of {bn}, i.e.

f ∼
N∑
1

rnbn = Br , (2.1)

where

B =

⎛⎜⎝ | | |
b1 b2 . . . bN

| | |

⎞⎟⎠ , r =

⎛⎜⎜⎜⎜⎝
r1

r2

...
rN

⎞⎟⎟⎟⎟⎠ . (2.2)

With the signal vector f we attach a signal certainty vector c ∈ R
M indicating our

confidence in the values of f . Similarly we attach an applicability function a ∈ R
M

to the basis functions {bn} to use as a window for spatial localization of the basis
functions.

We will only deal with the case of {bn} being linearly independent and spanning
a subspace of C

M (i.e. N ≤ M). The model parameters r are then computed as
a solution to a weighted least squares problem, where the weight is a function of
the certainty and the applicability1:

arg min
r∈CN

‖f − Br‖2
W = arg min

r∈CN
(f − Br)∗W(f − Br) , (2.3)

1In the general case the problem can be formulated as

arg min
r∈S

‖r‖, S = {r ∈ CM ; ‖Br − f‖W is a minimum}
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where W = WaWc, Wa = diag(a), Wc = diag(c). The weight has the effect that
elements in f with a low certainty value and elements in bn with a low applicability
value have less influence on the solution than elements with a high certainty and
applicability. The solution becomes

r = (B∗WB)−1B∗Wf = B̃∗f where B̃ = WB(B∗WB)−1 . (2.4)

The columns of B̃ are called the dual basis of {bn}. In terms of inner products
the solution can be written as

r =

⎛⎜⎜⎝
〈b1, b1〉W . . . 〈b1, bN 〉W

...
. . .

...
〈bN , b1〉W . . . 〈bN , bN 〉W

⎞⎟⎟⎠
−1 ⎛⎜⎜⎝

〈b1, f〉W
...

〈bN , f〉W

⎞⎟⎟⎠ (2.5)

=

⎛⎜⎜⎝
〈a · b1, c · b1〉 . . . 〈a · b1, c · bN 〉

...
. . .

...
〈a · bN , c · b1〉 . . . 〈a · bN , c · bN 〉

⎞⎟⎟⎠
−1 ⎛⎜⎜⎝

〈a · b1, c · f〉
...

〈a · bN , c · f〉

⎞⎟⎟⎠

=

⎛⎜⎜⎝
〈a · b1 · b̄1, c〉 . . . 〈a · b1 · b̄N , c〉

...
. . .

...
〈a · bN · b̄1, c〉 . . . 〈a · bN · b̄N , c〉

⎞⎟⎟⎠
−1 ⎛⎜⎜⎝

〈a · b1, c · f〉
...

〈a · bN , c · f〉

⎞⎟⎟⎠ ,

where ‘·’ denotes elementwise multiplication.

The signal f can for instance be a local area in an image (reshaped as a vec-
tor) and the basis functions bn can be polynomials, Fourier functions or other
useful analyzing functions. An approximation in each local area of the image can
be efficiently implemented by means of convolutions, hence the name normalized
convolution. This is because the left terms in the inner products, a · bi · b̄j and
a ·bi, can be interpreted as filters that are to be correlated with the signals c and
c · f respectively.

If the overall signal certainty c is too low we cannot rely on the result r. For
the signal f we have a certainty measure, c, indicating how well we can rely on the
information in f . We can apply the same philosophy for the output vector r and
use an output certainty, cout, indicating how well we can rely on r. There exist
several suggestions for cout, see [46]. One example, from [145], is

cout =
(

det(B∗WaWcB)
det(B∗WaB)

)1/N

, (2.6)

which measures how ‘less distinguishable’ the basis functions become when we have
uncertainty compared to full certainty. The 1/N exponent makes cout proportional
to c. Note that even if the basis functions are orthogonal in the case of full certainty
(c ≡ 1) they may not necessarily be so when the certainty is varying.
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A simple example

It is often illuminating to study practical examples, although they are simple. We
begin with a signal and two basis functions in R

3. Let

f =

⎛⎜⎝ 1
2
0

⎞⎟⎠ , b1 =

⎛⎜⎝ 1
1
1

⎞⎟⎠ , b2 =

⎛⎜⎝ 1
−1

0

⎞⎟⎠ , (2.7)

and let

c =

⎛⎜⎝ 0
1
1

⎞⎟⎠ , a =

⎛⎜⎝ 1
2
1

⎞⎟⎠ . (2.8)

Note that the first element in f has zero certainty. We thus have

B =

⎛⎜⎝ 1 1
1 −1
1 0

⎞⎟⎠ , (2.9)

and

W = WaWc =

⎛⎜⎝ 1 0 0
0 2 0
0 0 1

⎞⎟⎠
⎛⎜⎝ 0 0 0

0 1 0
0 0 1

⎞⎟⎠ =

⎛⎜⎝ 0 0 0
0 2 0
0 0 1

⎞⎟⎠ . (2.10)

The solution becomes

r = (BT WB)−1BT Wf =

(
3 −2

−2 2

)−1 (
4

−4

)
=

(
0

−2

)
, (2.11)

i.e.
f ∼ 0b1 − 2b2 = −2b2 . (2.12)

Another example can be found in section 2.3.1 where each local area in an
image is approximated by a first degree polynomial. The basis functions are in
this case {1, x, y}. The signal certainty is chosen as 1 inside the image and 0
outside the image borders, and a Gaussian function is used as applicability.

2.3 Farnebäck’s polynomial expansion

We now give a short summary of the standard polynomial expansion model by
Farnebäck, see [46, 43, 45] for more details. The theory is for pedagogical rea-
sons presented using a second degree (quadratic) polynomial model on a two-
dimensional signal, but the generalization to other polynomial orders and signal
dimensionalities is straightforward.
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Assume that we want to model a function f : R
M → R with a second degree

polynomial,
f(x) ∼ c + bT x + xT Ax , (2.13)

where c is a scalar, b is a M × 1 vector, and A is a M ×M symmetric matrix. In
the two-dimensional case we have

f(x, y) ∼ r1 + r2x + r3y + r4x
2 + r5y

2 + r6xy . (2.14)

Let P2 denote the second degree polynomial basis in R
2, i.e. the basis consisting of

all 2D-monomials up to the second degree,

P2 = {1, x, y, x2, y2, xy} . (2.15)

In practice the polynomial model is applied to a limited area of size n × n in a
pixel-discretized image. After reshaping the local signal and basis functions into
vectors we can view them as elements in R

n2
(or C

n2
). Equation (2.14) can then

be rewritten as
f ∼ P2r , (2.16)

where

P2 =

⎛⎜⎝ | | | | | |
1 x y x2 y2 xy

| | | | | |

⎞⎟⎠ , r =

⎛⎜⎜⎝
r1

...
r6

⎞⎟⎟⎠ . (2.17)

The estimated parameter vector r using the normalized convolution (2.4) becomes

r = (PT
2 WP2)−1PT

2 Wf , (2.18)

where W = WcWa depends on the signal certainty and the applicability. It is
assumed that we have enough certainty so that the inverse of PT

2 WP2 exists.
The choice of applicability and certainty in general depends on the application,

but the Gaussian function is however often to be preferred due to its nice prop-
erties. The Gaussians are the only useful2 class of functions (in the continuous
case) which are simultaneously both isotropic and Cartesian separable. Cartesian
separability gives efficient computational structures while the isotropic property
gives well behaved results. It has for instance been shown in an orientation esti-
mation experiment using polynomial expansion that among a number of different
choices of applicability, e.g. cube, sphere, cone, etc., the Gaussian function gave the
best result (see [46]). As we will see in section 2.4, this choice of applicability will
also lead to a computationally faster approximative polynomial expansion method.

The polynomial expansion (2.18) can be computed in each local region of an im-
age by means of correlations. In terms of inner products we have that (using a

2See [46], Appendix B
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Gaussian applicability)

PT
2 WP2 =⎛⎜⎜⎜⎜⎜⎜⎝

〈1 · g, c〉 〈x · g, c〉 〈y · g, c〉 〈x2 · g, c〉 〈y2 · g, c〉 〈xy · g, c〉
〈x · g, c〉 〈x2 · g, c〉 〈xy · g, c〉 〈x3 · g, c〉 〈xy2 · g, c〉 〈x2y · g, c〉
〈y · g, c〉 〈xy · g, c〉 〈y2 · g, c〉 〈x2y · g, c〉 〈y3 · g, c〉 〈xy2 · g, c〉

〈x2 · g, c〉 〈x3 · g, c〉 〈x2y · g, c〉 〈x4 · g, c〉 〈x2y2 · g, c〉 〈x3y · g, c〉
〈y2 · g, c〉 〈xy2 · g, c〉 〈y3 · g, c〉 〈x2y2 · g, c〉 〈y4 · g, c〉 〈xy3 · g, c〉
〈xy · g, c〉 〈x2y · g, c〉 〈xy2 · g, c〉 〈x3y · g, c〉 〈xy3 · g, c〉 〈x2y2 · g, c〉

⎞⎟⎟⎟⎟⎟⎟⎠ ,

(2.19)
and

PT
2 Waf =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝

〈1 · g, c · f〉
〈x · g, c · f〉
〈y · g, c · f〉
〈x2 · g, c · f〉
〈y2 · g, c · f〉
〈xy · g, c · f〉

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
. (2.20)

The correlation filters are found as the left argument of the inner products. The
computational structure differs depending on whether we have full certainty or
not.

Full certainty

In the case of full certainty we have Wc = I, and (2.18) is reduced to

r = (PT
2 WaP2)−1PT

2 Waf . (2.21)

The matrix PT
2 WaP2 does not depend on the signal. Furthermore, only a few

elements in (PT
2 WaP2)−1 are nonzero if we assume a Gaussian applicability and

a box-region, i.e.

(PT
2 WaP2)−1 ∼

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝

• • •
•

•
• •
• •

•

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
, (2.22)

where • denotes a non-zero element. The matrix PT
2 WaP2 can be calculated

analytically as a function of σ assuming continuous basis functions, but in practise
it is better to use the actual samples, and compute (2.22) numerically. Computing
PT

2 Waf in each region in the images means that we correlate the signal f(x, y)
with the filters

g , xg , yg , x2g , y2g , xyg , (2.23)
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Figure 2.1: Correlator structure for polynomial expansion in 2D with full certainty.
The first and second filters are 1D-filters along the x- and y-dimension respectively.
There is understood to be an applicability factor in each box as well. Figure
adopted from [46].

where g is short for g(x, y). These filters can be made Cartesian separable, and
it turns out that we only have to use 9 1D-filters. Figure 2.1 shows the correlator
structure needed to compute PT

2 Waf . After the correlations we multiply the result
with (PT

2 WaP2)−1 in each local neighborhood to get the polynomial coefficients
r.

Uncertain data

In the case of uncertain data we have to compute the general solution (2.18). Just
like in the full certainty case, PT

2 WaWcf is computed from the correlator struc-
ture in figure 2.1, but now on the signal c(x, y)f(x, y). The matrix PT

2 WaWcP2

depends on the signal certainty and is computed by correlation of c(x, y) with the
filters

g , xg , yg , x2g , y2g , xyg , x3g , y3g , x2yg , xy2g,

x4g , y4g , x3yg , x2y2g , xy3g . (2.24)

The correlations can again be made by means of separable filters, see [46] for
further details.

2.3.1 Example: Estimation of image gradient

For an example of polynomial expansion on uncertain data we turn to the problem
of image gradient estimation. We give the example as illustration of the normalized
convolution theory, and as a transition to the approximative polynomial expansion
method. Similar examples can be found in [146].

A very common method is to use Gaussian derivatives, i.e. to convolve the
image with partial derivatives of a Gaussian function g with standard deviation σ,

∇fσ =

(
fσ,x

fσ,y

)
=

(
f ∗ gx

f ∗ gy

)
where

{
gx = ∂g

∂x = − x
σ2 g ,

gy = ∂g
∂y = − y

σ2 g .
(2.25)
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f ‖∇fσ‖ ‖(r2, r3)‖

Figure 2.2: Example of image gradient estimation. Left: Test image ‘lenna’.
Middle: Estimated image gradient using Gaussian derivative filters (2.25). Right:
Estimated gradient magnitude using a first degree polynomial model (2.27) and
zero certainty outside image border.

The middle image in figure 2.2 shows the result of this method using σ = 10. The
method gives poor results near the image borders. Usually the estimates near the
borders are cut off and valuable information may be lost. Another, more important
problem, is that this method will also give poor results if we have uncertain data
within the image.

An alternative to the Gaussian derivatives is to estimate the image gradient
from a polynomial expansion model of the image. We choose as an example the
first degree polynomial model,

f(x, y) ∼ r1 + r2x + r3y , (2.26)

and estimate the gradient as

∇f ∼ ∇(r1 + r2x + r3y) =

(
r2

r3

)
. (2.27)

This model is computed in each local region of the image using the method in
section 2.3, but now with the first degree polynomial basis P1 = {1, x, y} instead
of P2. The certainty c(x, y) is defined as 1 within the image and 0 outside the
image. The rightmost image in figure 2.2 shows the result from this method using
a Gaussian applicability with σ = 10. Note the considerable improvement near
the image borders. Of course this method has a higher computational complexity.
The image c(x, y)f(x, y) has to be convolved with the filters g, xg, yg, and the
image c(x, y) has to be convolved with the filters g, xg, yg, x2g, y2g, xyg. But note
that all the filters can be made separable, and that the full complexity in this
case only has to be applied near the image borders. Elsewhere we have full cer-
tainty and the method actually reduces to the Gaussian derivative method (2.25)
because the matrix (PT

1 WP1)−1 will then become a signal independent diagonal
matrix. This last insight implies that there is a strong relation between polynomial
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expansion using a Gaussian applicability and computing image derivatives using
partial derivatives of Gaussians. This idea will be used next to create an efficient
approximative polynomial expansion method.

2.4 The approximative polynomial expansion

The approximative polynomial expansion is based on the observation that deriva-
tives of Gaussians equals polynomials times a Gaussian, for example

g(x) = 1√
2πσ2 e−

1
2 ( x

σ )2

,

g′(x) = − x
σ2 g(x) ,

g′′(x) = x2−σ2

σ4 g(x) .

(2.28)

The correlator structure in figure 2.1 can therefore be replaced by a correlator
structure implementing derivatives of Gaussians and suitable postprocessing. The
Gaussian derivatives can be approximately computed by correlation with a Gaus-
sian followed by small partial differentiation filters, which gives a computationally
efficient structure. The gain is most obvious for large values of σ or for high di-
mensionalities of the data. For small values of σ it probably better to use the
exact method.

We will now work through the details of the approximative method. Let D2 =
{1,−x,−y, x2 − σ2, y2 − σ2, xy} denote a basis for the second degree polynomial
space. Note that the basis functions in D2 times a Gaussian become proportional
to Gaussian derivatives. In practice we have the basis matrix D2, and the matrix
relation

D2 = P2TPD , (2.29)

where TPD is a transformation matrix. The polynomial expansion solution (2.18)
can then be rewritten as

r = (PT
2 WP2)−1PT

2 Wf

= (T−T
PDDT

2 WD2T−1
PD)−1T−T

PDDT
2 Wf

= TPD(DT
2 WD2)−1DT

2 Wf ,

(2.30)

where W = WaWc. The computational structure for (2.30) depends on whether
we have full certainty or uncertain data.

Full certainty

As for the standard method in section 2.3 we have Wc = I in the full certainty
case, and (2.30) reduces to

r = TPD(DT
2 WaD2)−1DT

2 Waf . (2.31)
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We compute the matrix TPD as

TPD = (DT
2 WaP2)−1DT

2 WaD2 . (2.32)

It is easy to verify that this is the true transformation matrix by inserting the
relation (2.29) into the right hand side of (2.32). The solution (2.30) becomes

r = (DT
2 WaP2)−1DT

2 Waf . (2.33)

Note that we can compute the same TPD without the weight Wa in (2.32), but the
expression (2.33) becomes more complex and there are also practical differences
when we use an approximation of D2. Computing DT

2 Waf in every local region
of an image corresponds to correlation of f(x, y) with Gaussian derivative filters
up to the second order,

g , σ2gx , σ2gy , σ4gxx , σ4gyy , σ4gxy . (2.34)

These filters can be approximated with a Gaussian filter followed by differentiation
filters, i.e.

σ2gx ≈ g ∗ dx ,

σ2gy ≈ g ∗ dy ,

σ4gxx ≈ g ∗ dxx ,

σ4gyy ≈ g ∗ dyy ,

σ4gxy ≈ g ∗ dx ∗ dy ,

(2.35)

where dx, dxx, dy, and dyy are one-dimensional filters along the x- and y-dimensions.
Figure 2.3 shows the correlator structure needed to compute the approximation of
DT

2 Waf . The result from the correlator structure is multiplied with (DT
2 WaP2)−1

in each local neighborhood to get the final parameters r in (2.33).
The correlation structure in figure 2.3 only needs two Gaussian 1D filters of

length n (n depends on σ) and additionally 5 differentiation filters. This should be
compared to 9 1D filters of length n in the standard correlator structure in figure
2.1.

Uncertain data

In the case of uncertain data we have to compute r from the general expression
(2.30). We need one correlator structure to compute DT

2 WaWcf , and another
structure to compute DT

2 WaWcD2. They can both be approximated with a
Gaussian filter followed by small differentiation filters. TPD can for instance be
computed using (2.32). This case is not further investigated here. The second
correlator structure implements derivatives up to the fourth order, and there could
be some numerical problems with the approximations regarding the higher order
terms and the inversion of the matrix DT

2 WaWcD2, either when σ or the filter
size is small.
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Figure 2.3: Correlator structure for the approximative polynomial expansion in
2D with full certainty.

2.4.1 Multiscale expansion

The approximative polynomial expansion method in section 2.4 is easily gener-
alized to multiscale polynomial expansion. The correlator structure in figure 2.3
consists of a Gaussian filter, g, followed by a sequence of partial differentiations,
which we will denote by ∂. If we have full certainty and want to compute the
expansion in several scales we can simply compute a lowpass pyramid using Gaus-
sian filters and then in each scale attach a differentiation structure ∂, see figure
2.4. Figure 2.5 shows an example of the filters corresponding to the multiscale
structure.

In the general case of uncertain data we also have to compute a pyramid of
the correlator structures for DT

2 WP2, which requires a lot of computations. A
brutal approximation of the general case could be to use uncertainty only when
computing the lowpass pyramid, i.e. in each scale and each local neighborhood we
compute

〈g, c · f〉
〈g, c〉 instead of 〈g, f〉 , (2.36)

which is then used as input to the differentiation structure ∂.

We could also implement multiscale polynomial expansion by simply computing
the standard method on a lowpass pyramid of a signal. However, note that this
approach will not be equivalent to expansion of the original signal in different
scales (different σ). This may be realized if we for instance correlate a Gaussian
gσ1 with the filter x2gσ2 . We do not get a corresponding filter x2gσ3 but instead

gσ1 ∗ x2gσ2 =
σ2

1σ2
2

σ2
3

gσ3 +
σ4

2

σ4
3

x2gσ3 , (2.37)

where σ3 =
√

σ2
1 + σ2

2 . This means that we have a different basis at each scale.
This may or may not be a problem depending on application. It turns out that only
the DC coefficient is affected by this phenomenon in a second order polynomial
expansion, and a suitable compensation can be made if so desired, see [46].
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Figure 2.4: Correlator structures for single scale and multiscale approximative
polynomial expansion in 2D with full certainty. ↓ 2 means down-sampling by a
factor 2.

1 ⋅ g −x ⋅ g −y ⋅ g (x2−σ2) ⋅ g (y2−σ2) ⋅ g xy ⋅ g

Figure 2.5: Basis functions in four scales generated by the multiscale correlator
structure. Black and white colors indicate negative and positive values respec-
tively.
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2.4.2 Practical issues

Filter optimization

The differentiation filters can be optimized in a number of ways. A very simple
way is to sample continuous Gaussian derivatives. This does not give a very
good approximation if the filter sizes are small. Another, more powerful method,
is to optimize the entire correlator structure in figure 2.3 simultaneously with
respect to some suitably chosen goal function. The theoretical basis for such
optimizations can be found in e.g. [3, 99]. Ideal output functions specified in both
the spatial domain and in the Fourier domain are provided by the user, together
with filter masks that define which filter coefficients that are allowed to be used
in the optimization. All the filter coefficients in the structure are then optimized
to match the ideal functions in the spatial domain and the Fourier domain. The
filters usually get good localization in both domains which promises good behavior
of the structure. This method is however not further explored here. We choose
an intermediate solution; given the ideal output filter xg, an input filter g, and a
filter size m we compute the differentiation filter dx as

arg min
dx∈Rm

‖xg − g ∗ dx‖2 . (2.38)

In practise we have filters of finite length and the convolution can be formulated as
a matrix operation g ∗ dx = Agdx. The solution is then found by solving a linear
equation system. This optimization method is fairly simple and further details
are omitted. The second derivative dxx is optimized using the same idea but with
(x2 − σ2)g as ideal output filter.

Note that special care may be taken for optimization of the filters in the multi-
scale pyramid in figure 2.4. The filters should, due to the down-sampling function,
be thought of as being ‘spread out’ in the original image. This means that if we
for example correlate with the filter d =

[−1 −2 0 2 1
]

after down-sampling,
the corresponding filter without down-sampling is

d = [ −1 0 −2 0 0 0 2 0 1 ] , (2.39)

and the optimization should therefore be made using the ‘filter mask’

d = [ • 0 • 0 • 0 • 0 • ] , (2.40)

where • denotes non-zero coefficients.

Approximative transformation matrix

In practice we only have an approximation of D, denoted D̂. The basis vectors in
D̂ and P do not span the same subspace and we can only get an approximative
transformation matrix T̂PD between the two bases. The choice (2.32) and the
solution (2.33) in the full certainty case is then approximated by

r̂ = (D̂T WP)−1D̂T Wf . (2.41)
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Note that we still get the correct solution if the signal belongs to the polynomial
subspace, i.e. if f = Pr. The matrix D̂T WP should still be invertible if the
approximation is sufficiently good. Furthermore, a good approximation should
still give even and odd basis functions, which for the quadratic model means that
D̂T

2 WP2 and consequently also the inverse have the sparse structure⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝

• • •
•

•
• • •
• • •

•

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
. (2.42)

2.5 Related methods

We will here describe two other methods for polynomial expansion that resembles
the approximative method in section 2.4; polynomial fit filters and binomial fil-
ters. They both implement polynomial expansions with applicabilities that may
be considered approximations of a Gaussian function.

2.5.1 Polynomial fit filters

Burt [30] uses a method for computing local bilinear polynomial models, r0+r1x+
r2y + r3xy, on uncertain data using moment images and polynomial fit filters. He
used the model for surface interpolation and were therefore only interested in the
DC component r0 and a certainty measure det(PT WP) (c.f. the numerator in
(2.6)). The model was computed in a scale pyramid by recursive filtering, i.e. the
zeroth, first, and second moments in scale l were computed from the same moments
in the previous finer scale l − 1 after downsampling.

The method is equivalent to normalized convolution that in scale l has the
applicability

Wl(m) =

K−1
2∑

k=−K−1
2

w(k)Wl−1(m − k2l−1) , (2.43)

where W0 = 1 and K is the size of the generating kernel w. Burt used the kernel
w = [1 4 6 4 1], which is the smallest integer kernel of odd size that gives a
Gaussian-like pyramid.

Actually, the solution in [30, (equation (13))] does not implement the stated
bilinear model, but the linear model r0 + r1x + r2y. This may be realized if the
solution is compared to the solution using normalized convolution (2.4).

2.5.2 Binomial filters

Binomial filters can be computed by cascaded convolutions of the filter [1 1], which
can give a very efficient implementation on certain types of hardware, and which
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also allows for an efficient multiscale filtering structure. A recursive implementa-
tion for computing binomial moments is given in [46], we repeat the results. Let
bn denote the binomial function of order 2n + 1, i.e.

bn(k) =

{(
2n

n+k

) −n ≤ k ≤ n,

0 otherwise.
(2.44)

Furthermore, let bp
n(k) = kp bn(k). Then we have the relations

bn = w0 ∗ bn−1 ,

b1
n = w1 ∗ bn−1 ,

b2
n = w2 ∗ bn−1 ,

(2.45)

where w0 = [1 2 1], w1 = [−n 0 n], and w2 = [n2 − 2n(n − 1) n2]. These re-
lations are sufficient for quadratic polynomial expansion with full certainty. This
method implements polynomial expansion with a binomial applicability. Note the
resemblance between the relations (2.45) and the approximations of the Gaussian
derivatives (2.35).

One difference between the two methods described in this section and the
approximative method in section 2.4 is that the filter kernels have integer values
and that the resulting applicability is less isotropic. Also, the methods described
here do not allow for the scale σ to be chosen freely. Whether this is a drawback
or not depends on the application.

2.6 Computational complexity

Table 2.1 contains time complexity and space complexity for the standard method
in section 2.3 and for the approximative method in section 2.4. Included is also
the case three-dimensional data with full certainty. This case will be used in an
experiment in section 2.7. The binomial method in section 2.5.2 is also included
in the full certainty cases. Note that some of the filter coefficients are zero in each
method, which would reduce the time complexities in the table somewhat.

In the full certainty cases, the last term refers to the operations needed to
multiply the correlation result with the matrices (PT WP)−1 and (DT WD)−1

respectively to get the model parameters. The sparsity of these matrices are
taken into account. In the 2D uncertainty case the model parameters are instead
computed by solving a 6×6 symmetric positive definite equation system, estimated
at 1

663+ 3
262+ 1

36 = 92 operations [134]. The remaining terms are the total number
of coefficients involved in the correlation structure.
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Method Time complexity Space complexity
Standard 9n+10 62D, full cert

Approximative 2n+5m+12 6
Binomial 2(n-2)+27+10 6
Standard 29n+92 212D, uncert

Approximative 4n+17m+92 21
Standard 19n+16 103D, full cert

Approximative 3n+9m+22 10
Binomial 3(n-2)+57+10 10

Table 2.1: Computational complexity for the quadratic polynomial expansion
methods. n = size of applicability kernel, m = size of differentiation filters.

2.7 Experiment: Local orientation estimation on
3D data

It is difficult to design a general evaluation criterion for the approximative method
in section 2.4. One approach is to compare the models estimated from the approx-
imative method and the standard method by Farnebäck (section 2.3) on a number
of natural images, as in [81]. The method performed well for σ = 2. The case
σ < 2 corresponds to image regions smaller than 5 × 5 and the approximation
became too poor. Another approach is to directly compare the polynomial basis
functions in the approximative method to the same basis functions in the standard
method. The result depends on the standard deviation σ and size n of the Gaus-
sian filter and the size m of the differentiation filter, and the intuition is probably
as good as the experimental numbers; the approximation is better for large σ, n,
and m. Without presenting the experiments it seems that the approximation error
drops to reasonable levels when σ lies somewhere between 1 and 2 and using a
differential filter size of at least 5.

We choose here to evaluate the approximative method in an orientation esti-
mation experiment. The polynomial model parameters are used to estimate local
orientation in a three-dimensional signal. The 64 × 64 × 64 test volume, called
the onion volume, consists of concentric spherical shells, see figure 2.6 for a cut
through the center. Different amounts of noise is added and the local orientation
is then estimated. Estimates near the center and at the border of the volume are
removed before the evaluation to avoid center irregularities and border effects.

The onion volume has been used before by Andersson, Wiklund and Knutsson
[2, 96] and by Farnebäck [46, 45, 43] to evaluate local orientation estimation meth-
ods. The orientation estimation was in both cases based on orientation tensors.
The first case tensors are based on quadrature filters, while in the second case the
tensors were computed using parameters from a local polynomial model. Some
of the theory behind the orientation tensors will be presented in chapter 3, and
further information can be found in the references mentioned previously. We will
therefore omit the details here and just state that the polynomial based orientation
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(a) SNR = ∞ (b) SNR = 10 dB (c) SNR = 0 dB

Figure 2.6: A slice 32 of the 64 × 64 × 64 test volume with different amounts of
noise added. The test volume can be imagined as slice 32 rotated around an axis
going through the center of the volume.

tensor by Farnebäck is computed as

T = AAT + γbbT , (2.46)

where A and b are the polynomial coefficients in the model (2.13), and γ is a non-
negative weight factor between the quadratic (even) part and the linear (odd) part
of the signal model. An orientation tensor is computed in each local neighborhood
and the dominant orientation is estimated as the eigenvector ê1, corresponding to
the largest eigenvalue of the tensor. The performance of the methods is measured
by the angular RMS error

∆φ = arcsin

⎛⎝
√√√√ 1

2L

L∑
l=1

‖x̂lx̂
T
l − ê1lê

T
1l‖2

⎞⎠ = arccos

⎛⎝
√√√√ 1

L

L∑
l=1

(x̂T
l ê1l)2

⎞⎠,

(2.47)
where x̂l is the true orientation in point l and L is the number of points. To avoid
border effects and irregularities at the center of the volume, the sum was only
computed for points at radius between 0.16 and 0.84. The results from the previ-
ous experiments are repeated in the upper left part of table 2.2. In the Farnebäck
case the RMS errors refer to the optimal choices of σ (≈ 1) and γ (≈ 0.1). The
table also lists the number of filter coefficients needed to compute the tensors.

In this experiment we compute the same orientation tensor (2.46), but the
polynomial coefficients are estimated from the approximative method in section 2.4
using a 3D version of the correlator structure in figure 2.3. The method are evalu-
ated for all combinations of σ = 0.5, 0.6, 0.7, ..., 2.0, γ = 10−2, 10−1.5, 10−1, ..., 102,
and differentiation filters sizes m = 3, 5, 7. A Gaussian filter of size 9 is used in
all experiments, same as for the standard method by Farnebäck. The effective
applicability of the approximative method becomes somewhat larger due to the
sequential filtering, but it should not influence the comparison. The Farnebäck
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method did only improve in the second decimal for larger applicabilities (and the
number of filter coefficients increases). The result of the approximative method
for optimal σ and γ is shown in the upper right part of table 2.2, and also in the
bar plot. Optimal σ (≈ 1) and γ (≈ 0.1) is similar in the non-approximative and
approximative cases. Table 2.3 shows the RMS error as a function of σ and γ for
the standard method. The approximative method gives very similar curves for
m ≥ 5.

In section 2.5.2 we discussed another efficient method that implements polyno-
mial expansion with a binomial applicability. The middle part in table 2.2 shows
the results for this method. The results for each method are also shown in a bar
plot in the same table for a more easy comparison. We see that the results are less
accurate for the binomial method than for the approximative method, but they
should be sufficient for many applications.

2.8 Conclusions and discussion

We have reproduced the concepts of normalized convolution and local polynomial
expansion in this chapter. Furthermore, we have shown that the computational
complexity of polynomial expansion can be reduced by approximative methods,
naturally at the cost of accuracy. The gain of using the approximative method
is most evident when the local area is large and/or the signal dimensionality is
high. The experiments in [81] and section 2.7 suggest that the approximative
polynomial expansion method works well for σ > 1, but more application-oriented
experiments should be made before making any conclusions. A differentiation
filter size of 5 seems to be a good trade-off between accuracy and computational
complexity. The performance is comparable to the performance of the Andersson
et. al. method for moderate noise levels but the new method needs only about a
fourth of the filter coefficients. The Andersson et. al. method can also be made
more efficient by approximative filter structures, but the performance will probably
decrease. The related binomial method in section 2.5 gives a larger error in the
experiment, but may be sufficient for many applications and can be very efficient
on certain platforms due to integer filter coefficients.

The approximative method was based on the notion that Gaussian derivatives
equals polynomials times a Gaussian. While some people use polynomials as a sig-
nal model, other people use derivatives, and yet others use moments to compute
local models and local information. There is in general a strong relationship be-
tween these methods in the practical world, and one might wonder whether there
are any significant differences at all. They differ slightly depending on the choice
of applicability, and they also differ on a conceptual level.
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Andersson,
Wiklund, Farnebäck Approximative polynomials

SNR Knutsson m = 3 m = 5 m = 7
345 coeff 171 coeff 54 coeff 72 coeff 90 coeff

∞ 0.76◦ 0.11◦ 1.96◦ 0.55◦ 0.28◦

10 dB 3.02◦ 3.01◦ 3.94◦ 3.32◦ 3.14◦

0 dB 9.35◦ 10.38◦ 10.92◦ 10.53◦ 10.48◦

Binomial applicability
SNR n = 5 n = 7 n = 9

66 coeff 72 coeff 78 coeff
∞ 2.07◦ 2.00◦ 1.96◦

10 dB 3.76◦ 4.50◦ 6.71◦

0 dB 10.74◦ 11.55◦ 13.69◦

SNR = ∞ SNR = 10 dB SNR = 0 dB
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Table 2.2: Results of the orientation estimation experiment. Upper left: Perfor-
mance of previous methods, [2, 96] and [46, 43] respectively. Upper right: Perfor-
mance of the approximative method in section 2.4 for different filter sizes. Middle:
Performance of the binomial applicability method in section 2.5.2 for different filter
sizes. Bottom: Bar plots of the same results.
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Table 2.3: RMS error ∆φ as a function of σ and γ for the standard method by
Farnebäck in section 2.3. The approximative method with filter size m ≥ 5 gives
similar curves and are therefore left out.
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Chapter 3

On Orientation Tensors -
A Comparison

3.1 Introduction

An orientation tensor is a powerful representation of local orientation that for N -
dimensional signals takes the form of an N × N real symmetric matrix. A simple
signal, or intrinsically one-dimensional signal, with the orientation m̂ is defined
as f(x) = h(xT m̂) for some function h. This signal is represented by the tensor
T = Am̂m̂T , where A is a nonnegative scalar value that may encode other infor-
mation than orientation, for example local signal energy. For a non-simple signal
it is desired that the eigenvector corresponding to the largest eigenvalue of the
tensor points out the dominant direction of the signal, although it is sometimes
difficult to define the dominant orientation of a non-simple signal. A signal with
no dominant direction is preferably represented by an isotropic tensor T ∝ I. Ori-
entation tensors have been used in many computer vision applications. Examples
are velocity estimation (optical flow) [21, 45, 44, 79], adaptive filtering [64], and as
part of the process of locating local image features such as corners and junctions
[72, 56].

Over the years, several different tensor estimation methods have appeared and
keep appearing. We will refer to these construction methods simply as orientation
tensors, or tensors. All of the tensors give the correct orientation when applied
to a simple signal in the continuous formulation. But they differ with respect to
some other properties. One desired property is phase invariance, which means that
the norm of the tensor is invariant to the signal phase for narrow-banded signals.
Another property is rotation equivariance, meaning that a rotation of the signal
implies a corresponding rotation of the tensor. Some of the tensors are positive
definite for all types of signals, while others can assume negative eigenvalues. The
mathematical terminology that is used to derive the different tensors also varies
to a great extent. All these differences partly obstructs a theoretical comparison
between the tensors, which otherwise would be useful when one wants to choose
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the best tensor for a particular application. We will in this chapter discuss and
compare some properties of the different tensors that might aid the choice of tensor
for the application at hand. The analysis will be both theoretical and experimental.
There is probably no optimal tensor, and all methods should be explored in the
application before the optimal one is revealed.

3.2 Overview

We will below give a short résumé of the different tensor estimation techniques.
The intention is to give the basic ideas behind each method, not exact details for
implementations.

3.2.1 Gradient tensor

One of the first orientation tensors was proposed in the late 80’s independently by
Bigün and Granlund [20, 22] and Förstner and Gülch [57], although it may not
have been referred to as a tensor. Interestingly, it was also derived by Harris and
Stephens [72] as an improvement of the earlier Moravec operator (see e.g. [117]).
The tensor is computed as a local average of outer products of gradients,

Tgrad =
∫
RN

g(x)∇f(x)∇fT(x) dx , (3.1)

where g is a Gaussian window function and ∇f is the signal gradient. We will
for simplicity omit the integration range RN in the notation from now on. The
integral will after discretization become a sum in a local region of the signal, and
the gradient is generally estimated using Gaussian derivative filters. This tensor is
often referred to as the structure tensor, but we will use the name gradient tensor
because in a sense all tensors discussed here are structure tensors. It is fairly easy
to understand why this is a valid orientation tensor without further theoretical
justification, but it may be interesting to study the different criteria that have
been used to derive the tensor.

Bigün and Granlund [20, 22] computed a direction sensitive function closely
related to the orientation functionals used later in this chapter; let F (u) denote
the Fourier transform of the signal f(x), and let |F (u)|2 be interpreted as a density
function. Then the variance, or inertia, in the direction v̂ is computed as

V (v̂) =
∫

d2(u, v̂)|F (u)|2 du , (3.2)

where d(u, v̂) = ‖u− (uT v̂)v̂‖ is the Euclidean distance between the point u and
the line defined by v̂. V can be rewritten as

V (v̂) = v̂T (trace(T)I − T) v̂ , (3.3)

where
T =

∫
uuT |F (u)|2 du ∝

∫
∇f(x)∇fT(x) dx . (3.4)
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The last step is due to Parsevals theorem. The dominant orientation is found
as the direction which minimizes V , which corresponds to finding the eigenvector
corresponding to the largest eigenvalue of T. Note that the matrix J = trace(T)I−
T is analogous to a physical quantity known as the moment of inertia tensor. A
Gaussian weight function serving as a spatial window is used in the practical
implementation of (3.4) to get the final gradient tensor (3.1).

The gradient tensor may also be derived from the auto-covariance function of
the signal,

C(x) =
1

|Ω| − 1

∑
x′∈Ω

(f(x′) − mΩ)(f(x′ + x) − mΩ) , (3.5)

where mΩ is the mean of f in a region Ω. It can be shown that the Hessian of
C(x) equals the tensor (3.4), see Förstner [55].

Harris and Stephens [72] derived the gradient tensor from an approximation of
the directional variance, i.e.

E(v) =
∑
x

w(x)(f(x + v) − f(x))2 ≈
∑
x

w(x)(vT∇f(x))2 = vT Tgradv , (3.6)

where w was chosen as a Gaussian function. The directional variance (3.6) with
a square binary window w had previously been used by Moravec, see e.g. [117],
where the minimal value of E (computed in four different directions only) is used
as an interest point operator. This roughly corresponds to finding the smallest
eigenvalue of the gradient tensor.

3.2.2 Quadrature tensor

The orientation tensor based on quadrature filters was developed roughly at the
same time as the gradient tensor, see [94]. The quadrature tensor is thoroughly
described in [64, 95]. The quadrature filters used in [64] are expressed in the
Fourier domain as Sk(u) = R(|u|)Dk(û), where

R(|u|) = e−
4

B2 ln 2
ln2(|u|/u0) (3.7)

is a radial bandpass function chosen as a log-normal function, and

Dk(u) =

{
(ûT n̂k)2 if ûT n̂k > 0 ,

0 otherwise
(3.8)

is a directional function. Hence, each quadrature filter is zero in a half plane and
localized around an orientation n̂k in the other half plane. The orientations n̂k

can for example be chosen evenly distributed in 2D, e.g.

n̂k =

(
cos ϕk

sin ϕk

)
, ϕk =

π

K
(k − 1) , k = 1, . . . ,K . (3.9)

The filters are realized in the spatial domain using some optimization method, for
example the one in [64]. The filters are then convolved with the signal and the
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magnitude of the filter responses qk are combined into an orientation tensor. The
minimum number of required filters is equal to the number of degrees of freedom
in the tensor, e.g. 3 in 2D and 6 in 3D. The derivation of the tensor is based on the
observation that if the signal is simple with the direction m̂, we get the quadrature
filter response magnitudes

|qk| = A(m̂T n̂k)2 = 〈Am̂m̂T , n̂kn̂T
k 〉 , (3.10)

where A depends on the signal energy and the bandpass function R. Hence, each
|qk| is an inner product between the tensor T = Am̂m̂T and the basis tensor
Nk = n̂kn̂T

k . We can therefore compute the tensor from the inner products using
dual basis theory as

Tquad =
∑

k

|qk| Ñk , (3.11)

where {Ñk} are the dual basis tensors of {Nk}, i.e. 〈Ñk, Nn〉 = δ(k − n). The
expression (3.11) is used for non-simple signals as well.

The quadrature tensor is derived using the assumption that the signal is simple.
We get a phase invariant tensor for this class of signals, due to the properties of the
quadrature filters. The properties for non-simple signals are not fully investigated.
For example, the tensor is not necessarily positive semidefinite for non-simple
signals.

3.2.3 Polynomial tensor

An orientation tensor based on a local polynomial model has been derived by
Farnebäck, see e.g. [46, 45, 43] for further details. A second degree polynomial
expansion of an N -dimensional signal f is computed using weighted least squares,
which in each local region of the signal gives the model

f(x) ∼ xT Ax + bT x + c , (3.12)

where A is a symmetric N ×N matrix, b is an N ×1 vector and c is a scalar. The
weight, sometimes referred to as applicability, is most often chosen as a Gaussian
function with standard deviation σ. The Gaussians are the only useful1 class of
functions that are simultaneously Cartesian separable and isotropic. The standard
deviation σ of the Gaussian controls the spatial scale. Further details and refer-
ences on the polynomial expansion can be found in chapter 2. The polynomial
tensor is computed as

Tpol = AAT + γbbT , (3.13)

where γ > 0 is a weight factor chosen by the user. The first term is a function of
the quadratic (even) part of the model, and the second term is a function of the
linear (odd) part.

The polynomial tensor is designed so that the orientation functional φ(v̂) =
v̂T Tv̂ fulfills some desired properties. An orientation functional is a mapping
from the set of unit vectors to the set of non-negative real values. The value of

1See [46], Appendix B
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φ is interpreted as a measure of how well the signal locally is consistent with an
orientation hypothesis in the given direction v̂. The most important properties of
the mapping is (see [46] for a complete list):

• The orientation functional should not depend on the sign of v, i.e. φ(−v̂) =
φ(v̂).

• Rotation equivariance: Assume that the signal is rotated around the origin,
so that f(x) is replaced by f̃(x) = f(Rx), where R is a rotation matrix.
Then the orientation functional φ̃ associated to f̃ should relate to φ by
φ̃(v̂) = φ(Rv̂), i.e. be rotated in the same way.

• In directions along which the signal is constant, φ should be zero.

• For a simple signal in the direction m̂, φ should have its maximum value for
m̂ and −m̂, and decrease monotonically as the angle to the closer of these
two directions increases.

• The orientation functional should be invariant to the DC level.

Interestingly, the polynomial tensor can also be derived from the gradient ten-
sor, as shown in [86]. From the polynomial model (3.12) we compute the signal
gradient as

∇f(x) ∼ 2Ax + b , (3.14)

which combined with the tensor expression (3.1) gives

T =
∫

g(x)∇f(x)∇fT(x) dx

∼
∫

g(x)(2Ax + b)(2Ax + b)T dx

= 4σ2AAT + bbT .

(3.15)

This tensor is proportional to the polynomial tensor (3.13) if we choose γ = 1
4σ2 .

3.2.4 Recent developments

We briefly mention some recent developments that have taken place in this area
of research. These methods will not be included in the comparison.

A modification of the quadrature tensor in section 3.2.2 has been proposed in
[98, 123]. The quadrature filters are modified to have the directional function

Dk(u) =

{
ûT n̂k if ûT n̂k > 0 ,

0 otherwise ,
(3.16)

and the tensor is computed from the filter responses qk as

T =
∑

k

|qk|2Ñk . (3.17)
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This tensor will be proportional to the standard quadrature tensor (3.11) for simple
signals but not for non-simple signals. The tensor (3.17) is a quadratic form of
the signal, just as the gradient tensor and the polynomial tensor, which makes a
comparison easier.

Another tensor, called the gradient energy tensor, has been suggested by Fels-
berg [47]. This tensor is based on Gaussian derivatives up to the third order using
different scales.

Finally, another interesting method has been developed by Knutsson and An-
dersson [97]. They use a new class of filter sets called loglets, which is a generaliza-
tion of quadrature and phase. The radial part of the filters has, in the continuous
case, an infinite number of vanishing moments (this is true for the log-normal
function (3.7) as well). This property makes the filters orthogonal to polynomi-
als. The tensor can therefore be made invariant to slowly varying signals, such
as slowly varying lighting conditions, if these signals are modeled by polynomials.
They also argue that the loglet tensor has better localization properties than the
gradient tensor.

3.2.5 Tensor averaging

One of the advantages of the tensor representation is that it lends itself naturally
to averaging. It is common to lowpass the tensor field as post-processing step
to reduce the sensitivity to noise, and also to ensure a slowly varying behavior
which is desired in some applications. As we will see in the experiments below this
operation can improve the performance considerably. The smoothing is computed
by filtering of each element in the tensor separately with a filter kernel. We will use
a Gaussian kernel in the experiments. The smoothing is included in the gradient
tensor by definition (the unsmoothed version is the outer product of the gradient).
The smoothed versions of the quadrature tensor and the polynomial tensor will
be denoted Tlp

quad and Tlp
pol respectively.

3.3 Discussion #1

As mentioned in the introduction, the tensors are designed with different properties
in mind. For example, the gradient tensor and the polynomial tensor are both
positive semidefinite and rotationally equivariant for all types of signals, which does
not hold for the quadrature tensor. On the other hand, the quadrature tensor is
phase invariant for narrow-banded simple signals which is not the case for the other
two methods. Furthermore, the polynomial tensor and the quadrature tensor are
computed using even and odd filters in different directions, see figures 3.1 and 3.2
respectively. The filters look qualitatively similar. As mentioned before, the even
and odd quadrature filters are matched to have the same frequency characteristic.
This leads to the phase invariant property of the quadrature tensor. The even
and odd parts of the polynomial filters on the other hand are not matched, which
makes this tensor variant to the phase.

All three methods can be efficiently computed, at least approximately. The
polynomial expansion can be made separable, and can also be approximated even
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F{xw} F{(σ2−x2)w}

F{yw} F{(σ2−y2)w}

F{xyw}

Figure 3.1: Example of filters needed
to compute a polynomial tensor of a
2D signal. The filters are shown in the
Fourier domain.

F{f1,re} F{f1,im}

F{f2,re} F{f2,im}

F{f3,re} F{f3,im}

Figure 3.2: Example of filters needed
to compute a quadrature tensor of a
2D signal (using the filter directions
0◦, 60◦, and 120◦).
fk(x) = F−1{R(|u|)Dk(û)}.

more efficiently using differentiation filters, see chapter 2. The quadrature filters
cannot be made Cartesian separable, but they can be approximated using filter
trees, see e.g. [3]. However, the filter trees are in practise optimized in advance,
and the quadrature filter implementation is therefore only available for certain
choices of filter parameters or scales. The scale for the polynomial model can on
the other hand be chosen instantly.

We have seen that the tensors are derived in quite different ways. Some at-
tempts have been made to unify these methods into a common framework, see
[86, 123], but both of them are at this point incomplete. It was shown in section
3.2.3 that the polynomial tensor can be derived by replacing the signal with its
polynomial model in the gradient tensor expression (3.1). This insight suggests a
common recipe for designing orientation tensors, namely:

1. Construct a suitable orientation functional, corresponding to an orientation
tensor.

2. Design an adequate signal model.

3. Plug the signal model into the orientation functional and get an orientation
tensor in terms of the model parameters.

In the gradient tensor case and the polynomial tensor case we have the orientation
functional

φ(v̂) =
∫

g(x)
(
v̂T∇f(x)

)2
dx = v̂T Tgradv̂ . (3.18)
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In the gradient tensor case we do not insert an explicit model of the signal, except
that the gradient ∇f is ‘modeled’ by Gaussian derivative filters. In the polynomial
tensor case we use the second order polynomial model.

The quadrature tensor can in principle be derived in the same framework, but
in a less obvious way. In this case we use the orientation functional

φ(v̂) =
∫

R(|u|)|F (u)|(ûT v̂)2 du (3.19)

and a quadrature model which is computed using normalized convolution (section
2.2) with Dk(û) in (3.8) as basis functions and R(|u|) as weight (applicability). But
in this case we model the magnitude |F (u)| instead of F (u). To compute a model of
|F (u)| is a bit difficult in practice but it turns out though that it can be computed
from the ordinary filter responses if the signal is simple. This means that we can
derive the quadrature tensor from the functional (3.19) assuming that the signal
is simple. But the derivation may seem somewhat strained and we omit further
details here, see [86] for more information. Even if the orientation functionals
cannot serve to unify the tensor methods completely they may still be a useful
tool, for example in construction of other orientation tensors. It is straightforward
to combine the functional (3.18) with higher order polynomial models, but the
practical advantage remains to be shown. One idea could be to compute a tensor
using only higher order terms in the polynomial model, to become invariant to
slowly varying signals in the time domain or the spatial domain, for example
illumination changes. We will also in chapter 6 use the orientation functionals to
relate the orientation tensors to a channel based orientation representation.

Another approach for a general tensor framework, suggested in [123], is that
the tensors be computed as second order functions of the signal, i.e.

T =
∫∫

W(u,w)F (u)F (w) dudw . (3.20)

A certain tensor method corresponds to a weight W(u,w). For example, the gra-
dient tensor (3.1) corresponds to W(u,w) = −G(u + w)H(u)H(w)uwT where
G(u) is the Fourier transform of the Gaussian window g(x) and H(u) is the Fourier
transform of the Gaussian used in the Gaussian derivative. However, the standard
quadrature tensor in section 3.2.2 cannot be expressed as a quadratic form and can
only be included in the framework if we use the modified version (3.17). Note that
the formulation (3.20) is in practise equivalent to say that the elements in T are
quadratic forms of the signal, i.e. Tij = fT Aijf , where f is a vector containing the
signal values in a local region, and Aij is a fix matrix that defines the tensor. The
eigenvectors of Aij can be interpreted as linear filters on the signal. Interestingly
enough, the most significant eigenvectors of Aij for the gradient tensor look very
similar to the odd and even polynomial filters in figure 3.1 when analyzed experi-
mentally. Hence, note that even though we do not explicitly use even orientation
selective filters in the gradient method they are still implicitly present due to the
final smoothing with the Gaussian.
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3.4 Experiment: Local orientation estimation on
2D data

We will now evaluate and compare the tensor estimation methods Tgrad, Tquad,
and Tpol in sections 3.2.1, 3.2.2, and 3.2.3 respectively in an orientation estimation
experiment. We will also evaluate the smoothed versions of the quadrature tensor
and polynomial tensor, denoted Tlp

quad and Tlp
pol. The estimate using a simple

gradient ∇f is also included for comparison.
The experiment is basically equivalent to the experiment in section 2.7, page

22, except that we only estimate 2D orientation on slice 32 in figure 2.6. The
optimizations then become less computationally heavy, but the comparison of
the tensors should become similar. The onion volume has been used before by
Andersson, Wiklund and Knutsson [2, 96] and by Farnebäck [46, 45, 43] to evaluate
local orientation estimation methods (in 3D). We repeat the essential details. Local
orientation is estimated on the test image in figure 2.6 for three different amounts
of noise. The performance of each method is measured by the angular RMS
error (2.47) computed for points at radius between 0.16 and 0.84. Near-optimal
parameters for each method was found by computing the estimate for combinations
of the method tuning parameters displayed in table 3.1. They are called near-
optimal because only a discrete number of values was used for each parameter.
One way to make the comparison more fair is to limit the size of the local region
that each method is allowed to use for a single estimate. We choose parameters so
that each algorithm is allowed to use a region of maximally 9 × 9 pixels for each
estimate. This restriction ensures locality in the spatial domain. The optimal
result and optimal parameters for each method are shown in table 3.2.

We see that the smoothed versions Tgrad = Tlp
grad, Tlp

quad, and Tlp
pol perform

better than the unsmoothed versions Tquad and Tpol, except for the case SNR=∞,
where Tpol has a better result than Tgrad. We also see that the smoothed versions
perform almost equally well in the case of noise, but that the polynomial version
Tlp

pol overall has a slightly better result. In defense of the quadrature tensor we
might add that the results depend on the choice of filter optimization method.
The particular choice used here is not necessarily optimal for the very small 3× 3
filters.

Somewhat surprising is the optimal parameters for the smoothed versions in the
case of noise. It consistently seems better, regardless of tensor method, to use very
local initial estimate tensors in 3× 3 regions and a smoothing filter of size 7, than
the other way around. This behavior was especially evident for the gradient tensor
if the restricted region was increased. Then the optimal filter size for the gradient
filter decreased monotonically for increasing amount of noise. These observations
may indicate that it is better to combine many poor estimates from small local
regions than to use information from a few large filters, especially in the case of
noise. But this is not an obvious conclusion and should be investigated further.
One explanation could be that the discretization problem in the small operators is
outweighted by other problems and noise that is reduced by using local operators.
A similar result has also been reported by B̊arman in [8], where he argues that a
broad band filter followed by a small vector average filter is better than a narrow
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∇f
σ = std of Gaussian differential filter

sz = filter size
Restriction: sz ≤ 9

Tgrad

σ = std of Gaussian derivative filter
sz = filter size of Gaussian derivative filter
σg = std of Gaussian smoothing filter

szg = filter size of Gaussian smoothing filter
Restriction: sz + szg ≤ 10

Tquad

u0 = center frequency of quadrature log-normal filter
B = bandwidth of quadrature log-normal filter
sz = filter size of quadrature log-normal filters

Restriction: sz ≤ 9

Tpol

σ = std of Gaussian applicability
γ = weight factor between even and odd filters

sz = filter size of polynomial expansion filters
Restriction: sz ≤ 9

Tlp
quad

u0 = center frequency of quadrature log-normal filter
B = bandwidth of quadrature log-normal filter
sz = filter size of quadrature log-normal filter
σg = std of Gaussian smoothing filter

szg = filter size of Gaussian smoothing filter
Restriction: sz + szg ≤ 10

Tlp
pol

σ = std of Gaussian applicability
γ = weight factor between even and odd filters

sz = filter size of polynomial expansion filters
σg = std of Gaussian smoothing filter

szg = filter size of Gaussian smoothing filter
Restriction: sz + szg ≤ 10

Table 3.1: Short description of the tuning parameters for each algorithm. Each
algorithm is restricted to use a region of maximally 9 × 9 pixels.
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SNR = ∞ SNR = 10 dB SNR = 0 dBMethod
RMS Opt. param. RMS Opt. param. RMS Opt. param.

∇f 1.01◦
σ = 0.8
sz = 7 17.3◦

σ = 0.9
sz = 5 29.1◦

σ = 1.0
sz = 5

Tgrad 0.30◦
σ = 1.0
sz = 7
σg = 1.0
szg = 3

1.15◦
σ = 0.7
sz = 3
σg = 3.2
szg = 7

5.15◦
σ = 0.7
sz = 3
σg = 5.6
szg = 7

Tquad 0.46◦
u0 = π/2
B = 2.25
sz = 9

4.19◦
u0 = 3π/8
B = 2
sz = 9

16.3◦
u0 = 3π/8
B = 1.75
sz = 9

Tpol 0.16◦
σ = 1.0
γ = 1.0
sz = 9

5.0◦
σ = 0.9
γ = 1.0
sz = 9

17.8◦
σ = 1.0
γ = 1.0
sz = 9

Tlp
quad 0.15◦

u0 = 3π/4
B = 2.25
sz = 5
σg = 10
szg = 5

1.29◦

u0 = 3π/8
B = 3
sz = 3
σg = 3.16
szg = 7

6.35◦

u0 = π/4
B = 2.75
sz = 3
σg = 10
szg = 7

Tlp
pol 0.09◦

σ = 0.7
γ = 0.32
sz = 5
σg = 1.78
szg = 5

1.09◦

σ = 0.6
γ = 0.18
sz = 3
σg = 3.16
szg = 7

5.13◦

σ = 0.7
γ = 0.1
sz = 3
σg = 5.62
szg = 7

SNR = ∞ SNR = 10 dB SNR = 0 dB

      
 

 

0◦

1◦

∇f Tg Tq Tp Tlp
q Tlp

p
      

 

 

0◦

10◦

∇f Tg Tq Tp Tlp
q Tlp

p
      

 

 

0◦

20◦

∇f Tg Tq Tp Tlp
q Tlp

p

Table 3.2: Results of the orientation estimation experiment displayed both in a
table and in a bar plot.
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band filter.
There are aspects to consider other than the orientation estimates. Phase

invariance may for example be important in adaptive filtering, where the adaptive
filter can be a function of the tensor norm, see e.g. [64]. Figure 3.3 shows the tensor
(Frobenius) norms of the different methods for the optimal choice of parameters.
We see that the quadrature tensor is almost phase invariant in the noise free case.
But the smoothed tensors have a similar behavior, at least in the noisy cases.
We emphasize that the norms in figure 3.3 correspond to optimal parameters for
orientation estimation, not for phase invariance, and that each method probably
can be made more phase invariant. For example, the gradient tensor can be made
more phase invariant with similar orientation estimation performance, especially
if the allowed region is increased somewhat, see figure 3.4.

3.5 Curiosities

3.5.1 Sparse gradient tensor

To further show the power of the tensor smoothing operation we consider a sparse
orientation field. The gradient field is often slowly varying and contains a lot
of redundancy. Let ∇̂f denote a sparse gradient field. There are several ways
to compute a sparse field. Let nms() denote the non-max-suppression operation,
i.e. an element at a certain position is set to zero if it is not the largest value (in a
magnitude sense for vector valued elements) within a square window of a certain
size. We choose a window of size 3 here. Define the sparse gradient tensor as

T dgrad =
1
C

∫
g(x)∇̂f(x)∇̂f

T
(x) dx , (3.21)

where

C =
∫

g(x)‖∇̂f(x)‖2 dx . (3.22)

The normalization factor C does not affect the eigenvectors of the tensor, but will
give a better behavior of the tensor norm. Note that the smoothing can be made
more computationally efficient for sparse signals. Figure 3.5 illustrates the sparse
gradient tensor. We see that the sparse tensor appears similar to the standard
version in this case. But note that the sparse version will fail in regions where the
gradient field becomes too sparse.

Interestingly enough, the optimal RMS errors for the sparse tensor in the ex-
periment in section 3.4 becomes 2.21◦ for SNR=∞, 4.21◦ for SNR=10dB, and
11.3◦ for SNR=0dB. These results are in the two last cases equally good or better
than the corresponding results for the unsmoothed tensors Tquad and Tpol.

Another idea would be to use a certainty measure for each local tensor as a
weight in the smoothing. Tensors of rank one may for example be considered to
have a higher certainty than tensors of higher rank.
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‖Tgrad‖ ‖Tquad‖ ‖Tpol‖ ‖Tlp
quad‖ ‖Tlp

pol‖
SNR = ∞

SNR = 10dB

SNR = 0dB

Figure 3.3: Tensor norms for the optimal choice of parameters in table 3.2. Only
the valid region is shown.

‖Tgrad‖
SNR = ∞

Figure 3.4: Example of gradient tensor norm for sz = szg = 7 (and σ = 0.8,
σg = 1.8) with maintained RMS = 0.30◦.
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f |∇f | |nms(∇f)|

‖Tgrad‖ ‖T dgrad‖

Orientation angle Orientation angle
from Tgrad from T dgrad

Figure 3.5: Illustration of sparse tensor smoothing.
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3.5.2 Relation to the double angle representation

The double angle representation of local 2D orientation, denoted z, is defined as a
vector, or complex number, with a phase that is double the local orientation, see
e.g. [60, 64]. Figure 3.6 illustrates the idea. By using the double angle representa-

Figure 3.6: Illustration of the double angle representation.

tion we avoid ambiguities in the representation. It does not matter if we choose to
say that the orientation has the direction θ or, equivalently, θ + π. In the double
angle representation both choices yield the same descriptor ei2θ. The double an-
gle representation can, just as the tensor representation, be used in averaging of
orientation estimates. A simple way to compute the double angle representation
using the signal gradient ∇f = (fx fy)T is

z = (fx + ify)2 = f2
x − f2

y + i2fxfy . (3.23)

The double angle representation can also be derived using the functional frame-
work mentioned in section 3.3. Let v̂ = (cos α sinα)T and v̂⊥ = (− sin α cos α)T ,
and define

φ(v̂) =
∫

g(x)
(
(v̂T∇f(x))2 − (v̂T

⊥∇f(x))2
)

dx . (3.24)

This functional is basically the same as the one in (3.18), except that we punish,
or inhibit, with the orthogonal direction. It is straightforward to rewrite this
functional as

φ(v̂) =

(
cos 2α

sin 2α

)T

z , (3.25)

where

z =
∫

g(x)

(
f2

x − f2
y

2fxfy

)
dx , (3.26)

which is a weighted averaging of the double angle (3.23).
Does a double angle representation exist in higher dimensions than 2D? This

could be useful for averaging of orientation fields. One generalization to 3D has
been described in [93], where a 5D vector is heuristically derived to represent 3D
orientation in a suitable manner. The fact that the orientation is independent
of the sign of the orientation vector introduces a fundamental discontinuity. The
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5D vector is a generalization of the double angle in the sense that it eliminates
this discontinuity. We can also generalize the functional (3.24) for example by
punishing with a portion of the orthogonal component v̂⊥ computed in the plane
spanned by v̂ and ∇f , giving

φ(v̂) =
∫

g(x)
(
(v̂T∇f(x))2 − µ (v̂T

⊥∇f(x))2
)

dx

=
∫

g(x)
(
(v̂T∇f(x))2 − µ

(|∇f(x)|2 − (v̂T∇f(x))2
))

dx ,

(3.27)

where µ is a scalar that controls the amount of inhibition. It can be shown that
choosing µ = 1/2 produces a 5D vector representation,

φ(v̂) =

⎛⎜⎜⎜⎜⎜⎜⎝
sin2 α cos 2β

sin2 α sin 2β

sin 2α cos β

sin 2α sinβ√
3(cos2 α − 1

3 )

⎞⎟⎟⎟⎟⎟⎟⎠

T

∫
g(x)

⎛⎜⎜⎜⎜⎜⎜⎝

3
4 (f2

x − f2
y )

3
2fxfy

3
2fxfz

3
2fyfz√

3
2 f2

z −
√

3
4 (f2

x + f2
y )

⎞⎟⎟⎟⎟⎟⎟⎠ dx , (3.28)

where v̂ = (sin α cos β, sin α sin β, cos α)T is the spherical coordinate vector. Inter-
estingly enough, this is the same 5D vector as the one described in [93].

3.6 Discussion #2

What can we make out of these theoretical discussions and experiments? Hope-
fully, they give some insights into the differences and similarities between the
various methods that may aid in the choice of method for a particular application.
As mentioned earlier there is probably no single optimal tensor. Each method
assumes a model of the signal, and the model that comes closest the truth in a
particular application will probably win.

On the theoretical side we have seen that the gradient tensor and the poly-
nomial tensor can be derived from the same orientation functional using different
models of the signal gradient. The double angle representation and its generaliza-
tion to 3D can also be derived from the functional framework if we punish with
the orthogonal direction.

On the practical side the experiment indicate that it seems more important to
average the tensors than to choose a particular tensor method. Only one test image
is used in the experiments though, and this image is limited to simple and fairly
narrow-banded signals. Averaging is very beneficial for this type of image. We
see for example in table 3.2 that the Gaussian averaging filters have very large σ
compared to the filter size and are essentially box filters. But similar results have
been observed in a test image that contains non-simple and more wide-banded
signals, see [83]. The test image consists of small patches of simple signals with
different orientations. The results on the test image in [83] is however not as
distinct as in the experiment in this chapter, partly because it is not obvious how
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to define a ground truth for such images but mostly because none of the methods
can cope with such signals in a good manner (except to label them as non-simple).

The computational complexity for each method depends on a number of factors
such as signal dimensionality, filter sizes, and filter approximations. The quadra-
ture method have in general the largest complexity, unless filter approximations are
made which makes it comparable to the other methods. Note that the smoothed
versions do not have to be more computationally complex since the filters that are
used to compute the tensors probably can be made smaller.

We end this chapter by concluding that it is not necessarily bad to use small,
poor, edge detectors and other orientation operators. It is often argued that one
should use advanced operators and models to avoid aliasing and other discretiza-
tion problems. But that choice depends on what you do next.
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Chapter 4

Rotational Symmetries

This chapter describes tools and procedures to model and detect rotational sym-
metries, which define certain curvature patterns from local orientation. The model
and detection are invariant to the sign of the local orientation vectors. Examples
are circular patterns, star patterns, and parabolic patterns. The operators used to
detect the features can in many cases be efficiently implemented by separable 1D
filters. It is sometimes necessary to increase the model selectivity and to improve
the localization accuracy of these operators, and some methods are suggested for
that.

4.1 Introduction

Human vision seems to work in a hierarchical way in that we first extract low
level features such as local orientation and color, and then higher level features
[9]. There also seem to exist lateral interactions between cells, perhaps to make
them more selective. No one knows for sure what these high level features are
but there are some indications that curvature, circle patterns, spiral patterns, and
star patterns are among them [59]. Indeed, perceptual experiments indicate that
corners and curvature are very important features in the process of recognition
and one can often recognize an object from a few local curvature fragments alone
[6, 11]. They have a high degree of specificity and sparsity, and as they are point
features they do not suffer from the aperture problem usually encountered for line
and edge structures [64]. Furthermore, these kind of features are to various degrees
invariant to many geometrical image transformations.

The computer vision literature is rich in descriptions of feature detectors and
interest point operators, some of them are mentioned in section 4.3. These features
can for example serve as interest points for various computer vision tasks, for ex-
ample motion segmentation and tracking of objects [139], image enhancement and
restoration [140], and 3D surface reconstruction by tracking corners in time [31].
Some applications for the rotational symmetries in particular are described in sec-
tion 4.7. The theory behind the rotational symmetries is presented in sections 4.4,
4.5, and practical implementations to detect them in images are given in section
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4.6. The practical methods also include two techniques to make the responses more
selective which will simplify subsequent processing. One idea is to use inhibitions
between different responses. Examples and detailed implementations are given for
some of the symmetries. Several people have explored rotational symmetries and
similar methods before. Background and previous work on rotational symmetries
is reviewed in section 4.7, when appropriate terminology has been introduced.

4.2 Biological motivation

Although the goal of computer vision may not be to mimic biological behavior, bi-
ology can still serve as a source of inspiration. The use of local curvature for object
recognition is still limited in the field of computer vision, but there are a number
of studies and perceptual experiments that indicate the importance of curvature
in biological vision. This section presents some of them, if nothing else just for
the fun of it. Unfortunately they give no clues to how to further use curvature
information for recognition tasks. The figures in this section are copied from the
cited articles.

Attneave [6] views point features from an information theoretical perspective.
Point features such as curvature points and corners contain more information
than lines and edges, because they cannot as easily be predicted from neighboring
points. He also shows that objects can be recognized from simplified drawings
using straight lines between high curvature points, see figure 4.1.

Figure 4.1: From [6]. Perceptual experiment showing the importance of curvature.
Quote: “Drawing made by abstracting 38 points of maximum curvature from
the contours of a sleeping cat, and connecting these points appropriately with a
straight edge.”

Oster [125]: Phosphenes are subjective images which result from internal ac-
tivity in the eye and the brain. They can arise spontaneously as moving specks of
light, for example when you close your eyes or enter a dark room. Other patterns
can be induced by pressing the eyeballs, star patterns can arise from a blow on the
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head (hence the expression ‘seeing stars’), and still other patterns can be induced
from chemical drugs or from electrical stimulation. These patterns are interesting
because they must be related to the visual pathway, and the visual cortex. Cur-
vature, circles and star patterns seem to be among the patterns that appear when
electrical impulses are sent into the brain through electrodes placed on the head,
see figure 4.2.

Figure 4.2: From [125]. Examples of phosphenes. Quote: “CLASSIFICATION
of electrically induced phosphenes was undertaken by Max Knoll. On the basis
of reports from more than 1,000 volunteers he grouped the phosphenes into 15
categories, each represented here by a typical example and numbered in accordance
with its commonness. Certain forms are characteristic of each pulse frequency for
each individual.”

Oster also points out that scribbles from children during their early years are
similar to typical electrically induced phosphenes, as the ones in figure 4.2. As the
child grows older the scribbles are combined to form more complex figures such
as objects. The drawings are subsequently improved and finally relations between
objects are included.

Blakemore and Over [25]: Cell adaptation means that cells that have been
strongly activated become less responsive due to fatigue. During adaptation so
called after-effects can occur which means that the interpretation of an event
becomes biased to cell responses that have not been adapted. For example, if one
looks at a yellow colored area for a about minute and then at a gray area it appears
bluish, since blue is the complementary color to yellow (see [5]). Blakemore and
Over showed that we can experience curvature after-effects. A person had looked
fixedly on a curvature image for a minute, see figure 4.3, and was then asked to
look at an image with a line and correct the orientation until it looked straight. If
the line needed correction, the person experienced an after-effect. Blakemore and
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Over argued that this indicated the existence of curvature-selective cells. They also
argued that the curvature cells use information from orientation-selective cells.

Figure 4.3: From [25]. Perceptual experiment on curvature after-effects. Left:
Inspection stimulus. Right: Test stimulus. Quote: “The subjects adapted by
viewing the inspection stimulus and then, while fixating the dark center of the
test stimulus, they adjusted the curvature of the line until it appeared straight.
There were four inspection conditions: (i) steady fixation on a spot of light at a,
(ii) smooth eye movements following the spot as it moved horizontally over a total
excursion b-b, (iii) pursuit eye movements with a vertically moving fixation spot
c-c, (iv) horizontal scanning from b-b but with the pattern blanked off at each
side, beyond d, exposing only a central pattern of curves, 2-5 deg wide. Significant
after-effects were generated under conditions (i), (ii) and (iv), but not with vertical
scanning.”

Biederman [11, 12]: An object can often be recognized by its contour alone,
see the left column in figure 4.4. This means that there is a great deal of redundant
information in a color or intensity image. Biederman showed that if we go one step
further and only use high-curvature features, we can still recognize the objects in
many cases, see the middle column in figure 4.4. The recognition task becomes
often more difficult if we use other contour parts (right column).

Gallant et al [59]: Gallant et al have studied the selectivity for polar (circle,
spiral-, and star-patterns), hyperbolic (curvature patterns), and Cartesian (lines,
edges, etc) image patterns in some cells in area V4 in the macaque visual cortex
(also see Tanaka below). They found that many cells are more sensitive to polar
and hyperbolic patterns than to Cartesian patterns. Many of the cells were tuned
to one phase within the class, for example some cells were sensitive to star patterns
but not to circle patterns, some were sensitive to curvature around one direction
but not to the other directions. Also, some cells were selective to more than one of
the three classes of patterns but they still kept their tuning selectivity within the
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Figure 4.4: From [11]. Perceptual experiment showing the importance of curva-
ture. Quote: “Example of five stimulus objects in the experiment on the percep-
tion of degraded objects. (The left column shows the original intact versions. The
middle column shows the recoverable versions. The contours have been deleted in
regions where they can be replaced through collinearity or smooth curvature. The
right column shows the nonrecoverable versions. The contours have been deleted
at regions of concavity so that collinearity or smooth curvature of segments bridges
the concavity. In addition, vertices have been altered, for example, from Ys to Ls,
and misleading symmetry and parallelism have been introduced.)”
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classes. Interestingly enough, they also found that many of the cells were fairly
invariant to the location of the pattern within the receptive field.

Humphreys [78]: Many conclusions about how the brain works can be made
by observing persons with brain lesions. Humphreys studied the effects of lesions
in the parietal lobe (Balints syndrom). These persons had for example difficulty
recognizing words if there were objects present - the objects seemed to outvote the
words. It was also difficult to recognize squares represented by lines when another
object represented by corners was present. On the other hand, it was no problem
if the square was represented by corners and the other object by lines, see figure
4.5. This implies that corners outvote lines in some sense, and that they therefore
are more important. This may also be because corners have a stronger influence
than lines upon the attention mechanism.

(a) (b) (c) (d)

Figure 4.5: From [78]. Square and diamond test patterns represented by lines and
corners. Objects (a),(b),(c),(d) were shown either isolated or in pairs (a,d) and
(b,c) for a short duration of time, and two persons with lesions in the parietal lobe
was asked to detect whether a square was present. They failed the task for the
pair (a,d) but not for isolated objects or for the pair (b,c).

Tanaka et al [143, 104]: It is often assumed that there are two visual pathways
in the brain, popularly called the where and what pathways. The first one deals
with location of objects. The second one, also called the ventral visual pathway,
presumably deals with recognition of objects. One simplified model is that the
visual information is processed approximately in a sequence through five local
areas in the brain,

V 1 ⇒ V 2 ⇒ V 4 ⇒ TEO ⇒ TE . (4.1)

TE (inferotemporal cortex) is assumed to be the last area in the pathway specif-
ically involved in visual processing. The information from TE goes out to other
parts of the brain. The cell responses become more refined and selective along
the way, and their behavior is very non-linear and unpredictable at the end of the
path. Tanaka et al measured individual cell responses to different image patterns
in the macaque visual cortex. First, objects were shown, and the ones that gave a
cell response were subsequently simplified in a way that the cell response remained
high, to finally arrive at what they called the cell critical feature. This pattern
was assumed to be the simplest, yet optimal pattern for the cell. Some of these
patterns are shown in figure 4.6. The patterns should not be taken too seriously,
it would be almost impossible to find the optimal pattern for an individual cell,
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but they may at least give a clue of the complexity in each brain area. It is also
worth mentioning that the cell responses were found to be more invariant to size
and position of the patterns in the later areas TEO and TE.

Figure 4.6: From [104]. Quote: “Examples of the complex critical features in the
4 regions. YG = yellow green, Br = brown.”

Horridge [76] has shown that honeybees can be taught to discriminate between
circular patterns and star patterns. His experiments also suggest that the bees
have ‘tangential’ and ‘radial’ filters, i.e. cells that are sensitive to edges directed
out from the center of the eye’s fixation point (e.g. edges in a star pattern) and
edges directed orthogonally to those (e.g. edges in a circular pattern).

4.3 Some other feature detectors

There has been an explosion of methods to detect image feature in the past decades,
and it is very difficult to overview the field. There are many principles described in
the literature for detection of features similar to the rotational symmetries, or at
least in some sense for detection of features at the same complexity level. Exam-
ples are corners, curvature, symmetries, line-endings and junctions. The list below
contains examples of existing methods, but the list is far from being complete. It
is not the intention to compare the different detectors but merely to give a notion
of the diversity and similarities of the methods. The detectors are either based on
intensity information or on local orientation information. They are presented in
chronological order.

Moravec [116]: Probably the first ‘points of interest’-detector. Directional
variance is measured over small square windows of typically 4 to 8 pixels on a
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side. Sums of squares of differences of pixels adjacent in each of four directions
(horizontal, vertical and two diagonals) over the window are obtained. The vari-
ance of the window is the minimum of these four sums. This variance is then used
as a measure of information in the window.

Beaudet [10]: Also one of the first attempts to detect interest points. The
local image area is approximated with its k:th order Taylor series expansion using
least squares (different values of k are explored). He then evaluated some different
corner detectors based on the model parameters and decided for the determinant
of the Hessian,

fxxfyy − f2
xy , (4.2)

where fxx, fyy, and fxy are second order derivatives of the image intensity function.

Haralick, Kitchen & Rosenfeld, and Nagel [71, 69, 70, 92, 119] have all
developed similar corner detectors based on polynomial expansion models. An
incomplete third degree polynomial model is fitted locally to the image,

f(x, y) ∼ k1 + k2x + k3y + k4x
2 + k5xy + k6y

2

+ k7x
3 + k8x

2y + k9xy2 + k10y
3 .

(4.3)

This model is sometimes called the facet model. A well known curvature measure
is the derivative of the contour tangent angle along the contour. It can be shown
that this curvature measure can be computed as

κ =
2fxyfxfy − fyyf2

x − fxxf2
y

(f2
x + f2

y )3/2
∼ 2(k2k3k5 − k6k

2
2 + k4k

2
3)

(k2
2 + k2

3)3/2
. (4.4)

The final corner detector is defined as

κ|∇f |γ , (4.5)

where |∇f |γ is a measure of certainty for the estimated curvature κ.

Rotational symmetries: The rotational symmetries are thoroughly described
later in this chapter. The theory was developed around 1981 by Granlund and
Knutsson, and a number of people have been doing research on them, see the
review in section 4.7. The basic idea is to use local orientation (in double an-
gle representation) to detect complex curvature. A set of filters is applied on
the orientation image and from the result it is possible to detect and distinguish
between a number of features, such as corners, circular patterns, and star patterns.

Harris [72]: The Harris detector, also called Plessey detector, is one of the
best known detectors for point features. The detector is based on an estimate of
the image gradient ∇f . Small differential filters, [−1 0 1], was used in the original
version, but differentiated Gaussian filters is probably more used today. The outer
product of the gradient is computed and averaged over a local area in the image
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using another Gaussian filter,

M =
∑
x

g(x)∇f(x)∇f(x)T . (4.6)

The 2×2 matrix M is sometimes referred to as an orientation tensor or a structure
tensor. By looking at the eigenvalues of this matrix we can decide whether the
local image area contains a one- or two-dimensional structure. For example, edges
and lines will give one large and one small eigenvalue, while for corners both
eigenvalues will be large. The Harris detector is defined as

det(M) − k trace2(M) , (4.7)

where k is a constant, often empirically chosen as 0.04. The Harris detector is
often labeled as a corner detector, but in fact it detects an entire range of patterns
and cannot distinguish between corners and other two-dimensional structures.

Noble [122] presented a detector which is closely related to the Harris detector:

det(M)
trace(M)

, (4.8)

where M is computed according to (4.6). It is shown that this measure is approx-
imately the average curvature weighted with the image gradient.

Danielsson and Ye [36] use second order derivatives to detect and distinguish
between dark and light lines, dark and light blobs, cross patterns, and shapes in
between those extrema. This method was originally used for enhancement of fin-
gerprint images, but has later been presented as a general tool for feature detection
in 2D and 3D, see e.g. [35].

Cooper [33] detects corners in two steps; first, find possible corner locations
by testing similarity between image patches along the edge direction. The patches
differ if we are close to a corner. Second, compute the contour direction and if the
absolute value of the second derivative along the contour direction is greater than
zero, the region is detected as a corner.

Mehrotra, Nichani, and Ranganathan [111]: Line-endings are detected in
8 different directions. First and second derivatives of a Gaussian are used as filters
(where the origin is located on the edge of the filter instead of in the middle).
Both corner angle and corner orientation are computed.

Deriche [38] developed a corner detector as an attempt to improve the lo-
cation of the response from Beaudet’s detector in (4.2). Corners are detected in
two different scales using the Beaudet detector. A line is drawn between the two
responses and the Laplacian is computed along the line. The location of the zero
crossing of the Laplacian is selected as the corner position.
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B̊arman [8] detects curvature from a local orientation description in dou-
ble angle representation. The local orientation image is correlated with a set of
quadrature filters, and the responses are used to detect curvature. This curvature
is related to the first order rotational symmetries described later in this chapter.
B̊arman also uses a similar strategy to detect curvature in 3D and 4D data.

Rohr [130] defines a corner by the parameters α (corner orientation), β (cor-
ner angle), a (corner amplitude), and σ (corner softness). Junctions are modeled
as a sum of corner regions. A simple point-of-interest detector is used to find
preliminary locations in which the parameters are optimized from a least squares
problem (the solution is found by an iterative method). Corners, T-, L-, K-, X-
and arrow-junctions can be detected but large masks (20 × 20) are used which
makes the algorithm computationally complex.

Reisfeld [129] describes an operator that measures symmetries using the image
gradient. For each position r0 we get a contribution to the symmetry response
from each pair of pixel positions r1 = r0 − r and r2 = r0 + r. The contribution
C12 is computed as C12 = D12P12|∇f(r1)||∇f(r2)|, where

D12 =
1√
2πσ

e−|r1−r2|/2σ (4.9)

is a distance function, and

P12 = (1 − cos(θ1 + θ2 − 2α12))(1 − cos(θ1 − θ2)) ,

⎧⎪⎨⎪⎩
θ1 = ∠∇f(r1)
θ2 = ∠∇f(r2)
α12 = ∠r

(4.10)

is a function of gradient direction. The first term of P12 is high when the gradients
are oriented in the same direction toward each other, i.e. symmetric with respect
to the line going through r1 and r2. The second term gives a low response for
parallel gradients, which includes edge patterns. A circle is the optimal pattern.
The highest responses were located on the eyes and the mouth when applied to
an image with a face. The algorithm can be efficiently implemented.

Smith and Brady [140, 139] developed the SUSAN detector, which stands
for Smallest Univalue Segment Assimilation Nucleus. This corner detector is both
fast (it is claimed to be 10 times faster than the Harris detector) and noise robust.
The algorithm is as follows:

1. Place a circular mask around the pixel (nucleus), r0, in question.

2. Compute the number of pixels within the mask which have similar brightness
to the nucleus using the formula

n(r0) =
∑
r

c(r, r0) where c(r, r0) = e(
f(r)−f(r0)

t )6 . (4.11)

The set of pixels r with high value c(r, r0) is called the USAN set.
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3. Threshold n(r0) to get initial responses using the formula

R(r0) =

{
nmax/2 − n(r0) if n(r0) < nmax/2 ,

0 otherwise .
(4.12)

4. Test for false positives; the center of gravity of the USAN set should be far
away from the nucleus, and all pixels between the nucleus and the center of
gravity should belong to the USAN set.

5. Apply non-max-suppression to find the corners.

Trajkovic and Hedley [144] developed a corner detector based on the mini-
mum intensity change (MIC). The Corner Response Function, CRF, can roughly
be described as

CRF = min
r

[(f(r0 + r) − f(r0))2 − (f(r0 − r) − f(r0))2] . (4.13)

The expression is in reality a bit more complicated and fuzzy. The CRF can be
efficiently computed.

Contour methods: There are, in addition to the algorithms described above,
a number of local curvature detectors based on contour descriptions (e.g. repre-
sented by chain codes). This approach requires a prior segmentation step which
might work more or less well depending on the image content. Examples of multi-
scale curvature detection from contour, called curvature scale space, can be found
in [131, 114]. The object contour is extracted and the curvature is computed in
several scales. Inflection points, defined as points where the curvature is switching
from concave to convex, is used as feature points for the object.

4.4 Local orientation

The computer vision literature describes a vast number of methods to detect edges,
lines, and general local orientation. We will for simplicity use the image gradient
∇f =

(
fx fy

)T , possibly with a remapping of the magnitude. The gradient is
computed by correlating the image with partial derivatives of a Gaussian function
g(x, y) with standard deviation σ.

4.4.1 Orientation selective enhancement

We mention a post-processing of the gradient that is used in some cases as an
enhancement and to improve the selectivity. This enhancement has been most
effective for artificial images and the advantage on natural images is not obvious.
We will therefore only briefly discuss the details.

The gradient is often too sensitive to contrast, therefore we raise the magnitude
of the gradient with a value γ ≤ 1. However, this remapping will also increase the
magnitude in noisy regions and on smooth shadows. This effect can be reduced
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if the remapped gradient magnitude is filtered with an adaptive Laplace operator
that performs averaging along the edge and inhibition in the orthogonal direction,
i.e.

L(α) =
(
σ2 − (cos(α)x + sin(α)y)2

)
g(x, y)

=
(
σ2 − cos2(α)x2 − sin2(α)y2 − sin(2α)xy

)
g(x, y) ,

(4.14)

where σ is the standard deviation of the Gaussian g(x, y) and α = ∠∇f is the angle
of the gradient. The last equality in (4.14) shows that L(α) can be implemented
as a linear combination of filter responses from a fixed set of filters (c.f. steerable
filters). The function (4.14) is applied to the remapped gradient magnitude, and
negative filter responses are set to zero. We will denote this operation L{·}. This
enhancement is not optimal, the gradient will be suppressed if there exist other
large gradients positioned orthogonal to the line, regardless of their orientation.
This inhibition will reduce the gradient in for example corners, which may be un-
desirable. Another approach could be to inhibit only with parallel edges and lines,
and ignore orthogonal orientations. Some experiments on this idea have been made
and the resulting orientation image sometimes look subjectively better. But the
advantage in the application described here is not obvious and the computational
cost in the improved implementation is higher.

The results of applying this enhancement on two test images is shown in figures
4.7 and 4.8.

4.4.2 The double angle representation

The definition of rotational symmetries is based on local orientation in double
angle representation. The double angle representation, z, of an orientation with
the direction θ is defined as a complex number (or equivalently a 2D vector) with an
argument (or angle) that is double the local orientation, z = c ei2θ, first suggested
in [60]. Figure 4.9 illustrates the idea. The magnitude c may encode information
about signal energy or signal confidence.

Representing orientation by a double angle has some advantages compared
to the simple angle. We avoid ambiguities in the representation of even signals
(e.g. lines). It does not matter if we choose to say that the signal has the direction
θ or θ + π. In the double angle representation both choices get the same descrip-
tor ei2θ. A consequence of this property is that averaging of the double angle
orientation description gives a different result compared to averaging a simple an-
gle description. One can also argue that two orthogonal orientations should have
maximally different representations, e.g. vectors that point in opposite directions
[60].

In practise we may for example compute the double angle representation of
edges from the image gradient as

z = |∇f |γ ei2∠∇f = |∇f |γ−2(fx + ify)2 , (4.15)

where γ controls the energy sensitivity.
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(a) f (b) |∇f |

(c) |∇f |0.5 (d) L{|∇f |0.5}

Figure 4.7: Result of orientation selective enhancement on a synthetic test image.
Note that the smooth shadow in the lower right part of (a) is reduced after the
final inhibition.

(a) f (b) |∇f |

(c) |∇f |0.7 (d) L{|∇f |0.7}

Figure 4.8: Result of orientation selective enhancement on a real test image.
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Figure 4.9: Illustration of the double angle representation, z = ei2θ.

∠z = 2ϕ ∠z = 2ϕ + π/2 ∠z = 2ϕ + π

Figure 4.10: Examples of image patterns and corresponding local orientation in
double angle representation, z.

4.5 Rotational symmetries in theory

Figure 4.10 shows some examples of image patterns and their corresponding local
orientation in double angle representation. Let (r, ϕ) denote polar coordinates. All
three patterns have a double angle representation z(r, ϕ) with an angular variation
that analytically can be expressed as ∠z(r, ϕ) = 2ϕ+α with different choices of α.
The patterns in figure 4.10 and certain other interesting local curvature patterns
in images have a local orientation field that can be described analytically in a nice
simple manner. We will describe a particular class of such patterns.

Let f(r, ϕ) denote a 2D signal and let z(r, ϕ) denote a local orientation de-
scription of f(r, ϕ) in double angle representation.

Definition 1 A signal f(r, ϕ) is called a rotational symmetry if the corresponding
orientation angle ∠z(r, ϕ) only depends on ϕ.

This class of symmetries is large, we limit ourselves to a particular subclass:

Definition 2 A signal f(r, ϕ) is called an n:th order (rotational) symmetry, if

z(r, ϕ) = c(r, ϕ)ei(nϕ+α) , (4.16)

where c(r, ϕ) ∈ R is the magnitude of z(r, ϕ) and α ∈ [−π, π] is called the phase.
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Each symmetry order n describes an entire family of patterns, and each α repre-
sents a member in the family. For example, circular patterns and star patterns
both belong to the second order symmetries with the phase α = 0 and α = π
respectively.

Note that we have only defined the n:th order symmetries indirectly using
their orientation description. Given a local orientation description (4.16) one has
to compute an ‘inverse’, or back-projection, to find the corresponding signal f(r, ϕ).
This back-projection is obviously not unique, we have lost information about the
sign of the image gradient when we computed the double angle. Furthermore, the
local orientation can be defined in many different ways, for example as the gradient
computed from partial derivatives of a Gaussian, or as the dominant eigenvector
of an orientation tensor.

For continuous functions we may define the local orientation as the angle of
the gradient ∇f , which is uniquely defined almost everywhere. Definition 2 then
implies that the gradient is parallel to the simple angle representation of the sym-
metry, i.e.

∇f =

(
fx

fy

)
//

(
cos β

sin β

)
, where β = β(ϕ) =

1
2
∠z =

1
2
(nϕ + α) . (4.17)

Note that we have to divide the angle of z by two to get the simple angle repre-
sentation. Equivalently, (4.17) means that the gradient is orthogonal to the vector
(− sin β cos β)T , i.e.

fx sin β = fy cos β . (4.18)

The differential equation (4.18) can be used for back-projection of the n:th order
symmetries, i.e. to compute the signal f . It is difficult to derive the general solution
of (4.18), but we can find a class of functions assuming polar separability. This
solution is derived in appendix A and shown in equation (A.13), page 160. Note
that if f(r, ϕ) is a solution to (4.18) then every function g(r, ϕ) = h(f(r, ϕ)) is also
a solution. This means that we can generate a larger class of solutions including
functions that are not polar separable. Some examples are given in appendix A,
and figure 4.11 shows these functions for different phases α of the orders n = 0,
1, and 2. We see that the 0:th order contains linear symmetries, the 1:st order
contains parabolic patterns, and the 2:nd order describes circular patterns, spiral
patterns, and star shaped patterns. Using the parameters (n, α) we can distinguish
the patterns in different rows, but not within the rows. All patterns in a row can in
a way be summarized by the leftmost pattern, which is an isocurve illustration of
patterns for a certain choice (n, α). Figure 4.12 shows such psychedelic patterns for
the symmetries of orders n = −4,−3, . . . , 5. Note that the second order symmetry
is the only case where the phase α does not correspond to a rotation of the pattern.
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n = 0

α = 0

α = π/2

α = π

α = 3π/2
n = 1

α = 0

α = π/2

α = π

α = 3π/2
n = 2

α = 0

α = π/2

α = π

α = 3π/2

Figure 4.11: Examples of 0:th, 1:st, and 2:nd order rotational symmetries of dif-
ferent phases α. The patterns are generated using (A.13) on page 160, combined
with (A.14) , (A.15), (A.16), or (A.17).

n = −4

α 
=

 0
α 

=
 π

/2
α 

=
 π

α 
=

 3
π/

2

n = −3 n = −2 n = −1 n = 0 n = 1 n = 2 n = 3 n = 4 n = 5

Figure 4.12: Examples illustrating the n:th order rotational symmetries, n =
−4,−3, . . . , 5. The patterns are generated using (A.13) on page 160, combined
with (A.14) for n �= 2 and (A.15) for n = 2.
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4.6 Rotational symmetries in practise

Methods to detect the n:th order symmetries, or subsets thereof, have been devel-
oped by several people in different ways. We will present a mixture of ideas that
can be useful, and then later in section 4.7 sort out the relations to previous work.
The choice of method depends on the application, and no optimal method will be
presented. Rather, a set of tools is described that can be combined according to
the need. We first present methods to detect general n:th order symmetries. The
most useful symmetries are probably the ones with a low order, especially the first
and second orders. The impatient reader may jump to section 4.6.5 for examples
and detailed implementations of these symmetries.

The rotational symmetries were defined in the continuous world in section 4.5.
The signal f(x) will in practise denote a local region in a pixel-discretized image,
and z(x) is the corresponding region of local orientation estimates in double angle
representation. We will continue to use integrals here, even though they in practise
become summations over a local region in the image.

Let x = (x y)T = (r cos ϕ r sinϕ)T denote a local coordinate system in
an image. For simplicity, let ∇f(x) = (fx(x) fy(x))T denote any local orienta-
tion estimate in simple angle representation, not necessarily the image gradient.
Furthermore, we assume without loss of generality that the double angle represen-
tation is computed as

z(x) = (fx(x) + ify(x))2

= f2
x(x) − f2

y (x) + i2fx(x)fy(x) .
(4.19)

Finally, define the n:th order symmetry basis function

bn(x) = einϕ . (4.20)

A straightforward method to detect the n:th order symmetry in an image is to
correlate the corresponding double angle image with a template filter, a(x)bn(x),
where a(x) is a suitable weight function that serves as a spatial window for the
template bn(x). The correlation means that we in each local region in the image
compute the scalar product

sn = 〈abn, z〉 =
∫

a(x)e−inϕz(x) dx . (4.21)

Note that complex valued scalar product and correlation implies conjugation of the
filter. Also note the resemblance to polar Fourier transform. The filter response
sn is a complex value, where a high magnitude somewhere in the image indicates
a probable n:th order symmetry, and where the argument of the response reveals
the class member α. For example, a region containing an n:th order symmetry has
the double angle description z(x) = c(x)ei(nϕ+α), which gives the filter response

〈abn, cei(nϕ+α)〉 = 〈a, c〉eiα . (4.22)

The correlation can be efficiently implemented if we choose a different window
for each order,

a(x) → an(x) = r|n|g(x) , (4.23)
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(x − iy)2g(x) (x − iy)g(x) g(x) (x + iy)g(x) (x + iy)2g(x)

Figure 4.13: Example of the filters (4.24) for n = −2, . . . , 2, filter size 11×11, and
σ = 1.5. The grayvalue denotes the magnitude an(x), and the vectors denotes the
complex filter coefficients.

where g(x) = g(x, y) = g(r) denotes a Gaussian function with standard deviation
σ. Then we get the filters

an(x)einϕ = r|n|g(x)einϕ =

{
(x + iy)ng(x, y) n >= 0 ,

(x − iy)ng(x, y) n < 0 .
(4.24)

Figure 4.13 shows some examples. The window an is different for each n which
may be a problem in situations where the symmetry order in a region is determined
from a comparison between the filter response magnitudes |sn|. But they can be
made more similar if we choose different σ for each order n. The filters (4.24)
can be implemented as a linear combination of local monomial filters xpyqg(x, y),
p + q = n, which in turn can be made Cartesian separable.

There are other ways for efficient implementations. Instead of using separable
filters we may compute the scalar product only in interesting regions. These re-
gions may for example be chosen as regions with an isotropic orientation tensor.
The choice between separable filters and sparse correlation depends on the image
content and also on the type of hardware. The sparse correlation alternative will
not be explored further here.

It is fairly obvious from the definition (4.21) that the operators sn will respond
to patterns other than the n:th order symmetries, for better or for worse. Figure
4.14 shows the result of computing s1 on a test image (using a suitable value σ for
the window). We see that the magnitude response |s1| is highest near corners, but
it is also fairly high along edges. The result is probably not what would be desired,
since the first order symmetries are high curvature patterns. However, the result
is to be expected, and the other symmetry operators suffer from similar problems.
One way to realize this is to interpret the product a(x)c(x) as a weight for pixel
x, and rewrite the unweighted scalar product as a weighted scalar product,

〈abn, z〉 = 〈bn, ẑ〉ac , (4.25)

where ẑ = z/|z| is the normalized double angle. The functions {bn} are orthogonal
only for certain choices of weight, for example a constant weight or a weight that
only depends on the radius r. This is not the case for most regions in the example
in figure 4.14, and the first order operator s1 will therefore respond to lines and
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f L{|∇f |0.5} |s1|

Figure 4.14: Example of the response of the operator s1 on a test image f(x). The
enhancement in section 4.4.1 has been used for the gradient.

edges among other things. Another example is the second order operator s2 which
will respond near corners, where the regions are almost ‘half circles’. The same
operator will also give high responses on lines and edges. Actually, an ideal line
or edge going through the center of a region is by Definition 2 a second order
symmetry with phase α = π, i.e. a star pattern. The high response of s2 in such
regions is therefore not an error in the operator, but still probably undesired.

There are additional tricks that can be applied to increase the selectivity. These
will be presented below.

4.6.1 Increased selectivity

We suggest two different methods to increase the selectivity; normalized convolu-
tion and normalized inhibition. The n:th order symmetry operator with increased
selectivity will be denoted šn in both cases.

Normalized convolution

The normalized convolution technique that was described in section 2.2 can be used
to increase the selectivity. In each region of the image we model the normalized
double angle, ẑ = z/|z|, by a linear combination of a set of basis functions {bn},
i.e.

ẑ(x) =
z(x)
|z(x)| ∼

∑
n

rnbn(x) =
∑

n

rneinϕ . (4.26)

The magnitude c(x) = |z(x)| is used as certainty, and a(x) as applicability. The
normalized convolution implies that the model parameters {rn} are in each region
solved from a weighted least squares problem with a(x)c(x) as the weight for pixel
x. The final estimated value for the n:th order symmetry is computed as

šn = coutrn , (4.27)

where cout is a suitable output certainty, for example (2.6).
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The basic idea in this method is that we include basis functions for the sym-
metries that we want to find, but also basis functions for the symmetries that
we do not want to find. For example, let us assume that we want to find n:th
order symmetries, but that we do not want to have high responses šn in regions
containing edges and lines and other zeroth order symmetries (as we did for s1 in
figure 4.14). In this case we use the two basis functions {b0, bn} = {1, einϕ}. The
normalized convolution solution (2.5) becomes(

r0

rn

)
=

(
〈ab0b̄0, c〉 〈ab0b̄n, c〉
〈abnb̄0, c〉 〈abnb̄n, c〉

)−1 (〈ab0, cẑ〉
〈abn, cẑ〉

)

=

(
〈a, |z|〉 〈ab̄n, |z|〉
〈abn, |z|〉 〈a, |z|〉

)−1 ( 〈a, z〉
〈abn, z〉

)
,

(4.28)

which gives

rn =
〈a, |z|〉〈abn, z〉 − 〈a, z〉〈abn, |z|〉

〈a, |z|〉2 − |〈abn, |z|〉|2 . (4.29)

If we for pedagogical reasons choose

cout =
〈a, |z|〉2 − |〈abn, |z|〉|2

〈a, |z|〉 (4.30)

(which is a valid output certainty) we get the interpretable expression

šn = 〈abn, z〉 − 〈a, z〉〈abn, |z|〉
〈a, |z|〉 . (4.31)

We recognize the first term as the operator sn in (4.21). The second term will be
large and inhibit the first term if the region consists of a zeroth order symmetry.
The result of computing š1 from (4.31) on the test image in figure 4.14 is shown
in the left image in figure 4.15.

Computing (4.26) in each region in an image implies correlation of the signals
z and |z| with filters a(x)bn(x). Note that these filters can only be made simulta-
neously separable for certain choices of a and bn, for example a(x) = r2g(x) and
{b0, b2}.

Normalized inhibition

A second alternative for increasing the selectivity that we will refer to as normal-
ized inhibition is related to the normalized convolution, but is in a way simpler
and less computationally complex. The basic idea is that a suitable normalization
of the operator sn in (4.21) ensures that the response magnitude lies between 0
and 1. It is fairly easy to show that

0 ≤ |sn|
〈an, |z|〉 =

|〈anbn, z〉|
〈an, |z|〉 ≤ 1 , (4.32)
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Normalized convolution Normalized inhibition
|š1| in (4.31) |š1| in (4.34)

Figure 4.15: Example of increased selectivity of the first order symmetry operator
in figure 4.14.

with equality to one if and only if z is a symmetry of order n. Assume that we
want to detect n:th order symmetries, but not symmetries k ∈ K. The normalized
inhibition is then computed as

šn = 〈anbn, z〉
∏
k∈K

(
1 − |〈akbk, z〉|

〈ak, |z|〉
)

= sn

∏
k∈K

(
1 − |sk|

〈ak, |z|〉
)

.

(4.33)

where the windows (applicabilities) ak may be equal or different. For example,
the n:th order symmetry inhibited with the zeroth order becomes

šn = sn

(
1 − |s0|

〈a0, |z|〉
)

= 〈anbn, z〉
(

1 − |〈a0, z〉|
〈a0, |z|〉

)
. (4.34)

The result of computing š1 from (4.34) on the test image in figure 4.14 is shown
in the right image in figure 4.15. We see that the expressions (4.31) and (4.34) are
similar, and that they give similar results in figure 4.15. The normalized inhibition
seems to be somewhat more selective, although each method can be made more
or less selective depending on the choice of user parameters such as applicability
a and output certainty cout. The expression (4.33) can also be modified in various
manners to give more or less amount of inhibition.

The normalized inhibition may be viewed as a fuzzy classification method where
at most one of the symmetries gives a high response in each region. The normalized
convolution method on the other hand, models each region as a linear combination
of symmetry orders, similar to a Fourier transform in the angular dimension. This
model can for example be used to distinguish between patterns such as circles,
triangles, and squares.
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4.6.2 Generalization of Förstner’s operator

We mention another alternative and fairly intuitive operator to detect symmetries,
which is better suited for the position improvement of the second order symmetries
in section 4.6.3. The requirement (4.17) on the signal gradient for the n:th order
symmetry can be used to formulate the operator

Sn(α) =
∫

a(x)

(
∇fT(x)

(
cos nϕ+α

2

sin nϕ+α
2

))2

dx . (4.35)

A high value Sn(α) in a local region in an image indicate the presence of the n:th
order symmetry with the phase α. The most evident example is the operator for
circular patterns, i.e. the second order symmetry with phase α = 0, which for
a = r2g becomes

Scircle = S2(0) =
∫

g(x)
(∇fT(x)x

)2 dx . (4.36)

Another example is the star pattern operator

Sstar = S2(π) =
∫

g(x)
(∇fT(x)x⊥

)2 dx , (4.37)

where x⊥ = (−y x)T . The functions (4.36) and (4.37) were developed for feature
extraction by Förstner [56], and Sn may be viewed as a generalization of these
Förstner operators. We may either choose to implement the operator Sn(α) for a
certain phase α, or as a function of the phase and determine the dominant phase
by maximization of Sn.

Not surprisingly, the two operators sn and Sn(α) are closely related. This may
be easier realized if we rewrite (4.35) as

Sn(α) = 〈abnbT
n , ∇f∇fT 〉 , (4.38)

where

bn =

(
cos nϕ+α

2

sin nϕ+α
2

)
. (4.39)

We see that both sn and Sn are computed as scalar products between a template
and the local orientation, but on different orientation representations. The double
angle representation z is used in the operator sn, while a tensor representation
∇f∇fT is used for Sn (note that ∇f∇fT can be replaced by an orientation
tensor). But there is a fundamental difference in the properties between the two
operators; the operator Sn allows only positive votes, while the operator sn also
allows negative votes. It is straightforward to show that

S̃n(α) = Sn(α) − Sn(α + π) =

(
cos α

sinα

)T (
Re{sn}
Im{sn}

)
, (4.40)
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which means that the operator S̃n is equivalent to sn, i.e.

sn ⇐⇒ S̃n . (4.41)

The subtraction in (4.40) implies that the measure for the n:th order symmetry
pattern with phase α is inhibited with the measure for the pattern with the phase
α+π, i.e. the most dissimilar pattern of the same order. The operator S̃n ⇔ sn has
an increased selectivity compared to Sn, but is also more sensitive to interferences.
For example, the star pattern operator Sstar will respond to a region that contains
both a star pattern and a circle pattern (e.g. a bicycle wheel), while the two
patterns may cancel each other out in s2.

Interestingly enough, the operator Sn, which is defined from a tensor repre-
sentation of local orientation, is equivalent to a tensor representation of the n:th
order symmetries. We can rewrite (4.35) as Sn(α) = vT (α)Tnv(α), where

Tn =
∫

a(x)RT(nϕ/2)∇f(x)∇fT(x)R(nϕ/2) dx , (4.42)

R(nϕ/2) =

(
cos nϕ

2 − sin nϕ
2

sin nϕ
2 cos nϕ

2

)
, v(α) =

(
cos α

2

sin α
2

)
. (4.43)

The symmetry tensor (4.42) can also be derived from the framework of Bigün, see
e.g. [17]. He defines a generalized structure tensor, where the ordinary gradient
computed in Cartesian coordinates is replaced with a gradient that is computed
in another coordinate system (ξ, η).

Finally, the methods for increased model selectivity in section 4.6.1 can be used
for the operator Sn as well, but using the tensor representation of local orientation
instead of the double angle representation.

4.6.3 Improved localization for the second order symmetries

We showed in section 4.6.1 that the operator sn may give a high response even
if the local orientation pattern deviates from the desired symmetry pattern. This
is also true for the operator Sn. This property gives a robust behavior, but it
also causes localization problems. For example, a region close to a star pattern
may give a higher response in Sstar than the star pattern itself, simply because
the gradient magnitude is higher there or because the window a(x) picks up more
energy there.

A solution is suggested by Förstner [56] for the cases of circular patterns and
star patterns. The operators Scircle in (4.36) and Sstar in (4.37) are computed
assuming that the patterns are centered at the origin of the coordinate system.
If we instead assume that they are centered at a point p we get the generalized
operators

Scircle(p) =
∫

g(x)
(∇fT(x)(x − p)

)2 dx , (4.44)

and
Sstar(p) =

∫
g(x)

(∇fT(x)(x − p)⊥
)2 dx . (4.45)
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If we minimize Scircle(p) with respect to p we get the position p where the pattern
is the least similar to a circular pattern, which is a star pattern. The minimum of
Scircle(p) is less dependent on local gradient energy distribution than the maximum
of Sstar. This observation can be used to improve the localization of the star
patterns; first, locate regions with a high value Sstar = Sstar(0). Second, in each
such region find the vector p which minimizes Scircle(p). Note that the second step
improves the localization to subpixel accuracy. The solution p can be computed
in a straightforward manner. We rewrite (4.44) as

Scircle(p) = Scircle(0) − 2uT p + pT Tp , (4.46)

where

u =
∫

g(x)∇f(x)∇fT(x)x dx , T =
∫

g(x)∇f(x)∇fT(x) dx . (4.47)

Note that T is the standard gradient (structure) tensor. The vector pstar that
minimizes Scircle(p) is

pstar = T−1u . (4.48)

The vector u and the matrix T can for convenience be implemented by correlating
the images f2

x , f2
y , and fxfy with the filters g(x, y), xg(x, y), and yg(x, y). But

it is probably a better idea to compute them only for the regions or pixels where
Sstar assumes a high value or has a local peak. Figure 4.16 shows an example of
improved localization.

This idea for improving the localization can be modified to include general
second order symmetries if we define

S2(α,p) =
∫

g(x)
(
∇fT(x)R(α/2)(x − p)

)2

dx . (4.49)

The operator (4.49) can be further generalized to include n:th order symmetries.
But the expression becomes less practical, and it is difficult to design efficient
implementations except for order n = −2 which is very related to the second
order.

4.6.4 Summary

To summarize, we have presented two operators for detection of n:th order sym-
metries; sn in (4.21) and Sn in (4.35). The operator Sn allows only positive votes,
while the operator sn also allows negative votes, for better or for worse. We can
either implement the operator Sn(α) for a certain phase α, or determine the domi-
nant phase afterwards. The latter choice corresponds to computing the tensor Tn

in (4.42).
Two methods to increase the model selectivity have been proposed in section

4.6.1; normalized convolution and normalized inhibition. A method to improve
the localization of the second order symmetries is also suggested in section 4.6.3.

Most of the filters can be efficiently implemented using separable 1D filters
if we choose the windows an in (4.23). Exceptions are the filters an used in the
methods for increased selectivity, which only become separable for certain orders.
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(a) f (b) L{|∇f |0.5} (c) Sstar

(d) Šstar (e) pstar

Figure 4.16: Example of improved localization for star patterns. (a,b) Zoomed
part in figure 4.14 of f and ∇f respectively. (c) Sstar in (4.37). (d) Increased
selectivity using (4.34), i.e. Šstar = Sstar(1 − |〈g, z〉|/〈g, |z|〉). (e) Estimated star
pattern locations superimposed on f . The circles indicate local maxima points of
Šstar and the vectors show the improved location vectors pstar in (4.48). The test
image f has been made brighter for visualization purposes.
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Test image 1 (256 × 256)

Test image 2 (180 × 280)

Figure 4.17: Two test images and corresponding orientation images (only the
magnitude is shown). The enhancement in section 4.4.1 has been used.

4.6.5 Examples

General theories may seem complex, but they often become simple in each partic-
ular instance. We give here a few examples of symmetry detection, to show the
implementations in more detail and to illustrate the properties of the symmetry
detectors.

Figure 4.17 shows the test images and corresponding local orientation that
will be used in the examples. The first image is a fairly well known test image
for point of interest detectors, in particular corner detectors, see e.g. [140]. The
second image is a photo of a toy car. The first image contains simple and distinct
patterns, while the second image is much more difficult, and it is not even clear
what the expected result should be.
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Preprocessing

The operators in the examples below are constructed from a set of local moments
computed either on the double angle representation z, or on the images f2

x , f2
y , and

fxfy. For example, computing the scalar product 〈xpyqg, z〉 in each local region
of z is implemented by correlation of the local monomial filter xpyqg on the signal
z, i.e.

〈xpyqg, z〉 ⇐⇒ xpyqg � z . (4.50)

Note that the monomial filters can be made separable. It is implied in the examples
that each scalar product corresponds to a correlation, and that all magnitudes,
subtractions, products, and quotients are pixelwise operations. Note that the
correlation (4.50) can be computed without complex numbers as

〈xpyqg, z〉 = 〈xpyqg, f2
x〉 − 〈xpyqg, f2

y 〉 + i2〈xpyqg, fxfy〉 . (4.51)

To increase the selectivity using the normalized inhibition we also need filter re-
sponses on the magnitude image |z| = f2

x + f2
y ,

cn = 〈an, |z|〉 = 〈r|n|g, |z|〉 . (4.52)

In particular we have⎧⎪⎪⎪⎨⎪⎪⎪⎩
c0 = 〈g, f2

x〉 + 〈g, f2
y 〉 ,

c1 = 〈rg, f2
x〉 + 〈rg, f2

y 〉 ,

c2 = 〈x2g, f2
x〉 + 〈y2g, f2

x〉 + 〈x2g, f2
y 〉 + 〈y2g, f2

y 〉 .

(4.53)

Note that a1(x) = rg(x) is not separable.
The results depend on a number of things such as the image content, the choice

of method for local orientation estimation, the choice of window a(x), the thresh-
old for local peaks, and the amount of inhibition. The results should only be
considered as illustrations to show some principles. We will not give exact values
for these parameters in each case, but they may be approximately guessed from
the shape and fuzziness of the result plots. As for most other feature detectors,
the result depends on the choice of parameters. We point out that these parame-
ters have been somewhat tuned in each case to serve the purpose of illustration.
The threshold for local peaks varies in the examples between 0.1 and 0.3 of the
maximum value, and σ for the Gaussian window varies between 2 and 10.

The operators can be modified in a number of ways, depending on the appli-
cation at hand. They can for example be made more or less selective using sums
or products between operators, combining several scales, or including information
of the phase. The choices are limited only by the imagination. For example, cross
patterns may be detected as second order symmetries with phase α = π, and
also as symmetries of order n = −2. A combination of these two operators may
increase the selectivity.
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Example 1 Find high curvature points using s1 and normalized inhibition with
s0.

Equations (4.21) and (4.34) give

š1 = s1

(
1 − |s0|

c0

)
= 〈(x + iy)g, z〉

(
1 − |〈g, z〉|

〈g, |z|〉
)

= (〈xg, z〉 − i〈yg, z〉)
(

1 − |〈g, z〉|
〈g, |z|〉

)
.

(4.54)

Note that s1 is basically the gradient of z. Figure 4.18 shows two examples. The
operator s1 is not a corner detector, rather a combined curvature and line-ending
detector.

This operator has been used in an object recognition system, see [67]. Local
peaks are detected and three points are combined to form a feature descriptor
that are invariant to translation, scale, and rotation. Such descriptors can also be
constructed using other interest points such as the Harris points. However, the
first order symmetries have an advantage compared to Harris points in that they
also contain a phase α. The phase roughly corresponds to corner orientation and
can be used as a feature.

Example 2 Find second order symmetries using s2 and normalized inhibition
with s0.

Equations (4.21) and (4.34) give

š2 = s2

(
1 − |s0|

c0

)
= 〈(x + iy)2g, z〉

(
1 − |〈g, z〉|

〈g, |z|〉
)

= (〈x2g, z〉 − 〈y2g, z〉 − i2〈xyg, z〉)
(

1 − |〈g, z〉|
〈g, |z|〉

)
.

(4.55)

Figure 4.19 shows an example. The inhibited operator š2 still responds to edge-like
patterns, because these patterns are not pure intrinsic 1D signals. The operator s0

will therefore not give maximal response and consequently not perfect inhibition
of s2. The response š2 for such patterns can, if necessary, be reduced if we increase
the inhibition with some modified inhibition function.
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|š1| Local peaks and phases α

Phase interpretation

Figure 4.18: Example 1: Find high curvature points using s1 and normalized
inhibition with s0. The circles denote local peaks and the vectors denote the
phase α. The bottom image shows the interpretation of the phase.
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|š2| Local peaks and phases α

Phase interpretation

Figure 4.19: Example 2: Find second order symmetries using s2 and normalized
inhibition with s0. The circles denote local peaks and the vectors denote the phase
α. The bottom image shows the interpretation of the phase.
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Example 3 Find star patterns using Sstar, normalized inhibition with s0, and im-
proved localization.

Equations (4.21) and (4.37) give

Šstar = Sstar

(
1 − |s0|

c0

)
=

(〈y2g, f2
x〉 + 〈x2g, f2

y 〉 − 2〈xyg, fxfy〉
) (

1 − |〈g, z〉|
〈g, |z|〉

)
.

(4.56)

The improved localization is computed using (4.48), i.e.

p = T−1u , (4.57)

where the matrix T and the vector u in (4.47) is computed as

T =

(
〈g, f2

x〉 〈g, fxfy〉
〈g, fxfy〉 〈g, f2

y 〉

)
, u =

(
〈xg, f2

x〉 + 〈yg, fxfy〉
〈xg, fxfy〉 + 〈yg, f2

y 〉

)
. (4.58)

Figure 4.20 shows two examples. The improved localization only needs to be com-
puted in pixels where Šstar has a local maximum. Note that this star pattern
detector works very well for the first test image. This success is partly dependent
on the orientation description. We have used the enhancement in section 4.4.1
of the gradient here, but there are undoubtedly other local orientation estimation
methods that would work equally well or better. The enhancement helps to in-
crease the subpixel accuracy and to remove undesired responses in regions that
contain slowly varying signals. However, it seems that clever orientation estima-
tion methods are most effective for artificial images with straight lines and no
noise, the advantage on natural images such as the second test image in figure
4.20 is not obvious.

4.7 Previous work

The history of the detection of rotational symmetries and similar features is strag-
gling. Similar methods have been developed both in parallel and sequentially using
quite different mathematical terminologies. The methods presented above are re-
lated to, and inspired by, a number of different ideas that have emerged during
the years.

The theory for operators describing rotational symmetries in image regions us-
ing orientation information was developed around 1981 by Granlund and Knutsson.
It was however first mentioned in a patent from 1986, see [101, 100, 102]. An early
related work is also [75]. Knutsson and Granlund suggests a method to achieve
better selectivity called the consistency operation, see [100, 64]. This technique
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Šstar Local peaks and improved localization

Figure 4.20: Example 3: Find star patterns using Sstar, normalized inhibition
with s0, and improved localization. The circles denote local peaks and the vectors
denote the improved localization vectors p.
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is also used in a commercial image processing program by ContextVision1. The
name refers to the idea that the operator should only respond to signals which are
consistent with the signal model. The method is based on a combination of four
scalar products:

hn1 = 〈abn, z〉 , hn2 = 〈abn, |z|〉 , (4.59)
hn3 = 〈a, z〉 , hn4 = 〈a, |z|〉 .

These functions are computed for an image by correlation and the filter responses
are combined into

hn =
hn4hn1 − hn2hn3

hγ
n4

, (4.60)

where the denominator is an energy normalization controlling the model versus
energy dependence of the algorithm. With γ = 1 the orientation magnitude varies
linearly with the magnitude of the input signal. Decreasing the value increases the
selectivity. The result of this operation is called divcons when n = 1 and rotcons
when n = 2. As pointed out in [146], the operations divcons and rotcons can be
fairly comparable to normalized convolution in section 4.6.1 with basis functions
{b0, b1} and {b0, b2} respectively.

Bigün [13, 22, 14, 15, 16, 17, 23, 18, 19] describes detection of rotational sym-
metries as a special case of ‘finding invariants of Lie groups of transformations’.
The idea is to describe the symmetries as classes of signals that can be written as
intrinsic 1D signals in some coordinate system (ξ, η), i.e. f(ξ, η) = h(aξ + bη) for
some function h and some parameters a, b. For example, the first order symmetries
are defined in the coordinate system{

ξ(x, y) =
√

r cos ϕ/2 ,

η(x, y) =
√

r sin ϕ/2 ,
(4.61)

while the second order symmetries are defined in the coordinate system{
ξ(x, y) = log

√
x2 + y2 ,

η(x, y) = tan−1(x, y) .
(4.62)

The patterns are in practise detected by linear filtering on the local gradient in
double angle representation. A kernel, corresponding to the basis functions b, is
computed as

b(xj , yj) =
∫

ψ(x − xj , y − yj)ei2 arctan(ξx,ξy) , (4.63)

where ψ is an interpolation function, for example a Gaussian function, that bridges
the gap between the continuous world and the discrete sampled world. The kernel b
is windowed with a Gaussian function g to get the final filter kernel. The difference
or the quotient between |〈gb, z〉| and 〈g, |z|〉 is used as a measure for lack of
symmetry. Bigün also points out the relation to the Generalized Hough Transform,

1http://www.contextvision.se/
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GHT, where edges and their orientation are used to detect curvature, see [39].
The difference is that in the GHT only positive votes give a contribution, while in
complex valued correlation we will also get negative votes.

Förstner [56] developed the operators (4.36) and (4.37) for circular patterns
and star patterns respectively. He also developed the method for improved local-
izations in section 4.6.3 for these patterns.

Turning to the implemental side of things, the symmetries have been detected
in a number of ways. An alternative approach to separable filters is to use ef-
ficient preprocessing that labels a few pixels as potential candidates, and then
use linear or non-linear operations for refinement. The idea of using separable
filters to detect the symmetries from a polynomial model was described in [81], al-
though similar ideas have been used earlier but not published. For example, Bigün
et. al. [23, 18, 19] later describes the symmetries in terms of the derivative operator
Dx + iDy = ∂

∂x + i ∂
∂y . This operator and higher order derivatives are implemented

by Gaussian derivatives. They state that these filters can be made Cartesian sepa-
rable and mention that this “allowed a real-time implementation of cross tracking
via a filtering scheme that has been in use since 1997 but unpublished until now”.
The approach to use local complex valued monomials (x+iy)ng(x, y) has also been
used before, for example in [121]. As mentioned before in chapter 2, derivatives,
local polynomials, and local moments basically compute the same information.
The detection of symmetries has above been described in terms of local moments
because they seem to be the most straightforward to use in this case, although
that is a matter of cultural background.

The number of applications for rotational symmetries has grown during the
years. B̊arman [7] uses the symmetry orders n = −1 and n = 1 to detect corners.
B̊arman has also developed an algorithm to detect curvature using local orientation
in double angle representation [8]. In this algorithm, a set of quadrature filters
is applied on the local orientation image, and the filter responses are used to
detect curvature. An inhibition strategy between a straight line measure and the
curvature measure is applied to improve the curvature direction estimate as well as
the curvature certainty. This curvature is related to the curvature described by the
first order symmetry (see section 4.5). B̊arman also points out the close relation
between the strategies of detecting edges on the gray-scale image and detecting
curvature on the local orientation image. This is also evident from example 1
where we notice that detection of first order symmetries is basically equivalent to
computing the gradient of the local orientation z.

Westelius [145] use the rotcons operator (4.60) with n = 2 described above
(and a cos2-applicability) to create potential fields which are used as a focus of
attention mechanism in object recognition problems. The potential fields indicate
possible locations for objects, which then can be further examined.

Bigün and Bigün [23] track cross markers on crash test dummies in vehicle
crash test sequences, using symmetries of order n = −2.

Nilsson and Bigün [121] use symmetries of orders n = −1 and n = 1 to de-
tect prominent landmarks in fingerprints. They sharpen the magnitude using an
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operation related to normalized inhibition.
Granlund and Moe [67, 66] use points of high curvature as interest points, com-

puted as first order symmetries n = 1 and an implementation similar to example
1. They build feature vectors based on combinations of three points, where the
curvature orientations and the distances and angles between the points are used
to compute a description that is invariant to rotation and scale.

Finally, the star pattern operator in example 3 has been explored as an interest
point detector in chapter 5 in a system for object recognition and pose estimation.

4.8 Evaluation issues

It is difficult to overview and compare methods for detection of local image fea-
tures. There are very few general criteria or test images for evaluation and com-
parison of feature detectors. Results are often presented for very simple, synthetic
images. Some of the developers have compared their detectors with others on
synthetic noisy images, but the results are often inconclusive. Still, some general
properties of a good feature detector may be considered:

Good detection: Minimum number of false negatives/positives. This number is
difficult to define without a ground truth.

Good location: This criteria is fairly well defined for edges, but as pointed out by
[140], the exact position of a two dimensional feature is more subjective.
It is argued in [111] that a corner detector should give highest response at
the corner point and not somewhere inside the corner which is the case for
example in the curvature detector s1 presented in this chapter. This may
however not be a problem as long as the location is consistent.

Locality: Only one response to each single feature.

Speed: This is an important criterion for practical applications in general and real-
time applications in particular.

Insensitivity to noise: The definition of noise varies with the application. Exam-
ples are additive noise, varying lighting conditions, and occlusions.

Some of these properties are of course very general and do not directly tell you how
to design procedures for evaluation and comparison. A somewhat more specific
evaluation has been proposed by Schmid et. al. [133, 112]. They evaluate repeata-
bility of interest point detectors with respect to different image transformations
such as rotation, scale, and view. Basically, different image transformations are
computed and a measure for repeatability of points between a reference image and
each of the transformed images is computed. Repeatable interest points are useful
for example in object recognition applications, see e.g. [109, 110, 67, 90], where a
local image content descriptor is computed in every interest point or from a com-
bination of points. These descriptors can be used in a feature matching algorithm
to recognize objects and object poses. One such example is the system described
in chapter 5. The need for repeatable points may not be crucial, but should in
general make the system more robust.
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4.8.1 A repeatability test

Experiments along the same lines as in [133] have been conducted for some of the
rotational symmetry operators described earlier. Among the methods evaluated in
[133] it was found that the Harris detector gave the best performance (see section
4.3 for a definition of the Harris detector). The Harris detector and the star pattern
operator in example 3 were evaluated in [91], and the operators for first and second
order symmetries in the other examples have later been evaluated using the same
experiment setup (not published). The conclusions from these experiments were
not obvious. We will shortly discuss some of the results, but in order to do that we
need to repeat some of the details from [91] (we refer to [133] and [91] for further
information).

Generation of test images

Basically, different image transformations are computed and the repeatability of
points between a reference image and each of the transformed images are com-
puted. The transformations are in [133] generated by actually moving the camera.
The homographies are estimated by a registration of the images using a pattern
that is projected onto the image by a projector. A simpler approach was used
in [91]; the transformations were synthetically generated. This approach has a
drawback in that it introduces interpolation noise, and that the simulated data
and the simple camera model may be unrealistic. On the other hand we do not
have to estimate the homography. Figure 4.21 shows the test images that were
used in [91] for the rotation, scale, and view transformations. They range from
natural images to artificial and synthetic images. Figure 4.22 shows sample images
for each type of transformation for one of the test images (see [91] for details on
the implementation). The images have been expanded by zero padding, in order
to avoid loss of points in the transformations (this is different from [133] where
instead points that do not lie in the common scene part of images Ir and Ii are
removed).

Repeatability criterion

The repeatability criterion is the same as in [133]. We give a short summary: Let Ir

denote the reference image and let Ii denote an image that has been transformed.
Furthermore, let {xr} denote the interest points in reference image Ir, and let {xi}
denote the interest points in the transformed image Ii. For two corresponding
points xr and xi we have

x̃i = Hrix̃r , (4.64)

where Hri denotes a homography between the two images and x̃ denotes the point
x in homogeneous coordinates. Let Ri(ε) denote the set of corresponding point–
pairs within ε-distance, i.e.

Ri(ε) = {(xr,xi) | dist(Hrix̃r, x̃i) < ε} . (4.65)
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Figure 4.21: Test images for the rotation, scale, and view transformations.
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Rotation [0◦ . . . 180◦]
Frame 1

1 512

1

512

Frame 7 Frame 13 Frame 18

Scale [1 . . . 1/3]

Frame 1

1 512

1

512

Frame 3 Frame 5 Frame 7 Frame 9

View [−45◦ . . . + 45◦]
Frame 1

1 512

1

512

Frame 6 Frame 11 Frame 16 Frame 21

Figure 4.22: An example of the transformations rotation, scale, and view (the
padding has for convenience been made equal for all transforms but can be reduced
in some cases).
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The repeatability rate for image Ii is defined as

ri(ε) =
|Ri(ε)|

min(nr, ni)
, (4.66)

where nr = |{xr}| and ni = |{xi}| are the number of points detected in the
common part of the two images. Note that 0 ≤ ri ≤ 1. A choice ε < 1 measures
the performance of a method for subpixel accuracy, while a choice ε > 1 mostly
evaluates for pixel accuracy.

Method parameters

The Harris operator and the symmetry operators in the examples in section 4.6.5
have been explored. All these methods have basically the same three user param-
eters; σ1 in the Gaussian derivatives for computation of the image gradient, σ2 in
the Gaussian window of the operators, and a threshold th ≤ 1 (chosen relative to
the maximum value in each image) to remove peaks with low energy. Local max-
ima points are found by non-maximum suppression, meaning that the value in a
pixel is set to zero if a neighboring pixel in a 3× 3 region has a larger value. Sub-
pixel accuracy is achieved by interpolation; a 5× 5 region around each local peak
is modeled by a second order polynomial. The local maximum of the polynomial
function gives the subpixel position. One exception is the operator in example 3,
where subpixel accuracy is achieved by the improved localization vector p.

Discussion

It was found that the result depended a great deal on the choice of method parame-
ters. The result also depended on the choice of test image. The Gaussian derivative
filters were the same for all methods (with σ1 = 1), but each method was eval-
uated for all combinations of σ2 = {1, 2, 3} and th = {0.01, 0.1, 0.2, 0.3, 0.4, 0.5}.
This is different from the experiments in [133], where each method was evaluated
only for a particular choice of parameters. None of the combination of parameters
(σ2, th) above is considered unreasonable, but will depend on image content and
application.

Figure 4.23 shows the best and worst cases of (σ2, th) for the Harris method
for each of the transforms. The result varies, which indicates that the param-
eters for each method should be optimized in order for a fair comparison. The
optimal parameters (σ2, th) depended somewhat on the choice of transform and
the choice of ε. It seemed in general better to choose a low threshold th for the
scale transform, and a high threshold for the rotation and view transform. All
three transforms are important if we want to be able to handle full 3D object
recognition, and we then want to find the optimal parameters for all transforms
combined. We may for example compute a total repeatability rate as the sum of
all ri(ε) for all images in all transforms, where each contribution is normalized
with the number of images used in that transform. The optimal parameters for
the Harris method are then (σ2, th) = (1, 0.1) for ε = 0.5 and (σ2, th) = (1, 0.001)
for ε = 1.5. The parameters thus depend on ε. The threshold th = 0.1 is probably
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too high to be useful for many images. For example, computing Harris on the
car image using (σ2, th) = (1, 0.1) gives 19 points of which 18 lies on the tire rim.
However, it should be mentioned that the performance is fairly independent of
the threshold in this case. Figure 4.24 shows the repeatability for the two choices
(σ2, th) = (1, 0.1) and (1, 0.001) for both choices of ε. Still, the performance is not
fully independent of the threshold, and it is not obvious that the variation is small
in general.

The repeatability depends on the choice of parameters and the choice of pa-
rameters depends on the application. This indicates that the evaluation criteria
should really depend on the application. As another example, it is desired that
the interest points in the object recognition system in chapter 5 is invariant to
rotation, but only locally invariant to scale and view. The locality depends on the
resolution of a lowpass pyramid, and on the number of training view images for
a certain object. The scale and view transforms should be evaluated more locally
for the system in chapter 5 than has been done in the experiment in this chapter.

The rotational symmetry operators display similar behaviors. As an example,
figure 4.25 shows the result of the first order symmetry operator š1 for the optimal
parameters (σ2, th) = (1, 0.1) (same for both choices of ε). The threshold th = 0.1
is somewhat high in this method as well, but we at least get 58 points on the
car image which is more than for the Harris method with the same parameters.
The performance of this method seems slightly worse than the performance of the
Harris method, but the difference is not significant considering that the results
depend on all the things discussed above.

The results shown here are averages over all the test images in figure 4.21, the
results differ for individual images. Some experiments indicate that the points
detected by the star pattern operator is more repeatable than the Harris points
for the synthetic corner image and the artificial room image where the star pattern
model can describe the image content. This was especially evident for the scale
transform, see e.g. [91]. If this model is not valid it seems better, or at least equally
good, to use a more crude model as in the Harris operator. But as mentioned be-
fore, the results depend on the choice of parameters, and the performance is more
interesting for natural images. We therefore omit the details here.

To summarize, general evaluation of interest point detectors is a difficult task.
It is hopefully clear from the discussion above that the results depend on many
number of things, which makes the conclusions unreliable. As a final argument,
some of the interest point detectors mentioned here have also been explored in
the object recognition system in chapter 5. It has sometimes been observed that
a certain interest point detector has a better performance in this repeatability
test than another method, but that the other way around holds in the object
recognitions system.

Note that it does not matter in this test which points are detected, as long
as they are repeatable. We will therefore not know from this test whether a
particular operator fulfills the properties stated in the beginning of section 4.8.
However, repeatability may be more important than for example a good location
if the operators are intended to be used in object recognition tasks.
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Other interest point detectors have been used for object recognition, one of the
more successful methods in recent years is based on local maxima in DoG (Differ-
ence of Gaussians) scale space, see e.g. Lowe [109, 110]. Local image descriptors
called SIFT (Scale Invariant Feature Transform) features are computed in these
maxima points, with a size proportional to the scale at which the local peaks were
found. However, a scale-space operator will probably not display a good perfor-
mance in the repeatability test described here, because the coarser scales will be
less accurate than the finer scales. But this may not be a problem in an application
where the descriptor is computed in a region with a size proportional to the scale
of the interest points.

4.9 Discussion and open issues

We have in this chapter described a set of tools for detection of rotational symme-
tries, including methods for increased selectivity and also improved localization for
some of the symmetries. There is no optimal combination of tools, and the choice
depends on the application. Most of the operators for detection of the symmetries
can be computed from a set of local moments of the local orientation in double
angle representation or tensor representation. These moments can be computed
using Cartesian separable filters.

Some of the symmetry operators described in this chapter has been evalu-
ated in a repeatability test for interest points. The performance depended on the
choice of parameters and test data, which makes the conclusions less reliable. The
performance of the Harris operator seemed in general to be slightly better than
the performance of the symmetry operators. On the other hand, the symmetry
operators contain more selective information about the pattern than the Harris
operator. It is possible that this information can be useful in for example an object
recognition system. The design of general evaluation criteria is an admirable task
and it would be nice to have a more objective criteria than ‘it looks good’, but it
may ultimately be best to evaluate interest points using the application at hand.

A fundamental limitation of the operators described here, and of many other
methods as well, is that they are computed in a local region with an isotropic
window. The locality implies that each estimate is based on information from
only a few pixels, which may make them sensitive to noise. Increasing the size
of the window would include more information, but at the same time allow for
adjacent patterns to interfere due to the isotropic window. On the other hand,
local operators are less sensitive to occlusion, the implementation can be made
efficient, and the noise sensitivity may be solved at a higher level.
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Figure 4.23: Average repeatability rate ri(ε) for the Harris method on the test
images in figure 4.21 for the rotation, scale, and view transformations. The result
is shown for two different choices of ε. The curves show the results from the
choices of (σ2, th) (different for each transform) that gave the worst and best
performance respectively (defined as the sum

∑
i ri(ε) of all test images for a

certain transformation and ε).
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Figure 4.24: Average repeatability rate for the Harris method and the parameters
(σ2, th) = (1, 0.1) and (1, 0.001) (which are optimal parameters for ε = 0.5 and
ε = 1.5 respectively).
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Figure 4.25: Solid curve: Average repeatability rate for the first order symmetry
operator š1 (example 1, section 4.6.5) with the parameters (σ2, th) = (1, 0.1).
Dashed curves: Same as in figure 4.24 (for comparison).
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Chapter 5

Patch-Duplets for Object
Recognition and Pose
Estimation

This chapter describes a view-based method for object recognition and estimation
of object pose from a single image. The method is based on feature vector matching
and clustering. A set of interest points is detected and combined into pairs. A
pair of patches, centered around each point in the pair, is extracted from a local
orientation image. The patch orientation and size depends on the relative positions
of the points, which make them invariant to translation, rotation, and locally
invariant to scale. Each pair of patches constitutes a feature vector. The method
is demonstrated on a number of real images.

5.1 Introduction

The system for view-based object recognition described in this chapter is related
to, and inspired by, a number of methods that have been presented in recent years,
see e.g. [109, 110, 137, 132, 108, 67, 66]. They all have in common that they use
local descriptors centered around suitably chosen interest points, e.g. Harris, DoG
(Difference of Gaussians), and contour curvature. Such local descriptors are more
robust against occlusions and non-rigidity of objects than global descriptors. It is
often desired that the interest points are invariant to translation, plane rotation,
and scale. They should also be robust against small pose changes and other small
image deformations.

Schmid and Mohr [132] compute interest points using the Harris operator [72].
A set of differential invariants, which is invariant to rotation, is computed in the
gray-valued image in one scale for the prototype images, and in several scales for
the query image.

In Lowe [109, 110] patches are extracted in a local orientation image around
interest points which are computed as maxima and minima points of a DoG func-
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tion in scale-space. The size of a patch is chosen proportional to the scale of the
interest point, and the patch orientation is chosen as the dominant direction in an
orientation histogram computed in a region around the interest point.

In Selinger and Nelson [137] a set of segmented contour fragments broken at
points of high curvature is detected. The longest curves are selected as key curves,
and each of these provides a seed for a context patch. The size and orientation
of the patch depends on the size and orientation of the curve segment. All im-
age curves that intersect the normalized patch are mapped into it with a code
specifying their orientation relative to the base segment.

Granlund and Moe [67, 66] uses points of high curvature as interest points,
computed by first order symmetries described in chapter 4. The feature vectors
are based on combinations of three points, where the curvature orientations and
the distances and angles between the points are used to compute a description
which is invariant to rotation and scale. These feature vectors, or triplets, are
after selection using the associative network in chapter 7 further combined to give
more selective features.

We see that some methods use local patches extracted directly from the gray-
value image or the local orientation. The latter is less sensitive to absolute colors
and also more sparse, leading to a more selective matching procedure. Other
methods compute a set of invariants or model parameters of local regions. The
majority use information around one single region, but some use information from
a combination of regions. The idea of the patches is not to impose a model of what
is seen in the image, but rather to use what is really seen. On the other hand, the
invariants or model parameters may allow for a more compact description and for
additional invariants. Finally, the methods also differ in the ways they perform
the feature matching, clustering, and verification. We will not discuss those here.

The system described here is based on two points, and the descriptors are in-
variant to translation and rotation, and locally invariant to scale. The global scale
invariance is achieved by collecting descriptors from a lowpass pyramid where two
consecutive scales differ by an octave. Each descriptor is labeled with information
about translation, rotation, scale, and pose angles. These labels are used in a
clustering procedure to estimate object parameters. We first give an overview of
the object recognition system. Each step will be explained in more detail in the
sections to follow.

5.1.1 Overview

In training mode we acquire a number of images of an object taken from differ-
ent views (poses), referred to as prototype images. For each prototype image we
compute a number of feature vectors, or descriptors. The feature vectors are in-
variant to translation and rotation, and locally invariant to scale. The global scale
invariance is achieved by collecting descriptors from a lowpass pyramid where two
consecutive scales differ by an octave. These feature vectors will serve as a repre-
sentation of that image, and the collection of vectors from all views and scales will
constitute the training set. Each prototype feature vector, or prototype vector, is
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attached with information about its position (x, y), rotation α, and size s in the
image, as well as the pose angles (φ, θ) of the object.

In query mode we have a query image from which we compute the same type
of feature vectors. Each query feature vector, or query vector, is labeled with
information about its position (x′, y′), rotation α′, and scale s′. The object pose
and location in the query image is found by a feature matching and clustering pro-
cedure. In the matching step we find the prototype vectors that closest resembles
the query vectors. Each match gives an estimate of the object pose, size, rota-
tion, and position by comparing the labels of the prototype vector to the labels
of the query vector. The final estimated object parameters are computed from a
clustering procedure in the 6-dimensional parameter space.

The feature vectors are based on interest points and local orientation infor-
mation. Figure 5.1 presents an overview of the method for extraction of feature
vectors from an image or object. The feature vectors are constructed from local
patches in a local orientation image. The patch size and orientation are based
on the relative position between two interest points, which gives the desired in-
variances. For each pair of points we extract two patches. Each feature vector
consists of such a pair of patches, here referred to as a patch-duplet or simply a
duplet. The local orientation is described by the double angle representation (see
e.g. section 4.4.2, page 56). The double angle representation is invariant to the
sign of the direction vectors, which makes the description less sensitive to abso-
lute gray-value or colors than if we were using a simple angle representation or
gray-value information. The local orientation is also more sparse than gray-value
information, which leads to a more selective matching procedure.

One way to achieve the scale invariance is to detect interest points in feature
scale-space. The approach taken here is instead to find interest points that are
only locally scale invariant, and collect duplets from several scales in an lowpass
pyramid. This will put less demand on the interest point operator. Furthermore,
a query duplet of size s′ will only be matched with a prototype duplet of size s
if 1/1.5 ≤ s′/s ≤ 1.5. This will limit the complexity and increase the selectivity
of the matching procedure. The value 1.5 is chosen somewhat ad hoc, it should
be larger than half an octave in order to assure overlap between the scales in the
lowpass pyramid.

This system is related to the methods described in the introduction, but differ
in each particular case. Similar to Selinger and Nelson [137] we compute the
descriptors from two points instead of one, but the points does not have to belong
to the same contour. We compute feature vectors that are invariant to translation,
rotation, and locally invariant to scale, similar to both Selinger and Nelson [137]
and to Schmid and Mohr [132], but we use the descriptor size to make the matching
procedure more selective. Similar to Lowe [109, 110] we compute an hypothesis
of the object parameters from each match based on the labels of the descriptors,
but we use a clustering procedure to compute the final estimate instead of using a
histogram with non-overlapping bins. The same labels are used in Granlund and
Moe [67, 66] to estimate object parameters, but they use different descriptors and
the learning structure in chapter 7 instead of the matching procedure.
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1. Choose an image.

⇓

2. Find suitable interest points, for example star
patterns or Harris points.

⇓

3. Make point pairs.

⇓

4. For each pair of points, extract patches in the
local orientation image (the figure shows two ex-
amples). The patch orientation is determined by
the relative location of the points, and the patch
size is proportional to the distance between the
points. This gives the desired invariances.

s1

c  s1

c  s1

c  s2

s2c  s2

⇓

5. Use pairs of patches, here referred to as
patch-duplets or simply duplets, as descriptors
(reshaped into feature vectors).

Figure 5.1: Overview of the feature generation algorithm.
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5.2 Points of interest

Different types of interest point have been explored, for example points from the
Harris operator [72] which is simple to implement and computationally efficient.
Another candidate is star pattern points which should be fairly scale invariant, at
least in theory. Some of the operators for star patterns in chapter 4 have been
explored, one example is shown in figure 5.2. It is at this point not clear if one
type of points is to be preferred over the other. They all seem to work fairly
well on average in the experiments below, but they may differ slightly in each
particular case. Recently, a version of the Harris operator was explored that gave
a slightly better performance on average than the other methods. The standard
Harris method was modified such that the interest points are selected based more
on the shape rather than combined shape and orientation energy:

1. Compute the Harris measure

H = det(T) − 0.04trace(T) , where T =
∫

g∇f∇fT dx . (5.1)

2. Find local maxima of H using non-max-suppression.

3. Remove a maxima point if the value of H < th1 or if λ2/λ1 < th2, where
λ1, λ2 are the eigenvalues of T.

We still find initial points based on shape and energy as in the standard Harris
method, but we use a lower threshold th1 than for the standard method and instead
remove points based on shape using the second threshold th2. This method should
be somewhat more insensitive to varying lightning conditions, which may be the
reason why this method performed better on average than the standard method
in the experiments.

5.3 Point pairs

If we would use all possible point pairs in an image with N interest points we
would get N2 pairs, which would result in about 6400 pairs for the example in
figure 5.2. It should not be necessary to use all these combinations, some rules for
allowed combinations are desired. Points far away from each other are less likely to
belong to the same object, while points that are very close to each other gives less
robust and informative patches. Hence, each point is combined only with the M
nearest neighbors which satisfy dmin < d < dmax, where d is the distance between
the points. An example of the resulting combinations with dmin = 10, dmax = 100,
and M = 2 is shown in figure 5.2. Notice that the pairs are directed, i.e. the points
in the pair are ordered, and that the opposite directed pair does not have to be
chosen.

Other rules can be used, for example to combine a point with all neighboring
points within a fixed distance. Perceptual grouping may also be used to further
decrease the number of combinations and to choose the most robust combinations.
An example would be to only combine points which are connected with a contour
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Figure 5.2: Star pattern points and constructed point pairs.

in the image, as in [137]. This should increase the probability that the two points
belong to the same object. The drawback may be that the two patches in the
duplets, and also the duplets themselves, become more similar to each other, and
thus reduces the selectivity.

5.4 Patch-duplets

The point pairs described in the previous section are used to extract local regions
(patches) in the local orientation image. The local orientation is described in
double angle representation (see e.g. section 4.4.2), which makes the description
invariant to the sign of the direction vectors. For each pair of points we compute
two patches centered around the points, again see figure 5.1 for an illustration.
The patches are oriented along a line going through the points, and the size of
each patch is proportional to the distance between the points. Each pair of local
orientation patches will serve as a feature vector, referred to as a patch-duplet, or
simply a duplet. The feature vectors will be invariant to image plane translation,
rotation, and scale assuming that the interest points are invariant to rotation and
scale.

The patches are sampled in a 4 × 4 grid using linear interpolation, giving 16
samples. Thus, each duplet will consist of totally 32 complex valued samples.
The orientation image is blurred before the extraction of the patches, to reduce
the sensitivity to image deformations. This will also reduce aliasing effects of the
sampling, but aliasing is not considered to be any big problem since we are not
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aming for reconstruction. The 32 complex valued samples are finally collected in
a feature vector.

Figure 5.3 contains some examples of patches extracted from an image, just to
give an idea of what the patches may look like. Figure 5.3(c) shows the patches
extracted from figure 5.3(b) in high resolution (20 × 20). However, high resolu-
tion patches give high-dimensional feature vectors and a computationally complex
matching procedure. Therefore, the low-resolution version (4 × 4) is used in the
experiments, see figure 5.3(d). The sizes of the patches used in the experiments
are chosen as half the distance between the points in the pair (which really makes
the two patches one rectangular patch).

It was found that projection of the feature vectors onto some of the largest PCA
components (computed from the prototype data) can improve the performance.
The projected feature vectors are more slowly varying, which allows for a larger
distance between the query image and the closest prototype view in the matching
process. However, the projected feature vectors are also less selective.

5.5 Feature matching and clustering

Figure 5.4 shows an overview of the matching and clustering process.

Matching
The feature vectors are normalized before matching in order to become more

robust to variations in illumination. Then the matching is performed by computing
scalar products between the vectors, but only if the relative size between the
duplets fulfills the restriction 1/1.5 ≤ s′/s ≤ 1.5. For each duplet in the query
image, the k closest prototype duplets in the training set are kept as possible
matches, provided that the distance is below a threshold.

Clustering
Let (φ, θ, s, α, x, y) denote the parameters for a prototype duplet, and (s′, α′, x′, y′)

denote the parameters for a matched query duplet. For each match we estimate
the object parameters⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝
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⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
, (5.2)

where (ox, oy) is the chosen origin of the prototype image. All estimates for a query
image are collected and a clustering procedure is used in this 6-dimensional space
to find a joint estimate. Note that the clustering method must be able to deal
with both modular and non-modular dimensions. If there is a significant cluster
in this space we say that the object is present in the image with the parameters
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(a) (b)

(c) (d)

Figure 5.3: Example of orientation patches extracted from pairs of points. The
number of points has been reduced for visualization purposes by choosing a higher
threshold, each point is connected only to one other point, and only one patch is
shown for each pair of points. Note that these patches are not a subset of the true
patches, since additional points will change the selected pairs. (a) The gray-valued
image and the patches. (b) The same patches on the local orientation image.
The color represents the orientation angle. (c) The patches in high resolution
(for illustration purposes). For comparison with (b), note that the normalization
changes the colors. (d) The patches in low resolution (used in the experiments).
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Figure 5.4: Overview of the query mode. The resulting output is an estimated
pose, position, rotation, and scale of the object. KNN refers to the k nearest
neighbor method.

corresponding to the position of the cluster. The mean-shift clustering method is
used for this task, see [32] for details1. Basically, the probability density function
(PDF) is modeled by a kernel density estimator where a kernel is placed in each
sample point. The local maxima are found by gradient search that starts at each
sample point. The only user control parameter is the kernel size (and the number
of iterations). Each vote in the clustering is weighted with a measure of confidence
that is a function of the query/prototype distance.

In order to reduce the number of initial points in the search, a preprocess-
ing step has been explored using the channel representation in chapter 6. The
PDF is approximated by a smaller number of fixed regularly placed kernels, and
the decoding in chapter 6 is used to compute initial estimates for the mean-shift
method. This preprocessing step increased the speed of the clusterig procedure
without significantly alter the performance of the system.

5.6 Experiments

The method has been evaluated on a toy car. The training data is acquired by
the arrangement in figure 5.5. The object is mounted on a pole that can rotate
around its axis, and the rotation table can rotate around a second axis. Pictures
of a toy car have been collected for pose angles that varied with 10◦ increments
between 0◦ and 180◦ for the φ angle and between 0◦ and 40◦ for the θ angle. This
gives in total 95 images, of which some will be used as training data (prototype
images) and some will be used for evaluation (query images). Figure 5.6 shows a
sample of these images.

1We greatfully acknowledge Per-Erik Forssén for the implementation.
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Figure 5.5: System for collection of image views of an object.
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φ

Figure 5.6: Example of images of a toy car from different poses. The pose angles
are here varied with 20◦ increments.
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5.6.1 Setup

Evaluation data

The system is evaluated on a number of different types of images, according to the
list below:

• Section 5.6.2: Evaluation on images from the rotation table that are taken
in between the training images, see tables 5.1. These images have a ground
truth which makes it possible to compute a performance measure.

• Section 5.6.3: Evaluation on a number of images with unknown parameters
(φ, θ, s, α, x, y), backgrounds, and occlusions. The closest available prototype
view is displayed in each case to indicate the performance.

• Section 5.6.4: Evaluation on images from a video sequences with varying car
poses and occlusions. Each frame is processed separately in the sequence.
The estimated parameters are plotted as a function of time. Stable curves
in the plots may indicate a stable performance.

• Section 5.6.5: Evaluation on images from a video sequences where the light
source is moving.

• Section 5.6.6: Evaluation on images from a video sequence where the camera
is zooming in on the object.

Comparison to SIFT features

We will in some of the experiments compare the patch-duplet features to the SIFT
features by Lowe, see e.g. [109]. The SIFT feature has become popular in recent
years as a general feature for object recognition [109, 110], mobile robot localiza-
tion [136], and panoramic image mosaicing [29]. The SIFT features are related
to the duplets in that they both use the same type of orientation information,
but they differ in the choice of interest points and how the invariances to scale
and rotation are computed. As mentioned in the introduction, the SIFT feature
patches are extracted in a local orientation image around interest points which are
computed as extrema points of a difference-of-Gaussian function in scale-space.
An orientation patch very similar to the ones used in the duplets are computed for
each point. The size of the SIFT patch is chosen proportional to the scale of the
interest point, and the patch orientation is chosen as the dominant direction in
an orientation histogram computed in a region around the interest point. Several
patches may be computed for a point if the orientation histogram contains more
than one peak. The implementation for the SIFT features was downloaded from
URL:http://www.cs.ubc.ca/~lowe/keypoints/ (Version 2, September 2003).
The same matching and clustering as for the duplets has been used (without
the restriction of relative size between the prototype and query duplets), only the
choice of feature vectors differ.
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φ θ

Training 0◦, 10◦, 20◦, . . . , 180◦ 0◦, 10◦, . . . , 40◦

Evaluation 5◦, 15◦, 25◦, . . . , 175◦ 5◦, 15◦, . . . , 35◦

Table 5.1: Training and evaluation set. Each pair (φ, θ) refers to an image from
the rotation table.

High resolution Middle resolution Low resolution
288 × 360 144 × 180 77 × 90

Figure 5.7: Example of an image from the rotation table in different resolutions.
The three choices will be referred to as high, middle, and low resolution.

Training data

Rotation table images with 10◦ increments of the pose angles are used as training
data (prototype images), see table 5.1. The experiments have been performed at
different points in time, and some of the settings have been altered in between the
experiments. Prototype images of size 288× 360 was originally used in the exper-
iments in sections 5.6.2 and 5.6.3. It was found that the system still performed
quite well if the images were downsampled one octave, but the difference between
using duplets and using SIFT was more apparent. Lower resolution is therefore
chosen for the image sequences in sections 5.6.4, 5.6.5, and 5.6.6, where prototype
images of size 144 × 180 and 77 × 90 are used, see figure 5.7 for an example.

The duplets are constructed by connecting each interest point to the two closest
neighbors. This gives about 50–150 duplets in each rotation table image for the
highest resolution (288×360), and 20–100 duplets for the middle resolution (144×
180). The total number of training data (prototype duplets) is about 9600 for
the highest resolution, 5500 for the middle resolution, and 2300 for the lowest
resolution. The number of prototype SIFT features for the middle resolution is
5100. We will in the image sequence experiment collect duplets from two scales,
in order to become more scale invariant and for a more fair comparison to SIFT
features. Collecting duplets from several scales will in total give more prototype
vectors than SIFT. But note that this will mostly affect the memory storage and
not so much the matching complexity, since we only match duplets if the relative
size is less than half an octave. We use a 4 × 4 sample grid for each of the two
patches in the duplet, giving complex valued feature vectors of length 32.
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Choice of parameters

The system contains a number of functions and parameters that can be replaced
and tuned. The system should work with fixed parameters in order to be really
useful.

We have for example experimented on both star pattern points and Harris
points (using the same Gaussian window with σ = 2 in both methods). These two
features seems to perform equally well on average, and Harris was for simplicity
therefore chosen in the experiments below. The standard Harris method is used
for the images in sections 5.6.2 and 5.6.3, but was later replaced with the modified
version described in section 5.2 for the image sequences in sections 5.6.4, 5.6.5,
and 5.6.6. The thresholds was held fixed for each choice of operator during the
experiments. The kernel size in the clustering and scale of interest point operator
were also held fixed during the experiments.

As mentioned before, it was later found that projection of the feature vectors
onto the largest PCA components can improve the performance. Projection onto
the 16 largest (complex valued) PCA components was used for the image sequences
in sections 5.6.4, 5.6.5, and 5.6.6.

The preprocessing step in the clustering method also seemed to alter the per-
formance somewhat but not significantly and not in a consistent manner.

Another parameter is the choice of the origin (ox, oy) in (5.2), which will affect
the metric in the clustering space. Changing the origin is related to changing the
size of the kernel function in the cluster procedure. The performance using duplets
seemed slightly better if the origin was chosen in the corner of the image, while
the SIFT gave a slightly better result if the origin was placed in the center of the
image. This probably means that the cluster kernel should be somewhat larger
for the SIFT features than for the duplets. The origin was chosen in the corner
of the image for duplets and in the center of the image for SIFT features in the
experiments below.

5.6.2 Images with ground truth

The first evaluation is made on rotation table images with car poses that are in
between the training poses, see table 5.1. For each evaluation image an estimate
of the object pose is made from the matching and clustering procedure. One
example is shown in figure 5.8. It is difficult to visualize the clusters in the 6-
dimensional space. For illustration purposes we show the result from a previous
method in the right plot in figure 5.8. This previous method was based on a
hypothesis and verification procedure. A weighted 2D histogram was computed
on the pose angle votes. For each bin larger than some threshold, starting with the
largest, hypotheses of the translation, rotation, and scale transformation between
the image and the prototype image was made. Each hypothesis was verified or
rejected by evaluation of the transform on the other correspondences found for
that prototype image. For more details, see [89]. Even though the plot does not
show the result from the present method, it may still give an indication of the
shape of the clusters in the 6-dimensional space.

The result for the two pose angles is shown in figure 5.9. The mean absolute
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Figure 5.8: Example of an evaluation image with φ = 125◦ and θ = 15◦. The esti-
mated parameters are found by clustering in the 6-dimensional parameter space.
The right image shows the result from a previous method [89] based on a histogram
in the pose angle space and verification, just to give an illustration of the cluster
shape. Some noise has been added to the estimates to make it possible to see the
number of votes, and the color intensity represents the confidence for the votes.
The votes are plotted after the verification step.
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Figure 5.9: Estimated pose angles. Solid: correct angle. Dashed: estimated angle.
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error using the high resolution images (288 × 360) for both prototypes and eval-
uation is 1.06◦ and 1.25◦ for the φ and θ angles respectively. The mean absolute
value for the middle resolution (144×180) is 1.22◦ and 1.54◦ for the φ and θ angles
respectively, which is slightly worse than for the high resolution.

As a comparison, the SIFT features give the mean errors 0.76◦ and 1.48◦ for
the φ and θ angles respectively for the middle resolution. This is a better result
than for the duplet features, but the evaluation images are in this case very similar
to the training images.

Using rotation table images with 20◦ increments as training data was also eval-
uated, i.e. 0◦, 20◦, . . . for both angles. The error when evaluating on 10◦, 30◦, . . .
for both angles and high resolution images is 2.66◦ for θ and 4.21◦ for φ.

5.6.3 Images with background and occlusion

The system has also been tested on images with background, occlusions, and
unknown parameters (φ, θ, s, α, x, y). The pose angles are unknown, but the closest
rotation table view available corresponding to the largest cluster is displayed in
the cases when significant clusters are obtained. In this case we used duplets only
from the highest resolution of rotation table images. The size of the evaluation
image was manually chosen such that the size of the car is similar to the size of
the car in the prototype image. This was achieved by selecting the closest image
in a lowpass pyramid (one octave per level).

The results for seven images are shown in figures 5.10 – 5.16. The method
gives good estimates for all images, except for the image in figure 5.16, where
no significant cluster is obtained. Depending on the background the number of
obtained duplets varies a great deal. For example, the image in figure 5.10 gives 480
duplets while the image in figure 5.12 gives 1166 duplets. The total computation
time for the algorithm implemented in Matlab when applied on the image in figure
5.10 is about 5 seconds on a 3GHz Intel P4.

Tests were also made on how the performance was affected when increasing the
angular distance between the prototype views, from 10◦ to 20◦. The performance
seemed to be as good in both cases for these test images (not shown here). With
40◦ increment the stability is reduced to the point that it fails for the images in
figures 5.14, 5.15, and 5.16. It still works for all the other images, but the obtained
votes for the image in figure 5.11 are very few.

The system also seemed to work if the middle resolution of prototype images
was used instead of the high resolution, although the number duplets and reliable
votes were fewer. The method failed for downsampling yet another octave. As
a final experiment we also tested the method on an image with a real car of the
same model, see figure 5.17.

Only the pose estimates of the object have been shown here, but the clustering
procedure also gives information about the position, scale and orientation of the
object.
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Figure 5.10: Result of the object recognition system on a test image. (a) Input
image with feature points. (b) Illustration of the cluster (result from a previous
method). (c) Input image and the matched duplets from the prototype view with
the largest number of votes. (d) Prototype image with the largest number of
votes, and the duplet votes. Note that the cluster in (b) contains votes from
several prototype views, and that the duplets in (c) and (d) are only a subset.
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Figure 5.11: Result on another test image (see figure 5.10 for details).
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Figure 5.12: Result on another test image (see figure 5.10 for details).
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Figure 5.13: Result on another test image (see figure 5.10 for details).



108 Patch-Duplets for Object Recognition and Pose Estimation

(a) (b)

50 100 150 200 250 300

50

100

150

200

0 50 100 150
0

20

40

φ

θ

(c) (d)

50 100 150 200 250 300

50

100

150

200

100 200 300

50

100

150

200

250

Figure 5.14: Result on another test image (see figure 5.10 for details).
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Figure 5.15: Result on another test image (see figure 5.10 for details).
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Figure 5.16: Input image for which the method failed.
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Figure 5.17: Result on an image with a real car of the same model (see figure 5.10
for details).
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5.6.4 Image sequence with background and occlusion

The next evaluation is made on images from a video sequences with varying car
poses and occlusions, see figure 5.18. Each frame is processed separately in the
sequence.

In this case we used the middle resolution of prototype images (144×180). The
size of the evaluation images was as in the previous experiment chosen from an
octave lowpass pyramid such that the size of the car was similar in both evaluation
and prototype images. Duplets are also collected from both prototype image
and query images that are downsampled one octave. Using both scales makes it
possible in theory to handle scale changes in a range of between two and three
octaves depending on the local scale invariance of the duplets. It is not necessary
to use duplets from several scales here since the size of the car is fairly constant in
time. In fact, it may even decrease the estimation performance, but the comparison
with SIFT features will become more fair. In retrospect it was found that the
performance using one or several scales was fairly equal.

The estimated parameters are plotted as a function of time in figure 5.19. The
same figure also shows the estimated parameters using SIFT features instead of
duplets. It seems that the duplets give more stable estimates. However, the pa-
rameters are only estimated from the largest cluster in the clustering procedure.
It may very well be that the correct estimate is in the second or the third largest
cluster. The system should be improved (for any choice of feature) if we also
consider estimates from a few more clusters, and select one of them according to
some verification method, or choose the one that is most stable in time. In addi-
tion, including temporal information should also help to reduce the computational
complexity, since we only have to compute features near the previously estimated
position.

A demo movie (mpeg) showing the recognition results from another video se-
quence can be downloaded from

www.isy.liu.se/cvl/ScOut/TechRep/PaperInfo/bm03.html.
The demo shows the movie sequence, where contour from the closest rotation table
image has been superimposed on each frame after transformation according the
estimated parameters. Each frame is again processed separately.

5.6.5 Moving light source

The system is also evaluated on another sequence where the light source is moving
and where everything else if kept constant, see figure 5.20. The same setup as in
the previous section was used. The estimated parameters using both duplets and
SIFT features are shown in figure 5.21. We see again that the estimation based
on SIFT features has a worse performance, in the sense that the estimates are less
constant in time.

5.6.6 Scale transformation

Finally, the system is evaluated with respect to scale transformation. A video
sequence was captured while zooming in on the object, see figure 5.22. The same
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Frame #1 Frame #9 Frame #17

Frame #25 Frame #33 Frame #41

Frame #49 Frame #57 Frame #65

Figure 5.18: Sample images from a video sequence.
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Figure 5.19: Estimated object parameters for the sequence in figure 5.18. Solid:
Estimation using duplet features. Dashed: Estimation using SIFT features.
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Frame #10 Frame #20 Frame #30

Frame #40 Frame #50 Frame #60

Frame #70 Frame #80 Frame #90

Figure 5.20: Sample images from a sequence taken with a moving light source.
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Figure 5.21: Estimated object parameters for the sequence in figure 5.20. Solid:
Estimation using duplet features. Dashed: Estimation using SIFT features.
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setup as in the previous two sections was used (e.g. two levels in an octave pyramid
for both prototypes and evaluation images). The estimated parameters using both
duplets and SIFT features are shown in figure 5.21. The estimation based on
duplets again performs somewhat better than the one based on SIFT features.
This means that the duplets are sufficiently scale invariant so that it is enough to
collect features from each octave, at least in the images used here.

5.6.7 Additional observations

It was found that the enhancement of the local orientation did not significantly
improve the performance. Also, it did not seem to significantly matter whether
we used the star pattern operator or the Harris operator. The modified Harris
method in section 5.2 gave the best performance on average, but the standard
Harris method was somewhat more stable on the moving light sequence. The
stability test in chapter 4 indicate that the star patterns are better suited than
Harris for certain other types of object, but simplicity should really be a general
rule here in order to maintain the generality of the system.

As mentioned before, each vote in the clustering is weighted with a measure of
confidence that is a function of the query/prototype distance. Some experiments
not shown here indicate that the performance may increase if we use an additional
weight that is inversely proportional the number of prototype duplets belonging
to the same prototype view as the correspondence. This removes the bias towards
prototype views containing many duplets.

The kernel size in the mean-shift clustering method was not tuned to give
optimal performance, the choice of kernel size did not seem to be crucial.

It was in general difficult to distinguish between the front view and the rear
view of the car, since they have a similar appearance, especially for low resolution
images.

Using first order symmetry points as interest points has also been considered,
which roughly can be described as corner points (or at least high curvature points).
The method in chapter 4 to detect these symmetries also give the corner orienta-
tion, which can be used to achieve the rotation invariance of the patches. It is not
obvious how to design the scale invariance in this case, but it may suffice in some
applications to use patches of a fixed size. For example, using patches of a fixed
size (they had to be chosen quite large) and rotated along to the corner orientation
actually gave a fairly well performance on the sequence in section 5.6.4 (but not
on the scale transformation sequence in section 5.6.6).

5.7 Discussion

We have presented an method for object recognition and object pose estimation
that has shown promising results in the experiments. The system performed bet-
ter using SIFT features than duplets for evaluation images that was similar to the
prototype images, but not for images that was very different from the prototypes.
The duplets are only locally scale invariant, due to the same property of the in-
terest points. But the same local behavior holds in practise for many scale-space
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Frame #1 Frame #8 Frame #15

Frame #22 Frame #29 Frame #36

Frame #43 Frame #50 Frame #62

Figure 5.22: Sample images from a video sequence
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Figure 5.23: Estimated object parameters for the sequence in figure 5.22. Solid:
Estimation using duplet features from two scales in a lowpass pyramid (one octave
apart). Dashed: Estimation using SIFT features. The scale plot is provided with
a dotted line at scale 1 for visualization purposes.
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algorithms as well due to noise such as shadows, occlusions, etc. The scale invari-
ance is achieved by including duplets from several scales. The system contains a
number of tuning parameters, e.g. parameters in the interest points detector, the
choice of patch size, and cluster parameters. As always for such systems it is dif-
ficult to tell which parameters are the most important. It is also unclear why the
duplets seems more stable than the SIFT features. Maybe the reason is that it is
better to use local scale invariance and rotation invariance from two points rather
than maxima in scale-space and orientation histograms. But the difference can
also come from using slightly different orientation patches, slightly more feature
vectors, or that the particular cluster parameters are more suited for the duplets
than the SIFT features. In any case, the system is still quite general, and should
work for many types of objects.

More careful design of the training data may improve the system. For example,
as can be seen in figure 5.8, the pole on which the car is mounted is visible, which
will give rise to false features. Furthermore, the car windows and body give rise
to many reflexes which make this object extra challenging. The light source used
for the training data should be made more diffuse in order to avoid sharp reflexes
in the car windows and chassis.

There are limitations in the system described here. The duplet features may
be sufficiently descriptive for fine resolution images but fails for coarse resolutions,
mainly because the number of interest points becomes too few. This is a drawback
since coarse resolution images contain less data but still often contain enough
information for recognition, at least for humans. The number of interest points
may be increased by including different types of feature detectors. But care should
be taken in order to avoid an explosion of interest points. This leads to the need
for more selective and stable features, in order to keep a low complexity. For
example, the method presented here relies on statistics, i.e. that we have enough
feature duplets so that at least some of them are stable. Adding more feature types
would increase the matching complexity and memory storage. Another problem is
how to deal with several objects. The number of feature vectors will eventually be
too high, unless we can find a way to re-use features for several different objects.

We mentioned a running time of about 5 seconds in section 5.6.3. Lowe [109,
110] reports a running time of about a second on a system with similar complexity.
These numbers depends on a number of things such as image size and content, but
at least they give an idea of the complexity. It should be possible to reduce the
computational complexity further. One suggestion to reduce the number of duplets
is to use visual keys such as color, texture, depth, and motion. Vector quantization
may be used as a more intelligent feature matching algorithm. While nearest-
neighbor classification techniques are remarkably powerful given their simplicity,
the problem of scaling feature dimensions in order to minimize classificiation errors
in high dimensions remains an experimental art. One topic for future research is
to use some type of learning structure, for example the one in chapter 7, which
may aid in the matching, clustering, and interpolation procedures.



Chapter 6

Channel Representation

The channel representation is a simple yet powerful representation of scalars and
vectors. It is especially suited for representation of several values simultaneously.
We will here present the basic concepts behind the channel representation. The
channel representation will in chapter 7 be used in an associative network, and
this chapter mainly serves as an introduction to that chapter.

6.1 Introduction

The channel representation is a high-dimensional, monopolar (non-negative) rep-
resentation of a signal. Each unit of data is called a channel. Each channel value is
the output from a kernel function, H(s), possibly weighted with some confidence
measure. The kernel functions are typically localized in the input space, i.e. they
go to zero outside some local region.

The concepts and tools around the channel representation have emerged grad-
ually in time, see e.g. [124, 61, 27, 62, 63, 49, 52, 53]. This chapter mainly serves
as an introduction to the channel based associative network in chapter 7, but the
concept of channel representation can stand alone and has for example been used
in several image processing problems. Applications include feature selective edge
detection [26], orientation and velocity estimation [50, 83, 141], representation of
color and adaptive filtering [54, 53, 142], and object recognition [66].

6.2 The cos2 kernel

We will in this chapter use the cos2 kernel, defined as

Hc(x) =

{
cos2(ωd(x, c)) if ωd(x, c) ≤ π

2 ,

0 otherwise,
(6.1)
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Figure 6.1: The kernel function Hc(x) in (6.1). Left plot: Illustration of kernel
center and kernel width. Right plot: Illustration of a kernel for a periodic variable
x.
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Figure 6.2: The kernel function Hc(x) in (6.1) for a periodic variable and ω = π/p
(global support).

where c is the kernel center, ω is the kernel width, and d(·, ·) is a distance function.
The Euclidean distance is used for variables in linear spaces,

d(x, c) = |x − c| , (6.2)

and a modular distance is used for periodic spaces with period p,

d(x, c) = min (mod(x − c, p),mod(c − x, p)) , (6.3)

where mod(x, p) = x − �x/p� is the modulo operation. The left plot in figure 6.1
shows an example of the cos2 kernel, and the right plot illustrates the kernel using
the modular distance function (6.3). Note that we get Hc(x) = cos2(π(x − c)/p)
in case of a periodic space and if ω = π/p, i.e. the kernel has global support, see
figure 6.2.

6.3 Channel encoding

Let {ck}K
k=1 denote a set of kernel centers, and let u(x) denote a vector containing

the kernel values Hck(x), i.e.

u(x) =
(
Hc1(x) Hc2(x) . . . HcK (x)

)T
. (6.4)

The vector u is said to be the channel representation of the value x, provided that
the mapping x → u(x) is injective, meaning that there should exist an inverse
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that computes x from u(x). The mapping x → u(x) will be referred to as chan-
nel encoding, and the inverse mapping u(x) → x will be referred to as channel
decoding.

Example 1 Let ck = k, k = 1, . . . 10, and ω = π/3. The kernel functions are
shown in figure 6.3.

x1 2 3 4 5 6 7 8 9 10

Figure 6.3: Kernels for example 1.

Note that the kernel width ω controls the overlap between the channels. We see
that three channels are overlapping at each point x, except at x = 0.5, 1.5, . . ..
The channel representation u of a value x will at most consist of three non-zero
elements. For example, the value x = 3.3 has the channel representation

u(3.3) =
(
0 0.043 0.905 0.552 0 0 0 0 0 0

)T

. (6.5)

The vector u(3.3) can be visualized in different ways, for example as

or as

x1 2 3 4 5 6 7 8 9 10

where in the last case the degree of activation of each feature channel is illustrated
as a product between the basis functions Hk(x) and their corresponding values
Hk(3.3).

Example 1 shows that the channel representation is basically a coding of the
position of the value x. Also notice that the vector u is sparse, meaning that only
a few elements are non-zero. The sparsity depends on the overlap between the
channels.

In the example 1, both the sum and the squared sum of the elements in u (the
l1-norm and l2-norm respectively) are independent of the value of x, as long as x is
within the represented domain of the channel set (0.5 ≤ x ≤ 9.5 in the example).
This property also holds for the more general case ω = π/M , M ∈ {3, 4, . . .}, for a
proof see [53]. This enables us to use the norm of u to represent some other entity
related to the value x, for instance a measure of confidence r. The vector ru(x) is
a channel representation of the signal–confidence pair (x, r).
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6.4 Channel decoding using the cos2 kernel

The decoding algorithm used here is adopted from Forssén [51, 53]. The basic idea
is to compute local estimates from neighboring channels. Assume that the kernels
are centered at integer positions, ck = k, k = 1, . . . , K, and that the kernel width
ω = π/M for some integer M ≥ 3. Moreover, assume that we have a channel
vector u =

(
u1 u2 . . . uK

)
. Then, for each group of M neighboring elements

{ul, ul+1, . . . , ul+M−1} we compute an estimate of x as

x̂l = l +
1
2ω

arg

(
l+M−1∑

k=l

ukei2ω(k−l)

)
. (6.6)

We use uK+l = ul for periodic variables. The estimate is rejected if it falls outside
the valid range [l−1+M/2, l+M/2], otherwise we compute a confidence measure
rl as a local average of channels,

rl =
1
M

l+M−1∑
k=l

uk . (6.7)

Other confidence measures that take the model assumption more into account can
be used, see [53]. At most we get as many estimates as there are channels, but
many of them are disregarded as they fall outside the valid range or because their
confidence is too small. The confidence measure can be used to find the most
dominant value or values.

Example 2 (Example 1 continued)
Computing the estimates (6.6) with M = 3 on the channel vector in (6.5) gives(

x̂1 x̂2 . . . x̂8

)
=

(−0.02 3.30 3.31 4 5 6 7 8
)

, (6.8)

(only l ≤ K + M − 1 is relevant) and the confidence measures(
r1 r2 . . . r8

)
=

(
0.95 1.50 1.46 0.55 0 0 0 0

)
. (6.9)

All estimates except x̂2 = 3.3 fall outside their valid range x̂l ∈ [l + 0.5, l + 1.5]
and are therefore removed, leaving only the true value (which also has the highest
confidence).

We will denote the decoding of u to one or several values x̂l by dec(u). The
decoding is easily modified for the case of non-integer distances ck+1 − ck = ∆,
ω = π/(∆M), or even for more general non-linear mappings, by a mapping of x̂l

after the decoding (6.6). Note that the expression (6.6) can be implemented by
convolution (regular or circular) with the filter kernel [ei0 ei2ω . . . ei2ω(M−1)].

It is not clear if there is an optimal choice of kernel. We can for example choose
Gaussians or B-splines instead of the cos2 function. Decoding strategies for these
two choices can be found in [53, 49]. The B-spline channel vector is for example de-
coded by computing the local center of gravity, x̂l = (

∑l+M−1
k=l ukk)/(

∑l+M−1
k=l uk).

The choice of kernel is hopefully not a crucial issue as long as there exists a simple
decoding algorithm, but may be important for certain applications where a high
accuracy is desired. We choose the cos2 kernel here mainly to point out the close
relation to orientation tensors in the example in section 6.6.1.
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6.5 Representation of multiple values

The channel representation has the advantage that several values can be repre-
sented simultaneously in the same channel vector without interference, as long as
the distances between the values are sufficiently large. If the values are too close
to each other they will instead be percieved as one single value. This behaviour is
related to metameric representations in psychology, one example being the repre-
sentation of color by a three channel representation of wavelength. The smallest
distance between values that the channel representation can handle is therefore
sometimes referred to as the metameric distance.

Example 3 (Example 1 and 2 continued)
The sum of the channel representations of the values x = 3.3 and x = 8.1 is

illustrated in figure 6.4.

x1 2 3 4 5 6 7 8 9 10

Figure 6.4: Illustration of u(3.3) + u(8.1).

The channel decoding in section 6.4 will give x̂2 = 3.3, and x̂7 = 8.1, which are the
only estimates within valid range. Note that we can also choose to weight the two
terms in the sum with different measures of confidence, e.g. 0.9u(3.3) + 0.5u(8.1),
and still get the correct values after decoding.

The sum of the channel representations of the values x = 3.3 and x = 4.8 is
illustrated in figure 6.5.

x1 2 3 4 5 6 7 8 9 10

Figure 6.5: Illustration of u(3.3) + u(4.8).

The channel decoding will give the value x̂3 = 4.28, which is the only estimate
within valid range. The two values x = 3.3 and x = 4.8 are therefore percieved only
as one value x = 4.28. But the channel vector in figure 6.5 is not consistent with
the model u(4.28), which will be revealed if the choose a measure of confidence
based on the model assumption rather than the sum (6.7).
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6.6 Examples

To further aid in the understanding and to illustrate the properties of the channel
representation we give two examples; representation and estimation of multiple
orientations and line-endings (junctions).

6.6.1 Representing multiple orientations in 2D

As the first illustration, we show how to use the channel representation for rep-
resentation and estimation of multiple orientations in 2D. In short, the local ori-
entation angles are encoded into a channel vectors, which are averaged over local
regions. Finally, the estimated orientations are found by channel decoding. The
method is implemented as follows:

1. Compute local orientation estimates in double angle representation.

Let f denote an image and ∇f = (fx fy)T the image gradient (in practise
computed using Gaussian derivatives). Moreover, compute the double angle
representation z as

z = (fx + ify)2 = |∇f |2ei2∠∇f . (6.10)

2. Compute the channel representation of z as

u = |z| (Hc1(∠z) Hc2(∠z) . . . HcK (∠z)
)T

, (6.11)

where ck = 2π(k− 1)/K, k = 1, . . . , K, and where ∠z denotes the argument
of z. The argument is a periodic variable and the modular distance function
(6.3) is used. The channel vector is weighted with the magnitude of z, which
is used as a simple (not optimal) measure of confidence.

3. Average the channel vectors in each local image region using a Gaussian
filter.

4. Decode the averaged channel vector into one or several orientation estimates
using the method in section 6.4.

Figure 6.6(a) shows an image with two intrinsically one-dimensional regions,
and the corresponding gradients. The double angle representation is shown in
figure 6.6(b), and the channel vector u using K = 8 channels and ω = π/3 is
illustrated in figure 6.6(c). Figure 6.6(d) shows a sample of the channel vectors
after averaging. We can see that some of the vectors contain information about
several values. Finally, figure 6.6(e) shows the decoded orientation estimates, and
we see that the channel vectors near the border between the two intrinsically
one-dimensional regions reveal two orientation estimates.

The averaged channel vectors is simply orientation histograms with overlap-
ping bins. The resolution and the number of orientations that can be represented
depends on the number of channels, the channel overlap, and the kernel width.
The orientation channel histograms is an example of channel smoothing, which is
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(a) Local image gradients ∇f (b) Double angle representation z

⇒

⇓
(c) Channel representation of z

⇓
(e) Decoded orientation estimates (d) Averaged channel vectors

⇐

Figure 6.6: Illustration of the orientation channel histograms. The 8-dimensional
channel vectors are illustrated by filled circles in a ring. The decoded orientation
estimates (above a certain confidence level) are visualized by lines with intensity
proportional to the confidence measure.
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a general way to cluster a sample set that is robust against outliers and that can
handle several cluster modes, see [54, 48, 53]. Another nice application of chan-
nel smoothing is image enhancement, where the gray-valued intensity is channel
encoded. The intensity channel vectors are averaged locally in the spatial domain
and then decoded to give an enhanced image with preserved edges, see e.g. [53].
Channel smoothing is related to mean-shift filtering [32]. But a difference is that
mean-shift method employs kernels that are moved towards the modes (peaks in
the probability density function) of the data (starting at each data point), while
the channel smoothing method uses kernels with fixed positions and local decod-
ing. The computational complexity of the channel smoothing method can be either
lower or higher than and the complexity of the mean-shift clustering, depending
on the dimensionality of the data, the size of the kernels, and the number of data
points. A drawback with the channel smoothing method is that the estimates may
become biased toward the kernel centers because the local decoding is in conflict
with large distributions. This problem can however be reduced, see e.g. [48].

Relation to the gradient (structure) tensor

The gradient tensor (see section 3.2.1), also known as the structure tensor, may be
viewed as a special case of the orientation channel histogram where the channels
have global support. Assume that ω = 1/2, which means that each kernel has
global support (c.f. figure 6.2). Then channel uk can be written as

uk = |z|Hck(∠z) = |z| cos2
(

∠z − ck

2

)
=

(∇fT vk

)2
, (6.12)

where vk = (cos(ck/2) sin(ck/2))T . Hence, averaging the channels with a Gaus-
sian filter g can be interpreted as a samples from the orientation functional

φ(v) =
∫

g(x)(∇fT(x)v)2 dx = vT

(∫
g(x)∇f(x)∇fT(x) dx

)
v (6.13)

(where x is the spatial coordinate). Note the gradient tensor in the rightmost
expression. It is fairly straightforward (but tedious) to show that the channel
decoding (6.6) using channel with global support is equivalent to finding the vector
v that maximizes φ(v), i.e. the eigenvector corresponding to the largest eigenvalue
of the gradient tensor. Hence, the gradient tensor can be viewed as an orientation
channel histogram where the channels have global support. Note that the general
orientation channel vector is a sampled version of the orientation functional

φ(c) =
∫

g(x)|z(x)|Hc(∠z(x)) dx . (6.14)

It is shown in [83] that the orientation channel histograms can perform better
than the gradient tensor in an orientation evaluation experiment. The test image
consists of patches of intrinsically one dimensional regions in different orientations,
with borders similar to the one in figure 6.6.
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Figure 6.7: Example of channel filters Hc(∠x) in (6.15) for directional sampling.

6.6.2 Representing multiple line-endings

As the second example, we show how to use the channel representation for repre-
sentation and estimation of line-endings.

The orientation functional (6.14) does not depend on the position of the local
orientation estimates (except for the weight g). A combination of channels that
are selective to the orientation and the position of an estimate respectively enables
us to represent and estimate line-endings. Define

φ(c) =
∫

R(x)|z(x)|Hc(∠x)H2∠x+π(∠z(x)) dx , (6.15)

where R is a spatial window. The first kernel function, Hc, is shown in figure 6.7
for a set of kernel centers ck. The second kernel function, H2∠x+π, removes the
estimates that are inconsistent with the line-ending model. We choose a spatial
window that is zero in the middle, e.g. R(x) = |x|g(x). The line-endings can be
obtained by decoding the channel vector

u =
(
φ(c1) φ(c2) . . . φ(cK)

)T
, (6.16)

where ck = π(k − 1)/K, k = 1, . . . , K.
Figure 6.8 shows an example of estimation of line-endings and junctions. A

number of interest points are first found using a rotational symmetry operator that
detects general star patterns, see chapter 4 for details. We compute a line-ending
channel vector (6.16) in each of these points (using K = 16 and ω = π/3). The
result after decoding is shown on the right. As always, the result depends on a
number of things such as the image content, the choice of initial points, thresholds,
and size of window R(x).

It is often desirable to gather local information in a directional sense, this might
be achieved using some form of steerable filter. An adaptation of this concept to
multiple orientations (junctions) has been given in [138]. Steerability enables an
exact interpolation between basis functions, however this requires that the used
filters have global support. In contrast to these approaches we use localized (com-
pact support) basis filters that are designed such as to allow a reconstruction of
local peak positions rather than the continuous function φ(c). Note that the ability
to interpolate does not increase the information content of the representation.
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Figure 6.8: Example of estimation of line-endings.

6.7 Discussion and open issues

Sections 6.2–6.5 show the basic ideas behind the channel representation; local
encoding and decoding of position, and representation of multiple values. We can
from here go on to discuss philosophical properties, relations to biological systems,
and to analyze the practical behavior of the channel representation. This has been
done in a thorough manner by several people, see e.g. [61, 62, 49, 53] for more
information and further references. We mention a few interesting facts and open
issues.

Localized channels appear frequently in biological systems, where each nerve
cell responds to a specific feature value. One example is the orientation selective
cells in the visual cortex (Hubel and Wiesel [77]). Furthermore, the biological
visual system seems to encode information by monopolar responses, as opposed
to bipolar responses which can assume both positive and negative values. It may
therefore be argued, from a biological point of view, that the channel representation
is a potentially useful way of representing information also in artificial systems.

The localized cos2 function is here called a kernel, a name which has a different
meaning for different people. In kernel based learning systems it is for example
often desired that the kernel fulfills the kernel trick, which means that the kernel
function Hc(x) can be written as a scalar product between two vectors Φ(c) and
Φ(x), where Φ(·) is a mapping, see e.g. [118]. The channel representation is also
suitable for statistical estimations, see e.g. Forssén [53]. The averaged orientation
channel histogram in section 6.6.1 may for example be interpreted as a kernel den-
sity estimator that estimates the probability distribution of local orientation in an
image region. Moreover, the localized kernels are also related to symbolic repre-
sentations; in the extreme case we have a discrete variable x and non-overlapping
channels, and the implementation boils down to a simple look-up table.

The kernels and the channel representation can be defined in higher dimensions.
It is desired that the kernels in the channel representation used here and in the
associative network in chapter 7 are localized, non-negative, and that the sum of
the channels are fairly independent of the value x. Besides these general properties
it is not clear at this point which other exact properties that is desired, and we
therefore restrain from giving a formal definition. It is also not clear how to
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choose the kernel centers and kernel widths in an automatic manner. Obviously
one should not use more channels than necessary. More channels require more
computations and memory, but the increase may be less than linear due to the
sparsity and local support of the kernels.
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Chapter 7

A Channel Based
Associative Network

Sparse data
may, at first

sight, take up

a lot of space,

but this is

somewhat misleading

since most

of the space

is empty.

Several new types of neural network systems have emerged in the last decades.
Examples of such systems are Radial Basis Function (RBF) networks, Support
Vector Machines (SVM), and fuzzy logic networks. They all have in common
that they employ locally tuned, or selective, inputs. Local functions transform the
data into a high-dimensional space in which association is easier. It is well known
that a mapping into a higher-dimensional space gives an improved separability for
classification, see e.g. [73]. A mathematical justification for this approach may be
traced back to the early paper by Cover [34], where he argues, using probability
theory, that a nonlinear pattern-classification problem cast in a high-dimensional
space is more likely to be linearly separable there than in a low-dimensional space.
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Note that this statement says nothing of how we should recast the input space for
best results. However, experience from the field of multivariate statistics [28] and
clues from biological systems [115] have led to the use of locally tuned functions.

The high-dimensional spaces put high demands on the function modeling and
on the learning strategy that is employed to compute the model parameters. It is,
therefore, desirable that the model and the learning algorithm are computationally
efficient and that they require modest memory storage. We will in this chapter
describe a particular associative network, which is an attempt to meet these de-
mands. This network is based on the channel representation described in chapter
6, which is a sparse representation and therefore quite efficient even though it is
high-dimensional. The main features behind the channel based associative net-
work was presented by Granlund in [63], but some of the theory has since then
been reformulated and extended. One example is the optimization procedure of
the network parameters which are found by solving a constrained least squares
problem.

7.1 An introductory example

We will on the following pages describe the network using a simple function ap-
proximation example. Notation and terminology will be introduced along the way.
The example is of an illustrative nature and we will concentrate on general ideas
rather than giving detailed performance measurements. Some of the concepts in
chapter 6 are used, but this section can be read independently of that chapter.
Although the example does not tell the whole story, it should give a quick insight
into the theory. An implementation in MATLAB of a similar example is given in
appendix D.

Assume that we have a set of training samples, {xn, yn}N
n=1, from which we

want to learn a mapping x → y, see figure 7.1.

x

y

Figure 7.1: Training samples

A very simple solution would be to divide the definition space into a number
of regions, e.g. 0 < x ≤ 0.1, 0.1 < x ≤ 0.2, . . ., and compute the average function
value in each region. This model can be formulated in logic rules like ’IF 0.1 <
x ≤ 0.2 THEN y = 0.3’. This approach can also be implemented by using non-
overlapping rectangular basis functions, ah(x), and the linear model

ŷ(x) =
∑

h

chah(x) , (7.1)
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or in vector notation
ŷ(x) = c a(x) , (7.2)

where c =
(
c1 c2 . . . cH

)
is a row vector containing the coefficients and

a(x) =
(
a1 a2 . . . aH

)T is a column vector containing the basis functions.
We compute the coefficients c by solving a least squares problem,

min
c

‖y − cA‖2 , (7.3)

where y =
(
y1 y2 . . . yN

)
and A =

(
a(x1) a(x2) . . . a(xN )

)
contain the

training data. The result is shown in figure 7.2.

x

y

ah(x)
ŷ = ca⇒

x

y

Figure 7.2: Model fitting using rectangular basis functions. Left: Training samples
and basis functions. Right: Training samples and resulting model.

We can improve this model by using smooth overlapping (but still local) basis
functions, see figure 7.3.

x

y

ah(x)
ŷ = ca⇒

x

y

Figure 7.3: Model fitting using smooth local basis functions.

The functions ah will be referred to as feature channels, and a as a feature
(channel) vector. The vector a(x) is a channel representation of x (c.f. chapter 6)
and can be interpreted as an encoding of the position of the value x. A certain
value x0 will ‘activate’ a small number of feature channels, i.e. a few ‘fuzzy rules’,
which are weighted together to give an estimated function value, see figure 7.4.

We observe in figure 7.3 that the model behaves poorly near the discontinuity,
and that the problems are spread into the smooth regions as a ringing behavior.
This effect can be reduced if we introduce locality also in the output space. Let
{uk(y)}K

k=1 denote a set of channel functions in the output space, see left plot in
figure 7.5.
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x

y

x0

a(x0)

Figure 7.4: Illustration of the model (7.2) for x = x0. The feature vector a(x0)
is visualized below the plot. The degree of activation of each feature channel is
illustrated in the plot as a product between the basis functions ah(x) and their
corresponding value ah(x0).

x

y

ah(x)

uk(y)
û = Ca

ŷ = dec(û)⇒
x

y

Figure 7.5: Model fitting using smooth local basis functions both for x and for y.

The functions uk will be referred to as response channels. The vector u =(
u1 u2 . . . uK

)T will be called a response vector and is a channel represen-
tation of y. The mapping x → y is now defined in terms of a mapping between
channel representations of each domain, a → u. We use a linear model for each
response channel, which in matrix notation becomes

û = Ca , (7.4)

where û =
(
û1 û2 . . . ûK

)T and C is a K × H matrix containing the model
parameters. We will use the terms linkage matrix for C and links for its elements
ckh. As before, we solve a least squares problem to find the model parameters,

min
C

‖U − CA‖2 , (7.5)

where U =
(
u(y1) u(y2) . . . u(yN )

)
. Figure 7.6 shows the matrices A and U,

the solution C, and the estimated response matrix Û = CA.
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U

A

C

Û = CA

Figure 7.6: Illustration of the given matrices A and U in problem (7.5), the
solution C (the negative values are denoted by unfilled circles), and the model
estimate Û = CA.
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A certain value x0 is now activating a small number of feature channels, ah,
each which in turn activates a small number of response channels ûk, i.e. a ’fuzzy
position of ŷ(x0)’, through the model (7.4). Figure 7.7 illustrates the process.

C a(x0) û

=

x

y

x0
�

a(x0)

Figure 7.7: Example of model behavior for a certain point x = x0.

It remains to compute the estimated function value ŷ(x0) from the vector û.
We use local decoding, denoted ŷ = dec(û). The idea is to estimate ŷ(x0) from a
few neighboring elements ûk that together have the highest activity. Details can
be found in chapter 6, section 6.4. To summarize, the procedure to compute the
function value is

x0 → a(x0) → û(x0) = Ca(x0) → ŷ(x0) = dec(û(x0)) . (7.6)

The resulting model behavior is shown in the right plot in figure 7.5.
Why does this model give a better performance? What happens inside the

model near the discontinuity? Figure 7.8 illustrates the process. The feature
channels ah near the discontinuity have during training been active for values
on both sides on the discontinuity, and have consequently been linked to several
response channels. This may be realized by studying the matrices C and Û in
figure 7.6. Hence, a value x0 near the discontinuity will activate feature channels
ah which, through the model (7.4), activate response channels ûk corresponding
to values on both sides of the discontinuity. A suitable local decoding of û will
reveal two hypotheses for y(x0), of which we may choose the one with the highest
activity. Note that a global decoding of û, for example global center of gravity,
would ruin the ability to handle several values simultaneously.

So far we have created a model which seems to have a good performance,
but the cost is a large increase in model parameters, C, leading to more memory
requirements and a higher computational complexity. Can we somehow reduce the
number of parameters? We propose a solution that is fairly simple and which has
some nice properties: a non-negative constraint on C. In a fuzzy rule framework
this corresponds to using only positive rules, which would make the model easier
to interpret. Furthermore, the non-negative constraint on C will ensure a non-
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C a(x0) û

=

x

y

x0
�

a(x0)

Figure 7.8: Example of model behavior for a certain point x = x0 near a disconti-
nuity. The response vector û contains two hypotheses for the function value ŷ(x0),
of which one has a higher activity.

negative response vector u. Therefore, let us modify the problem (7.5) into

min
C≥0

‖U − CA‖2 . (7.7)

We will sometimes refer to the non-negative constraint as a monopolar constraint.
An algorithm to solve problem (7.7) is described later in this chapter. The new
solution C, depicted in figure 7.9, contains fewer non-zero elements compared to
the unconstrained solution in figure 7.6. The constrained solution is more sparse.

C

Û = CA

Figure 7.9: The solution C of problem (7.7), and the estimate Û = CA. Both
matrices are more sparse compared to the corresponding ones in figure 7.6.
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x

y

x

y

x

y

Figure 7.10: Model behavior for irregularly placed feature channels. Top: Training
samples and basis functions. Bottom left: Model using solution (7.5) without
the monopolar constraint. Bottom right: Model using solution (7.7) with the
monopolar constraint.

The performance is visually unaffected by the use of the monopolar constraint
in this example (therefore not shown here). In fact, the constraint can actually
improve the performance in many cases. Assume that the feature channels were
irregularly placed and had varying width, which is more representative for the type
of data encountered in many real applications, see top plot in figure 7.10. This
problem is more ill-conditioned than the previous one, basically meaning that the
feature matrix A is close to singular which may give a more ill-behaved model
unless some type of regularization is made. As we will see later, the monopolar
constraint actually gives an upper limit on the linkage matrix values which makes
it a form of regularization. The bottom plots in figure 7.10 illustrate this property,
where we see that the monopolar constraint is improving the model performance.

The distinction between a discontinuity and a steep slope is not well defined
when we only have access to a set of samples. This is mainly controlled by the
distance and overlap between the response channels, see figure 7.11. We emphasize
that an increase in the number of response channels does not cause an explosion
in the number of used links. Rather, it remains fairly stable at approximately two
or three times the number of links required for the simpler model (7.2). This is a
direct consequence of the monopolar constraint.

To summarize so far, the basic idea is quite simple if we ignore all the sur-
rounding notation; a non-linear mapping x → y can be effectively implemented as
a simple linear mapping between a channel representation (position encoding) of
each domain, a → u. The linkage matrix that defines the mapping can be made
sparse due to a monopolar constraint.



7.1 An introductory example 137
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Figure 7.11: Model behavior for varying width of the response channels. The
width controls the distinction between a discontinuity and a steep slope.

7.1.1 Discussion

Computer vision problems often involve high-dimensional mappings x ∈ R
Mx →

y ∈ R
My , but the fundamental idea is similar to the one described above, namely,

to decompose the space and represent the problem by locally linear problems. The
feature channels ah are usually not of the simple kind described above, but of a
very complex nature and usually not regularly positioned. The feature channels
ah will in a typical case be outputs from band-pass filters describing properties
of a signal, or properties in an image of an object, such as local orientation, local
curvature, color, etc.

In some applications we may not want to decode the response vector u, but
instead pass it on directly to higher level processes. There is in that case really no
requirement for a regular arrangement of channels, be it on the input side or on
the output side. The prescription of an orderly arrangement at the output comes
from the need to interface the structure to the environment, e.g. to determine its
performance. In such a case it will be desirable to decode the response vector back
into scalar variables in order to compare them to the reference, something which
is greatly facilitated by a regular arrangement.

Function approximation implies that the feature space is sufficiently descriptive
to allow an unambiguous mapping to the response state. Situations that violate
this requirement are known in learning and robotics as perceptual aliasing, see
the left plot in figure 7.12 for an illustration. Such situations do not constitute
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C
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y

Figure 7.12: Illustration of perceptual aliasing. Left: Two (or more) training
samples may have the same or very similar input x value but different output
values y. Right: The linkage matrix C after training, computed from (7.7).

pure function approximation problems, but the associative network is still able
to handle this problem. The right plot in figure 7.12 shows the resulting linkage
matrix after training. The channel representation of the output space allows for
several hypotheses to be represented simultaneously, just as near a discontinuity.
The aliasing problem may later be resolved at a more global level or by adding
more features sequentially. As an example, the associative network has been used
by Granlund and Moe [67] for object recognition and pose estimation where it
is desired that an image feature from an object should be mapped to several
values of the object pose. The correct object pose is found by using a collection
of feature. Another example is robot localization, where the robot initially has
several hypotheses of its position, which are refined and reduced in time as more
sensor measurements are collected (see Forssén [53] for a discrete version of this
problem).

We have now presented the basic ideas behind the channel based associative
structure, and will in the following sections go deeper into various aspects and
details.

7.2 Implementation in MATLAB

The associative network basically needs three functions: one for channel encoding,
one for channel decoding, and one for optimization of the linkage matrix. Appendix
D contains an elementary implementation of these functions in MATLAB, to give
an idea of the amount of code needed, and as a quick start for the reader to
make his or her own experiments. Each function contains only a few lines if we
ignore the comment lines. The encoding and decoding is made suboptimal with
for-loops for pedagogical reasons. An example of how to use these functions in an
experiment similar to the introductory example in section 7.1 is also given at the
end of appendix D.

We emphasize that the implementation in appendix D is only elementary, a
more general and robust implementation would include channel coding of vectors
and modular variables (e.g. angles), channel decoding of several values, other types
of normalizations, generalized optimizations, and preprocessing of the data to
remove small feature values (see section 7.5.2).
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7.3 Vocabulary

This chapter contains a lot of notation and terminology, which may be confusing
for a first-time reader. The summary list below may be helpful.

Channel May have multiple meaning and multiple no-
tation, but the interpretation is hopefully
clear from the context. Generally, “channel”
refers to a local smooth function of a variable
or a signal. The channel conveys information
about a variable/signal in a local region of
the variable/signal space. Sometimes “chan-
nel” may also refer to a specific channel value.

Channel representation Representation of a signal or a certain value
by a set of channels.

Active channel When a specific channel is non-zero.

Active domain The part of the space where a specific channel
is active.

ah = ah(x) Feature channel, a channel in the input (sen-
sor) domain.

uk = uk(y) Response channel, a channel in the output
(response) domain.

a(x) = a =
(
a1 a2 . . . aH

)T Feature (channel) vector, channel representa-
tion of the input values x.

u(y) = u =
(
u1 u2 . . . uK

)T Response (channel) vector, channel represen-
tation of the output (function) values y.

{xn, yn}N
n=1 Training samples.

{an,un}N
n=1 Channel representation of training samples,

an = a(xn), un = u(yn).

A =

⎛⎜⎝ | | |
a1 a2 . . . aN

| | |

⎞⎟⎠

=

⎛⎜⎜⎜⎜⎝
— a1 —

— a2 —
...

— aH —

⎞⎟⎟⎟⎟⎠
Feature matrix containing channel repre-
sented training data.
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U =

⎛⎜⎝ | | |
u1 u2 . . . uN

| | |

⎞⎟⎠

=

⎛⎜⎜⎜⎜⎝
— u1 —

— u2 —
...

— uK —

⎞⎟⎟⎟⎟⎠
Response matrix containing channel repre-
sented training data.

C =

⎛⎜⎜⎜⎜⎝
— c1 —

— c2 —
...

— cK —

⎞⎟⎟⎟⎟⎠ Linkage matrix, the matrix describing the
mapping between the feature channel space
and the response channel space. The ele-
ments ckh are called links and the row vectors
ck are called linkage vectors

Sparse vector/matrix A vector/matrix that only contains a few
non-zero elements.

Channel encoding/decoding The transforms between a value and its chan-
nel representation; encoding: x → a(x), de-
coding: a(x) → x. Note that the decoding
may sometimes give several values x.

Monopolar constraint Only one polarity is allowed, e.g. only positive
values, in addition to zero.

Kernel function Refers here to a family of functions that is
used to generate a set of channels, e.g. cos2-
functions, B-splines, or Gaussians.
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Figure 7.13: Architecture overview. (a) The system is moving along a state space
trajectory. Response channels, uk, and feature channels, ah, measure different
(local) aspects of the state vector x. (b) The response channels and the feature
channels make up localized functions along the trajectory. A certain response
channel is associated with some of the feature channels with appropriate weights
ckh.

7.4 A state space approach

There are other ways to think of the system than in terms of function approxima-
tion as we did in section 7.1. One way is to look upon the feature channels and
the response channels as different projections of a system state vector. Figure 7.13
gives an intuitive illustration. The system is moving along a state space trajectory.
The state vector x completely characterize the current situation for the system,
for example internal states such as position and orientation for the system itself
and external states describing the environment such as the position, orientation
and size of a certain object. Response channels and feature channels measure lo-
cal aspects of the state space. The response space is typically a subset of those
parameters, e.g. orientation of an object, position of a camera sensor in navigation
and localization, or actions of a robot. The feature space encodes measurements
from different sensors, such as image features, range data, etc. The response chan-
nels and feature channels make up response channel vectors u and feature vectors
a respectively. The processing mode of the architecture is association where the
mapping of features ah onto desired responses uk is learned from a representative
training set of observation pairs {an,un}N

n=1, see figure 7.13(b).
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7.5 Optimization procedure

We now describe and analyze the optimization procedure that solves the problem
(7.7). Define

e(C) =
1
2
‖U − CA‖2 = trace

(
(U − CA)(U − CA)T

)
. (7.8)

The error function (7.8) is the standard version, we will later in section 7.5.4 dis-
cuss generalizations that include different normalizations, weights, and projections.
The problem to solve is

min
C≥0

e(C) . (7.9)

The minimization problem (7.9) does not generally have a unique solution, as
it can be underdetermined or overdetermined. There are several ways to solve
sparse box constrained optimization problems, see e.g. [24, 1]. However, a high
dimensionality largely reduces the number of methods which can be efficiently
applied. The method used here is related to, but not covered by, the theory in
[126]. We propose the gradient-based iterative algorithm{

C(0) = 0

C(i + 1) = max (0,C(i) −∇e(C(i))D) ,
(7.10)

where max(·, ·) denotes element-wise maximum and D is a positive definite diago-
nal matrix that controls the rate of convergence for each column in C. The choice
of D will be discussed below. The sequence (7.10) is sometimes called a Projected
Landweber method. The gradient of e is

∇e(C) = (CA − U)AT , (7.11)

and we rewrite sequence (7.10) as

C(i + 1) = max
(
0,C(i) − (C(i)A − U)AT D

)
. (7.12)

It is well known that standard gradient search without constraints converges for
D = αI if 0 < α < 2/λmax, where λmax is the largest eigenvalue to AAT . However,
standard gradient methods has been considered to be very slow, and estimation of
λmax can be a difficult task for large matrices. On the positive side, the projected
gradient method is quite simple to implement and very effective for large-scale
problems. But as the gradient projection method is just a constrained variant
of the method of steepest descent, it is clear that some form of acceleration is
needed if the method is to be practical. The matrix D is sometimes called a
preconditioner and can, if properly chosen (not necessarily as a diagonal matrix),
allow a considerable acceleration of the ordinary gradient search, see e.g. [40, 126].
We propose the preconditioner

D = diag−1(AAT 1) , (7.13)
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where 1 =
(
1 1 . . . 1

)T . Although not theoretically proven, experiments show
that the choice (7.13) combined with the locality exhibited by the data gives an
accelerated convergence compared to the standard choice D = αI.

The convergence of sequence (7.10) are discussed and proven in [85]. We repro-
duce the major steps below. Define B := DAAT , and let ρ(·) denote the spectral
radius, i.e. the largest, in absolute value, eigenvalue.

Theorem 1 Assume that ρ(B) < 2. Then sequence (7.10) converges to a solution
of problem (7.8,7.9).

For a proof see [85]. In order to verify the inequality ρ(B) < 2, we use the following
auxiliary lemma:

Lemma 1 Let G be a non-negative matrix. Assume there exist a vector w > 0
and a scalar κ > 0 such that Gw ≤ κw. Then the spectral radius ρ(G) ≤ κ.

For a proof see appendix B. For the choice (7.13) we have that

B1 = diag−1(AAT 1)(AAT 1) = 1 . (7.14)

Hence, B fulfills the conditions in Lemma 1 with κ = 1, in fact, we must have
ρ(B) = 1 since B has an eigenvalue 1. The convergence then follows from Theorem
1. Note that the non-negativity of A paved the way for the non-negativity of B,
which is needed in Lemma 1.

The issue of stopping rules is no different here from other cases of optimization,
and we will not go into any details. All Landweber methods have a property of
semiconvergence for noisy data, meaning that the performance on other data than
the training data typically improves at first and later deteriorates. Furthermore,
since we minimize an error based on a channel representation of the function rather
than the function itself, we may experience a semiconvergence also in the training
data when we observe an error based on the function directly. These problems
are reduced by regularization, and two types are usually suggested; Tikhonov
regularization and early termination. We use the latter with a stop criterion based
either on experience or by monitoring the performance on a validation set.

As a final remark, note that problem (7.8) implies independent optimization of
each response, i.e. the optimization is performed locally in the response domain.
Hence we may, as an equivalent alternative, optimize each row vector ck in C
separately as

ck(i + 1) = max
(
0, ck(i) − (ck(i)A − uk)AT D

)
, (7.15)

which then solves the problem

min
ck≥0

1
2
‖uk − ckA‖2 . (7.16)
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7.5.1 Introductory example, cont.

We use the introductory example in section 7.5.1 to illustrate the accelerated con-
vergence using preconditioner (7.13) and the semiconvergence property discussed
in section 7.5. These properties are most evident in the case of irregularly placed
feature channels. We therefore use the setup from figure 7.10. The left plot in
figure 7.14 shows the relative error in the response domain during iteration for the
two choices of preconditioner discussed in the previous section. We see that the
preconditioner D in (7.13) is indeed accelerating the convergence compared to us-
ing D = (1/λmax)I. The right plot illustrates the semiconvergence of the relative
error after decoding. For a similar, more reproducible, experiment see [85].

‖U − C(i)A‖
‖U‖

‖y − dec(C(i)A)‖
‖y‖
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Figure 7.14: Error progress during iteration of sequence (7.12). Solid lines: using
D in (7.13). Dashed line in left plot: using D = (1/λmax)I. (The decoding is
performed on each column vector in C(i)A.)

7.5.2 Further Improvements

Coefficients of matrix C which are below certain thresholds Cmin may be elimi-
nated altogether, as this gives an even more sparse matrix. The thresholding may
be computed every now and then during the iterative procedure.

Furthermore, feature channels that have a low activity during the entire train-
ing may lead to very large linkage values. When the same channels later exhibits a
high activity we will get a misleadingly high response. Therefore, the coefficients
of matrix C may be limited in magnitude, as this gives a more robust system as
well. One way to achieve this is to use a constraint C ≤ Cmax. An alternative,
more computationally efficient, procedure is to remove feature values in A, which
are below some value amin. This is related to the thresholds of a sigmoid curve,
often assumed for the transfer function of real and artificial neurons.
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7.5.3 Relation to ISRA

Interestingly, a similar algorithm called ISRA (Image Space Reconstruction Al-
gorithm) has been used for image reconstruction and learning object parts using
non-negative matrix factorization [127, 106, 107]. Each element ck

h is in ISRA
updated as

ck
h(i + 1) = ck

h(i)
(ukA)h

(ck(i)AAT )h
. (7.17)

It can be shown that this algorithm is equivalent to using sequence (7.15), and a
preconditioner that changes during iteration,

D(i) = diag(ck(i))diag−1(ck(i)AAT ) . (7.18)

The major difference is that (7.17) computes the quotient between the true value
ukAT and the estimated value ûkAT = ck(i)AAT , while (7.15) computes the
difference. It is not clear at this point which one is to be preferred, they behave
similarly in experiments but one may have somewhat faster convergence than the
other in a particular case.

7.5.4 Generalized problems

The problem (7.8,7.9) is the standard version, but some alternatives and general-
izations have been suggested during the course of development. Different types of
feature vector normalizations have been explored,

u = C
1

s(a)
a , (7.19)

where s(a) is a normalization function. The model (7.19) can for a set of training
samples be expressed as

Û = CADs , (7.20)

where
Ds = diag−1

(
s(a1) s(a2) . . . s(aN )

)
. (7.21)

Furthermore, we may use a weighted error norm which then gives the generalized
error function

e(C) =
1
2
‖U − CADs‖2

W = trace
(
(U − CADs)W(U − CADs)T

)
. (7.22)

The weight matrix W controls the relevance of each sample, we choose W = D−1
s .

The gradient then becomes

∇e(C) = (CADs − U)WDsAT = (CADs − U)AT . (7.23)

Moreover, when we are at it we might as well generalize the non-negative constraint
to a closed convex nonempty set Ω, for example a box constraint. The generalized
problem is then

min
C∈Ω

e(C) . (7.24)
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Before we give the solution we need the following additional notation. Let Df be
a real symmetric and positive definite matrix. The oblique projection with respect
to D−1

f onto the set Ω is defined as

PΩ(C) := argmin{‖C′ − C‖D−1
f

| C′ ∈ Ω} . (7.25)

For Df = I, the unit matrix, PΩ(C) becomes the orthogonal projection of C
onto the set Ω, and the theorem that guarantees the existence and uniqueness of
orthogonal projections onto a closed and convex set, see e.g. [74], can be easily
revised to cover oblique projections. Note that if Ω is the non-negative orthant
and Df is diagonal, then PΩ(C) = max(0,C). The proposed solution to problem
(7.22,7.24) is the oblique-projected Landweber method{

C(0) = 0

C(i + 1) = PΩ

(
C(i) − (C(i)ADs − U)AT Df

)
,

(7.26)

with the choice

Df = diag(v)diag−1(ADsAT v) for some v > 0 . (7.27)

Note that if v is an eigenvector with eigenvalue λ to the matrix ADsAT , then
we get Df = (1/λ)I. Also note the similarity to (7.18). From (7.26) we see that
we can interpret Ds and Df as normalizations in the sample and feature domain
respectively. We will consequently refer to Ds as sample domain normalization
and Df as feature domain normalization. The convergence of (7.26) is proven in
the same manner as the standard version (7.10); define B := DfADsAT .

Theorem 2 Assume that ρ(B) < 2. Then sequence (7.26) converges to a solution
of problem (7.22,7.24).

For a proof see [85]. Similar to (7.14) we have that

Bv = v , (7.28)

and the convergence follows by Lemma 1 and Theorem 2.
For each choice of Ds we choose the (non-unique) choice (7.27) for Df so that

the sequence (7.26) converges to a solution of problem (7.22,7.24). It is usually a
good idea to choose the preconditioner Df such that it, in some way, mimics the
behavior of the inverse of ADsAT . From (7.28) we see that Df behaves as a (local)
inverse for vectors parallel to v. We should therefore expect a fast convergence if
each row vector ck in C is parallel to v. Note that we are at least guaranteed that
the solution lies in the same orthant as v, since they are both non-negative. We
could for example use v = (ck(i))T as in (7.18), but that may be a bad choice if
the initial ck(0) is poor.

7.6 Monopolar regularization

An unrestricted least squares solution tends to give a full matrix with negative and
positive coefficients, which do their best to push and pull the basis functions to
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Figure 7.15: Comparison between Tikhonov regularization and monopolar reg-
ularization. (a) Response channel function uk, and feature functions ak. (b,c)
Linkage vectors cTikh and cmono from (7.29) and (7.30) respectively. Each link is
plotted at the center of its corresponding function ak. (d) Response errors.

minimize the error for the particular training set, a.k.a. overfitting. This requires
some form of regularization to make the problem well-posed.

In many situations a linkage matrix with a small norm is preferred, e.g. in
Tikhonov regularization, because a small norm reduces the global noise propaga-
tion. However, this is not a primary goal in an architecture based on locality.
Rather, it is desirable that a large error, due to drop-outs, heavy noise etc., in one
region of the state space should not affect the performance in other, sufficiently
distant regions of the state space. This can be achieved using a non-negativity
constraint. While non-negativity does not give the smallest possible error on the
training set, nor the smallest norm of the linkage matrix, it acts as a regulariza-
tion. The non-negativity constraint will consequently be referred to as monopolar
regularization. It is well known that this constraint gives a regularization in image
reconstruction applications, see e.g. [120]. Monopolar regularization has the great
advantage that it is not determined by prespecified parameters, but dependent
upon the feature functions. Monopolarity in addition gives a more sparse linkage
matrix, allowing a faster processing.

Figure 7.15 illustrates typical behavior of Tikhonov regularization and monopo-
lar regularization for the type of monopolar localized functions used in the asso-
ciative network. A response channel function uk is to be approximated by a linear
combination of a set of feature functions ah. The feature functions are randomly
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placed and have a random width within a certain range. As before, let uk denote
a row vector with samples from uk, and A denote a matrix where row h contains
corresponding samples from ah. Assume that we want to find a linkage vector c
such that uk ≈ cA (we ignore the index k on c here for sake of simplicity). A
solution using Tikhonov regularization is computed as

cTikh = arg min
c

‖uk − cA‖2 + γ‖c‖2 , (7.29)

while a solution using monopolar regularization is computed as

cmono = arg min
c≥0

‖uk − cA‖2 . (7.30)

The parameter γ in (7.29) is chosen such that both methods give the same relative
error ‖uk − cA‖/‖uk‖, which in the example in figure 7.15 became 5%, i.e. both
methods perform quite well.

Tikhonov regularization tends to produce non-sparse, non-local, solutions which
give a computationally more complex system. We can also observe ringing effects
which typically occur for linear methods. The non-negativity constraint on the
other hand gives a solution with a slightly larger norm (‖cmono‖/‖cTikh‖ = 1.1 in
the example), but it is both sparse and local. Note that only two elements in cmono

are non-zero in this case. Also worth mentioning is that an unrestricted solution,
i.e. setting γ = 0, gives a slightly better approximation of uk, but a much worse
solution c with respect to generalization power and noise robustness (not shown
here).

The monopolar regularization is most efficient for the mapping a → u, although
it may be useful for the mapping a → y as well, especially if the function y consists
of localized non-zero regions similar to the channel functions. For partially negative
scalar functions, a positive offset has to be added and later subtracted.

It is, besides from experimental support, difficult to analyze the regularization
properties of the non-negativity constraint. But it is at least possible to derive an
upper limit to the solution. Let c	 =

(
c	1 c	2 . . . c	H

)
be a vector such that

c	h = arg min
ch≥0

‖uk − chah‖ =
〈uk, ah〉
〈ah, ah〉 (7.31)

where the vector ah denotes row h in A. Thus, c	 is the solution when each link
element ch is optimized separately. The following holds

0 ≤ cmono ≤ c	 . (7.32)

The boundary (7.32) states that the solution cmono is smaller than the solution
to the problem of optimizing each element ch separately. This statement may
be intuitively clear since all the involved variables are positive, but a proof can
be found in appendix C as an application to Theorem 3. The upper limit c	 is
quite conservative though, the solution cmono can be much lower depending on the
overlap between the feature channels. Note that the boundary does not hold for
the unconstrained problem, where the elements of the solution can assume very
large values for ill-conditioned problems.
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7.7 Loosely coupled subsystems

The terms loosely coupled and weakly coupled are used in control theory to describe
systems which consist of a number of subsystems, which only share a subset of
the state variables and the feature variables available for the entire system, see
e.g. [58, 37]. A subsystem will partially share variables with some limited set of
other subsystems, while being totally independent of the remaining subsystems.
The degree to which variables are shared among subsystems can be expressed as
a state distance or coupling metric between subsystems. Subsystems at a larger
distance according to this metric will not affect each other, e.g. in a process of
optimization.

The network described here takes advantage of this property. The local behav-
ior of the feature and response channels, together with the monopolar constraint
on the linkage matrix, implies that the solution for one local region of the response
space does not affect the solution in other, sufficiently distant, regions of the re-
sponse space. For example, the mapping to a certain response channel will only
depend on the features that are active somewhere within the active domain of
that response channel. No other features will be linked to that response. This also
implies that there can be a bad performance in the mapping accuracy locally in
the response space, without this affecting the performance in the remaining part
of the space.

This property is also essential as we want to add new features after training
the system, such as in the implementation of an incremental learning procedure.
A new feature that is never active within the active domain of a response channel
will not affect the previously learned links to that response channel. This is very
different from the unconstrained case used in many other learning procedures,
where the linkage elements are allowed to assume any values. In this case, every
added feature, regardless of whether it is active or not within some domain of
the response space, may affect the solution for the entire response space. This
global, tightly coupled, dependence is found to various degrees in many artificial
networks such as multilayer perceptrons or RBF networks, and this makes them
less attractive for complex problems.

Another important advantage with loosely coupled subsystems structures is
that the iterative procedure to compute the model parameters, in this case the
linkage matrix, exhibits fast convergence.

To summarize, there may always be regions of the state space which can not be
reconstructed well. Still, large errors within these will not affect the performance
within other parts of the state space.

7.8 Feature generation

The feature vectors a, input to the associative structure, may derive directly from
the preprocessing parts of a computer vision system, representing orientation,
curvature, color, etc. The features may already be of a local monopolar type,
otherwise we channel encode them. If the features have a confidence measure, it
is natural to weight the feature channels with this.
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Figure 7.16: Illustration of feature generation of vector data.

Often, combinations of a set of features will be used as input to the associative
structure. Define

comb(a,b) = vec(abT ) , (7.33)

where vec() signifies the trivial transformation of reshaping the matrix into a
vector. A common variety to increase specificity in the percept space is product
combinations between components, or a subset of components, such as comb(a,a).
For simplicity of notation, we express this as a substitution,

a ← comb(a,a) . (7.34)

The final vector a, going into the associative structure will generally be consid-
erably longer than the corresponding size of the sensor channel array. As we are
dealing with sparse feature data, the increase of the data volume will be moderate.

The combination of channels is also an efficient way to implement channel
encoding of vectors. For example, a 2D vector x = (x1, x2) may be channel
encoded in two steps:

1. Channel encode each dimension separately, ax1 , ax2

2. Compute the channel representation of x as a = comb(ax1 ,ax2)

See figure 7.16 for an illustration. In this example we only need to store parameters
and compute data for 5 + 5 = 10 channels to get 5 · 5 = 25 corresponding 2D
channels. Of course, this implementation is not suitable if we desire irregularly
placed channels in the 2D space.
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7.9 System operation modes and normalizations

Section 7.5.4 introduced two different types of normalization; feature domain nor-
malization, Df , and sample domain normalization, Ds. It has been suggested that
the choice of normalizations depends on how we choose to represent the output.
We will distinguish between two system operation modes; a model that encodes a
continuous function mapping, for example a → y in (7.2), will be referred to as
continuous function mode, while the mapping a → u in (7.4), which maximally
exploits the advantage of the channel representation and encodes position of the
output, will be referred to as discrete event mode.

The two modes are different in the way they handle confidence. The channel
representation of a signal allows a unified representation of signal value and of sig-
nal confidence, where the relation between channel values uk represents value, and
the magnitude ‖u‖ represents confidence. Since the discrete event mode implies
that both the feature and response vectors are in the channel representation, the
confidence of the feature vector will be propagated to the response vector if the
mapping is linear. In the continuous function mode on the other hand it is not
possible to represent both value and confidence unless it is done explicitly. Given
the properties of the channel feature vector a, we may accept that a feature vector
with a larger magnitude has a greater confidence in its statement than one with
a small magnitude. This implies that the confidence measure r can be viewed as
a part of the feature vector a. Assuming a linear model of mapping, this gives a
product between the expected value y and the confidence measure,

rŷ = ca ⇒ ŷ = c
1
r
a . (7.35)

If we assume a linear function for the confidence we get

ŷ = c
1

wT a
a , (7.36)

where w > 0 is a suitable weight factor. Note that wT a is a weighted l1-norm of
a, since a is non-negative. An unweighted norm, w = 1, is often used in RBF-
networks and probabilistic mixture models [73, 115]. The normalized model (7.36)
is in continuous function mode usually improving the performance compared to
the unnormalized model (7.2), especially if the feature channels are irregularly
placed.

The optimization of c in (7.36) is covered by the generalized procedures in
section 7.5.4 assuming s(a) = wT a and if we replace U with f . A particular
choice w gives a sample domain normalization Ds = diag−1(AT w), and the feature
domain normalization Df is then computed from (7.27) given a suitable choice of
v. We mention here three choices in particular, due to their symmetric relation
and duality, but the choice of normalization is a topic for future research and is
not investigated further here:
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Normalization entirely in the feature domain

The standard version of optimization in section 7.5 corresponds to the normal-
izations

Ds = I , Df = diag−1(AAT 1) . (7.37)

This choice is preferably the one to use in discrete event mode.

Mixed domain normalization

A choice that is suggested for the continuous function mode, i.e. optimization
of the model (7.36), is

Ds = diag−1(AT 1) , Df = diag−1(A1) , (7.38)

which corresponds to the choices w = v = 1.

Normalization entirely in the sample domain

Another choice for continuous function mode is

Ds = diag−1(AT A1) , Df = I , (7.39)

which corresponds to the choices w = v = A1.

It is worth mentioning that the three choices of normalization above is related
to, and inspired by, the solutions of overdetermined and underdetermined linear
equation systems. An overdetermined equation system u = cA can be solved in a
least squares sense as c = uAT (AAT )−1. If the same system is underdetermined
we may instead choose the minimum norm solution c = u(AT A)−1AT . The dif-
ferent choices of normalization above can be interpreted as approximations of the
inverses (AAT )−1 and (AT A)−1. But the suggestion to use (7.37) in discrete
mode and (7.38) or (7.39) in continuous function mode cannot be fully motivated
by this relation, since both operation modes can be overdetermined and under-
determined, or even locally underdetermined in one region and overdetermined in
another region due to the locality properties of the data.

7.10 Relation to other local model structures

The idea of using local representations in learning architectures has been widely
used in the last decade. Examples are Radial Basis Function (RBF) networks,
Support Vector Machines (SVM), and adaptive fuzzy control. The RBF network
and SVM are often referred to as kernel machines. All three differ in choice of
kernel functions, regularization, parameterization, optimization criteria, etc., but
they also behave similarly in many respects. We will in this section comment on
some similarities and differences between the associative network described here
and the methods mentioned above. All methods have been extended and improved
in various ways, we will only discuss what may be called standard versions of each
method.
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7.10.1 Radial Basis Function networks (RBF)

A Radial Basis Function (RBF) network consists of a hidden layer with localized
Gaussian kernels, followed by a linear layer [73, 115]. This model corresponds to a
linear mapping from a channel representation of the input data to the continuous
function, ŷ(x) = ca(x) (c.f. figure 7.3). The model parameters c are typically
found by solving a least squares problem with Tikhonov regularization.

The size and location of the kernels (feature channels ah) are in the RBF-
network adapted to the training data. Typically the kernel positions are either
found by clustering on the training data, or one kernel is placed on each training
sample. The last choice is only practical for small training sets. Using adapted
kernels should be an advantage if the optimization is properly designed, but the
drawbacks are non-linear optimization problems and longer training time. The
adaptation may improve the performance of the mapping a → y near discontinu-
ities, but this mapping will never be able to handle multiple hypotheses in the way
that is possible using a mapping a → u.

7.10.2 Support Vector Machines (SVM)

Support Vector Machines (SVM) is another kernel-based learning method that has
become increasingly popular in recent years [73, 118].

The SVM can be used either for classification or for regression (function approx-
imation). In the latter case they end up with a model that can be described as a lin-
ear mapping from a channel representation to a continuous function, ŷ(x) = ca(x),
where one kernel is placed in each training data xn, i.e. ah(x) = K(x,xn). But the
optimization of the parameter vector c is designed such that it becomes sparse,
which makes SVM practical even for large data sets. The optimization is a robust
estimation procedure that minimizes an error function R =

∑
n L(yn, ŷn)+ 1

2‖c‖2,
where L is a loss function typically chosen to give a quadratic optimization prob-
lem. One of the key ideas in the optimization is the kernel trick ; assuming
that the kernel K is positive definite then Mercers theorem states that the ker-
nel function is equivalent to an inner product in some high-dimensional space,
K(x,xn) = 〈Φ(x), Φ(xn)〉.

The kernels in the channel based associative network are not assumed to be
positive definite, only to be monopolar and to have a local spatial support.

7.10.3 Adaptive fuzzy control

Mergers between the disciplines of fuzzy logic [147] and neural networks have
also led to linear networks with localized inputs [105, 113]. As mentioned in the
introductory example, the mapping a → u can almost, due to the monopolar
linkage matrix C, be thought of as built up by a set of weighted fuzzy rules.
Adaptive fuzzy control systems have a similar model structure. A fuzzy control
system consists of a set of fuzzy IF–THEN rules. For example, assume that music
belongs to the states soft, medium, and loud, and that the volume control can be
either reduced, kept, or increased. Then we can have the fuzzy rule
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“IF aloud(music) THEN ureduce(volume)”.

The degree to which the music belongs to the statement loud is determined by a the
localized membership function aloud, which will activate the membership function
ureduce of the volume control to the same degree. This corresponds to having a link
between aloud and ureduce with the value 1. The definition of loud, soft, medium
etc., i.e. the channel positions and widths, are either stated by experts, or a neural
or statistical system learns them from sample data. The rules can be generalized
to include several input dimensions, for example

”IF aloud(music) AND aparty(location) THEN uremain(volume)”.

The AND operation corresponds to the product between feature channels in section
7.8.

Each IF–THEN rule will activate an output membership function (ureduce, ukeep,
uincrease) to a certain degree, and the entire set of rules will be decoded in a
defuzzification step to give a response (in this case the value of the volume control).
The defuzzification corresponds to the decoding of the channel vector u in the
associative network. An important difference is that fuzzy systems typically use a
global centroid computation, while local decoding is used in the associative network
which enables us to handle several hypotheses.

To summarize, an ordinary fuzzy system can be thought of as having a mapping
a → u with a sparse binary linkage matrix, and an optimization made with respect
to the kernel parameters.

7.10.4 Discussion

There are other statistical estimation methods that may be related to the asso-
ciative network, at least for certain applications. One example is particle filters
[4, 68, 128, 135] (this method also goes by the names (Sequential) Monte Carlo
filters, Bootstrap filters, Condensation, Interacting Particle approximations, and
Survival of the fittest). Given a set of measurements x1:k up to time k, the objec-
tive is to estimate the response at time k, yk, from an estimate of the conditional
probability density function p(yk|x1:k). This PDF is at time k approximated with
a set of particles {yi

k} and corresponding weights. Each particle corresponds to
a hypothesis of the response, for example the position of a robot in localization
tasks. The particles and the weights are updated in time. Both the particle filters
and the associative network have been explored in robot localization experiments,
see [68, 53]. They have in common that they can both deal with multiple hypothe-
ses and refine these hypotheses in time as more measurements are collected. But
more experiments have to be made in order to better understand the pros and
cons of the associative network and the particle filters.

Actually, the associative network described in this chapter may perhaps also be
viewed from a statistical point of view. It is tempting to interpret the response vec-
tor u from the network as an approximation to the conditional probability density
p(y|x), especially since the linkage matrix is non-negative. But no mathematical
analysis has yet been made in this direction, and showing statistical relations is a
topic for future research.
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7.11 Concluding remarks

We have in this chapter presented an associative network that employs the chan-
nel representation both for the input domain and the output domain. This choice
of representation combined with the monopolar constraint on the linkage matrix
allows for an efficient optimization procedure and a computationally efficient sys-
tem. Moreover, the channel representation enables us to handle several responses
simultaneously (discontinuities being a special case).

The network has only been illustrated by a function approximation example
in this chapter. A similar example in two dimensions can be found in [65] which
also includes an analysis of the noise sensitivity. However, the ultimate test is a
real application. The associative network has been used for object recognition and
object pose estimation by Granlund and Moe [67]. The input to the network is a
channel representation of local feature descriptors based on the first order symme-
tries (that detects high curvature points) described in chapter 4. The results look
promising but more experiments have to be made. The patch duplets in chapter
5 and the line-ending channel vectors in chapter 6 have also been considered as
input features to the network. One potential problem is that the channel feature
vectors are often not sufficiently local, in the sense that the active domains of
the feature channels are larger than the active domains of the response channels.
The feature channels can be made more local using more channels with smaller
kernel widths, but the cost is a larger linkage matrix and a more computationally
complex system, and, maybe most importantly, more training data is required.
We mentioned in section 7.10 that both the RBF networks and the fuzzy control
systems use kernels that adapt to the data. This could certainly be useful in the
associative network as well, but care should be taken not to end up in tedious
optimizations. The exact shape of the kernel functions should not matter as long
as they are more local than the active domain of the response channels.

The literature is full of learning architectures, so why should we develop yet
another? Because none of the existing methods can cope with complex problems
sufficiently well. Image features and computer vision problems are very complex,
and it is the hope that the structure described here which employs locality in both
the input and the output space is a step in the right direction. So what is the
power of the associative network described here, compared to the existing network
architectures? The function approximation in the introductory example is used
mostly for illustration purposes. There exist several other methods that can deal
with piecewise smooth functions equally well, although the associative network
can very well be useful for such problems as well. However, the main advantage
of the associative network rather lies in the way multiple hypotheses are handled,
or, as a special case, very non-linear functions. The goal is not to find the optimal
approximation, rather a fast, sufficiently accurate network with a certain amount
of interpolation properties.

As mentioned above, the associative network has been used for object recogni-
tion and object pose estimation. An alternative approach to the same problem is
simple matching and clustering algorithms, as was used in chapter 5. This raises
the question whether we need learning at all. It is actually not obvious that as-
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sociative networks and other learning structures are “better” than simple feature
matching methods. But there are arguments that speak in favor of the networks;
as machine vision systems become increasingly complex, the need to specify their
behavior without explicit programming becomes increasingly apparent. The object
recognition example in chapter 5 only involves one object. Including more objects
will make the system more computationally complex, and the amount of training
feature vectors may ultimately become too large, unless we can find a way to reuse
features for several objects. Learning can also be used for removal of unnecessary
or noisy feature dimensions, and to reduce the computational complexity in case
of a large training set.



Chapter 8

General Comments

We have in this thesis explored some bits and pieces of low and medium level
computer vision and learning. The intended application has most of the time
been object recognition and pose estimation. Some discussions have been mostly
pragmatic, while others have been more theoretical with the hope that they will
be useful in the future.

Some of the research has led to more questions than answers. For example,
does it really matter if you use gradients, polynomials, or moments for low level
processing? Is it true that the averaging operation is more important than the
choice of a particular orientation tensor estimation method, or was the test im-
age too simple? Are separable filters more efficient than sparse operations? Are
complicated feature detectors really better than simple ones, or can the problems
be solved at a higher level? The evaluation experiments on orientation tensors
and the stability test for interest point operators can both be questioned. Do
benchmark tests and simple evaluations reflect the real applications? The answers
to these questions vary from one day to another, which is a natural process in
science and exploration. One answer is that the choice of method depends on the
application and that you will not know which one is the best one in a particular
case until you try them out in practise, meaning that the research can sometimes
be a little bit too theoretical. Algorithms for various computer vision tasks are
often presented in theory, and demonstrated on simple synthetic and artificial test
images, i.e. images that in some way have been explicitly chosen or generated to
suit a particular method (including some of the examples in this thesis). It is very
easy and tempting, even if not deliberately, to construct test images that suits
your purpose, and to imagine, or impose, models that do not hold in reality, for
example straight lines, nice sharp corners, and homogeneous surfaces.

Still after many years of research from the computer vision community, object
recognition seems to boil down to the choice of stable features. This may be
why so much research is still devoted to this area. Simplicity has so far seemed
to be the general rule that gives the best results, e.g. simple interest points and
feature matching. Nevertheless, generic object recognition is far from solved and
we should keep on experimenting and be open to new ideas.
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You sometimes hear the question “if you could start all over again, what would
you do differently”? I would probably make many of the mistakes again, just for
the experience. Computer vision, and object recognition in particular, still seems
to be about experience rather than general theories that can be learned from a
text book. It is not uncommon that an algorithm that seems nice in theory, and on
simple test images, turns out to be not too useful in practise, or at least not better
than some simpler method for the same task. Most algorithms in computer vision
have their limitations, and knowing these limitations is part of the experience.



Appendices

A Back-projection of rotational symmetries

This section solves the back-projection in section 4.5. The method is further
explained in [80]. The goal is to solve the differential equation

fx sinβ = fy cos β . (A.1)

We will solve (A.1) with the assumption that f is polar separable. The solution
will then be generalized to include some functions that are not polar separable.

A.1 General rotational symmetries

We first analyze general rotational symmetries, i.e. β = β(ϕ). We will transform
(A.1) into polar coordinates using{

x = r cos ϕ

y = r sin ϕ .
(A.2)

The partial derivatives fx and fy can be written in polar coordinates using the
chain-rule, {

fx = ∂f
∂x = ∂f

∂r
∂r
∂x + ∂f

∂ϕ
∂ϕ
∂x = fr cos ϕ − fϕ

sin ϕ
r

fy = ∂f
∂y = ∂f

∂r
∂r
∂y + ∂f

∂ϕ
∂ϕ
∂y = fr sinϕ + fϕ

cos ϕ
r ,

(A.3)

which combined with (A.1) gives(
fr cos ϕ − fϕ

sinϕ

r

)
sin β =

(
fr sin ϕ + fϕ

cos ϕ

r

)
cos β . (A.4)

After some re-shuffling we get the polar version of (A.1):

frr sin(β − ϕ) = fϕ cos(β − ϕ) . (A.5)
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This equation is still quite difficult to solve, but if we make the assumption that
f is polar separable, i.e. f(r, ϕ) = R(r)Φ(ϕ), we get

R′(r)Φ(ϕ)r sin(β − ϕ) = R(r)Φ′(ϕ) cos(β − ϕ) , (A.6)

or
R′(r)
R(r)

r =
Φ′(ϕ)
Φ(ϕ)

coth(β − ϕ) . (A.7)

Since β only depends on ϕ we know that the left side only depends on r, and the
right side only depends on ϕ. Therefore both sides have to be constant:{

R′(r)
R(r) r = K
Φ′(ϕ)
Φ(ϕ) coth(β − ϕ) = K ,

(A.8)

with the solution {
R(r) = C1r

K

Φ(ϕ) = C2e
K

R
tan(β−ϕ)dϕ .

(A.9)

We arrive at the solution for general rotational symmetries:

f(r, ϕ) = C(re
R

tan(β(ϕ)−ϕ)dϕ)K . (A.10)

The expression (A.10) can be solved numerically, provided a β(ϕ).

A.2 n:th order rotational symmetries

There are some cases for which we can solve (A.10) analytically. We now concen-
trate on the n:th order rotational symmetries, β(ϕ) = 1

2 (nϕ + α). For the case
n �= 2 we get

Φ(ϕ) = C2e
K

R
tan(( n

2 −1)ϕ+ α
2 )dϕ

= C2e
−K 1

n
2 −1 ln | cos(( n

2 −1)ϕ+ α
2 )|

= C2| cos((
n

2
− 1)ϕ +

α

2
)|−

K
n
2 −1 .

(A.11)

For the case n = 2 we get instead

Φ(ϕ) = C2e
K

R
tan( α

2 )dϕ

= C2e
K tan( α

2 )ϕ .
(A.12)

To get simple expressions let K = 1− n
2 in the case n �= 2, and K = 1 in the case

n = 2. Then we get the following n:th order rotational symmetries:

f(r, ϕ) =

⎧⎨⎩Cr(1−n
2 ) cos((n

2 − 1)ϕ + α
2 ) n �= 2 ,

Cretan( α
2 )ϕ n = 2 .

(A.13)
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The solution (A.13) was derived assuming polar separability. This is not the only
solution to (A.1). It is easy to show that if f(r, ϕ) is a solution to (A.1) then every
function g(r, ϕ) = h(f(r, ϕ)) is also a solution. We can thus generate a larger class
of functions than polar separable functions that fulfills the assumption (A.1). One
example that generates isobars of (A.13) is (inspired by [22])

g(r, ϕ) =
1 + cos(ωf(r, ϕ))

2
(A.14)

ω determines the frequency of the repetitive pattern. For the case n = 2 is turns
out that

g(r, ϕ) = 1
2 (1 + cos(ω cos(α

2 ) ln f(r, ϕ))) =

= 1
2 (1 + cos(ω(cos(α

2 ) ln r + sin(α
2 )ϕ)))

(A.15)

is a better, well behaved, choice. Figure 4.12 on page 60 shows some examples of
(A.13) combined with (A.14) and (A.15).

Other choices of g could be a log-norm function:

g(r, ϕ) = e−ω1 ln2(ω2f(r,ϕ)) (A.16)

or a fuzzy threshold function:

g(r, ϕ) =
(f(r, ϕ)(1 − ω1))ω2

(f(r, ϕ)(1 − ω1))ω2 + (ω1(1 − f(r, ϕ)))ω2
(A.17)

This will give non-repetitive line and edge patterns respectively. Different ω1, ω2

give different patterns, see figure 4.11 on page 60 for examples.

B Proof of Lemma 1, page 143

We repeat the Lemma:

Lemma 1 Let G be an n×n real nonnegative matrix. Assume there exist a vector
w > 0 and a scalar κ > 0 such that Gw ≤ κw. Then the spectral radius ρ(G) ≤ κ.

Proof. We have that ρ(G) ≤ ‖G‖ for any consistent matrix norm, see e.g. [24].
Therefore, it is sufficient to find a vector norm such that ‖Gu‖ ≤ κ‖u‖ for all
u ∈ Rn. Given any u ∈ Rn there exist at least one λ > 0 such that |u| ≤ λw,
where | · | means component-wise absolute value. Choosing a weighted infinity
norm with respect to a vector w ∈ Rn, defined as

‖u‖∞,w := min{λ | |u| ≤ λw} , (B.1)

gives

|Gu| ≤ |G||u| = G|u| ≤ G‖u‖∞,wv = ‖u‖∞,wGw ≤ ‖u‖∞,wκw . (B.2)

Consequently, ‖Gu‖∞,w ≤ κ‖u‖∞,w, and the proof follows.
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C Theorem 3 (applied on page 148)

Theorem 3 below is applied in equation (7.32) page 148. We formulate and prove
the theorem using a more conventional mathematical notation, which may be
contradictory to the notation used in chapter 7.

Let A be a M × N real matrix, let b ∈ R
M , and let x ∈ R

N . Let x∗ be a
solution to

min
x≥0

‖Ax − b‖ , (C.1)

and let x	 = (x	
j ) be a vector such that

x	
j = arg min

xj≥0
‖ajxj − b‖ =

〈aj , b〉
〈aj , aj〉 , (C.2)

where the vector aj denotes the j-th column in A. Thus, x	 is the solution when
each element xj is optimized separately.

Theorem 3 If A ≥ 0 element-wise, and every column in A has at least one
nonzero element, i.e., aj �= 0 for all j, then 0 ≤ x∗ ≤ x	.

Proof. Assume that we have a vector x, such that xj −x	
j > 0 for some j. Let

y = x − (xj − x	
j )ej , (C.3)

where ej is the j-th unit vector. Since both A and y are nonnegative, and since
yj = x	

j , it follows that, by C.2,

〈aj , Ay〉 =
n∑

t=1

〈aj , at〉yt ≥ 〈aj , aj〉yj = 〈aj , aj〉x	
j = 〈aj , b〉 . (C.4)

Therefore,

‖Ax − b‖2 − ‖Ay − b‖2 = ‖Ay − b + (xj − x	
j )aj‖2 − ‖Ay − b‖2

= (xj − x	
j )

2〈aj , aj〉 + 2(xj − x	
j )〈aj , Ay − b〉

≥ (xj − x	
j )

2〈aj , aj〉
> 0 . (C.5)

Hence, x cannot be a solution to (C.1), and the proof follows.



D A basic MATLAB implementation of the associative network in
chapter 7 163

D A basic MATLAB implementation of the asso-
ciative network in chapter 7

The associative network in chapter 7 basically needs three functions: one for chan-
nel encoding, one for channel decoding, and one for optimization of the linkage
matrix. We give here an elementary implementation of these functions in MAT-
LAB, to give an idea of the amount of code needed, and as a quick start for the
reader to make his or her own experiments. An example of how to use these func-
tions in an experiment similar to the introductory example in section 7.1 is also
given at the end of this section.

MATLAB-code for channel encoding

function Xc = chan_enc(x,posns,M)

% Xc = chan_enc(x,posns,M)
%
% Channel encoding using cos2-channels
%
% x = 1/N vector of scalars to encode
% posns = 1/K vector of channel positions
% M = Channel overlap (positive integer)
%
% Xc = K/N matrix, Xc(:,n) is the channel representation of x(n)

N = length(x);
K = length(posns);
d = posns(2)-posns(1); % channel distance
Xc = zeros(K,N);
for n=1:N

D = abs(posns’-x(n))/d/M*2; % Normalized distances
Xc(:,n) = cos(D*pi/2).^2.*(D<1); % Compute channel values

end

MATLAB-code for channel decoding

function x = chan_dec(Xc,posns,M)

% x = chan_dec(Xc,posns,M)
%
% Channel decoding assuming cos2-channels
%
% Xc = K/N matrix of channel vectors
% posns = 1/K vector of channel positions (regularly placed)
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% M = Channel overlap (positive integer M>=3)
%
% x = 1/N vector of decoded values

[K N] = size(Xc);
d = posns(2)-posns(1); % channel distance
x = zeros(1,N);
for n=1:N

% Decode all local regions
xn = filter2(exp(i*2*pi/M*(0:M-1)’),Xc(:,n),’same’);
xn = angle(xn)*M/2/pi;

% Compute local confidences
r = filter2(ones(M,1),Xc(:,n),’same’); % Activity
r = r.*(xn>=M/2-1).*(xn<=M/2); % Validity

% Choose one and rescale
[mx,ind] = max(r);
x(n) = xn(ind)+ind-ceil(M/2);
x(n) = x(n)*d + posns(1);

end

MATLAB-code for optimization of C

function C = optimize_C(A,U,niter)

% Solves min ||U-C*A||
% C>=0
%
% niter = Number of iterations

D = diag(1./(sum(A*A’,2)+eps));
C = zeros(size(U,1),size(A,1));
for n=1:niter

C = max(0,C - (C*A-U)*A’*D);
end
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Example of how to use the associative network

% Demo script

x = 2:0.1:8;
y = (x-3.5).^2.*(x<5) + (x-5).*(x>=5) + 2;

posns_x = 1:0.2:10; % Feature channel positions
posns_y = 1:0.5:6; % Response channel positions
Mx = 3; % Feature channel overlap
My = 3; % Response channel overlap

A = chan_enc(x,posns_x,Mx);
U = chan_enc(y,posns_y,My);
C = optimize_C(A,U,10);
Uhat = C*A;
yhat = chan_dec(Uhat,posns_y,My); % Estimated function values

% Plot some stuff
figure(1);clf;
subplot(2,1,1);plot(x,y,’.’);hold on;plot(x,yhat,’r’);
x0 = 0:0.01:11;
y0 = 0:0.01:7;
A0 = chan_enc(x0,posns_x,Mx);
U0 = chan_enc(y0,posns_y,My);
plot(x0,A0’,’b’);plot(U0’,y0,’b’);
axis image
subplot(4,2,5);imagesc(A);axis image;title(’A’);
colormap gray;
subplot(4,2,6);imagesc(U);axis image;title(’U’);
colormap gray;
subplot(4,2,7);imagesc(C);axis image;title(’C’);
colormap gray;
subplot(4,2,8);imagesc(Uhat);axis image;title(’Uhat = C*A’);
colormap gray;
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ISY, SE-581 83 Linköping, Sweden, November 1998.

[3] M. Andersson, J. Wiklund, and H. Knutsson. Filter networks. In Proceedings
of Signal and Image Processing (SIP’99), Nassau, Bahamas, October 1999.
IASTED. Also as Technical Report LiTH-ISY-R-2179.

[4] Sanjeev Arulampalam, Simon Maskell, Neil Gordon, and Tim Clapp. A tuto-
rial on particle filters for online nonlinear/non-Gaussian Bayesian tracking.
IEEE Transactions on Signal Processing, 50(2):174–188, February 2002.

[5] Rita L. Atkinson, Richard C. Atkinson, Edward E. Smith, Daryl J. Bem,
and Ernest R. Hildagd. Introduction to Psychology, 10th edition. Harcourt
Brace Jovanovich, Inc, 1990.

[6] F. Attneave. Some informational aspects of visual perception. Psychological
Review, 61, 1954.

[7] H. B̊arman and G. H. Granlund. Corner detection using local symmetry. In
Proceedings from SSAB Symposium on Picture Processing, Lund University,
Sweden, March 1988. SSAB. Report LiTH-ISY-I-0935, Computer Vision
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[46] Gunnar Farnebäck. Polynomial Expansion for Orientation and Motion Es-
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Sweden, February 2001. Thesis No. 869, ISBN 91-7219-951-2.

[52] Per-Erik Forssén. Channel smoothing using integer arithmetic. In Pro-
ceedings SSAB03 Symposium on Image Analysis, Stockholm, March 2003.
SSAB.

[53] Per-Erik Forssén. Low and Medium Level Vision using Channel Represen-
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