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Abstract

We study the problem of learning a non-parametric map-
ping between two continuous spaces without having ac-
cess to input-output pairs for training, but rather to groups
of input-output pairs, where the correspondence structure
within each group is unknown and where outliers may be
present. This problem is solved by transforming each space
using the channel representation, and finding a linear map-
ping on the transformed domain. The asymptotical behav-
ior of the method for a large number of training samples
is found to be very related to the case of known correspon-
dences. The results are evaluated on simulated data.

1 Introduction

Traditional supervised learning approaches [10] have
mostly aimed at solving a classification or regression prob-
lem. In both cases, the starting point is almost always
a number of corresponding examples of input and output
data. In this paper, we consider the harder problem of
learning relations between two continuous spaces without
actually having access to matching training samples, but
only to internally unordered sets of input/output examples
(Fig. 1). The goal is to learn the transformation by look-
ing at several such examples. We call this problem setting
correspondence-free learning.

The most common related problem is finding a parame-
terized mapping (e.g. a homography) between two spaces,
given only a single set of unordered points. For this prob-
lem, robust methods like RANSAC [6], [9], have been
highly successful. Other related approaches are [1], [3], all
looking for parameterized mappings. In [4], a minimum-
work transformation between two point sets is sought in-
stead of a parameterized mapping. All these approaches
have in common that they start out from just a single set
of points in each domain. As a result, the types of trans-
formations that can be obtained are very limited. In this
paper, we seek an arbitrary non-parametric transformation,
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Figure 1. One training example of a 1D prob-
lem: 5 points in each space, with unknown
correspondence structure

but assume having access to a large number of sets of un-
ordered points as training data. Despite an extensive liter-
ature search, the authors are not aware of any other work
trying to solve this problem.

The correspondence-free learning problem is expected to
be encountered frequently by self-organizing cognitive sys-
tems. A discrete example is language acquisition, where a
child hears a lot of different words while observing a lot of
different events in the world, having no idea which word
should map to which particular aspect of its experiences.
A more continuous example is in learning the perception-
action map. A cognitive system is confronted with a large
number of percepts observed simultaneously, that transform
as a result of an action. Given a percept list pt at time t and
another list pt+1 at time t+1 as a result of some action a, it
is desired to learn the mapping (pt, a) → pt+1 without nec-
essarily knowing a priori which percepts from the two time
instances that correspond. As a final example, consider the
temporal credit assignment problem in reinforcement learn-
ing [12], which is the problem of attributing a reward to
some previous action. Assume that an agent generates ac-
tions that produce a randomly delayed reward. By taking
the set of all actions performed and all rewards given in the
previous T time steps, we know that some of these actions
correspond to some reward, but the exact correspondence
structure is unknown. Using a number of such sets as train-
ing samples, the action-reward mapping could be learned.



In this paper, we show that it is possible to perform a (vir-
tually) non-parametric estimation of such a mapping by for-
mulating the problem as a linear least-squares problem. The
method is based on the channel representation [8], which
is a local information representation inspired from biology.
The method can also be viewed in a statistical sense, and
is related to kernel density estimation [2]. The problem
is solved by finding a linear transformation on the channel
vectors representing the inputs and outputs. This approach
was introduced in [8], but regarding only training samples
consisting of single values in each domain.

In Sect. 2, the problem is defined formally, the chan-
nel representation is reviewed, and the proposed method is
presented. Some theoretical properties of the method are
examined in Sect. 3 and finally, the method is evaluated in
a number of experiments in Sect. 4.

2 Correspondence-free Associative Learning

2.1 Notation and Problem Formulation

Consider an input space X and an output space Y . We
want to find a mapping f : X → Y given a set of train-
ing samples {St | t = 1 . . . T}. Each sample St is a tu-
ple (Xt, Yt), where Xt = {xt,i | i = 1 . . .m} ⊂ X and
Yt = {yt,i | i = 1 . . . n} ⊂ Y . Furthermore, Xt and Yt are
divided into inliers and outliers. For each inlier xt,i, there is
an inlier yt,j such that yt,j = f(xt,i). The outliers are ran-
dom and independent. The sets Xt and Yt are unordered,
such that we have no information about which xt,i’s and
yt,j’s that correspond or which are outliers. One example
of a single training sample St for a 1D problem is shown in
Fig. 1, with Xt on the x-axis and Yt on the y-axis.

It will be convenient for the later discussion to assume
that for all t, |Xt| = m and |Yt| = n, and that each St

contains nc corresponding (x, y)-pairs and ox, oy outliers in
X and Y respectively, such that m = nc +ox and n = nc +
oy . The proposed method will work even if each training
sample contains a different ratio of inliers and outliers, but
the theoretical analysis will be clearer this way.

The goal is now to learn the function f . It is non-trivial
to define an objective function to minimize for this problem.
Instead, we adopt a bottom-up approach: first designing a
promising method, and later analyzing its theoretical prop-
erties.

2.2 Channel Representations

This section reviews the Channel Representation, upon
which the solution method is based. In this framework, a
scalar value x is represented by a channel vector

a = enc(x) = [K(x− ξ1), . . . ,K(x− ξN )] , (1)
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Figure 2. Channel basis functions (second or-
der B-splines) located uniformly on the real
axis.

where K is some kernel function called the channel basis
function, and ξn are the channel centers. The basis func-
tions are usually smooth, localized functions with compact
support, scaled such that the basis functions for different
channels overlap (Fig. 2). Given a channel vector a, it is
possible to reconstruct the value x by a procedure called de-
coding [7], [5]. This decoding procedure should be exact,
such that dec(enc(x)) = x.

By encoding several values xi and summing the corre-
sponding channel vectors elementwise, we get a soft his-
togram of the xi values, which is like a histogram with
smooth and overlapping bins. From this representation,
peaks can be detected with sub-bin accuracy. In this work,
2nd order B-spline (B2) kernels and the corresponding de-
coding from [5] is used. This decoding essentially views the
channel coefficients as a sampled continuous function and
finds the maximum using B2-spline interpolation, which
can be done analytically in a local context since the inter-
polant is piecewise quadratic. An important property of this
decoding is that it is invariant to a constant scaling of the
channel vector, i.e. the channel vector is a homogeneous
representation.

2.3 Solution Method

To solve the correspondence-free problem, we encode all
inputs and outputs in each Xt and Yt together, and seek a
direct linear transformation in the channel domain. From
each training sample St, we define

āt =
m∑

i=1

at,i =
m∑

i=1

enc(xt,i) (2)

ūt =
n∑

i=1

ut,i =
n∑

i=1

enc(yt,i) . (3)

We now want to solve

min
C

1
T

T∑
t=1

‖Cāt − ūt‖2 (4)



This can be solved1 using standard linear least-squares
methods, e.g. by forming the normal equations CG = H,
with

G =
1
T

T∑
t=1

ātāt
T , H =

1
T

T∑
t=1

ūtāt
T . (5)

Ideally, we would like to have the same C as if the cor-
respondences would have been known. To motivate the
method, assume that there exists a perfect C, implementing
the sought mapping f exactly, such that enc(y) = C enc(x)
if y = f(x). If there are no outliers in Xt and Yt, we would
also have ūt = Cāt because of the linearity, which makes
the method intuitively appealing. However, when no such
exact C exists or when there are outliers, it is not as obvi-
ous how the solution to this problem relates to the solution
to the ordered problem.

3 Asymptotical properties

In this section, we examine the asymptotical properties
of the method as the number of samples drawn goes to infin-
ity. Will the chosen C approach that of the corresponding
ordered, outlier-free problem, or will it be biased in some
way?

Each training sample St is now viewed as a realization
of a random process, where at,i,ut,j are realizations of the
random variables ai,uj . We assume that the inliers and
outliers follow the same distribution and are drawn inde-
pendently, such that ai and aj , i 6= j, are i.i.d, as are ui

and uj , i 6= j. In a similar way, we can view āt and ūt as
different realizations of the random vectors ā and ū, where

ā =
m∑

i=1

ai, ū =
n∑

i=1

ui . (6)

To summarize, a “bar” always means “sum over i”, and
dropping the index t means “view as a stochastic variable”.

3.1 The Ideal Ordered Problem

We would like to compare the behavior of the method to
a hypothetical ideal setting. For the sake of presentation, as-
sume that the first nc x’s and y’s in each St are mutually cor-
responding inliers, such that yt,i = f(xt,i) for 1 ≤ i ≤ nc,
and that the rest are outliers. Of course, the solution method
is not allowed to take advantage of this information, since
the correspondence structure is supposed to be unknown.

1In [8], [11], a positivity constraint on C was used as a regularization,
and C was found using an iterative solution method. In that case, the
matrices G and H appear in the iterative update. The learning problem
is still completely defined by G and H, so most of the discussion here
applies also in that case.

However, it makes it easier to compare the method to the
case where the correspondences are known. In this ideal
case, we could minimize

min
C

1
Tnc

T∑
t=1

nc∑
i=1

‖Cat,i − ut,i‖2 . (7)

As T →∞, this expression tends towards

min
C

Ec[‖Cai − ui‖2] , (8)

where Ec means the expectation over the inlier set, i.e. for
i ≤ nc. The normal equations of this problem are CGc =
Hc, with

Gc = Ec[aiai
T], Hc = Ec[uiai

T] (9)

analogous to (5).

3.2 The Correspondence-free Problem

We now return to the correspondence-free problem. The
main result of this section can be summarized in the follow-
ing theorem:

Theorem 1 Let aµ = E[ai],uµ = E[ui] (which is inde-
pendent of i). Then, as T → ∞, the unordered problem
from (4) is equivalent to

min
C

Ec

[
‖Cai − ui‖2

]
+ (m− 1)‖Caµ − kuµ‖2 , (10)

where k = (mn− nc)/(mnc − nc)).

Before jumping to the proof (given in Sect. 3.3), we an-
alyze the consequences of this theorem. First assume that
oy = 0. Then n = nc, k = 1, and the unordered prob-
lem becomes equivalent to the ordered problem, but with
the additional term ‖Caµ−uµ‖2 included in the minimiza-
tion. The larger m is, the more weight this term gets. As
m → ∞, the problem approaches a constrained minimiza-
tion problem, where the first term is minimized subject to
the last term being exactly zero. But Caµ = uµ is a very
natural constraint, just saying that the mean output of the
method should equal the true mean of the channel encoded
output training samples. Furthermore, this constraint only
uses up one degree of freedom of each row of C and is not
expected to degrade the performance much.

It is also interesting to note that the number of x-outliers
ox and the number of correspondences nc enters (10) only
through m, so increasing ox has the same effect as increas-
ing nc. However, this only holds for the asymptotical solu-
tion - the speed of convergence may be degraded. Also,
keep in mind that we assumed the outliers to follow the
same distribution as the inliers.



Unfortunately, when oy > 0 the story is different. Then
k ≈ n/nc > 1, and suddenly the second term of (10) forces
Caµ to be larger than is motivated by the corresponding
data only. There is an unbalance between the two terms of
(10), which leads to undesired results.

3.3 Proof of Theorem 1

As T →∞, G and H from (5) tend towards

G = E[āāT], H = E[ūāT] . (11)

By combining (6) and (11), expanding the products, and
swapping the sum and expectation, we get

G =
m∑

i=1

m∑
j=1

E[aiaj
T], H =

m∑
i=1

n∑
j=1

E[ujai
T] . (12)

The expectation E[aiaT
j ] is independent of the actual indi-

cies i, j - what matters is only if i = j or not (note that
Ec[aiai

T] = E[aiai
T], since the inliers and outliers are as-

sumed to follow the same distribution). Thus, we can split
the sum into two parts:

G = mEc[aiai
T] + (m2 −m)Ei 6=j [aiaj

T] . (13)

H can be treated in a similar way. E[ujai
T] is only depen-

dent on whether ai and uj correspond or not, and since each
training sample contains nc correspondences, we can split
the sum into

H = ncEc[uiai
T] + (mn− nc)Enc[ujai

T] , (14)

where Ec takes the expectation over corresponding in-
liers ai,ui, and Enc takes the expectation over non-
corresponding pairs - inliers as well as outliers.

Note that the first expectation terms in (13) and (14)
are exactly Gc and Hc from (9) of the ordered problem.
Furthermore, the two factors in the last terms are indepen-
dent, since non-corresponding (x, y)-pairs are assumed to
be drawn independently. We can exchange the order of the
expectation and the product, which gives

G = mGc + (m2 −m)aµaµ
T (15)

H = ncHc + (mn− nc)uµaµ
T . (16)

C only needs to be determined up to a multiplicative con-
stant, since the channel decoding is invariant to a scaling of
the channel vectors. This means that we can normalize G
and H by dividing with m and nc respectively. We reuse
the symbols G and H and write

G = Gc + (m− 1)aµaµ
T (17)

H = Hc + (mn− nc)/ncuµaµ
T . (18)

On the other hand, the normal equations of (10) are

CGc −Hc + (m− 1)(Caµaµ
T − kuµaµ

T) = 0 , (19)

which after some trivial rearranging become exactly CG =
H with G and H from (17) and (18).

4 Experiments

4.1 1D Example

In the first experiment, a one-dimensional function was
learned using various numbers of inliers and outliers. The
input space was encoded using 12 channels, and the output
space using 8 channels. Figure 3 shows the function to-
gether with the learned approximation in two different set-
tings. Note that the accuracy is much higher than the output
channel spacing.

A number of experiments on learning speed was per-
formed, and in all cases the results were averaged over 30
runs. In Fig. 4, the RMS approximation error is shown as
a function of the number of training samples. Note that the
method converges faster when the number of simultaneously
presented pairs increase, which is explained by the fact that
the total number of (x, y)-pairs grows faster in this case. To
further illustrate this effect, Fig. 5 shows the error after 50
samples against the number of correspondences nc in each
sample (no outliers). We see that the benefit of using more
(x, y)-pairs in each training sample saturates rather quickly.
If nc is very high, all vectors ā and ū have a large DC off-
set, and the significant part will be small in comparison,
which can lead to numerical problems. This is illustrated in
the right plot of Fig. 5, where white Gaussian noise with
a standard deviation of 1% of the mean channel magnitude
has been added to the channel vectors. When nc is large,
this relatively small noise term starts to destroy the signif-
icant part of the channel vectors, leading to an increased
error.

We see that ox does not seem to affect the asymptotical
solution, as expected. Even when ox is four times nc, the
method converges reasonably fast. However, when oy is
large the method breaks down and leaves a remaining error.

4.2 2D Example

The second experiment implements a cognitive systems
perception-action learning scenario. Suppose a cognitive
system obtains a list of percepts p1, performs an action a,
and observes a new list of percepts p2. It then wants to learn
the mapping (p1, a) → p2 without knowing the correspon-
dence structure between p1 and p2. To make a simple con-
ceptual example, we chose p1 to be 50 random points in
an image plane and p2 to be the same points rotated in 3D
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Figure 3. True 1D function and two examples
of resulting approximations
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Figure 4. Approximation error under various
configurations, averaged over 30 runs

space as a result of some action. In a real system, these
points could be the result of some points-of-interest oper-
ator, e.g. Harris. The system was trained using 300 such
(p1,p2)-pairs as training data, and was then used to predict
the outcome of performing the same action on a novel con-
figuration. The input space was encoded using 15×15 chan-
nels, and the output space using 10 × 10 channels, evenly
distributed in the two spaces. The qualitative behavior is
illustrated in Fig. 6.

5 Conclusions

In this paper, we have studied the not-so-common prob-
lem of learning mappings through training data with un-
known correspondence structure. A rather simple method
has been presented, which gives surprisingly good results.
In the outlier- and noise-free case, the mapping is learned
at least as quickly as in the known-correspondences case,
regardless of the size of each group. Outliers in the input
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Figure 5. Approximation error after 50 sam-
ples using different nc, no outliers.
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Figure 6. Top: Example of one training sam-
ple. Bottom: Operation mode example

space following the same distribution as the inliers are sup-
pressed, but arbitrary outliers in any domain lead to remain-
ing errors.

The method has been evaluated on artificial problems.
The real applications are partly left to the imagination of
the reader, but cognitive systems engineering is one tenta-
tive area of application. Since all artificial cognitive sys-
tems approaches have failed to produce anything even re-
motely similar to human beings in terms of learning and
self-organizing capabilities, we need to look at alternative
methods, structures and problems - trying to attack the prob-
lem from new angles. This paper has been an attempt in that
direction.
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